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Abstract 
In our Foundations of Computing course, the aim is not only to teach some general aspects on how 
computers work (like binary notation), but also to enable students to truly comprehend notions like 
algorithm, technology, and even the notion of information to be able to exercise professional judgment. 
A fundamental exercise in the course is being able to convincingly understand and reproduce the 
Universal Turing Machine argument. 

We use a series of simulators that provide clear illustrations of how a computer works, commencing 
from very basic logic gates for hardware. We reach a point that the Turing Machine (TM) behavior and 
actions are very much the simulator of the von Neumann Machine describing the modern CPU. 
Therefore, a TM can emulate anything executable in a modern stored-program CPU. This exercise not 
only has the computability implications but also enables to represent other many issues of current 
computer systems, like virtualization, viruses or computation in the cloud. More importantly, we can 
introduce the philosophical argument of whether machines understand what they are doing, and in 
that regard whether they would be able to think. 

Keywords: Concrete experience for abstract concepts, simulators, computability, Turing Machines, 
stored-program architecture.  

1 INTRODUCTION 
The recent film “The Imitation Game” has brought back the debate as to whether a computer could 
think [10]. At the same time, even the leading researchers [8,15] in the field of artificial intelligence (AI) 
as well as some other prominent figures [11] are anticipating all sorts of doom scenarios from the 
deployment of even smarter software systems. 

But from the educational point of view, some fundamental understanding is necessary for Information 
and Communication Technology graduates to be informed participants in the debate. In fact, the 
debate includes all issues regarding the complexity of security and safety of large computer systems 
that include the Internet or Things, the Web and the Cloud, in the macro and distributed scale to the 
manufacturing of more elaborate digital systems and embedded system in the micro scale. There are 
also interesting predictions (www.youtube.com/watch?v=7Pq-S557XQU) about the explosion of 
autonomous and robotics systems [9]. 

In all of this, the debate about whether artificial systems can think goes very much to the first response 
by Turing himself: “it depends what you mean by think”. And thus, it is fundamental to understand how 
computer system today work and why we see them as equivalent to the Universal Turing Machine 
(UTM). The challenge is how to teach what is a Universal Turing Machine (UTM) to a generation 
mostly unaware of mechanical devices. The typewriter became completely non-existent in the West at 
the turn of the century.  

Mechanical calculators and the slide rule disappeared from main use by the end of the 1970. Thus, 
how is it possible that a single-tape abstract model like an UTM be as “powerful” as the sophisticated 
game-boxes, watches, smart phones, and monstrous parallel computers that youngsters entering 
university experience today for e-mailing, networking, and tele-conferencing. Besides, many are 
familiar with other capacities of computers that display intelligence. Can the current generation of 
university students become convinced of the equivalence of our modern computers to such an 
abstract model as the UTM? How can we teach such equivalence? We claim we inculcate a reflective 
stance on information technology and discuss professional issues in IT using this equivalence-of-
power concept as the starting point. 

Proceedings of ICERI2015 Conference 
16th-18th November 2015, Seville, Spain

ISBN: 978-84-608-2657-6
3051



In our Foundations of Computing course, the aim is not only to teach some general aspects of how 
computers work (like binary notation), but also to enable students to truly comprehend notions like 
algorithm, technology, and even the notion of information to be able to exercise professional judgment. 
The chosen textbook [14] for the course explains very clear the ambitious objectives:  

The term “Foundations of Computing” provides theoretical and technical definitions for what 
computation is. In this book we are interested too in providing and understanding of what 
computation is. We take the perspective that the information technologies age lies in a particular 
turn of mind by Western civilization. The development of information technology can be 
understand as a physical embodiment of a calculative mode of thought, such that we 
increasingly use machines to calculate and implement the decision that direct our lives, rather 
than using human intelligence. Analogous to the first phase of industrialization that replaced 
human physical labor with machinery — now we are replacing human mental labor in the same 
way.  [14]  

Thus, the textbook poses the thesis that machines can think, in the sense of being able to replace 
many humans in their “thinking” jobs. 

2 THE NATURE OF THE STUDENT BODY 
The perspective the course also suggests that technology is the mechanization of a process into 
effective procedures, manifested as rules. That is, once we discover the unambiguously defined 
process to achieve a certain goal-state from an initial state, we have the technology to achieve that 
goal-state (whether the goal state is to manufacture a tool, produce some compound, fly a plane, 
remove stains, etc.), However, the Western train of technological process states that any phenomena 
can be analyzed and scrutinized in scientific and technological means to obtain effective procedures. 
Thus, the current frame of research and technological endeavors postulates that explaining how the 
brain works, how society works, how to educate, and how the economy works are all subjects of study 
for which we are polishing the technologies to steer them and control them to desirable objectives. But 
here lies the fundamental connection to automation and information technology. Such codified 
procedure that achieves the desired goal-state from the initial state can be performed by an automata, 
by a machine (perhaps without thinking or understanding). 

This applies to some extent to the training expected by the student body entering this course. 
Students seem to demand skills, aiming to become operators that can systematically apply rules 
without thinking to reach an outcome. It is debatable if students now expect to be challenged, and in 
that sense to be educated by a process of discovery and investigation, but they seems rather 
convinced that being job ready (some students believe they are investing money and some time in 
their studies only for that purpose) means being equipped with the effective procedures that the job 
demands application from 9 to 5; long are the days of desiring a job where professional judgment is to 
be applied. It seems that humans want to think less and that we are adopting a world where thinking 
machines will take over. 

In particular, the recent first-year intake that constitutes the student numbers for the course appears in 
Table 1.  

Table 1 Intake of the last 2 cohorts for the first year course Foundations of Computing at Griffith 
University, Brisbane. 

Cohort Nathan 
campus 

Logan 
campus 

Gold Coast 
campus 

 2014 195 19 165 

2013 133 16 110 

Students entering the Bachelor of Information Technology are not required to have completed the 
usual mathematics courses in high-school required for technical disciplines like Engineering. In 
particular, they are not required to complete Mathematics B [1] nor Mathematics C [2]. Moreover, in 
Queensland Australia students requesting admission to the university are ranked by what is named 
the overall placement (OP) score [4]. Figure 1 shows the distribution of OP scores across to 
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campuses for the 2014 cohort and shows that relative speaking this students are not high achievers, 
quite the contrary, they are performing well below the state average.  

 
Figure 1 Distribution of OP-entry scores for the Bachelor of IT at Nathan campus and Gold Coast 

campus 

 
Figure 2 Question used in the survey early in the semester and at the end. 

To gain an understanding of the student attitudes and their expectation of education as an enabler of a 
critical and Socratic mind, the students complete an anonymous survey in week 3 of the semester and 
also at the end of the semester. Figure 2 shows the questions.  

The results are shown in Figure 3. These are percentage of respondents per option. The results of the 
survey are not unexpected, what we see is that later in the course we find a turn around. A significant 
level of attrition in the course probably invalidates any comparison (there were 312 respondents in 
week three and only 225 at the end). Significant attrition is not unusual on the BIT first year courses. 
The BIT (Bachelor of Information Technology) has the highest percentage (26.8%) of students that 
enter a Negotiated Engagement Interview (NEI) with a Student Success Advisor (SSA). Around 65% 
of commencing students in ICT are identified as “at risk” students for retention, compared with the 
University average of less than 25%. Bachelor of IT retention in 2014 was below 64% while the 
average at the university is 75%. 

1. This course has challenges me in what constitutes an argument that an algorithm is correct.  

2. This course has challenged me in what constitutes an argument about what is computing.  

3. This course has surprised me, I didn’t expect scientist were so concerned about 
demonstrating what a computer can do.  

4. Education should train you, and not challenge you; that is, I should be told what to do, and I 
must repeat it (rather than figuring out myself).  

5. This course demands a lot of maturity in my learning skills, I wish first year courses were 
must prescriptive, that is, follow some simple steps and get over with it.  

6. This greatest inventors and entrepreneurs were people who follow instructions and didn’t 
sought challenges, in fact they were just lucky to be at the right place at the right time.  
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Figure 3 Percentage of students answering the options for the questions 3 weeks  

into the semester and at the end 

3 SECTION 
A fundamental exercise in the course is being able to convincingly understand and reproduce the UTM 
argument. At least, so we know that there are problems (like the Halting problem) our current 
computers cannot solve. Given the profile of the student population discussed in the previous section 
we have taken an approach of presenting illustrations and concrete simulations of the notion of a 
Turing Machine. Earlier, we have had significant success in presenting concrete representation of 
models of computation before in order to discussion and understanding of some abstractions in 
programming [5,6]. 

Therefore, we introduce and use a series of simulators that provide clear illustrations of how a 
computer works, commencing from very basic logic gates of hardware. We create models of the logic 
gates created out of basic electric elements, like batteries and switches and resistors. Then, we use 
Logisim [3] to create the fundamental components of digital circuits: multiplexors, decoders and flip-
flops among some other basic constructs. This demystifies the functionality, as students could 
potentially build out these elements from ordinary wires and batteries and mechanical elements, as if 
we were back in the area of electro mechanical relays. Modulo miniaturization, students can 
comprehend how and adder is built and how an arithmetic logic-unit (ALU) is built. 

We continue building (that is simulating) all the components of a modern Central Processing Unit 
(CPU). Since we already have the ALU what is missing is the Control Unit. Some more sophisticated 
circuits are emulated, that depend on the system clock (the system clock is already introduced in 
creating memory elements like flip-flops). Such circuits enabling counting, and synchronizing elements 
of the entire construction so they can be integrated in a more modular fashion (in fact, Logisim 
enables to abstract circuits as sub-circuits). Simple examples of circuits that perform the Fetch-
Execute-Cycle thought a 4-bit memory and CPU are produced. 

With some extrapolation, can see the relation to the next simulator. We introduce a simulator for an 
eight-bit Stored-Program machine. This simulator of a simple von Neumann architecture is used to 
develop some simple programs. This achieves a concrete experience of the notion of stored-program, 
significantly close to the notion of UTM. 
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Figure 4 The View of the simulator that corresponds to the stored-program machine proposed  

in the textbook [14]. 

Simulators have been proposed to enhance the students learning experience as it pertains to theory of 
computation [7]. However, our simulator was required to follow the construction of a computer and as 
well allow students to see the relation and connections to the theory of computation. In our case, we 
aim to make a credible argument by actually showing a close parallel to how computers work, and 
also the notion of Universal Turing Machine. 

So, can we actually draw parallels between our Stored-Program machine-simulator and a Universal 
Turing Machine (UTM)? How is this a machine that moves from states into states?  

A simulator of a Turing Machine (TM) is used to build simple programs, programs that become 
progressively more elaborate, from adding two numbers, or multiplying two numbers, to actually 
verifying that the input is the description of another machine.  

 
Figure 5 View of the Turing Machine simulator. 
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Figure 5 shows the simulator sued by the students. The fact that the TM simulator is coded in java is 
enough to establish that anything a TM can compute, also java can compute. The challenge is the 
other way around. That is, anything we can produce in a java program can be produced by the UTM. 
For this, we develop more concrete constructions of the power of a TM. The first step consist of 
showing that even if the alphabet of the UTM was larger (say accepts k symbols), that would not make 
it more powerful that the binary capacity of the cells of the UTM in the simulator. Again, showing that 
anything computable by a UTM with just an alphabet of size 2 can be performed/emulated by a UTM 
with a larger alphabet is easier as the UTM with a larger alphabet just does the same thing in the case 
of a smaller alphabet. However, the other way around need to show that every operation (and 
execution rule) on a larger alphabet can be emulated in a finite number of steps by a UTM with a 
binary alphabet. Thus, we present to the students Turing Machine rules of a larger alphabet and 
compile them for the simulator of a smaller alphabet. So this is one of the elaborate programs for the 
binary-TM simulator: how to interpret an input but made of rules for an alphabet of 4 symbols. In this 
case the simulator has to act in compiled rules that operate in two cells; as each pair of two cells 
represent the input of the TM with k=4. 

We hope that students can extrapolate and see that a TM in binary or one that can store hexadecimal 
symbols in each of its cells are computationally equivalent. Now, using videos on step-by-step 
operation of the simulator of the von Neumann Machine describing the modern CPU we see that is 
nothing more that a machine with a large alphabet following a very restrictive program, namely its 
fetch-execute-cycle. That the re-write of a cell in the Turing Machine language corresponds to the re-
write by a finite number of rules of the large sequence of numbers that constitute the registers. The 
such hard-wired instructions of the fetch-execute cycle correspond to some Turing Machine program. 
Therefore, a TM can emulate anything executable in a modern stored-program CPU. 

Also, the understanding of the notion of Universality in the case of a Turing Machine and the potential 
for Universality of the Stored-Program simulator enable understanding (or at least discussion) of other 
concepts. For example, the fact that for stored-programs machines, data and instructions are 
equivalent enables us to explain what does a computer virus do. In fact, we demonstrate in the 
Stored-Program emulators that we can build a program that copies itself to another part of the memory 
and then executes that clone (which in itself copies itself again). In the simulators, the result is 
disastrous, as the repeated copying eventually exhaust the available memory; however, the point 
comes across to the students: the significant notion of Turing completeness and Universality, namely, 
that a program is data and that data are programs for a Universal Turing Machine, and if it is 
equivalent to a Universal Turing Machine, we are as powerful as any other computational device 
(although perhaps much more slower). 

Similarly, we can discuss virtualization. That is, computers may not know is running another computer. 
Or a computation can be frozen and re-started without such computation (which me be defining a 
behavior or effective procedure) noticing it has been paused and resumed. 

The last point reveals the deterministic behavior of Turing Machines. They have no choice, the 
behavior will continue as per the program even if paused, and to the same outcome as if it was not 
paused. The program cannot stop and discontinue execution or take an alternative trace of the 
execution that is what not programmed for. Thus, the question comes down to whether does the 
computer understand what it is doing. At the level of the Stored-Program or the Universal Turing 
Machine, clearly not. The Universal Turing Machine can monitor what the machine its running is doing 
in terms of what values it operates on, and could put limits on the number of steps, or the magnitude 
of the values produced, but it cannot anticipate or understand what the emulated machine is doing. 
The symbols of the emulated machine have no meaning to the Universal Turing Machine. Thus a 
Universal Turing Machine may not know it is executing a Universal Turing Machine, not even know it 
is executing an emulator of itself. In fact, this property is sued to prove that we cannot create a 
Universal Turing Machine that can anticipate if the machine its about to execute is self and would not 
run for ever. That is, once a machine is powerful to be universal, it becomes at risk of being forced to 
be unsafe and run for ever, out of control. 

Thus, we can enter the philosophical argument of whether machines understand what they are doing, 
and in that regard whether they would be able to think. It seems that in order to be able to think one 
needs to understand what one is doing. Repeatedly executing a fetch-execute-cycle (without any 
capacity to reason where that is leading to) seems to suggest computers do not understand what they 
are doing. We introduce in the course other arguments that have been put forward to suggest that 
understanding is beyond computers [12]. 
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4 THE VISIBLE IMPACT 
The rationale in presenting the topics and the tools in the course as proposed here obeys the desire to 
deliver the mathematical content of this course that is relational rather than instrumental” [13]. That is, 
during the program, we will try to make sure students understand the why of an algorithm works, 
rather than just operate it “like a robot”. No better analogy than the notion of a computer executing a 
program without understanding. 

Also, the course offers the investigation on how computers are actually built threaded though a 
historical review. Such review looks at the attempts by Babbage to build computer entirely out of 
mechanical devices. Such hardware was a failed project at the time, and it was never constructed 
despite what was considered then significant funding from the British government. Today, there are 
working replicas of Babbage engine in museums (www.youtube.com/watch?v=BlbQsKpq3Ak). Thus, 
the students explore what Babbage could actually compute and in that expand some notion of 
polynomials, finite differences and polynomial equations. 

The fact that one model of computation emulates another enables us to introduce the notion of 
reduction. We emphasize this in problem-solving, illustrated by the fact that (in the Egyptian algorithm) 
multiplication reduces to some doubling (multiplication by 2) and some addition. Thus, an algorithm is 
a codification of a solution to a problem into smaller problems for which its solution is already known. 

Thus, is there any visible evidence that the introduction of these simulators had some impact on the 
students? While the learning objectives and final marks of the students were only slightly better than in 
earlier years, students did comment strongly in course review about the use of the tools as 
instruments in their learning. The simulators were use din the assessment items, and the remarks 
seem to be oriented as expanding the capabilities (like service requests). For example, the capacity to 
pause and debug the current program, rather than having to re-start the program from the beginning 
and the capacity to insert more than one breaking point.  

However, once clear aspect that demonstrates the impact of the simulators as learning tools is in the 
choice of exam questions from the final exam. The general structure of the exam has not evolved and 
changed much in the last 3 years. For every section there is at least one option of not more. There is a 
section on short questions where students chose 5 out of 10 questions each worth 10%. There is a 
short essay section where students chose one out of 7 for another 25%. There is one section on a 
practical problem where student chose one out of 3 options for 25%. 

While in previous years students’ selections did not reflect any pattern in particular, after the 
introduction of the practice of the simulators, 95% of the total number of students who sat the exam 
(246) elected the practical problem as the Turing Machine exercise above an exercise on digital 
circuits or an exercise on algorithm correctness. For the essay question 98% of the students elected a 
question among a group of three (one the workings of the von Newman architecture, a second one on 
the Turing Machine and its correspondence to the stored-program model, and a third on the notion of 
Universality and the UTM). They avoided other 5 questions on topics related to technology and its 
impact in society or Searle’s Chinese room argument. 

Again, we are not completely convinced that these results reflect an improvement. While we are 
encouraged that the simulators have made the students engage and play more with otherwise 
abstract concepts, we may also see that they are leaving aside other topics in the course. The 
simulators have become part of the assessment items in the progressive learning that was used. In 
fact, the Egyptian algorithm for multiplication (which is based on the binary representation of numbers 
and still sued today inside our calculators) was used as a common thread from the first assignment, 
which implements it using Logisim to an implementation in the stored-program simulator. Thus, this 
forces the students to practice more with the simulators and thus with the associated concepts; thus, it 
may be this effect we are observing in the choice of questions in the final exam. 

Therefore, the simulators have become useful learning resources that we are considering making 
public. We hope that feedback on this paper may provide an idea of their potential relevance and 
stimulate such release. 

5 CONCLUSIONS 
We have constructed simulators of some specific abstract concepts that were part of the discussion of 
the textbook [14] in a first-year course on Foundations of Computing. The simulators have shown to 
be a great complement in the course, providing the students with a concrete experience of these 
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concepts. They clearly illustrate and animate the step, stages or states that computation moves along 
in the hypothetical devices (but demonstrate the feasibility of their physical construction). The 
approach demystifies what happens inside computers and gives significant insight into how computers 
can do, plus it illustrates the notion of reduction. 

Since the cohort of students taking the course have not a strong mathematical background that 
suggest practice with problem-solving tasks and abstraction, we believe this concrete exploration 
motivates their learning and provides significant feedback and practice. We have some indication that 
students have benefited from the introduction of this and current conveners of the course in 2015 
continue to use them. Nevertheless, a large review of the Bachelor of IT at Griffith University sees this 
course disappear from the curricula by 2016.   
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