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Abstract. When proposing a novel recommender system, one difficult
part is its evaluation. Especially in Technology Enhanced Learning (TEL),
this phase is critical because those systems influence students or educa-
tors in educational tasks. Our research aims to propose a framework for
conducting comparative experiments of different recommender systems
in a same educational context. The framework is expected to provide the
accuracy of subject systems within a single experiment, depicting the
benefits of a novel system against others. We also present an application
of such framework for a comparative experiment of popular systems in
TEL like Google, Slideshare, Youtube, MERLOT, Connexions and ARI-
ADNE. Our results show that the proposed framework has been effective
in comparing the accuracy of those systems, with a clear picture of their
performance compared one another. Moreover, the results of the exper-
iment can be used as a benchmark when evaluating novel recommender
systems in TEL.
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1 Introduction

Recommender systems are widely studied and developed in literature to assist
users in the retrieval of relevant goods and services. Those systems use different
approaches to perform the recommendation, mostly content-based filtering, col-
laborative filtering, knowledge-based filtering and their hybridisations [29]. Such
approaches are currently applied for the recommendation of items in several
areas including education with Technology Enhanced Learning (TEL) systems
[7].

Indeed, many resources available on the Web may represent a potential ed-
ucational content, therefore educators consider Internet as a place where they
can search for materials [15]. However, searching for educational resources is a
more complex task than for other goods/services, even for recommender systems
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that meet more challenges to perform proper suggestions. The recommendation
of educational resources is more complex for i) the many aspects involved in
the selection of a resource, and ii) the low amount of educational data available
compared to other areas [29]. In addition, users’ interests and preferences alone
are not enough for a proper recommendation of educational content, because the
recommended resources shall meet users’ educational context as well as users’
characteristics [3].

In general, the evaluation of recommender systems is a critical step when
proposing a novel recommendation algorithm, because of i) the many properties
that should be evaluated (e.g. accuracy, robustness, scalability), ii) the datasets
and iii) the number of users that such evaluations may require [23]. When eval-
uating a recommender system, three experimental settings are expected: offline
experiment, user studies and online experiment [23]. According to Shani and Gu-
nawardana (2011), the former is towards the calibration of the recommendation
algorithm and process, or even for comparing the performances of different algo-
rithms. For such phase, a number of existing real datasets or synthetic datasets
may be used. The second experiment is towards the analysis of the system behav-
ior with a set of test users. For this experiment, the test users interact with the
system performing a set of tasks. In such scenario, the researchers record some
quantitative data about the system, the users and the interaction system-user
in order to have a first understanding of the system performances and influence
on users. Finally, online experiment is for the evaluation of the system in real
applications, where it is mainly measured how much the recommendations pro-
posed by the system actually influence the users, as well as other properties.
When evaluating recommender systems in TEL, the same three experiments are
expected [7].

As the next section reports, there are many contributions about recommender
systems in TEL, but there is not a comparison of their performance in similar
educational contexts, which makes a comprehensive understanding of their ef-
fectiveness difficult. Even if those systems perform well on recommending edu-
cational resources considering some specific aspects, it is worth to see whether
or not their overall performance is better than current practices. What we find
in this study is that generic IR systems such as Slideshare, Google and Youtube
are very popular among users of TEL systems and they do not perform bad ei-
ther (see Section 6). Therefore, it is important to prove that the performance of
novel systems are at least the same even if their recommendations are more ap-
propriate for some educational aspects (e.g. educational profile of users). Hence,
it would be more interesting to see different recommendation systems compared
in a same framework or evaluation setting. In this way, the resulting perfor-
mance of a novel system can be compared against a set of systems that are quite
popular, providing a more clear evidence of the effective progress in the field
of recommender systems in TEL. Indeed, in TEL we can find different ways to
recommend educational resources [7], thus, for a more effective and expressive
evaluation, it is important to use the same experimental setting. In this regard,
we suggest a comparative framework which consists of a set of information that
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depicts the educational context on which to conduct the comparison of recom-
mender systems in TEL.

Finally, we present an application of our framework for organising a com-
parative experiment. The objective of such experiment is the evaluation of the
accuracy performance of Information Retrieval (IR) systems practically used by
users of TEL systems, namely students and educators. The results here reported
can be a first starting point for measuring the performance of novel TEL recom-
mender systems. During this contribution we explore the accuracy performance
of Google, Youtube and Slideshare, which are very popular among educators and
students [4], although they are generic search engines, not focused only on ed-
ucational resources. In addition to them, we evaluate Connexions1, MERLOT2

and ARIADNE3 which are the most popular Learning Object repositories in
literature and practical life of students and educators [4, 14, 25].

2 Background

As said in the introduction, the retrieval of educational resources is a complex
task mostly because of the many aspects that are involved in the recommen-
dation process. The literature proposes the Learning Object for the description
of educational characteristics of digital content through metadata [26]. Such in-
formation is helpful for recommender systems to find a match between the user
query and metadata of digital resources. Learning Objects are available on the
Web in Learning Object Repositories such as MERLOT, Connexions and ARI-
ADNE. Those systems differently gather and manage Learning Objects that
they host. In particular, MERLOT does not actually store the materials that it
offers, but it only records the link to the website of the resource and the meta-
data, as stated on its website4. Moreover, it is particularly appreciated for the
peer review of its materials. MERLOT currently refers to 40.000 resources.
In opposite to MERLOT, Connexions stores the materials, presently over 26.000
Learning Objects according to the information reported on its website5. Differ-
ently, ARIADNE [10] is a federated repository based on GLOBE6, a network of
Learning Objects coming from different repositories [19]. So, ARIADNE actually
uses Learning Objects available in other repositories but stored with the IEEE
LOM standard7, which presently is the most popular standard of the metadata
of Learning Object [19].

The main contribution of Learning Object Repositories is that the user can
search for Learning Objects typing a phrase containing the keywords, then the

1 https://cnx.org
2 http://www.merlot.org
3 http://www.ariadne-eu.org
4 http://info.merlot.org/merlothelp/index.htm#merlot collection.htm accessed on
12/05/2015

5 http://cnx.org/contents accessed on 12/05/2015
6 http://globe-info.org/
7 IEEE 1484.12.1-2002, IEEE standard for learning object metadata
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Learning Object Repository will present all the available resources matching with
the query, similarly to Google. The search engines of Learning Object Reposito-
ries are more appropriate for recommender systems in TEL, but they can access
to a more limited number of resources than Google, Youtube or other big IR
systems.

Currently, interesting systems based on Learning Object are proposed with
the aim to produce proper recommendations for students and educators [29, 7],
some of them also based on user profiling [13, 12, 22]. Although we have those
systems, users still mostly rely on generic search engines. In this situation, we
believe that a comparative evaluation against generic IR systems represents a
stronger evidence of the effectiveness of novel systems. In this regard, a compar-
ative experiment based on a same benchmark provides the research community,
industries and end users with a valid motivation to change their attitude towards
novel systems and practices.

Table 1. A review of some recommender systems in TEL focused on the evaluation
experiments.

System Online Offline Comparative Accuracy Predictive
Evaluation Evaluation Evaluation Measures Accuracy

[18] (2007) x x

[16] (2008) x (50 students) x

[25] (2010) x x

[30] (2011) x (10 students) x

[2] (2011) x x x

[5] (2012) x (Java course) x

[21] (2013) x x

[31] (2013) x (24 students) x

[9] (2014) x x

[1] (2014) x x x

[22] (2015) x x

In literature, we found some surveys of recommender systems in TEL [29,
7, 17] where it is depicted a very good overview of those systems and their ap-
proaches. Unfortunately, a comparative evaluation of the resulting performance
of such systems is difficult to conduct because of the different experimental set-
tings conducted in those studies. However, the performance of those systems (e.g.
accuracy) can still be compared if they are evaluated in the same experiment.
To the best of our knowledge, no works either conduct a comparative evaluation
of accuracy performance or propose a comparative framework of recommender
systems in TEL. In this regard, Table 1 reports some recommender systems in
TEL and their experimental settings. As we can see, none of them has conducted
a comparative evaluation with other systems, neither with current practices of
their end users. In addition, the performance analysis is mostly based on predic-
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tive accuracy measures, that however cannot be used for big IR systems for the
absence of ratings of their items from the educational point of view. Therefore,
in this work we adopt Top-N accuracy measures of recommender systems [8],
which are largely used also for the evaluation of generic search engines [28, 11].

3 The proposed comparative framework

The framework proposed in this contribution consists of a set of features used for
conducting a comparative experiment of accuracy performance of recommender
systems in TEL. In practice, our framework expresses the keywords for describing
some educational features that the retrieved resources are expected to meet.
The framework must be as generic as possible in order to make the comparison
possible for most of the systems; the more the framework is generic, the more
IR systems can be evaluated with it. Moreover, the framework must be based
on information that is user independent. As result, the framework proposed in

Fig. 1. Structure of a comparative experiment based on the proposed Comparative
Framework.

this contribution consists of:

1. Concept Name (CN)
2. Course Title (CT)
3. Difficulty (D)
4. Education Level (E)
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5. Prerequisite Knowledge (PK)

Those elements represent a piece of information that is essential when searching
for educational resources and independent of user characteristics [24, 12]. More-
over, the order as they are here presented is important too. In fact, the framework
submits 5 queries to the subject systems, where in each query is added one of
those elements following that order (e.g. Query1 has only CN, then Query2 has
CN and CT, and so forth). With this approach we expect to provide a more
wide evaluation of the systems with different queries of increasing depth. So, we
can have a spectrum of the systems’ performance for the different specificity of
the queries.

Figure 1 shows the structure of a comparative experiment using the proposed
framework. As we can see, an instance of the framework is used to query different
systems. Then, it is possible to compare the results using well-known accuracy
measures of recommender systems. The framework is proposed with accuracy
measures, instead of predictive accuracy or other measures, because it is not
easy to find educational datasets for recommender systems in TEL, even more
with ratings from users [29, 3]. Being the goal of the comparative experiment the
analysis of accuracy performance of subject systems, Precision (P) and relative
Recall (R) [23] have been used as accuracy measures. For an expressive com-
parative experiment, we suggest to combine P and R in one score using the F1

score that is, in essence, the harmonic mean of P and R [8, 23]. The formula of
the F1 score is the following:

F1 =
2PR

P +R
(1)

In the next section we provide all the details about the framework and its ap-
plication for comparing some systems used to retrieve educational material.

4 The framework in action: a case study

In this section we apply the proposed framework to conduct a comparative ex-
periment of accuracy performance of Google, Youtube, Slideshare, Connexions,
MERLOT and ARIADNE for the retrieval of resources appropriate for an edu-
cational context, which is described by an instance of the framework. We have
selected those systems because they are either very popular among users of
recommender systems in TEL, such as Google, Youtube, Slideshare and MER-
LOT [4], or with high attention in literature, like Connexions and ARIADNE
[14, 6, 20]. The instance of the framework involved for this evaluation is about
a Java Programming course for Undergraduate students and Beginners as dif-
ficulty level. All the queries submitted to the subject systems are about the
retrieval of material for the concept Operators that has Variables as prerequisite
in such course (derived from the official Java tutorial8). Therefore, the instance
of the framework for this experiment consists of the following data:

8 https://docs.oracle.com/javase/tutorial/java/index.html
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1. Concept Name: Operators
2. Course Title: Java Programming
3. Difficulty: Beginners
4. Education Level: Undergraduate
5. Prerequisite Knowledge: Variables

From this set of information, we query each subject system five times, each
time increasing the depth of the query adding a piece of information of the
framework. So, we start with a query formed by only Operators, then the second
query consists of Operators and Java Programming, and so on. The last query
contains all the elements of the framework. The set of queries used for this
comparative experiment is reported in Table 2.

In order to reduce every possible bias due to the automated user profiling
that most of the analysed systems perform, we have decided to i) completely
delete the cache, history, cookies and any other browsing data of the browser
before to perform each query, and ii) execute the queries browsing in private
(incognito). The browser used in this experiment is Internet Explorer.

Table 2. Set of queries used to evaluate the performance of the test systems.

Query # Query Contextual
Information

1 Operators CN

2 Operators Java programming CN, CT

3 Operators Java programming beginners CN, CT,
D

4 Operators Java programming beginners CN, CT,
undergraduate D, E

5 Operators Java programming beginners CN, CT
undergraduate variables D, E, PK

Specifically for this experiment, the same authors (with expertise in teach-
ing Java Programming courses for Undergraduate) decided the relevance of the
retrieved items, because of their expertise in Java Programming and their im-
partiality in evaluating the subject systems (the authors are not linked in any
way to any of the analysed systems), as performed in other literature for the
evaluation of big IR systems [28].

In addition, only the items displayed in the first page of the results are
considered, given the fact that just few users go to the second page or beyond
when browsing the results of large IR systems [27]. Given that all the test systems
present at least ten results for each page, P and R are calculated according to the
relevance of the first ten results (top-10 accuracy measure). As said, the relevance
of a retrieved document is established by the same authors with a binary value
(1 if relevant, 0 otherwise). A retrieved item is considered relevant when i) it
covers all the concept Operators and not just a part of it, even if it covers also
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other topics, and ii) it complies with all the features of the educational context
as described by the framework.

For the computation of the F1 scores, the set of relevant items of each subject
system consists of the union of relevant resources retrieved by the individual sys-
tem during the execution of the five queries. In the following section, we present
the subject systems that are evaluated in our experiment, with a particular focus
on how they perform the recommendations.

4.1 Brief overview of subject systems

As said earlier, during the comparative experiment presented in this paper,
Google, Youtube, Slideshare, Connexions, MERLOT and ARIADNE are eval-
uated. With more focus on the data used for their recommendation processes
and the structure of such processes, companies like Google Inc. (owner of Google
search engine and Youtube platform) and LinkedIn (which is behind Slideshare)
do not use only the keywords in the string query to perform their recommenda-
tions. Information about the user is deducted even if the person is not logged
in, via an automated user profiling.
For example, as stated in the privacy policy of Google Inc.9, Google can depict
a user profile through the previous queries, visited web pages, Youtube videos
watched in the past, the location of the user via the IP address, the device of
the user and even the movements of the mouse pointer. This is applied not only
for the Google search engine, but also for Youtube. Hence, recommendations are
personalised using such user data collected in background of user’s activities on
the web.
According to the privacy policy of Slideshare10, also this system collects infor-
mation about the chronology of visualised content and queries performed by the
user. In addition, if the user is logged in the system, Slideshare can deduct differ-
ent data in several ways. For instance, the sex of users can be acquired analysing
their name, and the users’ qualifications are used to deduct age, fields of interest
and range of income.

Those three subject systems mostly use generic user profiles to personalise
the query results, but they do not build or use an educational profile of users. Al-
though those systems are not focused in education, the experimental setting here
proposed can still be applied. For the proposed experimentation, educational fea-
tures of the retrieved items are not required for comparing the relevance of the
results, but the comparative framework itself is used for querying the subject
systems and then evaluate the relevance of their results; an approach valid also
for Google, Slideshare and Youtube. In this manner, the comparative evaluation
can show the performance of the subject systems in retrieving educational re-
sources for the same context as described by the instance of the comparative
framework.

9 http://www.google.com/intl/en/policies/privacy/
10 https://www.linkedin.com/legal/privacy-policy
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5 Performance analysis

In this section we present and discuss the performance of the subject systems
involved in the comparative experiment presented in this contribution. Along
the next subsections, we report the results and discussions for each analysed
system.

5.1 Google

Fig. 2. Results of accuracy performance of Google using the framework.

The chart of the performance of Google search engine is shown in Figure 2.
Google has retrieved 8 relevant items after the five queries. As we can see, there
is an increment of Precision and Recall until the second query, reaching the best
values which are 0.3 and 0.375 respectively. The performance remains steady with
query number three, but it presents a drop when the query is expanded with
Education Level. Adding the Prerequisite Knowledge to the query, Precision and
Recall rise again to their maximum value. Overall, Google has a F1 score which
is always just over 0.3 throughout the experiment, except for query Q1 and Q4.
It is not an excellent performance, but we have to consider that Google dataset
is the entire web, not only educational resources, so it is acceptable that it does
not have the best performance.

5.2 Slideshare

Throughout the experiment, Slideshare retrieved 5 relevant resources. Figure
3 shows that Precision and Recall of Slideshare have an increasing trend until
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Fig. 3. Results of accuracy performance of Slideshare using the framework.

the fourth query reaching the maximum value of 0.4 for Precision and 0.8 for
Recall. The same performance is recorded for the last query. So, in opposite
to Google, Slideshare benefits of the Education Level element and, overall, it
performs better than Google. However, we expected still better results because
Slideshare is more focused in education than Google.

5.3 Youtube

The third system involved in this experimentation is Youtube, with 6 relevant
items retrieved over the entire experiment, and Figure 4 reports its accuracy
performance. We can say that Youtube has a steady trend during the experiment
except for the first and the last queries where it is registered a relevant drop of
the accuracy. In particular, the first query produces a F1 score of 0, because
the retrieved items were not sufficient to cover the entire concept, but just a
part of it. From the second to the fourth query, there is the best performance of
Youtube, with Precision=0.2 and Recall just over 0.3. Then, with the last query,
Precision falls to 0.1 and Recall to less than 0.2. We can say that Youtube did
not perform well against the other systems analysed so far. The main problem
of such a low performance of Youtube is due to the granularity of its items,
which might be too much fine for educational purposes according to the results
of this experiment. In fact, although Operators is not a wide concept, most of
the retrieved items are short videos which explain only a portion of it.

5.4 Connexions

Throughout the entire experiment Connexions has retrieved 2 relevant items and
the accuracy performance is shown in Figure 5. For this system, we can see that
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Fig. 4. Results of accuracy performance of Youtube using the framework.

Fig. 5. Results of accuracy performance of Connexions using the framework.
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the best values for precision and recall are achieved straight away with the first
two queries, namely Recall=1 and Precision=0.2, because the only two relevant
items are both retrieved in these two first queries. After that, the trend starts
to fall until 0 when, in query Q4, the Education Level is added. A significant
increment is recorded for the fifth query. The main problem of this system is the
low availability of relevant material. In fact, the highest recorded value of recall
is 1 because the two relevant items have been retrieved right away in the first
two queries. However, it is interesting to note that it is the unique system in this
experiment that reached its maximum accuracy in the first query.

5.5 MERLOT and ARIADNE

Both MERLOT and ARIADNE had issues in the retrieval of Learning Ob-
jects during this experiment. In particular, MERLOT retrieved items only for
the first query, but none of them were relevant. No results have been reported
from the second query to the last one. Similarly, ARIADNE was not able to
retrieve any resource for any query, and, in addition, it mostly retrieved broken
links. For these reasons, we could not produce the charts about the performance
of MERLOT and ARIADNE.

6 Summarising the results: comparative analysis

Fig. 6. Comparative evaluation of Google, Slideshare, Youtube and Connexions based
on F1 scores resulting from the application of an instance of the comparative framework.

During our analysis we have been able to retrieve relevant items from the
majority of the tested IR systems, but with different performance for each query.
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From the charts presented in the previous section, we can see that Slideshare
achieved the best results in terms of precision and recall, especially when nearly
all the elements of the framework were in the query. With the application of
the comparative framework here proposed, we can have a very significant and
expressive performance of all the four systems of this experiment, as Figure 6
clearly shows. In fact, just looking on that figure we can conclude that Connex-
ions and Google have the best accuracy performance for low-specific queries (Q1
and Q2). From the third query on, it is evident that Slideshare has a remarkable
and overwhelming performance compared to the other three systems, with an
increasing performance as the queries are more specific.

In conclusion of this experiment, we have shown the benefit of the proposed
framework for comparing recommender systems in TEL. Such approach is simple
but very effective in properly conducting comparative experiments and produc-
ing comparable results. Moreover, the results found in this experiment can be
a benchmark for comparative evaluation of novel systems in TEL. Indeed, new
recommender systems in TEL are expected to have an overall accuracy perfor-
mance higher than 0.53 in terms of F1 score. That value is the highest F1 score
observed in this experiment, achieved by Slideshare with the fourth and fifth
query (refer to Figure 6). Finally, the comparative framework can also help to
understand what educational information enhance the accuracy performance of
a novel system.

6.1 Limitations of the experiment

The analysis presented in this contribution has been performed on several IR
systems with the most possible attention to avoid any bias or other condition that
could invalidate the experiment, but it is limited to only one domain. However,
this limitation does not weak this experiment, because Java programming courses
are taught in several universities around the world in Undergraduate classes, so
the instance of the framework used in this experiment is a very popular scenario
in the real world. Furthermore, it is highly probable that an educator or student
could use the discussed IR systems to look for educational resources about the
topic included in our analysis. More important, in this paper we have been able to
show how it is practically possible to conduct a comparative experiment using
the framework here proposed, and the effectiveness of the framework itself in
comparing the performance of different systems.

7 Conclusions and future work

In this contribution we have seen the importance and feasibility of conducting
a comparative experiment of recommender systems in TEL, towards a better
understanding of their benefits for users. As result of the review of the litera-
ture, no comparative studies of such systems have been conducted in the field
of TEL. Moreover, it is evident the lack of comparative evaluations of new sys-
tems against current solutions. Such evaluations are important when presenting
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a novel system in order to provide researchers, industries and even the end users
with a clear improvement of the recommendation service provided by the novel
system. The framework proposed in this contribution provides the stakeholders
of recommender systems in TEL with a tool for comparing the accuracy per-
formance of new systems against what they currently use. Even for researchers,
this framework is fundamental for conducting comparative experiments for bet-
ter insights of the performance of their work, which is the main goal of this
paper.

In addition, an application of the framework in a popular case study is pre-
sented, namely the recommendation of educational resources for a Java Pro-
gramming course (refer to Section 4 for more details). Using our framework,
a comparative experiment of Google, Slideshare, Youtube, Connexions, MER-
LOT and ARIADNE has been conducted. Figure 6 summarises the results of
the comparative experiment based on our framework, where those systems have
been compared one another in a single experiment and in the same educational
context. In that figure, MERLOT and ARIADNE are not reported because of
their problems in performing the steps of the experiment (refer to Section 5.5
for more details).

Another important finding of this paper is the result of such experiment,
which is a very significant benchmark when conducting the evaluation of future
novel recommender systems in TEL. In fact, researchers can repeat the compar-
ative experiment with the case study here analysed, and use the results of this
experiment for demonstrating the actual contribution of their systems.

In conclusion, with the application of the proposed comparative framework,
a comparative experiment has been successfully conducted for the comparison of
accuracy performance of systems with different characteristics. We expect other
applications of the framework for a better understanding of its effectiveness for
the evaluation of other systems.
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