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ABSTRACT

Currently, most of the web is inaccessible to mobile users. Few pages are designed with anything other than the Desktop
PC in mind. The growing number of mobile devices with different characteristics, limitations, and capabilities makes it
difficult for web designers to accommodate all of them. We describe a novel architecture for integrating and transforming
available web content into formats suitable for handheld, mobile devices. This architecture has been implemented and
tested to prove the applicability of our approach in everyday scenarios.
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1. INTRODUCTION

During the last years, we saw information technology evolve rapidly. New inventions in computing are being
made in shorter and shorter periods of time. This rapidly changing movement not only concerns computer
hardware, but also needs to be looked at from the viewpoint of computer software development and web
content. We have seen a browser war go by that saw a transition from a simple, open web standard to
sophisticated proprietary formats and back to a set of complex open standards. Overloaded with the sheer
speed of events, web page designers have always lagged behind this development. This may be partly
because of their ignorance of open standards, partly because of a discrepancy between the large number of
open standards and the small number of web page development tools that sufficiently support them.

The rapid evolvement of computer technologies also strongly impacts our everyday lives. Faster
computer processors, dramatically increased storage capacity, and smaller mobile devices are just some of
them. The term “mobile computing” in particular has changed significantly in recent months. Several years
ago, mobile computing was defined to be identical with carrying around laptop or notebook computers.
Nowadays, cellular phones can just as easily browse the Internet and send or receive e-mails. Palmtop
computers have operating systems that are more complex than operating systems for desktop computers used
to be a decade ago. They run applications that enable them to do the similar jobs and tasks that desktop
computer have done for some time. Furthermore, it becomes harder to associate the definition of the mobile
computing term with only a single device or application, simply because the number of different mobile
devices has increased so rapidly in recent history. However, we can still identify some underlying similarities
among these devices. For example, one of the most exciting common capabilities of many recent mobile
computing devices is the ability to communicate and connect to the internet through wireless channels.

Presently, the number of people who could, in theory, browse the Internet directly from their mobile
devices increases by the day. In practice, however, the mobile use of the Internet has remained behind
schedule, primarily for two reasons: cost and content. Apart from the fact that bandwidth availability is not



anywhere close to that of fixed line Internet connections, even the price for low bandwidth connectivity is
astronomical in comparison. In addition, web content typically has been tailored towards large size, high
resolution screens of modern PCs. This introduces a new problem of how to display information on small
screen devices. Ideally, this problem would be addressed on the server side. And indeed, there are open
standards to support this and a few web content developers create special styles or content, designed to be
viewed from specific mobile devices. However, not only the sheer number of ever-changing mobile devices
with different capabilities and resolutions makes this an almost impossible task. The administrative overhead
and often also unawareness has resulted in a large number of web sites that are tailored to the typical desktop
scenario, often only supporting one specific web browser or a very small number thereof. We therefore
propose an alternative different approach that is suited to the realities we face today. The rest of this paper is
structured as follows. Section 2 presents some background and related work. In Section 3, we describe the
structure of our architecture. In Section 4, details of our implementation are given. Section 5 shows the
results of a case study that was performed to test the usability of our implementation. A discussion of our
results and an outlook into possible future works concludes the paper in Section 6.

2. BACKGROUND AND RELATED WORK

2.1 Specifying Device Capabilities

Delivering web content to mobile devices in a suitable form is made difficult by the fact that typically, such
content has been designed for the large screens with resolutions of at least 800x600 pixels that are found in
today's desktop and laptop computers. Neither the screen size nor the resolution of the screens found on
mobile devices is suitable to display such content. Moreover, almost every mobile device comes with a
different set of capabilities.

Besides screen size and resolution, this, for example, also includes the number of distinct colours or grey
values as well as the number of fonts available on the device. Therefore, these capabilities along with user
preferences need to be communicated to a web server in order to receive a representation of content that
matches the device. There are several methods and standards for specifying device capabilities. Standards for
describing device capabilities specification include the World Wide Web Consortium's (W3C, 2003)
Composite Capability/Preference Profile standard, CC/PP, (Butler, 2001a, 2001b, 2002a; Butler, Giannetti,
Gimson, & Wiley, 2002; CC/PP Composite Capabilities/Preferences Profile) and the Wireless Application
Protocol Forum (WAP Forum) User Agent Profile, UAProf (Butler, 2001b, 2002a; User Agent Profile).

CC/PP, a standard created by the W3C, is an extensible format based on the Resource Description
Framework, RDF (Miller, 1998), for describing device capabilities and user preferences. Client devices (User
Agents) can provide their CC/PP to the server or the web content provider, which can then make use of this
information to modify or customise their service or content provided. The CC/PP descriptions are intended to
provide the information necessary to adapt the actual content as well as the content delivery mechanisms to
best fit with the capabilities and preferences of the user. The main function of the CC/PP framework is to
create a structured and universal format for how a client device tells an origin server about its user agent
profile. Typically, a server would then select from available content a representation that is most suitable for
the requesting user and device. CC/PP aims at providing a container that can be used to convey such a
profile. It is independent of the protocols used to transport the profile. In other words, CC/PP does not
present mechanisms or protocols to facilitate the actual transportation of the profile.

The main function of the CC/PP framework is to create a structured and universal format for how a client
device tells an origin server about its user agent profile. Typically, a server would then select from available
content a representation that is most suitable for the requesting user and device. CC/PP aims at providing a
container that can be used to convey such a profile. It is independent of the protocols used to transport the
profile. In other words, CC/PP does not present mechanisms or protocols to facilitate the actual transportation
of the profile.

The User Agent Profile is a standard developed by the WAP Forum. The purpose is to provide a
mechanism for Wireless Application Protocol (WAP) devices that enables them to supply information about
their capabilities to the server. Basically, the User Agent Profile provides a very similar methodology to



CC/PP, but tries to address some weaknesses of CC/PP. UAProf provides a standard set of vocabularies for
WAP enabled devices to actually communicate their capabilities to the server. These standard vocabularies
consist of a specific set of components and attributes describing the WAP device's capabilities. Although
UAProf already provides standard vocabularies, it still does not define how the servers and proxies should do
transformations or customizations based on this device capability information. Another disadvantage is the
low acceptance of WAP to date. Consequently, there is currently only a handful of UAProf profiles available
for WAP devices.

HTTP Request Header Fields (Zawinski, 1998) are unique standard identifiers sent within web page
requests by user agents or web clients to the web servers. The main purpose of this identification is for
statistical review and handling of known protocol violations within certain clients, but also to support
automated recognition of user agents, allowing a web server to provide different content for different types of
devices. There have been attempts to expand this request header format in order to describe device
capabilities and preferences, but this has not occurred in a standardised way.  For instance, the Netscape
request headers contain proprietary language specifications that are different from Internet Explorer request
headers. .

Both CC/PP and UAProf descriptions are written in RDF. RDF is an infrastructure that enables the
encoding, exchange and reuse of structured metadata. Metadata in the case of RDF is defined to be structured
information about data. This infrastructure enables metadata interoperability through the design of
mechanisms that support common conventions of semantics, syntax, and structure. RDF is an application of
the Extensible Markup Language, XML (W3C, 1996), that imposes required structural constraints to provide
unambiguous methods of expressing semantics. RDF aims at a way to provide and publish vocabularies that
are supposed to be readable and understandable by both humans and machines.

2.2 Content Adaptation

Web content adaptation can either be done manually or through an automated conversion process. In the
manual approach, a web master needs to provide different versions of content (e.g., through the provision of
different style sheets) that are suitable for different devices or classes thereof. In the automated approach,
device capabilities are interpreted by software that then transforms the content into a suitable format. This
transformation process can reside on the server side, the client side, or a proxy in between (Butler, 2001a}.

Simple CC/PP (Korolev, 2001) is a framework that tries to classify devices into four different categories:
desktops or high-end notebooks with broadband connection, notebooks on the road with dial-up/wireless
connections, handheld computers with modems, and WAP devices. The simple CC/PP framework was
implemented using the Perl language as an add-in module for the Apache Web Server (Koroley, 2001). To
use the simple CC/PP module, the web master must decide which content will be tailored to different devices
manually and which content will be generated. A document must be tailored if there are separate pre-made
presentations for each device category. If the document does not need custom modifications, it belongs to the
generated content section. Every tailored document must reside inside the server, and be placed in a different
directory according to its device category. Every generated document must be markup using XML tags,
combined with a style sheet for each type of supported device.

DELI (Butler,2002b) is an open source library developed at HP Labs that allows Java servlets to resolve
HTTP requests containing delivery context information from CC/PP or UAProf capable devices and queries
the resolved profile. It also provides support for legacy devices so that the proprietary delivery context
descriptions currently used by applications can be replaced by standardised CC/PP descriptions. DELI uses a
CC/PP profile that is broadly constructed as a two level hierarchy. Each profile has a number of components
and each component has a number of attributes. The UAProf profile is similar to a generic CC/PP
construction, but it also proposes a vocabulary, a specific set of components, and attributes to describe WAP
phones.

PandA (Yasuda, 2001a; Yasuda, 2001b; Yasuda, 2003) is a web package that provides a primary test bed
of CC/PP. PandA consists of two packages, `Panda' and `Sasa'. Panda is a CC/PP capable mobile web
browser. It can compose CC/PP profiles and emulate some hardware capabilities to test various CC/PP
configurations. Sasa is a CC/PP proxy based solution which can parse CC/PP profiles, retrieve external
CC/PP profiles, and convert web content to fit profiles provided by CC/PP capable browsers such as `Panda'.



3. WETA ARCHITECTURE

To present web content to mobile device users, we need to convert the available original markup into other
kinds of markup that is more suitable to be viewed by a mobile devices' browser or application. A
fundamental conceptual question is whether this transformation process should take place on the server side,
the client, or in between, using a proxy. Each concept has its own advantages and disadvantages, some of
which we will outline briefly. If the transformation process resides on the server side, this would result in a
tight integration and a simple connection between the transformation system and back-end applications, such
as a database. Unfortunately, this will only work on servers that feature an adaptation engine, which is
currently not the case for the majority of existing web sites.

A client side transformation would be the ideal solution if the goal were content adaptation for a specific
device. Unfortunately, web content is not uniform. There are a number of HyperText Markup Language
(HTML) and related standards in use at the moment and a lot of web pages do not even fully comply to any
of these, but rather just tailor their appearance to a small number of available web browsers. As a
consequence, there are no devices available at the moment that are capable of performing such a complex
transformation on the client side.

The proxy based content transformation approach provides an alternative solution. In this architecture, the
transformation process occurs on a proxy located between the server and the clients. While a proxy can never
have the same close coupling with the available content as a server based approach, a proxy will not affect
server performance as it can be run on a separate machine. Another advantage is that a proxy will
automatically work with any available web page, not just a limited set that is provided by a single server or a
small group thereof. And while a proxy also can never be as closely coupled to a specific client device as a
local converter, it can support a much larger number of different device classes as long as a standardised
capability description format and a suitable conversion process exists. An adaptation of the proxy to support
new devices often is feasible without change, simply because most such changes would not affect the
conversion process itself, but only the parameters provided to it. Even if modifications were needed, they
would be required only on the proxy itself; neither clients nor servers (and therefore existing web pages)
would need to be adapted.

Our approach for the present architecture therefore was to use a proxy based transformation process. The
layout of our architecture is depicted in Figure 1. The proxy is comprised of a number of distinct components
and is independent of both the client and the server. As a consequence, this makes it impossible to directly
influence the web content itself (as received from the original web server) other than through the Uniform
Resource Locator (URL) that is presented to that server.
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Figure 1. Structure of the WETA Content adaptation component architecture.

The transformation process is started when a client device requests a specific web page through the
Content Generator of the proxy. The client browser will send a standard HTTP request containing the desired
URL. To identify the preferences and capabilities of the client, either the provided CC/PP data or the User



Agent Identifier is used. If no CC/PP data are provided, the proxy will use the HTTP User Agent String to
query the device preferences and capabilities from its own CC/PP Repository of known clients.

These capabilities then control the conversion process in the Content Generator, using the corresponding
XSLT sheet described below. The Producer module will use the requested web address to query locations for
alternative representations from a URL Database.  The URL Database is used to indicate to the proxy which
web site it can process and what kind of information is available from that site, whether it is a text version of
a web site or a graphical version, possibly filled with active content, such as Flash, Java, or JavaScript.

When the user selects a specific web site, the Producer will query the database and check if a URL of an
alternate version is available that suits the capabilities and preferences better than the web page addressed by
the original URL. If such a customised version is available, the Producer will open a TCP connection to the
originating web server (Other Web Server) using the indicated protocol in the database. This could be the
standard HTTP protocol a web browser would normally use, FTP, or a streaming protocol such as RTSP. The
content retrieved from the server is then fetched into a cache. The Producer module will pass the received
content on to the XML Converter, which removes any syntax errors in the process and then creates an
Extensible HyperText Markup Language (XHTML) version of the content. XHTML (W3C, 2002) is a well-
formed XML representation of HTML that is suitable for automated processing. Since XHTML is an XML
representation, this format can later be easily converted into different other markup languages, suitable for
different client devices. This process is handled by the Content Generator. Which kind of markup language
will actually be used will depend on the capability information obtained from the client or the client database.
The Content Generator uses XSLT (W3C, 1999) to create the output document. XSLT is a language to
specify transformations on XML documents. The advantage of using XSLT is that it enables the
implementation to be generic enough to handle and support a diversity of browsers and platforms. Different
devices can be accommodated by caching the web document source in the standardised XHTML XML
format and converting to the appropriate markup language when needed. This conversion process occurs just
in time upon request from a specific client device.

4. IMPLEMENTATION

A proof-of-concept of the  WETA architecture was implemented in Java. WETA was implemented using a
Java Servlet (Java Servlet Technology, 2003) in combination with an existing web server. This allowed us to
use the functionality of available existing web servers to serve the dynamic content provided by the content
adaptation system. Another advantage of servlets is that they provide a web server and platform-independent
interface that is more powerful than traditional CGI scripts. Servlets also have access to the entire set of Java
APIs. One important differentiation between Java servlets and CGI is the fact that after a servlet has been
loaded into the memory for the first time, it does not need to be reloaded again for handling a new request.
Moreover, servlets can be multi-threaded to simultaneously handle multiple requests. Therefore, servlets tend
to be more responsive than typical CGI scripts.

In our implementation, we chose to use Apache Tomcat (Apache Tomcat, 2003) as the hosting
environment. Apache Tomcat is a free, open source servlets container developed under the Jakarta project by
the Apache Software Foundation. This particular implementation, used Tomcat version 4.1.18.

A simple JDBC database was used as the back-end storage for this implementation. The database stores
the CC/PP profiles, URL transformation rules, and cached intermediate representation XML content. For the
implementation, only a simple database was set up, using Microsoft Access on a Windows platform. Since
the connection between the servlet and the database was made using the JDBC-ODBC (Java Database
Connectivity-Open Database Connectivity) driver available from the standard Java API (Application
Programming Interface), more powerful databases supporting either JDBC directly or ODBC could easily be
plugged into the system. Most commercial and freely available databases, including MS-SQL, Oracle,
MySQL, and PostgreSQL support this standard API.

4.1 Dealing with Troublemakers

Web content written in HTML very often contains syntax errors and malformed HTML tags. Web
browsers on personal computers typically utilise a very lax parser that will render pages despite syntactical or



semantic errors. As a consequence, syntactical validation of web pages typically is not very high on the
priority list of web designers taking the stance that as long as the output on a couple of web browsers looks
the way it should, a web page can be considered to be working. Browsers on mobile devices, on the other
hand, are much more restricted in their capability to render malformed content. Moreover, in order to be able
to transform web content into different formats in an automated fashion, it needs to be available in a well-
formed representation. Therefore, we need to parse and correct any errors before attempting to transform a
web page into another form of markup. While there are no server or proxy side HTML correctors available,
there are a number of tools that allow web designers to check the syntax of their pages and correct them when
required. For the purpose of our implementation, we used an open source HTML tidying toolkit, JTidy
(Lempinen, 2002). JTidy is an HTML syntax checker that detects and cleans up faulty or malformed HTML
tags in web content. In addition, JTidy supports the conversion of HTML into XHTML. Since JTidy is also
written in Java, this made it easy to integrate with our Java servlet. The only adaptation needed for our
WETA implementation was a set of specific parameters to make it suitable for our purposes.

4.2 Suiting the View to the Audience

For the CC/PP profile resolver, we used DELI (Butler, 2002b), and DICE (Lewis, 2002), a Device
Independent Content Engine for querying the CC/PP repository. DELI provides a Java API that can resolve
CC/PP profiles from HTTP requests. DELI also supports legacy devices that do not currently transmit CC/PP
profiles (Butler, 2002b). DICE is an open source implementation that uses the Java API provided by DELI to
support different devices (Lewis, 2002).

The main component of the content generator and transformer in our architecture is realised through an
XSLT processor. XSLT allows the transformation of XML formatted document into different types of
content encapsulation markup languages such as HTML and WML. For this implementation, we used Xalan-
Java 2 (Xalan-Java, 2003). Xalan-Java 2 is an XSLT processor for transforming XML documents into
HTML, text, or other XML document types. Xalan-Java 2 implements XSLT version 1.0 and the XML Path
language (XPath) version 1.0 (Xalan-Java, 2003). Xalan-Java 2 also can be invoked from inside a Java
servlet. In our implementation, we used Xalan-Java 2 to convert the well-formed XHTML internal
representation that was generated from the queried web page into the markup language required by the
mobile client. For our case study, we added support for the most commonly used markup languages, HTML
and WML. Additional languages can easily be added through additional XSLT sheets.

5. EVALUATION

To evaluate the implementation of our architecture, we performed a case study using web pages from an
Australian University. The web site uses numerous different HTML features that make it difficult do be
displayed properly on a small-screen, mobile device. These features include frames, tables, cascading style
sheets, JavaScript, and Java Applets. Many of these features are used to set up a specific layout that is closely
tailored to desktop size screens.

The left picture in Figure 2 shows the original, rich content of a web page that contains tables, graphics, a
Java applet, and navigation menus using frames. This page was captured using Microsoft Internet Explorer
(MSIE) as a browser. The images, frames, and a Java applet (the little grey box in the bottom right) can
clearly be seen on this page. Such a page would normally not be displayable on a small-screen device, not
even with an advanced web browser that can handle frames and style elements.

The right half of Figure 2 shows this same web page on a Palm Tungsten-C, a PDA that comes with a
web browser that can handle JavaScript, frames, numerous fonts, and most common image formats
(including GIF and JPEG). While the displayed web page shows some similarity in design with the desktop
page, the limits of the small screen representation become apparent. The scroll bars allow access to most of
the main frame in the centre of the screen, but some of the content and navigation elements outside that frame
are inaccessible. Consequently, any content that does not fit on screen cannot be viewed and access to pages
referenced by navigation elements is impossible.



Figure 2. A typical web page designed for desktop browsers and screens.

Figure 3. Processed and transformed content.

Figure 3 shows the transformed content of the above web page on the Nokia Mobile Internet Toolkit
Emulator v3.1, emulating a WML device that has a much lower resolution than even the Tungsten-C. As can
be seen, even though the resolution is much lower than that of the PDA depicted in Figure 2, the same textual
content fits on the display. The transformed page still has all text content and navigation elements, but is
displayed without images. This is done through the conversion process described in the architecture section.
While a text-based version of the above web page exists, that is suitable for mobile devices, this
unfortunately is not the case with most web pages. Consequently, we did not use the text-based page in the
above examples. In reality, known text-only equivalents would be entered into the database. If a text
representation URL is found in the database, the text-based version of a web page will be used for conversion
instead of the original graphics based version. If no equivalent text representation can be found in the
database (as illustrated in this example), the system has to remove graphics and active content, preserving the
text content in a form that is suitable for viewing on the client device.

6. CONCLUSION

In this paper we have described WETA, an architecture for converting rich web designs into markup that can
be displayed properly on mobile devices. We have introduced an implementation that uses CC/PP and UAPro
vocabularies for describing the capabilities and preferences of a device. We showed how these capabilities
and preferences could be matched with detailed transformation information stored in a repository through a
profile resolution process that controls the actual transformation process. While a number of different
standards exist to solve the problems of displaying content on mobile devices, implementations to date
remain insular at best, requiring specific servers and devices. Our contribution was the integration of a



number of standards to solve the content conversion problem for existing and future web pages and mobile
clients.

In a case study, we demonstrated the applicability and the usability of the chosen approach through a
choice of typical web pages. We showed the results of running an implementation of the transformation
system when applied to such web pages.

While our current architecture handles the generic case of different capabilities schemes and markup
languages, our implementation was limited to the most popular markup languages and device capability
description languages in use today. For broader deployment, optimised caching strategies and the handling of
a larger number of simultaneous requests and parallel connections could drastically improve performance.
More powerful converters could retain more of a web page's design elements through approximation using
alternate elements provided by a specific markup language. We are currently investigating these options for
enhanced future implementations.
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