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In Medical Informatics, there is an increasing 

awareness that temporal information plays a crucial 

role, so that suitable database approaches are needed 

to store and support it. Specifically, most clinical data 

are intrinsically temporal, and a relevant part of them 

are now-relative (i.e., they are valid at the current 

time). Even if previous studies indicate that the 

treatment of now-relative data has a crucial impact on 

efficiency, current approaches have several 

limitations. In this paper we propose a novel 

approach, which is based on a new representation of 

‘now’, and on query transformations. We also 

experimentally demonstrate that our approach 

outperforms its best competitors in the literature to the 

extent of a factor of more than ten, both in number of 

disk accesses and of CPU usage.   

 

 

1 INTRODUCTION 
 
Most clinical data (e.g., patients’ clinical records) are 
naturally temporal. In order to be meaningfully 
interpreted, patients’ symptoms, laboratory test results, 
and, in general, all clinical data, must be paired with 
the time in which they hold (called valid time 
henceforth, according to the terminology used in 
temporal databases). Additionally, for legal purposes, 
or for justifying physicians’ decisions, also the time 
when such data have been inserted into the database 
might be stored (called transaction time henceforth).  
 

1.1 Temporal databases 
 

The research about temporal data has demonstrated 
that the simple addition of some timestamped 
attributes (e.g., the START and END times for the 

valid time of a tuple) is not enough, since many 
complex problems need to be tackled. For instance, 
Das and Musen have identified several types of 

mismatches between the temporal support of standard 
databases and the richness of clinical data [5]; James 

and Goble have pointed out the requirements that 
medical records impose on a temporal model  [7]. 

Designing, querying and modifying time-varying 
tables requires a different set of techniques. This is the 
spirit that has animated more than 20 years of research 

within the temporal database (TDB henceforth) 
community (some general overviews are, e.g., [2,6]), 

leading to temporal databases coping with valid or 
transaction time, or both (called “bitemporal” 
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databases). Although TDB is still an open area of 

research, many researchers have consolidated a “basic 

core” of results in TSQL2 consensus approach [12].  

 In the medical area, several temporal database 

approaches have been devised. For instance, Chronus 

[4] and Chronus II [10] have provided an 

implementation of a subset of TSQL2 [12], with 

specific focus on valid time. Recent advances in the 

area have been addressed by one of the authors in the 

survey in [15]. However, to the best of our knowledge, 

no approach in the area has faced the problem of 
efficiently coping with now-relative medical data. 
 

1.2 Now-relative data 
 

Now-relative information play an important role. A 
temporal piece of data (tuple) is now-relative if one of 
the following conditions (or both) holds: 
• it is part of the current status of the database, i.e., it is 
currently present in the database; In such a case, the 
ending point of its transaction time is usually set to 
“now”, to represent the fact that, in the current status, 
the data is part of the database; 
• it is currently valid, i.e., the fact it describes holds at 
the current time; Thus, the ending point of its valid 
time is set to “now”, to state that it is currently valid. 
 As a concrete example, suppose Mary has been 
hospitalized on Jan 22 at 9:00, and she is still in the 
hospital, and such a piece of information has been 
inserted in the hospital database on Jan 22 at 12:00 
(and has not been deleted further on). In temporal 
database approaches we have that the start of the valid 
time of that information is set to Jan 22 at 9:00 and its 
end to “now” (since the information is currently true), 

and the transaction time start is  Jan 22 at 12:00  while 
its end is set to “now” (since the information is still in 
the database). A challenging aspect of supporting this 

notion of “now” is defining the semantics of queries 

and modification [16] and supporting queries and 
updates efficiently, e.g., using indices. An efficient 
treatment of now in temporal databases is important, 

since now-relative facts may be frequent, and are 
likely to be accessed more frequently. It has been 
shown that the choice of the physical value for now 

significantly influences the efficiency of accessing 
temporal data [17]. 

There are two mainstreams in the treatment of now-
relative data in temporal databases. In the first 

mainstream, variables are used, leading to Variable 
databases [3]. However, Variable databases require a 
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significant departure from the ”consensus” relational 

model (since they are not supported by the domain of 

SQL1999 values [8]). In the second mainstream, 

which we follow, the relational model has been 

extended. The literature has concentrated on three 
basic approaches in order to implement the value 

“now”: firstly using NULL, secondly using the 

smallest timestamp (MIN approach) and thirdly using 

the largest timestamp supported by the particular 

RDBMS (MAX approach). It has been shown that the 

MAX approach outperforms the NULL and MIN 

approaches [17], so that it will be taken as a the 

reference approach in this paper. However, extensive 

testing has demonstrated that the MAX approach has 

severe limitations. 

 In this paper, we propose a new methodology, 

that we term “POINT”,  to cope with now-relative 

data, and we experimentally demonstrate its 
advantages with respect to the MAX approach. 
  

2 METHODOLOGY 
 
The POINT methodology basically consists of (i) a 
representation for the value “now” and (ii) a general 
methodology to transform queries concerning now-
relative data. We illustrate it with an example, but we 
stress that the methodology is fully general.  

2.1 Example 

Let us consider, as an easy example, a relational table 
WARD concerning the hospitalization of patients. 
Valid time models the actual time when patients are 
admitted to (VTS) and dismissed from (VTE) a 
specific hospital ward, while transaction time 
concerns the time when the tuple has been inserted 
into (TTS) and deleted (TTE) from the database. By 
passing, it is worth noticing that: 

(i) transaction time conveys valuable information 
about when data are available, which may be 

very useful for quality assessment and 
evaluation, or for legal purposes 

(ii) in bitemporal databases, there is no physical 

deletion of tuples; instead of deleting a tuple, 
the end of its transaction time is set to the time 
when deletion should have occurred. In such a 

way, a complete history of the different 
versions of the database is maintained. 

(iii) As in most database approaches, we model 
time as discrete, and we cope with time 

intervals closed to the left and open to the right 
(e.g., the time interval denoted by VTS=10 and 
VTE=15 includes minutes 10,11,12,13,14). 

For instance, the first tuple in table WARD represents 
the fact that John has been hospitalized in the surgery 
ward on Jan 21, 2008 and he is still in surgery (which 
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is represented by the value VTE=now). Transaction 

time represents the fact that such an information has 

been inserted on January 22, but deleted on January 

23, when it was recognized that, actually, John has 

been admitted to surgery on January 20. The second 
tuple stores the updated piece of information (TTE of 

the second tuple is set to “now” to state that the tuple 

has not been deleted\modified further on). The third 

and fourth tuples copes with the hospitalization 

history of Mary. Notice that, for the sake of clarity, in 

table WARD we have provisionally used the label 

“now” to denote the current time. The actual 

implementation of the current time in our approach 

(and in the MAX approach) is shown in figures 2 and 

3 in the following. 

 
WARD  

P_code ward VTS VTE TTS TTE 

John surgery Jan 21, 

2008 at 

8:30 

now Jan 21, 

2008 at 

8:30 

Jan 23, 

2008 at 

10:30 

John surgery Jan 20, 

2008 at 

8:30 

now Jan 23, 

2008 at 

10:30 

now 

Mary surgery Jan 22, 

2008 at 

9:00 

Jan 28 

2008 at 

8:00 

Jan 22, 

2008 at 

12:00 

now 

Mary dermatology Jan 28, 

2008 at 

8:00 

now Jan 28, 

2008 at 

12:00 

now 

 

Figure 1. table WARD, with an informal representation of 

current time 

 

2.2 Representing “now” 
 

In the MAX approach, the current time is simply 

implemented as the maximum system time. As a 

consequence, the “abstract” table WARD in figure 1 

would be implemented as shown in table 

WARD_MAX in Figure 2 (assuming, e.g., that Dec 31, 

9999 is the maximum system time). 

 The core idea of our approach is simple: we 

propose a new representation for now-relative data, in 

which the current time is represented by making the 

end point of any current interval equal to the start point 

(i.e. VTS=VTE and TTS=TTE). We stress that it is only 

a notation, since, technically speaking [n,n) is 

meaningless, since ’n’ cannot be both included and 

excluded. For instance, the implementation of the 

“abstract” table WARD in our approach is shown in 

table WARD_POINT in figure 3. 

 Despite the fact that the basic idea is very simple, 

the representation we propose, in conjunction with the 

query transformation methodology discussed below, 

provides crucial advantages. 
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WARD_MAX  

P_code ward VTS VTE TTS TTE 

John surgery Jan 21, 

2008 at 

8:30 

Dec 

31, 

9999 

Jan 21, 

2008 at 

8:30 

Jan 23, 

2008 at 

10:30 

John surgery Jan 20, 

2008 at 

8:30 

Dec 

31, 

9999 

Jan 23, 

2008 at 

10:30 

Dec 31, 

9999 

Mary surgery Jan 22, 

2008 at 

9:00 

Jan 28, 

2008 at 

8:00 

Jan 22, 

2008 at 

12:00 

Dec 31, 

9999 

Mary dermatology Jan 28, 

2008 at 

8:00 

Dec 

31, 

9999 

Jan 28, 

2008 at 

12:00 

Dec 31, 

9999 

 

Figure 2. Implementation of the table WARD in the MAX 

approach. “Dec 31, 9999” is used to represent “now” 

 

WARD_POINT  

P_code ward VTS VTE TTS TTE 

John surgery Jan 21, 

2008 at 

8:30 

Jan 21, 

2008 at 

8:30 

Jan 22, 

2008 at 

11:15 

Jan 23, 

2008 at 

10:30 

John surgery Jan 20, 

2008 at 

8:30 

Jan 20, 

2008 at 

8:30 

Jan 23, 

2008 at 

10:30 

Jan 23, 

2008 at 

10:30 

Mary surgery Jan 22, 

2008 at 

9:00 

Jan 28, 

2008 at 

8:00 

Jan 22, 

2008 at 

12:00 

Jan 22, 

2008 at 

12:00 

Mary dermatolo

gy 

Jan 28, 

2008 at 

8:00 

Jan 28, 

2008 at 

8:00 

Jan 28, 

2008 at 

12:00 

Jan 28, 

2008 at 

12:00 

 
Figure 3. Implementation of the table WARD in the 

POINT approach. Bold face values represent “now”. 

 

 

2.3 Query transformations 

In our work we have considered  the benchmark 
queries that have been introduced by the previous 

literature to measure the performance of the MAX, 

MIN and NULL approaches [17]. Three types of 
queries have been identified: the first type asks for 
current tuples valid at now, the second regards current 

tuples, holding in the past, and the third non-current 
tuples, holding in the past. For brevity, in this paper 
we only focus on queries of the first type, which have 

been proven to be the most important in the literature, 
since it is more likely that users look for data in the 

current version of the database, as well as valid at the 
current (query) time [17]. Results concerning the other 

two types of queries are analogous, and demonstrate 
the advantages of our approach. 

Let tnow denote the current instant (system clock time) 

when the query is performed. From the logical point 
of view, queries of the first type select tuples with 
valid-time intervals that satisfy the abstract condition 
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(C1) below, i.e., such that their valid-time intervals 

start at or before tnow and end after tnow and the end of 

their transaction-time is equal to tnow: 

(C1)  (VTS ≤  tnow ∧  VTE > tnow)  ∧ TTE = tnow 

 In the following, we will show how this result can be 

obtained both in the MAX and in the POINT 

approach. In the MAX approach (C1) must be 

transformed as follows (where tMAX denotes the 

maximum system time): 

 (VTS ≤  tMAX ∧  VTE > tMAX)  ∧ TTE = tMAX 

Since valid time and transaction time are orthogonal, 

temporal data can be graphically represented and 

addressed as a two dimensional space [13]. 

Bitemporal data from table WARD_MAX represented 

in a two dimensional space are shown in Figure 4. It is 

important to note that dots on axis represent that there 
is a big skip in order due to introduction of tMAX, 
which is significantly bigger than all other values. In 
order to satisfy the above temporal conditions, the 
geometries need to intersect the point <tMAX,tMAX> in 
the two dimensional space. 

Using our POINT approach, the temporal selection 
condition (C1) must be transformed as follows: 

     (VTS≤tnow ∧  (VTE>tnow ∨ VTS=VTE)) ∧ TTS=TTE 

Since we look for all tuples where the transaction time 
is current (i.e., TTS=TTE), the tuples of interest for 
this query can be represented as points or lines only in 
the bi-dimensional space, and rectangles are not part 
of the result. Tuples where VTS≤tnow and VTS=VTE 
are points (since TTS=TTE) and would lie below the 
line VT=tnow. Also, geometries where VTS≤tnow and 
VTE>tnow are lines in the two-dimensional space,  
parallel to the valid-time axis VT (since TTS=TTE), 
which intersect the line VT=tnow. Therefore, the 
POINT query must return all tuples representing point 
geometries that intersect with the area under the line 

VT=tnow and line geometries parallel to the VT-axis 
intersecting VT=tnow 

 
3 EXPERIMENTAL RESULTS 

 
A main feature of the POINT approach (as well as of 
its best competitor, the MAX approach), is that, since it 

is based on logical transformation of the queries, it 
does not require any modification of the DBMS kernel, 

so that off-the-shelf indexing techniques can be used.  
Existing research shows that regular indices such as 
B+-trees are unsuited for temporal data [11], and a 

number of indices for temporal data has been proposed 
[11]. Due to the similarities between bitemporal and 

spatial data, the combined valid and transaction time of 
a fact can be treated as a region in two-dimensional 

space. Therefore spatial indexes such as R*- tree [1] 
 

oceedings Page - 724



can be adapted for indexing bitemporal data. Thus, in 

the experiments we have chosen to adopt R*- tree,  

using them in combination with both the POINT and 

the MAX approaches, to draw the comparisons. 

 

 

Figure 4. Spatial representation of data in Figure 2 
(MAX approach) 

 

 

Figure 5. Spatial representation of data in Figure 3 
(POINT approach) 

 
 We have generated data sets randomly with 

different data distributions, setting distribution 
parameters in order to simulate a real-world scenario. 

For each approach we created three relations with one 
million randomly generated tuples. The starting time of 
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the intervals were always uniformly distributed on the 

interval domain, while the duration and percentage of 

now-relative data was varied. As suggested in the 

specialized literature [17], we consider 10%, 20% and 

40% of now-relative data. Our implementation has 
been carried out on a four 450MHZ CPU - SUN 

UltraSparc II processor machine with 4096 Megabytes 

memory, running Oracle 10g RDBMS, with a database 

block size of 8K using Oracle Spatial [9]. Empirical 

results provided in this paper consider a SGA (System 

Global Area) of 100MB, as suggested in [9]. 

Considering that the size of every particular table is 

132 MB it is obvious it cannot fit totally in SGA. 

Considering that the spatial index is forced to be used 

by ”Optimizer Hints”, it is ensured that the full table 

scan is not performed. 

The spatial indexing method automatically generates 

Minimum Bounding Regions (MBR) covering data. In 
the case of the MAX approach, now-relative data result 
in large rectangles, each extending to the maximum 
timestamp. As a consequence, such rectangles overlap, 
and also contain a lot of ”dead space”. On the other 
hand, our POINT approach models now-relative data as 
points in the two dimensional space. Using features of 
spatial geometries it is ensured that the point is 
explicitly defined as single point rather than as 
rectangle with Zero length and/or width. Such points 
need less space and so can fit in a relatively smaller 
number of MBR’s, ensuring an higher fan-out [9]. 
 

Approach Now-
relative data 

Physical disk 
accesses 

CPU 
usage 

MAX 
POINT 

10% 
10% 

  64681 
  18830 

23740 
  7802 

MAX 
POINT 

20% 
20% 

106677 
  20157 

37363 
  8596 

MAX 
POINT 

40% 
40% 

269233 
  20466 

92521 
  8614 

Figure 6. Experimental comparison of the POINT 
vs MAX approaches 
 

As shown in Figure 6, our approach outperforms the 
MAX approach as regards both disk accesses, and CPU 
usage (in terms of CPU units), especially with an 

increased percentage of now-relative data. In particular, 
with 40% now-relative data, the improvement is a 
factor of more then ten. This effect is basically due to 

the different geometries and query transformations 
adopted by the two approaches. As a matter of facts, 

the Oracle Spatial indexing method automatically 
generates Minimum Bounding Regions (MBR) 

covering data. In the case of the MAX approach, now-
relative data result in large rectangles, each one 
extending to the maximum timestamp. This means that, 

from one side, such rectangles overlap, and from the 
other they contain a lot of ”dead space”. On the other 

hand, our POINT approach models now-relative data as 
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points in the two dimensional space. Since points need 

less space they can fit in a relatively smaller number of 

MBR’s, ensuring an higher fan-out. 

 In particular, it is worth noticing that, while in the 

POINT approach the disk I/O and the CPU usage is 
only slightly increasing with the increase of the amount 

of now-relative data, in the MAX approach it  is almost 

linearly increasing (see figure 6). This is because 

queries of type 1  ask for the current and valid tuples. 

Thus, 10%, 20% and 40% represent also the answer 

size, and this fact explains the linear increase of CPU 

usage and disk I/Os in the MAX approach. On the other 

hand, as explained above, points require less space, so 

that the POINT approach has a better utilization of 

MBR’s, since MBR’s are smaller and contain more 

records. Moreover also pruning is more efficient, also 

thanks to the Oracle Spatial facilities for checking 

geometry types. A better utilization of MBR’s is 
possible with a higher percentage of now-relative data, 
so that in the POINT approach physical disk I/O and 
CPU usage do not change significantly when increasing 
the dimension of the answer size.  
 Notice that, although we cannot explore the issue 
here for the sake of brevity, we have compared the 
POINT and the MAX approach also considering other 
indexing techniques (e.g., conventional B+-trees), and, 
in all cases, the POINT approach provided an 
improvement (at least of a factor of two) of both CPU 
usage and physical disk accesses. 
 
 

4 CONCLUSIONS AND FUTURE WORK 
 

Temporal data play a fundamental role in medicine. 
Specifically, now-relative data are frequent and 
important, so that their efficient treatment is a core 
issue in the area. In this paper, we propose a new 
methodology that, in combination with R*-tree 
indexing, outperforms its best competitor in the 

literature of a factor of ten, both as regards disk I/O 
and CPU usage. As regards future work, we want to 
integrate our approach in GLARE (GuideLine 

Acquisition, Representation and Execution), a 
manager of clinical guidelines which interacts with 
different databases [14]. 
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