Grade integrity and the representation of academic achievement

D. Royce Sadler

Griffith Institute for Higher Education, Griffith University, Brisbane, Australia
Email: r.sadler@griffith.edu.au

In this article, grade integrity is defined as to the extent to which each grade awarded, either at the conclusion of a course or module of study or for an extended response to an assessment task, is strictly commensurate with the quality, breadth and depth of a students’ performance. The three basic requirements for this aspiration to be realised are, in order: assessment evidence of a logically legitimate type; evidence of sufficient scope and soundness to allow for a strong inference to be drawn; and a grading principle that is theoretically appropriate for coding the level of a student’s performance. When further developed, the general approach outlined could produce positive side benefits, including ways of dealing with grade inflation.

**Keywords:** grades, grading, academic achievement, grade inflation, grading policy

A grade is essentially a symbolic representation of the level of achievement attained by a student. The grade symbols are usually alphanumeric characters or short verbal descriptors such as Distinction, Merit, Credit or Pass. The main focus in this article is on grades that represent achievement in courses, which are the basic components of degree programs. (Some institutions refer to these as modules, units, subjects or papers.) In this article, grade integrity refers to the extent to which grades are strictly commensurate with the quality, breadth and depth of students’ academic achievement. It is the correspondence between the actual level of achievement and what the assigned grade is assumed to stand for, as judged from either explicitly stated intentions, or inferences from practice and usage. The integrity of grades has to do with their authenticity and provenance rather than their utility for various purposes although logically, any improvement in grade integrity should lead to an improvement in practical utility.

A secondary focus for the article is on grades that are assigned to student responses to assessment tasks, especially responses of an extended or complex nature. The classification or grading of a student’s performance across an entire degree program comes within range only as grade integrity at the course level flows through to soundness of the degree classification. Internationally, using grades to represent levels of academic achievement is almost universal practice. In the USA, grading dates from the early 1800s (Smallwood 1935) and shows no sign of declining. Despite its general acceptance, it has long been the subject of critical comment on various fronts (See Milton, Pollio and Eison 1986). Many of the enduring issues were summarised in a 1971 paper by Cureton. Although based on an address she had delivered 12 years earlier, this paper continues to speak to the present.

By definition, all student works that contribute to course grades are summative. These grades are formally recorded on academic transcripts issued by teaching institutions, and are then available for future reference and use. Grades may be pressed into doing double duty, formative and summative. Decisions made or conclusions drawn on the basis of grades can have significant
consequences for students, teachers, academic departments, institutions, policy makers, and employers. With one notable exception, grades are typically taken at face value, their integrity being presumed rather than tested. Part of the reason for this acceptance is that it is not a simple matter to detect in a conclusion or decision any impairment which can be traced back to a lack of grade integrity. The particular context in which grades are not taken at face value is when allegations of grade inflation are made. Grade integrity is then the main consideration. Many assessment practices that are routinely employed in higher education institutions compromise grade integrity. As with the grades themselves, these practices are rarely challenged theoretically or empirically.

In terms of theme and structure, this article provides an account of a particular approach to improving the quality of grading practice. The first main part is an outline of why integrity in grading is important, both inherently and in how grades are used. Four particular threats to grade integrity are then identified and discussed. The last main section of the article is about how improving grade integrity would help address some grade inflation issues that have so far proved intractable. Parts of the article are analytical; other parts reflect pockets of existing practice. It is essentially a scoping statement that lays out the broad agenda for achieving grade integrity, but it is necessarily limited in what it can cover. A blueprint for a fully fledged system would require detailed attention to each aspect, and would need to evolve in the light of experience. Some current practices that pull in a diametrically opposite direction would need to be abandoned. Others could provide a useful basis for what is required if they were re-purposed and re-configured as part of an institutional change in assessment and grading culture.

The overall aim is to provide a fresh perspective on an important problem, using terminology that is both intuitive and pertinent. Some of the development could have been set within the framework of measurement validity. However, since the early 1980s in particular, the literature on validity has become progressively wider in scope, and both more complex and more technical. The decision to follow a different route has been taken for several reasons, among them the wish not to be constrained by the discourse of validity, and the need for the basic ideas to be accessible to readers who have little or no background in measurement theory. Although some of the specific terms and concepts have so far had little if any profile in the literature on assessment and grading, they have clear parallels in the literature on evaluation theory and practice.

Why the intrinsic value of grades matters
Using grades to draw conclusions or make decisions inevitably places a value both on grading as a practice, and on individual grades. This type of value is extrinsic, because it depends on the uses to which grades are put, and the practical consequences of doing so. Intrinsic value is different in kind. It is about how well a grade represents what it is supposed to represent, and any associated philosophical implications of that. The intrinsic value or merit (of a grade) lies at the heart of grade integrity. In the evaluation literature, merit has been usefully distinguished from worth, which is the term applied for convenience to extrinsic value (Lincoln and Guba 1980; Scriven 1967, 1978, 1991). Scriven (1991) argued that merit is a necessary but not sufficient condition for worth. In real terms, merit is not an all-or-nothing affair, and data of even moderate merit can play a useful role in decision making under certain conditions, especially when selections are made from a pool of eligible candidates. The ideal, however, is high merit. This fundamental attribute makes no assumptions about existing or possible future uses. To illustrate why merit is important in its own right, consider the following propositions, all of which relate to fairness for students:

1. Students deserve to have their work graded strictly according to its quality, without their responses on the same or similar tasks being compared with those of other students in
their group, and without regard to the students’ individual histories of previous achievement.

(2) Students deserve to know the bases on which judgments are made about the quality of their work. There should be few if any surprises.

(3) Students deserve their grades to have comparable value across courses in the academic program in which they enrol, and across the institution. Courses should not exhibit characteristically tough or lenient grading.

(4) Students deserve that their grades be broadly comparable across institutions and maintain value over time, so that the standing of their educational qualifications is protected not only by the college or university in which they study but also by higher education as a social institution.

These propositions are underpinned by a set of ethical considerations. The first disallows the practice of assigning grades on the basis of inter-student comparisons. This is because each student ordinarily has no influence over the membership and achievements of the other students in the reference group. Knowing relative standing may be important for some purposes, but rank ordering should follow from, not lead, the determination of grades. This proposition also rules out comparing a student’s current achievement with previous achievement, because that would be rewarding improvement (or penalising a drop in performance), not assessing achievement itself. Although bringing about improvement is the very point of teaching, if improvement as a variable needs to be reported separately for some purpose, it should be labelled as improvement, not as achievement. Finally, the first proposition disallows the assessor’s knowledge of a particular student’s typical quality of work from having any influence over the grade assigned in a particular course or for a particular work.

The second proposition bars assessors from appraising student works against the backdrop of their own personal “standards”, tastes or preferences, especially if students have no option but to infer these from scanty evidence. (There is a particular reason for using quote marks here, which is explained later.) This proposition also rules out any inclination on the part of assessors to exploit the imbalance of power that can be exerted over learners through the grading process. As a constitutive element of their higher education, students deserve to be given opportunities to understand the bases on which grades are assigned, and to develop proficiency in appraisal themselves. The last two propositions are self-explanatory and cover, respectively, comparability across courses and programs, and consistency over institutions and time.

Each of the propositions is consistent with academic integrity, responsibility to the academic community, and accountability to society at large. Each states a matter of principle, leaving open the method of achieving it. All of the propositions have been couched in terms of what students deserve. They could have been expressed in at least two other ways, both of which have similar implications for teaching, learning and assessment. Casting them in the form of what students have the right to, instead of what they deserve, sets up the propositions to form part of a student Bill of Rights. Alternatively, expressing them as teacher or college obligations allows them to form part of an institutional Code of Practice. Regardless of how the propositions are expressed, a commitment to their substance makes grade integrity both an ethical and a practical imperative.

Assessing merit

Any determination of merit needs to be made on two fronts. The first is the extent to which what is graded (the object of grading) qualifies as academic achievement, and is not something else. The second is the choice of the rule or principle governing how grades are to be assigned. Both of these are dealt with in more detail below. For grades to be true representations of academic achievement, the singular consideration should be how the level of achievement inferred from evidence compares with the minimum levels required for the different grades.
**Why the extrinsic value of grades matters**

In practical terms, the worth of grades depends directly on the significance of whatever decisions or conclusions are based on them. Apart from the real costs of generating supplementary or alternative data, two rough indicators of worth are: the extent to which grades are trusted and relied on for important decisions or conclusions; and the opportunity costs of making decisions without using grades at all, or by using them in a way that results in poor decisions. In each of the decision contexts outlined below, grades play a major role. In some cases, the value they add to decision making can be subjected to statistical investigation.

**Goals and motivation for students**

Grades form a concise method of conveying levels of academic achievement and expressing them in a common currency. Although some teachers, departments and institutions are philosophically opposed to the practice of grading, partly on the grounds of its extreme reductionism, there seems to be something holistic, unitary and integrative about a grade which transmits a message that is not necessarily conveyed by detailed evaluative description. Grades can have a profound and positive impact on a student’s sense of achievement, acting as goals that provide motivation to engage productively with, go deeper into, or push beyond course material.

The effect of goals on performance has been the subject of a great deal of research for over 40 years, one decade of it being reviewed by Locke et al. (1981). Recent extensions have included the six sigma phenomenon in industry and commerce (Linderman et al. 2003; Smith 1993). In general, research in a wide variety of field and laboratory settings has shown that hard goals have the greatest impact on performance. Hard goals are specific and clear rather than general or vague, difficult and challenging rather than simple or easy, and closer to the upper limit of an individual's capacity to perform than to their initial level of performance. Hard goals act to focus attention, mobilise effort, and increase persistence at a task. Research has also shown that do-your-best goals are little better than having no goals at all.

Grades by themselves can provide only extrinsic recognition and reward, but the learner’s internal psychological response to grades can provide a platform for intrinsic motivation. The magnitude of this effect depends on the credibility of the grades. Many students are capable of discerning among inflated, token and high-merit grades, especially (but not only) when they are able to gauge for themselves the quality of their own work, independently of external judgments. The experience of arriving at a significant achievement destination flows from a personal sense of reaching a level that is either high in absolute terms, or considerably higher than the level previously attained. Grades can act as a support for this platform only when they accurately represent genuine achievement. The worth of a grade (in this case its utility in promoting motivation) is then contingent on its merit. To paraphrase words from an ancient playwright, “For those who experience hard-won success, the joy of achievement makes it worth all the effort” (Aeschylus, 458 BC).

**Institutional administration**

In many institutions, course grades provide the basis for a summary statistic for each student known as the Grade Point Average (GPA). The GPA is a weighted mean of course grades calculated over a defined period of study, such as one semester. The cumulative GPA takes into account all studies completed from the time of enrolment in an academic program up to the time of calculation. The weights reflect the relative contributions of courses to the program, measured in arbitrary units such as contact hours, student workload, course credits or credit hours. GPAs can serve as input data for decisions on: progression through degree programs; admission to advanced studies; rankings for prizes, medals, honours and scholarships; determinations of degree classification; and accreditation and quality assurance. Grades facilitate national and
international student mobility with credit transfer. In all these decision contexts, the merit of grades is taken for granted. Furthermore, basing decisions on grades gives the appearance of being both objective and meritocratic (the latter term being used in its non-technical everyday sense). It almost always delivers administrative solutions when required, so there is usually little incentive to place the grades under close scrutiny.

Employment and professional membership
Transcripts and grades affect the employment, career and other life prospects of graduates. They also facilitate admission to licensure or membership of professional registration bodies and learned societies. Knight (2006) referred to these external uses of grades as feedout, because they provide achievement-based information for the use of third parties. Although formal documentation has lifelong significance for some purposes (such as proof of a qualification), it has reducing worth for others (such as career and employment decisions).

Research
Grades are used as the criterion variable in research into various aspects of higher education, including the effectiveness of different approaches to teaching, learning and assessment. Used in this way, grades are important research commodities. However, researchers regularly express frustration in using grades as the criterion measure. This is because grades typically lack any form of standardisation. Their merit is indeterminate, and the credibility and generalizability of research findings is thereby constrained.

Four threats to grade integrity
Of the four threats dealt with here, the first two, random error and bias, receive only brief treatment. For over a century, they have been the subject of intensive research, much of it statistical, into the reliability and validity of measurement in the social sciences, and each has a substantial literature. Although statistical investigations may not be much help in identifying cause, they are able to indicate the presence and likely extent of error or bias. The second two threats, contamination of the object and confusion in the grading principle, are crucial issues specifically in relation to grade integrity.

Random Error
To some degree, random error always plays a role when measuring the characteristics of objects or phenomena. Pure measurements of perfect accuracy are impossible to produce consistently, a fact that has long been appreciated in both the physical and non-physical sciences. In the latter, random error is a particular problem when subjective judgments cannot be corroborated by independent means. Sometimes referred to as noise, random error comes about through chance effects that are unpredictable, uncorrelated, and devoid of patterns. Error may have its origins in the instrumentation used, in human observers, or in external physical or other conditions that prevail at the time of measurement. In the context of educational assessment, these sources may include such student variables as physical or emotional stress and tiredness, misunderstanding of directions, and guessing (especially on objective tests). Teacher sources include poor sampling of course content, ambiguous task specifications, fatigue, and marking against tight deadlines. Institutional variables include external distractions or failures in administrative or service systems.

Bias
Grading bias is systematic, and often manifests itself in some form of partiality which advantages certain categories of students and penalises others on grounds other than achievement. Bias may result from assessors’ particular inclinations or points of view that dispose them towards or
against certain students who may: display certain traits or attitudes (such as cooperativeness and willingness to contribute to class discussions); belong to particular ethnic, religious, racial, cultural or socio-economic groups; or have reputations of previous achievements (“This is an A+ student”). Some of these biases may be addressed by anonymising student responses, but this is not always feasible when works are produced under open conditions. Bias may also result from assessment tasks that are not equally accessible to learners from different cultures, or are couched in language forms not used in the course. Some grading biases apply across the board. An example is the practice of treating all students similarly but for ulterior motives, such as giving generous grades to mask poor teaching, or to encourage enrolments in future course offerings.

**Contamination of the object to be graded**

The object includes everything that is directly or indirectly credited towards the course grade. Acceptance of the premise that grades should represent levels of academic achievement implies that only elements that qualify as academic achievement should also qualify for inclusion in the object. Non-achievement elements contaminate the object, and damage the integrity of the grade. Common non-achievement inclusions are credits and penalties for engagement in some activity, or compliance with some requirement. Incorporating ineligible components is now so thoroughly part of the assessment culture in many institutions that it is perceived by both teachers and students as normal and unproblematic. In some cases these practices have been actively advocated and written into institutional policies.

The converse of contamination is fidelity, a term used in a variety of contexts that have similarities to grading. High fidelity requires that all influences from non-achievement sources, including implicit and explicit inter-student comparisons, be assiduously excluded. Were they to be included, no subsequent processes or operations could correct or compensate for them. Furthermore, when course credits are awarded for routine student actions or behaviours that are not achievements, they establish a raised floor upon which appraisals of genuine achievement are placed, thus artificially boosting grades. Conversely, non-achievement penalties depress grades. Fidelity in the object rarely if ever features in the literature on assessment and grading, but is a precondition for grade integrity. The test for fidelity requires taking a literal interpretation of academic achievement and testing potential contributors against this interpretation. It is therefore a matter of definition and classification, not of measurement, and can generally be determined in straightforward ways.

To demonstrate how an analysis might proceed, consider the case of participation. In almost all ordinary discourse, participation and achievement are distinct concepts, with little in common. On the surface of things, participation would therefore not qualify. However, the various arguments for including participation also need to be scrutinised to make sure no aspect has been overlooked. To go through all the explicit and implicit arguments would take more space than can be allocated here, but the arguments generally fall into three broad classes, with some overlap among them: the instrumental, the ethical, and the compensatory.

Instrumental arguments are those to do with how participation increases the probability of learning for individual students, through both its motivational and its instructional impact. Instrumental arguments can also apply to cohorts as whole entities. High levels of student participation can help create a rich, interactive peer-to-peer learning environment, which enhances learning prospects for all learners. The focus is on establishing the required critical mass of students. The fundamental problem with instrumental arguments is that they use credits and penalties as leverage mechanisms for shaping student behaviours, the latter being the means to various learning ends. The result is conflation of the end itself (achievement) with the means to that end (participation). Ethical arguments take the form that those students who are conscientious participators and put in a lot of hard work should have that commitment formally recognised in their grades. The compensatory argument is that weaker or disadvantaged students,
if they are rewarded for participation, have greater opportunity to access the higher grades. Acceptance of the compensatory argument amounts to an endorsement of participation as a substitute for achievement.

Observe that none of these classes of arguments confronts the issue of whether participation, as an activity, is part of the concept which carries the label achievement. There are nevertheless special circumstances in which participation can constitute achievement. Some people suffering from severe social anxiety disorders find it impossible to interact with others in almost any way at all. Treatment may enable them to participate in interactions with other people, and doing so would then be a significant achievement. But this special case is a far cry from teaching and learning in higher education.

Participation is but one of many common inclusions in the object for grading. The analyses both of the essential nature of participation and of the typical rationale for its inclusion serve to illustrate the processes by which its status can be determined. In the general case, whenever non-achievements are counted in, the grade represents a mix of compliances, activities engaged in, and genuine achievement, or what Brookhart (1991) called a “hodgepodge” of achievement, effort and attitude. This diminishes the merit of grades and makes it impossible to unscramble them later. Obviously, the term academic achievement no longer then applies, and it is difficult to come up with a satisfactory alternative collective term. Despite the practical difficulties of insisting on fidelity in the face of established assessment culture, the process of assuring fidelity is fundamentally simple and does not require extended analysis for each contender. It involves combing through all the elements that have customarily contributed to course grades and resolving to exclude those that do not match the literal interpretation of achievement.

**Inappropriate grading principle**

By a grading principle is meant a theoretically coherent, explicitly articulated set of ideas that forms a bridge between fundamental educational values (such as fairness and authenticity) and the techniques or methods that can be legitimately applied to raw assessment evidence to produce grades. The principle should be general enough to admit new types of assessment evidence or processes, but specific enough to allow for testing against the principle itself, and to permit adjudication among competing approaches to implementation. On the assumption that fidelity in the object has already been assured, grade integrity requires a decision framework that produces grades which can withstand critical scrutiny from a variety of philosophical, technical and practical standpoints, and as a result be safely accepted as trustworthy.

Fully developed grading principles along these lines are rarely found in the assessment documentation of higher education institutions. Likewise books on assessment and grading typically outline various grading strategies, possibly with some discussion about their respective pros and cons, but are notably non-committal about the need for a coherent guiding principle (See, for example, Davis 1993; Forsyth 2003; and McKeachie and Svinicki 2006). Grading practices nevertheless reflect institutional or departmental policies, conventions and traditions. In this section, some common grading approaches are briefly described and evaluated in relation to how well they could serve as grading principles. They have been grouped under five headings, the first of which (Grading policies) has considerable currency. The others are headings of convenience. Some aspects of the various approaches are mutually incompatible in principle, but this fact is often glossed over in developing hybrids for implementation.

**Grading policies**

These are essentially tables of equivalences that allow translation from one set of symbols to another. Typical grading policies associate (alphabetic) grades (A, B, C, …) with numerical values (4.0, 3.0, 2.0, …), and short verbal descriptors (Excellent, Very good, Average, …). The use of plus and minus grades simply expands the tables. In some cases (discussed separately
below), percentages or aggregate score ranges (85-100, 75-84, 60-74, …) are also included, as are fixed proportions of students (10%, 20%, 35%, …). Whereas alphabetic grades are purely nominal, the numerical values are intended to possess enough of the properties of a measurement scale to justify mathematical operations for calculating GPAs and carrying out quantitative research.

Although common in higher education, grading policies make no claim to be grading principles, but there is nevertheless a point of contact. The short descriptors are intended to provide broad meanings for the alphabetic grades and thereby offer guidance for assigning them. However, their utility for this purpose is more limited than is commonly supposed. Short descriptors are open to individual interpretation and, depending on how literally the terms are taken, can be drawn from different registers, even within the same policy. Specifically, achievement may be judged: relative to other students (out-standing, excel-lent, above average); according to absolute but undefined levels (fair, very good, proficient, competent); or sufficient for gaining course credit (satisfactory, adequate, passing). In addition, the boundaries between adjacent descriptors are left open.

**Grading by aggregate score ranges**

Grades are often allocated by assigning an A to all aggregates that fall within a fixed range, such as 85-100, a B to aggregates 75-84, and so on. This method of grading has a long history, is probably the most extensively adopted in higher education, and is commonly supported by institutional spreadsheets and grade books which simplify data entry and management. The technique is sometimes called absolute grading, presumably because the grade cut-offs (85 for an A; 75 for a B, …) are decided in advance of the assessment results and are the same for all courses, giving the impression of openness, objectivity and comparability across courses. Any attempt to modify the cut-offs may be interpreted as meddling with academic “standards”. However, the assumptions underlying this grading rule are cause for concern. This follows from a basic property of measurement in education: the aggregates are not composed of standardised points, or units. The most obvious source of variability lies in how assessors allocate points when they make judgments subjectively, specifically whether they are generally liberal, generally parsimonious, or drift one way or the other during the scoring process.

Another source is that a given score increment does not necessarily represent the same achievement increment at all positions on the scale. This nonlinearity occurs for a variety of reasons, such as the guessing factor on objective tests (especially at the lower end of the scale). In addition, aggregates are usually made up of scores derived from all summative tests and tasks in the course, and the equivalence of score units derived from different instruments is left unexamined. There are probably as many underlying scales and units as there are assessment instruments. Measurement in the physical sciences is quite different from this. Properties such as length and mass are measured in basic units that are standardised and have identical value across their respective scales. Inches are inches, and kilograms are kilograms.

**Grading by proportions**

Applied at the class or cohort level, aggregate scores are first arranged in order. This list (or the corresponding raw frequency distribution if enrolments are large) is then partitioned into bands that contain predetermined proportions of the cohort, and grades are assigned to the bands. The top 10% of students may be awarded an A, the next 20% a B, and so on. The choice of proportions is essentially arbitrary, but is often the same for all courses in an institution, the idea being that this makes grades comparable across courses. Although often called grading on the curve, the shape of the frequency distribution is irrelevant; it could be symmetrical or skewed, bell-shaped or rectangular. What matters is that the proportions are controlled. This method is simple to apply, and produces results with a minimum of fuss except where course numbers are
small or different cohorts are demonstrably unequal in overall ability or diversity, in which cases variations may be permitted. Although grading by score bands and grading by proportions both make use of aggregate scores, they partition a given set of aggregates according to different rules, and so generally do not produce identical results.

Regardless of the rule used to assign grades, provisional grade allocations made at the course level may be reviewed at a higher organisational level such as a departmental board or panel. Grade distributions that are in line with the specified proportions are ratified; others are either negotiated with course convenors or summarily modified by the panel until they conform. Grading by proportions thus assumes an override status for the review of grades. The thinking is that without surveillance of the final course grade distributions, the proportions of high grades could (and probably would) migrate upwards, thereby devaluing those grades. The Bologna process (European Commission 2005) mandates grading by proportions as its grading rule so that achievement records originally expressed on different scales can be rendered onto a common scale which will have currency across institutional and national boundaries.

Although rarely stated explicitly, the rationale behind grading by proportions is the classic market approach to regulating value when there are no stable, independent reference points. Limiting the supply of a desirable commodity in the face of steady demand generally maintains that commodity’s market value. Although the combination of relative scarcity and market forces is commonly assumed to maintain real value, signifying merit is inherently different and it is merit, not scarcity, which is the key to grade integrity. By allocating grades through ranking student performances, works or aggregate scores, each grade comes to represent relative position in the cohort, not necessarily the actual level of achievement.

To rationalise grading by proportions by saying that achievement naturally distributes itself more or less according to a set pattern such as the bell curve is to argue that other factors make no net difference to the levels of achievement reached. Holding grade proportions constant makes the award of grades structurally blind to a variety of factors that affect achievement and its assessment: admission policies and student entry levels (and therefore the academic abilities of particular cohorts); the demographic profiles of cohorts; student-teacher ratios; academics’ qualifications; resources for teaching; the availability and nature of support services; the quality of teaching; and the quality of assessment programs or tasks. Grading by proportions is robust essentially because it is fully self-adjusting. With each new cohort, the grading parameters are reset, and so the meaning of the grades is also reset. With no external anchorage, grading by proportions is hardly an option for achieving grade integrity.

Grading against referents expressed as text
Among the approaches developed to avoid the problems of grading by proportions are those that grade according to whether, or how well, students have demonstrated, satisfied or reached any of the following: course (or taxonomy-based) objectives (an approach that dates from Travers 1950); intended student learning outcomes (Biggs 1999); and grading criteria and explicit statements of “standards”, especially those expressed in scoring grids, matrices or rubrics (Freeman and Lewis 1998; Huba and Freed 2000; Walvoord and Anderson 1998). Despite significant differences, these are grouped together because they all make use of written statements in one form or another, and that is the point of interest. The rationale for institutional or departmental advocacy of grading against text-based referents rests on two assumptions. The first is that the objectives, outcomes, criteria, or “standards” can be stated clearly enough and comprehensively enough to enable markers to decide unambiguously on the grades that should be awarded for various levels of achievement. The second assumption is that such statements can communicate assessment expectations to students at the beginning of a course, and so emphasise that grading is not competitive but is against meaningful, objective, external referents that are accessible to assessors and students alike.
On the surface, these methods may appear to constitute a grading principle. There are, however, two significant problems. First, the content, design, construction, interpretation and application of the text is typically devolved either to individual teachers or to teaching teams, and often regarded as partly constitutive of the courses they teach. To the extent that grading decisions are made wholly within the parameters of each course, across-course comparability cannot be addressed. The second problem is the assumption that declarative or propositional knowledge, the kind that can be expressed in written statements and words, is sufficient to the task of putting the grade reference points into an enduring and workable form. This issue is returned to below.

Miscellaneous heuristics
Within the discretionary space available to individual markers for assigning grades, a number of other practices are sometimes employed as a means to an end. They are mostly unresearched, but are referred to in some books on the assessment of student learning, on some departmental websites, and in informal communications among academics. As heuristics, they have little if any theoretical substance. Their appeal is that they can help in arriving at grade distributions that satisfy institutional requirements. The four examples mentioned here all run counter to grade integrity. The first rule of thumb is to look for fortuitous breaks in the distribution of aggregate scores, as inspected from the top downwards (Cohen 2000; Davis 1993; McMillan 2007). A markedly lower frequency of aggregate scores in the vicinity of the normal cut-off for the top grade suggests that resetting the boundary to that position would minimise the number of students who could appeal against the grade awarded, or who would require just an extra point or two to get over the line. The same process is then repeated for successively lower grade boundaries.

The second heuristic is to construct and inspect a trial distribution of grades. If the entire set appears too high or too low based on some presumed knowledge of the abilities and achievements of students enrolled in the course, the whole set is rescaled to a different mean and standard deviation so that, when the regular institutional cut-offs are applied, an improved grade allocation can be achieved. An alternative approach is to see whether particular students would be awarded the correct grade they are somehow known to deserve. If not, individual grade boundaries are adjusted to suit.

The third approach is to use contract grading (McKeachie and Svinicki 2006; Wright 1994). The instructor and the students develop and agree on a written contract which sets out what the student has to complete to a certain “standard” to be awarded a given grade. The “standard” is specified in the contract by way of relevant quality criteria. It is not the mere completion of activities or tasks that earns the grade; the quality of how well they are completed matters as well. The final heuristic is the practice of setting grade cut-offs for a course by using the average of that course’s previous cut-offs, or alternatively to set cut-offs for a department by using the average of previous grade cut-offs in all courses in the department. Both are driven by a desire for stability through pattern maintenance. Effectively, the techniques use course or departmental norms instead of cohort data, and clearly do not address the merit of the grades.

Standards referencing as the grading principle
In grading approaches that make use of cut-offs, proportions or textual referents, teachers or markers make the grading decisions. Where they exist, panels or boards of review scrutinise grade distributions and take steps to adjust them as necessary. The degree of autonomy delegated to academics depends on the institution, and reflects the institution’s philosophical position on academic freedom. At one end of the spectrum, academics effectively have more or less sovereign right to decide grades. Each grade is regarded essentially as a protected one-way communication from professor to student (See Parate v. Isibor, 1989). Institutions may exhort or advise teachers about preferred grading methods, but in the end, the approach taken is up to
individual teachers or course teams, and the resultant grades are not open to challenge. At the other end of the spectrum, grading must follow a set procedural policy, and the broad patterns of the grading decisions must be satisfactory. Regardless of whether ultimate responsibility rests with individual academics or with review panels, there is little that is geared specifically towards making choices based on an underlying philosophical position that addresses either specific issues such as achieving comparability of grades across courses or the general issue of assuring grade integrity. Logically, progress on the comparability and grade integrity fronts is impossible in institutional contexts characterised by high levels of autonomy for academics. The grading principle outlined in the rest of this section assumes that this condition does not hold.

The development of the theme so far sets the boundaries for a grading principle that is consistent with the concept of grade integrity. Specifically, the grading principle should aim to:

1. Facilitate the appraisal of student works strictly according to their quality and, if necessary, the grading of a single work outside the comparative framework of other student works;
2. Facilitate high levels of comparability within courses across different assessors;
3. Produce grades that are comparable in the various courses for each academic program, across programs, and over time;
4. Be accessible and meaningful to students so they can understand the bases on which judgments are made about the quality of their work, and thereby improve their own ability to make refined, grounded judgments about quality; and
5. Generally provide both context and stimulus for maintaining and defending academic standards.

It is imperative that the grading principle focuses on the quality of student achievement evaluated against fixed external anchor points, which are referred to here as academic achievement standards. This is the core concept in the approach referred to as standards referenced assessment and grading as originally set out in Sadler (1987). It is based on the definition of a standard as a “definite level of excellence or attainment, or a definite degree of any quality viewed as a prescribed object of endeavour or as the recognised measure of what is adequate for some purpose, so established by authority, custom, or consensus” (p. 194). Wherever the term standard is used in this article with a meaning that does not conform to this definition, the other uses are denoted by quote marks. A criterion was defined as a “distinguishing property or characteristic of any thing, by which its quality can be judged or estimated, or by which a decision or classification may be made” (p. 194).

Each of these definitions corresponds to at least one of a considerable variety of meanings to be found in comprehensive dictionaries, but substantial intersection exists between the two sets of dictionary meanings. In higher education practice, the terms criteria and standards are often used loosely, or even interchangeably. For the purpose of making progress specifically on developing the concept of standards referenced assessment and grading, criteria and standards need to be distinguished, because they play different roles. This has required taking one legitimate meaning for each from their respective dictionary sets and then using them consistently. In short, a standard is a definite level, and a criterion is a property or characteristic.

The definition of a standard incorporates three important elements. First, achievement standards are not out there somewhere, as if they were natural phenomena waiting to be discovered. They have no independent existence of their own, but have to be decided upon, essentially subjectively, after due deliberation and taking all relevant factors into account. Thereafter, they become stipulative. Second, a standard is a preset level that remains fixed under use, normally over a sustained time period. Third, standards are shared understandings that can be accepted as comparable but are, of necessity, manifested differently for different assessment tasks and in different courses and disciplines. They are the property of the academy as a collective, and are not determined or held privately by individual teachers or course teams.
Academics have a professional responsibility for participating in the development of standards, for keeping abreast of refinements that occur as experience with them grows, and of knowing how to apply them. Similar types of standards exist within various professions, organisations, societies and guilds.

Standards referencing is also similar in certain respects to the ways in which a wide range of standards are set and applied in modern societies. Such standards cover medical devices; information security; atmospheric emissions; industrial, food and consumer safety; and a host of other aspects of contemporary life. They are devised and administered through such national organisations as the American National Standards Institute (ANSI), the British Standards Institution (BSI) and Standards Australia (SA), and globally through the International Organization for Standardization (ISO). At some risk of oversimplification, the standards with which these agencies are concerned fall into three categories. The first covers standards for processes rather than products. The second covers manufactured products that must conform to precise specifications, within defined tolerances, so that items from different sources will be fully compatible or even completely interchangeable in use. The third category covers entities that must conform to specified minimum performance characteristics, but with the actual design left open. Academic achievement standards are closest to this third category.

In the context of higher education, academic standards are fixed levels of quality that are negotiated and recognised as adequate for representing student academic achievement by competent, mutually calibrated discipline and professional peers. These standards ideally function as constant points of reference, but this does not imply that standards must remain fixed indefinitely, even for the same course. They may have to be reset periodically as a result of shifts in curriculum, technology or the underlying discipline or profession. However, the resetting should be done with due deliberation and the same attention to old-new comparability as was given to both setting the original standards, and achieving comparability across cognate fields. Otherwise, the grades cannot hold their intrinsic value. The standards exist in advance of the students’ beginning work in response to assessment tasks. As students are inducted into their nature and use, the standards become accessible to them to guide their responses to assessment tasks. The award of a grade is performed by comparing the quality of a student work directly with the relevant quality-oriented standards, and classifying it accordingly. The standards thus provide an explicit non-volatile decision system, which is why they allow for an individual work to be graded in isolation. Grades can also be interpreted later by reference back to the standards system.

Despite broad similarities between the standards referenced grading principle and standards systems for industrial, commercial and consumer purposes, fundamental differences exist. The most substantial is that achievement standards are, in essence, abstract concepts whereas the other standards can usually be codified and expressed in objective, concrete form that leaves little leeway for subjective interpretation. Fundamental to academic achievement standards are the qualitative judgments made by markers. These cannot be reduced to set procedures that can be applied by non-experts (Sadler 1989, 2009a). It is well established that experts in a variety of fields can recognise quality when they see it – even when they are unable to define or explain it formally in words. For a range of related epistemological reasons, it is often impossible to express quality-based achievement standards in purely propositional or declarative form. They cannot be written down as detailed verbal descriptions, categories or lists which can then be used by students and assessors alike.

Although explanations, descriptions and their interpretations are critical tools for extending the circle of knowers to other assessors and to students, they are not enough in themselves. The words need to refer to a concrete reality. The main reason for this is that, in general, verbal descriptions do not have unique meanings or fixed, context-free interpretations. This is a natural feature of language, and a basic source of its power and versatility. When contexts change even
slightly, interpretations do as well. Meanings often migrate so gradually that subtle changes are not noticed from one point on the continuum to another. However, a quantum change in meaning may be recognised by scrutinising two interpretations separated by a considerable time period.

To crystallise and convey achievement standards requires a combination of four elements. The first two consist of exemplars, and for each exemplar, a summary judgment of its quality together with an explanatory description. This description needs to invoke whatever criteria are relevant to that judgment. The exemplars are concrete cases that serve two purposes. They exemplify particular levels or standards, and they contextualise and anchor the corresponding explanations of the judgment. There are technical reasons for expressing the relations between these two elements in this order. In particular, the starting point is an exemplar of a standard, not a verbal description of a standard. In determining the quality of a complex student work, recognition – not definition – is the primary act. The purpose of a description is to account for a particular judgment. It is based on and therefore subsequent to the primary act. In this way, each description is constructed both to portray the properties of the exemplar and to explain the judgment about its quality, at least, as well as words can. The words form the necessary link between an immediate concrete referent and the abstract concept of quality.

The third element consists of focused discourse about the exemplars and their corresponding judgments and descriptions. This is necessary for establishing a common vocabulary appropriate to judgment and evaluation, so as to enable communication among academics with minimum ambiguity. Conversation represents language in use, not language in the abstract. Unless conversation occurs, individuals may attach their own meanings to terms, without being aware that these meanings may not necessarily be those held by colleagues. Ultimately, this would lead to miscommunication. The remaining element is tacit knowing (Polanyi 1962), which consists of subtle and often elusive aspects that people develop and share primarily through engaging in common experiences. By definition, tacit knowing is difficult or impossible to articulate adequately. Connoisseurship typically relies heavily on it.

Of these four elements (exemplars, explanations, conversation and tacit knowing), none is expendable. For particular genres or forms of student works, standards can thus be drawn out of the abstract domain and become known, shared, and understood among assessors. All this is a long way from a putative “standard” that can be conveyed through an aggregate score cut-off or a numerical representation of achievement as some form of measurement. It gets to the core distinction between standards as they apply in standards referenced grading and the “standards” that are expressed through rubrics; tables of objectives; catalogues of competencies; sets of intended student learning outcomes; lists of skills to be mastered, gained or demonstrated; and various forms of what have loosely been called criteria based and “standards” based grading (Sadler 2005).

**Design of assessment programs**

Assessments of achievement are invariably inferential, so assessment processes need to provide a sound evidentiary basis from which reliable inferences can be drawn. Many but certainly not all of the methods discussed in assessment handbooks and articles are compatible with, and important to, the concept of grade integrity. These include consistency between broad course aims on the one hand and what is taught and assessed on the other; adequacy of sampling across basic substantive content and across cognitive or practical operations on that content; reliability and validity in scoring and grading; and efficiency in the collection of achievement data. Special attention is required, however, if standards referencing is to achieve its potential for student learning. In particular, students need to be inducted into the meaning and use of achievement standards in ways that mirror how standards can be shared among academics and how grading decisions are made in practice. This section touches on two of a number of aspects that are critical to the success of this induction process.
Bringing students into a knowledge of standards requires considerably more than sending them one-way messages through rubrics, written feedback, or other forms of telling. It requires use of the same tools as those employed for setting, conveying and sharing standards among teachers: exemplars, explanations, conversation and tacit knowing. Again, none of these is expendable. As students grow in explicit and tacit knowledge of essentially the same type as that held by the teacher, they come to appropriate the standards for themselves and become better able to manage their strategic metacognitive behaviour. This growth can be nurtured by providing learners with evaluative experience in domains that are the same as, or substantially similar to, those in which they are required to produce their own works. The overall aim is to induct students into the guild of knowers, which is simply the group of people who share sufficient tacit knowledge for them to be able to recognize, judge and, to a considerable extent, explain quality when they see it. Students thereby become better able to monitor and control the quality of their own productions while these are still under development (Sadler, 1989; O’Donovan, Price & Rust, 2008).

With due allowance for the inevitable disparity in experience between teachers and learners, the implicit obligation is to educate students not only in the content and skills of the course itself, but also in the knowledge of what counts as quality in the corresponding field. This obligation extends to all students, not just to those who already know how to weave an informed path through learning and assessment. Specifically, students must become not only involved in making judgments about works or performances of the same genre or type that they are producing, but also engaged in informed discourse about those judgments. This needs to be deliberately designed into an educative environment for which the stakes for learning are high but no points are awarded and banked towards summative course grades. Such an environment requires radical rethinking about how formative assessment is conceptualised and how feedback is given.

To the extent that explicit provision can be made for students to acquire evaluative expertise through becoming familiar with the academic standards that are relevant to their courses, the artificial ceiling imposed by learners’ ignorance of quality is removed (Sadler 1983). A further side benefit is that when students come to a deep understanding of the standards, in an important sense it is those standards, rather than assessors, which pass judgment on the quality of their works. This reduces the pressure for assessors to award grades on grounds other than the work’s quality, and to provide extensive feedback which is labour intensive to create. Incorporating the design of these aspects into course teaching and assessment can act as a positive vehicle for achieving the high-order objectives in a course (Sadler 2009b).

Grade inflation
In the long history of grading in higher education, specific concerns about grade inflation have surfaced regularly. Grade inflation has been defined as “an upward shift in the grade point average … of students over an extended period of time without a corresponding increase in student achievement” (Rosovsky and Hartley 2000). Simply put, grade inflation occurs when high grades are awarded for progressively lower and lower achievements. Grades then lose a great deal of their meaning and usefulness. Another effect is that the portion of the grade scale actually used becomes restricted to the upper end.

That grade inflation is a concern at all reflects a deep-seated belief that grade integrity matters. The existence of an ordered set of symbols to represent different levels of academic achievement implies that a high level of correspondence between the two sets is desirable, so far as this is capable of being achieved. Anything less than this undermines the very point of grading. Obviously, it is important to know whether grade inflation is a real phenomenon or part of some general romanticisation of the “standards” of the past. Research into grade inflation generally analyses frequency distributions of grades awarded at different points in time in association with
a number of covariates which are potential explanatory variables. However, the masses of data that do exist on grades cannot get at the core of the matter, because the problem as traditionally formulated and researched is flawed.

Although typical studies may provide indicative evidence for the existence of the phenomenon, they lack a crucial feature, namely a fix on the raw levels of academic achievement which are independent of the grades awarded. For many courses, the concrete first-order evidence of achievement consists in the actual works students produce, and these are either discarded or returned to students soon after the grades are awarded. Obviously, they cannot be reconstructed and interrogated retrospectively, so revisiting the original site of the grading decisions is not possible. Without comprehensive archiving of student works, the responsibility for achieving commensurability between achievement and grades rests on getting the initial grading correct. Only when there is a stable, objective way of identifying and recording genuine achievement is it possible to track real changes over time, and only in the presence of a criterion variable with these properties is it technically possible to produce definitive evidence about the nature and extent of grade inflation.

The issue is not whether grade distributions are creeping inexorably upwards but whether grades awarded remain commensurate with actual levels of achievement. The proper place to address grade inflation is at the site where grades are assigned, that is, at source. If that could be achieved, with standards remaining external to, and independent of, particular cohorts, the proportions of the different grades would no longer be relevant. In addition, competitive game playing by students would produce no relative advantage or disadvantage. Bids by course convenors to award high grades to all or most of the students in a purportedly elite cohort could be tested to see whether such claims are sustainable.

Institutions that decide on a policy shift away from relatively loose (or effectively no) regulation of grade apportionment and towards strict rationing of grades expose themselves to two conflicting reactions from teachers and students. Strict apportionment certainly raises the relative value of higher grades. In addition, it frees up the grade scale and provides opportunity for markers to use a greater segment of it to represent achievement than is available with a truncated scale. In theory, strict rationing could therefore lead to improved merit overall. On the other hand, it would mean a decrease in merit for any student who legitimately deserves a high grade but is simply outcompeted by other students. The incidence of events of the latter kind may be low, but this is no consolation for the students concerned when the stakes are high. In any case, such events are certain to occur from time to time, and this structural unfairness makes it both a matter of consternation for many academics and students, and ethically dubious as a policy option. On the other hand, an institution that adopts the grade integrity route as a valid alternative to a simplistic grade deflation policy takes up an approach that is overtly positive towards student learning.

That there are few signs of appropriate data being collected may be indicative of an unwillingness to confront the issue at its roots, a lack of appreciation of the potential alternatives, or resignation to the futility of coming up with any solution at all. Insisting on fidelity in the object accompanied by informed judgments in setting, conveying and applying academic standards offers a way out of the grade inflation dilemma. If these conditions could be met, research into grade inflation could be added to the list of assessment problems that are amenable to research.

**Conclusion**

Grades possess integrity when they are true representations of student academic achievement in courses. Assessment fulfils many roles in higher education, some of which are summative and some formative. Summative grades provide official certification of academic achievement for use inside and outside the awarding institution. Despite certain misgivings about the worth of grades
as symbolic representations of achievement, they are nevertheless put to serious use. Part of this is no doubt due to their compactness and the lack of workable alternatives, and users seem to have reasonable confidence in them as aids to administrative decision making. However, the ways in which grades are commonly being awarded are open to criticism. Two significant but mostly ignored issues are raised in this article. The first consists of course-related student activities and behaviours that do not fall within the formal meaning of achievement but are nevertheless routinely incorporated into grades. This practice produces grades that are contaminated, and the resulting loss of fidelity reduces the intrinsic merit of the grades.

The second issue is the common use of grading practices that are not up to the task of representing achievement in anything like an absolute sense. They typically employ either grade cut-offs for use with uncalibrated scores, or each student’s relative achievement standing within the cohort. Among other things, these practices make unambiguous interpretation of an isolated grade difficult or impossible. The alternative proposed is to employ standards referencing as the grading principle. This would be an option for higher education institutions that exercise a degree of policy authority to govern the manner in which grades are assigned. An institution that aspires to achieve high levels of integrity in their course grades is likely to find that strategic policy decisions have to be made and defended at the institutional level. If these were left to departments or individual academics to decide and implement, a wide variety of sub-optimal practices could again become so deeply embedded and actively advocated on pragmatic grounds that they become fully normalised and perceived as unproblematic.

The approach to grade integrity set out in this article can have a strong formative impact for students, because it opens up the nature of quality to students so that they can become conversant with it. This allows them not only to develop their responses to assessment tasks more intelligently during a course but also to function more professionally after graduation. The pursuit of grade integrity as an institutional priority has implications that are far reaching for teachers, learners and third-party users of grades. This article is intended to provide basic directions for such a pursuit.

References


