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Abstract

With the development and penetration of data mining within di!erent fields and

disciplines, security and privacy concerns have emerged.

Data mining technology which reveals patterns in large databases could com-

promise the information that an individual or an organization regards as private.

The aim of privacy-preserving data mining is to find the right balance between

maximizing analysis results (that are useful for the common good) and keeping

the inferences that disclose private information about organizations or individuals

at a minimum.

In this thesis

• we present a new classification for privacy-preserving data mining problems,

• we propose a new heuristic algorithm called the QIBC algorithm that im-

proves the privacy of sensitive knowledge (as itemsets) by blocking more

inference channels. We demonstrate the e"ciency of the algorithm,

• we propose two techniques (item count and increasing cardinality)

based on item-restriction that hide sensitive itemsets (and we perform ex-

periments to compare the two techniques),

• we propose an e"cient protocol that allows parties to share data in a private

way with no restrictions and without loss of accuracy (and we demonstrate

the e"ciency of the protocol), and

• we review the literature of software engineering related to the association-

rule mining domain and we suggest a list of considerations to achieve better

privacy on software.
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Glossary

adversary Commonly used to refer to a third party that desires to compromise

one’s security by blocking or interfering with a protocol.

algorithm An algorithm is a precise description of how a a problem can be

solved (or specific calculation performed). The number of steps it takes to

solve a problem is used to measure the e"ciency of an algorithm. While

the number of steps is normally identified as the time, other computational

resources may be pertinent, like use of random bits, space to store values,

or communication messages.

Alice The name traditionally used for the first user of cryptography in a system.

antecedent When an association between two variables (left-hand side ! right-

hand side) is defined, the left-hand side is called the antecedent. For exam-

ple, in the relationship “When someone buys bread, he also buys milk 26%

of the time”, “buys bread” is the antecedent.

associations An association algorithm creates rules that identify how frequently

events have occurred jointly. For example, “When someone buys bread, he

also buys milk 26% of the time.” Such relationships are typically expressed

with a confidence value.

Bob The name traditionally used for the second user of cryptography in a system.

commutative When a mathematical expression generates the same result in

spite of the order the objects are operated on. For example, if m, n are

integers, then m + n = n + m, that is, addition of integers is commutative.

computational complexity A problem is in polynomial time or in P if it can

be solved by an algorithm which takes less than O(nt) steps, where t is a

finite number and the variable n measures the size of the problem instance.
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A problem is said to be in NP (non-deterministic polynomial time), if a

solution to the problem can be verified in polynomial time. The set of

problems that are in NP is very large.

A problem is NP -hard if there is no other problem in NP that is easier

to solve. There is no known polynomial time algorithm for any NP-hard

problem, and it is believed that such algorithms in fact do not exist.

consequent When an association between two variables is defined, the second

variable (or the right-hand side) is called the consequent. For example, in

the relationship “When someone buys bread, he also buys milk 26% of the

time”, “buys milk” is the consequent.

constraint A condition in an information model, which must not be violated

by instances of entities in that model. The constraint is either satisfied (if

the condition evaluates to true or unknown) or violated (if the condition

evaluates to false).

cryptosystem An encryption-decryption algorithm (cipher), together with all

possible plaintexts, ciphertexts and keys.

cryptography The artwork of using math to secure information and produce a

high level of confidence in the electronic domain.

data Values collected through record keeping or by polling, observing, or mea-

suring, typically organized for analysis or decision making. More simply,

data is facts, transactions and figures.

data mining An extraction process that aims to find concealed patterns con-

tained in databases. Data mining field uses a combination of machine learn-

ing, statistical analysis, modeling techniques and database technology. The

goal is finding patterns, concealed relationships and inferring rules that

could provide more information about the data and might help for better

future planning. Typical applications include market basket analysis, cus-

tomer profiling, fraud detection, evaluation of retail promotions, and credit

risk analysis.

decryption The inverse of encryption.
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encryption The conversion of plaintext into an obviously less readable form

(called ciphertext) through a mathematical process. The ciphertext can be

read by anyone who has the key that decrypts the ciphertext.

function A numerical relationship between two sides called the input and the

output, such that for each input there is exactly one output. For example,

if f is a function defined on the set of real numbers such that f(x) = x2.

The input is x and the output is the square of x.

key A chain of bits that is used widely in cryptography, allowing users, who seek

information security, to encrypt and decrypt data. Given a cipher, a key

determines the mapping of the plaintext to the ciphertext.

NP Nondeterministic polynomial running time. If the running time, given as a

function of the length of the input, is a polynomial function when running

on a theoretical, nondeterministic computer, then the algorithm is said to

be NP (see RSA laboratories appendix). A nondeterministic machine is

one that can make random selections. It has a special kind of instruction

(or value, or function, ... etc.), which is the source of the nondeterminism.

NP-complete An NP problem is NP -complete if any other NP problem can

be reduced to it in polynomial time.

privacy The state or condition of being isolated from the view and or presence

of others.

private key In public-key cryptography, this key is the secret key. It is mainly

used for decryption but is also used for encryption with digital signatures.

Probabilistic function A typical function of data recovery based on a proba-

bilistic interpretation of data relevance (to a given user query).

protocol A chain of steps where two or more parties agree upon to complete a

task.

public key In public-key cryptography, this key is made public to all. It is

mainly used for encryption but can be used for verifying signatures.

public-key cryptography Cryptography based on methods involving a public

key and a private key.
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RSA (Rivest-Shamir-Adleman) The most commonly used public-key algo-

rithm. It can be used for encryption and for digital signatures. RSA was

patented in the United States (the patent expired in the year 2000).

SSL Secure Socket Layer. A protocol used for secure Internet communications.

support The measure of how frequent a collection of items in a database occur

together as a percentage of all the transactions. For example, “In 26% of

the purchases at the Dillions store, both bread and milk were bought”.
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Chapter 1

Introduction

The amount of data kept in computer files is growing at a phenomenal rate. It is

estimated that the amount of data in the world is doubling every 20 months [otIC98].

At the same time, the users of these data are expecting more sophisticated infor-

mation. Simple structured languages (like SQL) are not adequate to support these

increasing demands for information. Data mining attempts to solve the problem.

Data mining is often defined as the process of discovering meaningful, new corre-

lation patterns and trends through non-trivial extraction of implicit, previously

unknown information from large amount of data stored in repositories using pat-

tern recognition as well as statistical and mathematical techniques [FPSSU96]. A

SQL query is usually stated or written to retrieve specific data while data miners

might not even be exactly sure of what they require. So, the output of a SQL

query is usually a subset of the database; whereas the output of a data mining

query is an analysis of the contents of the database. Data mining can be used to

classify data into predefined classes (classification), or to partition a set of pat-

terns into disjoint and homogeneous groups (clustering), or to identify frequent

patterns in the data, in the form of dependencies among concepts-attributes (as-

sociations). The focus in this thesis will be on the associations.

In general, data mining promises to discover unknown information. If the

data is personal or corporate data, data mining o!ers the potential to reveal

what others regard as private. This is more apparent as Internet technology

gives the opportunity for data users to share or obtain data about individuals

or corporations. In some cases, it may be of mutual benefit for two corporations

(usually competitors) to share their data for an analysis task. However, they

would like to ensure their own data remains private. In other words, there is a

20



Chapter 1. Introduction 21

need to protect private knowledge during a data mining process. This problem

is called Privacy Preserving Data Mining (PPDM).

The management of data for privacy has been considered in the context of

releasing some information to the public while keeping private records hidden.

It relates to issues in statistical databases as well as authorization and security

access in databases [ABE+99]. It is clear that hiding sensitive data by restricting

access to it does not ensure complete protection. In many cases, sensitive data

can be inferred from non-sensitive data based on some knowledge and/or skillful

analysis.

The problem of protection against inference has been addressed in the liter-

ature of statistical databases since 1979 [DD79, Den82]. However, in the field of

data mining and in particular for the task of association rules the focus has been

more specific [ABE+99, DVEB01, OZ02, OZ03, SVC01]. Here, some researchers

refer to the process of protection against inference as data sanitization [ABE+99].

Data sanitization is defined as the process of making sensitive information in non-

production databases safe for wider visibility [Edg04]. Others [OZS04] advocate

a solution based on collaborators mining independently their own data and then

sharing some of the resulting patterns. This second alternative is called rule sani-

tization [OZS04]. In this later case, a set of association rules is processed to block

inference of so called sensitive rules.

1.1 The aim

This thesis discusses privacy and security issues that are likely to a!ect data

mining projects. It introduces solutions to problems where the question is how

to obtain data mining results without violating privacy, whereas standard data

mining approaches would require a level of data access that violates privacy and

security constraints.

This thesis aims to contribute to the solution of two specific problems. First,

the problem of sharing sensitive knowledge by sanitization. Second, developing

and improving algorithms for privacy in data mining tasks in scenarios which

require multi-party computation. Background about these problems is introduced

in the coming chapters.
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1.2 Target audience

This thesis meets the needs of two audiences.

• Database specialists who will learn to recognize when privacy and security

concerns might threaten data mining projects. They should be able to use

the ideas, techniques and algorithms presented in this thesis towards PPDM

processes that meet privacy constraints.

• Researchers will become familiar with the current state of the art in PPDM.

They will learn the constraints that lead to privacy and security problems

with data mining, enabling them to identify new challenges and develop

new solutions in this rapidly developing field.

Readers will need a general knowledge of data mining methods and techniques.

1.3 Motivation

Computers have promised us a fountain of wisdom but delivered a deluge of

information. This huge amount of data makes it crucial to develop tools to

discover what is called hidden knowledge. These tools are called data mining

tools. So, data mining promises to discover what is hidden, but what if that

hidden knowledge is sensitive and owners would not be happy if this knowledge

were exposed to the public or to adversaries? This problem motivates research to

develop algorithms, techniques and protocols to assure data owners that privacy

is protected while satisfying their need to share data for a common good.

1.3.1 Definition

Data mining represents the integration of several fields, including machine learn-

ing, database systems, data visualization, statistics and information theory. Data

mining can be defined as a non-trivial process of identifying

• valid,

• novel,

• potentially useful, and
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• ultimately understandable

patterns in data. It employs techniques from

• machine learning,

• statistics, and

• databases.

Knowledge discovery in databases is a complex process, which covers many

interrelated steps. Key steps in the knowledge discovery process are:

1. Data Cleaning: remove noise and inconsistent data.

2. Data Integration: combine multiple data sources.

3. Data Selection: select the parts of the data that are relevant for the problem.

4. Data Transformation: transform the data into a suitable format.

5. Data Mining: apply data mining algorithms and techniques.

6. Pattern Evaluation: evaluate whether the found patterns meet the require-

ments.

7. Knowledge Presentation: present the mined knowledge to the user (e.g.,

visualization).

1.3.2 The balance

While there are several advantages of sharing or publishing data, there is also

the potential for breaching the privacy of individuals. In both cases, the solution

should consider the balance between exposing as much data as possible for the

maximum benefit and accurate results, and hiding not only the sensitive data but

also sometimes non sensitive data for the sake of blocking inference channels.

Privacy-preserving data mining studies techniques for meeting the potentially

conflicting goals of respecting individual rights and allowing legitimate organiza-

tions to collect and mine massive data sets.
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1.4 Organization of the thesis

The outline of this thesis is as follows. Chapter 2 provides a survey of the liter-

ature review related to privacy-preserving data mining. We also survey current

research on privacy-preserving software engineering related to the association rule

mining domain. We also propose steps to achieve software system privacy and

security. Chapter 3 introduces our new heuristic algorithm called the QIBC al-

gorithm that improves the privacy of sensitive knowledge. We discuss previous

methods and show their drawbacks. Finally, the performed experiment reveals

the e"ciency of our algorithm. In Chapter 4, we propose two new techniques

for hiding sensitive itemsets. We analyze both techniques and show their perfor-

mance. In Chapter 5, we propose an e"cient protocol that allows parties to share

data in a private way with no restrictions and without loss of accuracy. We com-

pare our protocol to previous protocols and show the e"ciency of our protocol.

Finally, Chapter 6 contains our conclusions and the directions for future work.

An earlier version of some of the material in this dissertation has been presented

previously in the publications listed on page 13.
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Literature survey

2.1 Introduction

The amount of data kept in computer files is growing at a phenomenal rate. The

data mining field o!ers to discover unknown information. Data mining is often

defined as the process of discovering meaningful, new correlation patterns and

trends through non-trivial extraction of implicit, previously unknown information

from the large amount of data stored in repositories, using pattern recognition

as well as statistical and mathematical techniques [FPSSU96]. An SQL query is

usually stated or written to retrieve specific data, while data miners might not

even be exactly sure of what they require.

Whether data is personal or corporate data, data mining o!ers the potential

to reveal what others regard as sensitive (private). In some cases, it may be

of mutual benefit for two parties (even competitors) to share their data for an

analysis task. However, they would like to ensure their own data remains private.

In other words, there is a need to protect sensitive knowledge during a data mining

process. This problem is called Privacy-Preserving Data Mining (PPDM).

Most organizations may be very clear about what constitutes examples of

sensitive knowledge. What is challenging is to identify what is non-sensitive

knowledge because there are many inference channels available to adversaries.

It may be possible that making some knowledge public (because perceived as

not sensitive), allows an adversary to infer sensitive knowledge. In fact, part of

the challenge is to identify the largest set of non-sensitive knowledge that can

be disclosed under all inference channels. However, what complicates matters

further is that knowledge may be statements with possibility of truth, certainty

25
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or confidence. Thus, the only possible avenue is to ensure that the adversary will

learn the statements with very little certainty.

This chapter is organized as follows. In the next section, we present a back-

ground where we introduce crucial topics that participate to wards better under-

standing of this chapter. In Section 2.4, we present a new taxonomy of situations

where privacy-preserving data mining techniques can be applied. In Section 2.5,

we introduce a new look at the state-of-the-art in privacy-preserving data mining.

We classify all the problems and solutions (to the best of our knowledge) in the

PPDM field under our three levels discussed in the taxonomy. Finally, Section 2.7

presents a summary and conclusion.

2.2 Background

2.2.1 Association rule mining

Association rule mining finds interesting associations and/or correlation relation-

ships among large sets of data items [AIS93]. Association rules show attribute

value conditions that occur frequently together in a given dataset. A typical and

widely-used example of association rule mining is Market Basket Analysis [Puj01].

For example, data are collected using bar-code scanners in supermarkets. Such

market basket databases consist of a large number of transaction records. Each

record lists all items bought by a customer on a single purchase transaction.

Managers would be interested to know if certain groups of items are consistently

purchased together. They could use this data for adjusting store layouts (placing

items optimally with respect to each other), for cross-selling, for promotions, for

catalog design and to identify customer segments based on buying patterns.

Association rules provide information of this type in the form of “if-then”

statements. These rules are computed from the data and, unlike the if-then rules

of logic, association rules are probabilistic in nature.

In addition to the antecedent (the “if” part) and the consequent (the “then”

part), an association rule has two numbers that express the degree of uncertainty

about the rule. In association analysis the antecedent and consequent are sets of

items (called itemsets) that are disjoint (do not have any items in common).

The first number is called the support for the rule. The support is simply the

number of transactions that include all items in the antecedent and consequent



Chapter 2. Literature survey 27

parts of the rule (the support is sometimes expressed as a percentage of the total

number of records in the database).

The other number is known as the confidence of the rule. Confidence is the

ratio of the number of transactions that include all items in the consequent as

well as the antecedent (namely, the support) to the number of transactions that

include all items in the antecedent.

2.2.2 Privacy-preserving distributed data mining

A Distributed Data Mining (DDM) model assumes that the data sources are

distributed across multiple sites. The challenge here is: how can we mine the

data across the distributed sources securely or without either party disclosing its

data to the others? Most of the algorithms developed in this field do not take

privacy into account because the focus is on e"ciency. A simple approach to

mining private data over multiple sources is to run existing data mining tools at

each site independently and combine the results [Cha96] [PC00]. However, this

approach failed to give valid results for the following reasons:

• Values for a single entity may be split across sources. Data mining at

individual sites will be unable to detect cross-site correlations.

• The same item may be duplicated at di!erent sites, and will be over-

weighted in the results.

• Data at a single site is likely to be from a homogeneous population. Impor-

tant geographic or demographic distinctions between that population and

others cannot be seen on a single site.

Recently, research has addressed classification using Bayesian Networks in

vertically partitioned data [CSK01], and situations where the distribution is itself

interesting with respect to what is learned [WBH01]. Shenoy et al. proposed

an e"cient algorithm for vertically mining association rules [SHS+00]. Finally,

data mining algorithms that partition the data into subsets have been developed

[SON95]. However, none of this work has directly addressed privacy issues and

concerns.
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2.2.3 Secure multi-party computation

In the literature, the problem of parties who want to perform a computation

on the union of their private data but do not trust each other, with each party

wanting to hide its data from the other parties, is referred to as secure multi-

party computation (SMC). Goldwasser defined the SMC problem as a problem

that deals with computing any function on any input, in a distributed network

where each participant holds one of the inputs, while ensuring that no more

information is revealed to a participant in the computation than the information

that can be inferred from that participant’s input and output [Gol97].

There have been many solutions and algorithms to perform a secure multi-

party computation and solve the problem. Most of the solutions assume that one

of the parties should be trusted with the inputs somehow (usually encrypted or

modified in a way that will not a!ect the final results) and then, that party will

do the computation and distribute the results to the other parties.

The SMC problem literature is extensive, having been introduced by Yao

[Yao82] and expanded by Goldreich, Micali, and Wigderson [GMW87] and others

[FGY92]. Yao introduced the secure multi-party computation with a problem

of two millionaires’ who want to know who is richer without disclosing their net

worth to each other [Yao86]. Goldreich also proved that for any function, there

is a secure multi-party computation solution [Gol98].

Depending on the number of inputs, the computation of data can be classi-

fied into two models: the single input computation model and the multi-input

computation model. The secure multi-party computation usually has at least

two inputs. The transformation of the input to a secure multi-party computation

can be divided into three transformations. The first one is the transformation of

a multi-input computation model to a secure multi-party computation model as

shown in Figure 2.1.

Figure 2.1: Transformation of a multi-input computation model to a secure multi-
party computation model.

The second is the transformation of a single-input computation model to a

homogeneous secure multi-party computation model as shown in Figure 2.2.
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The third one is the transformation of a single-input computation model to a

heterogeneous secure multi-party computation as shown in Figure 2.3.

Finally, we need to mention that the PPDM problem is a specific secure multi-

party computation problem.

Figure 2.2: Transformation of a single-input computation model to a homoge-
neous secure multi-party computation model.

2.2.4 The inference problem

How much non-sensitive knowledge must be hidden to block as many inference

channels as possible? The problem of protection against inference has been

addressed in the literature of statistical databases since 1979 [DD79, Den82].

Figure 2.4 illustrates the inference problem and shows that publishing the non-

sensitive data might not be enough to block inference channels.

Some researchers refer to the process of protection against inference as data

sanitization [ABE+99]. Data sanitization is defined as the process of making sen-

sitive information in non-production databases safe for wider visibility [Edg04].

Others [OZS04] advocate a solution based on collaborators mining their own data



Chapter 2. Literature survey 30

Computation

Attribute 

n+1

……….. Attribute 

k

Attribute 

1

………. Attribute  

n

Result

Party 1 Party 2

Figure 2.3: Transformation of a single-input computation model to a heteroge-
neous secure multi-party computation model.

Figure 2.4: The inference problem.
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independently and then sharing some of the resulting patterns. This second al-

ternative is called rule sanitization [OZS04]. In this later case, a set of association

rules is processed to block inference of so called sensitive rules.

Keeping the protection against inferences in mind, how much data must be

exposed for a useful and beneficial mining process, and at the same time protect-

ing the privacy of individuals or parties? If a party hides too much, we might end

up with useless results. On the contrary, if a party exposed more than a specific

limit, we might face the inference problem and, as a result, jeopardize the privacy

of that party.

The following questions are examples of the importance of reaching a balance

taken, from real life:

• How could planning decisions be taken if census data were not collected?

• How could epidemics be understood if medical records were not analyzed?

Privacy advocates face considerable opposition, since data mining brings col-

lective benefits in many contexts. Data mining has been also instrumental in de-

tecting money laundering operations, telephone fraud, and tax evasion schemes.

In such domains, it can be argued that privacy issues are secondary in the light

of an important common good.

Data mining can be a powerful means of extracting useful information from

data. As more and more digital data becomes available, the potential for misuse

of data mining grows. The data mining field provides an interesting and varied

set of challenges. PPDM is one of these challenges and can be achieved, at a cost.

There is a challenge to minimize this cost while ensuring that other properties

of private computation remain. A fundamental goal is to develop privacy and

security models and protocols appropriate for data mining and to ensure that

next generation data mining systems are designed from the ground up to employ

these models and protocols.

2.3 Previous taxonomy of PPDM techniques

In a previous classification of PPDM techniques, Oliveira et al. [OZS04] classified

the existing sanitizing algorithms into two major classes: data-sharing techniques

and pattern-sharing techniques.
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• Data-sharing techniques communicate data to other parties without analy-

sis or summarization with data mining or statistical techniques. Under this

approach, researchers proposed algorithms that change databases and pro-

duce distorted databases in order to hide sensitive data. Data-sharing tech-

niques are, in themselves, categorized as follows: First, (item restriction)-based

algorithms. In this class, the methods [DVEB01, OZ02, OZ03] reduce ei-

ther the support or confidence to a safe zone (below a given privacy support

threshold) by deleting transactions or items from a database to hide sensi-

tive rules that can be derived from that database. Second, (item addition)-based

algorithms. This group of methods [DVEB01] add imaginary items to the

existing transactions. Usually the addition a!ects items in the antecedent

part of the rule. As a result, the confidence of such a rule is reduced and

enters the safe zone. The problem with this approach is that the addition

of new items will create new rules and parties could share untrue knowl-

edge (sets of items that are not frequent itemsets appear as such). Third,

(item obfuscation)-based algorithms. The algorithms [SVC01] replace some

items with a question mark in some transactions to avoid the exposure of

sensitive rules. Unlike the (item addition)-based, the (item obfuscation)-

based, approach saves parties from sharing false rules.

• The second major class is pattern-sharing techniques, where the sanitizing

algorithms act on the rules mined from a database, instead of the data itself.

The existing solutions either remove all sensitive rules before the sharing

process [OZS04] (such solutions have the advantage that two or more parties

can apply them) or share all the rules in a pool where no party is able to

identify or learn anything about the links between individual data owned by

other parties and their owners [KC04] (such solutions have the disadvantage

that they can be applied only to three or more parties).

2.4 Our taxonomy of PPDM techniques

Researchers usually classify PPDM problems based on the techniques used to

protect sensitive data. When the classification is based on a privacy-preserving

technique, we call this “classification by the what”. We believe that classification

by the what can be divided into two distinct categories. First, hiding data or

showing it exactly. Secure multi-party computation for example falls into this
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Figure 2.5: Three major levels where privacy-preserving data mining can be
attempted.

category. Other solutions that fall into this category are: limiting access, augment

the data, swapping, and auditing. Usually, the approaches under this category

have less privacy but better accuracy in terms of results. Second, perturbing

the data which means changing attributes values with new values. This can be

accomplished by adding noise, or replacing selected values with a question mark

(blocking). Approaches under this category have greater privacy but less accuracy

in terms of results.

We are going to present a new categorization that is based on “classification

by the where”. We believe our classification is general, comprehensive and gives

better understanding to the field of PPDM in terms of placing each problem in

the right category. The new classification is as follows: PPDM can be attempted

at three levels as shown in Figure 2.5. The first level is raw data or databases

where transactions reside. The second level is data mining algorithms and tech-

niques that ensure privacy. The third level is the output of di!erent data mining

algorithms and techniques.

At Level 1, researchers have applied di!erent techniques to raw data or databases

for the sake of protecting the privacy of individuals (by preventing data miners

from getting sensitive data or sensitive knowledge), or protecting privacy of two

or more parties who want to perform some analysis on the combination of their

data without disclosing their data to each other.

At Level 2, privacy-preserving techniques are embedded in the data mining
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algorithms or techniques and may allow skillful users to enter specific constraints

before or during the mining process.

Finally, at Level 3, researches have applied di!erent techniques to the output

of data mining algorithms or techniques for the same purpose of Level 1.

Most of the research in the PPDM problems has been performed at Level 1.

Few researchers applied privacy-preserving techniques at Level 2 or Level 3. In

our categorization, PPDM occurs in two dimensions under each level of the three

levels mentioned above. These are:

• Individuals: This dimension involves implementing a PPDM technique

to protect the privacy of an individual or group whose data is going to be

published. An example of this dimension is patient records or the census.

• PPDMSMC (Privacy-preserving data mining in secure multi-party

computation): This dimension involves protecting the privacy of two or

more parties who want to perform a data mining task on the union of their

sensitive data. An example of this dimension is two parties who want to

cluster the union of their sensitive data without any party disclosing its

data to the other.

Sometimes PPDM techniques are not limited to one level; in other words,

PPDM techniques can start at one level and extend to the next level or levels.

2.5 State-of-the-art in privacy-preserving asso-

ciation rule-mining — A new look

In the literature of privacy-preserving association rule-mining, researchers pre-

sented di!erent privacy-preserving data mining problems based on the classifica-

tions of the authors. These classifications are good but we believe that from the

point of view of the targeted people (individuals and parties who want to protect

their sensitive data), it is di"cult to understand. We believe these people are

interested in the answer to the following questions: Can this privacy-preserving

algorithm or technique protect our sensitive data at Level 1, Level 2 or at Level 3?

The second important question is: Which dimension does this algorithm or tech-

nique fall under? Is it the individuals or the PPDMSMC? In the following we

review the work that has been done under each level.
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2.5.1 Level 1 (raw data or databases)

2.5.1.1 The individual’s dimension

In 1996, Clifton et al. [CM96] presented a number of ideas to protect the privacy

of individuals at Level 1. These include the following:

• Limiting access: we can control access to data so users can have access only

to a sample of the data. We can lower the confidence of any mining that is

attempted on the data. In other words, the control of access to data stops

users from obtaining large chunks and varied samples of the database.

• Fuzz the data: altering the data by forcing, for example, aggregation to the

daily transactions instead of individual transactions, prevents useful mining

and at the same time allows the desired use of data. This approach is used

by the U.S. Census Bureau.

• Eliminate unnecessary data: unnecessary data that could lead to private

information. For example, the first three digits in a social security number

can indicate the issuing o"ce, and therefore reveal the location of that

number holder. Another example, if an organization assigns phone numbers

to employees based on their location; one can mine the company phone book

to find employees who for instance work on the same project. A solution to

this problem is to give unique identifiers randomly to such records to avoid

meaningful groupings based on these identifiers.

• Augment the data: which means adding values to the data without altering

its usefulness. This added data is usually misleading and serves the purpose

of securing the privacy of the owner of this data. For example, adding

fictitious people to the phone book will not a!ect the retrieval of information

about individuals but will a!ect queries that for instance try to identify all

individuals who work in a certain company.

• Audit: to publish data mining results inside an organization rather than

the world, we can use auditing to detect misuse so that administrative or

criminal disciplinary action may be initiated.

Despite the potential success of the previous solutions to restrict access to

or perturb data, the challenge is to block the inference channels. Data blocking
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has been used for association rule confusion [CM00]. This approach of blocking

data is implemented by replacing sensitive data with a question mark instead of

replacing data with false incorrect values. This is usually desirable for medical

applications. An approach that applies blocking to the association rule confusion

has been presented in [SVE02].

In 2001, Saygin et al. [SVC01] proposed an approach for hiding rules by

replacing selected values or attributes with unknowns instead of replacing them

with false values. In the following we discuss the approach:

Using unknowns to prevent discovery of association rules

This technique depends on the assumption that in order to hide a rule A ! B

either the support of the itemset A
!

B should be decreased below the minimum

support threshold (MST) or the confidence of the rule should be decreased below

the minimum confidence threshold (MCT). Based on the above, we might have

the following cases for itemset A which is contained in a sensitive association rule:

• A remains sensitive when minsup(A) " MST.

• A is not sensitive when maxsup(A) < MST.

• A is sensitive with a degree of uncertainty when minsup (A) # MST #

maxsup(A).

According to [SVC01] the only way to decrease the support of a rule A ! B

is to replace 1s by ?s for the items in A
!

B in the database. In this process,

the minimum support value will be changed while the maximum support value

will stay the same. Also, the confidence of a rule A ! B can be decreased by

replacing both 1s and 0s by ?s.

In the same year(2001), Dasseni et al. [DVEB01] proposed another approach

that is based on perturbing support and/or confidence to hide association rules.

Hiding association rules by using confidence and support

The work in [DVEB01] proposed a method to hide a rule by decreasing either

its support or its confidence. This is done by decreasing the support or the
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confidence one unit at a time by modifying the values of one transaction at a

time. Since conf(A ! B) = supp(AB) / supp(A), there are two strategies for

decreasing the confidence of a rule:

• Increasing the support of A in transactions not supporting B.

• Decreasing the support of B in transactions supporting both A and B.

Also to decrease the support for a rule A ! B, we can decrease the support

for the itemset(AB). An example mentioned by the people who proposed the

method in [DVEB01] clarifies the method as follows; let us suppose that s = 20%

and c = 80%.

Let us suppose that we have the database in the table shown in Figure 2.6.

With the values for s and c above, we can deduce that we have two rules AB ! C

and BC ! A with 100% confidence.

Figure 2.6: AB ! C and BC ! A with 100% confidence.

Let us suppose that we want to hide the rule AB ! C by increasing the

support of AB. Let us do that by turning to 1 the item B in transaction T4 so

the database becomes as shown in Figure 2.7.

Figure 2.7: Hide the rule AB ! C by increasing support of AB.

Notice that the confidence for the rule AB ! C was decreased to 66%. Having

in mind that c = 80%, we were successful in hiding the rule AB ! C. We can
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Figure 2.8: Hide the rule AB ! C by decreasing the support of C.

also hide the rule AB ! C by decreasing the support of C by turning to 0 the

item C in T1 as Figure 2.8 shows.

Notice that the confidence for the rule was decreased to 50% which means

that we were successful in hiding the rule AB ! C. Finally we can also hide the

rule AB ! C by decreasing the support of ABC by turning to 0 the item B in

T1 and turning to 0 the item C in T2 as Figure 2.9 shows.

Figure 2.9: Hide the rule AB ! C by decreasing the support of ABC.

Notice that the confidence for the rule AB ! C was decreased to 0% this

time, so again we were successful in hiding the rule.

2.5.1.2 The PPDMSMC dimension

In the context of privacy-preserving data mining, the following problem [DA01]

was introduced by Du and Atallah in 2001. Alice and Bob have two sensitive

structured databases D1 and D2 respectively. Both of the databases are com-

prised of attribute-value pairs. Each row in the database represents a transaction

and each column represents an attribute with di!erent domains. Each database

includes a class attribute. How could Alice and Bob build a decision tree based

on D1
!

D2 without disclosing the content of their databases to each other? In

the same context, the problem could be that Alice and Bob want to perform any

data mining technique on the union of D1 and D2. In 2002, Vaidya et al. [VC02]

proposed an algorithm for e"ciently discovering frequent itemsets in vertically
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partitioned data between two parties without any party discloses its data to the

others. In 2003, Kantarcloglu et al. [KC03] addressed the question: Can we apply

a model (to mine the data) without revealing it? The paper presents a method

to apply classification rules without revealing either the data or the rules.

A protocol for private controlled classification was proposed with three phases:

the encryption phase, the prediction phase and the verification phase. The prob-

lem can be stated formally as follows:

Given an instance x from site D with v attributes, we need to classify x

according to a rule set R provided by site G. It is assumed that each attribute of

x has n bits, and xi denotes the ith attribute of x. It is also assumed that each

given classification rule r $ R is of the form (L1 % L2 % ... % Lv) ! C where C is

the predicted class if (L1%L2% ...%Lv) evaluates to true. Each Li is either xi = a,

or a don’t care (always true). In addition, D has a set F of rules that are not

allowed to be used for classification. In other words, D requires F
"

R = &. The

goal is to find the class value of x according to R while satisfying the following

conditions:

• D will not be able to learn any rules in R,

• D will be convinced that F
"

R = & holds, and

• G will only learn the class value of x and what is implied by the class value.

In summary, the first two phases perform the correct classification without

revealing the rules or the data. For the sites that are performing the classification,

phase three ensures that the intersection between their rules and the classification

rules is &.

In 2005, Zhan et al. [ZMC05] developed a secure collaborative association rule

mining protocol based on homomorphic encryption scheme. In their protocol,

the parties do not send all their data to a central, trusted party. Instead, they

used homomorphic encryption techniques to conduct the computations across the

parties without compromising their data privacy.

2.5.2 Level 2 (data mining algorithms and techniques)

2.5.2.1 The Individual’s dimension

The work under the individuals dimension presented by Srikant et al., Ng et al.,

Lakshmanan, and Boulicaut in 1997, 1998, 1999, and 2000 respectively did not
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address privacy-preserving data mining directly. They applied techniques to im-

pose constraints during the mining process to limit the number of rules to what

they call “interesting rules”.

2.5.2.2 The PPDMSMC dimension

Under the PPDMSMC dimension, there have been some cryptography-based al-

gorithms to solve the SMC problem. In 2000, Lindell and Pinkas used the ID3

algorithm over horizontally partitioned data to introduce a secure multi-party

technique for classification [LP00]. In 2002, Du et al. proposed a privacy-

preserving algorithm based on cryptographic protocol that implemented the ID3

algorithm over vertically partitioned data [DZ02]. Lin et al. proposed a secure

way for clustering using the EM algorithm [DLR77] over horizontally partitioned

data [LC05]. In 2003, Vaidya proposed a privacy-preserving k-means algorithm

[VC03] that requires three non-colluding sites. These sites could be among the

sites holding the data or could be external sites. A permutation algorithm is

presented that enhances the security of the calculations. Formally, the problem

can be described with two parties A and B. B has an n-dimensional vector
!X = (x1, ..., xn), and A has an n-dimensional vector !V = (v1, ..., vn). A also

has a permutation " of the n numbers. The aim is for B to receive the result

"( !X + !V ), without disclosing anything else. In other words, neither A nor B can

learn the vector of the other and B does not learn ". The !V is used to hide the

permutation of the other vector. It is a vector of random numbers from a uniform

random distribution. The solution makes use of a tool known as Homomorphic

Encryption. An encryption function H : R ! S is called additively homomor-

phic if there is an e"cient algorithm P lus to compute H(x + y) from H(x) and

H(y) that does not reveal x or y. Examples that include such systems can be

found in Benaloh [Ben94], Naccache and Stern [NS98], Okamoto and Uchiyama

[OU98], and Paillier [Pai99]. This allows us to perform addition of encrypted

data without decrypting it. In addition to the secure multi-party computation

discussion, the paper gives definitions and proofs and also calculations of the cost

of the algorithms presented. In 2004, Estivill-Castro [EC04] proposed a solution

to construct representative-based clustering algorithms under the scenario that

the dataset is partitioned into at least two sections owned by parties who do not

trust each other. A protocol is presented in the paper allows parties to carry this
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Figure 2.10: Parties sharing data.

task under the k-medoids algorithm. That was an improvement over the previ-

ous algorithm proposed by Vaidya because clustering with medoids (medians or

other loss functions) is a more robust alternative than clustering with k-means

(a method that is statistically biased and statistically inconsistent with very low

robustness to noise).

2.5.3 Level 3 (output of data mining algorithms and tech-

niques)

Privacy-preserving data mining at this level provides more security since no raw

data or databases are shared here. The output of a data mining process is shared.

2.5.3.1 The individual’s dimension

Under this dimension, parties share the knowledge after removing what is sensi-

tive, or share the rules as a set, and no party knows which knowledge in particular

belongs to which party. In doing so, parties avoid sharing databases or raw data,

which will reduce the hazards of inferring any sensitive knowledge. The challenge

here is that the release of all the patterns that are not sensitive is not enough.

Figure 2.10 and Figure 2.11 show the di!erence between the two processes of

sharing data and sharing rules respectively.



Chapter 2. Literature survey 42

Figure 2.11: Parties sharing rules.

In Figure 2.10, parties privately apply sanitization algorithms on their data

then share and combine their sanitized data and mine it. In Figure 2.11, each

party privately applies a data mining algorithm to their data, then privately

applies a rule sanitizing algorithm to the resulting rules of each mining process.

Finally, parties share the sanitized rules.

In 2004, Oliveira et al. presented a sanitization technique [OZS04] to block

what is called “Forward Inference Attack” and “Backward Inference Attack”.

We believe this is a good start and opens the door for future work at this level.

However, the paper introduced only one form of data mining outputs (that is

itemsets) and ignored other forms of outputs. The following is a discussion of the

secure association rule sharing mentioned above.

Secure association rule sharing

Sharing association rules is usually beneficial especially for the industry sec-

tor but requires privacy protection. A party might decide to release only part

of the knowledge and hide strategic patterns which are called restrictive rules

[OZS04]. Restrictive rules must be hidden before sharing to protect the pri-

vacy of involved parties. The challenge here is that removing the restrictive
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rules from the set of rules is not enough. Removing more rules might be impor-

tant to protect against inference. Many researchers have addressed the problem

of protection against inference through sanitizing the knowledge, be it data or

rules. The existing sanitizing algorithms can be classified into two major classes:

Data-Sharing approach and Pattern-Sharing approach. We mentioned before

that the algorithms of data-sharing techniques are classified into three categories:

Item Restriction-Based, Item Addition-Based, and Item obfuscation-Based. The

previous categories sanitize the transactions while the pattern sharing approach

sanitizes a set of restrictive rules and blocks some inference channels. This is

called secure association rule sharing.

The secure association rule sharing problem can be defined formally as follows

[VEE+04]: “Let D be a database, R be the set of rules mined from D based on a

minimum support threshold #, and RR be a set of restrictive rules that must be

protected according to some security/privacy policies. The goal is to transform

R into R
!

, where R
!

represents the set of non-restrictive rules. In this case, R
!

becomes the released set of rules that is made available for sharing. Ideally,

R
!

= R - RR. However, there could be a set of rules r in R
!

from which one

could derive or infer a restrictive rule in RR. So in reality, R
!

= R-(RR+RSE),

where RSE is the set of non-restrictive rules that are removed as side e!ects of the

sanitization process to avoid recovery of RR”. Figure 2.12 illustrates the problems

that occur during the rule sanitization process.

Figure 2.12: The inference problem in association rule-mining.
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Rules are usually derived from frequent itemsets. Frequent itemsets derived

from a database can be represented in the form of a directed graph. A frequent

itemset graph, denoted by G = (C, E), is a directed graph which consists of a

nonempty set of frequent itemsets C, a set of edges E that are ordered pairings

of the elements of C, such that 'u, v $ C there is an edge from u to v if u
"

v = u

and if |v|( |u| = 1 where |x| is the size of itemset |x|.

The frequent itemset graph includes one or more levels which are formally

defined as follows: Let G = (C, E) be a frequent itemset graph. The level of G

is the length of the minimum path connecting a 1-itemset u to any other itemset

v, such that u, v $ C and u ) v [OZS04].

In general, bottom-up traversal of G constrained by a minimum support

threshold # is used to discover the itemsets in G. It is an iterative process

in which k-itemsets are used to explore (k + 1)-itemsets.

Based on the definitions above, we can present the so called attack against

sanitized rules [OZS04]. If someone mines a sanitized set of rules and deduces

one or more restrictive rules, that is called an attack against sanitized rules. The

attacks against sanitized rules are identified in [OZS04] as follows:

Forward Inference Attacks: Suppose we want to remove (sanitize) the

restrictive rules derived from the itemset ABC as shown in Figure 2.13. It will

not be enough to remove the itemset ABC because a miner can deduce that ABC

is frequent when she finds that AB, BC and AC are frequent. Such an attack

is referred to as a forward inference attack. To avoid the inference that ABC is

frequent, we need to remove one of its subsets in level 1 in Figure 2.13. In the

case of a deeper graph, the removal is done recursively up to level 1.

Backward Inference Attack: Suppose we want to sanitize any rule derived

from the itemset AC, it is straightforward to infer that AC is frequent because

we still have the frequent itemsets ABC and ACD from either of which AC can

be inferred. To block this attack, we must remove any superset that contains

AC. In this particular case, ABC and ACD must be removed as well.

In 2005, Atzori et al. [ABGP05] developed a a simple methodology to block

inference opportunities by introducing distortion on the dangerous patterns. The

problem addressed arises from the possibility of inferring from the output of

frequent itemset mining (i.e., a set of itemsets with support larger than a threshold

#), the existence of patterns with very low support (smaller than an anonymity
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Figure 2.13: An example of forward inference.

Figure 2.14: An example of backward inference.
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threshold k).

2.5.3.2 The PPDMSMC dimension

In 2002, Kantarcloglu et al. [KC04] proposed a privacy-preserving method for

mining association rules for horizontally partitioned data. Their method is based

on two phases. Phase 1, uses commutative encryption. An encryption is commu-

tative if the following two equations hold for any encryption key k1, k2, ...kn $ K,

any element m $ M and permutations of i, j: 'm1, m2 $ M such that m1 *= m2:

Eki1(...Ekin(m1)...) = Ekj1(...Ekjn(m2)...) (2.1)

and for any given k,

Pr(Eki1(...Ekin(m1)...) = Ekj1(...Ekjn(m2)...)). (2.2)

Each party encrypts its own items, then the (already encrypted) itemsets of

every other party. Then these will be passed around with every party decrypting

to obtain the complete set. Figure 2.15 illustrates Phase 1. In the second phase,

an initiating party passes its support for each of the itemsets in the complete set,

plus a random value, to its neighbor. The neighbor adds its support value for

each itemset in the complete set and passes them on. The final party, with the

initiating party, computes if the final results are greater than the threshold plus

the random value through a secure comparison.

2.6 Privacy-preserving software engineering

Before ending this chapter, we would like to cover the literature of association min-

ing discovery in software. The past decade has witnessed a phenomenal growth

in the average size of software packages and the number of users who might rou-

tinely mine the software to obtain information, conduct research, or carry out

harmful actions to infringe on the privacy of others. Usually, programmers write

code based on modules. In huge software sizes, these modules interact with a

huge number of files through di!erent operations like opening a file, reading a

file, writing to a file, copying a file, . . . etc. Figure 2.16 gives an example of how

a program’s modules interact with files. It shows how Module 1 can open, write
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Figure 2.15: Steps for determining global candidate itemsets.

and close File 1; close File 2; and only open and close File 3. Module 2 can open

and write File 1; no operations on File 2; and can open File 3.

Figure 2.16: Relationship between modules and files.

To protect the users’ security and privacy, the experts on these software pack-

ages need to answer questions like: Which variables does each module reads or

use? How sensitive are these variables? For example, a variable that represents

credit cards is usually considered highly sensitive, while a variable that represents

mobile numbers is usually considered sensitive and a variable that represents the



Chapter 2. Literature survey 48

country of residence is usually considered public or not sensitive.

We described a malicious party earlier in Section 5.3.3.1. In general, there

is no technological solution to the problem of malicious providers. Even source-

code analysis techniques are of no benefit here because these techniques can

ensure that a given piece of software satisfies a certain policy, but in a distributed

environment, parties cannot prevent a malicious service provider from simply

switching to a di!erent piece of software that violates these policies.

Until a successful technological solution to the malicious model is provided,

we are going to assume a semi-honest model that is described in detail in Sec-

tion 5.3.3.2.

2.6.1 Literature review

This section reviews the software engineering literature on data mining, specif-

ically, in relation to the association discovery domain. It focuses on the use of

data mining related techniques to analyze software engineering data.

In 1993, Bhandari et al. [BHT+93] introduced the attribute-focusing tech-

nique to the software engineering community. They discuss the use of association

discovery for discovering software defect data and manage improvement. The au-

thors discuss the results of their technique in a case study executed at IBM. This

work was extended [BHC+94] and the authors presented a description of their

work on attribute focusing that is more oriented to software engineering prac-

titioners. The work focuses on the data analysis methodology and the lessons

learned by the authors.

In 1995, Murphy’s reflection model [MNS95] allowed the user to examine a

high level conceptual model of the system in opposition to the existing high level

relations between the system’s modules.

In 1995-1996, recognizers for extracting architectural features from source

code were presented in [HRY95, HRY96, FTAM96]. The authors used particular

queries to accomplish this goal.

In 1997, Burnstein et al. [BR97] presented a tool for code segmentation and

clustering using dependency and data flow analysis.

In 1998, Manoel et al. [MVBD98] proposed two methods for improving

existing measurement and data analysis in software organizations. The first

method works top-down based on goal-oriented measurement planning. The sec-

ond method works bottom-up by extracting new information from the legacy data
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that is available in the organization. For the later method, the authors use associ-

ation discovery to gain new insights into the data that exists already in the orga-

nization. In the same year, Holt [Hol98] presented a system for manipulating the

source code abstractions and entity-relationship diagrams using Tarski algebra.

Lagui et al. [LLB+98] proposed a methodology for improving the architecture

of the layered systems. The methodology focuses on the assessment of interfaces

between various system entities. Also, some clustering techniques that provide

modularization of a software system based on file interactions and partitioning

methods were presented based on data mining techniques [dOC98, MMR98].

In 1999, Krohn et al. [KB99] presented an interesting application of clustering

analysis to software maintenance planning. The authors apply hierarchical clus-

tering to discover software changes that may be batched and associated together.

The technique uses a binary distance measure based on impact analysis to find

which modules will be a!ected by a proposed software change. Similar changes

are associated based on the cluster of modules that they will a!ect.

In 2000, Kamran et al. proposed a method where a description of high level

conceptual model of the system is provided by the user and a tool that allows the

user to decompose the system into interacting modules.

In 2002, El-Ramly et al. [ERSS02] developed an interaction-pattern mining

method for the recuperation of functional requirements as usage scenarios. Their

method analyzes traces of the run-time system-user interaction to find frequently

recurring patterns; these patterns correspond to the functionality currently ex-

ercised by the system users, represented as usage scenarios. These discovered

scenarios are the basis for re-engineering the software system into components

that can be accessed via the web, each component supports one of the discovered

scenarios.

In 2004, Zimmermann et al. [ZWDZ04] studied the history of software versions

and found that it could be used as a guide to future software changes. To clarify

this idea, the diagram in Figure 2.17 [MS99] includes two attributes, Error Type

and Module Size. The X-axis of the diagram represents the distribution of error

by error type. The whole distribution of (all older versions) errors is shown

on the lighter bars and the distribution of (all older versions) errors for short-

sized modules is shown on the darker bars. We can see that there is a strong

association between interface errors and short-sized modules. The percentage

of interface errors was 38% overall but it jumps to 80% in short-sized modules.
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These remarks can assist steer the direction in subsequent software development.

Similar work can be found in [HH04].

Figure 2.17: Error type distribution for specific modules.

Deng-Jyi Chen et al. [CHHC04] proposed and discussed several control pat-

terns based on the Object-Oriented (OO) paradigm. Control-patterns are dy-

namically recurring structures invoked during program execution time. They can

be used to realize the run-time behaviors of OO-programs with regard to the un-

derlying architecture, such as Java-VM. A control pattern explains the example

of control transfer among objects during OO program execution. El-Ramly et

al. [ERS04] developed a process for discovering a particular type of sequential

patterns, called interaction patterns. These are sequences of events with arbi-

trary distributed noise, in the form of specious user activities. Li et al. [LLMZ04]

proposed a tool, CP-Miner, that uses data mining techniques to expeditiously

identify copy-pasted code in large software including operating systems, and de-

tects copy-paste related bugs.

In 2005, Li et al. [LZ05a] proposed a general method called PR-Miner that

uses a data mining technique called frequent itemset mining. This method ex-

tracts implicit programming rules from large software code written in an industrial

programming language such as C. This requires little attempt from programmers

and no prior knowledge of the software. They also proposed an e"cient algo-

rithm to automatically detect violations to the extracted programming rules,

which are powerful indications of bugs. Livshits et al. [LZ05b] proposed a tool

DynaMine, that analyzes source code check-ins to discover extremely correlated

method calls as well as common bug fixes. This allows to automatically discover

application-specific coding patterns. Potential patterns discovered during mining
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are passed to a dynamic analysis tool for proof and validation. At the end, the

results of dynamic analysis are presented to the user. Weimer et al. [WN05]

presented an original automated specification mining algorithm. The algorithm

takes as input an information about error handling then, uses this information

to learn temporal safety rules. Their algorithm is based on the remark that

programs frequently make mistakes along extraordinary control-flow paths, even

when they act correctly on natural execution paths. In a similar work, Livshits

et al. [LZ05c] proposed an analysis of software revision histories to discover

extremely correlated pairs of method calls that naturally organize application-

specific useful coding patterns. Potential patterns discovered through revision

history mining are passed to a runtime analysis tool that looks for pattern vio-

lations. The focus in this work was on matching method pairs such as <fopen,

fclose>, <malloc, free>, as well as <lock, unlock>-function calls requiring precise

matching: failing to call the second function in the pair or calling one of the two

functions twice in a row is a mistake. Liu et al. [LYY+05] developed an original

method to categorize the structured traces of program executions using software

behavior graphs. By examining the correct and incorrect executions, they have

made good progress at the separation of program regions that may lead to de-

fective executions. More interestingly, suspicious regions are found through the

capture of the categorization accuracy change, which is calculated incrementally

during program execution. Zaidman et al. [ZCDP05] proposed a technique that

uses web mining principles on execution traces to learn the closely interacting

classes.

In 2006, Song et al. [SSCM06] presented association rule mining based meth-

ods to predict defective associations and defective correction e!ort. These meth-

ods could help developers detect software defects and help project managers in

allocating testing resources more e!ectively. Liu et al. [LYH06] investigated pro-

gram logic errors, which hardly acquire memory access violations but generate

false outputs. They demonstrated that through mining program control flow ab-

normality, they could separate many logic errors without knowing the program

semantics. Tansalarak et al. [TC06] developed XSnippet , a context- sensitive

code assistant framework. XSnippet allows developers to query a sample database

for code snippets that are related to the programming assignment at hand.
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2.6.2 Software system privacy and security

From the above, we notice that decomposing the software into modules can be

achieved via di!erent techniques like association discovery and clustering. And

as mentioned in the introduction, these modules can be associated to files based

on di!erent factors that are of importance to the software owners. The goal here

is to suppress adversaries from abusing the software. In other words, mining the

software and finding hidden patterns could help adversaries to attack the software

or the software users and jeopardize their privacy. If a risk is identified, a solution

or plan of action should be developed. To achieve software system privacy and

security, we propose the following points:

• Design for privacy preserving: The software system design should try to

reduce the risk of jeopardizing the privacy of the users. If an identified risk

cannot be eliminated, the associated risk should be reduced to an acceptable

degree through design choice.

• Use mining tools as warning tools: Warning tools may be utilized to aug-

ment or reduce the chance of a risk happening when design fails to eliminate

or reduce the associated danger to an acceptable degree. Warning tools and

their application shall be concise and well understood to reduce the risk of

misunderstanding and shall be standardized to be coherent with other soft-

ware systems.

• Develop procedures and warn users: When risk reduction can not be ad-

equately achieved, through design, or through warning tools, then these

procedures are utilized.

• Focus on visual displays: As it can be well interpreted by managers and

programmers.

2.7 Summary and conclusion

Organizations and people like their data to be strictly protected against any

unauthorized access. For them, data privacy and security is a priority. At the

same time, it might be necessary for them to share data for the sake of getting

beneficial results. The problem is how these individuals or parties can compare

their data or share it without revealing the actual data to each other. It is also
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always assumed that the parties who want to compare or share data results do

not trust each other and/or compete with each other.

The concept of data mining has been around for long time but it took the

innovative computing technology and software of the last decade for it to develop

into the e!ective tool it is nowadays. Data mining is a powerful tool but like

all powerful things is subject to abuse, misuse and ethical considerations. To

ensure the integrity of its use, and therefore the confidence of the users, research

must adequately regulate itself concerning privacy issues. Failure to do so will

increase the hesitation of individuals as well as organizations from releasing or

exchanging data which will a!ect the performance of these organizations and

limit their ability to take steps for the future, not to mention that the release of

sensitive data will invite intervention of the authorities, which will create its own

set of problems.

We have presented a new classification for the privacy-preserving data mining

problems. The new classification is better because individuals or parties who want

to protect their data usually look at the privacy-preserving tools as a black box

with input and output. Usually the focus is not whether the privacy-preserving

data mining technique is based on cryptography techniques or based on heuristic

techniques. What is important is that we want to protect the privacy of our

data at Level 1, Level 2 or at Level 3. Finally, we can conclude from the review

that most of the research in privacy-preserving data mining has been done under

Level 1 and little research on Level 2 and Level 3.

Software systems contain entities, such as modules, functions and variables

that interact with each other. Adversaries might use information based on mining

the published software to attack the software or individuals who use the software.

Thus, managing the security risks associated with software is a continuing chal-

lenge. We reviewed in this chapter the literature of software engineering related

to the association-rule mining domain. We have proposed a list of considerations

to achieve better privacy on software.
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Sanitization of databases for

refined privacy trade-o!s

Internet communication technology has made this world very competitive. In

their struggle to keep customers, to approach new customers or even to enhance

services and decision making, data owners need to share their data for a common

good. Privacy concerns have been influencing data owners and preventing them

from achieving the maximum benefit of data sharing. Data owners usually sanitize

their data and try to block as many inference channels as possible to prevent other

parties from finding what they consider sensitive. Data sanitization is defined as

the process of making sensitive information in non-production databases safe for

wider visibility [Edg04]. However, sanitized databases are presumed secure and

useful for data mining, in particular, for extracting association rules.

Clifton et. al. [CM96] provide examples in which applying data mining al-

gorithms on a database reveals critical information to business rivals. Clifton in

[Cli00] presents a technique to prevent the disclosure of sensitive information by

releasing only samples of the original data. This technique is applicable indepen-

dently of the specific data mining algorithm to be used. In later work, Clifton et

al. [CKV+02] have proposed ways through which distributed data mining tech-

niques can be applied on the union of databases of business competitors so as to

extract association rules, without violating the privacy of the data of each party.

This problem is also addressed by Lindell and Pinkas [LP00] for the case when

classification rules are to be extracted. Another approach to extract association

rules without violating privacy is to decrease the support and/or confidence of

these rules [SVC01, DVEB01].

54
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3.1 Motivation

The task of mining association rules over market basket data [AIS93] is con-

sidered a core knowledge discovery activity. Association rule mining provides a

useful mechanism for discovering correlations among items belonging to customer

transactions in a market basket database. Let D be the database of transactions

and J = {J1, ..., Jn} be the set of items. A transaction T includes one or more

items in J (i.e., T + J). An association rule has the form X ! Y , where X and

Y are non-empty sets of items (i.e. X + J , Y + J) such that X , Y = &. A

set of items is called an itemset, while X is called the antecedent. The support

sprtD(x) of an item (or itemset) x is the percentage of transactions from D in

which that item or itemset occurs in the database. In other words, the support

sprt() of an association rule X ! Y is the percentage of transactions T in a

database where X - Y + T . The confidence or strength c for an association rule

X ! Y is the ratio of the number of transactions that contain X - Y to the

number of transactions that contain X. An itemset X + J is frequent if at least

a fraction sprt() of the transaction in a database contains X. Frequent itemsets

are important because they are the building blocks to obtain association rules

with a given confidence and support.

Parties would release data at di!erent levels because they aim at keeping some

patterns private. Patterns represent di!erent forms of correlation between items

in a database. In this chapter the focus is on patterns as itemsets. Sensitive

itemsets are all the itemsets that are not to be disclosed to others. While no

sensitive itemset is to become public, the non-sensitive itemsets are to be released.

One could keep all itemsets private, but this would not share any knowledge. The

aim is to release as many non-sensitive itemsets as possible while keeping sensitive

itemsets private. Figure 3.1 shows the goal and the side e!ect that is expected.

This is an e!ort to balance privacy with knowledge discovery. It seems that

discovery of itemsets is in conflict with hiding sensitive data. Sanitizing algo-

rithms that work at Level 1 take (as input) a database D and modify it to

produce (as output) a database D! where mining for rules will not show sensitive

itemsets. The alternative scenario at Level 3 is to remove the sensitive itemsets

from the set of frequent itemsets and publish the rest. This scenario implies that

a database D does not need to be published. The problem (in both scenarios) is

that sensitive knowledge can be inferred from non-sensitive knowledge through

direct or indirect inference channels. This chapter focuses on the problem in the
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Figure 3.1: The goal of PPDM for association rule mining, and its side e!ects.

first scenario where a database D! is to be published.

There is an additional problem with Level 3. We discussed data sharing

techniques and pattern sharing techniques in Section 2.3. In pattern sharing

techniques, parties usually share a set of rules after removing the sensitive rules.

Thus, parties avoid sharing data and reduce the hazards of concluding any sensi-

tive rules or discovering private data. But, this prevents independent analysis of

the data by the parties. In a sense, this shares the results of the analysis with all

the learning bias and model selection that such inference implies. This may be

unsatisfactory to parties that may have grounds for other choice of learning bias

or model selection.

3.1.1 Drawbacks of previous methods

Both data-sharing techniques and pattern-sharing techniques face a challenge.

That is, blocking as much inference channels to sensitive patterns as possible.

Inference is defined as “the reasoning involved in drawing a conclusion or making

a logical judgement on the basis of circumstantial evidence and prior conclusions

rather than on the basis of direct observation” [dic]. Farkas et al. [FJ02] o!er

a good inference survey paper for more information. Frequent itemsets have an

anti-monotonicity property; that is, if X is frequent, all its subsets are frequent,
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and if X is not frequent, none of its supersets are frequent. Therefore, it is sound

inference to conclude that XZ is frequent because XY Z is frequent. This has

been called the “backward inference attack” [OZS04].

On the other hand, the “forward inference attack” [OZS04] consists of con-

cluding that XY Z is frequent from knowledge like “XY, Y Z, and XZ are fre-

quent”. This is not sound inference. It has been suggested [OZS04] one must

hide one of XY, Y Z, or XZ in order to hide XY Z ; but, this is unnecessary (it

is usually possible to hide XY Z while all of XY, Y Z, and XZ remain frequent).

In huge databases, forcing to hide at least one subset among the k ( 1 subsets

of a k-itemset results in hiding many non-sensitive itemsets unnecessarily. This

demonstrates that the method by Stanley et al. [OZS04] removes more itemsets

than necessary for unjustified reasons.

An adversary that systematically uses the “forward inference attack” in huge

databases will find unlimited possibilities and reach many wrong conclusions.

Nevertheless, we argue that an adversary with knowledge that (in a sanitized

database) XY, Y Z and XZ are frequent may use the “forward inference attack”

with much better success if XY Z is just below the privacy support threshold.

This is the drawback of the method by Atallah et al. [ABE+99] that heuristically

attempts to remove the minimum non-sensitive itemsets but leaves open this

inference channel. Atallah et al. proposed an (item restriction)-based algorithm

to sanitize data in order to hide sensitive itemsets. The algorithm works on

a set of sensitive itemsets in a one-by-one fashion. The algorithm lowers the

support of these sensitive itemsets just below a given privacy support threshold,

and therefore, is open to a “forward inference attack” if the adversary knows the

security threshold (which will usually be the case).

3.2 Statement of the problem

Formally, the problem has as inputs a database D and a privacy support threshold

#. Let F (D, #) be the set of frequent itemsets with support # in D. We are also

given B + F as the set of sensitive itemsets that must be hidden based on some

privacy/security policy. The set Sup(B) = B - {X $ F |.b $ B and b ) X} is

considered also sensitive because sensitive itemsets cannot be subsets of frequent

non-sensitive itemsets. The task is to lower the support of the itemsets in B

below # and keep the impact on the non-sensitive itemsets A = F (D, #)\Sup(B)
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at a minimum. The question then is how far below # should we lower the support

of itemsets in B? We discussed in the previous section why it is not enough to

lower the support of the itemsets in B just below #.

In addition, the security depth is di!erent from one user to another. That is,

the users themselves are the best people to determine how far below a security

threshold shall each itemset be placed. The lower the support of sensitive itemsets

below #, the higher the possibility of lowering the support of other itemsets that

are not sensitive. Naturally, we would not be addressing this problem if it was

not in the context of knowledge sharing. Thus, it is necessary that as many as

possible of these non-sensitive itemsets appear as frequent itemsets above #. In

other words, the more changes that hide non-sensitive itemsets, the less beneficial

for knowledge sharing the database becomes. How many database changes can the

user trade o! for privacy (blocking inference channels)? This question summarizes

the problem. Even though a variant of the problem has been explored before by

Atallah et al. [ABE+99], such a variant did not allow the user to specify security

depths and control this trade o!. The task is to come up with algorithms that

interact with users and allow them to customize security depths.

To lower the confidence of success from a forward inference attack, we specify

within the problem that the user must be able to specify, for each sensitive itemset,

how many other non-sensitive itemsets with support below # shall be among those

candidates that may be confused as frequent. Our statement of the problem

quantifies this using a confusion value lb supplied by the user (one value lb for

each sensitive itemset b $ B). Not only sensitive itemsets will have support less

than # but the value lb $ N -0 specifies that for each sensitive itemset b $ B, the

new database D! will have at least lb or more non-sensitive itemsets with equal

or higher support than B and with support less than #. Because we will later

discuss the theoretical complexity of the problem, it is important to understand

the inputs as well as what constitutes a solution.
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We now provide the formal description of the problem.

The Deep hide itemsets problem:

Input: A set of transactions T in a database D, a privacy support

threshold # and a set of sensitive itemsets B with a value lb assigned

to each itemset b $ B (each b $ B is frequent with at least threshold

# in D, i.e. sprtD(b) " #, 'b $ B).

Solution: A sanitized database D! where

Condition 1 for each b $ B, there are lb or more non-sensitive item-

sets y $ A = F (D, #)\Sup(B) such that sprtD!(b) # sprtD!(y) <

#, and

Condition 2 the number of itemsets in y $ A so that sprtD!(y) # #

is minimum (i.e. the impact on non-sensitive itemsets is mini-

mum).

3.3 Computational complexity

In computational complexity theory, NP (Non-deterministic Polynomial time) is

the set of decision problems solvable in polynomial time on a non-deterministic

Turing machine. Equivalently, it is the set of problems that can be verified by a

deterministic Turing machine in polynomial time; more detail below.

3.3.1 Preliminaries

The importance of this class of decision problems is that it contains many inter-

esting searching and optimization problems where we want to know if there exists

an e"cient solution for a certain problem.

As a simple example, consider the problem of determining whether a number n

is a composite number. For large numbers, this seems like a very di"cult problem

to solve e"ciently; the simplest approaches require time which is exponential

in logn, the number of input bits. On the other hand, once we have found

a candidate factor of n, the following function (Figure 3.2) can quickly tell us

whether it really is a factor:

If n is composite, then this function will return true for some input d. If

n is prime, however, this function will always return false, regardless of d. All
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procedure
boolean isNontrivialFactor(n, d)

if n is divisible by d and
d *= 1 and d *= n
return true

else
return false

Figure 3.2: NontrivialFactor procedure.

problems in NP have a deterministic function just like this, which accepts only

when given both an input and proof that the input is in the language. We must

be able to check if the proof is correct in polynomial time. We call such a machine

a verifier for the problem.

If we have a nondeterministic machine, testing a number for compositeness

is easy. It can branch into n di!erent paths in just O(logn) steps; then, each of

these can call isNontrivialFactor(n, d) for one d. If any succeed, the number is

composite; otherwise, it is prime.

3.3.2 NP-hard problems

In computational complexity theory, NP-hard (Non-deterministic Polynomial-

time hard) refers to the class of decision problems that contains all problems

H , such that for every decision problem L in NP there exists a polynomial-time

many-one reduction to H , written L #p H . Informally, this class can be described

as containing the decision problems that are at least as hard as any problem in

NP. This intuition is supported by the fact that if we can find an algorithm A that

solves one of these problems H in polynomial time, we can construct a polynomial

time algorithm for any problem L in NP by first performing the reduction from

L to H and then running the algorithm A.

So, formally, a language L is NP-hard if 'L! $ NP, L! #p L. If it is also the

case that L is in NP, then L is called NP-complete. The notion of NP-hardness

plays an important role in the discussion about the relationship between the

complexity classes P and NP. The class NP-hard can be understood as the class

of problems that are NP-complete or harder.

A common mistake is to think that the “NP” in “NP-hard” stands for “non-

polynomial”. Although it is widely suspected that there are no polynomial-time
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algorithms for these problems, this has never been proved. Furthermore, one

should also remember that polynomial complexity problems are contained in the

complexity class NP (though they are not NP-hard unless P = NP ).

3.4 The Deep Hide Itemsets problem is NP-

hard

We must justify the use of a heuristic algorithm for the Deep hide itemsets

Problem. We now define three increasingly realistic versions of privacy problems

and show each of them is NP-hard. This follows the strategy presented before

by Attalah et al. [ABE+99] who used the Hitting Set problem to demonstrate

that earlier version of privacy problems is NP-hard. Our proofs will be clearer

as we show that the restrictions they imposed [ABE+99] made Hitting Set

identical to Vertex Cover. We write the proof in its entirety and, in this way,

make our proof very transparent. We use Vertex Cover as the basis of our

proofs (this problem is NP-complete [GJ79]).

Vertex Cover: Given a finite set S of vertices, a set C of 2-subsets

of S (edges) and an upper bound k (1 # k # |S|), does there exist a

subset S ! of S (the vertex cover) such that |S !| # k and, for each c in

C, S ! , c *= & (i.e. some element of S is incident with c)?

We will require a further restriction on the problem in our proofs.

Lemma 3.4.1 Vertex Cover remains NP-complete even if (a) no vertex oc-

curs in exactly one edge (no “leaves”) and (b) no three edges form a triangle.

Proof 3.4.1 These reductions are typical of the kernelization approach in param-

eterized complexity [DF99, AFN02]. We show that Vertex Cover is polyno-

mially reducible to the no-triangle and no-leaves restriction of Vertex Cover.

Let I = (S, C, k) be an instance of Vertex Cover.

First, repeatedly eliminate “leaves” with the following kernelization rule [AFN02].

If some vertex x $ S occurs in exactly one edge {x, y} in C, then remove both x

and y from S, remove every edge that contains y from C, and decrement k. Each

time a “leaf” is eliminated, the resulting graph has a cover of size k ( 1, if and

only if the initial graph has a cover of size k.
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Second, suppose the resulting, intermediate graph has n vertices and m edges.

For every edge {x, y} in the graph, add two new vertices u and v to give a path

x ( u ( v ( y. This gives a final, triangle-free graph with n + 2m vertices and

3m edges. It is straightforward to show that the intermediate graph has a cover

of size k, if and only if the final graph has a cover of size k + m.

The transformation from the initial graph to the final graph can be performed

in polynomial time, and the restricted problem is clearly in NP. !

From now on, we will use the no-triangles and no-leaves version of Vertex

Cover and just call it restricted Vertex Cover.

We now consider the three versions of the privacy problem. The second and

third version generalize the corresponding versions of Attalah et al. [ABE+99].

Problem 1: Given two sets A and B of subsets of a finite set J , such

that no element of A is a subset of any element of B and vice versa,

and an upper bound k (1 # k # |J |), does there exist a subset S ! of

J such that S ! , b *= & for all b $ B and |{ a $ A | S ! , a *= & }| # k?

Theorem 3.4.1 Problem 1 is NP-complete.

Proof 3.4.2 Here and in subsequent proofs in this section, we show that the

restricted Vertex Cover is polynomially reducible to Problem 1.

Let IV C = (S, C, k) be an instance of the (restricted) Vertex Cover. Sup-

pose S = {1, 2, . . . , n}. We construct an instance of Problem 1 as follows.

Let J = S - {n + 1}, i.e., J = {1, 2, . . . , n + 1}. Let A = {{1, n + 1}, {2, n +

1}, . . . , {n, n + 1}} and B = C (i.e., no element of B contains n + 1). Then

I1 = (J, A, B, k) is an instance of Problem 1. It is clear that I1 can be con-

structed in polynomial time and that S ! + S is a solution to IV C, if and only if it

is a solution to I1. Finally, Problem 1 is clearly in NP. !

Recall that sprtD(x) is the support in D of x, i.e., the number of transactions

in D that contain x.

Problem 2 Let J be a finite set of items, D + 2J a set of transactions,

B + 2J a set of sensitive itemsets, A + 2J a set of non-sensitive

itemsets, and k, lb, t " 0 integers (lb for each b $ B). Suppose no

element of A is a subset of an element of B and vice versa, and that

for all x in A or B, sprtD(x) " t. Does there exist a subset D! of D

such that the following two conditions hold?
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1. |{ a $ A | sprtD!(a) < t }| # k.

2. For each b in B, sprtD!(b) < t and |{ x $ 2J \ B | sprtD!(b) #

sprtD!(x) < t }| " lb.

In e!ect, Problem 2 asks whether we can find a subset of the database (con-

structed by omitting complete transactions) that hides all the sensitive itemsets

while hiding as few of the non-sensitive itemsets as possible.

Theorem 3.4.2 Problem 2 is NP-hard.

Proof 3.4.3 Again, let IV C = (S, C, k) be an instance of the (restricted) Ver-

tex Cover and suppose S = {1, 2, . . . , n}. Before we construct an instance

of Problem 2 we introduce the following definitions. For i $ S, let f(i) =

{i} - { j | {i, j} $ C } and g(i) = f(i) - {n + 1}. Note that the restriction

placed on Vertex Cover above ensures that, for all i, j $ S, f(i) *+ f(j). The

proposed restriction in Attalah et al. (2001) (namely, that S does not contain a

redundant element) does not ensure this condition, as a triangle in C (which has

no redundant elements) demonstrates.

We now construct an instance I2 of Problem 2 as follows. Let J = S -{n+

1} as before. Let A = {f(1), f(2), . . . , f(n)}. Let B = { c -{n+1} | c $ C }. Let

D = { f(i) | i $ S }
!

{ g(i) | i $ S }. Let t = 2, lb = 0 and k remain unchanged.

Note that each itemset f(i) in A has support 2 (from transactions f(i) and

g(i)) and that each itemset {i, j, n + 1} in B has support 2 (from transactions

g(i) and g(j)).

Suppose S ! + S is a solution to IV C . Then we claim D! = { f(i) | i $

S }
!

{ g(i) | i $ S \ S ! } is a solution to I2. This follows from the following

observations.

1. Each f(i) in A has support 1, if and only if i *$ S !, i.e., |{ a $ A |

sprtD!(a) < t }| = |S !| # k.

2. For each b = {i, j, n+1} in B, either i $ S ! (and g(i) *$ D!) or j $ S ! (and

g(j) *$ D!), as otherwise S ! does not intersect the element {i, j} of C, and

hence sprtD!(b) < t. Trivially, |{ x $ 2J \ B | sprtD!(b) # #D!(x) < t }| "

0 = lb.

Conversely, suppose D! + D is a solution to I2. That is, D! = { f(i) | i $

S ! }
!

{ g(i) | i $ S !! } for some S !, S !! + S. We claim that T = S \ S !! is a
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solution to IV C. Clearly |T | # k, as otherwise more than k elements of A would

have support less than t. Suppose some element c = {i, j} of C does not intersect

S !!. That is, g(i) $ D! and g(j) $ D!. But then, element b = {i, j, n+1} of B has

support 2 in D!, contradicting the assumption that D! is a solution to I2. Thus,

S ! is a vertex cover for C, completing the proof. !

Because the verification that a proposed solution D! to Problem 2 appears

to require the consideration of all subsets x $ 2J \B, we cannot be sure this can

be done in polynomial time, and hence we cannot conclude that Problem 2 is

also NP-complete.

We now allow the possibility of modifying the database at a finer level of

granularity.

Problem 3 : Let J be a finite set of items, D + 2J a set of transac-

tions, B + 2J a set of sensitive itemsets, A + 2J a set of non-sensitive

itemsets, and k, lb, t " 0 integers (lb for each b $ B). Suppose no

element of A is a subset of an element of B and vice versa, and

that for all x in A or B, #D(x) " t. Does there exist a database

D! = { d! | d! + d, d $ D } such that the following two conditions

hold?

1. |{ a $ A | #D!(a) < t }| # k.

2. For each b in B, #D!(b) < t and |{ x $ 2J \B | #D!(b) # #D!(x) <

t }| " lb.

In e!ect, Problem 3 asks whether we can find a modification of the database

(constructed by omitting items from individual transactions) that hides all the

sensitive itemsets while hiding as few of the non-sensitive itemsets as possible.

Theorem 3.4.3 Problem 3 is NP-hard.

Proof 3.4.4 For the third time, let IV C = (S, C, k) be an instance of (restricted)

Vertex Cover and suppose S = {1, 2, . . . , n}.

We construct an instance I3 of Problem 3 as follows. Let J = S - {n +

1, . . . , 4n}. Let pi denote n + i, qi denote 2n + i and ri denote 3n + i. Let

f(i) = {i} - { j | {i, j} $ C } as before, and

g(i) = f(i)
#

{ pj | j $ f(i) }
#

{ qj | j $ f(i) }
#

{ rj | j $ f(i) }.
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Let P = { {pi, pj} | {i, j} $ C }, Q = { {pi, pj, qi, qj} | {i, j} $ C } and R =

{ {pi, pj, qi, qj, ri, rj} | {i, j} $ C }. Let

A = {f(1), f(2), . . . , f(n)}
#

P
#

Q
#

R, B = { {i, j, pi, pj} | {i, j} $ C },

and D = { f(i) | i $ S }
!

{ g(i) | i $ S }. Let t = 2, l = 0 and k remain

unchanged.

Note that each itemset f(i) in A has support 2 (from transactions f(i) and

g(i)), that each other itemset {pi, pj}, {pi, pj, qi, qj} and {pi, pj, qi, qj, ri, rj} in

A also has support 2 (from transactions g(i) and g(j)), and that each itemset

{i, j, pi, pj} in B also has support 2 (from transactions g(i) and g(j)).

Suppose S ! + S is a solution to IV C. Then we claim any D! = { f(i) | i $

S }
!

{ g(i) | i *$ S ! }
!

{ g(i) \ si | i $ S !, & ) si + f(i) } is a solution to I3.

This follows from the following observations.

1. Each f(i) has support 1, if and only if i *$ S !. Each element of P , Q and

R still has support 2 (as only elements of {1, . . . n} have been omitted from

any g(i) in D). Hence, |{ a $ A | #D!(a) < t }| = |S !| # k.

2. For each b = {i, j, pi, qi} in B, either i $ S ! or j $ S !, as in the proof

of the previous theorem. Hence, sprtD!(b) < t. Trivially, |{ x $ 2J \ B |

sprtD!(b) # sprtD!(x) < t }| " 0 = lb, also as before.

Conversely, suppose D! is a solution to I3. Then D! has the form { si + f(i) |

i $ S}
!

{ ti + g(i) | i $ S}.

Let S ! = { i $ S | ti , f(i) ) f(i) }. That is, S ! is the set of elements i in S

for which one or more elements of f(i) have been omitted from the g(i) in D!.

We claim S ! is a solution to IV C.

First, if some ti in D! does not contain f(i), then that f(i) in A has support

less than 2. But no more than k elements in A have support less than 2, so

|S !| # k as required.

Second, suppose some element c = {i, j} in C does not intersect S !. That is,

ti contains f(i) and tj contains f(j). But then, element b = {i, j, pi, pj} of B

would have support 2 in D!, contradicting the assumption that D! is a solution

to I3. Thus, S ! is a vertex cover for C, completing the proof. !

Again, we cannot conclude that Problem 3 is NP-complete. It is now not hard

to see that the Deep Hide Itemsets is a simple generalization of Problem 3.
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3.5 Heuristic algorithm to solve Deep Hide Item-

sets

Our process to solve this problem has two phases. In Phase 1, the input to the

privacy process is defined. In particular, the user provides a privacy threshold

#. The targeted database D is mined and the set F (D, #) of frequent itemsets is

extracted. Then, the user specifies sensitive itemsets B. The algorithm removes

all supersets of a set in B because if we want to hide an itemset, then the supersets

of that itemset must also be hidden (in a sense we find the smallest B so that

Sup(B) = Sup(B!), if B! was the original list of sensitive itemsets). In Phase 1, we

also compute the size (cardinality) /b/ and set TD(b) ) T of transactions in D that

support b, for each frequent itemset b $ B. Then, we sort the sensitive itemsets

in ascending order by cardinality first and then by support (size-k contains the

frequent itemsets of size k where k is the number of items in the itemset). One

by one, the user specifies lb for each sensitive itemset. Users may specify a larger

lb value for higher sensitivity of that itemset. Note that as a result of Phase 1 we

have a data structure that can, given a sensitive itemsets b $ B, retrieve TD!(b),

/b/, and sprtD!(b) (initially, D! = D, TD!(b) = TD(b), and sprtD!(b) = sprtD(b)).

Phase 2 applies the QIBC algorithm.

procedure QIBC Algorithm
begin

1. for each b $ B
1.1 while Condition 1 is not satisfied for b

1.1.1 Greedily find frequent 2-itemset b! ) b.
1.1.2 Let T (b!, A) the transactions in TD!(b!) that a!ects

the minimum number of 2-itemsets.
1.1.3 Set the two items in b

!

to nil in T (b!, A).
1.1.4 Update TD!(b), /b/, and sprtD!(b)

1.2 end //while
2. end //for

end

Figure 3.3: The QIBC algorithm.
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The algorithm in Fig. 3.3 takes as input the set of transactions in a targeted

database D, a set B of frequent sensitive itemsets with their labels lb and the

target support t, and a set A of frequent non-sensitive itemsets. Then, the al-

gorithm takes the sensitive itemsets one by one. The strategy we follow in the

experiments is to start with the sensitive itemsets with the smallest cardinality.

If there are more than one b $ B with the same cardinality we rank them by

support, and select next the itemset with highest support1. The algorithm enters

a loop where we follow the same methodology of the algorithm by Attalah et

al. [ABE+99] to greedily find a 2-itemset to eliminate items from transactions.

This consists of finding the (k ( 1)-frequent itemset of highest support that is a

subset of a current k-itemset. We start with b $ B as the top k-itemset; that is,

the algorithm finds a path in the lattice of frequent itemsets, from b $ B to a

2-itemset, where every child in the path is the smaller proper subset with highest

support among the proper subsets of cardinality one less. Then, the database of

transactions is updated with items removed from those specific transactions.

3.6 Experimental results and comparison

In order to evaluate the practicality of the QIBC algorithm, we will compare its

results with the results of the earlier heuristic algorithm [ABE+99]. We will call

their heuristic algorithm ABEIV (based on the initials of the last names of the

authors) to distinguish it from our QIBC heuristic algorithm. These experiments

confirm that our algorithm o!ers a higher security depths while essentially it has

no overhead w.r.t the ABEIV algorithm. This is because the main cost in both

algorithms is finding the frequent itemsets. Since we have shown that the ABEIV

has a serious inference channel that leads to the discovery of sensitive knowledge,

we believe that our algorithm is superior.

The experiments are based on the first 20, 000 transactions from the “Frequent

Itemset Mining Dataset Repository” (retail.gz dataset). The dataset was donated

by Tom Brijs and includes sales transactions acquired from a fully-automated

convenience store over a period of 5.5 months in 1998 [BSVW99]. We used the

“Apriori algorithm” [HK01] to obtain the frequent itemsets. We performed the

experiments with three di!erent privacy support thresholds (# = 5%, # = 4%, # =

1It should be noted that, to the best of our knowledge, nobody has proposed any strategy
to rank the order in which itemsets should be brought below the privacy threshold.



Chapter 3. Sanitization of databases for refined privacy trade-o!s 68

3%). From among the frequent itemsets, we chose three itemsets randomly (one

from among the size-2 itemsets and two from among the size-3 itemsets) to be

considered as sensitive itemsets. We also set a value lb = 6 to hide size-2 sensitive

itemsets and a value lb = 2 to hide size-3 sensitive itemsets.

We ran the experiment 10 times for each privacy support threshold with dif-

ferent random selection of size-2 and size-3 itemsets among the itemsets (in this

way we are sure we are not selecting favorable instances of the Deep Hide Item-

sets problem). We apply the QIBC algorithm to each combination of sensitive

itemsets.

A common goal of research that aims to collect one sample of the data is

to collect this sample in a way that represents the population from which this

sample will be collected. In statistics, a statistical population is a set of entities

concerning which statistical inferences are to be drawn, often based on a random

sample taken from the population. The population in our case is the set of

frequent itemsets resulted from the mining process. To compare our algorithm

with previous algorithms, it is not acceptable to collect one sample because we do

not know the criteria that database owners will take into consideration to decide

which itemsets are sensitive and which itemsets are not sensitive.

Normally, the number of sensitive itemsets is small compared to the total

number of itemsets. Otherwise, the process of sharing or publishing the data will

be useless because we are hiding too much. Researchers have di!erent opinions

as to how sample size should be calculated or chosen. The procedures used in

this process should always be reported, allowing the others to make their own

judgments as to whether they accept the researcher’s assumptions and procedures.

Considering the above, we assumed that the sample size is 3 because the total

number of frequent itemsets is not high. Bartlett et. al. [BKH01] published a

paper titled “Organizational Research: Determining Appropriate Sample Size in

Survey Research”, Information Technology, Learning, and Performance Journal

that provides a discussion and illustration of sampling size formulas.

In our experiments, we decided to use random sampling. In random sam-

pling, every combination of itemsets has a known probability of occurring, but

these probabilities are not necessarily equal. With random sampling there is a

large body of statistical theory which quantifies the risk, that samples might not

represent the population, and thus enables an appropriate sample to be chosen.

To reduce the risk, we used matched random sampling that can be briefed in the
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following context: the data is grouped into clusters based on specific attributes,

then members of these clusters are paired. In our itemsets, we have two clear

clusters based on the itemset size: size-2 and size-3. Since the number of size-2

itemsets exceeds the number of size-3 itemsets, we decided to include two itemsets

of size-2 with one itemset of size-3. We took another step to reduce the risk that

our random samples might not represent the population; and that is to choose

the random samples that include the extremes. So, we combined the itemsets

that have the highest support; these are most likely to have the maximum e!ect

on the frequent non-sensitive itemsets. We combined the itemsets that have the

lowest support; these are most likely to have the minimum e!ect on the frequent

non-sensitive itemsets. We also combined itemsets with high and low support

randomly to see the e!ect on the frequent non-sensitive itemsets.

Fig. 3.4, Fig. 3.5, and Fig. 3.6 show the percentage of the frequent non-

sensitive itemsets a!ected by the execution of the algorithm with 5%, 4%, and

3% privacy support threshold respectively. Since we have 10 instances of the

Deep Hide Itemsets problem, we labeled them Run 1 to Run 10 and since

these instances are selected randomly, the order of these runs is not important.

Figure 3.4: The QIBC algorithm vs the ABEIV algorithm with 5% privacy
support threshold.
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Figure 3.5: The QIBC algorithm vs the ABEIV algorithm with 4% privacy
support threshold.

The 10 runs are independent of each other, and as we mentioned, their order is

irrelevant. The plots show lines because, we believe plots are often more e!ective

if there is a line (curve) that links one data point in one run to the next for the

same algorithm. This allows the reader to rapidly grasp the performance of each

method, that is, to put together the outcomes that belong to one algorithm. We

also used di!erent colors and also di!erent icons for the data values. One method

has diamond dots and a blue line, the other has square dots and rosy line. We

could have used a polyline link values for the same method, but we used the curve

representation for a more pleasant look to the reader’s eye. There is nothing to

be understood by the shape of the curve, nor by the order of the runs. These

are meaningless. The di!erences between two outcomes of two runs for the same

algorithm are clearly contributing to the variance observed by the algorithm.
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Figure 3.6: The QIBC algorithm vs the ABEIV algorithm with 3% privacy
support threshold.

But, recall that the problem instance is di!erent, is not that the algorithm is

randomized.

We observe that during the 10 runs with 5% privacy support threshold, QIBC

has no more impact (on non-sensitive itemsets) than ABEIV on 6 occasions while

on the other 4 it impacts less than 7% more. Thus, QIBC is closing the open

inference channel 60% of the time with no penalty of hiding non-sensitive itemsets.

If it incurs some cost on hiding non-sensitive itemsets, this is less than 7% of those

to be made public. If we lower the privacy support threshold to 4%, still 60%

of the time the QIBC incurs no impact on non-sensitive itemsets, and it reduces

the impact to less than 5% when it hides itemsets that shall be public. When the

privacy threshold is 3%, the results improve to 8 out of 10 runs in which QIBC

has no penalty, and in those two runs that hide something public, this is less than

4% of the non-sensitive itemsets.

Of course, these percentages are based on the database we used and the as-

sumptions we made (only 10 repetitions). Other databases might lead to di!erent

percentages but we believe the general conclusion would be the same. To validate

that 10 runs were adequate to draw our conclusions, we made 10 more random

itemset selections, performed 10 more runs based on them. We modified the size

of the database by taking only a section of the transactions. We achieved very
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similar results. This is to be expected because: first, we do not have a big itemset

population and no large distribution of of itemset support and second, we cov-

ered the possible extremes in the first 10 runs so, any more selections of random

samples will fall between the results achieved in the first 10 runs. Choosing the

extreme cases for an experiment can give a good level of confidence in the results

achieved. We concluded that 10 runs are enough to draw sound conclusions.

More runs seemed to duplicate the outcomes.

Therefor, we conclude that, sometimes the QIBC algorithm pays a higher

price but it is reasonable for the sake of blocking the inference channel of forward

attacks left open by the ABEIV algorithm.

These results were expected as discussed before. We want to emphasize the

fact that usually more security means paying a higher price. The price in our

case is sacrificing non-sensitive itemsets to ensure that the adversary has less

confidence on forward attacks.

3.7 Summary and conclusion

We have reviewed algorithms that hide sensitive patterns by sanitizing datasets

and we have shown their drawbacks. The QIBC algorithm proposed a solution

to the forward-attack inference problem. The QIBC algorithm added a very im-

portant feature that did not exist in the other algorithms. The QIBC algorithm

allows users to customize their own depths of security. The QIBC algorithm adds

this flexibility with a reasonable cost and blocking more inference channels. The

order in which the sensitive itemsets should be hidden may influence the results

of the QIBC algorithm. Evaluating this aspect of the algorithm requires further

empirical tests. In the next chapter, we will compare di!erent strategies to select

the next sensitive itemset to hide among those still not hidden.

The QIBC is based on a previous greedy heuristic that always looks for the

child itemset with the highest support and reduces the support of that item.

There may be other greedy strategies that may be more e!ective. Also, in our

opinion, there are still unanswered issues regarding association rules rather than

itemsets. Sharing association rules usually means sharing not only the support

(as is the case with sharing itemsets) but also sharing the confidence of rules.

This means a privacy confidence threshold besides the privacy support threshold.

Our contribution here can be outlined as follows:
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• We propose a new heuristic algorithm called the QIBC algorithm that im-

proves the privacy of sensitive knowledge (as itemsets) by blocking more

inference channels.

• We show that the previous sanitizing algorithms for such tasks have funda-

mental drawbacks.

• We show that previous methods remove more knowledge than necessary

for unjustified reasons or heuristically attempt to remove the minimum

frequent non-sensitive knowledge but leave open inference channels that

lead to discovery of hidden sensitive knowledge.

• We formalize the refined problem and prove it is NP-hard.

• Finally, we show through experimental results the practicality of the new

QIBC algorithm.



Chapter 4

Two new techniques for hiding

sensitive itemsets

Many privacy preserving data mining algorithms attempt to hide what database

owners consider as sensitive. Specifically, in the association-rules domain, many

of these algorithms are based on item-restriction methods; that is, removing items

from some transactions in order to hide sensitive frequent itemsets.

The infancy of this area has not produced clear methods, neither has it evalu-

ated those few available. However, determining what is most e!ective in protect-

ing sensitive itemsets while not hiding non-sensitive ones as a side e!ect remains

a crucial research issue. This chapter introduces two new techniques that deal

with scenarios where many itemsets of di!erent sizes are sensitive. We empirically

evaluate our two sanitization techniques and compare their e"ciency as well as

indicating which has the minimum e!ect on the non-sensitive frequent itemsets.

4.1 Motivation

Frequent itemsets are important because they are the building blocks to obtain

association rules with a given confidence and support. Typically, algorithms to

find frequent itemsets use the anti-monotonicity property, and therefore, we must

find first all frequent itemsets of size k before proceeding to find all itemsets of

size k + 1. We refer to the set of all frequent itemsets of size k as depth k.

We assume a context where parties are interested in releasing some data but

they also aim to keeping some patterns private. We identify patterns with fre-

quent itemsets. Patterns represent di!erent forms of correlation between items in

74
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a database. Sensitive itemsets are all the itemsets that are not to be disclosed to

others. While no sensitive itemset is to become public, the non-sensitive itemsets

are to be released. One could keep all itemsets private, but this would not share

any knowledge. The aim is to release as many non-sensitive itemsets as possible

while keeping sensitive itemsets private. This is an e!ort to balance privacy with

knowledge discovery. It seems that discovery of itemsets is in conflict with hid-

ing sensitive data. Sanitizing algorithms at Level 1 take (as input) raw data or

database D and modify it to construct (as output) a database D! where sensitive

itemsets are hidden. The alternative scenario at Level 3 is to remove the sensi-

tive itemsets from the set of frequent itemsets and publish the rest. This scenario

implies that a database D does not need to be published. However, this pre-

vents data miners from applying other discovery algorithms of learning models to

data, and therefore, reduces the options for knowledge discovery. Pattern-sharing

algorithms are Level 3 algorithms and are also called rule restriction-based algo-

rithms [OZS04]. Here, parties usually share a set of rules after removing the

sensitive rules. Thus, parties avoid sharing data and it has been argued that this

approach reduces the hazards of concluding any sensitive rules or discovering pri-

vate data. However, they are typically over-protected. They correspond to the

approach in statistical databases where data is released from a data generator

based on a learned model. While the learned model is based on the original data,

users of the generated data can only learn the generator model and therefore

may miss many patterns in the data. We explained the (item restriction)-based

algorithms category in Section 2.3.

4.2 Statement of the problem

Let J be a finite set of items, D + 2J a set of transactions. Consider a fixed

support, and let F be the set of frequent itemsets in D, B + F a set of sensitive

itemsets, A = F \ B a set of non-sensitive itemsets, and t " 0 an integer to

represent the privacy support threshold.

Let X be the set of items that form the itemsets in B, and Y be the set of

items that form the itemsets in A. Note that while A , B = &, usually X , Y

is not empty. Typically we would like to attack items in X, since these would

reduce the support of itemsets in B, while we would like to preserve the support

of items in Y . We assume that we have a well posed problem in that we assume
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no element of A is a subset of an element of B and vice versa, and that for all

a $ A or b $ B, #D(a) " t and #D(b) " t respectively (where #D(a), #D(b) are

the support of a and b respectively in D).

Formally, the problem receives as input D, B, A, and t. The task is to lower

the support of the itemsets in B below t and keep the impact on the non-sensitive

itemsets A = F \ B at a minimum. This problem has been proven to be NP-

hard [ABE+99, HECT06]. Even though, a heuristic algorithm has been pro-

posed [ABE+99], such an algorithm works only in the case /B/ = 1. That is,

only one itemset can be hidden. While the algorithm can be applied to the case

/B/ > 1 by repeating the algorithm on each b $ B, no details are provided on

how to select and iterate over the itemsets in B.

4.3 Our two new heuristics

Our two new heuristics focus on building an itemset g so that attacking items

in g would a!ect the support of sensitive itemsets. We first describe the process

of attacking items from g ) J . Note that g is not necessarily sensitive itself;

that is, we do not require g $ B. In fact, it may be that g is not even frequent.

We describe two ways of selecting transactions to attack; these will be called

methods. We also describe two ways of building the set g, and we refer to these

as techniques. We present the methods first.

4.3.1 The methods

The methods presented here determine what item and what transaction to attack

given an itemset g ) J . The two methods hide one sensitive itemset related

to itemset g. How sensitive itemsets are related to g will become clear in the

next subsection. For now, su"ce it to say that g will contain items that have

high support in sensitive itemsets (and hopefully low support in non-sensitive

itemsets). In both methods, we attack an item x $ g until one itemset b $ B

becomes hidden. Then, a new itemset g is selected. We perform the attack on

sensitive itemsets by attacking the item x $ g with the highest support. We

determine the list of transactions Lg + D that support g (i.e. Lg = {T $ D|g )

T}. We remove the item x from the transactions T $ Lg until the support of some

b $ B is below the required privacy support threshold. The di!erence between

our two methods is that the transactions T $ Lg are sorted in two di!erent orders.
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Thus, which transactions are attacked and which ones are left untouched, even

though they include x, is di!erent for the two methods.

Method 1 sorts the transactions T $ Lg in ascending order based on /T \ g/

(the number of items in T not in g). Notice that /T \g/ can be zero. The guiding

principle is that if /T \ g/ is small, then removing x from T would impact the

support of sensitive itemsets but rarely the support of other itemsets, thus non-

sensitive itemsets will remain mostly untouched. Method 2 sorts the transactions

T $ Lg in ascending order based on /(Y , T ) \ g/ (recall that Y is all items

in A and A is all the non-sensitive frequent itemsets). Again, /(Y , T ) \ g/

can be zero. The second method makes even a stronger e!ort to make sure that

those transactions that are attacked have very few items involved in non-sensitive

itemsets.

4.3.2 How to select the itemset g — the techniques

We present here the techniques to prioritize the order in which itemsets b $ B

are attacked so that their support is below t. The techniques build the itemset g

used by the methods described before.

4.3.2.1 Technique 1 item count

1. First sort the items in X based on how many itemsets in B contain the

item. Recall that X ) J is all items in the sensitive itemsets. Thus, this

sorts the items in X is according to

Item Count(x) =
$

b"B

/{x} , b/.

Let x0 $ X be the item with the highest count. If we have more than

one item with the same Item Count(x) value, we select the item with the

highest support. If the tie persists, we select arbitrarily. Then,

g =
#

b"B and x0"b

b.

That is, g is the union of sensitive itemsets that include the item x0.

2. If the construction of g results in hiding a sensitive itemset (using either

Method 1 or Method 2), then the hidden itemset is removed from B.
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(a) If B is empty, then the technique stops.

(b) Otherwise the technique is applied again, building a new g from the

very beginning.

3. If the construction of g does not result in hiding a sensitive itemset, we

find x $ g with lowest support, and replace g with g \ {x}. We then re-

apply Method 1 or Method 2 again (whichever of the two methods has been

selected).

An illustrative example using Method 1: Suppose B = {(v1v2v4), (v2v4),

(v1v5), (v2v3v4)}. To hide these itemsets based on the item count technique, first

we need to sort the items based on the number of sensitive itemsets they partic-

ipate in (refer to Table 4.1(a)). The next step is to attack v4 in the transactions

where v4 appears with v1, v2 and v3. This is because v4 is involved in the largest

number of sensitive itemsets (3) and the union of all sensitive itemsets that con-

tain v4 results in g = {v1, v2, v3}. Once we have this g, we find that the item

with highest support in g is again v4. If attacking v4 is not enough to hide any

itemset in B, then we attack v4 in the transactions where v4 appears with v1

and v2. We exclude v3 to create a new g because it is the item with the lowest

support that appears with v4 in B. Again, if that attack is insu"cient to hide

any itemset in B, we keep excluding the next item with the lowest support. The

attack on v4 persists until at least one itemset in B is hidden (note that this must

eventually happen). Then, we remove this itemset from B and repeat the process

until all itemsets in B are hidden. Because in this example we are using the item

count technique with Method 1, these transactions should be sorted based on

the number of items that appear in each transaction excluding v1, v2, v3 and v4.

Transactions with nothing extra besides v1, v2, v3 and v4 will be attacked first.

4.3.2.2 Technique 2 increasing cardinality

The technique first sorts the itemsets in B based on their cardinality. Starting

from the smallest cardinality, the technique selects an itemset g that in this case is

an itemset b $ B. The technique can then have a Method 1 variant or a Method 2

variant. If we have more than one itemset of the same cardinality, we attack the

itemset with the highest support. This technique also iterates until all sensitive

itemsets are hidden. Every time an itemset b is hidden, a new g is calculated.
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(a) The first step in item count is to sort
items.

item # of occurrence support
v4 3 56%
v2 3 48%
v1 2 28%
v3 1 17%
v5 1 11%

(b) Increasing Cardinality: itemsets
sorted by support.

itemset cardinality support
v2v4 15%
v1v5 10%

v2v3v4 6%
v1v2v4 5%

Table 4.1: Examples for the two techniques.

Note that because g $ B, the entire application of Method 1 or Method 2, must

result in g being hidden, and therefore a sensitive itemset is hidden.

An illustrative example using Method 2: Suppose Y = {v1, v2, v3, v4,

v5, v6, v7}, B = {(v1v2v4), (v2v4), (v1v5), (v2v3v4)}. To hide these itemsets based

on the Increasing Cardinality technique, first we need to sort the itemsets in B

based on their itemset cardinality (refer to Table 4.1(b)). Then, we start by

attacking the itemsets in the smallest cardinality (that is cardinality 2 in this

example). We let g be the itemset with highest support. As both, Method 1

and Method 2, attack the item with highest support in g, and let us say that

v2 has the highest support, then based on Method 2, v2 will be attacked in the

transactions where v2 appear with v4. These transactions should be sorted based

on those which have fewest number of items in Y excluding items in g (that is,

excluding v2 and v4).

4.3.3 Justification for choosing these two techniques

We need to mention that in the field of association-rule mining, we could not find

any existing methodology that discusses the best way to hide a set of itemsets

using item-restriction methods.

Our first technique (Item Count) is based on the idea that attacking the item

with the highest count (amongst the sensitive itemsets) has two advantages: a) an

item with the highest count means it is shared by most of the sensitive itemsets

and thus, attacking that item reduces the support of all these sensitive itemsets

that share that item at the same time, and b) the item with the highest count

usually has a high support and attacking an item with a high support reduces

the chances that frequent non-sensitive itemsets might be hidden as a side e!ect.
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Notice that we supposed here that the frequent itemset that includes an item

with a high support usually has a high support compared to the other frequent

itemsets in the same level. Of course, that might not be the case always.

The second technique (Increasing Cardinality) is based on the idea that hiding

the sensitive itemsets in the lower levels will lead to hiding all the sensitive item-

sets in the higher levels that include the attacked itemset in the lower level. The

opposite, starting from the highest level, will not have this advantage because

hiding and itemset does not insure hiding its subsets.

4.3.4 Data structures and algorithms

There are famous algorithms used to mine data and produce the frequent itemsets

like the Apriori algorithm [AS94] or the FP-tree growth algorithm [HPY00]. The

sanitization of the database departs from results of a frequent itemset calculation;

thus, we do not include in the cost of sanitization the first computation of frequent

itemsets. However, a naive implementation of our methods and techniques would

require that we recalculate the support of itemsets in A and B after each itemset

in B is hidden. This would be very expensive. From the mining of the database

for the first time, we have the support of each frequent itemset. We store this in

a dictionary abstract data type SUPPORT , where we use the frequent itemset

as the key, and the support as the information. We choose a hash table as

the concrete data structure, to e"ciently retrieve and update SUPPORT (b).

We also build an additional data structure by extracting all transactions that

support each of the frequent itemsets in A and B. For each frequent itemset, we

have a list of IDs for transaction (those transactions that support the itemset).

Note that the attack of an item on a transaction corresponds to removing the

item of the transaction. It is easy to identify which frequent itemsets b see their

support reduced by one. The dictionary information SUPPORT (b) is updated

as SUPPORT (b) 0 SUPPORT (b) ( 1. What is costly (in the methods) is the

sorting of Lg. Note that the criteria by which the sorting is performed changes

every cycle when we hide a sensitive itemset. For Technique 2, the computational

cost is small. In this technique, we sort the frequent itemsets in B once and only

once, and the criteria is their cardinality. And we always remove the itemset

at the front of the list. This technique is very e"cient. Technique 1 is more

sophisticated, and therefore, more CPU intensive. In fact, because it creates an

itemset g that may not be sensitive, we may require a pass through the original



Chapter 4. Two new techniques for hiding sensitive itemsets 81

database to construct Lg.

4.4 Experimental results and comparison

Experiments on both techniques were carried out based on the first 20, 000 trans-

actions from the “Frequent Itemset Mining Dataset Repository” (retail.gz dataset) [Fsi].

We used the Apriori algorithm [HK01] to obtain the frequent itemsets. We per-

formed the experiments with three di!erent privacy support thresholds (# =

5%, # = 4%, and # = 3%).

We would like to mention that the same assumptions made regarding the

statistical confidence of the experiments in Chapter 3 (Section 3.6) are applied

to the experiments here.

For each technique, we ran the experiment 10 times for each privacy support

threshold with di!erent random selection of Size-2 and Size-3 itemsets among the

frequent itemsets (in this way we are sure we are not selecting favorable instances

to any of the two techniques). We ran the experiments once selecting randomly

3 itemsets and once selecting randomly 5 itemsets. Our results are presented in

the twelve figures from Fig 4.1 to Fig 4.12.
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Figure 4.1: item count vs. increasing cardinality, hiding 3 itemsets with
5% privacy support threshold using Method 1.

Figure 4.2: item count vs. increasing cardinality, hiding 3 itemsets with
4% privacy support threshold using Method 1.
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Figure 4.3: item count vs. increasing cardinality, hiding 3 itemsets with
3% privacy support threshold using Method 1.

Figure 4.4: item count vs. increasing cardinality, hiding 5 itemsets with
5% privacy support threshold using Method 2.
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Figure 4.5: item count vs. increasing cardinality, hiding 5 itemsets with
4% privacy support threshold using Method 2.

Figure 4.6: item count vs. increasing cardinality, hiding 5 itemsets with
3% privacy support threshold using Method 2.
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Figure 4.7: item count vs. increasing cardinality, hiding 3 itemsets with
5% privacy support threshold using Method 1.

Figure 4.8: item count vs. increasing cardinality, hiding 3 itemsets with
4% privacy support threshold using Method 1.
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Figure 4.9: item count vs. increasing cardinality, hiding 3 itemsets with
3% privacy support threshold using Method 1.

Figure 4.10: item count vs. increasing cardinality, hiding 5 itemsets with
5% privacy support threshold using Method 2.
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Figure 4.11: item count vs. increasing cardinality, hiding 5 itemsets with
4% privacy support threshold using Method 2.

Figure 4.12: item count vs. increasing cardinality, hiding 5 itemsets with
3% privacy support threshold using Method 2.
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As in the previous chapter, to test that 10 runs were adequate to draw our

conclusions, we tried to make 10 more random itemset selections, performed 10

more runs based on them and we achieved the same results. As explained earlier,

this is expected because there are few itemsets and we had the experience of the

results of using 10 runs. We concluded that 10 runs were enough to draw the

conclusions in this chapter as well.

It is clear that in the task of minimizing the impact on non-sensitive itemsets,

Item Count is superior to the technique based on Increasing Cardinality. While

Item Count has more CPU requirements, and potentially its complexity could

imply a new scan of the original database, we found that this additional scan

did not occur in our experiments. Moreover, two aspects diminish the potential

disadvantage of Item Count as more costly. First, most of the computational cost

is not on the techniques but on the methods when they sort Lg. Note that they

are doing this for all itemsets which hold the items x0 being attacked. Thus, it

is not only one list, but several lists that are sorted. Therefore, the di!erence

between techniques is really not large. Second, if the technique Item Count were

to perform a scan of the database, this is very seldom, and moreover, as we

produce the sanitized database, we scan the original database. This production

of the sanitized database at the conclusion of both techniques implies that if Item

Count does scan the database once or twice, this is within a competitive constant

factor with the Item Count technique.

4.5 Summary and conclusion

As far as the author of this thesis know, in the field of association-rule mining,

there is no existing methodology that discusses the best ways to hide a set of

itemsets using item-restriction methods. We have presented in this chapter two

techniques based on item-restriction that hide sensitive itemsets. We have also

shown that rather simple new data structures implement these techniques with

acceptable cost since we avoid the expensive steps of mining the database several

times during the sanitization process. We have implemented the code needed

to test both techniques and conducted the experiments on a real data set. Our
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results show that both techniques have an e!ect on the frequent non-sensitive

itemsets, but Technique 1 (Item Count) has about 25% less e!ect than Tech-

nique 2 (Increasing Cardinality). Also, using Method 2 rather than Method 1

lowers the e!ect on the frequent non-sensitive itemsets.



Chapter 5

Association rules in secure

multi-party computation

Today, most of the sensitive data maintained by organizations is not encrypted.

This is especially true in database environments, where sensitive data or sensi-

tive patterns are usually included. In the past, parties who sought privacy were

hesitant to implement database encryption because of their high cost, complex-

ity, and performance degradation. Recently, with the ever growing risk of data

theft and emerging legislative requirements, parties have become more willing to

compromise e"ciency for privacy.

While traditional ways of database encryption were indeed costly, very com-

plex and created significant performance degradation, fortunately, there are now

newer, better ways to handle database encryption. In this chapter, we demon-

strate how database encryption can allow parties to share data for the common

good without jeopardizing the privacy of each party.

Computation tasks based on data distributed among several parties have pri-

vacy implications. The parties could be trusted parties, partially trusted parties

or even competitors. To perform such a computation, one of the parties must

know the input of all the other parties. When the task is a data mining task,

the absence of a trusted third party or a specific mechanism to exchange data in

a way that does not reveal sensitive data (for example, by adding noise or per-

turbing the data so that it does not a!ect the final desired result), is a challenge

for privacy-preserving data mining. When two or more parties want to conduct

analysis based on their private data and each party wants to conceal their own

data from the others, the problem falls into the area known as Secure Multi-Party

90
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Computation (SMC).

5.1 Motivation

In the United States yearly at least:

• 400 million credit records,

• 700 million annual drug prescription records,

• 100 million medical records,

• 600 million personal records

are owned by 200 of the largest super-bureaus, and billions of records are

owned by federal, state and local governments (1996) [Eco99]. Data mining can

be a powerful means of extracting useful information from these data. As more

and more digital data becomes available, the potential for misuse of data mining

grows. Di!erent organizations have di!erent reasons for considering specific rows

or patterns in their huge databases as sensitive. They can restrict what to expose

to only what is necessary! But who can decide what is necessary and what is

not? There are scenarios where organizations from the medical sector or the

government sector are willing to share their databases as one database or their

patterns as one pool of patterns if the transactions or patterns are shu#ed and

no transaction or pattern can be linked to its owner.

These organizations are aware that they will miss the opportunity for better

data analysis if they just hide the data and do not implement privacy practices to

share it for the common good. Recently, many countries have promulgated new

privacy legislation. Most of these laws incorporate rules governing collection, use,

storage, sharing and distribution of personally identifiable information. It is up to

an organization to ensure that data-processing operations respect legislative re-

quirements. These organizations that do not respect the legislative requirements

can harm themselves or others by exposing sensitive knowledge and can be sued.

Further, client/organization relationships are built on trust. Organizations that

demonstrate and apply good privacy practices can build trust.
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5.2 Related work

Lindell and Pinkas [LP02] were the first to take the classic cryptographic approach

to privacy-preserving data mining. Their work presents an e"cient protocol for

the problem of distributed decision tree learning; specifically, how to securely

compute an ID3 decision tree from two private databases. The model considered

in the paper was that of semi-honest adversaries only. This approach was adopted

in a relatively large number of papers that demonstrate semi-honest protocols for

a wide variety of data mining algorithms [CKV+02]. In our opinion, these results

serve as a proof of concept that highly e"cient protocols can be constructed,

even for seemingly complex functions. However, in many cases, the semi-honest

adversarial model does not su"ce. Therefore, the malicious model must also be

considered (to date, almost all work has considered the semi-honest model only).

Other researchers have proposed algorithms that perturb data to allow public

disclosure or for a privacy-preserving data mining in secure multi-party com-

putation tasks (PPDMSMC) (explained in Section 2.2.3) [AA01, AS00, DZ03,

EGS03, ESAG04, RH02]. The balance between privacy and accuracy on data-

perturbation techniques depends on modifying the data so that no party can

reconstruct data of any individual transaction but the overall mining results are

still valid and close to the exact ones. In other words, the more the distortion to

block more inference channels, the less accurate the results will be. In general, it

has been demonstrated that in many cases random data distortion preserves very

little privacy [KDWS03]. The PPDMSMC approach applies cryptographic tools

to the problem of computing a data mining task from distributed data sets, while

keeping local data private [Pin02, AJL04, AES03, LP00, VC03, VC04]. These

tools allow parties to analyze their data and achieve results without any disclo-

sure of the actual data. Murat et al. [KC04] proposed a method that incorporates

cryptographic techniques and shows frequent itemsets, of three or more parties,

as one set, so that each party can recognize its own itemsets but can not link

any of the other itemsets to their owners. This particular method uses commu-

tative encryption which could be expensive if there were large number of parties.

Another shortcoming of this method is that when a mining task is performed on

the joint data, the results are also published to all parties, and parties are not

free to choose the mining methods or parameters. This might be convenient, if

all parties need to perform one or more tasks on the data and all parties agree

to share the analysis algorithms. On the other hand, parties might wish to have
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access to the data as a whole and perform private analysis and keep the results

private. Our protocol o!ers exactly this advantage, and as we mentioned earlier,

there are no limitations on the analysis that each party can perform privately to

the shared data.

5.3 Preliminaries

5.3.1 Horizontal versus vertical distribution

With horizontally partitioned data, each party collects data about the same at-

tributes for objects. For example, hospitals that collect similar data about dis-

eases but for di!erent patients.

With vertically partitioned data, each party collects di!erent attributes for

the same objects. For example, patients have attributes for a hospital that are

di!erent from attributes with insurance companies.

If the data is distributed vertically, then unique attributes that appear in a

pattern or a transaction can be linked to the owner. In this chapter we assume

horizontal distribution of data.

5.3.2 Secure multi-party computation

The problem of secure multi-party computation is as follows. A number of N

parties, P0, . . . , Pn wish to evaluate a function F (x1, . . . , xn), where xi is a secret

value provided by Pi. The goal is to preserve the privacy of the each party’s

inputs and guarantee the correctness of the computation. This problem is trivial

if we add a trusted third party T to the computation. Simply, T collects all the

inputs from the parties, computes the function F , and announces the result. If the

function F to be evaluated is a data mining task, we call this privacy-preserving

data mining in secure multi-party computation (PPDMSMC).

It is easy to find a trusted party in the medical sector for example, but it

is di"cult to agree on a trusted party in the industrial sector. The algorithms

proposed to solve PPDMSMC problems usually assume no trusted party, but

assume a semi-honest model. The semi-honest model is one of two models which

are more realistic abstractions of how parties would engage and participate in a

collective computation while preserving privacy of their data.
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5.3.3 Two models

In the study of secure multi-party computation, one of two models is usually

assumed: the malicious model and the semi-honest model.

5.3.3.1 The malicious model

The malicious party is a party who does not follow the protocol properly. The

model consists of one or more malicious parties which may attempt to deviate

from the protocol in any manner. The malicious party can deviate from the

protocol through one of the following possibilities:

• A party may refuse to participate in the protocol when the protocol is first

invoked.

• A party may substitute its local input by entering the protocol with an

input other than the one provided to it.

• A party may abort prematurely.

5.3.3.2 The semi-honest model

A semi-honest party is one who follows the protocol steps but feels free to deviate

in between the steps to gain more knowledge and satisfy an independent agenda

of interests. In other words, a semi-honest party follows the protocol step by step

and computes what needs to be computed based on the input provided from the

other parties, but it can do its own analysis during or after the protocol to compro-

mise privacy/security of other parties. It will not insert false information that will

result in failure to compute the data mining result, but will use all the information

gained to attempt to infer or discover private values from the data sets of other

parties. A definition of the semi-honest model [Gol98] formalises that whatever a

semi-honest party learns from participating in the protocol, this information could

be essentially obtained from its inputs and its outputs. In particular, the defini-

tion uses a probabilistic functionality f : {0, 1}# 1 {0, 1}# 2(! {0, 1}# 1 {0, 1}#

computable in polynomial-time. Here, f1(x, y) denotes the first element of f(x, y),

and says that what the output string is for the first party as a function of the

inputs strings of the two parties (and f2(x, y) is the respective second compo-

nent of f(x, y) for the second party). The two-party protocol is denoted by $.

VIEW!
1 (x, y) denotes the view of the first party during an execution of $ on
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(x, y). Such a view consists of (x, r, m1, . . . , mt), where r represents the outcome

of the first party’s internal coin tosses and mi represents the ith message it has

received. Then, $ can privately compute f , with respect to the first party, if

there exist a probabilistic polynomial time algorithm S1 such that even if party

two provides arbitrary answers during the protocol, the corresponding view for

the first party is the output of the algorithm S1 on the input x of the first party

and the messages received by the first party. The protocol can privately compute

f if it can do so with respect to both parties. The theory of this model [Gol98]

shows that to compute privately under the semi-honest model is also equivalent

to computing privately and securely. Therefore, the discussion of this model as-

sumes parties behaving under the semi-honest model. In the following we explain

what is a public-key cryptosystem.

5.3.4 Public-key cryptosystems (asymmetric ciphers)

A cipher is an algorithm that is used to encrypt plaintext into ciphertext and vice

versa (decryption). Ciphers are said to be divided into two categories: private

key and public key.

Private-key (symmetric key) algorithms require a sender to encrypt a plaintext

with the key and the receiver to decrypt the ciphertext with the key. A problem

with this method is that both parties must have an identical key, and somehow

the key must be delivered to the receiving party.

Public-key (asymmetric key) algorithms uses two separate keys: a public key

and a private key. The public key is used to encrypt the data and only the

private key can decrypt the data. A form of this type of encryption is called RSA

(discussed below), and is widely used for secured websites that carry sensitive

data such as username and passwords, and credit card numbers.

Public-key cryptosystems were invented in the late 1970s, along with develop-

ments in complexity theory [MvOV96, Sch96]. As a result, cryptosystems could

be developed which would have two keys, a private key and a public key. With

the public key, one could encrypt data, and decrypt them with the private key.

Thus, the owner of the private key would be the only one who could decrypt the

data, but anyone knowing the public key could send them a message in private.

Many of the public key systems are also patented by private companies, which

also limits their use. For example, the RSA algorithm was patented by MIT in

1983 in the United States of America as (U.S. patent #4,405,829). The patent
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expired on the 21st of September 2000.

The RSA algorithm was described in 1977 [RSA78] by Ron Rivest, Adi Shamir

and Len Adleman at MIT; the letters RSA are the initials of their surnames. RSA

is currently the most important public-key algorithm and the most commonly

used. It can be used both for encryption and for digital signatures. RSA compu-

tation takes place with integers modulo n = p 3 q, for two large secret primes p

and q. To encrypt a message m, it is exponentiated with a small public exponent

e. For decryption, the recipient of the ciphertext c = me (mod n) computes the

multiplicative reverse d = e$1(mod(p( 1) 3 (q ( 1)) (we require that e is selected

suitably for it to exist) and obtains cd = me#d = m(modn). The private key

consists of n, p, q, e, d (where p and q can be forgotten); the public key contains

only n, e. The problem for the attacker is that computing the reverse d of e is

assumed to be no easier than factorising n [MvOV96].

The key size (the size of the modulus) should be greater than 1024 bits (i.e.

it should be of magnitude 10300) for a reasonable margin of security. Keys of size,

say, 2048 bits should give security for decades [Wie98].

Dramatic advances in factoring large integers would make RSA vulnerable,

but other attacks against specific variants are also known. Good implementations

use redundancy in order to avoid attacks using the multiplicative structure of the

ciphertext. RSA is vulnerable to chosen plain-text attacks and hardware and

fault attacks. Also, important attacks against very small exponents exist, as well

as against partially revealed factorization of the modulus.

The proper implementation of the RSA algorithm with redundancy is well

explained in the PKCS standards (see definitions at RSA Laboratories [Sit]).

The RSA algorithm should not be used in plain form. It is recommended that

implementations follow the standard as this has also the additional benefit of

inter-operability with most major protocols.

5.3.5 Yao’s millionaire protocol

Consider a scenario with two mutually distrusting parties, who want to reach

some common goal, such as flip a common coin, or jointly compute some function

on inputs that must be kept as private as possible. A classical example is Yao’s

millionaire’s problem [Yao82]: two millionaires want to find out who is richer

without revealing to each other how many millions they each own.

Yao’s protocol can be summarized in the following steps [ttMP]:
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• Let I be Alice’s wealth (assuming the range is {1 . . . 10}).

• Let J be Bob’s wealth (assuming the range is {1 . . . 10}).

• Alice uses RSA, and has a public key which is (m, n), where m and n are

integers. Her private key is k.

• Bob picks a random N-bit integer called X. Then Bob calculates C such

that: C = Xm mod n, where C is the RSA encipherment of X.

• Bob takes C, and transmits to Alice C ( J + 1.

• Alice generates a series of numbers Y 1, Y 2, Y 3 . . . Y 10 such that Y 1 is

the RSA decipherment of (C ( J + 1); Y 2 is the RSA decipherment of

(C ( J + 2); Y 3 is the decipherment of (C + J + 3); . . . ; Y 10 is the RSA

decipherment of (C ( J + 10). She can do this because although she does

not know C or J , she does know (C ( J + 1): it is the number Bob sent

her.

• Alice now generates a random N/2 bit length prime p. Alice then generates

Z1, Z2, Z3 . . . Z10 by calculating Y 1 mod p, Y 2 mod p, Y 3 mod p . . . Y 10

mod p.

• Alice now transmits the prime p to Bob, and then sends 10 numbers. The

first few numbers are Z1, Z2, Z3 . . . up to the value of ZI, where I is

Alice’s wealth in millions. So Alice sends Z1, Z2, Z3, Z4 and Z5. The rest

of the numbers she adds 1 to, so she sends Z6 + 1, Z7 + 1, Z8 + 1, Z9 + 1

and Z10 + 1.

• Bob now looks at the Jth number where J is his wealth in millions, exclud-

ing the first prime. He also computes G = X mod p (X being his original

random number and p being Alice’s random prime which she transmitted

to him). Now, if the Jth number is equal to G, then Alice is equal to or

greater than Bob in wealth (I " J). If the Jth number is not equal to G,

then Bob is wealthier than Alice (I < J).

• Bob tells Alice the result.
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5.4 Problem statement and solution

Let P = {P0, . . . , Pn} be a set of N parties where |N | " 3. Each party Pi has a

database DBi. We assume that parties running the protocol are semi-honest. The

goal is to share the union of DBi as one shu#ed database DBComp =
!n

i=0
DBi

and hide the link between records in DBComp and their owners.

Our protocol [ECH06] employs a public-key cryptosystem algorithm on hor-

izontally partitioned data among three or more parties. In our protocol, the

parties can share the union of their data without the need for an outside trusted

party. The information that is hidden is what data records where in the pos-

session of which party. Our protocol is described for one party as the protocol

driver. We call this first party Alice.

1. Alice generates a public encryption key kPA. Alice makes kPA known to all

parties (for illustration we use another two parties called Bob and Carol).

2. Each party (including Alice) encrypts its database DBi with Alice’s public

key. This means the encryption is applied to each row (record or transac-

tion) of the database. Parties will need to know the common length of rows

in the database. We denote the result of this encryption as kPA(DBi) (refer

to Figure 5.1). Note that, by the properties of public cryptosystems, only

Alice can decrypt these databases.

3. Alice passes her encrypted transactions kPA(DB1) to Bob. Bob cannot learn

Alice’s transactions since he does not know the decryption key (Fig. 5.2).

4. Bob mixes his transactions with Alice’s transactions. That is, he produces a

random shu#e of kPA(DB1) and kPA(DB2) before passing all these shu#ed

transactions to Carol (see Figure 5.3).

5. Carol adds and shu#es her transactions kPA(DB3) to the transactions re-

ceived from Bob.

6. The protocol continues in this way, each subsequent party receiving a database

with the encrypted and shu#ed transaction of all previous parties in the

enumeration of the parties. The i-th party mixes randomly his encrypted

transactions kPA(DBi) with the rest and passes the entries shu#ed trans-

action to the (i + 1)-th party.
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7. The last party (in our illustration Carol) passes the transactions back to

Alice (see Figure 5.4).

8. Alice decrypts the complete set of transaction with her secret decrypt key.

She can identify her own transactions. However, Alice is unable to link

transactions with their owners because transactions are shu#ed.

9. Alice publishes the transactions to all parties.

If the number of parties is N , then N ( 1 of the parties need to collude to

associate data to their original owners (data suppliers).

Figure 5.1: Each party encrypts with its key.

Figure 5.2: Alice passes data to Bob.
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Figure 5.3: Bob passes data to Carol.

Figure 5.4: Carol decrypts and publishes to all parties.
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5.5 Application

It may seem that the protocol above is rather elaborate, for the seemingly simple

task of bringing the data of all parties together while removing information about

what record (transaction) was contributed by whom. We now show how to apply

this protocol to improve on the privacy-preserving data mining of association

rules.

The task of mining association rules over market basket data [AIS93] is con-

sidered a core knowledge discovery activity since it provides a useful mechanism

for discovering correlations among items belonging to customer transactions in a

market basket database. The association rule-mining problem was discussed in

Section 3.1.

The distributed mining of association rules over horizontally partitioned data

consists of sites (parties) with homogeneous schema for records that consists of

transactions. Obviously we could use our protocol to bring all transactions to-

gether and then let each party apply an association-rule mining algorithm (Apriori

or FP-tree, for example) to extract the association rules. This approach is rea-

sonably secure for some settings, but parties may learn about some transactions

with other parties. Ideally, it is desirable to obtain association rules with sup-

port and confidence over the entire joint database without any party inspecting

other parties’ transactions [KC04]. Computing association rules without disclos-

ing individual transactions is possible if we can have some global information.

For example, if one knows that 1) ABC is a global frequent itemset, 2) the local

support of AB and ABC and 3) the size of each database DBi, then one can

determine if AB 4 C has the necessary support and confidence since

sprt(AB 4 C) =

%N
i=1

Local Support at sitei(ABC)
%N

i=1
/DBi/

,

sprt(AB) =

%N
i=1

Local Support at sitei(AB)
%N

i=1
/DBi/

,

and

confidence(AB 4 C) =
sprt(AB 4 C)

sprt(AB)
.

Thus, to compute distributed association rules privately, without releasing any

individual transaction, the parties compute individually their frequent itemsets
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at the desired support. Then, for all those itemsets that are above the desired

relative support, the parties use our protocol to share records that consist of the

a local frequent itemset, and its local support (that is, they do not share raw

transactions). The parties also share the size of their local databases. Note that,

we are sure that the algorithm finds all globally frequent itemsets because an

itemset has global support above the global support at p percent only if at least

one party has that itemset as frequent in its database with local support at least

p percent.

We would like to emphasize two important aspect of our protocol in this

application. The first is that we do not require commutative encryption. The

second is that we require 2 fewer exchanges of encrypted data between the parties

less than did the previous algorithms for this task. The third, is that we do not

require that the parties find first the local frequent itemsets of size 1 in order to

find global frequent itemsets of size 1, and then global candidate itemsets of size

two (and then repeatedly find local frequent itemsets of size k in order to share

them with others for obtaining global itemsets of size k that can then formulate

global candidate itemset of size k + 1).

In our method, each party works locally finding all local frequent itemsets of

all sizes. They can use Yao’s Millionaire protocol to find the largest size for a

frequent local itemset. This party sets the value k and parties use our protocol

to share all local and frequent itemsets of size k. Once global frequent itemsets of

size k are known, parties can take precautions (using the anti-monotonic property

that if an itemset is frequent all its subsets must be frequent) so they do not

disclose locally frequent itemsets that have no chance of being globally frequent.

With this last aspect of our protocol, we improve the the privacy above pre-

vious algorithms [KC04].

The contribution here can be divided into: a) the overhead to the mining task

is removed, and b) the sharing process was reduced from 6 steps to 4 steps as

Figure 5.5 shows.
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Figure 5.5: Reducing from 6 to 4 the steps for sharing global candidate itemsets.
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5.6 Cost of encryption

In the past, parties who sought privacy were hesitant to implement database

encryption because of the very high cost, complexity, and performance degrada-

tion. Recently, with the ever growing risk of data theft and emerging legislative

requirements, parties are more willing to compromise e"ciency for privacy. The

theoretical analysis indicates that the computational complexity of RSA decryp-

tion of a single n bit block is approximately O(n3), where n denotes both the block

length and key length (exponent and modulus). This is because the complexity

of multiplication is O(n2), and the complexity of exponentiation is O(n) when

square and multiply is used. The OpenSSL implementation can be used (with

RSA keys) for secure, authenticated communication between di!erent sites [Ope].

SSL is short for Secure Sockets Layer, a protocol developed by Netscape for trans-

mitting private data via the Internet. The overhead of SSL communication has

been found of practical a!ordability by other researchers [APS99].

We analyzed the cost of RSA encryption in terms of computation, number of

messages, and total size. For this analysis, we implemented RSA in Java to calcu-

late the encryption time of a message of size m = 64 bytes with encryption key of

1024-bits. This time was 0.001462 sec. on a 2.4MHz Pentium 4 under Windows.

This is perfectly comparable with the practical computational cost suggested by

earlier methods [KC04]. While some regard RSA as too slow for encrypting large

volumes of data [Tan96], our implementation is particularly competitive. An eval-

uation of previous methods [KC04] suggested that (on distributed association rule

mining parameters found in the literature [CNFF96]), the total overhead was ap-

proximately 800 seconds for databases with 1000 attributes and half a million

transactions (on a 700MHz Pentium 3). Our implementation requires 30% of this

time (i.e. 234.2 seconds), but on a Pentium 4. In any case, perfectly a!ordable.

We also performed another set of experiments to compare our protocol to

the previous protocol [KC04]. We generated random data to create di!erent

database sizes from 2500 bytes to 2500000 bytes. The experiments included the

whole steps of each protocol except for shu#ing the records which is supposed to

take the same amount of time in both of the protocols and thus can be ignored. In

other words, the experiments included the encryption and decryption of di!erent

database sizes to compare the performance of our protocol to the other protocol.

Table 5.6 and Figure 5.7 show that our protocol is significantly faster than the

protocol in [KC04].
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Figure 5.6: Our protocol compared to a previous protocol.

5.7 Summary and conclusion

We have proposed a flexible and easy-to-implement protocol for privacy-preserving

data sharing based on a a public-key cryptosystem. The protocol is e"cient in

practical settings and it requires less machinery than previous approaches (where

commutative encryption was required). This protocol ensures that no data can

be linked to a specific user. The protocol allows users to conduct private mining

analyses without loss of accuracy. Our protocol works under the common and

realistic assumption that parties are semi-honest, or honest but curious, meaning

they execute the protocol exactly as specified, but they may attempt to infer hid-

den links and useful information about other parties. A privacy concern of this

protocol is that the users get to see the actual data. But previous research has

explored whether parties are willing to trade o! the benefits and costs of sharing

sensitive data [HHLP02, Wes99]. The results of this research showed that parties

are willing to trade-o! privacy concerns for economic benefits. There are several

issues that may influence practical usage of the presented protocol. While the

protocol is e"cient, it may be still a heavy overhead for parties who want to

share huge multimedia databases. Also, who is the party that can be trusted

with shu#ing the records and publishing the database to all parties? This can be

solved with slightly more cost; if there are N parties, each party plays the data

distributor with 1/N share of the data, and we conduct N rounds.
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Figure 5.7: Plot of time requirements.

We also showed that our protocol is e"cient, and especially more e"cient than

the protocol presented in [KC04]. We showed that by using our protocol not to

share entire local databases, but local itemsets with their local support values,

we can mine privately association rules on the entire database without revealing

any single transaction to other parties. We showed that the overhead to security

is reduced as we do not need commutative encryption1, the sharing process was

reduced from 6 steps to 4 steps, and the protocol is more secure as we share fewer

local frequent itemsets that may not result in global frequent itemsets.

Privacy concerns may discourage users who would otherwise participate in a

jointly beneficial data mining task. In this chapter, we proposed an e"cient pro-

tocol that allows parties to share data in a private way with no restrictions and

without loss of accuracy. Our method has the immediate application that hori-

zontally partitioned databases can be brought together and made public without

disclosing the source/owner of each record. At another level, we have an addi-

tional benefit that we can apply our protocol to privately discover association

rules. Our protocol is more e"cient than previous methods where to privately

share association rules, the requirements are:

1Commutative encryption means that if we have two encryption algorithms E1 and E2, the
order of their application is irrelevant; that is E1(E2(x)) = E2(E1(x)).
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1. each party can identify only their data,

2. no party is able to learn the links between other parties and their data,

3. no party learns any transactions of the other parties’ databases.



Chapter 6

Conclusion

Our study in privacy-preserving data mining is concluded in this chapter.

6.1 Summary

In this thesis, a set of algorithms and techniques were proposed to solve privacy-

preserving data mining problems. The algorithms were implemented in java code.

The experiments showed that the algorithms perform well on large databases.

The major contributions of this thesis work are summarized as follows:

1. In Chapter 2, we introduced a new taxonomy of PPDM techniques. We also

introduced an new PPDM classification. Finally, we introduced a literature

review on software engineering association rule mining. We also suggested

some points to achieve software system privacy and security.

2. In Chapter 3, the problem of blocking as many inference channels as pos-

sible has been introduced under the association-rule mining domain. Our

algorithm [HECT06] that solved this problem is based on the fact that hid-

ing the sensitive rules is not enough to prevent adversaries from inferring

them since sensitive data can be inferred from non-sensitive data. Blocking

inference channels extends the work presented by Atallah et al. [ABE+99]

on limiting disclosure of sensitive knowledge.

3. In Chapter 4, two techniques based on item-restriction that hide sensitive

itemsets were proposed [HEC06] and experiments showed their e!ectiveness

in hiding sensitive itemsets.

108
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4. In Chapter 5, a protocol for privacy-preserving in secure multi-party com-

putation has been developed. The protocol allows parties to share data in

a private way with no restrictions and without loss of accuracy.

In Chapter 2, we classified the existing sanitizing algorithms into three levels.

The first level is either raw data or databases where transactions reside. The

second level is data mining algorithms and techniques. The third level is at

the output of di!erent data mining algorithms and techniques. The focus in this

thesis is on Level 1 and Level 3. Level 1 techniques and algorithms take (as input)

a database D and modify it to produce (as output) a database D! where mining

for rules will not show sensitive patterns. The alternative scenario at Level 3 is

to remove the sensitive patterns from the set of frequent patterns and publish

the rest. This scenario implies that a database D does not need to be published.

The problem (in both scenarios) is that sensitive knowledge can be inferred from

non-sensitive knowledge through direct or indirect inference channels.

Privacy-preserving data mining can be applied in di!erent domains. The focus

in this thesis is on the association rule mining domain. The goal of association

rule mining is to find (in databases) all patterns based on some hard thresholds,

such as the minimum support and the minimum confidence. The owners of these

databases might need to hide some patterns that are of a sensitive nature. The

sensitivity and the degree of sensitivity are decided by experts with help from the

data owners. Nowadays, determining the most e!ective way to protect sensitive

patterns while not hiding non-sensitive ones as a side e!ect is a crucial research

issue.

The infancy of this area has neither produced clear methods nor evaluated

those few available. We introduced an e!ective privacy-preserving algorithm that

gives the data owners the control to decide in which depth each sensitive pattern

can be hidden based on the sensitivity of that pattern (identified by the experts).

We also studied the existing sanitizing algorithms and stated their drawbacks.

We showed that previous methods remove more knowledge than necessary for

unjustified reasons or heuristically attempt to remove the minimum frequent non-

sensitive knowledge but leave open inference channels that lead to discovery of

hidden sensitive knowledge. We analyzed the e"ciency of the proposed algorithm

theoretically and confirmed the analysis by testing the algorithm on some real

world databases. Our experimental results show that our algorithm might hide

more non-sensitive itemsets but in return, it provides great means to prevent
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adversaries from inducing sensitive patterns. The measures of success for any

algorithm or a protocol here must be prioritized. The first priority should be

preventing adversaries from inducing the sensitive patterns by blocking as many

inference channels as possible. It is not good enough for an algorithm to have a

very low side e!ect on the non-sensitive patterns while it is easy to induce the

sensitive patterns. The next step is to lower the side e!ect on the non-sensitive

patterns. Based on the above priorities, our protocol is superior.

In addition, to the best of our knowledge, there is no existing methodology

that discusses the best ways to hide a set of itemsets of di!erent sizes using item-

restriction methods. We proposed two new techniques that deal with scenarios

where many itemsets of di!erent sizes are sensitive. We empirically evaluated

our two sanitization techniques and compared their e"ciency as well as showing

which has the minimum e!ect on the non-sensitive frequent itemsets. We also

showed that rather simple new data structures implement these techniques with

acceptable cost since we avoid the expensive steps of mining the database several

times during the sanitization process.

We also studied secure multi-party computation algorithms, specifically, those

related to data mining. This field is called, privacy-preserving data mining in

secure multi-party computation (PPDMSMC). We introduced a protocol that

allows three or more parties to share their databases or sensitive patterns and

ensures that no data can be linked to a specific user. Our protocol has the advan-

tage that the shared data is the exact data without any distortion which could

be undesirable or harmful specifically in areas that require very high accuracy

like medicine, for example. Our protocol works under the common and realistic

assumption that parties are semi-honest, or honest but curious, meaning they

execute the protocol exactly as specified, but they may attempt to infer hidden

links and useful information about other parties. The performed experiments to

compare our protocol to a previous protocol [KC04] showed the e"ciency of our

protocol. Our protocol avoids much redundant encryption of the data by avoiding

the commutative encryption approach and replace it by the RSA encryption.

We reviewed the literature review of software engineering related to the as-

sociation rule mining domain. We have proposed few points to achieve software

and individuals privacy and security.
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6.2 Future work

Industries such as banking, insurance, medicine, and retailing commonly use data

mining to reduce costs, enhance research, and increase sales. While data mining

in general represents a significant advance in the type of analytical tools currently

available, there are limitations to its capability. One limitation is that although

data mining can help reveal patterns and relationships, it does not tell the user

the value or significance of these patterns. It does not tell the user which patterns

are sensitive and which are not. These types of determinations must be made by

the data owner with the help of experts in the domain. A second limitation is

that while data mining can identify connections between behaviors, it does not

necessarily identify a causal relationship. Successful data mining still requires

skilled technical and analytical specialists who can structure the analysis and

interpret the output and then identify the sensitive patterns.

We believe that software privacy failures can be direct result of one or more

of the following points that are taken from risk management [Min06]:

• Overestimation: to overemphasize data mining results which leads to false

conclusions and incorrect decisions.

• Underestimation: failure to predict what adversaries could do with data

mining results to penetrate privacy.

• Over-confidence: inaccurate assumptions based on software developers cer-

tainty on how they would handle the situation.

• Complacency: to feel quiet secure and be unaware of some potential danger.

• Ignorance: when there is a lack of knowledge and virtually no intelligence,

we are at the mercy of events.

• Failure to join the dots: failure to assemble pieces of intelligence to make

a coherent whole. After all, data mining tools output patterns but cannot

interpret or analyze these patterns. The human intelligence is essential at

this point.

Future research arising from the work presented in this thesis may focus on

the following:
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• Association rule mining is of relevance to e-commerce applications. In this

thesis, we focused on the accuracy of the data and blocking the inference

channels. However, in practice, some commercial criteria may also be im-

portant and should be considered in the technique implementation.

• In Chapter 4, we proposed two new techniques that hide sensitive itemsets

of di!erent sizes. It is interesting to come up with more new techniques and

compare them to our two proposed techniques.

• The protocol presented in Chapter 5 is very e"cient in comparison to other

existing protocols, but may still not be satisfactory for the rapidly growing

multimedia database sizes. Hence, we might need to speed up the encryp-

tion techniques or find ways to lower the number of steps in our protocol

to less than 4 steps or prove theoretically that it is impossible to achieve

the goal in less than 4 steps. We also need a complexity analysis of the

proposed algorithm as well as more analysis on its e"ciency.

• In this thesis, we consistently preferred accurate data or patterns to be

shared between parties or published to the public. However, there are cases

where less accurate (distorted) data may be preferable. Whether and when

to consider such less accurate data are questions that deserve further study.

• In this thesis, we presented solutions for sharing horizontal distributed data.

There are studies that give solutions for vertical distributed data [VC04,

VC03]. There is a need for solutions where parties have mixed horizontal

and vertical distributed data as Figure 6.1 shows. The figure shows di!erent

possible data distribution between three parties P1, P2 and P3. Of course,

there could be more complex and overlapped data distribution between

parties than the distribution shown in the figure.

Although privacy-preserving data mining has been studied for many years, we

believe it will continue to be studied and will become the core of each data mining

project. This is because security and privacy are necessary factors to convince

data owners to share or publish their data for the common good.
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Figure 6.1: Mixed horizontal and vertical distributed data.
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Appendix A

Data mining algorithms

A.1 Algorithms for finding association rules

Many algorithms have been proposed for finding association rules. It is really

di"cult to tell that a specific algorithm is the best because we will find that each

algorithm could be good with specific data but not as good with another set of

data. One of the key algorithms which seems to be the most popular in many

applications for finding frequent itemsets is the Apriori algorithm (Figure A.1).

A.1.1 The Apriori algorithm

The Apriori algorithm has been the most famous algorithm for mining association

rules [HKMT95, HS95, MTV94, PCY95, SON95]. Other algorithms [ZPOL97,

SHS+00, HPY00, SSC99] claimed to improve on the Apriori but they all trade

memory usage for speed. In the Apriori algorithm, a database D is scanned

and we count each itemset in the candidate itemset Ck (k is the size of the

itemset)which is initially the complete set of items in the database D. A candidate

itemset is a potential frequent itemset. If the count is greater than minSupp,

then we add that itemset to the set of frequent itemsets Lk. A frequent itemset is

an itemset whose support is greater than some user-specified minimum support.

Then we generate Ck+1 from Lk and we repeat until no new itemsets are identified.

An example that illustrates this process is shown in Figure A.2. If we suppose

that the minimum support is 2. In step 1, we scan the database to find the set of

candidates C1, In step 2, we extract the itemsets that has support greater than or

equal to the minimum support and generate L1. In step 3, using L1, we generate
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the set of candidates C2. We scan the database to find the frequency of each

candidate. In step 4, we extract the itemsets that has support greater than or

equal to the minimum support and generate L2. In step 5, using L2, we generate

the set of candidates C3. In step 6, we scan the database to find the frequency of

the candidate {2, 3, 5}. The candidate qualifies so we generate L3. We can not

generate any more sets of candidates, so we stop there.

procedure Apriori algorithm
begin

For each item, // Level 1
Check if it is a frequent itemset // support for an item is " minSupp
add it to the set of frequent itemsets L1

Repeat
For each new frequent itemset Lk with k items // Level K + 1

Generate all candidate itemsets Ck+1 with k + 1 items
Scan all transactions once and check if the generated k + 1 itemsets are frequent
Add the frequent to the set of frequent itemsets Lk+1

Until no new frequent itemsets are identified
end

Figure A.1: The Apriori algorithm.

The Apriori algorithm still su!ers from two main problems: repeated I/O

scanning and high computational cost. Could this repeated I/O scanning be an

advantage for the purpose of privacy-preserving data mining? In other words,

can we apply specific constraints each time we access the database to avoid the

appearance of specific attributes or patterns in the output?

A.1.2 Other algorithms based on the Apriori algorithm

Park et. al. [PCY95] have proposed the Dynamic Hashing and Pruning algo-

rithm (DHP) based on the Apriori, where a hash table is built for the purpose

of reducing the candidate space by pre-computing the approximate support for

the k +1 itemset while counting the k-itemset. The Dynamic Hashing and Prun-

ing algorithm has another important advantage, the transaction trimming, which

removes the transactions that do not contain any frequent items. However, this

trimming and pruning causes problems that make it inappropriate in many situ-

ations [Zak99].
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Figure A.2: Example of the steps in the Apriori algorithm.

The partitioning algorithm proposed by [BMUT97] reduced the I/O cost sig-

nificantly. However, this method has problems in cases of high dimensional item-

sets (i.e. those with a large number of unique items). The Dynamic Itemset

Counting (DIC) algorithm reduces the number of I/O passes by counting the

candidates of multiple lengths in the same pass. DIC performs well in cases of

homogeneous data, while in other cases DIC might scan the databases more often

than the Apriori algorithm.

Another innovative approach for discovering frequent patterns in transactional

databases, FP-Growth, was proposed by Han et. al. [HPY00].

A.1.3 The FP-Growth algorithm

The FP-Growth algorithm creates a compact tree-structure, FP-Tree, represent-

ing frequent patterns, that alleviates the multi-scan problem and improves the

candidate itemset generation [HPY00]. The algorithm requires only two full I/O

scans of the dataset to build the prefix tree in main memory. It then mines di-

rectly this structure. This special memory-based data structure becomes a serious

bottleneck for cases with very large databases.
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A.1.4 The Inverted-Matrix algorithm

The inverted matrix algorithm [EHZ03] deals with the above constraints in the

Apriori and FP-Growth algorithms. It has two main phases. The first one,

considered pre-processing, requires two full I/O scans of the dataset and generates

a special disk-based data structure called Inverted Matrix. In the second phase,

the inverted matrix is mined using di!erent support levels to generate association

rules using the inverted matrix algorithm.

A.2 Using booleanized data

Another algorithm that seeks to find meaningful relationships among data is

based on booleanizing the data. There are many di!erent ways of booleanizing

data. Iberman et. al. [IDO99] focus on determining thresholds using the mean

(arithmetic average) of data values, the median (middle value) of these data

values, the mode (most frequent) of these data values. Values above the threshold

will take on a boolean value of 1, and values below it a boolean value of 0.

The results from the experiments in this paper seemed to indicate that the au-

tomated thresholds might produce more accurate results than the expert defined

thresholds. Based on this, one can also conclude that the choice of thresholds

has a strong impact on the results obtained. Also, in the absence of an expert,

mean and median look like good methods for choosing thresholds. Mode failed

as an automated method, because in the experiment, each record has a unique

date value. Therefore no frequency could be found.

In summary, using the State Occurrence Matrix, we can observe relationships

between variables and discover hidden patterns.

A.3 Data mining techniques

Data mining techniques include the following:

• Decision Trees/Rules

• Clustering

• Statistics

• Neural networks
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• Logistic regression

• Visualization

• Association rules

• Nearest neighbor

• Text mining

• Web mining

• Bayesian nets / Naive Bayes

• Sequence analysis

• SVM (Support Vector Machine)

• Hybrid methods

• Genetic algorithms

In the following, we will discuss some of these techniques briefly.

There are di!erent categories of data mining techniques according to authors

of data mining books [Dun03, Puj01, RG03]. For example, some authors like to

divide the data mining techniques into three categories: classification, prediction

and estimation. Others divide the techniques based on the learning method

(supervised or unsupervised, see Section A.3.1). In the following we will introduce

di!erent data mining techniques.

A.3.1 Supervised learning vs. unsupervised learning

Supervised learning means learning from examples, where a training set is given

and acts as an example for the classes. The system finds description for each class.

Then the description is used to predict the class of previously unseen objects.

An example of supervised learning is the stock market analysis. The output

attributes in supervised learning mode are also known as dependent variables as

their outcome depends on the values of one or more of the input attributes. Input

attributes are usually referred to as independent variables.

Unsupervised learning is learning from observation and discovery. In this

mode of learning there is no labeled training set or prior knowledge of the classes.
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The system analyzes the given set of data to observe similarities emerging out

of subsets of the data. The outcome is a set of class descriptions, one for each

class. For example, suppose we find that most employees in their thirties like to

eat pizza, burgers or Chinese food during their lunch break; employees in their

forties prefer to carry a home cooked lunch from their homes; and employees in

their fifties take fruits and salads for lunch. If our tool finds this pattern from the

database which records the lunch activities of all employees for last few months,

then we can term our tool a data mining tool. That is an example of unsupervised

learning. When learning is unsupervised, an output attribute does not exist.

Now, back to the data mining tasks: there are three major data mining tasks. I

will discuss each one of them and provide several examples. The first data mining

task is classification. In classification, learning is supervised. The dependent

variable (the output) is categorical and the emphasis is on building models able

to assign new instances to one of a set of well-defined classes. Examples of

classification are:

• Classify a car loan applicant as a good or poor credit risk.

• Determine those characteristics that di!erentiate individuals who have suf-

fered heart attack from those who have not.

• Develop a portfolio of a productive individual. .

Notice that each example deals with current rather than future behavior.

The second data mining task is estimation. The job here is to determine a

value for an unknown output attribute. The output attribute(s) for an estimation

problem is numeric rather than categorical. Examples of estimation are:

• Estimate the salary of an individual who owns a sports car.

• Estimate the number of minutes before a thunderstorm will hit a given

position.

The third data mining task is prediction. The job here is to determine future

outcome rather than current behavior. The output attribute(s) of a predictive

model can be categorical or numeric. Examples of prediction are:

• Determine whether a credit card client is possible to take advantage of a

particular o!er made available with their credit card billing.
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C1 C2 C3 ...
C1 C1,1 C1,2 C1,3 ...
C2 C2,1 C2,2 C2,3 ...
C3 C3,1 C3,2 C3,3 ...
. . . . .
. . . . .

Table A.1: Generic confusion matrix.

• Predict next weeks’ closing price for the Dow Jones industrial average.

To evaluate the performance of these three tasks, usually a confusion matrix

is used. A generic confusion matrix is shown in Table A.1.

There are three rules for the confusion matrix:

Rule 1: Values along the main diagonal represent the correct classification.

Rule 2: Values in a row Ci represent those instances that belong to class Ci,

so for example, to find the total number of C2 instances incorrectly classified as

members of another class, we compute the sum of C1,2 and C2,3 .

Rule 3: Values found in a column Ci indicate those instances that have been

classified as members of class Ci, so for example, to find the total number of

instances incorrectly classified as members of class C2, we compute the sum of

C1,2 and C3,2.

In summary, each column of the matrix represents the instances in a predicted

class, while each row represents the instances in an actual class.

A.3.2 Rule induction

A data mine system has to infer a model from the database; that is, it may define

classes such that the database contains one or more attributes that denote the

class of a tuple. The class can then be defined by the condition of the attributes.

When the classes are defined, the system should be able to infer the rules that

govern classification. In other words, the system should find the description of

each class.

Production rules have been widely used to represent knowledge in expert

systems and they have the advantage of being easily interpreted by human experts

because of their modularity, i.e. a single rule can be understood in isolation and

does not need reference to other rules.
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A.3.3 Association rules

Association rule mining finds interesting associations and/or correlation relation-

ships among large sets of data items. Association rules show attribute value condi-

tions that occur frequently together in a given dataset. A typical and widely-used

example of association rule mining is Market Basket Analysis.

For example, data are collected using bar-code scanners in supermarkets. Such

market basket databases consist of a large number of transaction records. Each

record lists all items bought by a customer on a single transaction. Managers

would be interested to know if certain groups of items are consistently purchased

together. They could use this data for adjusting store layouts (placing items

optimally with respect to each other), for cross-selling, for promotions, for catalog

design and to identify customer segments based on buying patterns.

Association rules provide information of this type in the form of “if-then”

statements. These rules are computed from the data and, unlike the if-then rules

of logic, association rules are probabilistic in nature.

In addition to the antecedent (the “if” part) and the consequent (the “then”

part), an association rule has two numbers that express the degree of uncertainty

about the rule. In association analysis the antecedent and consequent are sets of

items (called itemsets) that are disjoint (do not have any items in common).

The first number is called the support for the rule. The support is simply the

number of transactions that include all items in the antecedent and consequent

parts of the rule (the support is sometimes expressed as a percentage of the total

number of records in the database).

The other number is known as the confidence of the rule. Confidence is the

ratio of the number of transactions that include all items in the consequent as

well as the antecedent (namely, the support) to the number of transactions that

include all items in the antecedent.

A.3.4 Clustering

In an unsupervised learning environment, the system has to discover its own

classes and one way in which it does this is to cluster the data in the database.

The first step is to find subsets of related objects and then find descriptions which

identify each of these subsets. Clustering and segmentation essentially partition

the database so that each partition or group is similar according to some criteria
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or metric. Clustering according to similarity is a concept which appears in many

disciplines. If a measure of similarity is available, there are a number of tech-

niques for forming clusters. Membership of groups can be based on the degree of

similarity between members and from this the rules of membership can be defined.

Another approach is to construct a set of functions that measure some property

of partitions; that is, groups or subsets as functions of some parameter of the

partition. This latter approach achieves what is known as optimal partitioning.

Many data mining applications make use of clustering according to similarity for

example to segment a client/customer base. Clustering according to optimization

of set functions is used in data analysis, e.g. when setting insurance tari!s, the

customers can be divided according to a number of parameters and the optimal

tari! segmentation achieved.

A.3.5 Decision trees

Decision trees are an easy knowledge representation technique and they divide

examples to a limited number of classes. The nodes are labeled with dimension

names, the edges are labeled with potential values for this dimension and the

leaves labeled with distinct classes. Objects are classified by following a route

down the tree, by taking the edges, proportionate to the values of the attributes

in a target.

A.3.6 Neural networks

Neural networks are an access to computing that involves developing numerical

structures with the ability to learn. The methods are the result of academic

investigations to model nervous system learning. Neural networks have the ex-

traordinary power to infer significance from complicated or inexact information

and can be used to distill patterns and discover trends that are overly compli-

cated to be noticed by either humans or new computer techniques. A skilled

neural network can be thought of as an “expert” in the class of data it has been

given to analyze. This expert can so be used to o!er projections, given original

situations of stake and respond to “what if” questions. Neural networks have

broad applicability to real world business problems and have already been suc-

cessfully applied in many industries. Since neural networks are best at identifying

patterns or trends in data, they are well suited for prediction or forecasting needs,
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among them

• sales forecasting

• industrial process control

• customer research

• data validation

• risk management

• target marketing etc.

Neural networks take a lot of processing elements (or nodes) similar to neurons

in the mind. These processing elements are interconnected in a web that can so

describe patterns in information once it is exposed to the information. This dis-

tinguishes neural networks from conventional computation programs, that merely

follow instructions in a fixed sequential decree.


