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Abstract

A key characteristic of intelligence is the use of efficient problem-solving strategies when faced

with unfamiliar tasks. Enabling machines to do autonomous problem-solving is thus a major mile-

stone on the path to developing intelligent systems. Automated planning is a discipline in artificial

intelligence research that studies this topic, specifically the process of automatically computing

strategies for using actions to achieve a desired outcome. Given a declarative description of a task,

a planning system finds an action sequence (a plan) that leads from a given initial state to a state

that satisfies a specified goal description. The quality of a plan is measured via its length or, in

cost-based planning, via associated costs of the actions it comprises. While the planning prob-

lem in general is computationally intractable, many planning tasks can be solved efficiently due

to some inherent structure of the task. Knowledge about such structure or certain properties of a

planning task, so-called control knowledge, can often be extracted automatically from the problem

description.

This thesis makes several contributions to improve the efficiency of automated planning. We

focus on forward-chaining heuristic search in the state space of a planning task, currently the most

widely used approach to planning. In the first part of this thesis, we detail novel methods for ex-

tracting landmarks, a particular type of control knowledge, from planning tasks. We then propose

a way of using these landmarks as a heuristic estimator for judging progress during planning,

and show empirically that this leads to shorter plans and allows solving more tasks in unit-cost

planning. We furthermore analyse the performance gain achieved via landmarks in cost-based

planning and find that landmarks can be particularly helpful in this setting, making up for the bad

performance of other (cost-sensitive) heuristics.

In the second part of this thesis, we focus on improving the underlying search algorithms to

increase coverage (the number of tasks solved) and solution quality in planning. We conduct a

detailed study of two popular search-control techniques, preferred operators and deferred eval-

uation, and demonstrate their respective usefulness for improving coverage and solution quality

under various conditions. We also consider anytime planning to find high-quality plans given

limited time. In anytime planning, the aim is to compute an initial solution quickly, and then it-

eratively improve on this solution while time remains. We demonstrate that the greediness that is

necessary to find an initial plan quickly can impede the planning system in finding better solutions

later, unless the system abandons previous effort and restarts the search.

We then combine the methods analysed in the previous chapters and incorporate them into
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one planning system. The resulting planner LAMA, winner of the 2008 International Planning

Competition, is presented in detail and compared with other state-of-the art planners. We study

the interactions of various techniques employed in the system and show how much each feature

contributes to the overall performance. We find that both landmarks and restarting anytime search

contribute to the good performance on the set of benchmark tasks considered. Furthermore, the

two techniques interact beneficially in some cases.

Lastly, we provide an outlook on possible extensions of our work by investigating more com-

plex types of landmarks. We show that using higher-order landmarks can significantly improve

the heuristic estimates obtained from a landmark heuristic. However, the additional effort required

for finding and using such landmarks does not necessarily pay off.
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1

Introduction

The problem of plan generation in artificial intelligence (AI) consists in computing a sequence of

actions that will transform a given initial state of the world into a state that satisfies a specified goal

condition. The appeal, but also the challenge of AI planning consists in the aim to develop general

problem solvers, i. e., algorithmic approaches that are capable of solving tasks from a wide variety

of application areas, requiring only a declarative description of the dynamics of the world. Exam-

ples of problems that have been modelled with planning formulations include logistics domains,

where the task is to organise the delivery of objects between various locations using a fleet of

vehicles; manufacturing domains, where complex structures need to be built from parts according

to certain constraints; and action control for autonomous robots such as a Mars rover.

An example of a small planning task from the benchmark domain Logistics (McDermott,

2000) is depicted in Figure 1.1. The “world” consists of a set of locations that are grouped into

cities; here, the city on the left contains locations A through D, while the city on the right contains

only one location, E. Two types of vehicles exist: trucks and planes. The trucks are constrained

to stay within a city and can drive between any two locations in a city. Planes can fly between

the airports of different cities. In our example, locations C and E are airports, denoted by the

triangular signs. The goal of a Logistics task is generally to deliver a number of objects to their

respective goal locations by transporting them with the available vehicles. In our example, the box

must be delivered to location E, as denoted by the dotted line. In the initial state depicted, the box

A

B C

D

E

box

truck

plane

Figure 1.1: A simple Logistics task: transport the box from location B to E.
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2 Chapter 1. Introduction

is at location B, a truck is at location D, and a plane is at E. The available actions are to drive the

truck between the locations in the left city, to fly the plane between the two airports, and to load

and unload the box into or from the truck and/or plane.

A human looking at Figure 1.1 can easily determine that the box will have to be inside the

plane at some point, because this is the only way of transporting it from the left city to the right

city. Human problem solvers are also typically very good at realising that the order of certain

actions is irrelevant (e. g., it does not matter whether we first fly the plane from E to C or whether

we first transport the box to C with the truck). To an automated planning system, however, such

knowledge is not immediately available, and making this knowledge explicit can notably improve

the performance of the system.

A solution (a plan) for a planning task is considered optimal if the number of actions in it is

minimal among all possible plans. In the cost-based variant of this classical setting, actions have

associated non-negative integer costs, and a plan is considered optimal if the sum of its action

costs is minimal among all plans. Both satisficing planning, where the task is to find any plan,

and optimal planning, where plans are required to be optimal, are PSPACE-complete in common

planning formalisms (Bylander, 1994). In practice (on typical planning benchmarks) however,

satisficing planning is significantly easier than optimal planning (see e. g. Helmert, 2008).

1.1 A Brief History of Planning

Planning has been a core topic of research in artificial intelligence since the beginning of AI in

the late 1950s (see e. g. Newell and Simon, 1963; Fikes and Nilsson, 1971). Popular approaches

for finding optimal solutions include symbolic exploration of the state space induced by all action

sequences (Edelkamp and Helmert, 2001; Edelkamp, 2005), e. g., using binary decision diagrams

(Bryant, 1986), and compilation approaches that translate planning tasks into constraint-based

formalisms like boolean satisfiability (Kautz and Selman, 1992; Rintanen et al., 2006), constraint

networks (van Beek and Chen, 1999) and (mixed) integer programs (Kautz and Walser, 1999;

Benton et al., 2007). The most widely used approach to planning today, however, is heuristic

search in the state space. In particular in satisficing planning, where solutions are not required

to be optimal but the aim is to find a plan of reasonable quality quickly, state-space heuristic

search has outperformed other approaches by a large margin in the past decade. Since 2000,

for example, all winners of the classical satisficing track in the roughly biennial International

Planning Competition (short IPC, see e. g. McDermott, 2000; Helmert et al., 2008) have followed

this paradigm (Hoffmann and Nebel, 2001; Gerevini et al., 2003; Helmert, 2006; Chen et al.,

2006; Richter and Westphal, 2008). Recent developments, however, suggest that this picture may

change. (See e. g. Rintanen, 2010, for a highly competitive planner based on satisfiability.) In

the past two years, state-space heuristic search has also become the state of the art for optimal

planning (Karpas and Domshlak, 2009; Helmert and Domshlak, 2009).

The commonly used forward search explores the space of all reachable world states by itera-
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tively choosing a reached state and expanding it, i. e., computing its successor states and adding

them to the search space, until either a state is found that satisfies the goal conditions or all reach-

able states have been exhausted. (In the latter case the planning task has no solution.) The choice

of which state to expand next is based on a heuristic function that estimates how far a given state

is from a goal state. Planning systems mainly differ in their use of heuristic functions and their

choice of search algorithm. For example, greedy best-first search (Pearl, 1984) typically leads

to finding a (possibly suboptimal) solution quickly, whereas the A∗ algorithm (Hart et al., 1968)

guarantees optimal solutions when used with heuristics that have certain properties. However, A∗

usually needs more time. In the following, we briefly discuss a number of concepts that are central

to the contributions in this thesis.

Heuristics. The central problem in developing heuristic search approaches to planning is com-

puting a suitable heuristic function for estimating goal distance. Major milestones in the history of

satisficing heuristic-search planning are the additive heuristic (Bonet and Geffner, 2001), the very

influential FF heuristic (Hoffmann and Nebel, 2001), and the context-enhanced additive heuristic

(Helmert and Geffner, 2008). For optimal planning, important contributions have been the max

heuristic (Bonet and Geffner, 2001), the family of hm heuristics (Haslum and Geffner, 2000), the

family of pattern database heuristics (Edelkamp, 2001), merge-and-shrink heuristics (Helmert

et al., 2007), and, most recently, landmark heuristics based partially on work presented in this

thesis (Karpas and Domshlak, 2009; Helmert and Domshlak, 2009).

Most of these heuristics are computed by solving a simplified planning task for a given state

and using the solution cost of this simplified task as an indication of the solution cost of the

actual task. In the case of the FF heuristic, for example, negative effects of actions such as the

consumption of resources are ignored.

Search enhancements. In addition to the heuristic cost estimate, most successful planning sys-

tems exploit further information about the solution of the simplified task. The FF planning system

(Hoffmann and Nebel, 2001), winner of the classical track at the International Planning Competi-

tion (IPC) in 2000, computes so-called helpful actions that contribute to the solution of the simpli-

fied task. These actions are treated preferentially in the underlying search algorithm, since often

actions that contribute to solving the simplified task are also useful for solving the actual task. The

Fast Downward planning system (Helmert, 2006), winner of the satisficing track at IPC 2004, gen-

eralises the idea of helpful actions to other heuristics and integrates them under the name preferred

operators into greedy best-first search. In addition, Fast Downward uses a search enhancement

technique called deferred evaluation that postpones the computationally costly heuristic evaluation

of states.

Control knowledge. Since the early days of planning research, planning systems have also been

supplied with so-called control knowledge to aid the search for a solution. Control knowledge is
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knowledge about the structure of solutions or promising solution strategies. A planning system

can learn this knowledge from previously solved tasks or derive it from the specification of the task

at hand. Examples of control knowledge include knowledge about symmetries in the planning task

(Fox and Long, 1999, 2002), and about sequences of actions that often must be executed in order,

so-called macros (Fikes et al., 1972; Botea et al., 2005). Such control knowledge can be used to

enrich the task description, making the knowledge explicitly accessible to the search algorithm.

A type of control knowledge that is of particular importance to this work is landmarks (Porteous

et al., 2001; Hoffmann et al., 2004). Landmarks describe properties of states that must be traversed

in every plan, i. e., for every landmark it holds that every solution for the planning task at hand

must traverse a state with the given property. Landmarks have been previously used to simplify

planning by partitioning the task into smaller subtasks, ordering the landmarks and then achieving

them one at a time (Hoffmann et al., 2004; Sebastia et al., 2006).

Solution quality. To date, not many satisficing planning systems aim to achieve high-quality

solutions. Popular systems like FF and Fast Downward, winners of past IPCs, try to find a solution

as quickly as possible with no concern for the quality of that solution. In this work, we are

particularly interested in finding plans of high quality quickly. One special case of this is in the

setting of cost-based planning, where we reason about costs that are associated with the actions

in a plan. We believe that emphasising high plan quality is an important trait for a planner when

aiming to solve “real-world” problems.

Anytime algorithms. Methods that aim to deliver the best-possible solution at any given point

in time are called anytime algorithms. Rather than terminating upon finding a solution, anytime

algorithms compute a first (typically suboptimal) solution as quickly as possible, and then search

for iteratively better solutions until they are interrupted. Various anytime algorithms for heuristic

search have been proposed (Likhachev et al., 2004; Hansen and Zhou, 2007; Aine et al., 2007),

but they have typically not been applied to planning.

1.2 Outline and Contributions of this Thesis

In this work, we propose various heuristics and algorithms aimed at quickly finding high-quality

plans. Building on these methods, we design and implement a state-of-the-art planning system,

the LAMA planner, that successfully trades efficiency (i. e., plan generation time) against solution

quality. We conduct extensive studies of some of the design choices in this planner, leading to

findings that will be of benefit to research within and beyond planning. Below, we provide an

outline of the structure of this thesis and its contributions.

After giving a background on existing heuristic-search techniques for planning in Chapter 2,

the first part of this thesis (Chapters 3–5) proposes several advances related to using landmarks

in planning. We introduce novel methods for finding landmarks in a given planning task, and
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propose using landmarks as a heuristic function. We evaluate the benefit of using landmarks in this

way in satisficing planning, both with and without action costs. In the second part of this thesis,

(Chapters 6 and 7), we examine improvements to search algorithms for planning. We contrast

different ways of using the search enhancements preferred operators and deferred evaluation, and

study their merits and interactions. In order to deliver high-quality solutions given an unknown

time horizon, we propose a novel anytime algorithm for planning that avoids over-commitment

due to early greediness. In the third part of this thesis (Chapter 8), we put the pieces together and

present a system that integrates the set of techniques discussed previously, the LAMA planner.

This system, which won the International Planning Competition in 2008, is contrasted against

other planners and evaluated experimentally, analysing how its various features work together to

achieve good performance on the set of planning benchmarks from the competition. Finally, we

give an outlook on possible extensions of our work by investigating the benefit of higher-order

landmarks in Chapter 9. We conclude in Chapter 10, review work by other authors that builds on

the material presented here, and identify possible directions of further research. Below, we outline

the chapters containing novel contributions in some more detail.

Finding Fact Landmarks and Disjunctive Landmarks (Chapter 3)

We start by introducing a novel method for deriving landmarks from domain transition graphs.

This approach proceeds by translating planning tasks into a finite-domain state variable represen-

tation and exploiting the information made explicit by that representation. Together with previous

approaches that we extend to (a) deal with our representation and (b) also produce disjunctive

landmarks, we arrive at a method that gives us a rich set of landmarks that will prove useful in

the subsequent chapters of this thesis. We describe the resulting method in detail and contrast the

number and types of landmarks it finds with those of previous approaches.

Using Landmarks as a Heuristic (Chapter 4)

Next, we propose a new way of using landmarks by deriving a heuristic function from them,

counting for each state how many landmarks must be achieved between that state and a goal.

The integration of this information with a base heuristic (the FF heuristic) is shown to improve

the number of tasks solved and the solution qualities of a planner, compared to only using the

base heuristic. While by itself the landmark heuristic is not competitive with the base heuristic,

the combination of the two heuristics results in notable improvement. This shows that control

knowledge in the form of landmarks can be usefully employed as additional information within a

heuristic search algorithm.

Landmarks in Cost-Sensitive Planning (Chapter 5)

When using the combination of the FF heuristic and landmark heuristic discussed in Chapter 4 in a

cost-based setting, the performance gain achieved by using landmarks is substantially higher than
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in the traditional setting of planning without costs. This is mainly due to bad performance of the

FF heuristic in cost-based planning, a problem that landmarks help to mitigate. In this chapter, we

analyse why the FF heuristic may perform badly in settings with action costs and how landmarks

help to overcome the problem.

Preferred Operators and Deferred Evaluation (Chapter 6)

In the second part of this thesis, we look at improvements to search algorithms. Preferred operators

and deferred evaluation are two techniques that have been employed by several planning systems

with the aim of speeding up the search. Despite the widespread use of these search-enhancement

techniques however, few results have been previously published detailing their usefulness. In

particular, while various ways of using, and possibly combining, these techniques are conceivable,

no previous work has studied the performance of such variations. In this chapter, we address this

gap by examining the use of preferred operators and deferred evaluation in a variety of settings

within best-first search. In particular, our findings are consistent with and help explain the good

performance of the winner of the propositional satisficing track at IPC 2004.

Restarts for Anytime Planning (Chapter 7)

In order to deliver an initial solution quickly, anytime search algorithms are typically greedy with

respect to the heuristic cost-to-go estimate h. In this chapter, we show that this low-h bias can

cause poor performance if the greedy search makes early mistakes. Building on this observation,

we present a new anytime approach that restarts the search from the initial state every time a

new solution is found. We demonstrate the utility of our method via experiments in planning as

well as other domains and show that it is particularly useful for problems where the heuristic has

systematic errors.

The LAMA Planner (Chapter 8)

LAMA is a classical planning system that incorporates the techniques discussed in the previous

chapters. It finds a first solution quickly using greedy best-first search and then improves on this

solution using restarting anytime search as long as time remains. It uses landmarks in addition to

the FF heuristic, and employs the search enhancements preferred operators and deferred evaluation

in their most effective combination.

LAMA showed best performance among all planners in the sequential satisficing track of the

International Planning Competition in 2008. In this chapter, we present the system in detail and

investigate which features of LAMA are crucial to its performance, and how they interact. We

find that the landmark heuristic and the restarting anytime search both contribute to improving

the results, and there are even synergy effects between them. While the incorporation of action

costs into the heuristic estimators, as discussed in Chapter 5, proved not to be beneficial on the

competition benchmarks, the landmarks mitigate the bad performance of the cost-sensitive FF
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heuristic in LAMA and led it to outperform the other cost-sensitive planners at IPC 2008. We

also show results on traditional benchmarks without action costs, demonstrating that LAMA is

competitive with the state of the art in satisficing planning, in particular if we are interested in

good solution quality.

Sound and Complete Landmarks for And/Or Graphs (Chapter 9)

In this chapter, we take one step into the direction of future work by analysing an approach for

identifying landmarks that allows us to find conjunctive landmarks. Along the way, we show

how this approach can be used to find landmarks for general and/or graphs, a generalisation com-

pared to the relaxed planning graphs used to find landmarks for planning tasks. We demonstrate

that this method finds strictly more causal landmarks than previous approaches but is costly to

compute. Building on this, we discuss the relationship between increased computational effort

for landmark discovery and experimental performance of a planner using these landmarks in a

landmark-counting heuristic.
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Background

In this chapter we review formalisms, algorithms, heuristics and search enhancements for auto-

mated planning via state-space search. The concepts described here form an essential background

for large parts of this thesis, whereas related work that concerns only particular chapters is dis-

cussed directly in those chapters.

2.1 The Planning Problem

Planning tasks are formalised using state variables that can take on values from a finite domain,

and actions that describe how the values of the state variables change when the action is applied.

The task consists of finding a sequence of actions that, when applied in order, transform a specified

initial state into a state satisfying given goal conditions. In the traditional STRIPS formalism for

planning, named after an early planning system (Fikes and Nilsson, 1971), the state variables are

of binary range. In recent years, models allowing arbitrary finite domains have become popular.

One such formalism, the SAS+ planning model (Bäckström and Nebel, 1995), will be used in this

thesis. The following definition has been adapted from Helmert (2006).

Definition 2.1. SAS+ planning tasks
An SAS+ planning task is given by a 4-tuple 〈V, s0, s?,A〉 with the following components:

• V is a finite set of state variables, each with an associated finite domain Dv. A fact is a

pair 〈v, d〉 (also written v 7→ d), where v ∈ V and d ∈ Dv. A partial variable assignment
s is a set of facts, each with a different variable. (We use set notation such as 〈v, d〉 ∈ s

and function notation such as s(v) = d interchangeably.) A state is a variable assignment

defined on all variables inV.

• s0 is a state called the initial state.

• s? is a partial variable assignment called the goal.

• A is a finite set of actions, each with two associated partial variable assignments pre(a)

and eff(a), where the facts in pre(a) and eff(a) are called the preconditions and effects of

9
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the action, respectively. Each action furthermore has an associated non-negative integer

cost(a) called the cost of the action.

An action a ∈ A is applicable in a state s if pre(a) ⊆ s. In this case, we say that the action

can be applied to s resulting in the state s′ with s′(v) = eff(a)(v) where eff(a)(v) is defined and

s′(v) = s(v) otherwise. We write s[a] for s′. For action sequences π = 〈a1, . . . , an〉, we write s[π]

for s[a1] . . . [an] (only defined if each action is applicable in the respective state).

An action sequence π is called a plan if s? ⊆ s0[π]. The cost of π is the sum of the costs of

its actions,
∑n

i=1 cost(ai). The satisficing planning problem consists in finding a plan for a given

SAS+ task or showing that no such plan exists. The optimal planning problem consists in finding

a plan of minimal cost for a given SAS+ task or showing that no such plan exists.

In traditional (unit-cost) planning, all actions have an associated cost of 1. We will in the following

assume unit-cost planning unless otherwise noted, and refer to the alternative as cost-based plan-

ning. Figure 2.1 shows part of an SAS+ encoding of the example task that was given in Figure 1.1

in the introduction.

V = {vt, vp, vb}

Dvt = {A,B,C,D}

Dvp = {C,E}

Dvb = {A,B,C,D,E, t, p}

A = {a1, a2, a3, . . . |

pre(a1) = {vt 7→ A}, eff(a1) = {vt 7→ B}, cost(a1) = 1

pre(a2) = {vt 7→ B, vb 7→ B}, eff(a2) = {vb 7→ t}, cost(a2) = 1

pre(a3) = {vp 7→ E, vb 7→ p}, eff(a3) = {vb 7→ E}, cost(a3) = 1}

s0 = {vt 7→ D, vp 7→ E, vb 7→ B}

s? = {vb 7→ E}

Figure 2.1: Partial SAS+ encoding of the example task from Figure 1.1. Three actions are shown, one
instance each of a drive, load and unload action.

STRIPS and the delete relaxation. The STRIPS formalism mentioned earlier is a special case

of the SAS+ formalism where variables are binary (taking on the values True and False), and the

value True may appear in action preconditions and the goal. The effects of actions can be parti-

tioned into add effects that assign True, and delete effects that assign False to the corresponding

variables. A popular technique to conduct a simplified reachability analysis of the facts in a task is

to ignore the delete effects of actions, meaning that facts that are true before applying an action will

not be made false by applying the action (Bonet and Geffner, 2001). For example, after driving

the truck in our Logistics example from A to B, the truck will be at both locations simultaneously
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Figure 2.2: Domain transition graph for the location of the box in our example task (Figure 1.1).

in the relaxed task. Any action in the relaxed task can thus only add facts (make them true), not

remove them (make them false), and the set of true facts increases monotonically from the initial

state onwards. A sequence of actions is a plan for the relaxed task if it adds all goal facts. In the

STRIPS formalism, this so-called delete relaxation of a task is obtained from the original task by

setting the delete effects of all actions to the empty set. For the SAS+ model, we formalise the

delete relaxation as follows.

Definition 2.2. The Delete Relaxation
The delete relaxation of an SAS+ planning task Π = 〈V, s0, s?,A〉 is the SAS+ task Π+ with

Π+ = 〈V+, s+
0 , s

+
?,A

+〉, where V+ = {vd | v ∈ V, d ∈ Dv} with Dv = {reached, unreached} for

v ∈ V+, s+
0 = {vd 7→ reached | v 7→ d ∈ s0} ∪ {vd 7→ unreached | v 7→ d′ ∈ s0, d , d′}, s+

? =

{vd 7→ reached | v 7→ d ∈ s?}, and A+ = {a+ | a ∈ A}, where pre(a+) = {vd 7→ reached | v 7→ d ∈

pre(a)}, eff(a+) = {vd 7→ reached | v 7→ d ∈ eff(a)}, and cost(a+) = cost(a).

A useful tool for making the structure of SAS+ planning tasks explicit is the domain transition

graph that captures the ways in which the value of a given state variable v may change (Jonsson

and Bäckström, 1998; Helmert, 2006). It is a directed graph with vertex set Dv that contains an

arc between two nodes d and d′ if there exists an action that can change the value of v from d to

d′. Formally (adapted from Helmert, 2004):

Definition 2.3. Domain transition graphs
The domain transition graph (DTG) of a state variable v ∈ V of an SAS+ task Π = 〈V, s0, s?,A〉

is the digraph 〈Dv, A〉 which includes an arc 〈d, d′〉 iff the following conditions hold: d , d′ and

there is an action a ∈ A with eff(a)(v) = d′ and either pre(a)(v) = d or pre(a)(v) is undefined.

Figure 2.2 shows the domain transition graph for the box in our example task from Figure 1.1.

It can be seen from the domain transition graph that, in order to transport the box from A to E,

it will have to be in the truck, at C, and in the plane, in sequence. One use of domain transition

graphs has been to compute heuristic goal distance estimates (see Section 2.2.2).

PDDL. The encoding language for planning tasks is usually PDDL (McDermott, 2000; Fox and

Long, 2003; Edelkamp and Hoffmann, 2004), which has been used for the International Planning
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Competitions held since 1998 (see Section 2.4). PDDL allows representing planning tasks con-

cisely using first-order literals and logical connectives. It also has many advanced features such

as actions with conditional effects, and axioms (or “derived predicates”) that prescribe automatic

value changes of special state variables that are not directly set by actions, but depend on the val-

ues of other variables. The base of PDDL is a restricted first-order language L with finitely many

predicate symbols, constants and variables. States are sets of ground atoms from L, while actions

are represented by planning operators. Operators contain variable symbols and can be instanti-

ated or grounded by substituting the variable symbols with constants from L. An action is any

ground instance of a planning operator. For example, an operator “drive from l1 to l2”, where l1
and l2 are variables, may be instantiated in a planning system to yield drive actions for all pairs of

locations within a city. Planning in this first-order formalism is EXPSPACE-complete (Erol et al.,

1995). Most planners do not use the PDDL representation internally, but translate PDDL tasks

into simpler formalisms and ground all operators before planning.

The Fast Downward planning system. The implementations and experimental evaluations un-

dertaken for this thesis are all based on the Fast Downward planner (Helmert and Richter, 2004;

Helmert, 2006). Fast Downward compiles PDDL input into a ground representation with variables

of arbitrary finite range (Helmert, 2009). The representation used in Fast Downward is based on

SAS+, but extends it with conditional effects and derived predicates. These features of Fast Down-

ward are orthogonal to our contributions. In order to keep our presentation simple, we will use

the SAS+ formalism here. However, in those cases where the implementations support advanced

features in our experimental evaluations, we will include benchmark tasks having these features

in our results.

2.2 Planning by Heuristic Search

Heuristic search is a widely used framework for solving shortest-path problems. In planning, a

heuristic forward search proceeds by iteratively expanding a given search node corresponding to

a state (starting with the initial state) by applying all possible actions in the state. The resulting

successor states are evaluated using a heuristic function h. This function estimates the cost of

a minimum-cost path between the given state and a goal state (which in unit-cost planning is

equivalent to the distance to a nearest goal state). At each subsequent iteration, the search chooses

the next node (state) to be expanded based on the heuristic values computed previously. A heuristic

may be any function that maps states to non-negative numbers and assigns the heuristic value of

zero to goal states. In the following, we review common search algorithms and heuristics used in

planning, as well as so-called search-enhancement techniques, i. e. modifications and additions to

the standard search algorithms that have been used to improve planning performance.
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2.2.1 Algorithms

The methods we discuss here all conduct forward search in the state space of the planning task. We

discuss two methods that have been successful in satisficing planning, greedy best-first search and

the enforced hill-climbing algorithm. We review the A∗ algorithm as the dominant approach for

optimal planning and briefly discuss weighted A∗ as a variant that allows trading solution quality

for speed.

With the exception of enforced hill-climbing, all of these algorithms are global best-first search

algorithms and maintain two data structures for storing search nodes, the open list and the closed

list. The open list contains nodes that have been encountered but not yet expanded, whereas the

closed list contains nodes that have already been expanded. In the beginning, the open list contains

only a node corresponding to the initial state and the closed list is empty. Iteratively one of the

nodes from the open list is selected, moved from the open list to the closed list, and expanded, i. e.,

the successor states of the corresponding state are computed. These successors are then evaluated

using a heuristic function and inserted as nodes into the open list along with their heuristic values.

The algorithms differ in how they select the next node to be expanded and in what they do when

encountering nodes that correspond to states that have already been expanded. We equate search

nodes with their corresponding states in the descriptions below.

Greedy Best-First Search

The simplest of the global heuristic-search algorithms is greedy best-first search (Pearl, 1984),

which always expands a state with lowest heuristic value among all states in the open list, i. e.,

a state that is estimated to be closest (in terms of path length or cost) to a goal. Standard imple-

mentations of this algorithm never process a state more than once, so that if a state is encountered

that is already present in the closed list, the search simply ignores this state, even if the state has

been reached on a shorter/cheaper path the second time. Overall, greedy best-first search is not

concerned with plan length or cost, but aims to find a solution as quickly as possible. Given a

finite number of states as in planning, this algorithm is complete since it will eventually exhaust

the entire search space. Greedy best-first search is the search algorithm used in the Fast Downward

planner.

A∗ and Weighted A∗ Search

The A∗ algorithm (Hart et al., 1968) expands at each step a state that minimises the function

f (s) = g(s) + h(s), where g(s) is the cost of the best path currently known from the initial state to

state s, and h(s) is the heuristic value of s. Among states of equal f -value, the search prefers states

with lower heuristic value.

A∗ is often used with consistent heuristics, i. e., ones that satisfy the triangle inequality h(s) ≤

c(s, s′) + h(s′) for all s and s′, where c(s, s′) is the cost of reaching s′ from s. With consistent

heuristics, it is guaranteed that when a state is expanded, it has been reached via a minimum-cost
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path. Consequently, A∗ never needs to expand a state more than once and when a goal state is

selected for expansion, an optimal solution is found. When using inconsistent heuristics in A∗,

however, it is possible that the search later encounters a cheaper path to a state that has already

been expanded. As long as the heuristic function is admissible, i. e., never overestimates the true

goal distance, it is still possible to preserve optimality of the algorithm by re-expanding such states

and propagating the cheaper costs to the successor states.

A∗ can be modified to trade solution quality for speed by weighting the heuristic with a factor

w > 1 (Pohl, 1970), thus using the selection function f ′(s) = g(s) + w · h(s). The resulting

algorithm, called weighted A∗, searches more greedily the larger w is. This typically speeds up the

search, but means that solutions are not guaranteed to be optimal any more, since the weighting by

w introduces inadmissibility even if the heuristic function h is admissible. However, the solution is

guaranteed to be w-admissible, i. e. the ratio between its cost and the cost of an optimal solution is

bounded by w. In Chapter 7 we present an anytime algorithm for planning based on weighted A∗.

Enforced Hill-Climbing

Enforced hill-climbing (Hoffmann and Nebel, 2001) is a local search algorithm that does not

maintain an open list in the way the algorithms described above do. Instead, enforced hill-climbing

iteratively tries to find a state of lower heuristic value than its current state (starting with the initial

state), and once it has found such a state, commits to it by making it the new current state. In each

iteration, the approach conducts a breadth-first search from the current state until an improved

state is found. While this algorithm is often very effective for planning benchmarks and is used in

the FF planner (Hoffmann and Nebel, 2001), one of its disadvantages is that due to its local nature

it may become trapped in dead ends of the search space. In contrast to the greedy best-first search

and the A∗ search, enforced hill-climbing is thus not complete. The FF planner restarts using a

greedy breadth-first search if enforced hill-climbing fails.

2.2.2 Heuristics

A common way to derive heuristics is to simplify a planning task by abstracting away some de-

tails, to solve the simplified task, and to use the cost of that solution as a heuristic for the original

task. Bonet and Geffner (2001) introduced the delete relaxation given in Definition 2.2 as a way of

simplifying planning tasks by ignoring the delete effects of actions. The cost of an optimal plan for

the relaxed task is an admissible heuristic for the original task and is called the h+ heuristic (Hoff-

mann, 2005). Computing this value exactly, however, is still NP-hard (Bylander, 1994). Therefore,

various techniques have been proposed for approximating the h+ heuristic. A useful structure in

this context is the relaxed planning graph (Hoffmann and Nebel, 2001), which combines the idea

of the delete relaxation with the planning graph proposed by Blum and Furst (1997).
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fly plane E C

drive truck D A

drive truck D B

drive truck D C
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vt = B
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vb = B

load box into truck at B

. . .

. . .

. . .

. . .

. . .

. . .

Figure 2.3: Partial relaxed planning graph for our example task (Figure 1.1). Actions are referred to using
natural-language descriptions.

The Relaxed Planning Graph

A relaxed planning graph is a directed layered graph that contains two kinds of nodes, fact nodes

and action nodes. The layers of the graph alternate between fact and action layers, each layer

containing nodes of the respective kind. A fact layer and the following action layer together

make up a time step. The first fact layer consists of all the facts that are true in the initial state,

and the first action layer consists of all actions that are applicable in the initial state. In each

subsequent time step i, the fact layer contains all facts that can possibly be made true in i time

steps, and the action layer contains all actions that are possibly applicable given the facts at time

step i (Hoffmann and Nebel, 2001). For example, a fact may exist in time step i if it is made true

(added) by an action at time step i − 1 (even if it is also made false (deleted) by some other action

at time step i − 1). Thus, the ith fact layer S i is an over-approximation of all facts that can be

reached by applying up to i actions. Similarly, the ith action layer Oi is an over-approximation of

all actions that can be applied as the ith action in a plan. Each action node at layer i is connected

via edges to its preconditions at layer i and to its effects at layer i + 1. The appeal of this structure

is that it can be computed very efficiently (in time that is polynomial in the number of facts and

actions), yet it captures important information about the structure of possible plans for the relaxed

task. In fact, a (non-optimal) solution for the relaxed task can easily be extracted from the graph

(Hoffmann and Nebel, 2001), leading to the FF heuristic discussed in Section 2.2.2. Figure 2.3

shows a partial relaxed planning graph for our example task from Figure 1.1, using the encoding

given in Figure 2.1. Special “no-op” actions are traditionally used to denote the propagation of

facts that have been added at some time step to later time steps. A formal definition of the layers

S i and Oi (not including no-op actions) that make up the relaxed planning graph for a planning
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task 〈V, s0, s?,A〉 is as follows, where i ∈ N0:

S i :=

 s0 i = 0

S i−1 ∪
⋃

a∈Oi−1 eff(a) i > 0

Oi := {a ∈ A | pre(a) ⊆ S i}

The sets S i and Oi grow monotonically, reaching a fixed point after finitely many steps due

to the number of facts in a planning task being finite. We say that the relaxed planning graph has

levelled off at this point and call this last layer of the graph its fixpoint layer.

The Max Heuristic and the Additive Heuristic

The max heuristic hmax and the additive heuristic hadd (Bonet and Geffner, 2001) are two heuristics

that approximate the perfect delete-relaxation heuristic h+ and that can be derived from the relaxed

planning graph (though they were not originally proposed using that terminology). The additive

heuristic recursively estimates the cost of achieving a set of facts in a planning task as the sum

of the estimated costs of the facts in the set. The cost of achieving a fact is determined by the

recursive cost of its best support, i. e., an action that makes the fact true and has minimal estimated

recursive cost among all such actions. The estimated recursive cost of an action is determined in

turn by the estimated costs of its preconditions. We give a formal definition of the hadd heuristic

for a state s below. In order for this definition to be well-defined, we restrict the task to facts that

are relaxed reachable from s, i. e., facts that appear in the fixpoint layer of the relaxed planning

graph using s as the initial state. The heuristic value of s is defined as infinity if any goal fact

is not relaxed reachable from s, and we remove all actions that have preconditions that are not

relaxed reachable from s. (This transformation does not affect the space of solutions starting from

s.) Then, the hadd heuristic is defined as follows, where A f is the set of actions that can achieve a

fact f , and F is a set of facts:

hadd(s) def
= hadd(s?|s)

hadd(F|s) def
=

∑
f∈F

hadd( f |s)

hadd( f |s) def
=

 0 if f ∈ s

hadd(supp( f |s)|s) otherwise

supp( f |s) def
= argmina∈A f

hadd(a|s) (2.1)

hadd(a|s) def
= cost(a) + hadd(pre(a)|s)

The definition of the max heuristic is analogous, with the cost of achieving a set of facts being

estimated by the maximum, rather than the sum, of the costs of the individual facts. For both the

additive and the max heuristic, the costs for facts and actions that make up a heuristic value may
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be calculated in a forward manner by treating the recursive equations as update rules and applying

them iteratively until reaching a fixed point. This can be viewed conceptually as propagating

cost information for actions and facts along the edges of a relaxed planning graph – propagating

costs from preconditions to applicable actions and from actions to effects – in accordance with

the equations. However, the relaxed planning graph does not need to be explicitly constructed.

Instead, a form of generalised Dijkstra shortest-path algorithm as described by Liu et al. (2002)

may be used, which represents each action and fact only once. This reduces the time and space

requirements from roughly quadratic (O(N2 log N), where N is the encoding size of the task) to

roughly linear (O(N log N)).

While the max heuristic is admissible and may thus be used in an A∗ algorithm for optimal

planning, the inadmissible additive heuristic is the one showing better performance in the context

of satisficing planning (Bonet and Geffner, 2001).

The FF Heuristic and the FF/add Heuristic

The FF heuristic (Hoffmann and Nebel, 2001) was proposed for unit-cost planning and extracts a

(non-optimal) plan for the relaxed task from the relaxed planning graph, using the length of that

relaxed plan to estimate the distance to the goal in the original task. The heuristic is computed

in two phases for a given state s: the first phase, or forward phase, builds the graph and uses

it to calculate an estimate, for each fact and action in the planning task, of how costly it is to

achieve from s in a relaxed task. The cost of achieving a fact or action is estimated by the index

of the time step in which it first occurs in the graph. Concurrently, a best support is selected for

each fact F, i. e., a cheapest achieving action with regard to the cost estimates. (Ties are broken

using additional criteria.) In the second phase, a plan for the relaxed task is computed based on

the best supports for each fact. This is done by chaining backwards from the goals, selecting the

best supports of the goals, and then recursively selecting the best supports for the preconditions

of already selected actions. The union of these best supports constitutes the relaxed plan (i. e., for

each fact its best support is added only once to the relaxed plan, even if the fact is needed several

times as a precondition). The length of the resulting relaxed plan is the heuristic estimate reported

for s.

As with the max heuristic and the additive heuristic, the forward phase can be viewed as

propagating cost information for actions and facts in a relaxed planning graph, or equivalently,

performing cost propagation using a generalised Dijkstra cheapest-path algorithm. As described

above, the cost estimate for an action in the FF heuristic is its depth in the relaxed planning

graph, which in the case of planning with unit-cost actions is equivalent (Fuentetaja et al., 2009)

to propagating costs via the hmax criterion. (See Fuentetaja et al., 2009, for a detailed description

of how the FF heuristic and the max heuristic relate.) Using other criteria for cost propagation

results in variations of the FF heuristic (Bryce and Kambhampati, 2007; Fuentetaja et al., 2009).

One variant that has been previously proposed (Do and Kambhampati, 2003; Keyder and Geffner,

2008), in particular for cost-based planning, is to use the hadd criterion. We will use the term
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FF/add for this variant of the FF heuristic. A formal specification of the cost-sensitive FF/add

heuristic is then given by

hFF/add(s) def
=

∑
a∈π(s)

cost(a) (2.2)

π(s) def
= π(s?|s)

π(F|s) def
=

⋃
f∈F

π( f |s)

π( f |s) def
=

 {} if f ∈ s

{supp( f |s)} ∪
⋃

f̃∈pre(supp( f |s)) π( f̃ |s) otherwise

where supp( f |s) is the best support of f according to Equation 2.1. If at any point in the recursion

supp( f |s) is undefined because no achieving action exists for f , hFF/add(s) is infinite. A relaxed

plan for the task can be formed by ordering the actions in π(s) appropriately. A cost-unaware

version of this heuristic, estimating the distance rather than the cost to a closest goal, is obtained

by using the length of the relaxed plan |π(s)| (as in the original FF heuristic) rather than the sum

of the action costs
∑

a∈π(s) cost(a) in Equation 2.2.

The FF/add heuristic is used in several of our experimental evaluations. Details about its

performance in cost-based planning are discussed in Chapter 5.

The Causal Graph Heuristic and Context-Enhanced Additive Heuristic

The causal-graph heuristic (Helmert, 2004) was specifically designed for planning with state vari-

ables that take on values from an arbitrary finite rather than binary domain. In order to convey its

underlying idea, we first introduce the causal graph which describes the dependencies between

the state variables in a planning task.

Definition 2.4. Causal Graph
We say that an action a affects a variable v if v 7→ d ∈ eff(a) for some d ∈ Dv. We say that an

action a is preconditioned on a variable v if v 7→ d ∈ pre(a) for some d ∈ Dv.

The causal graph of a planning task Π = 〈V, s0, s?,A〉 is a directed graph with vertex setV,

that contains the arc (v, v′) for v , v′ iff there is an action that affects v′ and is preconditioned on

v, or there is an action that affects both v and v′.

Like the additive heuristic, the causal-graph heuristic estimates the cost of reaching the goal

condition s? from a given state s as the sum of the costs, over all variables v that form part of s?,

of achieving the goal value s?(v) from the current value s(v). While the additive heuristic assumes

all state variables to be independent of each other, the causal-graph heuristic takes into account

some of the dependencies between the variables as given by the causal graph. If a state variable

v is a root node in the causal graph of the task, any action affecting v is not preconditioned on

another variable v′ , v, i. e., the value of v can be changed independently of other variables. This

means the cost c(v, d, d′) of changing the value of v from d to d′ is simply the summed costs of the
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actions corresponding to a shortest path from d to d′ in the domain transition graph of v. In this

case, the causal graph heuristic and the additive heuristic are equivalent and compute an optimal

value for c(v, s(v), s?(v)) = hadd(v 7→ s?(v)|s) (Helmert and Geffner, 2008).

For any variable v that is not a root node, changing the value of v via an action a may require

(due to the preconditions of a) that some predecessors of v in the causal graph have certain values

at the time of applying a. In this case, both the additive heuristic and the causal graph heuristic

recursively calculate the costs of making the necessary changes to the predecessors of v. The dif-

ference is that the additive heuristic uses the current state s as the basis for all recursions (see 2.1),

whereas the causal graph heuristic keeps track of changes made to predecessor variables in earlier

recursions. For example, when calculating the costs of changing v from d0 to d? via an interme-

diate value d, the recursive computation for changing v from d to d? is not based on the original

state s for which the heuristic is computed, but on a state s′ that reflects the changes that were

necessary to first change the value of v from d0 to d.

Calculating the costs c(v, d, d′) optimally is intractable (Helmert, 2004), so that the causal

graph heuristics greedily commits to (locally optimal) subplans that achieve the preconditions for

certain transitions of v. (By transition we denote the change between two neighbouring values in

the domain transition graph of v.) The combination of the subplans for such individual transitions

may however not be an optimal plan for the overall problem of changing v from its start value to its

goal value. In fact, the heuristic is incomplete, as the greedy selection of subplans may lead to dead

ends. Since the heuristic assumes acyclic causal graphs, it is furthermore necessary to prune cyclic

causal graphs before planning (by ignoring some action preconditions in the heuristic), resulting

in a loss of heuristic accuracy.

Preferred operators are defined for the causal-graph heuristic as those actions that change the

current value s(v) of a goal variable v to a value that is on a lowest-cost path (as computed by the

heuristic) to the goal value s?(v) in the domain transition graph of v. If no such action exists for

v, the process recurses for the variables involved in the preconditions of actions that are necessary

to change v (Helmert, 2006).

In more recent work, the causal graph heuristic has been extended to cyclic causal graphs

(Helmert and Geffner, 2008). The resulting heuristic, called the context-enhanced additive heuris-

tic or hcea, is equivalent to the causal graph heuristic in planning tasks with acyclic causal graphs,

but eliminates the need to prune cycles and outperforms the causal graph heuristic empirically.

The context-enhanced additive heuristic can be expressed declaratively rather than procedurally,

exhibiting its close relationship with the additive heuristic. In particular, if all state variables are

of binary range, the context-enhanced additive heuristic is equivalent to the additive heuristic. The

details of the context-enhanced additive heuristic are however not central to this thesis, so that we

refer to Helmert and Geffner (2008) for its definition.
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2.2.3 Search Enhancements

Most successful satisficing planning systems go beyond plain heuristic search by employing var-

ious search-enhancement techniques. One example is the use of helpful actions (Hoffmann and

Nebel, 2001) or preferred operators (Helmert, 2006), providing information which may comple-

ment heuristic values. A second example is deferred heuristic evaluation (Helmert, 2006), a search

variant which can reduce the number of costly node evaluations. Another idea is to use more than

one heuristic, for example combining the heuristics in a multi-queue approach (Helmert, 2006).

These techniques have all been used in the Fast Downward planner and have since spread to many

newer planners including Temporal Fast Downward (Röger et al., 2008) and systems used for ex-

periments in various publications (Helmert and Geffner, 2008; Keyder and Geffner, 2009). Since

the experimental evaluations in this thesis are based on Fast Downward, we will briefly describe

the three techniques mentioned above. Chapter 6 contains more detailed descriptions and an ex-

perimental study evaluating the benefits of preferred operators and deferred evaluation.

The Multi-Queue Approach for Using Several Heuristics

More than one heuristic can be employed by using a separate open list or queue for each heuristic,

an approach aimed at exploiting the different strengths of the utilised heuristics in an orthogonal

way (Helmert, 2006; Röger and Helmert, 2010). States are always evaluated with respect to all

heuristics, and their successors are added to all queues (in each case with the value corresponding

to the heuristic of that queue). When choosing which state to expand next, the search algorithm

alternates between the different queues, pruning duplicates upon removal. This base scheme can

be changed by assigning numerical priorities to each queue and using some queues more often

than others.

Preferred Operators

One of the core features of the FF planner is the use of helpful actions (Hoffmann and Nebel, 2001).

Helpful actions are actions that are deemed promising by the FF heuristic because they form part

of the relaxed plan or achieve one of its preconditions. The idea is that actions that contribute

to solving the relaxed task are also more likely than other actions to contribute to solving the

original task. FF uses helpful actions to prune the search space and only evaluates successor states

reached via helpful actions, an approach that has been shown to improve FF’s performance notably

(Hoffmann and Nebel, 2001). However, this restriction makes the search incomplete even if used

within a complete search algorithm. FF thus does not use this pruning technique in its restarted

search if the first, restricted search fails.

In the spirit of FF’s helpful actions, Helmert (2006) subsequently coined the term preferred

operators for all actions that are deemed promising for some reason. We will in the following

use that general term to subsume helpful actions. As in the case of FF, these actions are typically

derived from the computation of the heuristic value for a state. The Fast Downward planner makes
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use of preferred operators with its multi-queue technique, maintaining an additional preferred-

operator queue for each heuristic. When a state is expanded, those successor states that are reached

via preferred operators (the preferred states) are put into the preferred-operator queues, in addition

to being put into the regular queues like non-preferred states. (Analogously to regular states, any

state preferred by at least one heuristic is added to all preferred-operator queues. This allows for

cross-fertilisation through information exchange between the different heuristics.) States in the

preferred-operator queues are thus expanded earlier on average, as they form part of more queues

and have a higher chance of being selected at any point in time than the non-preferred states. In

particular, at least every second state selected for expansion is a preferred successor. Note that

if preferred successors were put exclusively into the preferred-operator queues and not into the

regular queues as well, the search would expand more non-preferred successors than preferred

successors in cases where the fraction of preferred successors is more than 50%. In addition, Fast

Downward gives even higher precedence to preferred successors by using the preferred-operator

queues more often than regular queues. We describe the details of this mechanism in Chapter 6. In

contrast to FF which evaluates only preferred successors (if possible), Fast Downward may gain

less leverage from its preferred operators, but at the advantage that its search is complete.

Deferred Evaluation

The textbook versions of best-first search as discussed above keep an open list of states to be

expanded, ordered according to the heuristic estimates of their goal distance (cost to a goal). In

each step, a state with smallest associated value is removed from the open list and expanded by

applying all actions applicable in the state. All successor states generated in this way are then

evaluated and inserted into the open list. The Fast Downward planner incorporates a variation

of best-first search called deferred heuristic evaluation, where the successors of a state are not

evaluated upon generation. Instead, they are inserted into the open list with the heuristic estimate

of their parent. Only upon being removed from the open list for expansion are they evaluated, so

that their heuristic value can in turn be used for their successors. According to Helmert (2006), this

technique can decrease the number of state evaluations substantially, especially when combined

with the use of preferred operators. For instance, consider the way preferred operators are used

within Fast Downward (see above). If s′ is a preferred successor of a state s, then s′ will be

expanded sooner than most of its siblings (since the fraction of preferred successors is usually

small). If there exists a path with non-increasing heuristic values from s′ to the goal, then the

remaining siblings of s′ will never be evaluated. By contrast, standard best-first search would

evaluate all successors of s.

While deferred evaluation may reduce the number of heuristic evaluations compared to stan-

dard best-first search, it usually increases the number of state expansions. This is due to the

heuristic values being less informative, since they stem from the parent of a state rather than the

state itself. However, evaluations are typically costly (e. g., they make up 80% of the runtime in

Fast Downward), so that in terms of time, trading evaluations for expansions may be beneficial.
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box at B

box in truck

truck at B

truck at D

truck at C

box at Cplane at C

box in plane

box at E

Figure 2.4: Partial landmark graph for the example task shown in Figure 1.1. Bold arcs represent natural
orderings, dashed arcs represent reasonable orderings (see Definitions 2.7 and 2.8).

Addressing space, note that successor states need not be generated in an explicit form upon ex-

pansion of their parent. It is sufficient to store pointers to the parent state and creating action in

the open lists and only explicitly generate a state immediately before its expansion, thus reduc-

ing memory requirements. More details on the combination of multi-heuristic search, preferred

operators and deferred evaluation in Fast Downward is given in Chapter 6.

2.3 Landmarks

Landmarks are subgoals that must be achieved in every plan (Hoffmann et al., 2004). Using

landmarks to guide the search for a plan is an approach that is intuitive for humans. Consider

our running example task from Figure 1.1. Arguably the first mental step a human would perform

when trying to solve the task is to realise that the box must be transported between two cities, from

the left city (locations A–D) to the right city (location E), and that therefore, the box will have to

be transported in the plane. This in turn means that the box will have to be at the airport location

C, so that it can be loaded into the plane. This partitions the task into two subproblems, one of

transporting the box to the airport location C, and one of delivering it from there to the other city.

Both subproblems are smaller and easier to solve than the original task.

Landmarks capture precisely these intermediate conditions that can be used to direct search:

the facts L1 = “box is at C” and L2 = “box is in plane” are landmarks in the task in Figure 1.1.

This knowledge, as well as the knowledge that L1 must become true before L2, can be automati-

cally extracted from the task in a preprocessing step (Hoffmann et al., 2004). Landmarks and the

corresponding ordering knowledge may be represented using a directed graph called the landmark

graph. A partial landmark graph for our running example is depicted in Figure 2.4.

Landmarks were first introduced by Porteous et al. (2001) and were later studied in more depth

by the same authors (Hoffmann et al., 2004). Hoffmann et al. (2004) define landmarks as facts that
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are true at some point in every plan for a given planning task. They also introduce disjunctive

landmarks, defined as sets of facts of which at least one needs to be true at some point. We

use a more general definition based on propositional formulas, thus covering both those cases as

well as more complex types of landmarks that we will use in Chapter 9. In the following, we

refer to landmarks that are facts as fact landmarks, and to disjunctions or conjunctions of facts

as disjunctive landmarks or conjunctive landmarks, respectively. Hoffmann et al. show that it is

PSPACE-hard to determine whether a given fact is a landmark, and whether an ordering holds

between two landmarks. Their complexity results carry over in a straight-forward way to the more

general case of propositional formulas.

Definition 2.5. Landmarks
Let Π = 〈V, s0, s?,A, 〉 be an SAS+ planning task, let π = 〈a1, . . . , an〉 be an action sequence

applicable in s0, and let i, j ∈ {0, . . . , n}.

• A propositional formula ϕ over the facts of Π is called a fact formula.

• A fact F is true at time i in π iff F ∈ s0[〈a1, . . . , ai〉].

• A fact formula ϕ is true at time i in π iff ϕ holds given the truth value of all facts of Π at

time i. At any time i < 0, ϕ is not considered true.

• A fact formula ϕ is a landmark of Π iff in each plan for Π, ϕ is true at some time.

• A fact formula ϕ is added at time i in π iff ϕ is true at time i in π, but not at time i − 1 (it is

considered added at time 0 if it is true in s0).

• A fact formula ϕ is first added at time i in π iff ϕ is true at time i in π, but not at any time

j < i.

Note that facts in the initial state and facts in the goal are always landmarks by definition.

Landmarks can be classified as causal or non-causal, where the criterion of causality excludes

“incidentally” achieved landmarks that are added, but not necessarily needed as preconditions by

any action in the plan:

Definition 2.6. Causal Landmarks
A fact f is a causal (fact) landmark for a problem Π if it is a goal of Π or if for all plans π for Π,

f ∈ pre for some a = 〈pre, eff〉 ∈ π.

The term action landmark is used to denote an action that must be part of any plan for a given

task (Zhu and Givan, 2003). However, when referring to “landmarks” in this thesis we will not

consider action landmarks unless explicitly stated.

Various kinds of orderings between landmarks can be defined and exploited during the plan-

ning phase. We define three types of orderings for landmarks, which are equivalent formulations

of the definitions by Hoffmann et al. (2004), adapted to the SAS+ setting:
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Definition 2.7. Orderings between landmarks
Let ϕ and ψ be landmarks in an SAS+ planning task Π.

• We say that there is a natural ordering between ϕ and ψ, written ϕ → ψ, if in each plan

where ψ is true at time i, ϕ is true at some time j < i.

• We say that there is a necessary ordering between ϕ and ψ, written ϕ→n ψ, if in each plan

where ψ is added at time i, ϕ is true at time i − 1.

• We say that there is a greedy-necessary ordering between ϕ and ψ, written ϕ →gn ψ, if in

each plan where ψ is first added at time i, ϕ is true at time i − 1.

Natural orderings are the most general; every necessary or greedy-necessary ordering is natu-

ral, but not vice versa. Similarly, every necessary ordering is greedy-necessary, but not vice versa.

Knowing that a natural ordering is also necessary or greedy-necessary allows deducing additional

information, e. g. about plausible temporal relationships between landmarks, as we will describe

later on. As a theoretical concept, necessary orderings (ϕ is always true in the step before ψ) are

more straightforward and appealing than greedy-necessary orderings (ϕ is true in the step before

ψ becomes true for the first time). However, methods that find landmarks in conjunction with

orderings can often find many more landmarks when using the more general concept of greedy-

necessary orderings (Hoffmann et al., 2004). In our example in Figure 1.1, “box is at B” is true

before “box is in truck”, and the latter must be true before “box is at E”. The first of these orderings

is greedy-necessary, but not necessary, and the second is neither greedy-necessary nor necessary,

but natural.

Hoffmann et al. (2004) propose further kinds of orderings between landmarks that can be

usefully exploited. For example, reasonable orderings, which were first introduced in the context

of top-level goals (Koehler and Hoffmann, 2000), are orderings that do not necessarily hold in a

given planning task. However, adhering to these orderings may save effort when solving the task.

In our example task, it is “reasonable” to load the box onto the truck before driving the truck to the

airport at C. However, this order is not guaranteed to hold in every plan, as it is possible, though

not “reasonable”, to drive the truck to C first, then drive to B and collect the box, and then return

to C. The idea is that if a landmark ψ must become false in order to achieve a landmark ϕ, but ψ is

needed after ϕ, then it is reasonable to achieve ϕ before ψ (as otherwise, we would have to achieve

ψ twice). However, it may actually be necessary to achieve ψ twice, once before and once after

ϕ, in which case the reasonable ordering is not a correct ordering as any plan for the task must

violate it.

The idea may be applied iteratively, as we are sometimes able to find new, induced reasonable

orderings if we restrict our focus to plans that obey a first set of reasonable orderings. Hoffmann et

al. call the reasonable orderings found in such a second pass obedient-reasonable orderings. The

authors note that conducting more than two iterations of this process was not worthwhile in their
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experiments, as it did not result in any notable increase of planning performance. The following

definition characterises these two types of orderings formally.

Definition 2.8. Reasonable orderings between landmarks
Let ϕ and ψ be landmarks in an SAS+ planning task Π.

• We say that there is a reasonable ordering between ϕ and ψ, written ϕ →r ψ, if for every

plan π where ψ is added at time i and ϕ is first added at time j with i < j, it holds that ψ is

not true at some time m with m ∈ {i + 1, . . . , j} and ψ is true at some time k with j ≤ k.

• We say that a plan π obeys a set of orderings O, if for all orderings ϕ→x ψ ∈ O, regardless

of their type, it holds that ϕ is first added at time i in π and ψ is not true at any time j ≤ i.

• We say that there is an obedient-reasonable ordering between ϕ and ψ with regard to a set

of orderings O, written ϕ →O
r ψ, if for every plan π obeying O where ψ is added at time

i and ϕ is first added at time j with i < j, it holds that ψ is not true at some time m with

m ∈ {i + 1, . . . , j} and ψ is true at some time k with j ≤ k.

A problem with reasonable and obedient-reasonable orderings is that they may be cyclic, i. e.,

chains of orderings ϕ→r ψ→x . . .→r ϕ for landmarks ϕ and ψmay exist (Hoffmann et al., 2004).

This is not the case for natural orderings, as their definition implies that they cannot be cyclic in

solvable tasks.

In addition, the definitions as given above are problematic in special cases. Note that the

definition of a reasonable ordering ϕ →r ψ includes the case where there exist no i < j such that

ψ is added at time i and ϕ is first added at time j, i. e., the case where it holds that in all plans ϕ

is first added (a) before or (b) at the same time as ψ.1 While (a) implies that reasonable orderings

are a generalisation of natural orderings, which might be regarded as a desirable property, (b) may

lead to undesirable orderings. For example, it holds that ϕ →r ψ and ψ →r ϕ for all pairs ϕ, ψ

that are first added at the same time in all plans, for instance if ϕ and ψ are both true in the

initial state. Similarly, it holds that ϕ →r ϕ for all ϕ. We use these definitions despite their

weaknesses here to be consistent with the previous work by Hoffmann et al. Closely connected is

the question whether reasonable orderings should be interpreted as strict orderings, where ϕ should

be achieved before ψ (as in the definition of obedience above), or whether we allow achieving ϕ

and ψ simultaneously. We use the strict sense of obedience in order to be consistent with the

previous work and because it aligns better with our intended meaning of reasonable orderings,

even though this strict interpretation of obedience does not fit the contentious cases discussed

above.

1According to personal communication with the authors, this case was overlooked by Hoffmann et al.
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Figure 2.5: A Blocksworld task.

2.4 Benchmark Domains and Performance Criteria

The empirical performance of planning systems is typically evaluated with respect to how many

planning tasks from a given benchmark suite they are able to solve within a certain time limit,

as well as how efficiently they can solve the tasks (measuring e. g. runtime or the number of

expanded search nodes), and how good the solutions are. Between 1998 and 2008, the planning

research community has held a series of biennial events where planning systems have been tested

empirically against each other: the International Planning Competitions (IPCs). For each such

competition, the organisers have established a benchmark set of planning tasks by devising a

number of domains and a set of tasks for each domain. One example of a planning domain is the

Logistics domain from our running example, where objects have to be delivered between locations

using various vehicles. Tasks in this domain might differ in the number of objects and vehicles, in

the number of cities and in the initial and goal locations of the objects and vehicles. The tasks from

the competitions form a standard benchmark set that is widely used for experimental evaluations

in the planning literature and will be used in this thesis.

More specifically, the experimental evaluations in this thesis use the tasks of the classical

satisficing tracks for fully automated planners of the IPCs 1998–2008. The tasks of 2008 are

different from the others in that they specify (non-unit) action costs. In those parts of this thesis

that specifically use action costs, we thus evaluate on the tasks from IPC 2008, whereas other parts

focus on classical unit-cost planning and use the tasks from the IPCs of 1998 to 2006. (It would

be possible to ignore the action costs in the tasks from 2008 and thus use them for our evaluations

in classical planning. However, we do not do this, as the tasks from 1998 to 2006 already provide

a sufficiently large benchmark set.)

While we concentrate exclusively on the standard IPC benchmarks in our experiments, it is

important to note that many other types of planning tasks exist and that the results of any ex-

perimental evaluation are highly dependent on the set of benchmarks used. For example, the

cost-based planning technique we propose in this thesis does not lead to any benefit on the set

of benchmarks tasks from IPC 2008 that we use. By contrast, our approach has been shown to

be very useful in tasks derived from diagnosis problems (see the discussion of related work in

Section 10.2).

Apart from Logistics, IPC domains that will serve as illustrating examples in this work in-

clude Blocksworld and Gripper, which we briefly explain below. Subsequently, we detail the

performance criterion used at IPC 2008 that will also be used in this thesis.
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Figure 2.6: A Gripper task.

Blocksworld. Tasks in the Blocksworld domain (IPC 2000) consist of rearranging towers of

blocks on a table using a robotic arm. The arm may only hold one block at a time. An example

task is depicted in Figure 2.5. Expressed in PDDL, the state variables describe whether the arm is

empty, and if not, which block it is holding; and for each block whether it is (a) lying on the table,

(b) held by the robotic arm, or (c) stacked on another block, and whether the block is “clear” or

has another block stacked on top of it. The actions are to use the arm for picking up or dropping a

block from or onto the table, respectively; stacking one block on top of another; or “unstacking” a

block from another (i. e., picking up a block that was stacked on another block).

Gripper. Tasks in the Gripper domain (IPC 1998) consist of transporting balls from one room

to a second room with the help of a two-armed robot. Each arm of the robot may hold only one

ball at a time. An example task is shown in Figure 2.6. State variables describe which room the

robot is in, and for each ball either which arm of the robot is holding it (if the ball is being carried)

or which room it is lying in (if it is not being carried). Actions are for the robot to pick up a ball

or drop a ball, either with its left or right arm, and to move between the two rooms. All balls are

typically located in the same room initially and need to be carried to the other room.

The IPC 2008 Performance Criterion. We will measure performance via a number of criteria

in this thesis, including coverage (the number of tasks solved from a given set) and plan quality.

In some cases it is furthermore desirable to use a ranking criterion that weighs the various per-

formance measures of interest against each other, allowing us to rank several planning systems

according to one measure. In particular, such an integrated performance criterion is useful when

no planner dominates the others consistently (e. g., if one planner solves the most tasks while an-

other planner produces the best plans). One integrated criterion is the performance score used

at IPC 2008. It combines coverage and plan quality by counting each unsolved task as 0, while

solved tasks count between 0 and 1 depending on the quality of the plan. These numbers are then

totalled for each planner over all benchmark tasks, and planners are ranked according to their total

score. In detail, a planner scores c∗/c for a solved task, where c is the cost of the plan found by the

planner and c∗ is the cost of the best known solution (e. g., a reference solution calculated by the

competition organisers, or the best solution found by any of the participating planners). The influ-

ence of coverage on the score depends on whether or not good reference results are available, as

we describe below. Nevertheless, the IPC 2008 performance score is a useful criterion for ranking

planners if we are interested in tallying both coverage and plan quality with one measure.
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For most tasks used at IPC 2008, reference results were generated manually or with domain-

specific solvers by the competition organisers, and we will use these reference results in our ex-

perimental evaluations. For tasks from previous IPCs no such reference results exist, so that we

will take the “best known solution” for these tasks to be the best solution delivered by any of the

planners we compare in a given experimental evaluation. This means that the planner producing

the best plan for a task is awarded the highest-possible score of 1 in that experiment, even though

better plans for that task might exist. This typically increases the influence of coverage on the

IPC score, since scores for solving a task are generally higher, and thus failure to solve a task has

worse relative impact if no reference plans exist. Between several planners that all solve a given

task, the lack of a reference plan may slightly skew results in favour of the planner that delivers

the best plan, exaggerating the differences between the planners. This effect is however smaller

than the impact of coverage described above.
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Finding Fact Landmarks and Disjunctive Landmarks

In this chapter we discuss methods for discovering landmarks. Section 3.1 describes previous

landmark-detection algorithms that work by either backchaining from the goals of the task or

propagating information forwards in a relaxed planning graph. In Section 3.2, we extend the

previous backchaining approaches and combine them with new techniques for finding and ordering

landmarks. Our approach finds disjunctive landmarks, detects additional fact landmarks via the

domain transition graphs of a planning task, and infers additional orderings. Section 3.3 contrasts

the numbers of landmarks found by our approach and the previous methods. This builds the basis

for the following chapter, where we introduce a method of using landmarks during planning, and

examine how the performance of our approach varies with the set of landmarks found.

3.1 Previous Landmark-Detection Methods

As mentioned previously, deciding whether a given formula is a landmark and deciding orderings

between landmarks are PSPACE-hard problems. Thus, practical methods for finding landmarks

are incomplete (they may fail to find a given landmark or ordering) or unsound (they may falsely

declare a formula to be a landmark, or determine a false ordering). Two types of approaches have

been proposed that find fact landmarks and disjunctive landmarks in polynomial time. We briefly

discuss these approaches below.

3.1.1 Backchaining from the Goals

Hoffmann, Porteous, and Sebastia (2004) propose an algorithm that extracts fact landmarks and

their orderings from the relaxed planning graph for a given task. We denote this algorithm by

LMHPS in the following. LMHPS proceeds in three stages. First, potential landmarks and orderings

are suggested by a fast candidate generation procedure. Second, a filtering procedure evaluates

a sufficient condition for landmarks on each candidate fact, removing those which fail the test

(though unsound orderings may remain). Third, reasonable and obedient-reasonable orderings

between the landmarks are derived. Here, we give a high-level overview of the first two stages,

adapted to SAS+ planning (LMHPS is based on the STRIPS formalism). The third stage is ex-

29
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plained in Section 3.1.3.

In general, landmarks can be generated from a set of known landmarks (e. g. the facts in the

goal) through backchaining. For example, if a fact B is a landmark that is not already true in the

initial state and all achievers of B (actions that have B as an effect) share a common precondition

A, then A is a landmark, too: since one of the achievers of B must occur in every plan, any

precondition for all achievers – in the following called a shared precondition – must be reached by

every plan. Unfortunately, with this strong condition few landmarks are usually found (Hoffmann

et al., 2004). Instead, we may restrict our attention to those actions which achieve B for the first

time. These so-called first achievers are actions that make B true and can be applied at the end of a

partial plan that has never made B true before. However, it is PSPACE-hard to determine the first

achievers of a landmark exactly (Hoffmann et al., 2004), so the candidate generation procedure of

LMHPS uses an approximation based on the relaxed planning graph.

LMHPS considers those actions to be first achievers of a landmark B that achieve B and first

appear in the relaxed planning graph one time step before B. However, it is possible that in a

given plan, B is first made true by an action that appears at the same time or after B in the relaxed

planning graph. This approximation may thus not capture all first achievers. In detail, the method

works as follows. For i > 0, let the set O′i contain precisely the actions which are applicable in

the relaxation after i steps, but not previously (i. e., the actions which are part of layer Oi but not

Oi−1 in the relaxed planning graph, see Section 2.2.2). Landmark candidates are then suggested as

follows: starting from a known landmark B which first appears in the relaxed planning graph in fact

layer S i, consider all actions in O′i−1 that achieve B. If these actions have a common precondition

A, then A is a landmark candidate which is ordered greedy-necessarily before B.

In addition, LMHPS finds further landmarks with a one-step look-ahead: it may happen that

the first achievers of a landmark B do not share a precondition, but that there is a fact A which is

in turn needed for the preconditions of the first achievers. Let the set of actions {a1, . . . , an} be the

set of first achievers of a landmark B, and let X := {L1, . . . , Ln} be facts s. t. Li ∈ pre(ai) – i. e.,

each Li is part of the precondition for ai. Then X is a disjunctive landmark since one of the facts

in X needs to occur in every plan. While LMHPS does not record such disjunctive landmarks, they

are used as intermediaries for finding fact landmarks: if the union of all first achievers of the facts

in X share a precondition A, then A is a landmark that must occur (at least) two steps before B. To

avoid having to test an exponential number of such intermediaries, LMHPS only considers sets X

where all facts share the same predicate symbol in the original PDDL representation (see Section

2.1 for a brief description of PDDL).

Due to the approximation of first achievers within the candidate generation procedure, there

is no guarantee that the generated candidates are landmarks. Therefore, the filtering procedure in

the second stage applies a sufficient criterion to eliminate non-landmarks. Each fact A is tested by

removing all achievers of A from the original task and then checking whether the resulting task

still has a relaxed solution. If not, then A is indeed critical to the solution of the original task

and is thus guaranteed to be a landmark. Otherwise, the candidate A is rejected. We remark that
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this pruning criterion guarantees that LMHPS only generates true landmarks; however, landmark

orderings are not pruned, and there is no soundness guarantee for them.

3.1.2 The Possibly-Before Criterion

Porteous and Cresswell (2002) propose a different approximation for the set of first achievers of

B that considers more actions and guarantees the correctness of the found landmarks and order-

ings. Rather than building the relaxed planning graph using all actions and stopping when B first

occurs, any achiever of B is left out during the construction of the graph. The fixpoint layer of

this restricted relaxed planning graph represents an over-approximation of the set of facts that

can be achieved before B in the planning task; we denote it by pb(B) (for possibly before). Any

action that achieves B and is applicable given pb(B) qualifies as being possibly applicable before

B in the original task and is called a possible first achiever in the following. By taking the inter-

section over the shared preconditions of these possible first achievers, the approach may consider

too many achievers and miss out on some landmarks. However, since any action that is indeed

applicable before B in the original task will be contained in the set of possible first achievers, this

approach guarantees the correctness of the found landmarks. This means there is no need for a

subsequent filtering procedure as in LMHPS and no unsound orderings will be generated. Porteous

and Cresswell furthermore retain the disjunctive landmarks found by the backchaining procedure

rather than using them only as intermediaries like LMHPS does.

3.1.3 Finding Reasonable and Obedient-Reasonable Orderings

When the backchaining method for landmark discovery has finished, Hoffmann et al. (2004) in-

troduce reasonable and obedient reasonable orderings (see Definition 2.8) between the found

landmarks. These types of orderings are not always sound, but improve planning performance in

practice (Hoffmann et al., 2004).

There is a reasonable ordering L →r L′ between two (distinct) fact landmarks L and L′ if it

holds that (a) L′ must be true at the same time or after first achieving L, and (b) achieving L′

before L would require making L′ false again to achieve L. Hoffmann et al. (2004) approximate

both (a) and (b) with sufficient conditions. In the case of (a), they test if L′ ∈ s? or if the preceding

backchaining method has found a chain of greedy-necessary orderings between landmarks L =

L1 →gn . . .→gn Ln, with n > 1, Ln−1 , L′ and a greedy-necessary ordering L′ →gn Ln. (Note that

this could be generalised to chains of natural orderings, but all the orderings found by Hoffmann

et al. are greedy-necessary.) For (b) they check whether (i) L and L′ are inconsistent, i. e. mutually

exclusive, or (ii) all actions achieving L have an effect that is inconsistent with L′, or (iii) there is a

landmark L′′ inconsistent with L′ with the ordering L′′ →gn L. To detect inconsistencies between

facts they use a sound but incomplete method by Fox and Long (1998).

In a second pass, obedient-reasonable orderings are added. This is done using the same method

as above, except that now reasonable orderings are used in addition to greedy-necessary orderings
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to derive the fact that a landmark L′ must be true after a landmark L. Finally, Hoffmann et al.

use a simple greedy algorithm to break possible cycles due to reasonable and obedient-reasonable

orderings in the landmark graph. The algorithm first removes obedient-reasonable orderings that

contribute to cycles. Then it removes reasonable orderings until no cycles remain.

3.1.4 Forward Propagation in the Relaxed Planning Graph

Zhu and Givan (2003) propose a technique for finding causal fact landmarks by propagating infor-

mation about “necessary predecessors” forward in a relaxed planning graph. The algorithm works

by associating with each action or fact node at every level of the graph a label consisting of the

set of facts that must be made true (added) in order to reach it. In the first level of the graph, each

initial state fact is associated with a label containing only itself. The labels of the nodes appearing

at following levels are obtained by combining the labels of the nodes in previous layers in two

different ways:

• The label for an action node a at level i is the union of the labels of all its preconditions at

level i − 1.

• The label for a fact node f at level i is the intersection of the labels of all action nodes adding

it at level i − 1 (possibly including no-op actions), plus the fact itself.

Intuitively, these rules state that for a fact f to be a landmark for an action a, it is sufficient

that f be a landmark for some precondition of a, and that for a fact f to be a landmark for another

fact f ′ at a given level, either f = f ′ or f must be a landmark for all action nodes that can achieve

f ′ at that level.

Given these propagation rules, the label associated with a fact or action node at any level i is

a superset of the set of causal landmarks for this fact or action in Π+. If the graph construction

continues until a fixpoint is reached, i. e. until no further changes occur in the node labels from

layer to layer, the landmarks for the goal nodes in the last layer form the complete set of causal

landmarks for the relaxed task (Zhu and Givan, 2003). In addition to propagating facts in the

labels, actions may be propagated in an analogous manner to derive action landmarks for the task.

3.2 Finding Landmarks for SAS+ Planning

We propose an algorithm for finding fact landmarks and disjunctive landmarks that is partly based

on the backchaining methods mentioned above, adapting them to the SAS+ setting. In addition,

our algorithm exploits the SAS+ representation by using domain transition graphs to find further

landmarks. As a result, it generally finds more landmarks and orderings than previous approaches.

All landmarks we discussed earlier for the example task in Figure 1.1 were facts (see the par-

tial landmark graph in Figure 2.4). However, more complex landmarks may be required in larger

tasks. Consider an extended version of the example, where the city on the right has two airports,
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Figure 3.1: An extended Logistics task: transport the box from location B to F.

box at B

box in truck1

truck1 at B

truck1 at D

truck1 at C

box at Cplane1 at C ∨ plane2 at C

box in plane1 ∨ box in plane2

box at F

Figure 3.2: Partial landmark graph for the example task shown in Figure 3.1. Bold arcs represent natural
orderings, dashed arcs represent reasonable orderings.
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and there are multiple planes and trucks, as depicted in Figure 3.1. The previous landmark L1 =

“box is at C” is still a landmark in our extended example. However, L2 = “box is in plane” has no

corresponding fact landmark in this task, since neither “box is in plane1” nor “box is in plane2” is

a landmark. The disjunction “box is in plane1 ∨ box is in plane2”, however, is a disjunctive land-

mark. A partial landmark graph with disjunctive landmarks for our extended example is shown in

Figure 3.2. While we will show in the next chapter that the use of disjunctive landmarks improves

planning performance, compared to using only fact landmarks, more complex landmarks intro-

duce additional difficulty both with regard to their detection and their handling during planning.

The method discussed here is thus only concerned with fact landmarks and disjunctive landmarks,

rather than general propositional formulas. Chapter 9 discusses the trade-off between information

gain and computational complexity for conjunctive landmarks. Fast methods for finding other,

more complex types of landmarks are an interesting topic of future work.

Next, we discuss the various components of our method for finding SAS+ landmarks in de-

tail. High-level pseudo-code for our algorithm, containing the steps described in the following

sections 3.2.1–3.2.4, is shown in Algorithm 3.1 on page 36.

3.2.1 Backchaining Using Possible First Achievers

The backchaining part of our algorithm is similar to LMHPS (see Section 3.1.1), but uses the

possibly-before criterion (see Section 3.1.2) to ensure that only sound orderings are found. Instead

of the one-step look-ahead that LMHPS performs to find further landmarks, we opt for the more

general approach to admit disjunctive landmarks. Like LMHPS we create disjunctive sets of facts

from the preconditions of first achievers of a landmark B such that a set contains one precondition

fact from each first achiever of B. Like LMHPS, we require that all facts must stem from the same

predicate symbol. Furthermore, we discard any fact sets of size greater than four (though we found

this restriction to have little impact compared to the predicate restriction). Each set A found this

way is then recorded as a disjunctive landmark and ordered greedy-necessarily before B. If B is a

disjunctive landmark, then the first achievers of B are those actions which achieve one of the facts

in B.

3.2.2 Landmarks via Domain Transition Graphs

An additional cheap and easy way of extracting more landmarks is offered by the SAS+ represen-

tation using domain transition graphs (DTGs; see Def. 2.3). Given a fact landmark B = {v 7→ l}

that is not part of the initial state s0, consider the DTG of v. The nodes of the DTG correspond to

the values that can be assigned to v, and the arcs to the possible transitions between them. If there

is a node l′ that occurs on every path from the initial state value s0(v) to the landmark value l, then

that node corresponds to a landmark value l′ of v: We know that every plan achieving B requires

that v takes on the value l′, hence the fact A = {v 7→ l′} is a landmark that can be naturally ordered

before B. To find these kinds of landmarks, we iteratively remove one node from the DTG and test
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Figure 3.3: Domain transition graph for the location of the box in our extended example (Figure 3.1).

with a simple graph algorithm whether s0(v) and l are still connected – if not, the removed node

corresponds to a landmark. We further improve this procedure by removing, as a preprocessing

step, all nodes for which we know that they cannot be true before achieving B, namely the nodes

that are not in pb(B) (see Section 3.1.2). Removing these nodes may decrease the number of paths

reaching B and may thus allow us to find more landmarks.

Consider again the landmark graph of our extended example, shown in Figure 2.4. Most of its

landmarks and orderings can be found via the backchaining procedure described in the previous

section, because the landmarks are direct preconditions for achieving their successors in the graph.

There are two exceptions: “box in truck1” and “box at C”. These two landmarks are however found

with the DTG method. The DTG in Figure 3.3 immediately shows that the box location must take

on both the value t1 and the value C on any path from its initial value B to its goal value F.

3.2.3 Additional Orderings from Relaxed Planning Graphs

For a given landmark ψ, the set pb(ψ) can be used to derive additional orderings. Any landmark χ

that is not in this set cannot be reached before ψ, and we can thus introduce a natural ordering ψ→

χ. Note that the computation of pb(ψ) via the restricted relaxed planning graph of ψ as described

in Section 3.1.2 can be easily generalised to disjunctive landmarks. For efficiency reasons, we

construct the restricted relaxed planning graph of ψ only once (line 18 in Algorithm 3.1), i. e.,

when needed to find possible first achievers of ψ during the backchaining procedure. We record

potential orderings between ψ and all facts that are not in pb(ψ) (line 30). For all such facts F that

are later recognised to be landmarks, we then introduce the ordering ψ→ F (line 31).

3.2.4 Overlapping Landmarks

Due to the iterative nature of the algorithm it is possible that we find disjunctive landmarks for

which at least one of the facts is already known to be a fact landmark. In such cases, we let fact

landmarks take precedence over disjunctive ones, i. e., when a disjunctive landmark is discovered

that includes an already known fact landmark, we do not add the disjunctive landmark. Con-

versely, as soon as a fact landmark is found that is part of an already known disjunctive landmark,
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Global variables:
Π = 〈V, s0, s?,O,C〉 . Planning task to solve
LG = 〈L,O〉 . Landmark graph of Π

queue . Landmarks to be back-chained from

1: function add landmark and ordering(ϕ, ϕ→x ψ)
2: if ϕ is a fact and ∃χ ∈ L : χ . ϕ and ϕ |= χ then . Prefer fact landmarks
3: L← L \ {χ} . Remove disjunctive landmark
4: O← O \ { (ϑ→x χ), (χ→x ϑ) | ϑ ∈ L } . Remove obsolete orderings
5: if ∃χ ∈ L : χ . ϕ and var(ϕ) ∩ var(χ) , ∅ then . Abort on overlap
6: return
7: if ϕ < L then . Add new landmark to graph
8: L← L ∪ {ϕ}
9: queue← queue ∪ {ϕ}

10: O← O ∪ {ϕ→x ψ} . Add new ordering to graph

11: function identify landmarks
12: LG← 〈s?, ∅〉 . Landmark graph starts with all goals, no orderings
13: queue← s?
14: add orders← ∅ . Additional orderings (see Section 3.2.3)
15: while queue , ∅ do
16: ψ← pop(queue)
17: if s0 6|= ψ then
18: RRPG← the restricted relaxed plan graph for ψ
19: preshared ← shared preconditions for ψ extracted from RRPG
20: for ϕ ∈ preshared do
21: add landmark and ordering(ϕ, ϕ→gn ψ)

22: predisj ← disjunctions covering preconditions for ψ given RRPG
23: for ϕ ∈ predisj do
24: if s0 6|= ϕ then
25: add landmark and ordering(ϕ, ϕ→gn ψ)

26: if ψ is a fact then
27: prelookahead ← find landmarks from DTG of the variable in ψ
28: for ϕ ∈ prelookahead do
29: add landmark and ordering(ϕ, ϕ→ ψ)
30: add orders← add orders ∪ {ψ→ F | F never true in RRPG}
31: add further orderings between landmarks from add orders

Algorithm 3.1: Identifying landmarks and orderings via backchaining, domain transition graphs and re-
stricted relaxed planning graphs.
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Hoffmann et al. Zhu & Givan New detection method (RHW)
Domain LMs Orderings LMs Orderings LMs (Disj./DTG) Orderings

Airport (50) 42614 294965 37156 73850 38203 (1014/7287) 1459285
Depot (22) 1420 4937 1240 2629 1440 (159/179) 6961
Freecell (80) 8448 38809 7855 13700 7716 (0/2834) 95330
Gripper (20) 960 1400 960 1380 1420 (460/460) 2780
Logistics 1998 (35) 2374 5261 2177 1965 2909 (732/1230) 8167
Miconic Simple ADL (150) 6583 8676 10045 11469 6583 (0/80) 10762
MPrime (35) 199 159 132 92 164 (44/51) 198
Rovers (40) 2827 1946 1565 785 2338 (379/2) 2095
Schedule (150) 8572 6508 7555 5491 11530 (0/2958) 9466
Total 121056 433977 153370 345515 140630 (4977/19052) 2104220

Table 3.1: Numbers of landmarks and orderings found by various landmark-detection methods. For the
new method, numbers in parentheses indicate disjunctive landmarks and landmarks found by the domain
transition graph method, respectively. Bold results indicate largest number of landmarks/orderings found in
a given domain across the three approaches. Totals (last row) are across all domains from the International
Planning Competitions 1998–2006 except for the trivial Movie domain.

we discard the disjunctive landmark including its orderings1 and add the fact landmark instead. To

keep the procedure and the resulting landmark graph simple, we furthermore do not allow land-

marks to overlap. Whenever some fact from a newly discovered disjunctive landmark is also part

of some already known landmark, we do not add the newly discovered landmark. All these cases

are handled in the function add landmark and ordering (lines 1– 10).

3.2.5 Reasonable and Obedient-Reasonable Orderings

As a post-processing step, we introduce reasonable and obedient reasonable orderings in a very

similar way to Hoffmann et al. (see Section 3.1.3). One difference between their approach and

ours is that we also make use of the natural orderings we find when approximating whether one

landmark must be true after (or at the same time) as another. Furthermore, we use a different

method for deriving inconsistencies between facts. Inconsistencies can be identified very easily in

the SAS+ representation if the facts are of the form v 7→ d and v 7→ d′, i. e., if they map the same

variable to different values. In addition, our implementation based on the Fast Downward plan-

ner uses the groups of inconsistent facts that Fast Downward computes while translating PDDL

input into a SAS+-based representation (Helmert, 2006, 2009). Thirdly, our method for breaking

cycles is slightly different in that it considers each cycle only once, removing obedient-reasonable

orderings rather than reasonable orderings in each cycle whenever possible.

3.3 Evaluation and Discussion

We contrast our technique for finding landmarks with the LMHPS approach by Hoffmann et al. and

the forward-propagating method by Zhu and Givan that we denote by LMZG. Our approach will

1 Note that an ordering {F,G} → ψ neither implies F → ψ nor G → ψ in general. Conversely, ϕ → {F,G} neither
implies ϕ→ F nor ϕ→ G.
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be referred to as LMRHW, or short RHW, in later chapters of this thesis, denoting the authors of

the article where these results were first published (Richter, Helmert, and Westphal, 2008).

Table 3.1 shows the number of landmarks and orderings for the three approaches in some

example domains, and summed up over all domains of the International Planning Competitions

1998–2006 except for the trivial Movie domain. None of the landmark-finding approaches domi-

nates the others consistently: for each approach, there is a domain where it finds more landmarks

than the others. The LMZG procedure only detects causal landmarks and often finds fewer land-

marks and orderings than the other two methods; for example, this is the case in the Airport

domain. Our detection method finds slightly more landmarks than LMHPS on average. This is

mainly due to disjunctive landmarks and landmarks found via domain transition graphs. LMHPS

finds more fact landmarks than we do by backchaining, but at the expense of possibly introduc-

ing incorrect orderings. When looking at orderings, we find that our approach finds many more

orderings than both other approaches.

Note that all methods discussed here find only landmarks that correspond to landmarks in the

delete-relaxation of the given task. For the backchaining methods this is due to the approximation

of first achievers with the relaxed planning graph. Similarly, LMZG relies on the relaxed planning

graph for its landmark detection. When considering domain transition graphs, note that an edge

from d to d′ exists in the DTG of variable v if there exists an action that could possibly change the

value of v from d to d′, irrespective of whether or not a state can be reached where that action is

applicable. Any landmark found via the DTG method thus also corresponds to a landmark in the

delete relaxation for the task. This remains true even if our method removes nodes from the DTG,

as we only remove nodes that are not even relaxed reachable before the target node. In Chapter 9,

we introduce a method for finding landmarks that are not delete-relaxation landmarks.

Finally, some remarks on runtime. Computing landmarks is usually very inexpensive, as re-

laxed planning graphs can be built in linear time. For most tasks, landmark computation time is

below one second on our benchmark set. Therefore, overall runtime is dominated by the subse-

quent planning time for all but the simplest planning tasks.
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Using Landmarks as a Heuristic

Having discussed how to find landmarks in the previous chapter, we now look at ways of exploit-

ing them in planning. In Section 4.1, we review existing approaches, with the most successful

method using landmarks as subgoals in decomposed planning tasks. In Section 4.2, we propose an

approach that uses landmarks to derive a pseudo-heuristic, which can be usefully combined with

other heuristics to improve planning performance. Section 4.3 evaluates our method experimen-

tally, showing that it leads to improved coverage and better solution quality, compared to both the

previous method of using landmarks as subgoals and to a base planner not using landmarks.

4.1 Previous Methods for Using Landmarks

For exploiting landmarks during search, Hoffmann et al. (2004) propose a procedure that decom-

poses the planning task into smaller subtasks by making the landmarks intermediary goals. Instead

of searching for the goal of the task, this approach iteratively aims to achieve a landmark that is

minimal with respect to the orderings. We will denote this procedure by LMlocal.

In detail, LMlocal first builds a landmark graph (with landmarks as vertices and orderings as

arcs). Possible cycles are broken by removing some arcs. The sources S of the resulting directed

acyclic graph are handed over to a base planner as a disjunctive goal, and a plan is generated to

achieve one of the landmarks in S . This landmark, along with its incident arcs, is then removed

from the landmark graph, and the process repeats from the end state of the generated plan. Once

the landmark graph becomes empty, the base planner is asked to generate a plan to the original

goal. (Note that even though all goal facts are landmarks and were thus achieved previously, they

may have been violated again.)

As a base planner for solving the subtasks any planner can be used; Hoffmann et al. exper-

imented with FF. They found that the decomposition into subtasks can lead to a more directed

search, solving larger instances than classical FF in many domains. However, they also observed

that solutions were often longer than those produced by classical FF, as the disjunctive search

control can frequently switch between different parts of the task which may have destructive inter-

actions. Sometimes this even leads to dead ends, so that LMlocal fails on solvable tasks.

In an extension to this work, Sebastia et al. (2006) employ a refined preprocessing technique

39
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that groups landmarks into consistent sets minimising the destructive interactions between the

sets. Taking these sets as intermediary goals, they avoid the increased plan length. However, the

preprocessing is computationally expensive and may take longer than solving the original problem.

Zhu and Givan (2003) use the causal fact landmarks and action landmarks to estimate the goal

distance of a given state. To this end, they treat each fact landmark as a virtual action (a set of

actions that can achieve the fact landmark) and obtain a distance estimate by bin packing. The

items to be packed into bins are the real landmark actions (singletons) and virtual actions, where

each bin may only contain elements such that a pairwise intersection of the elements is non-empty.

Zhu and Givan employ a greedy algorithm to estimate the minimum number of bins and use this

value as a distance estimate. Their experimental results are preliminary, however, and do not

demonstrate a significant advantage over the FF planner.

4.2 The Landmark Heuristic

Our aim is to incorporate landmark information into a search for the original goal of the planning

task. For this purpose, it is desirable to be able to smoothly integrate the landmark information

with other useful heuristics.

A straightforward way of using landmark information for search is to approximate the goal

distance of a state s by the estimated number of landmarks that still need to be achieved from s

onwards. Given a path (i. e., a sequence of states) π to s, these landmarks are given by

L(s, π) B
(
L \ Accepted(s, π)

)
∪ ReqAgain(s, π)

where L is the set of all discovered landmarks, Accepted(s, π) is the set of accepted landmarks,

and ReqAgain(s, π) is the set of accepted landmarks that are required again, with the following

definitions based on a given landmarks graph (L,O):

Accepted(s, π) B


{
ψ ∈ L | s |= ψ and @(ϕ→x ψ) ∈ O

}
π = 〈〉

Accepted(s0[π′], π′) ∪
{
ψ ∈ L | s |= ψ π = π′; 〈o〉

and ∀(ϕ→x ψ) ∈ O : ϕ ∈ Accepted(s0[π′], π′)
}

ReqAgain(s, π) B
{
ϕ ∈ Accepted(s, π) | s 6|= ϕ

and
(
s? |= ϕ or ∃(ϕ→gn ψ) ∈ O : ψ < Accepted(s, π)

) }
A landmark ϕ is first accepted in a state s if it is true in that state, and all landmarks ordered

before ϕ are accepted in the predecessor state from which s was generated. Once a landmark has

been accepted, it remains accepted in all successor states. For the initial state, accepted landmarks

are all those that are true in the initial state and do not have any predecessors in the landmark

graph. An accepted landmark ϕ is required again if it is not true in s and (a) it forms part of the

goal or (b) it must be true directly before some landmark ψ (i. e., ϕ→gn ψ) where ψ is not accepted
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in s. In the latter case, since we know that ψ must still be achieved and ϕ must be true in the time

step before ψ, it holds that ϕ must be achieved again. The number |L(s, π)| is then the heuristic

value assigned to state s. Pseudo-code for the heuristic is given in Algorithm 4.1.

Global variables:
Π = 〈V, s0, s?,O,C〉 . Planning task to solve
LG = 〈L,O〉 . Landmark graph of Π

Accepted . Landmarks accepted in states evaluated so far

function lm count heuristic(s, π)
if π = 〈〉 then . Initial state

Accepted(s, π)←
{
ψ ∈ L | s0 |= ψ and @(ϕ→x ψ) ∈ O

}
else

π′ ← 〈o1, . . . , on−1〉 for π = 〈o1, . . . , on〉

parent ← s0[π′] . Accepted(parent, π′) has been calculated before
Reached ← {ψ ∈ L | s |= ψ and ∀(ϕ→x ψ) ∈ O : ϕ ∈ Accepted(parent, π′) }
Accepted(s, π)← Accepted(parent, π′) ∪ Reached

NotAccepted ← L \ Accepted(s, π)
ReqGoal← {ϕ ∈ Accepted(s, π) | s 6|= ϕ and s? |= ϕ }

ReqPrecon← {ϕ ∈ Accepted(s, π) | s 6|= ϕ and
∃ψ : (ϕ→gn ψ) ∈ O ∧ ψ < Accepted(s, π) }

return |NotAccepted ∪ ReqGoal ∪ ReqPrecon|

Algorithm 4.1: The landmark-count heuristic.

The landmark heuristic will assign a non-zero value to any state that is not a goal state, since

goals are landmarks that are always counted as required again per condition (a) above. However,

the heuristic may also assign a non-zero value to a goal state. This happens if plans are found

that do not obey the reasonable orderings in the landmark graph, in which case a goal state may

be reached without all landmarks being accepted.1 Hence, we need to explicitly test states for the

goal condition in order to identify goal states.

Note that |L(s, π)| is not a proper state heuristic in the usual sense, as its definition depends

on the way s was reached during search. Nevertheless, it can be used like a heuristic in greedy

best-first search. For simplicity, we use the term landmark heuristic for this landmark “pseudo-

heuristic”.

Simply using pure landmark counting, as outlined above, in greedy best-first search already

leads to good results in some cases, though it is not competitive with established heuristics such

as the FF heuristic. The results can be substantially improved by combining landmark counting

with other heuristics (via the multi-queue method), and by using preferred operators. We take

an action to be a preferred operator in a state if applying it achieves an acceptable landmark in

the next step, i. e., a landmark whose predecessors have already been accepted. If no acceptable
1In the special case where ϕ →r ψ and ϕ and ψ can become true simultaneously, we could avoid this by accepting

both ϕ and ψ at once (Buffet and Hoffmann, 2010), or we could modify our definition of reasonable orderings such that
ϕ→r ψ does not hold unless ψ must become true strictly after ϕ. The general problem that goal states may be assigned
a non-zero value, however, still persists even with these modifications.
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landmark can be achieved within one step, the preferred operators are those actions which occur

in a relaxed plan to the nearest acceptable fact landmark. This nearest landmark can be computed

via a relaxed exploration, using a generalised Dijkstra shortest-path algorithm (see Section 2.2.2),

and determining the earliest occurrence of an acceptable landmark in this structure. A relaxed plan

to this landmark is then extracted, and the actions in this plan form preferred operators if they are

applicable in the current state.

In the next section, we evaluate our new technique for using landmarks – a heuristic search

using the landmark heuristic in combination with other heuristics and with preferred operators –

on standard benchmark tasks.

4.3 Evaluation

We evaluate our proposed method on all planning tasks from the International Planning Compe-

titions 1998–2006 except the trivial Movie domain. Since our approach is not cost-sensitive, the

cost-based tasks from IPC 2008 were not used in this evaluation (see Section 2.4). In all experi-

ments, the time and memory limits are 30 minutes and 3 GB respectively for each task, running

on a 2.66 GHz Intel Xeon CPU. As a framework, we use the Fast Downward planner that al-

ready contains the functionality to combine various heuristics and to use preferred operators (see

Section 2.2.3).

Since the detection method for landmarks is orthogonal to their usage during search, and

furthermore search algorithms using landmarks can be combined with different base planners, we

can vary three independent dimensions. In order to keep the number of configurations manageable,

we conduct two different experiments, with one of the three dimensions fixed in each of them.

4.3.1 Comparing Usages for Landmarks

In the first experiment, we compare our new method for using landmarks as a heuristic (heur) to a

base planner not using landmark information (base) and to the local search algorithm by Hoffmann

et al. (local), where landmarks are used to decompose the task and the base planner is used for

each subtask. We perform this comparison with three different heuristics in the base planner,

namely the FF/add heuristic, causal graph heuristic, and a “blind” heuristic assigning 1 to non-goal

states and 0 to goal states. The base planner conducts a greedy best-first search with preferred

operators and deferred evaluation as implemented in Fast Downward (see Algorithm 6.1). In

this experiment, we keep the landmark detection method fixed. Specifically, we use the LMHPS

algorithm by Hoffmann et al. (2004) (see Chapter 3) for finding landmarks. Preferred operators are

used in all applicable cases (i. e., whenever a non-blind heuristic is used), and reasonable orderings

are used in all configurations using landmarks.

Table 4.1 shows the percentage of tasks solved by each algorithm in each domain. With all

three base planners, the approach using the landmark heuristic outperforms the other two alterna-

tives (base and local). The results show that the landmark heuristic can be beneficially combined
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FF heuristic CG heuristic blind heuristic
Domain base local heur base local heur base local heur

Airport (50) 72 32 64 46 20 48 34 10 64
Assembly (30) 100 97 100 10 20 83 0 0 7
Blocks (35) 100 100 100 100 100 100 43 69 100
Depot (22) 86 100 95 45 18 100 9 82 95
Driverlog (20) 100 100 100 100 100 100 25 70 100
Freecell (80) 95 80 98 89 60 98 16 66 98
Grid (5) 100 100 100 80 100 100 20 80 100
Gripper (20) 100 100 100 100 100 100 25 100 100
Logistics 1998 (35) 94 100 100 100 100 100 6 29 97
Logistics 2000 (28) 100 100 100 100 100 100 36 100 100
Miconic (150) 100 100 100 100 100 100 27 100 100
Miconic Full ADL (150) 91 91 90 89 91 90 41 43 42
Miconic Simple ADL (150) 100 100 100 100 100 100 37 100 100
MPrime (35) 89 80 97 100 100 100 37 49 86
Mystery (30) 53 53 57 57 57 60 37 43 53
Openstacks (30) 100 100 100 70 23 100 23 70 100
Optical Telegraphs (48) 4 8 4 2 0 6 2 8 100
Pathways (30) 93 100 97 23 27 100 13 17 100
Philosophers (48) 96 67 100 100 10 100 8 10 73
Pipesworld Notankage (50) 84 78 88 48 38 84 22 56 78
Pipesworld Tankage (50) 78 58 86 28 26 64 12 30 66
PSR Large (50) 64 66 64 64 64 62 20 22 64
PSR Middle (50) 100 100 100 100 100 100 50 54 100
PSR Small (50) 100 100 100 100 100 100 94 96 100
Rovers (40) 100 100 100 80 65 100 10 43 100
Satellite (36) 97 97 97 97 97 97 11 22 97
Schedule (150) 99 61 100 99 67 100 7 25 94
Storage (30) 63 63 60 67 70 63 40 50 57
TPP (30) 100 100 100 77 77 100 17 77 100
Trucks (30) 40 3 40 30 3 30 13 7 23
Zenotravel (20) 100 100 100 100 100 100 35 90 100
Averaged over domains 87 82 88 74 66 87 25 52 84

Table 4.1: Percentage of tasks solved using three different base planners (FF/add heuristic, causal graph
heuristic, blind heuristic) and three different methods for using landmarks (base planner using no landmarks,
Hoffmann et al.’s LMlocal algorithm, the landmark heuristic). Bold results indicate better performance
than the other two methods for a given base planner and domain. In all cases, Hoffmann et al.’s LMHPS

algorithm was used for detecting landmarks and orderings. (Total number of tasks in each domain is shown
in parentheses after the domain name in all tables.)
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FF heuristic
Domain base heur

Airport (50) 6 2
Depot (22) 0 2
Freecell (80) 1 3
Logistics 1998 (35) 0 2
Miconic Full ADL (150) 2 0
MPrime (35) 0 3
Mystery (30) 0 1
Pathways (30) 1 2
Philosophers (48) 0 2
Pipesworld Notankage (50) 0 2
Pipesworld Tankage (50) 1 5
Schedule (150) 0 1
Storage (30) 1 0
Total 12 25

Table 4.2: Comparing the number of tasks solved exclusively by the FF/add-heuristic base planner and
the landmark heuristic approach, respectively. An entry of n for a given approach and domain means that
the approach solved n tasks in this domain that the other approach did not solve. Domains where both
approaches solved the same set of tasks are not shown.

with a base heuristic: when using the FF/add or causal graph heuristic, the results are signifi-

cantly better than with the blind heuristic. However, heur still performs well even with the blind

heuristic, demonstrating that the landmark heuristic is powerful in itself. In contrast, the local

landmarks search algorithm, when used in conjunction with the FF/add or causal graph heuristic,

is worse than the base planner on average. This is mostly due to the incompleteness of the LMlocal

approach that is prone to getting stuck in dead ends.

Overall, the best results are achieved when using our landmark technique in combination with

the FF/add heuristic. The average difference of 1 percentage point between the combination of the

landmark heuristic with the FF/add heuristic on the one side and the base planner using only the

FF/add heuristic on the other (see the last row of the table) may not seem big at first, but we note

that in 10 of the 31 domains, using landmarks leads to more problems being solved than in the

base planner, while the converse is only true in 3 domains. Over all domains, there are 25 tasks

solved by heur but not base and 12 tasks solved by base but not heur. A detailed comparison is

shown in Table 4.2.

In this experiment, we did not vary the method of detecting landmarks. We have also run our

search algorithm heur with landmarks from alternative detection methods, namely the one pro-

posed by Zhu and Givan (2003) and our new method for SAS+ planning introduced in Chapter 3.

We do not report detailed results here, as the average results are very similar to the landmark de-

tection method by Hoffmann et al. In particular, the same average coverage is achieved for all

configurations using the FF/add heuristic as a base, while average results for other base planners

vary by up to one percentage point.
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However, the three approaches have slightly different strengths and weaknesses. For example,

Table 4.1 (presenting results for the landmark detection method of Hoffmann et al.) shows that in

the Airport domain and using the FF/add heuristic in the base planner, the base configuration (no

landmarks) solves 72% of the tasks, while the heur configuration (using the landmark heuristic)

only solves 64%. Hence, we do not seem to find useful landmarks in this domain. Using Zhu and

Givan’s landmarks, however, heur solves 80% of the Airport tasks, a considerable improvement

over the baseline (see also Figure 4.1). In the Philosophers domain, on the other hand, Table 4.1

shows that heur solves all tasks, while using Zhu and Givan’s landmarks reduces the success rate

to 75%.

4.3.2 Comparing Landmark-Detection Methods

Interestingly, the performance differences between the landmark detection approaches in our ex-

periment cannot be explained purely by the number of landmarks and/or orderings found. Con-

sider again Table 3.1 in Chapter 3, which shows the number of landmarks and orderings for the

three approaches. Zhu and Givan’s LMZG procedure finds fewer landmarks and orderings than the

other two methods in the Airport domain. At the same time, it leads to the best success rate of the

three approaches in this domain.

This is not necessarily due to the fact that LMZG computes only causal landmarks (as one

might assume that non-causal landmarks could be harmful). In Chapter 9, we discuss that even

when considering only causal landmarks, it is possible that larger sets of landmarks lead to worse

heuristic quality. Furthermore, this holds even in the case where the smaller set of landmarks is a

subset of the larger set (unless optimal cost partitioning is used, see Chapter 9). Here, we simply

note that the sets found by the various detection methods are not necessarily subsets of each other,

and that the informativeness of a set of landmarks depends not just on its size, but also on the

landmarks found. However, if we assume that none of the detection procedures finds generally

“better” landmarks than the others, we can typically expect larger sets of landmarks to lead to

better planning performance.

Our detection technique finds slightly more landmarks than LMHPS on average, and many

more orderings than both other approaches. While this does not affect the average number of tasks

solved, it does make a difference in terms of plan quality, i. e., the length of the solution plans

found.

To highlight this issue, Table 4.3 contains a comparison of plan lengths for various combina-

tions of landmark detection and search procedures.2 In this second experiment, we always use

the FF/add heuristic in the base planner, since this produced the highest success rate in the first

experiment. Each column compares the base planner (without landmarks) to a different planner

configuration that makes use of landmarks. As expected, the local search algorithm by Hoffmann

et al. typically leads to significantly longer plans than the base planner. (For local, we only show

2The results shown here vary slightly from the ones published earlier (Richter et al., 2008), as we use the more
appropriate geometric mean, rather than the arithmetic mean, to compute the average plan length ratios here.
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Domain local-HPS heur-HPS heur-ZG heur-RHW
Airport (50) 1.05 0.98 0.98 0.99
Assembly (30) 0.99 1.00 0.98 1.00
Blocks (35) 1.11 0.87 0.95 0.82
Depot (22) 0.79 0.93 0.78 0.78
Driverlog (20) 0.97 0.94 0.95 0.94
Freecell (80) 1.11 1.04 1.19 1.11
Grid (5) 1.04 1.02 1.03 0.92
Gripper (20) 1.07 1.04 1.00 0.77
Logistics 1998 (35) 1.05 0.99 1.02 0.97
Logistics 2000 (28) 1.13 1.01 1.03 1.01
Miconic (150) 0.92 0.83 0.98 0.82
Miconic Full ADL (150) 1.00 0.99 1.06 1.03
Miconic Simple ADL (150) 1.28 1.04 0.91 1.03
MPrime (35) 1.00 0.91 0.91 0.91
Mystery (30) 0.94 0.91 0.91 0.87
Openstacks (30) 1.03 1.03 1.02 1.02
Optical Telegraphs (48) 1.00 1.00 1.00 1.00
Pathways (30) 1.01 0.99 1.00 1.00
Philosophers (48) 1.24 1.02 1.01 1.02
Pipesworld Notankage (50) 1.06 0.96 0.95 0.97
Pipesworld Tankage (50) 1.05 0.99 1.09 0.94
PSR Large (50) 0.94 0.97 0.98 1.00
PSR Middle (50) 0.94 0.97 0.99 1.02
PSR Small (50) 1.04 1.01 1.00 1.00
Rovers (40) 0.98 0.98 0.98 0.98
Satellite (36) 0.93 0.89 0.92 0.93
Schedule (150) 0.96 0.91 0.95 0.91
Storage (30) 1.39 1.16 1.01 1.19
TPP (30) 1.31 0.97 0.97 0.98
Trucks (30) 1.10 1.00 1.01 1.00
Zenotravel (20) 1.13 1.03 1.03 0.99
Averaged over domains 1.04 0.98 0.98 0.96

Table 4.3: Plan length comparison. Each result column compares a configuration using landmarks to the
base planner. An entry such as “1.05” indicates that the plans found by the landmark approach were 5%
longer on average than those of the base planner. Geometric means were used to average over individual
instances. The landmarks configurations use different methods for using landmarks (local: local landmarks
search approach; heur: landmark heuristic) and different landmark detection methods (HPS: Hoffmann et
al.; ZG: Zhu & Givan; RHW: our method from Chapter 3). All configurations are based on best-first search
with the FF/add heuristic and we only compare on instances solved by both approaches.



4.4. Conclusion 47

results for one of the three landmark detection methods. The general observation holds for all

three methods.) We found that in 5 (10) domains, local increases the plan length for more than

80% (50%) of the tasks, compared to the base planner. In 4 domains, the increase is more than

20% on average (see Table 4.3). In Storage, it is a striking 39%.

By contrast, using the landmark heuristic reduces plan lengths compared to the base planner.

This is true for all three landmark detection methods; however, the best result is achieved when

using our landmarks detection procedure (heur-RHW in the table). Compared to the base planner,

it decreases plan length by 4% on average, with its best domain being Gripper, where plan length

is decreased in every task (by 23% on average), and its worst domain Storage, where plan length

is increased in 26% of the tasks (by 19% on average).

The Gripper domain (see Section 2.4) is an example where disjunctive landmarks are partic-

ularly helpful. When using only fact landmarks, all landmarks are of the form “at ball1 roomb”

and “at robot roomb”. This means that after picking up a ball in room a, the fastest way to achieve

a new landmark is to move the robot to room b and drop the ball there. Such a landmark search

results in plans where each ball is carried individually. With disjunctive landmarks, we have addi-

tional landmarks of the form “carry ball1 right∨ carry ball1 left”. This means that when the robot

has picked up one ball, it can immediately achieve a new landmark by picking up another ball with

its free gripper. As a result, our landmark detection method leads to optimal plans in the Gripper

domain (see also Figure 4.1).

4.3.3 Runtime Results

Using the landmark heuristic during search in addition to a base heuristic results in somewhat

larger runtime per state expansion (because every state now needs to be evaluated by two heuris-

tics). On small or medium-size problems, this overhead often translates into somewhat longer

overall runtime of the landmarks approach. As problems grow larger, however, the higher goal-

directedness of the landmark search often pays off, as fewer states are evaluated compared to the

base planner. Thus, for more difficult problems, the runtime of the heur approach is often lower

than for the base planner. Averaged over all tasks solved by both approaches, the runtime of heur

is at most 18% higher than that of the base planners. (The increase of 18% occurs when using the

FF/add heuristic as base and the landmarks of Hoffmann et al.; using our landmarks instead results

in an average decrease in runtime of 1%). Figure 4.1 shows detailed results for some domains.

4.4 Conclusion

We showed how landmark information can be used in a heuristic search framework to increase

the number of problem instances solved and improve the quality of the solutions. As opposed to

the previously published landmark approach by Hoffmann et al. (2004), our algorithm cannot run

into dead ends and we generally achieve better solutions. Our approach can easily be combined

with other heuristic information, while the earlier approach appears not to benefit significantly
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Figure 4.1: Runtimes and plan lengths of various landmark approaches in three planning domains (Airport,
Gripper, Schedule). Base planner for all plots is best-first search with the FF/add heuristic. In the graphs
on the left, a point at (10, 0.02) indicates that 10 instances from the domain were solved by the respective
approach in 0.02 seconds or less. Similarly, in the graphs on the right, a point at (18, 101) indicates that for
18 instances from the domain, solutions of length at most 101 were found.
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from additional heuristics. As an example, we showed that two state-of-the-art heuristics, the

FF/add heuristic and the causal graph heuristic, can both be significantly improved by integrating

landmark information.
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Landmarks in Cost-Sensitive Planning

In Chapter 4 we showed the performance gain that can be obtained by using landmarks in ad-

dition to a base heuristic in satisficing unit-cost planning. In this chapter, we apply the best-

performing combination of that work (our RHW landmark-detection procedure together with the

FF/add heuristic) to cost-based planning. We find that while the cost-sensitive FF/add heuristic

generally leads to higher-quality solutions than its cost-unaware counterpart, it results in solving

far fewer tasks. Using landmarks proves to be particularly helpful in this case, as the landmarks

mitigate the poor coverage of the cost-sensitive FF/add heuristic while typically causing little

detriment to plan quality. One core focus of this chapter is to analyse some domains in detail,

showcasing the reasons for the bad performance of the cost-sensitive FF/add heuristic and the im-

pact of using landmarks. We present an overview of experimental results in Section 5.3, followed

by detailed results in Section 5.4 for four of the nine domains used in our experiments.

5.1 Introduction

While the FF heuristic was originally proposed for unit-cost planning, variants of it can easily be

adapted to cost-based planning (see Chapter 2). Keyder and Geffner (2008) implemented the cost-

sensitive FF/add heuristic (hFF/add) in the FF planner, and compared it to the original system using

the cost-unaware FF heuristic, as well as to several cost-sensitive planning systems. They found

the FF planner variant using cost-sensitive hFF/add to outperform the other planners in terms of

solution quality on all eleven benchmark domains considered. Of these eleven domains, five were

adapted from the numerical planning track at the International Planning Competition in 2002,

and six domains were invented by the authors. Keyder and Geffner mention that runtimes with

the (cost-unaware) FF heuristic (hFF) are 2–10 times faster than with cost-sensitive hFF/add, as the

latter may lead to longer plans (it aims to minimise plan cost, rather than plan length), and thus

the search may have to explore more search nodes. A second reason the authors give for the time

difference is that the per-node computation time of cost-sensitive hFF/add is higher than that of hFF

in their implementation. While Keyder and Geffner do not explicitly discuss coverage, nearly all

of the tasks depicted in detail in their work were solved both when employing cost-sensitive hFF/add

and when using hFF.

51
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In this chapter, we report results using the cost-sensitive FF/add heuristic on the benchmark

set of IPC 2008, with Fast Downward as the base planner. Our results are remarkably different

from those of Keyder and Geffner in that using cost-sensitive hFF/add leads to low coverage in our

experiment. This discrepancy is likely due to the different benchmark set we are using. Firstly,

it may be caused partly by the nature of the domains in our experiment. A second plausible

reason is that our benchmark set contains harder tasks, where the additional runtime needed by

cost-sensitive hFF/add means that some tasks remain unsolved.

In Section 5.4, we inspect some example domains in detail to formulate informed hypotheses

about what aspects of our benchmark domains cause cost-sensitive hFF/add to perform poorly (i. e.,

why minimising plan cost is significantly harder than minimising plan length). We also show that

the results are significantly improved when using a landmark heuristic in addition to the FF/add

heuristic, combining the two heuristics via a multi-queue heuristic search as in Chapter 4.

5.2 Experimental Setup

We conduct an experimental evaluation on the IPC 2008 benchmarks with Fast Downward as the

base planner. We concentrate on four configurations of the planner: using the FF/add heuristic

with and without costs, and with and without the additional use of a landmark heuristic, where

the landmark heuristic uses costs if the FF/add heuristic does. The landmark heuristics by them-

selves (without the FF/add heuristic) produce substantially worse results, so that we discuss such

configurations only briefly.

The landmark heuristic from Chapter 4 was adapted to the cost-sensitive setting by weighting

landmarks with an estimate of their cost. Rather than estimating goal distance by counting the

number of landmarks that still need to be achieved from a state, we estimate the cost-to-go from a

state by the sum of all estimated costs of those landmarks. The cost counted for each landmark is

the minimum action cost of any of its first achievers. (More sophisticated methods for computing

the costs of landmarks are conceivable and are a possible topic of future work.)

In the cost-sensitive FF/add heuristic, we break ties according to distance estimates, i. e., we

prefer states that are deemed closer to a goal by the cost-unaware FF/add heuristic. This tie break-

ing significantly improves results in the presence of zero-cost actions, where the search might

otherwise explore long search paths without getting closer to a goal. We also slightly modified the

greedy best-first search in Fast Downward by implementing a tie-breaking mechanism: in order

to encourage cost-efficient plans without incurring much overhead, the search breaks ties between

equally promising states by preferring those states that are reached by cheaper actions, i. e., taking

into account the last action on the path to the considered state in the search space. (The cost of the

entire path could only be used at the expense of increased time or space requirements, so we do

not consider this.)

Experiments were run on a cluster of machines with Intel Xeon CPUs of 2.66 GHz clock

speed, the same hardware that was used at IPC 2008, allowing us to compare to other planning
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Fc / F FLc / F FLc / Fc
Domain Tasks C. Ratio Tasks C. Ratio Tasks C. Ratio

Cyber Security 28 0.64 30 0.54 28 0.81
Elevators 15 1.16 22 1.09 14 0.89
Openstacks 30 0.83 30 1.64 30 1.98
PARC Printer 16 0.79 23 0.87 15 1.05
Peg Solitaire 30 0.87 30 0.91 30 1.04
Scanalyzer 28 0.94 28 0.91 30 0.98
Sokoban 23 0.94 22 0.93 24 0.98
Transport 21 1.01 26 0.87 22 0.89
Woodworking 28 1.02 30 1.09 28 1.07
Average 219 0.88 241 0.95 221 1.06

Table 5.1: Average ratio of the solution costs for various pairs of configurations on the tasks solved by both
of the configurations involved. Geometric means were used for averaging.

systems that participated in the competition. The time and memory limits were set to the same

values as in the competition, using a timeout of 30 minutes and a memory limit of 2 GB.

5.3 Overview of Results

In the following, we use the short-hands F and FL to denote our cost-unaware planner config-

urations where the former uses only the cost-unaware FF/add heuristic and the latter uses the

combination of the cost-unaware FF/add heuristic and the cost-unaware landmark heuristic. The

corresponding cost-sensitive configurations are denoted by Fc and FLc, respectively.

5.3.1 The Cost-Sensitive FF/Add Heuristic

Results showing plan quality are given in Table 5.1, where we compare various configurations

pair-wise in order to maximise the number of commonly solved tasks between them. For each pair,

we show the average ratios of solution costs per domain and over all domains on their commonly

solved tasks. As expected, the cost-sensitive configuration Fc finds cheaper plans than the cost-

unaware configuration F on average. In some domains, however, most notably in Elevators, Fc

has actually worse solution quality than F.

Table 5.2 shows the comparatively low coverage that results from using the cost-sensitive

FF/add heuristic. As can be seen, Fc solves significantly fewer tasks than F. This poor performance

of cost-sensitive hFF/add is not limited to our planner. Table 5.2 also shows results for the FF planner

and the implementation FF(ha) by Keyder and Geffner (2008) mentioned above, where FF(ha) is

the FF planner except for using cost-sensitive hFF/add instead of hFF. Analogously to our results,

FF(ha) solves significantly fewer tasks than the FF planner. (Note that the FF planner fared badly

in the Cyber Security domain due to problems with reading very large task descriptions.)

In order to weigh coverage against quality, we show results according to the IPC 2008 perfor-
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Domain F Fc FL FLc FF FF(ha)
Cyber Security 30 28 30 30 4 23
Elevators 30 15 30 22 30 23
Openstacks 30 30 30 30 30 25
PARC Printer 25 16 24 23 30 16
Peg Solitaire 30 30 30 30 30 29
Scanalyzer 28 30 30 30 30 28
Sokoban 25 25 23 24 27 17
Transport 26 22 29 30 29 23
Woodworking 30 28 28 30 17 29
Total 254 224 254 249 227 213

Table 5.2: Coverage for various planners and configurations.

Domain F Fc FL FLc FF FF(ha)
Cyber Security 20 24 20 28 4 20
Elevators 22 9 23 14 21 9
Openstacks 20 23 13 13 21 8
PARC Printer 20 16 23 21 27 16
Peg Solitaire 20 23 20 22 20 21
Scanalyzer 19 21 22 21 24 24
Sokoban 18 20 18 19 21 15
Transport 18 15 24 24 18 15
Woodworking 22 20 20 20 14 22
Total 180 171 182 183 169 150
(Total IPC 2008) - - - - (176) (157)

Table 5.3: IPC scores (rounded to whole numbers) for various planners and configurations. Scores for IPC
planners were re-calculated (see text).
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Score Coverage
Domain L Lc L Lc

Cyber Security 6 7 6 7
Elevators 16 11 29 20
Openstacks 13 13 30 30
PARC Printer 17 17 18 18
Peg Solitaire 20 23 28 30
Scanalyzer 22 22 30 29
Sokoban 11 13 12 14
Transport 24 24 30 30
Woodworking 5 6 6 7
Total 134 136 189 185

Table 5.4: IPC scores (rounded to whole numbers) and coverage for configurations using only the landmark
heuristic, not the FF/add heuristic.

mance criterion described in Section 2.4. Table 5.3 contains the IPC scores that are achieved by

our configurations as well as FF and FF(ha).1 As can be seen, using the IPC performance criterion

it is not worthwhile to consider action costs in the FF/add heuristic. The better solution quality of

Fc is not enough to offset its worse coverage compared to F.

5.3.2 Adding Landmarks

As can be seen in Table 5.2, the use of landmarks in conjunction with the FF/add heuristic in-

creases coverage for the cost-sensitive search to a similar level as that of the cost-unaware search.

Table 5.1 shows that we sometimes pay for this improvement in coverage with plan quality: Fc

finds better solutions than FLc, and while FLc still delivers better plans than F, the improvement

over F is smaller, on average, than without landmarks. However, the negative impact through land-

marks is mainly due to one domain, Openstacks, where the plans found by FLc are nearly twice

as expensive as those found by Fc. In all other domains, plan quality is either improved or not sig-

nificantly reduced by using landmarks. According to the IPC performance criterion that balances

coverage and quality (see Table 5.3), using landmarks in addition to cost-sensitive hFF/add pays off

notably, with FLc performing better than Fc and similarly to (in fact, slightly better than) F.

Except for in the Openstacks domain, FLc thus typically dominates Fc by improving coverage

while keeping similar levels of solution quality. Compared to F, FLc deteriorates coverage slightly

but improves solution quality.

As mentioned in Chapter 4, the landmark heuristic by itself is however not competitive. We

confirmed this by testing two configurations that use only the landmark heuristic and not the

FF/add heuristic, L and Lc (denoting cost-unaware and cost-sensitive search, respectively). L
1The plans found by FF and FF(ha) have been obtained from the competition website (Helmert et al., 2008). How-

ever, the scores for those plans depend on the best known solutions for the tasks. The scores we show here thus differ
from the ones published at IPC 2008, as we have re-calculated them to reflect new best solutions found in our experi-
ments. To illustrate the magnitude of the change, the original total scores of the IPC planners are shown in parentheses
in the last table row.
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Figure 5.1: An example Elevators task.

and Lc achieve performance scores of 134 and 136, and coverage points of 189 and 185, respec-

tively (see Table 5.4). This is substantially worse then the scores greater than 171 and coverage

points greater than 224 achieved by any of our experimental configurations that use hFF/add. The

landmarks-only configurations are however not consistently worse than FF/add-only configura-

tions: in the Scanalyzer and Transport domains, L achieves higher coverage and higher perfor-

mance scores than F. However, L and Lc have particularly low coverage in the Cyber Security,

Sokoban and Woodworking domains, and low quality in Elevators and Openstacks.

5.4 Detailed Analyses of Select Domains

In the remainder of this chapter, we target the question why the cost-sensitive FF/add heuristic

leads to such low coverage, and why the corresponding configuration Fc sometimes even produces

plans that are considerably worse than those of its cost-unaware counterpart F. As we will show

in selected domains, the cost-sensitive search often expands many more search nodes than the

cost-unaware search, leading to the observed behaviour. This is most likely due to the fact that

finding plans of high quality is hard and thus unsuccessful in many of the benchmark tasks. For

example, in some domains the cost-sensitive search leads to large local minima that do not exist for

the cost-unaware search. More generally, good plans are often longer than bad plans, which may

lead to increased complexity in particular in domains where the heuristic values are inaccurate.

By way of example, we present detailed results for four of the nine competition domains. These

four domains were chosen because they either exaggerate or contradict the average results. The

domains Elevators and PARC Printer highlight the problems of the cost-sensitive FF/add heuristic,

providing informed hypotheses of why the heuristic performs badly and showing to what extent

the use of landmarks overcomes these problems. In Cyber Security, the cost-sensitive heuristic

performs uncharacteristically well, while in Openstacks using landmarks does not lead to the usual

improvement, but rather to a degradation in performance.
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5.4.1 Elevators

The Elevators domain models the transportation of passengers in a building via fast and slow eleva-

tors, where each elevator has a certain passenger capacity and can access certain floors. Passengers

may have to change elevators to get to their final destination, and furthermore the two different

types of elevators have different associated cost functions. This is in contrast to the Miconic do-

main, used in an earlier International Planning Competition (Bacchus, 2001), which also models

the transporting of passengers via elevators, but with a single elevator and unit-cost actions. In El-

evators, the floors in the building are grouped into blocks, overlapping by one floor. Slow elevators

only operate within a block and can access all floors within their block. Fast elevators can access

all blocks, but only certain floors within each block (in the first 10 IPC tasks every second floor,

and in the other 20 tasks every fourth floor). Fast elevators are usually more expensive than slow

elevators except for a distance of two floors, where both elevator types cost the same. However,

fast elevators may sometimes be advantageous when transporting passengers between blocks (as

they avoid the need for passengers to switch elevators on the shared floor between blocks), and

they usually have a higher capacity.

An example task with eight floors, grouped into two blocks, is shown in Figure 5.1. There are

a total of four elevators, two slow ones and two fast ones. The cost function used in the 30 IPC

tasks for moving an elevator from its current location to a target floor is 6 + n for slow elevators

and 2 + 3n for fast elevators, where n is the distance travelled (the number of floors between

the current location of the elevator and its target). Actions concerning passengers boarding and

leaving elevators are free of cost. Assuming this cost function, it is cheaper in this example to

transport the passenger located at floor 0 with the two slow elevators (changing at floor 4) than to

use a direct fast elevator.

Elevators is one of the domains where the configurations using cost-sensitive hFF/add (Fc and

FLc) solve far fewer tasks than their cost-unaware counterparts. Using landmarks increases cov-

erage, but does not solve the problem completely. Furthermore, it is notable that on the problems

that the cost-sensitive configurations do solve, their solutions often have worse quality than the

solutions of the cost-unaware configurations. Table 5.5 illustrates this for the configurations F
and Fc.

While we do not have a full explanation for why the configurations involving cost-sensitive

hFF/add perform so badly in this domain, several factors seem to play a role. Firstly, in attempting

to optimise plan costs, the cost-sensitive FF/add heuristic focuses on relatively complex solutions

involving mainly slow elevators and many transfers of passengers between elevators, where the

relaxed plans are less accurate (i. e., translate less well to actual plans), than in the case of the

cost-unaware heuristic. Secondly, the costs associated with the movements of elevators dominate

the heuristic values, causing local minima for the cost-sensitive heuristic. Thirdly, the capacity

constraints associated with elevators may lead to plateaus and bad-quality plans in particular for

the cost-sensitive heuristic. In the following sections, we describe each of these factors in some

detail.
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Quality (Score) Length
Task F Fc F Fc

01 0.57 0.59 26 24
02 0.69 0.72 27 25
03 0.88 0.58 21 41
04 0.71 0.70 34 45
05 0.68 0.54 33 50
06 0.60 0.60 56 64
07 0.38 0.46 71 81
08 0.84 0.54 47 62
09 0.71 0.54 54 81
11 0.66 0.52 39 51
12 0.70 0.54 55 79
13 0.58 0.51 60 84
14 0.70 0.70 81 101
20 0.67 0.47 132 173
21 0.70 0.63 84 83

Avg. 0.67 0.58 55 67

Table 5.5: Comparison of plan qualities (measured via the IPC scores) and plan lengths for F and Fc in
Elevators. Shown are all tasks solved by both configurations, with bold print indicating the better solution.

Slow moves Fast moves Ratio fast/slow
F 275 45 6.11
Fc 405 21 19.29

Table 5.6: Total elevator moves and ratio of fast to slow moves in the plans found by the F and Fc configu-
rations, on the 15 Elevators instances solved by both configurations.

Lastly, we found that the deferred heuristic evaluation technique used in Fast Downward (see

Section 2.2.3) did not perform well in this domain. When not using deferred evaluation, the Fc

configuration solves 3 additional tasks (though the quality of solutions remains worse than with the

F configuration). This partly explains why the FF(ha) planner by Keyder and Geffner (2008) has

a substantially higher coverage than our Fc configuration in this domain. While the two planners

use the same heuristic, they differ in several aspects. Apart from deferred evaluation these aspects

include the search algorithm (greedy best-first search vs. enhanced hill-climbing) and the method

for using preferred operators (maintaining additional queues for preferred states vs. pruning all

non-preferred successor states).

Slow vs. Fast Elevators

When examining the results, we found that the Fc configuration tends to produce plans where slow

elevators are used for most or all of the passengers, while the F configuration uses fast elevators

more often (see Table 5.6). This is not surprising, as for each individual passenger, travelling from

their starting point to their destination tends to be cheaper in a slow elevator (unless the distance
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is very short), whereas fewer actions are typically required when travelling in a fast elevator. The

independence assumptions inherent in the FF/add heuristic (see Section 2.2.2) lead to constructing

relaxed plans that aim to optimise the transportation of each passenger individually, rather than

taking synergy effects into account.

The plans produced by Fc are also longer, on average, than the plans produced by F (see

Table 5.5), one reason for this being that the predominant use of slow elevators requires passengers

to change between elevators more often. As plans become longer and involve more passengers

travelling in each of the slow elevators, heuristic estimates may become worse. For example, the

relaxed plans extracted for computation of the heuristic are likely to abstract away more details

if more passengers travel in the same elevator (e. g., since once a passenger has been picked up

from or delivered to a certain location, the elevator may “teleport” back to this location with no

extra cost in a relaxed plan to pick up or deliver subsequent passengers). Generally, we found

that the relaxed plans for the initial state produced by Fc tend to be similar in length and cost to

those produced by F, but the final solutions produced by Fc are worse than those of F. One reason

for this is probably that the increased complexity of planning for more passenger change-overs

between elevators in combination with worse relaxed plans poses a problem to the cost-sensitive

FF/add heuristic.

Local Minima Due to Elevator-Movement Costs

Since action costs model distances, the total cost of a relaxed plan depends on the target floors

relative to the current position of an elevator. The action costs of moving the elevator usually

dominate the estimates of the cost-sensitive FF/add heuristic. Consider the two example tasks in

Figure 5.2, which differ only in the initial state of the elevators. The elevators need to travel to all

three floors in a solution plan, but due to abstracted delete effects a relaxed plan for the initial state

will only include actions that travel to the two floors other than the starting floor of the elevator

(i. e., the elevator can be “teleported” back to its starting floor without cost). In the left task, the

relaxed cost of visiting all three floors is lower than in the right task, as the cost in the left task is

the sum of going from floor 4 to floor 8, and going from floor 4 to floor 0, resulting in a total cost

of 10 + 10 = 20. In the right task, the relaxed cost for visiting all floors is the cost of going from

floor 0 to floor 4, and from floor 0 to floor 8, resulting in a total cost of 10 + 14 = 24. In the left

task, once the passenger has boarded the elevator on floor 4, all immediate successor states have

a worse heuristic estimate due to the movement costs of the elevator. In particular, the correct

action of moving the elevator up to floor 8 (to deliver the passenger) results in a state of worse

heuristic value. If we increased the number of waiting passengers at floor 4, the planning system

would therefore try boarding all possible subsets of passengers before moving the elevator. And

even once the elevator is moved up to floor 8, the heuristic estimate will only improve after the

passenger has been dropped off and either (a) the elevator has moved back to floor 4, or (b) the

second passenger has boarded and the elevator has moved down to floor 0.

Consequently, movement costs may dominate any progress obtained by transporting passen-
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Figure 5.2: Action cost effects in Elevators in a relaxed setting. Travelling 4 floors costs 10, while travelling
8 floors costs 14. Both tasks have the same solution cost (34), but the FF/add heuristic estimates the relaxed
cost in the left task as lower (20) than in the right task (24).

gers for a number of successive states. In other words, the planner often has to “blindly” achieve

some progress and move the elevators towards a middle position given the remaining target floors,

in order for the cost-sensitive heuristic to report progress. For the cost-unaware heuristic, the sit-

uation is less severe, as the number of elevator movements in the relaxed plan does not increase,

and hence the planner encounters a plateau in the search space rather than a local minimum. The

use of preferred operators may help to escape from the plateau relatively quickly, whereas a local

minimum is much harder to escape from. Two approaches exist that may circumvent this problem.

Firstly, the use of enforced hill-climbing rather than greedy best-first search is likely to avoid ex-

ploration of the entire local minima: in this approach, a breadth-first search is conducted from the

first state of a minimum/plateau until an improving state is found (see Section 2.2.1). Secondly, an

improved heuristic could be used that approximates the optimal relaxed cost h+ more exactly. The

cost minimum shown in Figure 5.2 is brought about by the independence assumptions inherent in

the FF/add heuristic, which estimate the relaxed cost for each goal fact individually in the cheapest

possible way. An optimal relaxed plan, however, costs the same in the left and right task. A more

accurate approximation of the optimal relaxed cost h+ could therefore mitigate the described cost

minima. Keyder and Geffner (2009) have recently proposed such an improvement of the FF/add

heuristic2 and have shown it to be particularly useful in the Elevators and PARC Printer domains.

Plateaus Due to Capacity Constraints

In general, the relaxed plans in the Elevators domain are often of bad quality. One of the reasons

is the way the capacity of elevators is encoded in the actions for passengers boarding and leaving

elevators. For any passenger p transported in an elevator e, one of the preconditions for p leaving

e is that n passengers be boarded in e, where n is a number greater than 0. When constructing a

2In Keyder & Geffner’s approach, the relaxed plan extracted by the FF/add heuristic is improved by iteratively (1)
selecting a fact F, (2) fixing all actions that are not related to F (because they do not contribute to achieving F nor rely
on its achievement), and (3) computing a cheaper way of achieving F given the actions that were fixed in the previous
step.
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relaxed plan, the FF/add heuristic recursively selects actions that achieve each necessary precon-

dition in the cheapest way. This results in boarding the passenger that is closest to e in the initial

state, even if this passenger p′ is different from p, to achieve the condition that some passenger

is boarded. The relaxed plan will then contain actions for both boarding p and p′ into e, and

may furthermore contain other actions for boarding p′ into whatever elevator e′ is deemed best for

transporting p′. Hence, the relaxed plans often contain many unnecessary boarding actions.

As mentioned in Section 5.3, our greedy best-first search breaks ties between equally promis-

ing actions by trying the cheaper action first. Consequently, the zero-cost actions for passengers

boarding and leaving elevators are tried first in any state. We found that as soon as one passenger is

boarded into a certain elevator, the relaxed plans in the next state are often substantially different,

in that more passengers are being assigned to that same elevator. This can be explained by the fact

that as soon as one passenger is in an elevator, the precondition for leaving that elevator which is

having at least one person boarded, is fulfilled (rather than incurring additional cost). In some ex-

ample tasks we examined, we found that this effect results in committing to bad boarding actions:

our planner may initially try some bad boarding action, e. g. boarding the nearest passenger into an

elevator to satisfy a capacity precondition for another passenger, as described above. The relaxed

plan in the successor state then assigns more passengers to this elevator, at lower cost. Due to the

improved heuristic value of the successor state, our planner retains this plan prefix, even though

the first action was a bad one. It is plausible (though we did not explore it experimentally) that this

effect is stronger for the configurations involving the cost-sensitive heuristic, as the costs of their

relaxed plans vary more from one state to the next.

More importantly, the capacity constraints lead to plateaus in the search space, since correct

boarding and leaving actions are often not recognised as good actions. For example, if the capacity

of an elevator is c, then boarding the first c − 1 passengers that need to be transported with this

elevator usually leads to improved heuristic values. However, boarding the c-th passenger does

not result in a state of better heuristic value if there are any further passengers that need to be

transported via the same elevator, because boarding the c-th passenger destroys the precondition

that there must be room in the elevator for other passengers to board. Similarly, the correct leaving

of a passenger may not lead to an improved heuristic value if it makes the elevator empty and

other passengers need to be transported with that elevator later (because the last passenger leaving

destroys the precondition for leaving that there must be at least one passenger boarded).

These effects exist for both the cost-sensitive and the cost-unaware FF/add heuristic. However,

they typically occur within the plateaus (F) or local minima (Fc) created by the elevator positions,

as described in the previous section, which means that they affect the cost-sensitive configurations

more severely. The plateaus become particularly large when several passengers are waiting on the

same floor, e. g. when passengers are accumulating on the floor shared by two blocks in order to

switch elevators. The planner then tries to board all possible subsets of people into all available

elevators (since the zero-cost boarding and leaving actions are always tried first), moving the

elevators and even dropping off passengers at other floors, and may still fail to find a state of
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Solved qual. > F qual. < F
Original tasks 15 3 10
Unlimited capacity 29 17 6

Table 5.7: Relative qualities of solutions for the cost-sensitive configuration Fc in the original Elevators
domain and in a modified variant of the domain where elevators have unlimited capacity. Shown is the total
number of tasks solved by Fc, as well as the number of tasks where it finds a better/worse plan than the
cost-unaware configuration F.

better heuristic value. When examining the number of states in local minima for each of the

configurations, we found that Fc indeed encounters many more such states than F. For example,

the percentage of cases in which a state is worse than the best known state is typically around 10%

(in rare cases 25%) for F. For Fc, on the other hand, the numbers are usually more than 35%, often

more than 50%, and in large tasks even up to 80%.

To verify that the capacity constraints indeed contribute to the bad performance of the cost-

sensitive heuristic in this domain, we removed these constraints from the IPC tasks and tested the

F and Fc configurations on the resulting tasks. Not surprisingly, the tasks become much easier to

solve as fewer action preconditions need to be satisfied. More interestingly though, the bad plan

qualities produced by Fc (relative to F) indeed become less frequent, as Table 5.7 shows.

In summary, our findings suggest that the bad performance of the cost-sensitive FF/add heuris-

tic in the Elevators domain is due to bad-quality relaxed plans (brought about by the focus on slow

elevators and the capacity constraints) and plateaus and local minima in the search space (resulting

from the movement costs of elevators and the capacity constraints).

The non-trivial landmarks found in Elevators are: for each passenger p and their target floor f

a landmark that specifies that one of the elevators that reach f must stop on that floor, and another

landmark that specifies that p must board one of those elevators. These landmarks may not lead

to very good search guidance, as they leave open how each passenger gets into the elevator that

finally delivers them to their destination. However, while fairly coarse, this heuristic produces

plateaus rather than minima in the search space and solves significantly more tasks (20 rather than

15) compared to the FF/add heuristic in the cost-sensitive case. The FF/add heuristic, however,

leads to better quality, so that the difference in scores between the two is smaller (11 for Lc and 9

for Fc). Used together, the strengths of the two heuristics are combined, leading to better results

than each of them achieve individually. FLc solves 22 tasks and achieves a score of 14.

5.4.2 PARC Printer

The PARC Printer domain (Do et al., 2008) models the operation of a multi-engine printer capable

of processing several printing jobs at a time. Each sheet that must be printed needs to pass through

several printer components, starting in a feeder and then travelling through transporters, printing

engines and possibly inverters before ending up in a finishing tray. The various sheets of a print job

must arrive in the correct order at the same finisher tray, but they may travel along different paths
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F Fc FL FLc
Tasks solved out of 30 25 16 24 23
Avg. solution quality 0.79 1.00 0.93 0.95

Table 5.8: Coverage vs. quality in the PARC Printer domain. Average qualities are average IPC scores
calculated only on those tasks solved by all shown configurations.

using various printing engines. There are colour printing engines and ones that print in black and

white. The action costs are comparatively large, ranging from 2000 to more than 200 000. Colour-

printing is the most expensive action, while actions for printing in black and white cost roughly

half as much, and actions for transporting sheets are relatively cheap.

Like in the Elevators domain, the cost-sensitive FF/add heuristic did not perform well here,

with Fc failing to solve many of the tasks that the cost-unaware configuration F is able to solve.

However, in contrast to the Elevators domain, the Fc configuration finds considerably better plans

than F. An overview of the number of tasks solved and the average plan quality is shown in

Table 5.8. When using landmarks, the differences between cost-sensitive and cost-unaware con-

figurations are strongly reduced, with both landmark configurations achieving a better IPC score

than F.

Like in Elevators, we found the quality of the relaxed plans to be poor. In the cost-unaware

case, a relaxed plan transports sheets from a feeder to the finishing tray via a shortest path, irrespec-

tive of whether a suitable printing engine lies on this path. As any path from feeder to finishing tray

passes through some printing engine, this frequently involves printing a wrong image on a paper,

while additional actions in the relaxed plan handle the transportation from a feeder to a suitable

printing engine to print the correct image on the sheet as well. When the cost-sensitive heuristic

is used, relaxed plans furthermore become substantially longer, using many transportation actions

to reach a cheap printing engine. Analogously to the Elevators domain, the increased complex-

ity associated with longer plans (in combination with the bad quality of the relaxed plans) is thus

likely to be the reason for the bad performance of the cost-sensitive heuristic. However, landmarks

mitigate the problem, as the numbers of solved tasks in Table 5.8 clearly show. Landmarks found

in this domain encompass those for printing a correct image on each sheet, where a disjunctive

landmark denotes the possible printers for each sheet. This helps to counteract the tendencies of

the cost-sensitive FF/add heuristic to transport sheets to the wrong printers.

In summary, PARC Printer is like Elevators a domain where the cost-sensitive FF/add heuristic

performs badly, though in contrast to Elevators the problem here is purely one of coverage, not of

solution quality. Even more than in Elevators, landmarks overcome the problems of cost-sensitive

hFF/add, so that FLc shows similar performance as F.

5.4.3 Cyber Security

The Cyber Security domain stands out as a domain where the cost-sensitive configurations Fc and

FLc perform significantly better than their cost-unaware counterparts. The domain models the
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F FL Fc FLc
Tasks solved out of 30 30 30 28 30
IPC score 20.44 20.43 24.22 27.59

Table 5.9: Coverage and IPC scores in the Cyber Security domain.

vulnerabilities of computer networks to insider attacks (Boddy et al., 2005). The problem consists

of gaining access to sensitive information by using various malware programs or physically ac-

cessing computers in offices. Action costs model the likelihood of the attack to fail, i. e., the risk of

being exposed. For example, many actions in the office of the attacker, like using the computer, do

not involve any cost, whereas entering other offices is moderately costly, and directly instructing

people to install specific software has a very high associated cost. In particular, action costs are

used to model the desire of finding different methods of attack for the same setting. For example,

several tasks in the domain differ only in the costs they associate with certain actions.

In the Cyber Security domain, taking action costs into account pays off notably: while the Fc

configuration solves two tasks less than the F configuration (see Table 5.9), it nevertheless results

in a better total score. Using landmarks, the cost-sensitive configuration is further improved such

that it solves all tasks while maintaining the high quality of solutions, resulting in an even larger

performance gap between cost-sensitive search and cost-unaware search (see Table 5.9).

The plans found by the cost-unaware search often involve physically accessing computers in

other offices or sending viruses by email, and as such result in large cost. Lower costs can be

achieved by more complex plans making sophisticated use of software. As opposed to the Eleva-

tors and PARC Printer domains, the relaxed plans in Cyber Security are of very good quality. This

explains why the performance of the cost-sensitive FF/add heuristic is not negatively impacted by

longer plans.

5.4.4 Openstacks

The Openstacks domain models the combinatorial optimisation problem minimum maximum si-

multaneous open stacks (e. g., Fink and Voß, 1999; Gerevini et al., 2009), where the task is to

minimise the storage space needed in a manufacturing facility. The manufacturer receives a num-

ber of orders, each comprising several products. Only one product can be made at a time, and the

manufacturer will always produce the total required quantity of a product (over all orders) before

beginning the production of a different product. From the time the first product in an order has

been produced to the time when all products in the order have been produced, the order is said

to be open and requires a stack (a temporary storage space). The problem consists of ordering

the products such that the maximum number of stacks open at any time is minimised. While it is

easy to find a solution for this problem (any product order is a solution, requiring n stacks in the

worst case where n is the number of orders), finding an optimal solution is NP-hard (Linhares and

Yanasse, 2002). The minimisation aspect is modelled in the planning tasks via action costs, in that

only the action for opening new stacks has a cost of 1, while all other actions have zero cost. This
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Figure 5.3: Plan quality (measured via the IPC scores) with and without landmarks in the Openstacks
domain.

domain was previously used at IPC 2006 (Gerevini et al., 2009). While that earlier formulation of

the domain has unit costs, it is equivalent to the cost formulation described above in terms of the

relative quality of plans. Since the number of actions that do not open stacks is the same in every

plan for a given task, minimising plan length is equivalent to minimising action costs.

We noticed that in this domain using landmarks resulted in plans of substantially lower quality,

compared to not using landmarks (see Table 5.1 and Figure 5.3). Across all cost settings, using

the landmark heuristic in combination with the FF/add heuristic typically produces plans where

the majority of orders is started very early, resulting in a large number of simultaneously open

stacks, whereas using only the FF/add heuristic leads to plans in which the products correspond-

ing to open orders are manufactured earlier, and the starting of new orders is delayed until earlier

orders have been shipped. This is mainly due to the fact that no landmarks are found regard-

ing the opening of stacks, which means that due to the choice of action costs in this domain, all

landmarks have cost zero and the landmark heuristic is not able to distinguish between plans of

different cost. The landmarks found relate to the starting and shipping of orders as well as the

making of products.3 However, even if landmarks regarding the opening of stacks were found,

they would not be helpful: landmarks state that certain things must be achieved, not that certain

things need not be achieved. Landmarks can thus not be used to limit the number of open stacks.

The landmark orderings are furthermore not helpful for deciding an order between products, as all

product orders are possible—which means that no natural orderings exist between the correspond-

ing landmarks—and no product order results in the form of “wasted effort” captured by reasonable

landmark orderings.

As mentioned above, all landmarks found have a minimal cost of zero. Therefore, the land-

mark heuristic fails to estimate the cost to the goal, and distinguishes states only via the number

3If the size of disjunctions were not limited in our landmark-detection method, it would always find a landmark
stacks avail(1) ∨ stacks avail(2) ∨ · · · ∨ stacks avail(n) stating that at least one of the n stacks must be open at some
point. However, any landmark stating that two or more stacks need to be open would require a more complex form of
landmarks involving conjunction, which our method does not support.
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Figure 5.4: Number of expanded search nodes with and without landmarks in the Openstacks domain.

of missing started or shipped orders and products. These goal distance estimates are used directly

in FL and as tie-breakers amongst the zero-cost landmark-heuristic estimates in FLc, resulting in

the same relative ranking of states by the landmark heuristic in both cases. As soon as one stack

is open, for each order o the action that starts o achieves a landmark that is minimal with respect

to the landmark orderings (namely the landmark stating that o must be started), and the planner

thus tends to start orders as soon as possible. The landmark heuristic is not able to take into ac-

count future costs that arise through bad product orderings. This is also a problem for the FF/add

heuristic, albeit a less severe one: the FF/add heuristic accounts for the cost of opening (exactly)

one new stack whenever at least one more stack is needed, and the heuristic will thus prefer states

that do not require any further stacks.

The landmark heuristic does, however, provide a good estimate of the goal distance. Since

the landmark heuristic prefers states closer to a goal state with no regard for costs, its use results

in plans where stacks are opened as needed. This is reflected in our empirical results, where the

additional use of the landmark heuristic drastically reduces the number of expanded search nodes

(see Figure 5.4).

Thus, Openstacks is an example of a domain where landmarks are highly detrimental to solu-

tion quality. However, using landmarks provides the benefit of speeding up planning by reducing

the number of expanded nodes. In this domain, all of our configurations solved all 30 IPC tasks.

It is plausible that if there were larger tasks in the benchmark set, the use of landmarks would

improve coverage, thus leading to an improvement rather than a degradation in terms of the IPC

score.

5.5 Conclusion

We have examined a popular heuristic for cost-based planning, the cost-sensitive FF/add heuristic.

In our experimental results, this heuristic achieves some improvement in plan quality, but solves

significantly fewer tasks compared to the traditional, cost-unaware FF/add heuristic. When inves-
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tigating the reasons for this effect, we found that the cost-sensitive FF/add heuristic reacts strongly

to bad relaxed plans, i. e., it is in particular in those domains where the relaxed plans computed

by the heuristic have low quality that the cost-sensitive heuristic is likely to perform worse than

the cost-unaware heuristic. As we showed for the Elevators domain, action costs may also intro-

duce local minima into the search space where without action costs the search space of the FF/add

heuristic would have plateaus. Moreover, the increased complexity of planning for a cheaper goal

that is potentially further away from the initial state may lead to worse performance.

Landmarks prove to be very helpful in this context, as they mitigate the problems of the cost-

sensitive FF/add heuristic. Using landmarks, the coverage of cost-sensitive search is improved

to nearly the same level as that of cost-unaware search, while not notably deteriorating solution

quality except in one domain.

Our results suggest that more research into cost-sensitive heuristics is needed. We would like

to conduct a more thorough analysis of the short-comings of the cost-sensitive FF/add heuristic, to

answer the question whether and how they might be overcome. Keyder and Geffner (2009) propose

a method for extracting better relaxed plans from the best supports computed by the cost-sensitive

FF/add heuristic, resulting in improved coverage. However, experiments we have conducted with

this improved cost-sensitive heuristic show that it still fares worse in terms of the IPC criterion than

the cost-unaware FF/add heuristic. It would be interesting to examine to what degree the problems

we experienced with the FF/add heuristic extend to other delete-relaxation heuristics, and whether

heuristics not based on the delete relaxation could be more effectively adapted to action costs.
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6

Preferred Operators and Deferred Evaluation

In the first part of this thesis (Chapters 3–5), we investigated new planning heuristics by developing

a range of methods for finding and using landmarks. Another way of improving search approaches

to planning is to modify the underlying search algorithms. In the second part of this thesis, we

focus on such algorithmic innovations. For example, most successful planning systems based on

heuristic search use various search enhancements (see Section 2.2.3). One such enhancement is

the use of helpful actions or preferred operators, providing information which may complement

heuristic values. A second example is deferred heuristic evaluation, a search variant which can

reduce the number of costly node evaluations. Despite the wide-spread use of these search en-

hancements however, we note that few results have been published examining their usefulness. In

particular, while various ways of using, and possibly combining, these techniques are conceivable,

no work to date has studied the performance of such variations. In this chapter, we address this

gap by examining the use of preferred operators and deferred evaluation in a variety of settings

within best-first search. In particular, our findings are consistent with and help explain the good

performance of the winner of the satisficing track at the International Planning Competition 2004.

6.1 Introduction

As mentioned in Chapter 2, most winners of the satisficing track in the International Planning

Competition since 2000 have been heuristic forward-search planners. There has also clearly been

a propagation of ideas in the way that certain aspects of past successful planning systems have

been adopted in more recent systems. One example is the use of helpful actions in the venerable

FF planner, winner of the satisficing track at IPC 2000. Helpful actions are actions that contribute

to solving the delete relaxation of a task. As they are likely to also contribute to solving the original

task, they can be preferred over actions that are not considered helpful (see Section 2.2.3). This

search enhancement, which has been shown to improve FF’s performance notably (Hoffmann and

Nebel, 2001), has been adapted by the Fast Downward system, winner of the satisficing track at

IPC 2004, under the name preferred operators. Fast Downward, in turn, inspired many newer

planners like Temporal Fast Downward (Röger et al., 2008) and systems used for experiments in

various publications (Keyder and Geffner, 2009; Richter et al., 2008; Helmert and Geffner, 2008).

69
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As a result, these systems all use the deferred evaluation popularised by Fast Downward. Deferred

evaluation is a variant of best-first where the successors of a node are not heuristically evaluated

when they are generated, but later when they are expanded (see Section 2.2.3). This may save time

if many more nodes are generated than expanded, as heuristic evaluations are computationally

costly.

The starting point for this chapter is to note that even though many current planning systems

use the search enhancements mentioned above (preferred operators and deferred evaluation), there

exists little data on their respective usefulness. For example, the usage of preferred operators

(resp. helpful actions) in Fast Downward is different from their usage in FF. While the authors

of both planners report significantly improved performance compared to not using preferred op-

erators, the question remains which usage is better, and how some of the many other conceiv-

able approaches for exploiting preferred operators would perform. Deferred evaluation, on the

other hand, has been suggested to be particularly useful in combination with preferred operators

(Helmert, 2006). An open question is whether deferred evaluation is also advantageous in the

absence of preferred operators, or when using preferred operators in a different fashion than the

one employed by Helmert.

We address these questions by examining the performance of various approaches to using

preferred operators, as well as their interaction with deferred evaluation. One finding of this work

is that deferred evaluation does not offer any benefit on standard benchmark tasks on average, but

leads to strong improvement in some contexts and to strong deterioration in others. On the other

hand, we find that the best method for using preferred operators strongly depends on whether

deferred evaluation is being employed or not. Using an artificial search space, we demonstrate

how the benefit that can be gleaned from preferred operators varies with different aspects of the

search space.

6.2 Usages of Preferred Operators

The FF planner uses preferred operators for pruning the search space while Fast Downward uses

them in a multi-queue approach (see Section 2.2.3). In both planning systems, preferred operators

have been shown to improve performance (Hoffmann and Nebel, 2001; Helmert, 2006). However,

the question is open as to which of the two usages leads to better results, assuming that all other

aspects of a planner stay fixed. Furthermore, other ways of using preferred operators are conceiv-

able which have not been analysed in the literature to date. An obvious idea is to use preferred

operators for tie-breaking and expand, among states of equal heuristic value, preferred successors

first. The dual has also been proposed (Vidal, 2004), namely using the heuristic values for tie-

breaking among equal preferredness: choose preferred successors whenever they exist, otherwise

expand non-preferred successors. Within each of the two groups, choose according to heuristic

values. This latter method places more emphasis on preferred operators than the former, but is

not as restrictive as expanding only preferred successors like FF does. Finally, the multi-queue
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approach may either alternate between preferred-operator queues and regular queues evenly, or

may give higher precedence to preferred-operator queues, as described below.

In this chapter, we address the question which of these different usages for preferred operators

leads to best performance. The answer may vary for different types of search; we examine greedy

best-first search. We look at both the standard implementation of best-first search (in the following

called Eager), and the deferred-evaluation variant (in the following called Lazy). The reason for

examining both variants is that they can behave very differently, with Lazy being less informed

than Eager, but paying a smaller price for wrong expansions. Hence, the best use of preferred

operators may be different for the two. Along the way, we answer the question of whether de-

ferred evaluation is useful in general and whether synergies exist between preferred operators and

deferred evaluation.

Boosting preferred operators in Fast Downward. In Section 2.2.3, we described how Fast

Downward uses preferred operators with its multi-queue approach by alternating between queues

that contain only preferred successors of expanded states and regular queues that contain all

successors. The simple alternation method using preferred-operator queues and regular queues

equally often has been employed in some work involving Fast Downward (Helmert and Geffner,

2008). The IPC 2004 version of Fast Downward which was used throughout this thesis gives even

higher precedence to preferred successors via the following mechanism. The planner keeps a pri-

ority counter for each queue, initialised to 0. At each iteration, the next state to be expanded is

taken from the queue that has the highest priority. Whenever a state is removed from a queue, the

priority of that queue is decreased by 1. If the priorities are not changed outside of this routine,

this method alternates between all queues, thus expanding states from preferred queues and regu-

lar queues equally often. To strengthen the use of preferred operators, Fast Downward increases

the priorities of the preferred-operator queues by a large number boost of value 1000 whenever

progress is made, i. e., whenever a state is discovered that has a better heuristic estimate than

previously expanded states. Subsequently, the next 1000 states will be removed from preferred-

operator queues. If another improving state is found within the 1000 states, the boosts accumulate

and, accordingly, it takes longer until states from the regular queues are expanded again. While

according to Helmert (personal communication) the choice of 1000 as the boost value was ad-hoc,

we confirmed that this number is likely to be a good choice. The exact number was not critical in

our tests, as we found various values between 100 and 50000 to give similarly good results. Only

outside this range did performance drop noticeably. (The experiments with different boost values

were conducted using the combination of the FF/add heuristic and landmark heuristic, while all

other experiments in this chapter are performed using single heuristics. Given that the exact boost

value has little impact here, we assume this would not be different with other heuristics.)

Pseudo-code for Fast Downward’s greedy best-first search is shown in Algorithm 6.1 using

a set of heuristics H, boosted preferred operators and deferred heuristic evaluation. The main

loop (lines 23–34) runs until either a goal has been found (lines 25–27) or the search space has
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Global variables:
Π = 〈V, s0, s?,O,C〉 . Planning task to solve
regh, pref h for h ∈ H . Regular and preferred open lists
best seen value[] . Best heuristic value seen so far for each heuristic
priority[] . Numerical priority for each open list

1: function expand state(s)
2: progress← False
3: for h ∈ H do
4: h(s), preferred ops(h, s)← heuristic value of s and pref. operators
5: if h(s) < best seen value[h] then
6: progress← True
7: best seen value[h]← h(s)
8: if progress then . Boost preferred-operator queues
9: for h ∈ H do

10: priority[pref h]← priority[pref h] + 1000
11: for successor ∈ { s[o] | o ∈ O and o applicable in s } do
12: for h ∈ H do
13: add successor to queue regh with value h(s) . Deferred evaluation
14: if successor reached by o ∈ preferred ops(h, s) by some h ∈ H then
15: add successor to each pref. op. queue with corresponding h(s)

16: function greedy bfs
17: closed list ← ∅
18: for h ∈ H do . Initialise heuristics
19: best seen value[h]← ∞
20: for l ∈ {reg, pref } do . Regular and preferred lists per heuristic
21: lh ← ∅; priority[lh]← 0
22: current state← s0
23: loop
24: if current state < closed list then
25: if s = s? then
26: extract plan π by tracing current state back to initial state
27: return π
28: closed list ← closed list ∪ {current state}
29: expand state(current state)
30: if all queues are empty then
31: return failure . No plan exists
32: q← non-empty queue with highest priority
33: priority[q]← priority[q] − 1
34: current state← pop state(q) . Get lowest-valued state from queue q

Algorithm 6.1: Greedy best-first-search with search enhancements.
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been exhausted (lines 30–31). The closed list contains all seen states and also keeps track of the

links between states and their parents, so that a plan can be efficiently extracted once a goal state

has been found (line 26). In each iteration of the loop, the search adds the current state (starting

with the initial state) to the closed list and processes it (lines 28–29), unless the state has been

processed before, in which case it is ignored (line 24). Then the search selects the next open list to

be used (the one with highest priority, line 32), decreases its priority and extracts the next state to

be processed (lines 33–34). The processing of a state includes calculating its heuristic values and

preferred operators with all heuristics (lines 3–4), expanding it, and inserting the successors into

the appropriate open lists (lines 11–15). If it is determined that a new best state has been found

(lines 5–7), the preferred-operator queues are boosted by 1000 (lines 8–10).

6.3 Evaluation

We conducted a range of experiments to measure the relative performance of several uses for

preferred operators (POs). The usages we compare are

• No POs, normal search without preferred operators.

• PO pruning, where the search space is restricted to only preferred successor states and the

search restarts without POs if it exhausts the restricted search space without a solution.

This corresponds to the way of using preferred operators in the FF planner (though FF

uses enforced hill-climbing rather than greedy best-first search as the underlying search

algorithm).

• Heur > PO, where preferred operators are used only to break ties among states of equal

heuristic values.

• PO>Heur, where preferred operators are used whenever possible, breaking ties with heuris-

tic values. This approach has been used in the YAHSP planner (Vidal, 2004).

• Dual Queue, where preferred successors are kept in a second open list in addition to the

regular open list, and states are expanded by alternating between the two open lists. This

approach has been used in some work involving Fast Downward (Helmert and Geffner,

2008).

• Boosted Dual Queue, the dual-queue approach where the open list with preferred successors

is boosted by 1000 whenever progress is made during the search, leading to more preferred

successors being expanded. This approach was used in the IPC 2004 version of Fast Down-

ward.

We conducted experiments on all planning tasks from past International Planning Competi-

tions between 1998 and 2006 except for the trivial Movie domain, totalling 1582 tasks. Four

different planning heuristics were used: the FF/add heuristic, the context-enhanced additive (cea)
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heuristic, the causal graph (CG) heuristic, and the additive heuristic. For details on these heuris-

tics, see Section 2.2.2. We follow the Fast Downward implementation of the FF/add heuristic by

defining preferred operators to be those applicable actions which appear in the relaxed plan. By

contrast, FF’s ”helpful actions” additionally include all applicable actions which add a precondi-

tion of an action in the relaxed plan that is not true in the current state. For the additive heuristic

we generate preferred operators in the same way as for the FF/add heuristic. (Without referring

to relaxed plans, these preferred operators can be characterised as those applicable actions which

contribute to the heuristic value, i.e. we select a best supporting action for the goal, according to

the heuristic, and, recursively, a best supporting action for unsatisfied preconditions of selected

actions.) The preferred operators in the CG and cea heuristics are those applicable actions that

change the current value of a goal variable to a value that is on a lowest-cost path (as computed

by the heuristic) to the goal value in the domain transition graph of that variable. If no such action

exists for a goal variable, the process recurses for variables that are involved in conditions for

changing the value of the goal variable (Helmert, 2006).

The experiments were conducted on a heterogeneous cluster of Intel Xeon and AMD Opteron

CPUs, ranging from 2.2 GHz to 2.83 GHz. (The magnitude of the experiments precluded exper-

iments on homogeneous machines.) To allow fair comparisons, for each given planning task all

planner configurations using the same heuristic were run on the same CPU. The timeout was 30

minutes and the memory limit 1.75 GB in all cases.

For each planner configuration, we report results regarding coverage, the number of heuristic

state evaluations, the runtime and the quality of the plans found. We report evaluations rather

than expansions to be able to compare the two search types Eager and Lazy in a meaningful way.

While the cost for an evaluation is the same for both search variants, the cost of an expansion

differs greatly for the two. To expand a state, Lazy evaluates only the state itself and adds pointers

to the open list, while Eager generates and evaluates all successor states. For Lazy, evaluations and

expansions are the same; for both search types the number of evaluations is the number of states

actually generated. Most importantly, roughly 80% of the total runtime of the planner is spent

calculating heuristic values, making evaluations a platform-independent indicator of the search

effort.

In order to facilitate the comparison of algorithms regarding various performance criteria,

we measure performance for all criteria via scores from the range 0–100, where best possible

performance in a task counts as 100, while failure to solve a task and worst performance are

counted as 0. For coverage, a solved task counts as 100. Plan quality is measured using the

performance criterion of IPC 2008 (see Section 2.4) scaled by the factor 100.1

Evaluations and runtime are measured on a log scale due to the exponential nature of the prob-

lem. Performance better than a lower limit (100 states for evaluations and 1 second for runtime)

1Note that this criterion in fact contains information about both plan quality and coverage. However, the alternative
would be to rate plan quality only on those tasks solved by all compared configurations. This would exclude many
tasks, since due to the large number of configurations we do not want to compare configurations pair-wise here.
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counts as 100, performance worse than an upper limit (1,000,000 states for evaluations and the

timeout of 30 minutes for runtime) counts as 0. In between, we interpolate with a logarithmic

function. The scores reported for domains are averaged over the tasks in the domain; when sum-

marising results from multiple domains we show normalised averages such that each domain is

weighed equally. (Thus, a coverage score of e. g. 74.03 means that the configuration solves on

average 74.03% of the tasks in a randomly picked domain.)

Table 6.1 shows the results for all configurations and heuristics.2 We begin by discussing the

coverage. The first thing we note is that the use of preferred operators almost always improves

performance, and that the impact of preferred operators is significantly larger even than the choice

of heuristic. With suitable usage of preferred operators, the weakest heuristics (CG and additive)

perform better than the strongest heuristics without preferred operators (FF/add and cea). Which

usage of preferred operators gives best results is dependent on the type of search: for eager search

the simple dual-queue approach works best, for deferred evaluation the boosted dual-queue is

best. The results are remarkably consistent across the four heuristics. We now discuss the various

options in turn.

Using preferredness as a tie-breaker among states of equal heuristic value (“Heur > PO”) is

a relatively subtle way of using preferred operators. Compared to not using preferred operators,

this option usually improves performance slightly for Eager and notably for Lazy. However, for

both search types the results are far from those obtainable via other options. Using preferred

operators whenever possible (“PO > Heur”) leads with one exception to more improvement than

“Heur > PO” for both search types. For Lazy, this option works very well, giving consistently

second- or third-best results among the 6 possible PO options. For Eager, this configuration does

not work quite as well and usually ranks fourth. PO pruning is similarly good as “PO > Heur” for

Lazy, and better than that option for Eager, ranking second-best on average. In particular, when

using PO pruning the performance of the two search types is comparable. The simple dual-queue

approach is the best option for Eager, but gives mixed results for Lazy, ranging from second-best

(CG heuristic) to fourth-best (cea and additive heuristic). The boosted dual-queue approach is the

best option for Lazy, but for Eager the performance is notably worse than that of the simple dual

queue.

Summarising the results, it seems that for Eager a certain amount of guidance via preferred

operators is useful (e. g., “Heur > PO” or dual-queue), but strong use of preferred operators can

be counter-productive (e. g., “PO > Heur” and the boosted dual-queue method are worse than the

simple dual-queue method). When using deferred evaluation, however, stronger use of preferred

operators always seems to improve results. PO pruning works well for both search types, probably

due to the significantly reduced branching factor, as only preferred successors are evaluated (unless

the restricted search fails, which we found to be rare). Note that for Lazy, PO pruning and “PO >

2The slight differences compared to the results in Chapter 4 are due to running these experiments on different
machines and to small evolutions in Fast Downwards code. The difference to the results published previously (Richter
and Helmert, 2009) is due to the fact that we excluded the trivial Movie domain here.
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Search PO Use Coverage Eval. Quality Time
Score Score Score Score

FF/add Heuristic

Lazy

No POs 73.19 52.86 67.40 66.59
Heur > PO 78.43 61.72 71.88 71.39
PO > Heur 83.18 69.81 74.72 78.41
PO Pruning 83.51 69.57 75.36 78.83
Dual Queue 82.90 63.98 76.50 75.37
B. Dual Queue 86.31 71.70 78.27 81.36

Eager

No POs 74.27 50.88 71.22 67.05
Heur > PO 75.02 52.80 71.63 68.32
PO > Heur 80.82 56.85 76.21 73.84
PO Pruning 84.14 67.09 78.89 79.09
Dual Queue 86.46 59.65 82.87 78.50
B. Dual Queue 83.13 57.26 78.64 75.18

Cea Heuristic

Lazy

No POs 73.22 53.51 67.04 64.98
Heur > PO 74.56 59.36 68.38 67.42
PO > Heur 83.04 67.37 74.02 75.74
PO Pruning 82.65 67.01 74.48 75.61
Dual Queue 79.50 62.51 72.83 71.80
B. Dual Queue 85.80 69.27 76.87 78.13

Eager

No POs 73.18 50.44 70.01 63.90
Heur > PO 73.16 50.90 70.11 64.14
PO > Heur 81.32 55.08 75.76 70.84
PO Pruning 82.95 65.08 77.46 75.68
Dual Queue 84.75 57.72 80.97 74.05
B. Dual Queue 83.59 55.50 77.72 71.69

CG Heuristic

Lazy

No POs 70.22 48.40 64.07 63.36
Heur > PO 72.09 52.81 64.47 65.45
PO > Heur 72.52 53.23 65.86 65.54
PO Pruning 71.49 50.82 65.07 64.26
Dual Queue 74.30 55.13 67.15 67.67
B. Dual Queue 75.62 55.06 68.71 68.43

Eager

No POs 70.91 46.22 67.54 63.04
Heur > PO 71.07 46.49 67.67 63.32
PO > Heur 70.29 45.65 66.76 63.15
PO Pruning 71.50 48.60 66.84 63.56
Dual Queue 74.96 48.04 71.90 66.48
B. Dual Queue 70.89 45.68 67.35 63.36

Additive Heuristic

Lazy

No POs 69.90 49.05 62.78 62.77
Heur > PO 72.95 55.90 65.50 66.03
PO > Heur 83.03 65.90 74.40 76.85
PO Pruning 83.55 65.81 74.99 77.47
Dual Queue 77.47 58.45 69.86 69.81
B. Dual Queue 85.09 67.95 76.71 79.28

Eager

No POs 70.67 47.38 66.83 63.09
Heur > PO 71.36 48.33 67.19 63.84
PO > Heur 82.82 54.46 77.40 73.21
PO Pruning 84.39 64.12 79.04 77.91
Dual Queue 83.73 55.68 79.45 74.68
B. Dual Queue 84.21 54.92 78.88 74.28

Table 6.1: Summary of results. Scores are in the interval 0–100; higher scores are better. The best PO
use for each search type and heuristic is indicated in bold. Results are reported as normalised averages that
weigh all domains equally. Details on the scoring mechanisms can be found in the text.
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H” give similar results as they lead to identical behaviour in those cases where a goal can be found

by only expanding preferred successors. For Eager, however, “PO > H” is worse than PO pruning

because with “PO > H” Eager evaluates all successors, whereas with PO pruning it evaluates only

preferred successors.

Comparing Eager with Lazy, we note that Eager performs better in most of the configurations;

with boosted dual queue, however, deferred evaluation is better. The best performance obtainable

from each search variant (using the dual-queue setting for Eager, and boosted dual-queue for Lazy)

is very similar. Lazy consistently evaluates fewer states than Eager and is usually faster. Eager,

on the other hand, finds plans of better quality. This is not surprising as Eager is better informed

with respect to heuristic values than Lazy. For both search variants, plan quality is improved when

using preferred operators.

6.3.1 Interactions Between Search Type and PO Use

When using deferred evaluation, all successors of a state are placed in the open list with the same

heuristic value (that of the parent). Preferred operators are thus particularly useful for lazy search

as they can help recognise the best successor of a state. This is why stronger use of preferred

operators consistently improves results for Lazy. Eager search, on the other hand, evaluates all

successors of a state at once. Eager search thus has an estimate (through the heuristic values of

the successors) of which successors are best, and preferred operators may not provide as much

additional information to Eager than to Lazy. Preferred operators can be helpful for choosing

among states of equal heuristic value, for example, as they act as a second type of information

about which states likely lie on a path to the goal. However, preferred operators may even be

detrimental to the performance of Eager if they are ill-informed (i. e. if successors are deemed

preferred even though they are in fact worse than some of their siblings).

6.3.2 Summary of Findings

We summarise the main findings that hold on average, as shown by Table 6.1.

• Preferred operators are very helpful. For both search types, an average coverage im-

provement of 10-15% can be obtained with the respective best PO usage; this is far more

than the differences between the various heuristics.

• Best PO use depends on the search type. While both eager and lazy search are improved

by a similar amount through using POs, Eager performs best with PO pruning and the stan-

dard dual-queue approach, while Lazy excels when using POs more strongly via the boosted

dual queue.

• Deferred evaluation trades time for quality. Both Eager and Lazy obtain similar coverage.

But Lazy is faster while Eager finds better plans. Our work thus confirms a claim by Helmert

(2006) which had been lacking empirical support to date.
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Lazy Search Eager Search
No PO H > PO PO > H Prun. DQ B. DQ No PO H > PO PO > H Prun. DQ B. DQ

Assembly: heur = FF/add
Coverage 63.33 66.67 86.67 86.67 96.67 100.00 56.67 56.67 80.00 86.67 100.00 90.00
Eval. 40.02 42.88 82.00 82.00 81.27 87.75 29.29 29.94 55.31 74.85 70.52 55.80
Quality 61.63 64.97 84.99 84.99 93.55 97.19 55.13 55.44 78.61 85.14 97.25 87.14
Time 59.57 59.33 86.61 86.61 93.34 98.73 51.05 51.27 78.84 85.19 100.00 84.07
Openstacks: heur = cea
Coverage 83.33 86.67 90.00 93.33 90.00 86.67 76.67 76.67 90.00 90.00 86.67 90.00
Eval. 43.50 43.63 62.07 62.44 50.22 61.37 35.25 35.23 59.76 61.49 50.35 59.76
Quality 82.79 85.83 89.59 92.93 89.16 86.26 76.12 76.12 89.68 89.68 86.34 89.68
Time 66.72 67.20 79.98 79.83 72.34 78.86 58.70 58.63 79.17 79.79 72.97 78.89
TPP: heur = additive
Coverage 63.33 76.67 96.67 96.67 80.00 100.00 63.33 70.00 93.33 93.33 100.00 90.00
Eval. 33.50 40.19 67.17 65.78 44.57 68.44 33.14 35.09 58.33 64.15 62.25 58.12
Quality 58.33 70.36 92.89 92.55 73.34 96.04 56.33 62.51 89.54 87.91 91.51 86.30
Time 50.48 58.98 81.99 80.01 62.08 82.99 50.17 52.57 76.85 80.53 82.04 76.91
Pipesworld Tankage: heur = additive
Coverage 36.00 38.00 76.00 74.00 44.00 72.00 34.00 34.00 80.00 80.00 54.00 78.00
Eval. 20.40 25.46 54.21 55.89 27.48 52.61 19.98 19.46 42.61 58.09 30.05 42.28
Quality 30.06 33.43 57.13 55.35 38.17 56.58 31.62 31.59 64.24 63.93 50.41 62.81
Time 25.26 29.62 57.08 60.66 31.22 54.74 25.45 23.99 51.89 62.92 36.20 50.79
Storage: heur = CG
Coverage 53.33 60.00 70.00 56.67 63.33 70.00 53.33 60.00 60.00 53.33 60.00 60.00
Eval. 44.28 46.66 58.53 43.97 52.54 58.09 43.26 44.73 47.60 43.11 48.94 47.60
Quality 50.93 53.30 66.61 53.70 61.75 66.28 50.91 56.02 56.31 50.68 56.96 56.31
Time 52.67 54.94 65.84 53.03 58.91 65.40 52.61 54.84 59.03 52.39 59.31 59.05

PSR Large: heur = additive
Coverage 58.00 66.00 46.00 50.00 64.00 64.00 58.00 60.00 46.00 50.00 54.00 48.00
Eval. 36.95 53.03 29.09 31.88 50.67 42.64 37.46 37.89 24.81 31.93 31.45 25.41
Quality 50.88 61.15 39.75 44.61 57.25 56.22 51.41 52.44 41.72 45.51 49.46 42.64
Time 54.18 61.63 42.32 48.72 60.56 58.75 54.69 55.50 41.81 48.77 50.08 43.09
Philosophers: heur = FF/add
Coverage 100.00 100.00 43.75 43.75 100.00 81.25 100.00 52.08 35.42 47.92 100.00 37.50
Eval. 37.87 38.31 19.80 19.80 38.37 26.62 37.61 23.73 15.73 19.92 37.67 15.98
Quality 100.00 100.00 29.24 29.24 97.87 66.04 100.00 52.08 23.49 30.91 100.00 25.81
Time 74.46 73.96 36.07 36.05 73.79 58.16 75.58 44.52 31.06 38.56 73.61 32.32
Schedule: heur = FF/add
Coverage 18.00 16.00 86.67 86.67 75.33 99.33 22.00 16.67 75.33 88.00 100.00 76.00
Eval. 12.65 15.19 72.85 72.36 46.39 79.18 14.27 12.00 33.42 67.35 46.25 33.42
Quality 17.09 15.53 79.12 79.31 67.12 90.05 21.55 16.32 70.77 81.46 94.65 71.43
Time 17.51 15.79 82.81 82.38 62.19 93.95 21.25 16.26 61.96 82.69 84.50 62.17

Satellite: heur = FF/add
Coverage 69.44 100.00 100.00 100.00 88.89 100.00 69.44 72.22 77.78 91.67 77.78 77.78
Eval. 38.59 79.21 81.34 81.34 66.98 81.24 36.74 40.53 43.11 70.78 42.05 43.11
Quality 63.70 94.47 94.33 94.33 83.76 94.33 68.48 71.49 76.18 89.85 76.77 76.18
Time 57.24 81.02 82.29 82.53 74.12 82.99 57.97 60.77 65.59 78.30 64.82 65.63
Logistics 1998: heur = CG
Coverage 100.00 94.29 91.43 94.29 100.00 97.14 97.14 97.14 85.71 94.29 97.14 88.57
Eval. 68.66 66.96 63.12 65.08 71.51 64.37 49.51 49.30 40.02 48.69 47.87 40.23
Quality 98.20 87.53 84.33 92.61 92.97 89.66 96.37 95.54 80.21 93.91 95.38 82.94
Time 89.39 85.14 81.66 84.60 90.17 83.06 75.34 75.53 65.52 74.17 74.03 65.50
Pathways: heur = cea
Coverage 26.67 30.00 63.33 63.33 40.00 63.33 33.33 30.00 93.33 90.00 93.33 93.33
Eval. 18.48 21.51 49.68 49.68 26.56 49.31 17.90 19.27 47.43 62.65 45.92 47.43
Quality 25.67 29.28 60.93 60.93 38.26 60.89 33.14 29.49 92.22 88.70 92.24 92.22
Time 25.08 28.02 62.91 62.92 36.42 62.50 27.28 27.16 84.05 87.61 83.04 84.06

Table 6.2: Detailed results for selected domains.
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6.3.3 Details and Special Cases

In Table 6.2, we report individual results for a number of domain/heuristic combinations. The top

part of the table contains “typical” cases that reflect the general findings discussed above. Preferred

operators increase performance notably, and lazy and eager search perform similarly well. While

there is some variation (e. g. in Pipesworld Tankage), in general it holds that “H > PO” is slightly

better than not using POs, while the other PO usages are noticeably better; and PO pruning or

dual-queue usage is best for Eager while the boosted dual-queue approach is best for Lazy.

The rest of the table contains exceptions from the general trend, which we discuss in turn.

Firstly, we examine cases which are outliers with regard to PO use. In PSR Large with the additive

or FF/add heuristic, we find that both search types gain some improvement from subtle use of

preferred operators in the “H > PO” setting. However, stronger use of POs is detrimental, which

becomes particularly evident in the settings “PO > H” and PO pruning. The reason seems to be

that few preferred operators are found in this domain; this holds for both the additive and the

FF/add heuristic. The setting “H > PO” uses the information about preferred operators only when

it exists and adds to the knowledge about heuristic values, and thus improves results. By contrast,

restricting the search to POs means that we may often be precluded from expanding the current

best state because it may not happen to be preferred.

The Philosophers domain with the additive or FF/add heuristic is interesting because even the

subtle use of POs via “H > PO” is detrimental for eager search, and with the exception of the

dual-queue approach, all strong uses of POs lead to worse performance for both search types.

When examining the domain, we found that it contains large plateaus or near-plateaus, and many

ill-informed preferred operators. In large areas of the search space 80–100% of the operators are

preferred, of which only 5–10% lead to states with better heuristic values. Breadth-first search

may be the best way to escape from plateaus, and when not using POs, this is what our search

does (due to the open list treating states of equal heuristic value on a first-in-first-out basis). When

using the dual queue, the search performs breadth-first search half of the time, which still works

very well. By contrast, strong use of POs means that the search spends most of the time following

ill-informed POs, and by not doing breadth-first search it may not manage to leave the plateaus as

quickly.

In Schedule with the FF/add heuristic, the use of POs in a dual-queue approach is a substantial

improvement over not using POs; however, the subtle use of POs as tie-breakers in “H > PO” is

notably worse than not using POs. While we are at present not sure what causes this behaviour,

one possible explanation is that POs are helpful in some parts of the search space but useless or

even detrimental in others.

It is noteworthy that the dual-queue approach may be the most “robust” way of using preferred

operators. For all other PO uses, bad cases exist where they perform significantly worse than not

using POs. By contrast, the dual-queue approach always performs fairly well and seems to be able

to make use of helpful POs while not getting overly distracted by ill-informed POs.

Lastly, the third part of Table 6.2 contains examples where the performances of the two search
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Lazy Eager
inst. No PO Prun. DQ No PO Prun. DQ
25 150K 1K 2K 71K 2K 71K
26 211K 1K 3K 116K 3K 80K
27 24K 1K 2K 96K 3K 96K
28 46K 2K 3K 195K 6K 195K
29 — 1K 3K — 7K 285K
30 — 3K 6K — 10K 420K
31 — 4K 5K — 14K —
32 — 10K — — 28K —
33 — 8K — — 41K —
34 — 4K 7K 265K 15K 265K
35 — 10K — — 26K —
36 — 7K — — 27K —

Table 6.3: Evaluations in Satellite with the cea heuristic.

variants Eager and Lazy differ substantially. In Satellite and Logistics, a large branching factor

in combination with an informative heuristic leads to lazy search being extremely useful, so that

it dominates eager search notably with respect to coverage, evaluations and runtime. We will

discuss this effect in Satellite in more detail below. On the other hand, Pathways is a domain where

deferred evaluation seems to be particularly harmful, and Eager performs significantly better than

Lazy.

Table 6.3 provides a closer look at the effect of deferred evaluation in the Satellite domain

when using the cea heuristic (results for the other heuristics are similar). We show the number of

evaluations for the last 12 instances of the domain. With the configurations that are not shown (H >

PO, PO > H, and boosted dual queue), Lazy performs exactly the same as with PO pruning, while

Eager performs no better than without POs. Eager obtains best performance with PO pruning in

this domain as the pruning greatly reduces the large branching factor of the search space. However,

even in this setting Lazy outperforms Eager notably with regards to evaluations and, consequently,

runtime. Table 6.3 shows that with exception of the first two instances, Lazy evaluates substantially

fewer states than Eager, with differences as high as two orders of magnitude in some cases. In

instance 34, eager search with the dual queue finds a plan of length 287 expanding only 287 states,

i. e., it is guided straight to the goal. However, due to the large branching factor it still needs to

evaluate more than 265,000 states, and runs for 29 minutes, while Lazy only evaluates 4,000 states

and terminates after 43 seconds.

6.4 A Controlled Experiment

To more closely analyse how the benefit from preferred operators varies with different characteris-

tics of the search space, we conducted a set of experiments on a manually-designed search space.

We chose the parameters of this artificial search space without much experimentation, as it was

straightforward to find settings that show informative behaviour, i. e. where the task is not too easy

and not too hard. Other settings are possible and may often lead to similar results. Our goal was
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Figure 6.1: Experiments in an artificial search space. On the x-axis we vary the rate at which good actions
are recognised (labelled as preferred operators). Results are shown for three different levels of heuristic
quality: rather uninformative, moderately informative and very informative.
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Figure 6.2: Experiments in an artificial search space. On the x-axis we vary the quality of the heuristic.
Results are shown for three different rates of PO recognition: recognising 20%, 50% and 80% of the useful
actions in a state as preferred operators.
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to create a scenario where preferred operators can be useful but also harmful, depending on how

well the preferredness of an operator predicts that it actually leads to a better state, and how well

informed the heuristic is in comparison. The parameters we vary are:

• The quality of the heuristic. We use an admissible heuristic that randomly deviates by up

to a factor dev. fac. ≤ 1 from the approximate goal distance agd (see below) of a state. We

experimented with values from 0.1 to 0.9. in 0.1-step increases.

• The recognition rate rec. rate for preferred operators, i. e., in what percentage of cases a

useful action (one that leads to a better state) is labelled as a preferred operator. For this

parameter, we tested values between 0% and 100% using steps of 10%.

We fixed a branching factor of 25 and a typical solution depth of 50. States are characterised

by their approximate goal distance (agd). The initial state has an agd-value of 50 and states with a

value of 0 are labelled as goals. For each state with agd-value d, we generate the values of the 25

successors randomly as follows: with probability 0.04 they are d − 1, with probability 0.16 they

are d + 1, and with probability 0.8 they are d. This means that there exist on average one successor

with a lower agd-value, 20 successors with equal agd-values, and 4 successors with higher agd-

values than the parent. Likewise, the decision whether or not an action is labelled as a preferred

operator is made randomly: if an action is useful, i. e. if it leads to a successor state with better

agd-value, it is preferred in the percentage of cases given by rec. rate; else it is preferred in 10%

of the cases. If the recognition rate decreases, this means that the relative chance of a preferred

operator not being useful increases.

Figures 6.1 and 6.2 show the number of evaluated states for the two search algorithms in our

experiment. In Figure 6.1, we fixed the heuristic quality at three different values (low in the top

panel, medium in the centre and high on the bottom), and varied the recognition rate of preferred

operators. The numbers shown are averaged over 100 runs with different random seeds. As can

be seen, a low recognition rate leads to preferred operators being detrimental to the search, while

with a high recognition rate, using preferred operators improves performance compared to not

using them. It is also evident that PO pruning suffers more strongly from ill-informed preferred

operators than the dual-queue approach. The relative performance of the approaches shown in

Figure 6.1 is notably independent of the quality of the heuristic. The dual-queue approach typically

becomes better than not using POs if the recognition rate is more than 20–30%; PO pruning has a

higher threshold of 40–50%.

Figure 6.2 provides a different look on the same data, where we fix the recognition rate of

preferred operators and vary the heuristic quality. As can be seen in the centre and bottom panels,

the advantage of using preferred operators decreases for high values of heuristic quality, i. e.,

preferred operators are most useful if the heuristic is not well informed. But even given very high

heuristic quality, POs can still notably improve performance if the recognition rate is high.
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6.5 Conclusion

We have examined two search enhancements for planning that are widely used, preferred oper-

ators and deferred evaluation. Our findings include that the obvious method of using preferred

operators as tie-breakers provides little benefit, compared to other approaches; and that the dual-

queue approach, which keeps preferred operators in an additional open list, performs best amongst

all tested approaches in a standard best-first search. In particular, the dual-queue approach domi-

nates pruning, the method that was proposed when preferred operators were first introduced. With

controlled experiments in an artificial search space, we showed that pruning performs badly if the

preferred operators are ill-informed. Our results thus suggest that FF might be improved by using

the dual-queue approach, though experiments with FF’s enforced hill-climbing search algorithm

and FF’s definition of preferred operators would be needed to confirm this hypothesis.

Our work confirms previous claims that deferred evaluation can be very useful in the presence

of large branching factors and that this method trades plan quality for time. Our findings also

help to explain the good performance of Fast Downward at IPC 2004. This planner used deferred

evaluation in combination with the boosted dual-queue option, a combination which led to best

performance in our experiments. However, the conceptually simpler approach of using standard

best-first search with the unboosted dual queue performs equally well on average, albeit having

different strengths and weaknesses. Our results show that boosting the dual queue in Fast Down-

ward should always be done for best results, but it would be detrimental in a standard best-first

search.
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Restarts for Anytime Planning

In this chapter, we examine anytime planning as a way of finding good solutions given limited time

and uncertainty about the hardness of the task at hand. Anytime search algorithms solve optimi-

sation problems by quickly finding a (usually suboptimal) first solution and then finding improved

solutions when given additional time (see Section 1.1). To deliver an initial solution quickly, they

are typically greedy with respect to the heuristic cost-to-go estimate h. In this chapter, we show

that this low-h bias can cause poor performance if the greedy search makes early mistakes. Build-

ing on this observation, we present a new anytime approach that restarts the search from the initial

state every time a new solution is found. We demonstrate the utility of our method via experiments

in planning as well as other domains, and show that it is particularly useful for problems where

the heuristic has systematic errors.

7.1 Introduction

As described in Section 2.2.1, the A∗ algorithm can be used to find optimal solutions for shortest-

path problems, given an admissible heuristic and sufficient resources. However, in large tasks we

may not be able to afford the resources necessary for calculating an optimal solution. A popular

approach in this circumstance is complete anytime search, in which a (typically suboptimal) solu-

tion is found quickly, followed over time by a sequence of progressively better solutions, until the

search is terminated or solution optimality has been proven.

Weighted A∗, or short WA∗, uses a weighting factor w > 1 and searches more greedily the

larger w is, at each step selecting a state for expansion that minimises the function f ′(s) = g(s) +

w ·h(s) (see Section 2.2.1). The ability to balance speed against quality while providing bounds on

the suboptimality of solutions makes WA∗ an attractive basis for anytime algorithms (Hansen et al.,

1997; Likhachev et al., 2004; Hansen and Zhou, 2007; Likhachev et al., 2008). For example, WA∗

can be run first with a very high weight, essentially resulting in a greedy best-first search that tries

to find a solution as quickly as possible. Then the search can be continued past the first solution

to find better ones. By reducing the weight over time, the search can be made progressively less

greedy and more focused on quality.

Complete anytime algorithms that are not based on WA∗ have also been proposed (Zhang,

85
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1998; Zhou and Hansen, 2005; Aine et al., 2007). In these cases, an underlying global search

algorithm is usually made more greedy and local by initially restricting the set of states that can be

expanded, thus giving a depth-first tendency to the search which can lead to finding a first solution

quickly. Whenever a solution is found, the restrictions are relaxed, allowing for higher-quality

solutions to be found.

We start by noting that the greediness employed by anytime algorithms to quickly find a first

solution can also create problems for them. If the heuristic goal distance estimates are inaccurate,

for example, the search can be led into an area of the search space that contains no goal or only

poor goals. Anytime algorithms typically continue their search after finding the first solution,

rather than starting a new search. This seems reasonable as it avoids duplicate effort. However, a

key observation that we will discuss in detail below is that continued search may perform badly in

problems where the initial solution is far from optimal and finding a significantly better solution

requires searching a different part of the search space. In such cases restarting the search can be

beneficial, as it allows changing bad decisions that were made near the initial state more quickly.

Reconsidering these early decisions means the quality of the best-known solution may improve

faster with restarts than if we continued to explore the area of the search space around the previous

solution.

Building on this observation that forgetfulness can be bliss, we propose an anytime algorithm

that incorporates helpful restarts while retaining most of the knowledge discovered in previous

search phases. Our approach differs substantially from existing anytime approaches, as previous

work on anytime algorithms has concentrated explicitly on avoiding duplicate work (Likhachev

et al., 2004, 2008). We show that the opposite can be useful, namely discarding information

that may be biased due to greediness. We show that our method outperforms existing anytime

algorithms in planning and that it is competitive in other benchmark domains. Using an artificial

search space, we elucidate conditions under which our approach performs well.

7.2 Previous Approaches

We first present some existing approaches and discuss the circumstances under which their effec-

tiveness may suffer.

Anytime Algorithms Based on Weighted A∗

Anytime algorithms based on WA∗ run WA∗ but do not stop upon finding a solution. Rather, they

report the solution and continue the search, possibly adjusting some of their search parameters. A

straightforward adjustment, for example, is to use the cost of the best known solution for pruning:

after we have found a solution of cost c, we do not need to consider any states that are guaranteed

to lead to solutions of cost c or more. This is the approach taken by Hansen and Zhou in their

Anytime WA∗ algorithm (Hansen and Zhou, 2007). Updating the cost bound is the only adjustment
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in Anytime WA∗; the weight w is never decreased. (While the authors discuss this option, they did

not find it to improve results on their benchmarks.)

The Anytime Repairing A∗ (ARA∗) algorithm by Likhachev et al. (2004, 2008) assumes an

admissible heuristic and reduces the weight w each time it proves w-admissibility of the incum-

bent solution. This implicitly prunes the search space as no state is ever expanded whose f ′-value

is larger than that of the incumbent solution. When reducing w, ARA∗ updates the f ′-values of

all states in the open list according to the new weight. Furthermore, ARA∗ avoids re-expanding

states within search phases (where we use “phase” to denote the part of search between two weight

changes). Whenever a cheaper path to a state is discovered, and that state has already been ex-

panded in the current search phase, the state is not re-expanded immediately. Instead it is sus-

pended in a separate list, which is inserted into the open list only at the beginning of the next

phase. The rationale behind this is that even without re-expanding states the next solution found

is guaranteed to be within the current sub-optimality bound (Likhachev et al., 2004, 2008). Of

course, it may be that this solution is worse than it would have been had we re-expanded.

Other Anytime Algorithms

Recent anytime algorithms that are not based on WA∗ include the A∗-based Anytime Window A∗

algorithm (Aine et al., 2007) and beam-stack search (Zhou and Hansen, 2005) which is based on

breadth-first search. In both cases, the underlying global search algorithm is made more greedy

by initially restricting the set of states that can be expanded. In Window A∗, this is done by using

a “window” that slides downwards in a depth-first fashion: whenever a state with a larger g-value

(level) than previously expanded is expanded, the window slides down to that level of the search

space. From then on, only states in that level and the k levels above can be expanded, where k is

the height of the window. Initially k is zero and it is increased by 1 every time a new solution is

found. Anytime Window A∗ can suffer from its strong depth-first focus if the heuristic estimates

are inaccurate.

In beam-stack search, only the b most promising nodes in each level of the search space are

expanded, where the beam width b is a user-supplied parameter. The algorithm remembers which

nodes have not yet been expanded and returns to them later. However, beam-stack search explores

the entire search space below the chosen states before it backtracks on its decision. This may be

inefficient if the heuristic is (locally) quite inaccurate and a wrong set of successor states is chosen,

e. g. states from which no near-optimal solution can be reached.

7.3 The Effect of Low-h Bias

Anytime WA∗ and ARA∗ keep the open list between search phases (possibly re-ordering it). After

finding a goal state sg, the open list will usually contain many states that are close to sg in the

search space, because the ancestors of sg have been expanded; furthermore, those states are likely

to have low heuristic values because of their proximity to sg. Hence, if the search is continued
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Figure 7.1: The effect of low-h bias. For all grid states generated by the search, h-values are shown above
f ′-values. Top: initial WA∗ search finds a solution of cost 6. Centre: continued search expands many states
around the previous open list (grey cells), finding another sub-optimal solution of cost 6. Bottom: restarted
search quickly finds the optimal solution of cost 5.



7.4. Restarting WA∗ (RWA∗) 89

(even after updating the open list with a lower weight), it is likely to expand most of the states

around sg before considering states that are close to the initial state. This means that the search is

concentrating on improving the end of the current solution path, as opposed to its beginning. This

low-h bias can be a critical mistake if early decisions strongly influence final solution quality. For

example in planning, it may be impossible to improve the quality of a plan substantially without

changing its early actions.

Consider the example of a search problem shown in Figure 7.1. The task is to reach a goal state

(g1 or g2) from the initial state s in a grid world, where the agent can move with cost 1 to each of

the 8 neighbours of a cell if they are not blocked. The heuristic values are inaccurate estimates of

the straight-line goal distances of cells. In particular, the heuristic values underestimate distances

in the left half of the grid. We conduct a weighted A∗ search with weight 2 in the top panel of

Figure 7.1 (assuming for simplicity a standard textbook search, i. e., no preferred operators and no

deferred evaluation). Because the heuristic values to the left of s happen to be lower than to the

right of s, the search expands states to the left and finds goal g1 with cost 6. The grey cells are

generated, but not expanded in this search phase, i. e., they are in the open list. In the centre panel

of Figure 7.1, the search continues with a reduced weight of 1.5. A solution with cost 5 consists in

turning right from s and going to g2. However, the search will first expand all states in the open list

that have an f ′-value smaller than 7. After expanding a substantial number of states, the second

solution it finds is a path which starts off left of s and takes the long way around the obstacle to

g2, again with cost 6. If we instead restart with an empty open list after the first solution (bottom

panel of Figure 7.1), far fewer states are expanded. The critical state to the right of s is expanded

quickly and the optimal path is found.

Note that in the above example, it is in particular the systematic error of the heuristic that leads

the greedy search astray and makes restarts useful. In planning, especially when using deferred

evaluation, heuristic values may also be fairly inaccurate, and restarts can be useful. We will see

this phenomenon again below in the experimental section of this chapter.

7.4 Restarting WA∗ (RWA∗)

To overcome low-h bias, we propose Restarting WA∗, or short RWA∗. It runs iterated WA∗ with

decreasing weight, always re-expanding states when it encounters a cheaper path. RWA∗ differs

from ARA∗ and Anytime WA∗ by not keeping the open list between phases. Whenever a better

solution is found, the search empties the open list and restarts from the initial state. It does,

however, re-use search effort in the following way: besides the open list (“Open”) and closed list

(“Closed”), we keep a third data structure “Seen”. When the new search phase begins, the states

from the old closed list are moved to Seen. When RWA∗ generates a state in the new search, there

are three possibilities: Case 1: The state has never been generated before (it is neither in Open nor

Closed nor Seen). In this case, RWA∗ behaves like WA∗, calculates the heuristic value of the state

and inserts it into Open. Case 2: The state has been encountered in previous search phases but
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1: procedure RWA*({w0,w1, . . . ,wn})
2: bound ← ∞, w← w0, weight index← 0, Seen← ∅
3: while not interrupted and not failed do
4: Closed ← ∅, Open← {initial state}
5: while not interrupted and Open not empty do
6: remove s with minimum f ′(s) from Open
7: for s′ ∈ successors(s) do
8: if heuristic admissible and f (s′) ≥ bound or g(s′) ≥ bound then
9: continue

10: cur g← g(s)+ transition cost(s, s′)
11: if s′ < (Open ∪ Seen ∪ Closed) then
12: g(s′)← cur g, pred(s′)← s
13: calculate h(s′) and f ′(s′)
14: insert s′ into Open
15: else if s′ ∈ Seen then
16: if cur g < g(s′) then
17: g(s′)← cur g, pred(s′)← s
18: move s′ from Seen to Open
19: else if cur g < g(s′) then
20: g(s′)← cur g, pred(s′)← s
21: if s′ ∈ Open then
22: update s′ in Open
23: else
24: move s′ from Closed to Open
25: if is goal(s′) then
26: break
27: if new solution s∗ was found (line 25) then
28: report s∗

29: bound← g(s∗)
30: weight index← min(weight index + 1, n)
31: w← wweight index

32: Seen← Seen ∪ Open ∪ Closed
33: else
34: return failure

Algorithm 7.1: Pseudo-code for the RWA∗ algorithm.
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not in the current phase (it is in Seen). In this case, RWA∗ can look up the heuristic value of the

state rather than having to calculate it. In addition, RWA∗ checks whether it has found a cheaper

path to the state or whether the previously found path is better, and keeps the better one. The state

is removed from Seen and put into Open. Case 3: The state has already been encountered in this

search phase (it is in Open or Closed). In this case, RWA∗ again behaves like WA∗, re-inserting the

state into Open only if it has found a cheaper path to the state. Complete pseudo-code is shown in

Figure 7.1. This strategy can be implemented in an efficient way by maintaining a boolean value

“seen” in each state of the open/closed list, rather than keeping the seen states in a separate list.

In short, previous search effort is re-used by not calculating the heuristic value of a state

more than once and by making use of the best path to a state found so far. Compared to ARA∗

and Anytime A∗, our method may have to re-expand many states that were already expanded in

previous phases. However, in cases where the calculation of the heuristic accounts for the largest

part of computation time (as in our planning experiments), the duplicated expansions do not have

much effect on runtime. Thus, RWA∗ re-uses most of the previous search effort, but its restarts

allow for more flexibility in discovering different solutions.

7.4.1 Restarts in Other Search Paradigms

Restarts are a well-known and successful technique in combinatorial search and optimisation,

e. g. in the areas of propositional satisfiability and constraint-satisfaction problems. Together with

randomisation, they are used in systematic search (Gomes et al., 1998) as well as local search

(Selman et al., 1992) to escape from barren areas of the search space. A restart is typically executed

if no solution has been found after a certain number of steps. In most of these approaches restarting

would be useless without randomisation, as the algorithm would behave exactly the same each

time. By contrast, our algorithm is deterministic, and its restarts serve the purpose of revisiting

nodes near the start of the search tree to promote exploration when the node evaluation function

has changed.

This is perhaps most closely related to the motivation behind limited-discrepancy search (LDS)

(Harvey and Ginsberg, 1995; Furcy and Koenig, 2005). LDS attempts to overcome the tendency of

depth-first search to visit solutions that differ only in the last few steps. It backtracks whenever the

current solution path exceeds a given limit on the number of discrepancies from the greedy path,

restarting from the root each time this limit is increased. Like random restarts and the backtrack-

ing in limited-discrepancy search, our restarts mitigate the effect of bad heuristic recommendations

early in the search. Our use of restarts differs from limited-discrepancy backtracking in that we

restart upon finding a solution, rather than after expanding all nodes with a given number of dis-

crepancies from the greedy path. As opposed to random restarts, we restart upon success (when

finding a new solution) rather than upon failure (when no solution could be found). A depth-first

approach like LDS is however not competitive for typical planning tasks.

Lastly, incomplete methods can be made complete by restarting with increasingly relaxed

heuristic restrictions (Zhang, 1998; Aine et al., 2007). By contrast, our restarts occur within an
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algorithm that is already complete.

Our use of restarts also raises an interesting connection between anytime search in determin-

istic and stochastic domains. An analogy can be made between RWA∗ and real-time dynamic

programming (RTDP), a popular anytime algorithm for solving Markov decision processes (Barto

et al., 1995). Both algorithms follow a greedy strategy relative to the current state values until

they find a goal, at which point they return to the initial state for another trial. In RTDP, Bellman

back-ups are performed to increase the accuracy of heuristic values, while in RWA∗, the weight

is decreased for a similar effect. The procedures do have significant differences: RTDP makes

irrevocable moves in the style of a local search, while RWA∗ keeps an open list. RTDP requires

a labelling procedure to detect optimality (Bonet and Geffner, 2003), while RWA∗ can terminate

after a trial with weight 1 (when being used with an admissible heuristic and without any modifi-

cations such as search enhancements; otherwise it can be extended easily to prove optimality by

exhausting those states in Open that have a lower g-value than the incumbent solution). It would

be an interesting topic for future work to investigate whether importing ideas from RTDP, such as

backing up heuristic values, could benefit the anytime profile of RWA∗.

Our use of restarts in a complete best-first search is remarkable because at first glance, it would

seem unnecessary: a best-first search keeps a queue of all generated but yet unexpanded nodes,

and is thus not thought to suffer from premature commitment. Our finding is that a greedy search

like weighted A∗ effectively makes such commitments due to its low-h bias.

7.5 Empirical Evaluation

We compare the performance of RWA∗ with several existing complete anytime approaches: Any-

time A∗ (Hansen and Zhou, 2007), ARA∗ (Likhachev et al., 2004), Anytime Window A∗ (Aine

et al., 2007), and beam-stack search (Zhou and Hansen, 2005). For beam-stack search, we imple-

mented the regular version rather than the memory-conserving divide-and-conquer variant (since

memory-conserving techniques could be applied to all the algorithms we compare). All parame-

ters of the competitor algorithms were carefully tuned for best performance. The algorithms based

on WA∗ (RWA∗, Anytime A∗ and ARA∗) all share the same code base, as they differ only in few

details; and they all perform best for the same starting weights. For beam-stack search, we exper-

imented with beam width values between 5 and 10,000 and plot the best of those runs. We also

conducted experiments with iteratively broadening beam widths, but did not obtain better results

than with the best fixed value. Beam-stack search expects an initial upper bound on the solution

cost. After consulting its authors, we chose a safe but large number as bound, as it is not clear how

to come up with a reasonable upper bound for our experiments up-front.

In addition we compare against an alternative version of Anytime A∗. For this algorithm,

which originally does not decrease its weight between search phases, we experienced improved

performance if we do decrease the weight. Thus, we also report results for a variant dubbed

“Anytime A∗ WS”, (WS for weight schedule), where the weight is decreased as in RWA∗ or
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ARA∗.

7.5.1 Automated Planning

We implemented each of the search algorithms within the Fast Downward planning framework

(Helmert, 2006), replacing the greedy best-first search in Fast Downward with the respective

search algorithms. We mainly use the FF/add heuristic for the results reported here, but we also

tested other heuristics and briefly report on them. All other settings of Fast Downward were held

fixed to isolate the effect of changing the search mechanism. In particular, since we want to achieve

good performance we make use of the search enhancements preferred operators and deferred heu-

ristic evaluation used by Fast Downward (see Section 2.2.3). For all A∗-based algorithms, the

preferred-operator mechanism can be used in the same way as in Fast Downward’s greedy best-

first search and it improves results notably; it was thus incorporated. Beam-stack search is the one

algorithm that does not use preferred operators as it is not obvious how to incorporate them.

For the WA∗-based algorithms, we experimented with several starting weights and correspond-

ing weight sequences, yet found that the relative performance of the algorithms did not change

much. The weight sequence that gave overall best results and is used in the results below is 5, 3, 2,

1.5, 1. ARA∗ was adapted to use a weight schedule like RWA∗ and Anytime A∗ WS here, since the

original mechanism for decreasing weights in ARA∗ depends on the heuristic being admissible,

whereas the heuristics we use in satisficing planning are inadmissible. (ARA∗ originally reduces

its weight by a very small amount whenever it proves that the incumbent solution is w-admissible

for the current weight w.) For beam-stack search, a beam width of 500 resulted in best anytime

performance.

We use all classical planning tasks from the International Planning Competitions between 1998

and 2006 except for the trivial Movie domain. The time and memory limits were 30 minutes and

3 GB respectively for each task, running on a 3 GHz Intel Xeon X5450 CPU.

Results. Figure 7.2 summarises the results. We plot average IPC scores following the definition

used in the International Planning Competition 2008 (see Section 2.4): for each task from a given

domain, an algorithm scores c∗/c at time t, where c is the cost of the algorithm’s current solution

at time t and c∗ is the cost of the overall best solution found by any of the algorithms at the end

of the timeout. These scores are then averaged over all tasks from a domain and over all domains,

so that each domain has equal influence on the final score irrespective of its size. To support the

visual differences with statistical analysis, we give results using the Wilcoxon signed-rank test, a

statistical hypothesis test for two related samples that does not rely on the assumption that the data

samples are drawn from a probability distribution of any particular form.

Legends in our plots are sorted in decreasing order of final score. As the top and centre

panels of Figure 7.2 show, RWA∗ performs best, outperforming the other algorithms. In the top

panel, we compare against the other WA∗-based algorithms. The weight-decreasing variant of

Anytime A∗ (Anytime A∗ WS) is slightly better than ARA∗, whereas the original Anytime A∗
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algorithm performs worse. It is notable that while all four WA∗-based algorithms are very closely

related, differing only in a few lines of code, the simple addition of the restarts leads to a notable

improvement in performance. “Base WA∗” depicts a WA∗ search that stops after finding the first

solution and is provided for reference.1

Wilcoxon signed-rank tests conducted at several points along the curves reveal that the differ-

ences between all pairs of algorithms are statistically significant except for the difference between

ARA∗ and the original Anytime A∗ algorithm. The p-values for the significant differences are ≤

0.001.

The centre panel shows the results for Window A∗ and beam-stack search. Beam-stack search

and Window A∗ perform significantly worse than the WA∗-based algorithms and worse than the

WA∗ baseline that does not do anytime search. This is mainly due to solving fewer tasks, as a

significant determiner in gross performance is the number of tasks solved by a certain time. By

the time cut-off, the WA∗-based algorithms leave (essentially the same) 256–259 tasks unsolved,

while beam-stack search and Window A∗ fail to solve 347 and 591 tasks, respectively. Beam-

stack search (Window A∗) solves 54 (46) tasks that RWA∗ does not solve. The opposite is true

for 145 (381) tasks. While Window A∗solves significantly fewer tasks than beam-stack search, it

produces higher-quality solutions, and the resulting performance curves are very similar for the

two algorithms.

The bottom panel of Figure 7.2 shows for the best version of each algorithm how often it

achieved (at least) a certain solution quality. As can be seen, RWA∗ achieves high-quality solutions

more often than the other algorithms. The best quality is achieved by RWA∗ 63% of the time,

(where domains are weighed for equal influence as above), while all others achieve it ≤ 55%

of the time. The average number of solutions found was 1.9–2 for the weight-decreasing WA∗

methods and beam-stack search, 2.7 for non-decreasing Anytime A∗ and 1.2 for Window A∗.

When examining the distribution of RWA∗’s performance over the different domains, we found

that RWA∗ outperforms the other WA∗ algorithms in 40% of the domains, while being on par in

the remaining 60%. In no domain did RWA∗ perform notably worse than any of the other WA∗

methods. Beam-stack search and Window A∗ show different strengths and weaknesses compared

to the WA∗-based algorithms. In the Optical Telegraph domain, beam-stack search performs well

whereas all other algorithms perform badly. Beam-stack search and Window A∗ fare worst on

large tasks, e. g. in the Schedule and Logistics 1998 domains.

To summarise, we find that the WA∗-based methods achieve significantly better results than

Window A∗ and beam-stack search. We believe that this is due to the global WA∗-based algorithms

being better able to deal with inadmissible and locally highly varying heuristic values, whereas

Window A∗ and beam-stack search commit early to certain areas of the search space. Exhausting

1The difference to the results in Chapter 6 is due to a number of factors, including code evolution and differences in
the machines used for the experimental evaluation. However, a major factor is that the IPC score is heavily dependent
on the best known solution for each task (see Section 2.4). In this experiment, we compare a range of varied algorithms
with different strengths. This may lead to near-optimal solutions being produced more often here than in the experiment
of Chapter 6, resulting in overall lower scores.
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1st solution 2nd solution 3rd (final) solution
len c.i. exp t len c.i. exp t len c.i. exp t

RWA* 165 - 1142 0.07 163 153 2370 0.08 125 1 16919 0.84
ARA* 165 - 1142 0.06 163 153 1220 0.07 161 145 5743 0.28
Anyt. A* WS 165 - 1142 0.07 163 153 1231 0.08 161 145 5629 13.25
Anyt. A* 165 - 1142 0.07 163 153 1255 0.07 161 145 206480 0.28

Table 7.1: Solution sequences for the largest task in the Gripper domain. The plan length is denoted by
len. The first step in which a solution deviates from the previous is denoted by c.i. (change index); exp is
the number of states expanded until the solution is found, and t the runtime in seconds.

a state-space area is particularly difficult here as inadmissible heuristic values cannot be used

for pruning. Furthermore, beam-stack search cannot make use of the planning-specific preferred

operators enhancement.

We also conducted experiments without preferred operators and delayed evaluation for all

algorithms. There, the performance of all algorithms becomes drastically worse (e. g., the WA∗-

based methods leave twice as many problems unsolved and in addition show worse anytime per-

formance on the solved problems). RWA∗ still performs better than all other algorithms, though

by a much smaller margin than with the search enhancements. With fewer solved tasks and fewer

solutions per task, RWA∗ cannot improve on the other WA∗ algorithms as much. Also, while

the search enhancements are very helpful in finding a solution, they make the search slightly less

informed and more greedy, contributing to low-h bias and thus making restarts more effective.

We furthermore conducted experiments with other planning heuristics (not shown), namely

the landmark heuristic from Chapter 4, the additive heuristic, the causal graph heuristic and the

context-enhanced additive heuristic. Compared to the experiments described above, which use

the FF/add heuristic, the anytime performance profiles of all algorithms were worse with these

other heuristics. However, the relative performance of the algorithms was similar, with RWA∗

outperforming the other methods in all cases except with the causal graph heuristic (where the

weight-decreasing WA∗ algorithms were on par). The differences between the various algorithms

however were smaller with these other heuristics. This can be explained by the fact that worse

performance of the algorithms results in their anytime profile curves being compressed, thus de-

creasing the differences between them.

A detailed example. We argue that RWA∗ shows such good results because restarts encourage

changes in the beginning of a plan rather than the end. The largest task in the Gripper domain (see

Section 2.4) provides an illustration. The initial WA∗ search phase finds a plan in which all balls

are transported separately, whereas in the optimal plan the robot always carries two balls at a time.

Window A∗ does not solve this task, while beam-stack search finds only one solution (the optimal)

after 2.5 seconds. The WA∗ algorithms find three improving solutions, with the first solution found

after less than one second, see Table 7.1. All of these plans are found very quickly, in less than 15

seconds. However, the last plan found by RWA∗ is optimal, whereas the other WA∗ algorithms do

not find any improved solutions during the remaining 29 minutes.
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The noteworthy aspect in this example is the indices of change for the plans, i. e. the steps in

which subsequent plans first differ from their predecessors. For ARA∗ and the two Anytime A∗

variants these change indices are fairly high (≥ 145), denoting the fact that their subsequent plans

only differ in the last 20 actions from the first plan found. For RWA∗, the third solution has a

change index of 1, i. e. it differs in the first action from the previous plans. This suggests that the

big jump in solution quality for RWA∗ indeed results from further exploration near the initial state,

whereas the other algorithms unsuccessfully spend their effort in deeper areas of the search space.

7.5.2 Other Benchmarks

To see whether restarts in anytime search are also beneficial in problems outside planning, we

conducted experiments in three further benchmark domains: the Robotic Arm domain, the Grid

World path-finding domain, and the Sliding-Tile Puzzle. We chose these domains because of their

previous use as anytime benchmarks (Robotic Arm), or their standing as traditional benchmarks

in the search literature (Grid World and the Sliding-Tile Puzzle).

Robotic Arm. This domain concerns motion planning for a simulated 20-degree-of-freedom

robotic arm (Likhachev et al., 2004). The base of the arm is fixed, and the task is to move its

end-effector to the goal while navigating around obstacles. An action is defined as a change of

the global angle at a particular joint. The workspace is discretised by overlaying it with a grid of

50 × 50 cells, and the heuristic of a state is the distance from the current location of the robot’s

end-effector to the goal, taking obstacles into account. The size of the state space is over 1026, and

in most instances it is infeasible to find an optimal solution. We experiment with 22 tasks kindly

made available to us by Maxim Likhachev.

For ARA∗, we use the settings suggested by Likhachev et al., starting with a weight of 3 and

decreasing it by 0.02 each time; the other WA∗-based algorithms also start with weight 3. Note

that because the heuristic is admissible, ARA∗ can prove suboptimality bounds and make informed

decisions on when to reduce its weight (namely, whenever a new bound is proven). For RWA∗,

on the other hand, a decrease in weight incurs a substantial overhead each time due to the restart.

This is why larger and less frequent weight decreases work better for it. We use a factor of 0.84 to

decay the weight for RWA∗, resulting in a similar weight schedule as in the planning experiment,

reducing the weight whenever an improved solution is found.

The results are shown in the top panel of Figure 7.3. RWA∗ outperforms ARA∗ and Anytime

A∗ for all timeouts above 1 second and shows overall very good anytime performance, including

reaching the best final quality. Window A∗ does well in this domain and shows best results in the

early stages of search. Anytime A∗ performs notably worse than ARA∗ here, though we found

that its weight-decreasing variant (not shown), decreasing the weight in the same way ARA∗ does,

achieves similar performance as ARA∗. Beam-stack search, here with a beam width of 100, takes

longer than most of the other methods to achieve high performance, but then comes up steeply and

achieves almost the same final quality as RWA∗. RWA∗ finds 3.7 different solutions per instance
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Figure 7.3: Anytime performance for the Robot Arm domain (top), Grid World (middle), and the Sliding-
Tile Puzzle (bottom).
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on average while Anytime A∗ finds 3.0 and the other algorithms find fewer than 2.7.

On these hand-designed instances, the variance in performance is fairly high. According to

Wilcoxon signed-rank tests, Anytime A∗ is significantly worse than the other algorithms, with p

≤ 0.001, and RWA∗ is significantly better than ARA∗, with p ≤ 0.05. Furthermore, the final quality

of RWA∗ is significantly better than that of Window A∗, with p ≤ 0.05. For all other cases, results

are not conclusive in the second half of the plot, where RWA∗, ARA∗, Window A∗ and beam-stack

search are very close.

Grid World. Grid world tasks consist in finding a path from the top left to the bottom right

in a 2000 × 1200 cell grid, using 4-way movement. We randomly generated 20 tasks with a

probability of 0.35 of each cell being blocked. We used a unit cost function and a Manhattan

distance heuristic which ignores obstacles. In this domain, relatively low weights gave best results

for the WA∗-based algorithms. The best starting weight was 2, with the weight schedule of RWA∗

being 2, 1.5, 1.25, 1.125, while ARA∗ uses small weight decrements of 0.2. Beam-stack search

used a beam width of 50.

Results are shown in the centre panel of Figure 7.3. The tasks are solved optimally within 60

seconds by all algorithms except non-decreasing Anytime A∗. RWA∗ and ARA∗ show the best

anytime performance and perform very similarly. ARA∗ performs better than the others in the first

split second, beam-stack search between seconds 0.8–3. However, beam-stack search and Window

A∗ take longer than RWA∗ and ARA∗ to achieve good quality. Anytime A∗ did not perform well,

though we found again that its weight-decreasing variant (not shown) performs similarly to RWA∗

and ARA∗. With smaller beam widths, the score of beam-stack search rises faster in the beginning

but it takes longer to achieve perfect quality; with larger beam widths the reverse holds. With beam

width 100, for example, beam-stack search performs similarly to Window A∗ in this domain.

Wilcoxon signed-rank tests confirm that the differences between the algorithms in the time

frame between 2 and 8 seconds are statistically significant with p ≤ 0.001, except close to the

cross-over points of two curves.

Sliding-Tile Puzzle. In the Sliding-Tile Puzzle domain, we tested on the 100 15-puzzle instances

from Korf (1985) using the Manhattan distance heuristic. The best starting weight for the WA∗

algorithms was 3, the weight sequence for RWA∗ being 3, 2, 1.5, 1.25, 1 while ARA∗ uses small

decrements of 0.2. The beam width in beam-stack search was 500.

The results are shown in the bottom panel of Figure 7.3. There are comparatively few differ-

ent solutions, leading to similar performance of all WA∗-based algorithms that decrease weight.

Window A∗ performs best, with RWA∗ second and ARA∗ third. Beam-stack search performs less

well, showing the same behaviour relative to its beam width as in the Grid World domain. Non-

decreasing Anytime A∗ performs worst, though we found again that its weight-decreasing variant

(not shown) performs similarly to RWA∗ and ARA∗.

According to Wilcoxon signed-rank tests, Window A∗ is significantly better than RWA∗ be-
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Figure 7.4: Anytime performance in an artificial search space.

tween seconds 2 and 20 with p ≤ 0.05, but the differences after 20 seconds are not statistically

significant. The differences between all other algorithms are significant with at least p ≤ 0.05.

Summary. While in the Robotic Arm domain, Grid World, and the Sliding-Tile Puzzle RWA∗

does not dominate its competitors as notably as in the planning experiment, we note that its per-

formance is continually very good. Compared to its most similar competitors, the other WA∗

algorithms, RWA∗ is always better (Robotic Arm) or on par (Grid World, Sliding-Tile Puzzle).

This may suggest that even in cases where the restarts are not helpful, they do little harm in terms

of computation time. The methods that are not based on WA∗ (Window A∗ and beam-stack search)

perform well in some domains but badly in others. By contrast, RWA∗ shows robustly good per-

formance over all domains.

7.5.3 An Artificial Search Space

To get a clearer picture of when restarts are helpful, we conducted experiments on a manually-

designed search tree similar to the one used in Chapter 6. We fixed a branching factor of 25 and a

typical solution depth of 500. Nodes are characterised by their approximate goal distance (agd).

The root has an agd-value of 500 and nodes with a value of 0 are labelled as goals. Edge costs

are chosen randomly (with uniform probabilities) between 0 and 10, and for a given edge of cost

c the agd-value of the reached child varies randomly by up to c from the parent’s value. This is

analogous to the costs of walking in a Grid World, where a move of c steps may take an agent c

steps closer to the goal, c steps further away or anything in between, depending on the direction

the agent walks.

The heuristic values were chosen to enforce systematic biases. The heuristic underestimates

the agd-values of nodes by up to a certain percentage. The heuristic value of the root is chosen

randomly with this constraint, and the resulting error factor (the ratio of heuristic value to agd-

value) is recorded. For all other nodes, their heuristic values are correlated with their parent’s
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heuristic values such that a child’s value differs by no more than 1 from the value that would

result when using the same error factor as the parent. This is achieved by first computing the

“parent-induced value” that would result if a node had the same error factor as its parent. Then

we determine a random value for the child within the constraint of heuristic accuracy. The actual

value for the child is obtained by moving the parent-induced value hp by m into the direction of

the random value hr, where m = max(1, |hp − hr |).

Averaged results for 100 runs with different random seeds for a heuristic that underestimates

by up to 20% are shown in Figure 7.4, where RWA∗ and ARA∗ were run with a weight schedule of

2, 1.5, 1.25, 1.125, 1. The relative results are similar for heuristics of different accuracy. Note that

the weight-decreasing variant of Anytime A∗ is equivalent to ARA∗ here, as there are no cycles in

the search space. RWA∗ has a clear advantage over the other algorithms, and we found the same

effect as in planning, that the change indices of solutions for RWA∗ are substantially lower than

for the other algorithms.

When weakening the correlation between the heuristic values of parents and children, the

advantage of RWA∗ diminishes. For example, if all heuristic values are chosen completely at

random, RWA∗ has no advantage over ARA∗/Anytime A∗ unless a very accurate heuristic is used.

This is due to the fact that without systematic errors in the heuristic, all algorithms explore more

nodes in the top of the search tree, rather than committing quickly to a bad path. This is in line

with observations by Zahavi et al. (2007), who note that inconsistent heuristics can be beneficial

because they make it less likely that the search gets stuck in a region of bad heuristic estimates.

In that case, the greedy search makes fewer early mistakes and restarts consequently provide less

benefit.

Additionally, we found that RWA∗ gains more advantage if the heuristic underestimates nodes

near the root by a stronger factor than nodes that are lower in the tree. In none of the scenarios we

looked at did RWA∗ perform notably worse than the other algorithms.

7.6 Discussion

As we saw in the example tasks from the Grid World and the Gripper domain, restarting anytime

search overcomes the low-h bias of greedy anytime search that tends to expand nodes near a known

goal. The desire to revisit nodes near the initial state stems from the fact that a heuristic evaluation

function is often less informed near the root of the search tree than near a goal and that early

mistakes can be important to correct (Harvey and Ginsberg, 1995; Furcy and Koenig, 2005). For

example, in tasks with multiple goal states the heuristic may misjudge the relative distance of the

goals and lead a greedy search into a suboptimal part of the search space. Similarly, search with

inaccurate heuristics that have systematic errors can lead to early mistakes and thus benefit from

restarts.
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7.7 Conclusion

We have demonstrated an important dysfunction in conventional approaches to anytime search:

by trying to re-use previous search effort from a greedy search, traditional anytime methods suffer

from low-h bias and tend to improve the incumbent solution starting from the end of the solution

path. As we have shown, this can be a poor strategy when the heuristic makes early mistakes. The

counter-intuitive approach of clearing the open list, as in the Restarting Weighted A∗ algorithm,

can lead to much better performance in such domains while doing little harm in others.
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The LAMA Planner

In this chapter, we integrate the most successful ideas for satisficing planning from our previous

chapters. The resulting planning system LAMA showed best performance among all competing

planners in the sequential satisficing track of the International Planning Competition in 2008.

LAMA uses landmarks in addition to the FF/add heuristic, and employs the search enhancements

preferred operators and deferred heuristic evaluation in their most effective combination. It finds

a first solution quickly using greedy best-first search and then improves on this solution using

restarting anytime search as long as time remains.

In this chapter, we present the LAMA planning system in detail and investigate which of its

distinguishing features are crucial for its good performance and how these features interact. We

find that the landmark heuristic and the restarting anytime search both contribute to improving the

results, and there are even synergy effects between them. While the incorporation of action costs

into the heuristic estimators, as discussed in Chapter 5, was not beneficial given the IPC 2008

benchmarks, the landmarks mitigate the bad performance of the cost-sensitive FF/add heuristic in

LAMA. We also show results on traditional benchmarks without action costs, demonstrating that

LAMA is competitive with the state of the art in satisficing unit-cost planning if we are interested

in good solution quality.

8.1 Introduction

LAMA builds on the implementations discussed in previous chapters of this thesis, which in turn

are based on the Fast Downward planning system (Helmert, 2006). LAMA differs from Fast

Downward in three major ways:

1. Landmarks. In LAMA, Fast Downward’s causal graph heuristic is replaced with the com-

bination of the FF/add heuristic and the landmark heuristic (see Section 2.2.2 and Chapter 4,

respectively). As shown in Chapters 4 and 5, this combination leads to better coverage and

higher-quality solutions than using only the FF/add heuristic or the causal graph heuristic.

2. Action costs. Both the landmark heuristic and the FF/add heuristic use action costs as

described in Chapter 5. However, LAMA does not focus purely on the cost-to-go, i. e., the

103
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estimated cost of reaching the goal from a given state. There is a danger that a cost-sensitive

planner may concentrate too much on finding a cheap plan, at the expense of finding a plan

at all within a given time limit. LAMA weighs the estimated cost-to-go (as a measure of

plan quality) against the estimated goal distance (as a measure of remaining search effort)

by combining the values for the two estimates.

3. Anytime search. LAMA continues to search for better solutions until it has exhausted

the search space or is interrupted. After finding an initial solution with a greedy best-first

search, it conducts a series of weighted A∗ searches with decreasing weights, restarting the

search each time from the initial state when an improved solution is found. As discussed in

Chapter 7, we found this approach to be very efficient on planning benchmarks compared to

other anytime methods.

As shown in Chapter 5, the use of action costs in the FF/add heuristic proved not to be bene-

ficial on the IPC 2008 benchmarks. However, this result was not expected at the time of LAMA’s

creation, so that LAMA uses the cost-sensitive versions of its heuristics, aimed at finding high-

quality plans. Despite the slightly detrimental impact of its cost-awareness, however, LAMA

outperformed its competitors by a substantial margin at the International Planning Competition

2008. In particular, all other cost-sensitive planners in the competition fared worse than the base-

line planner FF that ignored costs, demonstrating that cost-based planning presents a considerable

challenge (as discussed in detail in Chapter 5).

This chapter provides an evaluation of LAMA’s performance in the setting provided by IPC

2008. We aim to elicit how much the performance of the LAMA system as a whole is influenced

by each of the three distinguishing features described above (landmarks, action costs and any-

time search). To answer this question, we contrast several variations of our planner using various

subsets of these features. As discussed already in Chapter 5, the use of landmarks effectively mit-

igates the problems of the cost-sensitive FF/add heuristic. The combination of cost and distance

estimates in LAMA proves to be beneficial when using iterated search. The anytime search sig-

nificantly improves the quality of solutions throughout and even acts in synergy with landmarks

in one domain.

8.2 System Architecture

LAMA inherits the overall structure and large parts of its functionality from Fast Downward (Hel-

mert, 2006). Like Fast Downward, LAMA accepts input in the PDDL2.2 Level 1 format (Fox and

Long, 2003; Edelkamp and Hoffmann, 2004), including ADL conditions and effects and derived

predicates. In addition, we have implemented the functionality to handle the action costs intro-

duced for IPC 2008 (Helmert et al., 2008). Like Fast Downward, LAMA consists of three separate

components:

• The translation module
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• The knowledge compilation module

• The search module

These components are implemented as separate programs that are invoked in sequence. In the

following, we provide a brief description of the translation and knowledge compilation modules.

The main changes in LAMA, compared to Fast Downward, are implemented in the search module,

which we discuss in more detail.

8.2.1 Translation

The translation module, short translator, transforms the PDDL input into a planning task in finite-

domain representation as described in Section 2.1. The main components of the translator are an

efficient grounding algorithm for instantiating schematic operators and axioms, and an invariant

synthesis algorithm for determining groups of mutually exclusive facts. Such fact groups are

consequently replaced by a single state variable, encoding which fact (if any) from the group is

satisfied in a given world state. Details on this component can be found in a recent article by

Helmert (2009).

The groups of mutually exclusive facts (mutexes) found during translation are later used to

determine orderings between landmarks. For this reason, LAMA does not use the finite-domain

representations offered at IPC 2008 (object fluents), but instead performs its own translation from

binary to finite-domain variables. While not all mutexes computed by the translation module are

needed for the new encoding of the planning task, the module has been extended in LAMA to

retain all found mutexes for their later use with landmarks.

Further changes we made, compared to the translation module described by Helmert, were

to add the capability of handling action costs, implement an extension concerning the parsing of

complex operator effect formulas, and limit the runtime of the invariant synthesis algorithm. As

invariant synthesis may be time critical, in particular on large (grounded) PDDL input, we limit

the maximum number of considered mutex candidates in the algorithm, and abort it, if necessary,

after five minutes. Note that finding few or no mutexes does not change the way the translation

module works; if no mutexes are found, the resulting encoding of the planning task contains

simply the same (binary-range) state variables as the PDDL input. When analysing the competition

results, we find that the synthesis algorithm aborts only in some of the tasks of one domain (Cyber

Security).

8.2.2 Knowledge Compilation

Using the finite-domain representation generated by the translator, the knowledge compilation

module is responsible for building a number of data structures that play a central role in the sub-

sequent landmark detection and search. Firstly, domain transition graphs (see Definition 2.3) are

produced which encode the ways in which each state variable may change its value through action
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applications and axioms. Furthermore, data structures are constructed for efficiently determining

the set of applicable actions in a state and for evaluating the values of derived state variables. We

refer to Helmert (2006) for more detail on the knowledge compilation component, which LAMA

inherits unchanged from Fast Downward.

8.2.3 Search

The search module is responsible for the actual planning. Two algorithms for heuristic search are

implemented in LAMA: (a) a greedy best-first search, aimed at finding a solution as quickly as

possible, and (b) a weighted A∗ search that allows balancing speed against solution quality.

Both search algorithms use the three search enhancements multi-heuristic search, preferred

operators and deferred heuristic evaluation (see Section 2.2.3) that were inherited from Fast

Downward and proven useful in Chapters 4 and 6.

Restarting Anytime Search

LAMA is a cost-based planner that aims to deliver high-quality solutions. Guiding the search

towards cheap goals is achieved in two ways in LAMA: firstly, both the landmark heuristic and

the FF/add heuristic in LAMA are capable of handling action costs and estimating the cost-to-go,

in addition to the distance-to-go, from a given state. Secondly, the search algorithm does not only

take the cost-to-go from a given state into account, but also the cost necessary for reaching that

state. This is the case for weighted A∗ search as used in LAMA.

To make the most of any available time, LAMA employs an anytime approach similar to the

one discussed in Chapter 7: it first runs a greedy best-first search, aimed at finding a solution as

quickly as possible. Once a plan is found, it searches for progressively better solutions by running a

series of weighted A∗ searches with decreasing weight. The cost of the best known solution is used

for pruning the search, while decreasing the weight over time makes the search progressively less

greedy, trading speed for solution quality. Whenever a new solution is found, LAMA starts a new

weighted A∗ search, discarding the open lists of the previous search and re-starting from the initial

state. While resulting in some duplicate effort, these restarts can help overcome bad decisions

made by the early (comparatively greedy) search iterations with high weight (see Chapter 7). In

contrast to the approach presented in Chapter 7, however, LAMA uses the simpler method of

conducting a series of entirely independent searches, not retaining any heuristic values or g-values

between searches. The reason for this is that we added the value caching to our restarting approach

after LAMA’s implementation and participation at IPC 2008. In this chapter, we want to evaluate

the LAMA planner that competed at IPC 2008, so that we do not include the caching mechanism.

We found that even using the simpler method of restarting without caching, the restarts still provide

considerable improvement over related anytime approaches that do not restart.



8.3. Experimental Evaluation 107

Using Cost and Distance Estimates

Both heuristic functions used in LAMA are cost-sensitive, aiming to guide the search towards

high-quality solutions. Focusing a planner purely on action costs, however, may be dangerous, as

cheap plans may be longer and more difficult to find, which in the worst case could mean that the

planner fails to find a plan at all within the given time limit. Zero-cost actions present a particular

challenge: since zero-cost actions can always be added to a search path “for free”, even a cost-

sensitive search algorithm like weighted A∗ may explore very long search paths without getting

closer to a goal. In Chapter 5, we broke ties in the cost-sensitive search according to distance

estimates in order to counter-act the problem associated with zero-cost actions. However, this

method still has a very strong emphasis on costs.

Methods have been suggested that allow a trade-off between the putative cost-to-go and the

estimated goal distance (Gerevini and Serina, 2002; Ruml and Do, 2007). However, they require

the user to specify the relative importance of cost versus distance up-front, a choice that was not

obvious in the context of IPC 2008. LAMA gives equal weight to the cost and distance estimates

by adding the two values during the computation of its heuristic functions. For the FF/add heu-

ristic, this means that during cost propagation, each action contributes its action cost plus 1 for

its distance, rather than just its action cost, to the propagated cost estimates. Analogously, the

landmark heuristic sums cost and distance estimates by adding 1 to the estimated cost of each

landmark.

This measure of balancing cost and distance estimates in LAMA is a very simple one, and

its effect changes depending on the magnitude and variation of action costs in a task: the smaller

action costs are, the more this method favours short plans over cheap plans. For example, 5 zero-

cost actions result in an estimated cost of 5, whereas 2 actions of cost 1 result in an estimated

cost of 4. LAMA would thus prefer the 2 actions of cost 1 over the 5 zero-cost actions. By

contrast, when the action costs in a planning task are larger than the length of typical plans, the cost

estimates dominate the distance estimates and LAMA is completely guided by costs. Nevertheless

this simple measure proves useful on the IPC 2008 benchmarks, outperforming pure cost search

(with tie-breaking) in our experiments. More sophisticated methods of automatically balancing

cost against distance (for example by normalising the action costs in a given task with respect to

their mean or median) are a potential topic of future work.

8.3 Experimental Evaluation

To evaluate how much each of the central features of LAMA contributes to its performance, we

have conducted a number of experiments comparing different configurations of these features. We

focus our detailed evaluation on the benchmark tasks from the International Planning Competition

2008, as we are interested in the setting of planning with action costs. The effect of landmarks

in classical planning tasks without actions costs has been studied in Chapter 4, but we provide

summarising results for this case, using the domains of IPCs 1998–2006, in Section 8.3.6.
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As mentioned before, LAMA differs from Fast Downward in three major ways: (1) through the

use of landmarks, (2) by using cost-sensitive heuristics and combining cost and distance estimates

to balance speed and quality of the search, and (3) by employing anytime search to continue to

search for better solutions while time remains. To measure the benefit of LAMA’s approach to

costs, we test three different methods of dealing with costs: (a) using the traditional cost-unaware

heuristics (distance estimates), (b) using purely cost-sensitive heuristics (though using distance

estimates for tie-breaking), and (c) using the combination of the distance and cost estimates, as in

LAMA. The different choices regarding landmarks and approaches to action costs then result in

the following six planner configurations:

• F: Use the cost-unaware FF/add heuristic (estimating goal distance).

• Fc: Use the purely cost-sensitive FF/add heuristic (estimating cost-to-go).

• F+
c : Use the FF/add heuristic that combines action costs and distances.

• FL: Use the cost-unaware variants of both the FF/add heuristic and the landmark heuristic.

• FLc: Use the purely cost-sensitive variants of both heuristics.

• FL+
c : Use the variants that combine action costs and distances for both heuristics.

Each configuration is run with iterated (anytime) search. When highlighting the contribution

of the iterated search, we report first solutions vs. final solutions, where the final solution of a

configuration is the last, and best, solution it finds within the 30-minute timeout. (Note that the

quality of a solution is always determined by its cost, irrespective of whether the heuristic used to

calculate it is cost-sensitive or not.) When discussing the three possible approaches to costs (cost-

unaware search, purely cost-sensitive search, or LAMA’s combination of distances and costs) we

write X, Xc, and X+
c to denote the three cost approaches independently of the heuristics used.

We measure performance using the criterion employed at IPC 2008 (see Section 2.4). Each

planner configuration is run for 30 minutes per task. After the timeout, a planner aggregates the

ratio c∗/c to its total score if c is the cost of the plan it has found, and c∗ is the cost of the best

known solution (e. g., a reference solution calculated by the competition organisers, or the best

solution found by any of the participating planners). Experiments were run on the hardware used

in the competition, a cluster of machines with Intel Xeon CPUs of 2.66 GHz clock speed. The

memory limit was set to 2 GB as in the competition.

8.3.1 Overview of Results

As discussed in Chapter 5, the purely cost-based FF/add configuration Fc solves significantly fewer

tasks than its cost-unaware counterpart F. While Fc finds higher-quality solutions, this does not

make up for its low coverage when measuring performance with the IPC criterion. Using land-

marks in the cost-unaware search improves quality slightly, so that FL achieves the highest IPC
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performance score amongst our configurations. When using the cost-sensitive FF/add heuristic,

adding landmarks increases coverage substantially, while incurring only a small loss in quality.

Iterated search improves the scores of all configurations significantly. Lastly, using the combi-

nation of cost and distance estimates in the heuristics (X+
c ) is superior to pure cost-based search

when using iterated search. Together, using landmarks and the combination of cost and distance

estimates (FL+
c ) achieves nearly the same performance as the FL configuration.

In the following, we support these findings with experimental data. In Section 8.3.2 (Per-

formance in Terms of the IPC Score), we show that the cost-sensitive FF/add heuristic by itself

scores poorly in terms of the IPC criterion, but that landmarks and the combination of cost and

distance estimates together make up for this bad performance. Furthermore, our results demon-

strate the magnitude of the impact that iterated search has on the IPC scores. In Section 8.3.3

we give results on coverage. In Section 8.3.4 (Quality), we present data showing that the purely

cost-sensitive FF/add heuristic finds higher-quality plans than the cost-unaware FF/add heuristic

in the first search, but that with iterated search, this difference all but disappears. Furthermore,

the approach of using cost and distance estimates scores higher than the purely cost-based search

when using iterated search. LAMA’s approach of using landmarks and the combination of cost

and distance estimates (FL+
c ) thus effectively mitigates the bad performance of the cost-sensitive

FF/add heuristic.

8.3.2 Performance in Terms of the IPC Score

The scores of all planners scoring more than 100 points at IPC 2008 are shown in the top part of

Table 8.1. Apart from LAMA, this includes a base planner run by the competition organisers (FF

with a preprocessing step that discards action costs), the FF(ha) and FF(hs
a) planners by Keyder

and Geffner (2008) and the C3 planner by Lipovetzky and Geffner (2009). The plans found by

these planners have been obtained from the competition website (Helmert et al., 2008). As in

Chapter 5 we have re-calculated the scores for the IPC planners to reflect new best solutions found

in our experiments, showing the original total scores in parentheses in the last table row.

While the configuration FL+
c results in essentially the same planner as (the IPC version of)

LAMA, we report its results again, as some minor corrections have been implemented in LAMA

since the competition. In addition, the planner makes arbitrary decisions at some points during

execution due to underlying programming library methods, leading to varying results. However, as

Table 8.1 shows these differences between FL+
c and LAMA are very small. We have furthermore

added columns to the table showing the hypothetical results for LAMA that would be obtained if

its search (excluding the time spent on translation and preprocessing of the task) were slowed down

by the constant factors 10 and 100, respectively. The use of these slowing factors is equivalent to

stopping LAMA’s search module after 3 minutes, or 18 seconds, respectively. The numbers show

that LAMA still outperforms the other IPC planners even with a severe handicap, demonstrating

that the good performance of LAMA is not mainly due to an efficient implementation.

The bottom part of Table 8.1 contains the results for our six experimental configurations after
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IPC Planners Slowed LAMA
Domain Base C3 FF(ha) FF(hs

a) LAMA ×10 ×100 FL+
c

Cyber Security 4 9 20 20 28 27 26 28
Elevators 21 16 9 10 20 20 17 22
Openstacks 21 10 8 8 27 27 26 27
PARC Printer 27 18 16 23 21 19 12 22
Peg Solitaire 20 20 21 23 29 29 26 29
Scanalyzer 24 23 24 24 26 25 22 26
Sokoban 21 18 15 18 24 22 15 23
Transport 18 6 15 14 27 25 21 26
Woodworking 14 24 22 22 25 24 17 24
Total 169 143 150 162 227 218 183 227
(Total IPC 2008) (176) (151) (157) (169) (236) (—) (—) (—)

First solutions Final solutions (iterated search)
Domain F Fc F+

c FL FLc FL+
c F Fc F+

c FL FLc FL+
c

Cyber Security 20 24 24 20 28 27 23 24 25 26 28 28
Elevators 22 9 9 23 14 16 29 10 15 27 16 22
Openstacks 20 23 20 13 13 14 27 29 28 27 28 27
PARC Printer 20 16 16 23 21 21 23 16 16 24 22 22
Peg Solitaire 20 23 20 20 22 21 29 29 29 29 29 29
Scanalyzer 19 21 20 22 21 21 24 24 25 29 24 26
Sokoban 18 20 19 18 19 19 24 24 24 22 23 23
Transport 18 15 15 24 24 23 19 17 17 24 26 26
Woodworking 22 20 20 20 20 20 23 21 22 20 23 24
Total 180 171 162 182 183 182 220 194 201 229 217 227

Table 8.1: IPC scores (rounded to whole numbers) for planners scoring ≥ 100 points at IPC 2008 (top)
and our 6 experimental configurations (bottom). Scores for IPC planners were re-calculated (see text).
LAMA ×10 and ×100 refer to the results achieved by LAMA when slowed down by factors of 10 and 100,
respectively. FL+

c is essentially the same as the IPC planner LAMA.
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Figure 8.1: Score over time using iterated search (top and centre panel) and without iterated search, i. e.,
showing first solutions only (bottom panel).
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the first search iteration (left) and after the 30-minute timeout (right). As can be seen, both the use

of landmarks and iterated search lead to significant improvements in performance. Even with just

one of those two features our planner performs notably better than any of its competitors from IPC

2008. In combination, the benefits of landmarks and iterated search grow further: in cost-unaware

search the use of landmarks results in 2 additional score points for the first solutions, but in 9

additional points for the final solutions. Similar results hold for the cost-sensitive configurations.

This is mainly due to the Openstacks domain, where using landmarks is highly detrimental to

solution quality for the first solutions (see Chapter 5). Iterated search mitigates the problem by

improving quality to similar levels with and without landmarks. Overall, there is thus a slight

synergy effect between landmarks and iterated search, making the joint benefit of the two features

larger than the sum of their individual contributions. The effect of landmarks in the Openstacks

domain is discussed in more detail later.

Like in Chapter 5, the use of cost-sensitive search did not pay off in our experiments. Cost-

unaware search is always at least roughly equal, and often substantially better than the cost-

sensitive configurations, including the configurations that combine cost and distance estimates.

Cost-based planning seems to be not only a problem for LAMA, but also for the other partici-

pating planners at IPC 2008: notably, all cost-sensitive competitors of LAMA fare worse than

the cost-unaware baseline. In LAMA, best performance is achieved by using cost-unaware search

with landmarks and iterated search. However, using the combination of cost and distance estimates

instead (FL+
c ) leads to performance that is almost equally good. In particular, FL+

c is substantially

better than the pure cost search FLc if iterated search is used.

A more detailed view on the same data is provided in Figure 8.1, where we show the perfor-

mance over time for our six experimental configurations. A data point at 100 seconds, for example,

shows the score the configuration would have achieved if the timeout had been 100 seconds. As

the top panel shows, cost-sensitive search is consistently worse than cost-unaware search when

using only the FF/add heuristic. Using landmarks (see centre panel), the two settings FL and

FL+
c achieve better performance than F, though FL+

c needs 2 minutes to surpass F, while FL does

so within 5 seconds. Pure cost search, even with landmarks (FLc), performs worse than F at all

times. The bottom panel of Figure 8.1 shows that when not using iterated search, the performance

of the 4 best configurations FL, F, FL+
c , and FLc is fairly similar eventually, but the cost-sensitive

approaches need more time than the cost-unaware configurations to reach the same performance

levels.

8.3.3 Coverage

As discussed in Chapter 5, the low IPC scores of the cost-sensitive FF/add heuristic is mainly due

to low coverage. Table 8.2 shows the coverage for all considered planners and configurations. For

Fc and F+
c alike, using landmarks significantly improves coverage.
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Domain Base C3 FF(ha) FF(hs
a) LAMA FL+

c
Cyber Security 4 15 23 22 30 30
Elevators 30 30 23 26 24 25
Openstacks 30 30 25 26 30 30
PARC Printer 30 18 16 23 22 23
Peg Solitaire 30 30 29 29 30 30
Scanalyzer 30 27 28 28 30 30
Sokoban 27 22 17 20 25 24
Transport 29 12 23 22 30 30
Woodworking 17 28 29 29 30 30
Total 227 212 213 225 251 252

Domain F Fc F+
c FL FLc FL+

c
Cyber Security 30 28 29 30 30 30
Elevators 30 15 16 30 22 25
Openstacks 30 30 30 30 30 30
PARC Printer 25 16 16 24 23 23
Peg Solitaire 30 30 30 30 30 30
Scanalyzer 28 30 29 30 30 30
Sokoban 25 25 24 23 24 24
Transport 26 22 21 29 30 30
Woodworking 30 28 28 28 30 30
Total 254 224 223 254 249 252

Table 8.2: Coverage for planners scoring ≥ 100 points at IPC 2008 (top) and our 6 experimental configu-
rations (bottom). Results of the IPC planners have been taken from the competition. FL+

c is essentially the
same as the IPC planner LAMA.
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Fc / F F+
c / F FLc / Fc FL+

c / F+
c

Domain Tasks C. Ratio Tasks C. Ratio Tasks C. Ratio Tasks C. Ratio
Cyber Security 28 0.64 29 0.69 28 0.81 29 0.83
Elevators 15 1.16 16 1.15 14 0.89 16 0.92
Openstacks 30 0.83 30 1.00 30 1.98 30 1.46
PARC Printer 16 0.79 16 0.79 15 1.05 15 1.05
Peg Solitaire 30 0.87 30 1.02 30 1.04 30 0.95
Scanalyzer 28 0.94 28 0.93 30 0.98 29 1.00
Sokoban 23 0.94 22 0.98 24 0.98 23 1.00
Transport 21 1.01 21 1.00 22 0.89 21 0.89
Woodworking 28 1.02 28 1.02 28 1.07 28 1.06
Average 219 0.88 220 0.94 221 1.06 221 1.01

Fc / F F+
c / F FLc / Fc FL+

c / F+
c

Domain Tasks C. Ratio Tasks C. Ratio Tasks C. Ratio Tasks C. Ratio
Cyber Security 28 0.81 29 0.82 28 0.81 29 0.82
Elevators 15 1.51 16 1.05 14 0.89 16 0.99
Openstacks 30 0.95 30 0.96 30 1.04 30 1.04
PARC Printer 16 0.97 16 0.97 15 1.01 15 1.01
Peg Solitaire 30 0.99 30 1.00 30 1.02 30 1.01
Scanalyzer 28 1.01 28 0.93 30 1.02 29 1.01
Sokoban 23 1.01 22 1.00 24 1.02 23 1.00
Transport 21 0.98 21 0.89 22 0.89 21 0.89
Woodworking 28 0.99 28 0.94 28 1.00 28 1.01
Average 219 0.99 220 0.94 221 0.97 221 0.97

Table 8.3: Average ratio of the first solution costs (top) and best solution costs after iterative search (bot-
tom) for various pairs of configurations on their commonly solved tasks. Geometric means were used for
averaging.
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8.3.4 Quality

In Chapter 5 we saw that the improvement in coverage achieved by landmarks in the cost-sensitive

search comes at a price in solution quality, and that FLc provides a middle ground between Fc and

F when considering both coverage and solution quality. In this section, we look at how iterated

search and the method of combining distance and cost estimates (the X+
c configurations) influence

quality. In particular, how much quality do we lose by combining distance and cost estimates (X+
c )

as opposed to using pure cost search (Xc)? The IPC score incorporates both coverage and quality

information by counting unsolved tasks as 0 – a method that allows ranking several planners

solving different subsets of the total benchmark set. When we are interested in examining quality

independent of coverage, we must restrict our focus to those tasks solved by all compared planners.

Table 8.3 contains quality information comparing the solution costs of several configurations,

where we compare configurations pair-wise in order to maximise the number of commonly solved

tasks. The top part of Table 8.3 contains comparisons involving the first solutions found by each

configuration, while the bottom part of the table concerns the best solutions found after iterative

search. For each pair of configurations we show the number of tasks solved by both, and the

geometric mean of the cost ratios for the plans they find.

Landmarks deteriorate quality for the first plans of Fc; but F+
c , which starts out with a worse

quality than Fc, is not noticeably further deteriorated by landmarks. For both configurations,

however, the main negative impact through landmarks is in the Openstacks domain. By contrast,

in the remaining 8 domains average plan quality for both configurations with landmarks is even

slightly better on average than without landmarks.

We note that iterative search has a remarkable impact on the relative performance of the differ-

ent configurations. When looking at the solutions found after iterative search, Fc actually performs

worse than F+
c , whereas it is the other way round for the first solutions (compare the first two

columns in the top row versus the bottom row of the table). This can be explained to some extent

by the fact that the same reasons that cause Fc to have low coverage also prevent it from improving

much over time. As we have showcased for the Openstacks domain in Chapter 5, cost-sensitive

heuristic often expands many more nodes than the cost-unaware search, leading to the observed

behaviour. This is most likely due to the fact that finding plans of high quality is hard and thus

unsuccessful in many of the benchmark tasks.

With iterative search, landmarks do not deteriorate quality for either Fc nor F+
c on average, as

the negative impact of the Openstacks domain is no longer present. (This effect in the Openstacks

domain will be discussed in more detail later.)

Summarising our findings, we can say that landmarks effectively support the cost-sensitive

FF/add heuristic in finding solutions, without steering the search away from good solutions. Simi-

larly, combining distance and cost estimates as in X+
c leads the search to finding solutions quickly

without overly sacrificing quality, as is demonstrated by its superior anytime performance com-

pared to pure cost search.
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Figure 8.2: Effect of iterative search in the Openstacks domain. Left: plan quality (IPC score) of the best
plan found within 30 minutes with and without landmarks. Right: evolution of plan costs with landmarks
(FL+

c ) over time.

8.3.5 Openstacks: Synergy between Landmarks and Iterated Search

As shown in Table 8.3, iterated search mitigates the bad effect of landmarks in the Openstacks do-

main: without iterated search, landmarks greatly deteriorate plan quality in Openstacks, however,

with iterated search this does not hold. Detailed results showing this effect are given in Figure 8.2.

As discussed in Chapter 5, using landmarks significantly decreases the number of expanded search

nodes for pure cost search (the Xc configurations) in Openstacks, and the same is true for our X+
c

configurations. Using landmarks thus speeds up planning, allowing iterative search to effectively

improve solution quality in the given time limit such that the final results of using landmarks are

similar to those of not using landmarks.

8.3.6 Domains from Previous Competitions

In Tables 8.4 and 8.5 we compare LAMA against cost-unaware state-of-the-art planners, using

the IPC domains from 1998 to 2006 except for the trivial Movie domain. Consequently, the cost-

sensitive configurations of LAMA are not applicable. The configurations we examine for LAMA

here are thus FL and F, both with iterated search and without, where FL with iterated search is

shown as LAMA. We compare against FF and Fast Downward, for which we use current versions.

In particular Fast Downward has evolved substantially since its 2004 competition version, the

original causal graph heuristic having been replaced with the better context-enhanced additive

heuristic (Helmert and Geffner, 2008). After correspondence with the authors, the version of Fast

Downward used here is the one featuring in recent work by Richter and Helmert (2009).

As Table 8.4 shows, LAMA performs better than both FF and Fast Downward in terms of the

IPC 2008 criterion. This is true even if we turn off landmarks or iterated search in LAMA, but

not if we turn off both options simultaneously. Note that on these domains, no external reference

plans were used for the calculation of the score, which may skew results slightly in favour of the

configuration with higher coverage, and among configurations of equal coverage, in favour of the
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one with better plan quality (see Chapter 6).

Table 8.5 shows that LAMA’s edge over Fast Downward is due to higher-quality solutions

rather than coverage, as Fast Downward solves more tasks. Compared to FF, LAMA has better

coverage, with the gap between LAMA and FF being substantially larger than the gap between

LAMA and Fast Downward. Note that the F and “LAMA” configurations roughly correspond to

the planners shown as “base” and “heur” in Chapter 4. However, there are differences between the

implementations, and changes that we made in order to support action costs affect performance in

the Philosophers domain, where we observe a significant decrease in coverage. This is also one of

the reasons for the difference in coverage between LAMA and the closely related Fast Downward

system.

Comparing the various experimental configurations for LAMA, we note that the use of land-

marks leads to moderate improvements in both coverage and solution quality. As mentioned above,

iterative search significantly improves performance in terms of the IPC 2008 score.

8.4 Summary

We have given a detailed account of the LAMA planning system. The system uses two heuristic

functions in a multi-heuristic state-space search: a cost-sensitive version of the FF heuristic, and

a landmark heuristic guiding the search towards states where many subgoals have already been

achieved. Action costs are employed by the heuristic functions to guide the search to cheap goals

rather than close goals, and iterative search improves solution quality while time remains.

We have conducted an extensive experimental study on the set of benchmark tasks from the

International Planning Competition 2008, in order to identify how much each of the features of

our planner contributes to its performance in the setting of planning with action costs.

While the cost-sensitive FF/add heuristic leads to poor coverage, landmarks and the combi-

nation of cost and distance estimates mitigate this problem. Nevertheless, LAMA would still

have achieved a slightly higher score at IPC 2008 if it had simply ignored costs, rather than us-

ing cost-sensitive heuristics. For cost-unaware search, we found landmarks to improve coverage

and solution quality in the domains from the IPCs 1998–2006. On the domains from IPC 2008,

landmarks improve solution quality for the cost-unaware search, but do not further increase the

(already very high) coverage.

Iterative search improves results notably for all of our experimental configurations, raising the

score of LAMA by a quarter on the IPC 2008 domains. In the Openstacks domain, we could fur-

thermore observe a synergy effect between the iterative search and landmarks. While landmarks

usually improve quality, in this domain they lead to bad plans by not accounting for action costs.

However, they speed up planning so that the planner evaluates substantially fewer states. Itera-

tive search then effectively improves on the initial bad plans while benefiting from the speed-up

provided by the landmarks. In general, we can use landmarks as a means to quickly find good

solutions, while using iterative search as a way to improve plan quality over time. Overall, we
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Domain FF F. Downw. LAMA F FLfirst Ffirst

Airport (50) 35 39 35 33 35 33
Assembly (30) 29 28 30 30 29 29
Blocks (35) 30 17 33 34 22 17
Depot (22) 20 13 16 15 13 12
Driverlog (20) 13 14 19 20 16 15
Freecell (80) 69 66 73 75 62 65
Grid (5) 4 4 5 5 4 4
Gripper (20) 20 15 20 20 20 18
Logistics 1998 (35) 35 33 34 33 33 32
Logistics 2000 (28) 28 25 28 28 28 28
Miconic (150) 150 118 150 143 150 117
Miconic Full ADL (150) 124 95 136 136 107 107
Miconic Simple ADL (150) 140 105 148 150 117 113
MPrime (35) 28 34 35 33 31 29
Mystery (30) 14 18 19 16 18 14
Openstacks (30) 29 29 29 30 29 30
Optical Telegraphs (48) 12 4 2 2 2 2
Pathways (30) 19 28 28 27 28 27
Philosophers (48) 11 48 29 34 29 34
Pipesworld Notank. (50) 25 31 43 42 26 27
Pipesworld Tank. (50) 16 28 36 38 27 28
PSR Small (50) 41 49 50 50 49 49
Rovers (40) 38 35 39 39 37 37
Satellite (36) 35 30 33 31 32 27
Schedule (150) 99 132 147 139 137 129
Storage (30) 16 16 19 20 16 18
TPP (30) 23 26 30 29 28 27
Trucks (30) 10 13 13 16 12 15
Zenotravel (20) 19 17 19 20 18 18
Total (1482) 1132 1113 1300 1288 1155 1099
Average (%) 68 69 77 77 70 67
PSR Large (50) — 26 28 16 22 14
PSR Middle (50) — 40 50 41 37 35

Table 8.4: IPC scores (rounded to whole numbers) in unit-cost planning for FF, Fast Downward and LAMA
as well as experimental alternative configurations of LAMA (F: without landmarks, FLfirst: without iterated
search, Ffirst: without landmarks and without iterated search). Shown are total scores for each domain and
a weighted average of the percentual scores (giving equal weight to each domain).
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Domain FF F. Downw. LAMA F
Airport (50) 37 40 36 34
Assembly (30) 30 30 30 30
Blocks (35) 31 35 35 35
Depot (22) 22 19 17 16
Driverlog (20) 15 20 20 20
Freecell (80) 80 79 79 78
Grid (5) 5 5 5 5
Gripper (20) 20 20 20 20
Logistics 1998 (35) 35 35 35 35
Logistics 2000 (28) 28 28 28 28
Miconic (150) 150 150 150 150
Miconic Full ADL (150) 136 139 137 138
Miconic Simple ADL (150) 150 150 150 150
MPrime (35) 34 35 35 35
Mystery (30) 16 19 19 16
Openstacks (30) 30 30 30 30
Optical Telegraphs (48) 13 5 2 2
Pathways (30) 20 29 29 28
Philosophers (48) 13 48 29 34
Pipesworld Notank. (50) 36 43 44 43
Pipesworld Tank. (50) 21 38 38 40
PSR Small (50) 41 50 50 50
Rovers (40) 40 39 40 40
Satellite (36) 36 35 34 31
Schedule (150) 133 150 150 144
Storage (30) 18 18 19 20
TPP (30) 28 30 30 30
Trucks (30) 11 15 13 16
Zenotravel (20) 20 20 20 20
Total (1482) 1249 1354 1324 1318
Average (%) 74 81 79 79
PSR Large (50) — 31 29 16
PSR Middle (50) — 50 50 41

Table 8.5: Coverage in unit-cost planning for FF, Fast Downward and LAMA as well as the experimental
F configuration of LAMA without landmarks. Shown is the total number of tasks solved for each domain
and a weighted average of the percentual coverage (giving equal weight to each domain).
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found that the domains used at IPC 2008 constitute a varied benchmark set that reveals various

strengths and weaknesses in our planning system.
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Sound and Complete Landmarks for And/Or Graphs

Since verifying that a fact is a landmark is PSPACE-complete, existing practical procedures for

computing landmarks have targeted relaxed versions of the task at hand, specifically the delete

relaxation Π+ (see Chapter 3). Building on a novel characterisation of the LMZG algorithm, we

here propose a method for computing the landmarks of general and/or graphs. Applied to plan-

ning, this approach allows us to find new forms of higher-order landmarks (namely conjunctions of

facts) and landmarks that take into account delete information. We demonstrate that our approach

finds strictly more causal landmarks than previous methods, but is costly to compute. We then

discuss the relationship between increased computational effort and experimental performance,

using these landmarks in a landmark heuristic similar to the one proposed in Chapter 4.

9.1 Introduction

In Chapter 4, we presented a method that uses landmarks to derive a heuristic function for a clas-

sical planning task, where the heuristic value is given by the number of landmarks that remain

to be achieved. Since its first introduction (Richter et al., 2008), various extensions of this idea

have been proposed in the recent literature. For example, an adaption to optimal planning (Karpas

and Domshlak, 2009) has led to a state-of-the-art admissible heuristic. This admissible heuristic

uses a cost-partitioning approach, where each landmark is associated with a cost that results from

distributing the action costs of its achievers among all the landmarks these achievers can possi-

bly make true. The heuristic is complemented with an improved version of the optimal search

algorithm A∗, LM-A∗, which checks whether the landmarks achieved along some path to a given

state are necessarily achieved along all paths to that state. This information is used to boost the

set of landmarks that remain to be achieved (and thus the heuristic estimate for the state) while

maintaining admissibility. For a more extensive description of this approach see Section 10.2.

In this chapter, we investigate one possible way of extending our previous work by focusing

on more complex types of landmarks (i. e., landmarks that are not facts or disjunctions), and land-

marks that are not necessarily delete-relaxation landmarks. We make use of the LMZG algorithm

(see Section 3.1.4) that allows identifying the complete set of causal delete-relaxation landmarks

in polynomial time. We give a declarative characterisation of this set of landmarks and show that

121
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LMZG computes the landmarks described by our characterisation.

Building on this, we observe that the LMZG procedure can be applied to any (STRIPS) task

that has no delete effects. Specifically, we take advantage of the recent Πm compilation for plan-

ning tasks (Haslum, 2009). This compilation results in a task with no delete effects that encodes

information about the delete effects of the original task. We describe this method in some more de-

tail below. This allows us to obtain, for the first time, both conjunctive landmarks and landmarks

beyond the delete relaxation. The runtime of our method is polynomial in the size of the com-

piled task, which grows exponentially in m. Furthermore, for sufficiently large m the landmarks

computed are the complete set of causal landmarks for Π.

However, preliminary experimental results indicated that our method is too costly to be of

use within a landmark heuristic for satisficing planning. We thus evaluate our landmark-detection

approach experimentally in optimal planning, using the admissible landmark heuristic by Karpas

and Domshlak discussed above. In heuristic-search approaches for optimal planning, optimality

of a given plan is proven by exhausting all nodes in the search space that could lead to a cheaper

plan. In this setting, heuristic accuracy is more important than in satisficing planning, and larger

preprocessing times as well as per-node computation times may pay off if they lead to a significant

reduction of the search space.

The notion of the delete relaxation plays a central role in this chapter. In the following, we

thus use the terminology of the STRIPS formalism, in which the delete relaxation can be more

conveniently expressed than in the general finite-domain representation (see Chapter 2).

9.2 Landmarks for And/Or Graphs

In order to give a more general declarative characterisation of the landmarks computed by the

LMZG procedure of Zhu and Givan (2003), we first discuss AND/OR graphs and how the delete

relaxation can be understood as an instance of this type of graph. A more complete treatment of

the subject can be found in an article by Mirkis and Domshlak (2007).

An AND/OR graph G = 〈VI,Vand,Vor, E〉 is a directed graph with vertices V := VI∪Vand∪Vor

and edges E, where VI, Vand and Vor are disjoint sets called initial nodes, AND nodes and OR

nodes, respectively. A subgraph J = 〈V J , EJ〉 of G is said to justify a set of “goal nodes” VG ⊆ V

if and only if the following are true of J:

1. VG ⊆ V J

2. ∀a ∈ V J ∩ Vand : ∀〈v, a〉 ∈ E : v ∈ V J ∧ 〈v, a〉 ∈ EJ

3. ∀o ∈ V J ∩ Vor : ∃〈v, o〉 ∈ E : v ∈ V J ∧ 〈v, o〉 ∈ EJ

4. J is acyclic.

Intuitively, J is a justification for VG if J contains a “proof” that all nodes in VG are “true”

under the assumption that all nodes in VI are true. The set V J represents the nodes that are proven
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to be true by J, and the edges EJ represent the arguments for why they are true. The four conditions

then state that (1) all nodes in VG must be proven true, (2) AND nodes are proven true if all their

predecessors are true, (3) OR nodes are proven true if they have some true predecessor, and (4) the

proof must be well-founded.

The delete relaxation can be understood as specifying an AND/OR graph in which the facts in

the initial state constitute the initial nodes, other facts constitute OR nodes, and actions constitute

AND nodes (Mirkis and Domshlak, 2007). Edges then correspond to the relations between the

facts and actions described by the preconditions and add effects of each action, with a directed

edge from an AND node a to an OR node f when f ∈ add(a), and from f to a when f ∈ pre(a).

Relaxed plans are then justifications for the goal set. This graph differs from the relaxed planning

graph in that it only contains a single copy of each fact and action. The relaxed planning graph

corresponds to an unrolled version of this graph in which a copy of a node appears in every level

of the graph after the first level in which it appears.

Many problems related to the delete relaxation can be understood as computations on this

AND/OR planning graph. For example, the h+ heuristic is the cost of the lowest-cost justification

J for the goal s?, where the cost of J is defined as the sum of the costs of the actions corresponding

to the AND nodes it contains. Similarly, the hmax heuristic (see Section 2.2.2) is the minimum,

over all justifications J for s?, of the cost of the most costly path 〈 f1, a1, f2, . . . , an−1, fn〉 in J,

where f1 ∈ VI, fi ∈ Vor for i , 1, fn ∈ s?, and ai ∈ Vand, and where the cost of a path is defined as

above.

Definition 9.1. AND/OR landmarks
Given an AND/OR graph G = 〈VI,Vand,Vor, E〉, a node n is a landmark for VG ⊆ VI ∪ Vand ∪ Vor

if n ∈ V J for all justifications J for VG.

Intuitively, the landmarks for a set VG in an AND/OR graph can be computed by considering

the intersection of the vertex sets of all justifications for VG. However, as the number of pos-

sible justifications is exponential, this method is intractable. The landmarks for VG can also be

characterised by the following system of equations:

LM(VG) =
⋃
v∈VG

LM(v)

LM(v) = {v} if v ∈ VI

LM(v) = {v} ∪
⋂

u∈pred(v)

LM(u) if v ∈ Vor

LM(v) = {v} ∪
⋃

u∈pred(v)

LM(u) if v ∈ Vand

where pred(v) = {u | 〈u, v〉 ∈ E}. The following theorem establishes the correctness of this

characterisation.
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Theorem 9.1. Correctness of the LM(·) characterisation
For any AND/OR graph G, the system of equations LM(·) has a unique maximal solution, where

maximal is defined with regard to set inclusion, and this solution satisfies

u ∈ LM(v) ⇐⇒ u is a landmark for {v} in G.

Moreover, for any node set VG, LM(VG) is the set of landmarks for VG in G.

Proof. Let LMc(v) denote the complete set of landmarks for v. A solution to the system of equa-

tions exists, as it is satisfied by setting LM(v) = LMc(v) for all v. To show that LMc is the unique

maximal solution, we show that all solutions to LM(·) satisfy u ∈ LM(v) ⇒ u ∈ LMc(v). Define

a counterexample X as a tuple 〈u, v, J〉 such that J is a justification for {v}, u ∈ LM(v), u < J.

Assume a counterexample exists and choose one where |X| := |V J | is minimal. Whether v ∈ Vand

or v ∈ Vor, it is possible to choose a predecessor v′ of v such that u ∈ LM(v′). Then 〈u, v′, J \ {v}〉

is a counterexample X′ with |X′| < |X|, contradicting the minimality of |X|. Hence, no coun-

terexample exists. This shows that u must be contained in all justifications for {v}, which implies

u ∈ LMc(v).

Application to planning. The unique maximal solution to the LM(·) equations can be found

in polynomial time with a generalised Dijkstra algorithm, analogously to the way the additive

heuristic hadd may be calculated (see Chapter 2.2.2). One way to compute the solution is to perform

a fixpoint computation in which the set of landmarks for each vertex is initialised to the set of all

vertices of the graph G and then iteratively updated by interpreting the equations as update rules.

If the updates are performed according to the order in which nodes are generated in the relaxed

planning graph (i. e., all nodes in the first layer, then all nodes in the second layer, etc.), then

we obtain exactly the label-propagation algorithm by Zhu and Givan (2003), computing action

landmarks as well as causal fact landmarks. If only fact landmarks are sought, the equation for

AND nodes can be modified to not include {v} in LM(v). The causal fact landmarks for a planning

task Π = 〈V, s0, s?,A〉 computed via our equations then correspond to LM(Π) defined as follows:

LM(Π) = LM(s?; s0)

LM(F; s) =
⋃
f∈F

LM( f ; s)

LM( f ; s) =

 { f } if f ∈ s

{ f } ∪
⋂

a∈A f LM(a; s) otherwise
LM(a; s) = LM(pre(a); s)

Orderings. Orderings for AND/OR landmarks can be defined analogously to orderings for plan-

ning landmarks, and they can be easily inferred from the LM sets. In particular, if u and v are two

landmarks, we obtain a natural order u→ v whenever u ∈ LM(v).
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For AND/OR graphs that represent delete relaxations, greedy-necessary orderings can also be

computed with a slight extension. Let the set of first achievers for an OR node (fact) be defined as

FA( f ) := {a | a ∈ pred( f ) ∧ f < LM(a)}. We can then infer f →gn f ′ whenever f ∈ pred(a) for

all a ∈ FA( f ′). Intuitively, this rule states that f is ordered greedy-necessarily before f ′ if f is a

precondition for all actions that can possibly achieve f ′ for the first time. These orderings can be

discovered during the computation of the landmarks.

9.3 Landmarks from the Πm Task

One method for estimating the cost of the delete relaxation is the previously mentioned hmax

heuristic, which recursively estimates the cost of a set of facts as the cost of the most expensive

fact in the set (see Section 2.2.2). The hmax heuristic is a member of a more general formulation,

the parameterised hm family of heuristics which recursively estimate the cost of a set of facts F as

the cost of the most expensive subset of F with size at most m (Haslum and Geffner, 2000). For

m = 1, this coincides with the hmax heuristic. For m > 1, this heuristic takes into account delete

information in the task, as a fact cannot be achieved in the context of a set to which it belongs with

an action that deletes some other fact in the set.

It was recently shown that the hm cost of a task Π can be computed as the h1 cost of a task Πm

that results from a transformation of Π (Haslum, 2009). The facts of the new task Πm represent

all sets of facts of size m or less in the original task. Its actions are obtained by making explicit

in the precondition and add effects of the original actions those facts which, while not required

or added by an action, may occur in the state in which the action is applied and persist after the

application of the action, allowing them to be achieved in conjunction with the effects of the action.

This is done by creating for each action a in Π a set of actions in the new task, each having as a

precondition in addition to the precondition of a itself, a set of facts C of size at most m − 1 such

that C is disjoint from add(a) and del(a). For a set C and action a, the action aC is then given by:

pre(aC) = {S | S ⊆ (pre(a) ∪C) ∧ |S | ≤ m}

add(aC) = {S | S ⊆ (add(a) ∪C) ∧ |S | ≤ m}

del(aC) = ∅

Πm is a task with no delete effects that nevertheless encodes in its facts and actions some of the

information about delete effects specified in the original task. Any procedure applicable to a delete

relaxation task Π+ can also be applied to Πm to obtain information that can be translated back into

the facts and actions of the original task and used in that setting. In particular, the solution to the

set of equations given above when the input is the Πm task defines conjunctive landmarks of size

m or less that take into account delete information in the original task Π.

Just as the hm family of heuristics approaches optimality as m goes to infinity (Haslum and

Geffner, 2000), it can be shown that the set of landmarks computed by the above procedure for



126 Chapter 9. Sound and Complete Landmarks for And/Or Graphs

C

A

B

B

A

C

Figure 9.1: A Blocksworld task.

Πm will approach the complete and sound set of causal landmarks for the original task Π. Yet

since the complexity of computing Πm and its size grow exponentially in m, this is unlikely to be

feasible for high values of m.

Example. Consider the Blocksworld task of Figure 9.1. Apart from trivial landmarks such as

those facts belonging to the initial state or goal, the complete set of causal delete-relaxation land-

marks and orderings is clear B →gn holding B, implying that holding B must be made true in

some state by every plan, and that clear B must be true in the state that immediately precedes it.

In contrast, when the landmarks computation is applied to the Π2 compilation of the task, one of

the obtained chains of orderings is the following:

(clear B ∧ holding A)→gn (clear B ∧ handempty)→gn

(holding B ∧ ontable A)→gn (on B C ∧ ontable A)→gn

(on B C ∧ holding A)

where a ∧ b is a conjunctive landmark that implies that a and b must be true simultaneously in

some state. These landmarks and orderings are only a subset of those found by the procedure, yet

provide an almost complete roadmap for solving the task.

The additional landmarks found in this way are not only conjunctive: the consideration of

delete effects may also result in the discovery of fact landmarks for Π that are not landmarks in

the Π+ task. In this example, the facts holding A and ontable A are also implied to be landmarks,

as they are part of a conjunctive landmark.

9.4 Experimental Results

We implemented the Πm transformation and the computation of landmarks as discussed in Sec-

tion 9.2. Here, we try to answer three main questions: whether our approach finds landmarks

not found by previous approaches, whether these landmarks contain interesting information, and

finally, whether current planners can exploit this information. For our experiments, we use the

STRIPS domains of IPCs 1998–2006 except for the trivial Movie domain, and the domains of the

optimisation track of IPC 2008 (that are also expressed in STRIPS). All experiments were run on

2.3 GHz AMD Opteron machines using a 2 GB memory limit and 30-minute timeout. The results
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# Causal Avg. Ratio to RHW
LM Facts m = 1 m = 2 m = 2

Domain RHW (ZG) Facts Conj.
Airport (11) 1043 1.00 1.00 23.71
Blocks (35) 1444 1.00 1.05 8.36
Depot (21) 1379 1.07 1.13 13.07
Driverlog (20) 504 1.02 1.02 7.06
Freecell (46) 2788 1.28 1.30 14.61
Grid (4) 70 1.14 1.14 3.36
Gripper (20) 960 1.00 1.00 10.35
Logistics 1998 (23) 816 1.00 1.00 3.45
Logistics 2000 (28) 1319 1.00 1.00 4.02
Miconic (150) 7720 1.00 1.00 3.52
Mprime (25) 94 1.07 1.66 2.73
Mystery (16) 66 1.03 1.64 2.86
Openstacks (24) 2946 1.03 1.03 11.08
Pathways (30) 956 1.50 1.57 7.31
Pipesworld Notankage (44) 754 1.22 1.29 4.25
Pipesworld Tankage (26) 524 1.15 1.24 5.41
PSR Small (50) 550 1.00 1.60 7.32
Rovers (33) 733 1.17 1.19 6.62
Satellite (23) 515 1.01 1.01 7.31
TPP (24) 751 1.13 1.32 5.94
Trucks (14) 467 1.23 1.25 8.92
Zenotravel (19) 360 1.05 1.05 5.56
Elevators (30) 629 1.12 1.12 3.66
Openstacks (30) 2925 1.03 1.03 11.37
PARC Printer (30) 2142 1.00 1.07 18.37
Peg Solitaire (30) 1457 1.00 1.02 19.33
Scanalyzer (26) 673 1.00 1.26 9.65
Sokoban (29) 605 2.73 4.80 36.95
Transport (30) 390 1.00 1.00 3.44
Woodworking (30) 1520 1.06 1.08 9.91

Table 9.1: Total number of causal (fact) landmarks found by RHW in each domain, and average ratio
between the causal landmarks found by our approach and by RHW. The geometric mean was used to average
over the tasks from each domain. In the last column, conjunctive landmarks as well as facts are counted.
Top part of table: STRIPS domains of IPCs 1998–2006. Only solvable tasks are listed for Mystery. Bottom
part of table: domains of the optimisation track of IPC 2008. Numbers behind domain names show the
number of tasks considered for that domain (the tasks where LM detection finished for all configurations).
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RHW Improvement over RHW
# Expansions m = 1 m = 2 m = 2

Domain (ZG) Facts Conj.
Airport (11) 385 1.00 1.00 1.12
Blocks (25) 4135432 1.00 1.00 9.80
Depot (4) 365373 1.07 1.48 3.75
Driverlog (8) 868496 1.00 1.00 1.02
Freecell (35) 178433 2.10 2.10 2.41
Grid (1) 270 1.50 1.50 1.64
Gripper (5) 458498 1.00 1.00 1.00
Logistics 1998 (3) 45663 1.00 1.00 1.48
Logistics 2000 (20) 862443 1.00 1.00 22.80
Miconic (141) 135213 1.00 1.00 1.34
Mprime (15) 313579 1.00 1.34 1.39
Mystery (12) 290133 1.00 1.00 1.00
Openstacks (7) 27386 1.00 1.00 1.00
Pathways (4) 152479 1.61 1.61 1.61
Pipesworld Notankage (16) 1931233 1.05 1.05 1.46
Pipesworld Tankage (8) 29698 1.00 1.00 0.91
PSR Small (48) 697969 1.00 1.03 1.62
Rovers (5) 231520 1.06 1.06 1.06
Satellite (6) 1292489 1.01 1.01 1.06
TPP (5) 12355 1.00 1.00 1.00
Trucks (2) 108131 1.02 1.02 1.05
Zenotravel (8) 186334 1.00 1.00 1.02
Elevators (7) 483982 1.00 1.00 1.35
Openstacks (10) 649341 1.00 1.00 1.00
PARC Printer (12) 1118898 1.00 1.29 1.61
Peg Solitaire (23) 1734655 1.00 1.04 1.20
Scanalyzer (11) 23029 1.00 1.00 1.46
Sokoban (13) 3502115 1.02 1.03 1.10
Transport (9) 929285 1.00 1.00 1.00
Woodworking (10) 199666 1.41 1.41 2.35

Table 9.2: Expanded states when using the landmark detection of RHW and average improvement ratios of
our approach using the optimal cost partitioning method. Numbers behind domain names show the number
of tasks considered for that domain (the tasks solved by all configurations).
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reported here differ slightly from the ones we published in a recent conference article (Keyder

et al., 2010), as we have since corrected an error in our implementation.

Number of Landmarks. Table 9.1 contrasts the number of causal landmarks we find with the

causal fact landmarks found by the method we introduced in Chapter 3, denoted as RHW. (We

removed all non-causal landmarks found by the RHW method in a post-processing step.) With m =

1, our Πm approach is equivalent to the procedure by Zhu and Givan (2003), and in accordance with

theory generates a superset of the causal fact landmarks that the RHW method finds, improving on

the RHW method by 10–30% in several domains. With m = 2, we again generate a superset of the

causal fact landmarks that m = 1 generates, improving on RHW by 10–60% in several domains.

Particularly notable is the large number of conjunctive landmarks found with m = 2, surpassing

the number of RHW facts by factors between 3 and 43. However, using m = 2 is computationally

costly. Landmark detection with m = 2 timed out or ran out of memory in several cases in Airport

and Freecell (as well as on large tasks in other domains that are far beyond the reach of current

optimal planners).

Heuristic accuracy of landmark information. In order to assess how the additional landmarks

may influence heuristic accuracy, we use them in the LM-A∗ algorithm using the admissible land-

mark counting heuristic of Karpas and Domshlak (2009), which we have extended to handle con-

junctive landmarks. Cost partitioning among landmarks is performed optimally. Table 9.2 shows

the number of expanded states in those tasks solved by all configurations. We show results both

for the case in which m = 2 is used only to compute additional facts, and for when the addi-

tional conjunctive landmarks are used during planning. As can be seen, the number of expansions

is improved in some domains by 30–50% even when using only the additional facts found with

m = 2. With conjunctive landmarks, improvements of factors above 2 occur in several domains,

with Logistics 2000 showing an improvement beyond factor 22.

Figure 9.2 compares the expansion data from Table 9.2 with the number of expansions result-

ing from uniform cost partitioning. While our approach expands significantly fewer nodes than

RHW when used in combination with optimal cost partitioning, with uniform partitioning this ad-

vantage is smaller for m = 2 when using only facts, and all but disappears for m = 2 when also

using conjunctive landmarks.

Planning performance. While optimal cost partitioning among landmarks leads to best heuris-

tic accuracy, this method is unfortunately too costly to be competitive with the simpler uniform

cost partitioning in terms of runtime and total number of tasks solved. In Table 9.3, we report the

total number of tasks solved with each of our experimental configurations when using the uniform

partitioning method. Domains where landmark detection with m = 2 was computationally too

costly (timing out in tasks that were solved by RHW) are shown in parentheses at the bottom of

the table and not included in the total. Our approach with m = 1 solves more tasks than RHW,
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Figure 9.2: Expansions, compared to the RHW landmark detection (x-axes), of our approach using m = 1
(top), m = 2 when using only facts (middle), and m = 2 when using facts and conjunctive landmarks
(bottom). Left column: optimal cost partitioning, right column: uniform cost partitioning.
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RHW m = 1 m = 2 m = 2
Domain (ZG) Facts Conj.
Blocks (35) 26 26 26 28
Depot (22) 7 7 7 7
Driverlog (20) 10 10 10 9
Grid (5) 2 2 2 2
Gripper (20) 7 7 7 7
Logistics 1998 (35) 3 3 3 3
Logistics 2000 (28) 20 20 20 22
Miconic (150) 142 142 142 142
Mystery (19) 15 15 15 15
Openstacks (30) 7 7 7 7
Pathways (30) 4 4 4 4
Pipesworld Notankage (50) 19 19 19 18
Pipesworld Tankage (50) 12 13 13 11
PSR Small (50) 49 49 49 49
Rovers (40) 6 6 6 5
Satellite (36) 6 6 6 6
TPP (30) 6 6 6 6
Trucks (30) 2 2 2 2
Zenotravel (20) 8 8 8 8
Elevators (30) 13 13 13 14
Openstacks (30) 17 17 17 12
PARC Printer (30) 14 14 16 12
Peg Solitaire (30) 27 27 27 26
Scanalyzer (30) 9 9 9 6
Sokoban (30) 21 24 23 16
Transport (30) 11 11 11 11
Woodworking (30) 13 12 12 9
Total (951) 476 479 480 457
Average (%) 44 45 45 42
(Airport) (50) (26) (26) (11) (11)
(Freecell) (80) (55) (60) (43) (30)
(Mprime) (35) (19) (19) (18) (18)

Table 9.3: Solved tasks when using the landmark detection of RHW and our approach using the uniform
cost partitioning method. Numbers behind domain names show the total number of solvable tasks in that
domain. Also shown is a weighted average of the percentual coverage (weighting domains equally).
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RHW m = 2 using conj. LMs
Inst. LM Exp. Time LM Exp. Time
Logistics 2000
5-0 33 936 0.03 33 + 66 28 0.00
7-0 44 7751 0.48 44 + 112 37 0.02
10-0 56 194038 18.58 56 + 192 3421 3.29
11-0 61 156585 19.58 61 + 221 6706 6.82
12-0 56 117387 14.63 56 + 236 2041 2.62
Depot
2 29 1488 0.06 34 + 193 310 0.15
4 54 2347873 294.84 60 + 586 531785 877.38
7 42 167561 11.91 46 + 350 79627 63.03
10 47 1956533 174.40 55 + 456 375300 476.67
13 62 507369 64.64 62 + 623 336339 627.70
Driverlog
3 10 1109 0.02 10 + 29 2105 0.09
5 17 247579 8.51 17 + 73 658799 63.90
7 17 26591 1.32 17 + 94 88915 16.59
10 14 504955 22.57 14 + 55 2506690 288.30
11 14 1298547 41.22 14 + 49 6969276 601.54

Table 9.4: Detailed results for selected domains, comparing m = 2 to RHW with respect to landmarks
found, expanded states and runtime. Landmarks shown are causal facts for both approaches and conjunctive
landmarks for m = 2 (second term in the sum).

and m = 2 using only facts solves one more task than m = 1. Using conjunctive landmarks during

planning, however, does not pay off.

The coverage results in this table are not as good as one might expect when considering the

improvement in expanded states shown in Table 9.2. The scatter plots in Figure 9.2 indicate that

this can be largely attributed to the uniform cost partitioning method.

Table 9.4 shows detailed results for selected domains, demonstrating how the benefit of ad-

ditional heuristic accuracy does not always pay off compared to the extra computational effort

needed for generating and managing the conjunctive landmarks. While in Logistics 2000, our ap-

proach using m = 2 performs better than RHW both with respect to expansions and time, in Depot,

m = 2 performs better with respect to expansions, but worse with respect to time. Driverlog is

an example where the conjunctive landmarks are not helpful at all and RHW performs better both

with respect to expansions and time. We also found that while having more causal fact landmarks

usually translates to better heuristic accuracy, this is not always the case. Reasons for this when

using the optimal cost-partitioning method include random effects due to the path-dependence of

the heuristics (as different expansion orders may lead to different sets of accepted landmarks for

the same state), and the fact that a dominating heuristic may perform worse in an A∗algorithm due

to tie-breaking in the last f -layer (Holte, 2010).
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9.5 Conclusions and Future Work

We have shown how to declaratively define the complete set of causal landmarks for AND/OR

graphs. Combined with the Πm compilation, this results in a parameterised method that per-

mits the computation of conjunctive and fact landmarks that take into account delete information

in planning tasks. Our experimental results indicate that the use of these landmarks can sig-

nificantly increase the accuracy of landmark-based admissible heuristics. However, computing

these landmarks and using them is costly. The optimal cost-partitioning method is too complex to

be competitive with the uniform cost-partitioning method in terms of coverage, and the uniform

cost-partitioning scheme does not leverage the heuristic accuracy of the conjunctive landmarks

sufficiently to be competitive with simpler landmark approaches.

There are thus two main avenues for future work in this area: finding higher-order landmarks

more efficiently and using them more efficiently. As for the former, a major obstacle to finding

higher-order landmarks in many tasks is the size of the Πm compilation. It would thus be inter-

esting to investigate complete and approximate methods for decreasing the size of the Πm task

by eliminating m-fluents that are irrelevant in the context of landmark detection. As for using

higher-order landmarks more efficiently, our experimental evaluation showed a significant gap in

heuristic quality between the optimal and uniform cost-partitioning schemes. A promising line of

research is therefore to develop cost-partitioning schemes that offer favourable tradeoffs between

the speed of the uniform scheme and the heuristic quality of the optimal scheme.
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Conclusion

We have developed and evaluated several methods that now form part of the state of the art in

automated planning. Here, we summarise our contributions and discuss the impact of our work by

describing derivative work from the literature. Finally, we discuss possible directions of further

research.

10.1 Summary

We have focused on improving automated planning using heuristic search in the state space, the

most widely used approach to planning to date. We have developed several heuristics and algo-

rithms for achieving good coverage and quality in this setting. The resulting LAMA planner is a

state-of-the-art planning system that successfully trades runtime against quality. We have further-

more performed extensive evaluations that improve our understanding of several of the techniques

used in LAMA, facilitating the use of these techniques in future research. Below we summarise

our contributions.

The landmark heuristic proposed in Chapter 4, denoted by hLM in the following, enables us

to exploit automatically extracted control knowledge, specifically landmarks, in the search for a

plan. In concert with existing planning heuristics, hLM yields improvements both in terms of cov-

erage and quality. Our method is an important step forward from the previous approach of Hoff-

mann et al. (2004). Indeed, the excellent results obtained using hLM in the LAMA planner have

rekindled interest in landmarks as a concept in developing effective planning procedures (see Sec-

tion 10.2). We further developed a novel method of extracting landmarks via domain transition

graphs and a generalisation of the backchaining algorithm to disjunctive landmarks. Consequently,

our approach is able to compute more landmarks and orderings than the previous approaches by

Hoffmann et al. (2004) and Zhu and Givan (2003).

Next, we examined how combinations of hLM with variants of the FF/add heuristic affect

the performance of planning in the cost-based setting. We found that the cost-sensitive FF/add

heuristic, though known to lead to good plan quality (see Keyder and Geffner, 2008), is inferior

to cost-unaware hFF/add in our evaluation both in terms of coverage and according to the IPC

2008 performance criterion. We examined two domains in detail, determining characteristics of

135
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planning tasks that can cause hFF/add to perform worse than its cost-unaware counterpart. We also

demonstrated how using the landmark heuristic hLM in addition to cost-sensitive hFF/add mitigates

the coverage problems of the latter.

By conducting a detailed experimental comparison of various usages of preferred operators,

we were able to demonstrate that the dual-queue method of using preferred operators gives best

results among a number of principled alternatives in a greedy best-first search. Our results provide

empirical evidence for claims in the literature that had been missing to date, and explain the good

performance of Fast Downward at IPC 2004. Notably, we have shown that the right usage of

preferred operators can be more important than the choice of heuristic.

Our anytime algorithm RWA∗ provides a way of achieving good plan quality given limited

time. It first searches greedily with the aim of solving any given task (even hard tasks) within the

allocated time. After the first solution, and every time a new best solution is found, the search

becomes iteratively less greedy and more focused on solution quality. Our approach of restarting

from the initial state between search iterations provides a significant improvement over existing

anytime algorithms in our experiments, and we illustrate the reason for this effect that we call

low-h bias.

In the LAMA planner, we combine several of the techniques we have previously investigated:

the landmark heuristic with disjunctive landmarks, the search enhancements proven useful in our

detailed study, and the restarting anytime search. In order to avoid an overly strong focus on plan

quality at the cost of coverage, the LAMA planner combines cost and distance estimates within its

heuristics. LAMA won the sequential satisficing track at IPC 2008, outperforming its competitors

by a considerable margin. We analyse how LAMA’s distinguishing features, namely the landmark

heuristic, anytime search and the combination of cost and distance estimates, influence its perfor-

mance on the competition benchmarks. This gives us insights into the reasons for LAMA’s success

and provides useful guidance for the design of future planning systems.

As an extension of our landmark approach, we conducted initial investigations into more com-

plex forms of landmarks, namely landmarks that go beyond the delete relaxation. We found that

these higher-order landmarks lead to greatly improved heuristic accuracy, but that the increased

cost for finding and using these landmarks does not necessarily pay off. More work will be needed

in order to mitigate the additional computational effort in handling these landmarks and derive a

practical performance benefit.

10.2 Related Work

Following the publication of our work on the landmark heuristic and LAMA’s victory at IPC 2008,

various groups of researchers have become interested in the topic of landmarks.

Karpas and Domshlak (2009) adapt our landmark heuristic to optimal planning. Note that hLM

as introduced in Chapter 4 is not admissible, as an action may achieve several landmarks at once.

Karpas and Domshlak make our landmark heuristic admissible, resulting in the heuristic hL, via
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cost partitioning (Katz and Domshlak, 2008a): first, the costs of actions that may achieve several

landmarks are distributed among those landmarks. Then each landmark is assigned a cost that is

no greater than the minimum cost assigned to it by any of its achievers. This cost partitioning is

recomputed for each state expanded during the search, using all possible achievers or first achiev-

ers depending on whether a landmark has never been accepted or is required again. Karpas and

Domshlak study both uniform cost partitioning, where the costs of actions are distributed evenly

among the landmarks they achieve, and optimal cost partitioning, where the distribution leading

to highest heuristic values is found via linear programming.

In the same work, the authors use action landmarks to improve their cost partitioning, result-

ing in the heuristic hLA, as follows. The cost for any action landmark is accounted for, and all

landmarks that might be achieved by these actions are removed from the landmark set before cost

partitioning. This can only increase the final landmark costs and thus improve the heuristic. In

addition, Karpas and Domshlak propose to make the heuristic multi-path-dependent and take into

account all known paths to a state when calculating its heuristic value. A landmark that is not

accepted along all such paths can safely be counted as not accepted in the state. A modified ver-

sion of the A∗ algorithm called LM-A∗ is used to store the necessary information about all paths

associated with the state, and recompute the heuristic value of a state each time a new path to the

state is discovered. The resulting approach is shown to compete favourably with the state of the

art in optimal planning.

Wang et al. (2009) view landmarks as temporally extended goals, express them in Linear Tem-

poral Logic and encode them via finite-state automata. The authors then compile these automata

via variables into the planning tasks, with the aim of allowing planning heuristics to reason about

the landmarks and their orderings. Since the landmark discovery procedure they use can only

find delete-relaxation landmarks, this approach cannot add any information to a delete-relaxation-

based heuristic (the authors experiment with the FF heuristic). However, in a different setting the

compilation approach has the potential of enriching heuristics with landmark information.

Cai et al. (2009) use landmark orderings as precedence constraints in an attempt to improve

the context-enhanced additive heuristic. The authors report that their technique can lead to bet-

ter results than hcea depending on the choice of precedence constraints, but the improvement is

moderate and none of the precedence constraints tested performed consistently better than hcea.

Helmert and Domshlak (2009) establish theoretical results concerning the connections be-

tween delete-relaxation heuristics (such as hmax,hadd,hFF) and landmark heuristics (hLM, hL, hLA).

They show that landmark heuristics can be compiled into additive hmax heuristics (hmax with suit-

able cost partitioning) in polynomial time, and vice versa (for states of finite hmax value). Build-

ing on these results, Helmert and Domshlak propose a new heuristic, the landmark-cut heuristic

hLM-cut, that results from compiling hmax into additive landmark heuristics. The landmark-cut

heuristic compares extraordinarily well to current heuristics, advancing the state of the art in per-

formance for optimal planning.

Bonet and Helmert (2010) analyse the landmark-cut heuristic introduced by Helmert and Dom-
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shlak (2009) and establish theoretical results regarding the connection between the perfect delete-

relaxation heuristic h+ and landmarks. The authors show that h+ is equivalent to the minimum-cost

solution of a hitting set problem induced by the action landmarks of a task, and that hLM-cut is the

optimal solution for a relaxation of this problem. Building on these results, the authors propose

other ways of relaxing the hitting set problem to derive heuristics bounded by h+ that dominate

hLM-cut. In preliminary experiments, however, these heuristics were significantly more costly to

compute than hLM-cut and resulted in lower coverage despite their higher heuristic accuracy.

Domshlak et al. (2010) integrate landmark information into abstraction heuristics (Helmert

et al., 2007; Katz and Domshlak, 2008b). They propose to compile the landmarks of a task into

the task, thus making the implicit subgoals explicit goals in order to arrive at better-informed

abstractions. The authors report substantially improved heuristic estimates, in particular with

structural-pattern heuristics (Katz and Domshlak, 2008b), which are less sensitive to the increased

task size that results from the compilation, compared to explicit-abstraction heuristics.

Helmert (2010) draws a connection between landmark heuristics and a gap-counting heuristic

for the pancake problem (e. g., Dweighter, 1975; Gates and Papadimitriou, 1979), and shows that

the gap heuristic outperforms other current approaches for the pancake problem.

Buffet and Hoffmann (2010) apply landmark heuristics to probabilistic planning. They find

that heuristic estimates are substantially more accurate when landmark information is used, yet

overall planning performance is not improved compared to a simple goal-counting heuristic. The

authors conjecture that this is due to the heuristics not taking the probabilistic nature of the tasks

into account (the tasks are determinised for heuristic computation), and that less informed heuris-

tics lead to more random walks in the search space and, as a consequence, are less likely to make

costly mistakes. Buffet and Hoffmann furthermore propose improvements to the landmark heu-

ristic hLM, for example by extending the notion of “required again” landmarks to encompass such

landmarks that are currently true but will need to be made false and true again. This is the case for

“doomed goals”, i. e. landmarks that are goals and that will need to become false because they are

inconsistent with landmarks that still need to be achieved.

Ridder and Long (2010) propose using landmarks in partial-order planning by splitting a

given task into subtasks. While their preliminary experimental results are not competitive with

the state of the art in planning, the authors suggest several possible improvements to their current

approach.

In recent work on solving diagnosis problems via planning techniques (Anonymous, 2011,

author names withheld due to blind reviewing process), the LAMA planner is compared to several

other systems in an experimental study. The authors deem LAMA’s performance to be the most

satisfying among the compared planners. While cost-optimal methods fail to solve large tasks and

cost-unaware approaches lead to poor solution quality, LAMA is noted for striking a favourable

balance between coverage and solution quality. These results provide an interesting contrast to

our findings concerning the IPC 2008 benchmarks, where LAMA’s sensitivity to action costs did

not result in any benefit over cost-unaware approaches.
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Our approach of using restarts in a best-first search to overcome low-h bias has also resulted

in follow-up work by other researchers. Vidal et al. (2010) adopt the idea of restarts for planning

during parallel computation. Conducting a k-parallel best-first search on a multi-core machine, the

authors increase the number of parallel threads iteratively while no solution is found, restarting the

search each time the number of threads is increased. The authors report significant benefit of the

restarting mechanism, resulting in a performance gain nearly as large as the difference between

one thread and 64 threads.

Thayer and Ruml (2010) compare restarting anytime search with continued anytime search

(without weight decreases) and repairing anytime search (with delayed re-expansions as in ARA∗).

Experiments are conducted on a range of benchmark domains other than planning, using Explicit

Estimation Search (rather than weighted A∗ as in RWA∗) as the underlying search algorithm. In

their experiments, restarting clearly outperforms continued search, yet the results of the repairing

approach are moderately better than those of the restarting method.

10.3 Future Work

Throughout this thesis we have outlined ideas for future research that were specific to individual

chapters. Here, we identify more general avenues of future work that apply to the thesis as a

whole.

We have proposed using automatically extracted control knowledge in the form of landmarks

to complement standard heuristics in planning. There are a number of ways in which this work can

be extended. Firstly, we can try to improve the detection and usage of landmarks. For example,

current landmark heuristics only account for the first time a landmark is achieved. Sometimes,

however, landmarks have to be achieved and made false again several times in any plan. While

methods exist for detecting the multiplicity of landmarks (Porteous and Cresswell, 2002; Zhu and

Givan, 2003), it will be crucial to develop techniques for deriving orderings between the individual

occurrences of such landmarks in order to exploit such landmarks effectively during planning.

In Chapter 9, we have given an outlook on finding and using higher-order landmarks, i. e.,

landmarks that are not based on the delete relaxation. We demonstrate that higher-order landmarks

lead to significantly higher heuristic accuracy, yet the high computational cost for detecting and

using such landmarks does not necessarily pay off. Additional research is needed to devise ways

of using such landmarks efficiently during planning.

Going beyond landmarks, it would be interesting to investigate whether other forms of au-

tomatically generated control knowledge such as macro-actions (Fikes et al., 1972; Botea et al.,

2004), symmetries (Fox and Long, 1999, 2002) etc. could be used in a similar fashion as land-

marks to improve heuristic-search planning.

Manually generated control knowledge has been successfully used to guide planning systems

(Bacchus and Kabanza, 2000; Doherty and Kvarnström, 2001). It is typically expressed with

a rich syntax and used by systems supporting this syntax. For automatically extracted control
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knowledge, the picture is different. Traditionally in the literature, each form of automatically

extracted control knowledge has been proposed along with a unique way of exploiting it. For

example, macro-actions have been compiled into the planning task, and symmetries have been

supported via specific functionality in planning systems. One reason for this difference between

the usage of manually generated control knowledge and automatically extracted control knowledge

is that the former is “certain” and typically more complete. By contrast, automatically extracted

control knowledge is sometimes not certain (i. e., not necessarily true), but may describe promising

solution strategies. Hence, it is important to use automatically extracted control knowledge in

addition to other successful planning techniques, rather than by itself. In particular, a planning

system should still be effective if no control knowledge can be discovered for a given task.

It would be interesting to devise a suitable syntax for expressing various forms of automatically

extracted control knowledge, and using this guidance in an automatic planner along with standard

heuristics. DKEL (Haslum and Scholz, 2003) is a language that allows expressing several types

of automatically extracted control knowledge such as macro-actions, invariants, irrelevant actions

and replaceable action sequences. However, DKEL uses a special syntactic construct for each type

of knowledge, without specifying any structural dependencies between the types. An important

future development would be a language that is more amenable to describing connections be-

tween the different forms of knowledge. This might allow us to derive insights on how to transfer

methods for finding and using control knowledge between the different types of knowledge.

One possibility for using such knowledge would be to extend our landmark heuristic and its

usage of preferred operators to more general forms of control knowledge. Other possibilities

include compiling control knowledge into heuristics, as Domshlak et al. (2010) have proposed

for landmarks and abstraction heuristics. At the same time, novel methods for finding control

knowledge could be devised, for example via search in the space of possible candidates given

by a certain language. For such search, a generate-test-refine approach could be employed, as is

commonly the case for invariant synthesis (Rintanen, 1998; Edelkamp and Helmert, 1999).

10.4 Closing Remarks

An important step towards realising intelligent systems capable of acting in real-world environ-

ments is the development of general techniques that quickly synthesise plans to achieve emerging

objectives. Our thesis makes several contributions to the state of the art in that direction. Specif-

ically we contribute: (1) knowledge-based planning heuristics and related automated discovery

methods, (2) search procedures that can exploit knowledge-based heuristics, (3) anytime search

procedures that can efficiently and consistently find high-quality plans, (4) an evaluation of vari-

ous proposed search-enhancement strategies, and (5) a thorough empirical evaluation of our algo-

rithmic contributions on a wide range of benchmark tasks from the community. Taken together,

our contributions led to the automated planning system LAMA that won the satisficing track at

IPC 2008.
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Over the course of our work we have identified a number of interesting research agendas

as outlined in the previous section. Going beyond these agendas, we hope that our work will

contribute to advancing the use of automated planning techniques in real-world intelligent systems.
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