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Abstract

This thesis presents our research on protein structure prediction on discrete lattices. Given

a protein’s amino acid sequence, the protein structure prediction problem is to find its

three dimensional native structure that has the minimum free energy. Knowledge about

the native protein structures and their respective folding process is a key to understand

protein functionalities and consequently the basics of life. Protein structure prediction

problem is one of the most challenging problems in molecular biology.

In-vitro laboratory methods applied to this problem are very time-consuming, cost-

expensive and failure-prone. Also, the search based optimization methods used are com-

putationally very expensive. To tackle these, researchers have used various simplified

models, such as low resolution energy functions and lattice-based structures, and applied

incomplete local search methods on them. The simplified models help obtain back-bone

structures first and then hierarchically work out the details. Local search methods can

normally quickly find solutions although they suffer from re-visitation and stagnancy,

and require good heuristics. In the literature, researchers have mostly used primitive ap-

proaches based on random decisions at various choice points. Consequently, these methods

are applicable to small-sized proteins only.

In this thesis, we present a number of techniques to improve the performance of lo-

cal search methods applied to protein structure prediction problem using discrete lattices.

Firstly, we propose a memory based local search framework that maintains a set of already

explored solutions for avoiding re-visitation and stores previously unexplored but promi-

nent solutions for restarting to handle stagnation. A novel encoding scheme for protein

structures is proposed to handle symmetry present in the search space. We also propose an

approximate matching strategy that results in reducing redundancy in the search space.

Making intelligent choices at each stage of local search is an important issue. We have

proposed effective heuristics at each choice point of the local search. We have designed

several heuristics to select from a set of candidate solutions for next exploration and to

select operating points for the operators by defining component fitness functions. We

applied neighborhood generating operators in an intelligent way to recover stagnancy.

These component fitness functions are used to provide hints for a novel operating point

selection strategy. A number of different energy models and lattices are used to test the

effectiveness of our methods. We performed an assessment of the models that we use and

incorporated side chain atoms and secondary structural information in our model. The

backbone structures produced by our model were further refined by adding all necessary

atoms to build all-atomic real structures to show the effectiveness of our methods. We

developed a constraint based local search framework named Platypus. Platypus framework

enabled us to separate the model and the search and thus helped easy implementation and

experimentation. Most of the experiments in this thesis are done using Platypus and tested

on several sets of standard benchmark protein sequences.

i





Publication List

The main contributions of this research are either published or accepted or in prepa-

ration in journals and conferences as mentioned in the following list:

Journal Articles

1. How good are simplified lattice models for protein structure prediction?

Swakkhar Shatabda, M. A. Hakim Newton, Mahmood A. Rashid, Duc Nghia

Pham, and Abdul Sattar. Advances in Bioinformatics, 2014 .

2. The road not taken: retreat and diverge in local search for simplified

protein structure prediction. Swakkhar Shatabda, M. A. Hakim Newton,

Mahmood A. Rashid, Duc Nghia Pham, and Abdul Sattar. BMC Bioinformatics,

14(Suppl 2):S19, 2013.

3. Constraint-based evolutionary local search for protein structures with

secondary motifs. Swakkhar Shatabda, M. A. Hakim Newton, and Abdul

Sattar. IEEE/ACM Transactions on Computational Biology and Bioinformatics,

2014 (In Preparation).

4. Heuristic-based intelligent search for protein structure prediction. Swakkhar

Shatabda, M. A. Hakim Newton, and Abdul Sattar. Artificial Intelligence Journal,

2014 (In Preparation).

Conference Papers

1. Neighborhood selection in constraint-based local search for protein struc-

ture prediction. Swakkhar Shatabda, M. A. Hakim Newton, and Abdul Sattar.

In AI 2013: Advances in Artificial Intelligence, pages 44–55, 2013.

2. An efficient encoding for simplified protein structure prediction using

genetic algorithms. Swakkhar Shatabda, M. A. Hakim Newton, Mahmood

A. Rashid, and Abdul Sattar. In Evolutionary Computation (CEC), 2013 IEEE

Congress on, pages 1217–1224. IEEE, 2013.

3. Mixed heuristic local search for protein structure prediction. Swakkhar

Shatabda, M. A. Hakim Newton, and Abdul Sattar. In Proceedings of the Twenty-

Seventh AAAI Conference on Artificial Intelligence, AAAI 2013, Bellevue, Wash-

ington, USA, July 14-18, 2013. AAAI Press, 2013.

4. Simplified lattice models for protein structure prediction: How good are

they? Swakkhar Shatabda, M. A. Hakim Newton, and Abdul Sattar. In Twenty-

Seventh AAAI Conference on Artificial Intelligence, 2013.

iii



5. A hybrid local search for simplified protein structure prediction. Swakkhar

Shatabda, M. A. Hakim Newton, Duc Nghia Pham, and Abdul Sattar. In BIOIN-

FORMATICS, pages 158–163, 2013.

6. Memory-based local search for simplified protein structure prediction.

Swakkhar Shatabda, M. A. Hakim Newton, Duc Nghia Pham, and Abdul Sattar.

In BCB, pages 345–352, 2012.

Additional Publications

Following is the list of relevant publications published in the course of the research that

is not included in the thesis:

1. A parallel framework for multi-point spiral search in ab initio protein

structure prediction. Mahmood A. Rashid,Swakkhar Shatabda, M. A. Hakim

Newton, Md Tamjidul Hoque and Abdul Sattar. Advances in Bioinformatics, 2014.

2. Spiral search: a hydrophobic-core directed local search for simplified psp

on 3d fcc lattice. Mahmood A. Rashid, M. A. Hakim Newton, Md. Tamjidul

Hoque, Swakkhar Shatabda, Duc Nghia Pham, and Abdul Sattar. BMC Bioin-

formatics, 14(Suppl 2):S16, 2013.

3. Random-walk: a stagnation recovery technique for simplified protein

structure prediction. Mahmood A. Rashid, Swakkhar Shatabda, M. A. Hakim

Newton, Md. Tamjidul Hoque, Duc Nghia Pham, and Abdul Sattar. In BCB, pages

620–622, 2012.

iv



Acknowledgements

This work would have not been possible without the input and support of many people

over the last three and a half years. I would like to express my gratitude to everyone who

contributed to it in some way or other.

First, I would like to thank my academic advisors, M A Hakim Newton and Abdul

Sattar. I consider myself lucky to have them as my supervisors. I am thankful to them for

their constant guidance, advice and encouragement throughout the whole period of time.

I remember, even in the most frustrating periods of mine, they had faith on me and how

their continuous guidance kept me on the right track. Both Abdul and Newton had given

me parental guidance throughout my PhD. I am also thankful to their families for their

kindness towards me from the very first day I met them.

My sincere gratitude goes to Griffith University and NICTA without whose financial

support and the work environment the research could not have been done. I am also

thankful to my lab-mates for creating a wonderful environment for work. I am very much

thankful to Natalie Dunstan and Sarah Sims for their extreme support regarding logistics

and official requirements during this three and a half year.

I am also thankful to Mahmood A Rashid and Duc Nghia Pham for the useful dis-

cussions that I had with them from time to time. I thank Philip Kilby for providing

important suggestions regarding the research methodology, and Ivan Dotu, Martin Mann,

Md Kamrul Islam and Dayem Ullah for their help regarding experimentation and thesis

writing. I am also thankful to the friends in Brisbane specially for making me feel at home

all the time. Friends of mine outside Brisbane, who are living in Australia and in different

parts of the world have always encouraged me and boosted my confidence from time to

time, thanks to them.

Last but not the least, I owe to my family including my parents, my sister and my wife

for their unconditional love and immense emotional support.

v



vi



Table of Contents

Table of Contents ix

List of Figures x

List of Tables xiii

1 Introduction 1

1.1 Protein Structure Prediction . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Our Research . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2.2 Aims and Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.2.3 Research Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.2.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.3 Organization of the Thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2 Preliminaries 15

2.1 Biological Aspects . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.1.1 Protein and Its Structure . . . . . . . . . . . . . . . . . . . . . . . . 15

2.1.2 Levels of Protein Structure . . . . . . . . . . . . . . . . . . . . . . . 19

2.1.3 Classification of Proteins . . . . . . . . . . . . . . . . . . . . . . . . 21

2.1.4 Protein Structure Prediction Problem . . . . . . . . . . . . . . . . . 22

2.2 Existing Methods for PSP . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.2.1 Experimental Methods . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.2.2 Computational Methods . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.3 Issues in Conformational Search . . . . . . . . . . . . . . . . . . . . . . . . . 27

2.3.1 Energy Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

2.3.2 Computational Models . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.3.3 Search Strategy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.4 The Simplified Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.4.1 Lattices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.4.2 The Basic HP Lattice Model . . . . . . . . . . . . . . . . . . . . . . 36

2.4.3 Other Energy Models . . . . . . . . . . . . . . . . . . . . . . . . . . 38

2.4.4 Neighborhood Generation . . . . . . . . . . . . . . . . . . . . . . . . 41

vii



Table of Contents Table of Contents

2.4.5 Assessment of Simplified Models . . . . . . . . . . . . . . . . . . . . 42

2.4.6 Beyond Simplified Models . . . . . . . . . . . . . . . . . . . . . . . . 44

2.5 Computational Methods and Tools . . . . . . . . . . . . . . . . . . . . . . . 45

2.5.1 Prediction Software and Servers . . . . . . . . . . . . . . . . . . . . 46

2.5.2 Optimization in Lattice Models . . . . . . . . . . . . . . . . . . . . 48

2.5.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

2.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3 Methodology Development 59

3.1 Memory Based Local Search . . . . . . . . . . . . . . . . . . . . . . . . . . 59

3.1.1 Stochastic Local Search . . . . . . . . . . . . . . . . . . . . . . . . . 59

3.1.2 Tabu Based Local Search Framework . . . . . . . . . . . . . . . . . . 63

3.1.3 Handling Re-visitation . . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.1.4 Handling Stagnation . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

3.1.5 Handling Symmetry . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

3.1.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

3.2 Mixed Heuristic Search . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

3.2.1 Constraint Based Local Search . . . . . . . . . . . . . . . . . . . . . 98

3.2.2 The CP Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

3.2.3 Platypus . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

3.2.4 Hybrid Search in HP Model . . . . . . . . . . . . . . . . . . . . . . . 103

3.2.5 Heuristics for Elaborate Models . . . . . . . . . . . . . . . . . . . . . 112

3.2.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

3.3 Intelligent Neighborhood Selection . . . . . . . . . . . . . . . . . . . . . . . 126

3.3.1 Hint Based Variable Selection . . . . . . . . . . . . . . . . . . . . . . 126

3.3.2 Application to Elaborate Models . . . . . . . . . . . . . . . . . . . . 128

3.3.3 Application to MJ Model . . . . . . . . . . . . . . . . . . . . . . . . 136

3.3.4 Proteins with Side Chains . . . . . . . . . . . . . . . . . . . . . . . . 138

3.3.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

3.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

4 Model Evaluation and Application 149

4.1 Assessment of Simplified Models . . . . . . . . . . . . . . . . . . . . . . . . 149

4.1.1 Accuracy of Lattices . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

4.1.2 Intramolecular Similarity Measure . . . . . . . . . . . . . . . . . . . 152

4.1.3 The Constraint Programming Model . . . . . . . . . . . . . . . . . . 152

4.1.4 Problem Definition . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

4.1.5 Search Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

4.1.6 Sampling Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

4.1.7 Experimental Evaluation . . . . . . . . . . . . . . . . . . . . . . . . 156

4.2 Towards Real Structures . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159

viii



Table of Contents Table of Contents

4.2.1 Incorporating Secondary Motifs . . . . . . . . . . . . . . . . . . . . . 161

4.2.2 Secondary Structure Prediction . . . . . . . . . . . . . . . . . . . . . 163

4.2.3 Conformational Search in Lattice . . . . . . . . . . . . . . . . . . . . 163

4.2.4 Operators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

4.2.5 Heuristic Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168

4.2.6 Search Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168

4.2.7 Full Atomic Refinement . . . . . . . . . . . . . . . . . . . . . . . . . 170

4.2.8 Experimental Evaluation . . . . . . . . . . . . . . . . . . . . . . . . 170

4.2.9 Energy Minimisation vs Similarity Measures . . . . . . . . . . . . . . 170

4.2.10 Performance of CBELS . . . . . . . . . . . . . . . . . . . . . . . . . 172

4.3 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 175

5 Conclusion 177

5.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 177

5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 180

References 209

ix



Table of Contents Table of Contents

x



List of Figures

1.1 The conceptual diagram for protein folding process in nature. . . . . . . . . 2

1.2 Hierarchical model of protein structure prediction. . . . . . . . . . . . . . . 6

1.3 Conceptual block diagram of the organization of the thesis. . . . . . . . . . 11

2.1 Chemical structure of an amino acid. . . . . . . . . . . . . . . . . . . . . . . 16

2.2 Peptide bond between two amino acids. . . . . . . . . . . . . . . . . . . . . 17

2.3 Energy landscape of the protein folding pathways. . . . . . . . . . . . . . . 18

2.4 The central dogma of molecular biology. . . . . . . . . . . . . . . . . . . . . 18

2.5 Different levels of protein structure. . . . . . . . . . . . . . . . . . . . . . . 20

2.6 Growth of number of protein structure entries in PDB. . . . . . . . . . . . . 24

2.7 Growth of total number of protein sequence entries in UniProt. . . . . . . . 24

2.8 Illustration of CαβS Model. . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.9 Illustration of conformations in HP tangent spheres side chain model. . . . 30

2.10 The simple cubic lattice and a unit cell. . . . . . . . . . . . . . . . . . . . . 34

2.11 Unit cells of a face-centered cubic lattice. . . . . . . . . . . . . . . . . . . . 34

2.12 A large portion of the face-centered cubic lattice. . . . . . . . . . . . . . . . 35

2.13 Hexagonal close packed (HCP) lattice. . . . . . . . . . . . . . . . . . . . . . 36

2.14 Two structures in two dimensional square lattice. . . . . . . . . . . . . . . . 38

2.15 Structure of a protein in the two dimensional triangular lattice. . . . . . . . 38

2.16 Pull moves in 2D square lattice. . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.17 Tilt move and diagonal move. . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.18 Different local moves in 2D square lattice. . . . . . . . . . . . . . . . . . . . 43

3.1 Different components of stochastic local search. . . . . . . . . . . . . . . . 60

3.2 Sample initial structure generated by randomized structured initialization. . 64

3.3 Diagonal moves in three dimensional cubic lattice. . . . . . . . . . . . . . . 64

3.4 Plot of energy level and fitness function. . . . . . . . . . . . . . . . . . . . . 67

3.5 Nature of the memory-based search. . . . . . . . . . . . . . . . . . . . . . . 68

3.6 Realization of diagonal move by three rotations. . . . . . . . . . . . . . . . 71

3.7 Plot of number of discards against proximity measures. . . . . . . . . . . . . 78

3.8 Plot of number of average energy level achieved against proximity measures. 78

3.9 Plot of energy levels achieved against percentage of local minima stored. . . 79

xi



List of Figures List of Figures

3.10 Typical search prgoress of tabu search for the protein sequence R1. . . . . . 80

3.11 Search progress of three algorithms for protein R1 over 300 minutes. . . . . 85

3.12 Different three dimensional structures for the protein sequence R1. . . . . . 86

3.13 Two identical structures in cubic lattice having different absolute encodings. 89

3.14 Partial mapping of absolute vectors. . . . . . . . . . . . . . . . . . . . . . . 90

3.15 Matching automaton for two structures. . . . . . . . . . . . . . . . . . . . . 91

3.16 Gain in average energy level using approximate matching. . . . . . . . . . . 95

3.17 Search progress of GA+ for protein R1 with time for different encodings. . . 95

3.18 Candidate selection in local search. . . . . . . . . . . . . . . . . . . . . . . . 97

3.19 Conceptual diagram of Platypus framework . . . . . . . . . . . . . . . . . . 101

3.20 Two types of segments selected during the search . . . . . . . . . . . . . . . 105

3.21 Different types of jump move depending on the size . . . . . . . . . . . . . . 106

3.22 Search progress for protein sequence R1 with time for three algorithms . . 112

3.23 Compact structure generated by bounded initialization. . . . . . . . . . . . 118

3.24 Improvement in average energy achieved by the heuristics approaches. . . . 121

3.25 Log of improvement in average energy achieved by the heuristics approach. 122

3.26 Improvement in average energy by the bounded initialization. . . . . . . . . 122

3.27 Plot of the global minimum energy achieved and move size against time. . . 123

3.28 Degradation in average energy for the heuristics over the combined approach.124

3.29 Constraint and hint propagation. . . . . . . . . . . . . . . . . . . . . . . . . 127

3.30 Compact structure generated by the chain growth initialization. . . . . . . . 133

3.31 Different operators used. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

3.32 Search progress of different variants for the protein 4pti. . . . . . . . . . . . 135

3.33 Structure of a small protein with side chains. . . . . . . . . . . . . . . . . . 140

4.1 Plot of energy functions against dRMSD values. . . . . . . . . . . . . . . . . 158

4.2 Scatter plots for different sampling algorithms. . . . . . . . . . . . . . . . . 159

4.3 Structure prediction pathway using Platypus. . . . . . . . . . . . . . . . . . 160

4.4 Different secondary motifs. . . . . . . . . . . . . . . . . . . . . . . . . . . . 162

4.5 Typical secondary structure information predicted by PSIPRED. . . . . . . 163

4.6 Valid pull move with a β-strand. . . . . . . . . . . . . . . . . . . . . . . . . 167

4.7 Rotation move in square lattice. . . . . . . . . . . . . . . . . . . . . . . . . . 167

4.8 Plot of dRMSD against energy levels. . . . . . . . . . . . . . . . . . . . . . 171

4.9 Plot of dRMSD against empirical energy function values. . . . . . . . . . . 172

4.10 Different backbone structures produced for the protein 1zdd. . . . . . . . . 174

4.11 Logarithms of average dRMSD values achieved by different algorithms. . . . 174

xii



List of Tables

2.1 Twenty different amino acids with their symbols. . . . . . . . . . . . . . . . 16

2.2 Hydrophobic and polar amino acids. . . . . . . . . . . . . . . . . . . . . . . 36

2.3 Interaction energy matrix for basic HP model. . . . . . . . . . . . . . . . . 37

2.4 Several other HP models. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

2.5 Grouping and interaction energy matrix for HPNX model. . . . . . . . . . 39

2.6 Energy interaction matrix for 1234 Model. . . . . . . . . . . . . . . . . . . 39

2.7 Energy interacton matrix for YhHX model. . . . . . . . . . . . . . . . . . . 40

2.8 hHPNX energy matrix. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

2.9 Summary of results in lattice models . . . . . . . . . . . . . . . . . . . . . . 56

3.1 Benchmark sequences selected for experiment on re-visitation. . . . . . . . 67

3.2 Proportion of duplicated conformations generated by tabu search. . . . . . 68

3.3 Packing format of confromations in a 32 bit word. . . . . . . . . . . . . . . 71

3.4 Protein sequences from Harvard or Tortilla benchmark set. . . . . . . . . . 73

3.5 Benchmark protein sequences used in literature. . . . . . . . . . . . . . . . . 74

3.6 Larger protein sequences. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

3.7 Protein sequences taken from CASP9. . . . . . . . . . . . . . . . . . . . . . 75

3.8 Results for sequences from Tortilla benchmark in FCC lattice. . . . . . . . . 76

3.9 Results for the N, S, R, F and instances taken from CASP9 in FCC lattice. 77

3.10 Proportion of duplicated conformations by the algorithms. . . . . . . . . . . 80

3.11 Best and average energy levels achieved in FCC lattice. . . . . . . . . . . . 84

3.12 Absolute vectors for two structures. . . . . . . . . . . . . . . . . . . . . . . 89

3.13 Experimental results of GA+ with different encodings. . . . . . . . . . . . . 93

3.14 Average number of solutions generated and twins discarded. . . . . . . . . . 94

3.15 Analogy between local search and constraint programming. . . . . . . . . . 98

3.16 Experimental results for different algorithms for selected proteins. . . . . . 111

3.17 Relative improvements achieved by LWS. . . . . . . . . . . . . . . . . . . . 111

3.18 Success rate for Tortilla benchmarks. . . . . . . . . . . . . . . . . . . . . . . 112

3.19 20×20 empirical energy interaction matrix. . . . . . . . . . . . . . . . . . . 114

3.20 Benchmark protein sequences taken from PDB and CASP9. . . . . . . . . . 119

3.21 Results achieved in cubic lattice using mixed heuristic approach. . . . . . . 119

3.22 Results achieved in FCC lattice using mixed heuristic approach. . . . . . . . 120

xiii



List of Tables List of Tables

3.23 Results for individual and different combinations of heuristics. . . . . . . . . 124

3.24 Groupings of amino acids for elaborate models. . . . . . . . . . . . . . . . 129

3.25 Results obtained by different algorithms for 12 proteins in FCC lattice. . . 134

3.26 Average energy level achieved by different variants of our algorithm. . . . . 134

3.27 20×20 Miyazawa-Jernigan (MJ) empirical energy interaction matrix. . . . . 137

3.28 Results obtained by different algorithms using MJ energy matrix. . . . . . . 138

3.29 Additional benchmark protein sequences for side chain model. . . . . . . . 145

3.30 Comparison of results for different algorithms in side chain models. . . . . . 146

3.31 Comparison of results for between hint based method and hint less version. 147

4.1 Average dRMSD values and improvements produced by our approach. . . . 157

4.2 Percentage of proteins with correlation co-efficient in different ranges. . . . 158

4.3 Benchmark sequences and their secondary structural information. . . . . . . 171

4.4 Average correlation coefficients achieved by the algorithms. . . . . . . . . . 172

4.5 Results obtained by different algorithms for 16 proteins in FCC lattice. . . 173

4.6 Results obtained by different algorithms for 12 proteins in FCC lattice. . . 175

xiv



Chapter 1

Introduction

This chapter gives an introduction of the study undertaken here on heuristic based local

search methods for protein structure prediction. Local search methods can find good solu-

tions quickly. However, they require good heuristics and often suffer from stagnation and

re-visitation. We proposed a number of techniques to improve the performance of local

search methods. We provide an introduction to the problem of protein structure predic-

tion in Section 1.1. Then, we stated the motivation behind our research in Section 1.2.1.

Specific aims and objectives identified from the research gaps found in the existing litera-

ture are presented in Section 1.2.2. We also provide a brief description of our methodology

in Section 1.2.3 and a summary of the contributions made in this thesis in Section 1.2.4.

The chapter concludes with a description of the organization of the thesis in Section 1.3.

1.1 Protein Structure Prediction

Proteins are the most important macro-molecules in the living cells that constitute life.

Proteins constitute of amino-acid monomers joined together by peptide bonds. The initial

polypeptide chain lacks any stable structure. Amino acid residues interact with each

other and produce a well-defined three dimensional structure. Proteins perform a large

number of tasks within the living organisms including carrying oxygen (by hemoglobin),

signaling cells (by insulin), fighting infection (by antibodies), contracting muscles (by actin

and miosin) and performing metabolism (by enzymes). However, proteins’ functionality

depends on the three-dimensional structures that they fold into in a particular environment

i.e., solvent, pH, ionic strength, presence of other components such as metal icons or

prosthetic groups, temperature, and other. Mis-folded proteins are responsible for many

diseases such as Alzheimer’s disease, Cystic fibrosis and Mad Cow disease [15].

The basic cycle of life within the living cells starts from protein synthesis, formation

of a stable structure and functionality. Eventually the functionality of a protein provides

evolutionary feedback to the system. Knowledge about the folding process and the three-

dimensional structure is therefore of paramount importance in order to understand the

very basics of life. It can have an enormous impact on the fields like medicine (example case
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1.1. Protein Structure Prediction Chapter 1. Introduction

of rational drug discovery) and biotechnology (example case of designing novel enzymes).

A conceptual diagram for protein folding process is shown in Figure 1.1. We note that

from an unfolded chain of amino-acid, the protein forms a complex three dimensional

structure during the folding process. In nature, protein foldings process generally takes

place within few microseconds [16].

primary amino acid sequence

...MKKYTCTVCGYIYNPEDGDPD...

3D structure

Complex Process of 

Protein Folding

Figure 1.1: The conceptual diagram for protein folding process in nature. An unfolded
chain of amino acids undergoes a complex folding process and folds into a native three
dimensional structure [1].

The first protein tertiary structure was determined in 1958 using crystallography [17].

However, the history of protein structure prediction dates back to 1953 when Corey and

Pauling [18] proposed one of the first energy functions for the rotation of peptide bond.

In 1955, British biochemist Frederick Sanger [19] developed an experimental method to

identify the sequence of insulin became the first person to obtain the primary structure

of a protein. However, these findings were not enough to answer the questions whether a

protein has a distinctive three dimensional structure and how it is determined. During the

same period Christian B. Anfinsen observed that bovine pancreatic riboneuclease (RNase)

spontaneously folds into a unique three dimensional structure, which is called the native

conformation of a protein [20].

In 1973, Anfinsen was awarded Nobel prize for his “studies on ribo-nuclease, in par-

ticular the relationship between the amino acid sequence and the biologically active con-

formation”. Since Anfinsen’s famous thermodynamic hypothesis [21], it has been believed

that every protein has a unique and stable native three dimensional structure that has the

lowest free energy possible and that structure is determined by the amino acid sequence.

In his words:

“This hypothesis states that the three-dimensional structure of a native protein

in its normal physiological milieu (solvent, pH, ionic strength, presence of

other components such as metal icons or prosthetic groups, temperature, and

other) is the one in which the Gibbs free energy of the whole system is lowest;

that is the native conformation is determined by the totality of inter-atomic

interactions and hence by the amino acid sequence, in a given environment.”

However, not all proteins follow the thermodynamic hypothesis or Anfinsen’s dogma.

Investigations have revealed specific ‘disordered’ regions in protein structures that lack

fixed or unique positions [22, 23]. There have been evidences that these intrinsically

2
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disordered proteins are more common in proteins for which only the sequence is known

[22] and the proteins that are related to diseases [24]. Its important to note that we limit

the scope of our research on protein structure prediction applied to the the proteins that

does not have such dis-ordered regions or follow Anfinsen’s dogma.

Because of the complex nature of the folding process and the unknown contributing

factors of the energy function, exact determination of native protein structures is not yet

possible. For these reasons, researchers have mostly taken the approach of predicting the

protein structure. The definition of the protein structure prediction problem can be given

as following:

Protein Structure Prediction Problem: Given the sequence of amino acids

for a protein, the protein structure prediction problem is to find the three dimensional

structure with the minimum free energy possible.

The protein structure prediction problem is considered as one of the most challenging

problems in molecular biology for a long time and remains unsolved till date. Due to

the slowness and expensiveness of the in vitro laboratory methods, it has attracted many

researchers from other fields to approach the problem using their own techniques. Bio-

physicists [25, 26], mathematicians [27, 28], computer scientists [5, 7] and many others

[240] have tried various techniques and methods of their respective fields to solve this

problem. Although a very few methods have been found to be successful, the desired level

is yet far away to reach.

Anfinsen’s theory of protein folding laid the foundations for solving the protein struc-

ture prediction problem. The early approaches were solely based on the thermodynamics of

protein folding. Scheraga and his colleagues applied several computer searching techniques

to find thermodynamically most stable conformation [29, 30]. In 1968, Levinthal’s paradox

[31] was proposed to suggest that despite the huge space of possible structures, proteins

fold reliably and quickly to their native conformation. It is amazing how a protein folds

into a compact structure within a very short period of time. Later, Finkelstein and Badret-

dinov [32] estimated the folding time of a protein of length n to exp(λ×n
2
3 ±χ×n

1
2 /2)ns,

where λ and χ are constants close to unity. To address these issues, one needs an accurate

energy function and a very efficient computer search algorithm.

In 1975, Levitt and Warshel used a simplified representation and successfully folded

a small protein using energy minimization techniques [33]. They have been awarded by

Nobel Prize in 2013 in recognition to their work. A significant number of computational

methods have been applied since the advent of fast computing machines. Most often the

performance of these methods degrades for two reasons. Firstly, the contributions of the

forces to the free energy that stabilize the folded conformation are poorly understood.

Secondly, the space of possible conformations is very large and complex. Moreover, the

high resolution models of proteins that model the structure with all atomic details require

huge amount of computational effort. For the latter reason, many researchers prefer to

3
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model the proteins in a simplified or reduced way e.g. the use of discretized space modeling

and low resolution energy function. The simplified or reduced models, though lack many

details, provides realistic backbone for the proteins. The protein structure prediction

problem can be thought of as a search problem, where one has to find a stable, unique

and kinetically accessible three dimensional native structure from the space of all possible

structures regardless of the level of details of the given model.

There are mainly two different families of computational methods: template match-

ing in the existing database of known structures and search on the conformation space

without any template knowledge or starting from scratch. The former method searches

for known proteins and fragments that closely match with the whole or a fragment of the

given protein. It then refines the structure of the known protein or fragment to obtain

the structure of the given protein. These template based methods do not perform well if

the matching templates or folds are not found. In homology modeling , similar sequence or

a homologous sequence is searched in the database and its structure is used as a starting

template. Templates of matched structural class or folds are used in case of fold recog-

nition. The number of known or determined structures of the proteins is only a small

fraction of the unknown number of protein sequences. However, several best performing

methods for protein structure prediction such as ITASSER [34, 35], ROSETTA [36, 37],

SPARKS-X [38, 39] are based on template matching and fragment assembly.

In the latter case, also regarded as ab initio or de novo methods, there are two ways

to search the conformation space: using systematic search or using local search. The first

approach performs exhaustive search and requires huge amount of computational resource.

It is therefore almost impossible to find the optimal solution even for the simplified mod-

els of proteins, let alone the real proteins. Many of the researchers preferred the latter

approach for this reason. Local search methods are normally very quick in finding a so-

lution, although they suffer from re-visitation and stagnancy, and require good heuristics.

Its worth noting that one of the most successful methods for protein structure prediction,

QUARK [35, 40] is an ab initio approach.

Significant research efforts have been made to solve the conformational search problem

of proteins using local search methods for both low and high resolution models. The list of

the methods range from simple iterative incremental search to population based systems

including simulated annealing [41], population based algorithms [42], tabu search methods

[43, 44], genetic algorithms [6, 45], evolutionary Monte Carlo [46], immune systems [47],

memetic algorithms [48], extremal optimizations [49], ant colony systems [50] and a wide

variety of hybridization of these approaches [7, 51]. However, most of the search methods

are based on random decisions made at various steps of local search and work well only

for proteins of small size.
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1.2 Our Research

In this section, we present an overview of the motivation of our research and the aims and

objectives identified during literature review. We also give a brief summary of the method-

ology applied to achieve the research aims and present a summary of the contributions

made by our research reported in this thesis.

1.2.1 Motivation

Protein folding is a very complex process and the factors are unknown and hence it is not

very realistic to model the proteins in detail and perform simulation to find the native

structure. Moreover, the template based methods for protein structure prediction largely

depends on the available native structures known experimentally and on suitable matches

found in the available database. They perform poorly for the protein sequences where a

suitable template is not found. The number of known structures is very small compared

to the unknown structures and the accuracy of learning methods that are used for pre-

dicting templates or folds or secondary structure information shows a slow progress in the

literature [139, 252] which eventually leads into a slow progress in the ab initio research.

However, ab initio methods such as QUARK [40] is still performing as one of the best

methods for protein structure prediction. QUARK breaks the target sequence into small

fragments and unrelated fragment structures are obtained from experimental structures.

Full-length structure models are then assembled from the fragments using replica-exchange

Monte Carlo simulations guided by a composite knowledge-based force field.

Performance of the ab initio search methods mainly depends on two factors: i) the

energy function or the protein model, and ii) the sampling method or search algorithm.

However, all atomic detail models or high resolution models are bottleneck for the perfor-

mance of ab initio search methods. The search space also contains astronomically large

number of conformations. These has led many researchers towards hierarchical approach

[151, 253, 254, 255, 256, 257]. In a hierarchical approach, reduced or low resolution models

are used in the first stage to generate a large number of samples or candidate structures.

In the second stage, a smaller set of those generated structures are selected using some

discrimination criteria or scoring functions. These structures are then refined after adding

side chains or other necessary atoms. In the final stage, refinement is done using more

detailed or high resolution energy functions and a final small set of candidate structures

or decoys are selected by clustering or other methods. The low resolution models used in

the first stage of the hierarchical approach have the advantage of less complex modeling

and hence leads to quick generation of samples.

Moreover, these low resolution models provide good abstraction to study the protein

folding problem. It has also been argued that the nature of the folding might be hierarchi-

cal [256] and the fundamental physics underlying the process may be much simpler [151].

Reduced models enable easy implementation and fast generation of samples and thus re-

duce the computational cost to a great extent [258] compared to high resolution models.
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The advantages in modeling can provide opportunity to exert the efforts to develop effi-

cient search methods in finding good quality structures. These facts and findings have led

us to restrict the scope of our research presented in this thesis to low resolution models.

However, many reduced or low resolution models are used in the literature [26, 87, 88,

92, 259] (further elaborated in Section 2.3.2). The success of these models mainly depends

on the accuracy up to which they can model a real structure. Discretized lattice represen-

tation of backbones of proteins are used extensively in the literature [7, 42, 188, 199, 235].

Lattice representations are simple to construct and yet provides very realistic backbone of

the real proteins with in a very close proximity of 1–2 Å root mean square deviation with

the native structures determined in laboratory (further discussed in Section 4.1). Lattice

models are often guided by contact based empirical or knowledge based energy functions.

The detail of the model still can very depending on the considerations regarding the rep-

resentation detail (for example, side chain atoms or secondary structures). However, use

of the discrete lattices leads to faster implementation and towards developing effective

search algorithms with a realistic model of the proteins. The conceptual diagram of the

hierarchical approach that we have adopted in our research is presented in Figure 1.2.

Figure 1.2: Hierarchical model of protein structure prediction, starts from a primary amino
acid sequence and after the search is done in the reduced models with backbone only,
refinements are done by adding all necessary atoms to get a realistic three dimensional
structure.

We set the scope of this thesis to the research to conformational search in the lattice

models. Given a primary amino acid sequence of a protein, we are interested in predicting

the optimal backbone structures (with or without side-chain atoms) in the lattice space.

These backbone structures (with or without side-chain atoms) are then further refined

by adding all other necessary atoms and can produce final three dimensional structure.

However, this conceptual model can be extended to match with first stage of the hierar-

chical methods used by the state-of-the-art methods to produce a large number of quality

solutions. It has been a trend in the literature to use random sampling to generate the

large set of sample structures in the reduced model and quality of the initial structures are

in the range of root mean square deviation of 10–20 Å with the native structures. We hy-

pothesized (discussed in detail in Section 4.2) that using intelligent sampling technique or
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search method it is possible to generate structures with improved similarity to the native

structures in terms of root means square deviation.

Many local search methods are used to predict optimal structures using lattice models.

They are in a wide range of varieties as mentioned in the previous section. However, local

search methods suffer from re-visitation and stagnancy, and require good heuristics to

guide the search. Most of the state-of-the-art methods used to solve the protein structure

problem in this model starts from previous best solutions to restart the search and lacks

efficient strategy to escape the local minima and face large number of re-visitation during

the search. Moreover, the symmetry in the search space due to representation of the

proteins used in methods like genetic algorithms or memory based search poses difficulties

for the search performance. We hypothesized (see details in Section 3.1) that there is

enough research gap and room to improve the performance of the search methods with

efficient techniques to handle re-visitation, stagnation and symmetry in the search space.

Using domain specific heuristics in guiding the search particularly in large and in-

tractable problems is a promising research direction. Heuristically guided search has been

used in various search and optimization problems such as, planning, constraints and satis-

fiability. Protein structure prediction problem in the lattice models is also a very challeng-

ing optimization problem with an unknown goal. In our view, effective domain specific

heuristics play vital roles at each choice point during search on the conformation space.

In general, the success of an incomplete search method largely depends on the choices

made during selection of a candidate solution for next exploration, the operating points

chosen to make changes to the candidate solutions, and the operators applied to generate

the neighbor solutions. The quality of the fitness function is also vital for a successful

search. While exploring the literature on protein structure prediction problem, we ob-

serve that researchers have mainly opted for random decisions at the choice points. Even

if some domain specific information is used, it is used mainly in validating decisions that

are actually made randomly. For example, Shmygelska et al. [50] used random selection

of points for search, Kapsokalivas et al. [42] used random neighborhood selection and

random move selection with population based search, and Dotu et al. [7] used random

selection points for selecting sub-conformations. Moreover, most of the methods in the

literature are guided only by the energy function [42, 123]. Consequently, these methods

can solve only small-sized problems and performs poorly for larger protein sequences. In

this research, we investigate the potential of thoughtfully designed heuristics for conforma-

tional space search for protein structure prediction problem. More specifically, we intend

to explore heuristics to select candidates for next exploration, and to select operators and

their operating points for neighborhood generation.

Furthermore, ab initio search in the lattice conformational space incorporating sec-

ondary structures or side-chain atoms is not much explored compared to free modeling

and one monomer or single bead models. Most of the search methods used to predict op-

timal structures in these models either use primitive search techniques that enumerate all

solutions exhaustively [27, 133, 135] or do not make use of good heuristics [27, 247, 260] and
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empirical energy models [101, 249, 251]. We believe using heuristically guided intelligent

search techniques can further improve the state-of-the-art results on these models.

To summarize, we aim in this research to investigate the problem of protein structure

prediction problem in the discretized lattice space and apply heuristically guided local

search techniques to improve the state-of-the-art results and improve the local search

methodology in general. Most of the previous methods applied in these models, compare

the results using artificially generated benchmark sequences. We used both smaller and

larger real protein sequences with length in the range 12–279 and compare our predicted

structures with the native structures determined by the laboratory methods.

1.2.2 Aims and Objectives

From the research gaps identified during the literature review, this research is focused on

the following aims and objectives:

1. Develop effective techniques to handle re-visitation in the search space during the

search.

2. Handle stagnation effectively to help escape local minima and progress the search

towards prominent areas of search space.

3. Develop efficient encoding techniques for the representation of protein structures to

eliminate symmetry in the search space.

4. Propose intelligent heuristic functions for candidate structure selection and use them

in an intelligent way which will eventually result in effective guidance for local search

for given energy functions.

5. Develop a strategy to select operating points to apply local search operators during

the search to reduce the cost of exhaustive generation and guide the search intelli-

gently and improve the performance of search algorithms.

6. Assess the existing lattice models with contact based energy functions and investigate

on their performance and how they can be further improved.

7. Develop effective protein structure prediction tool by incorporating the secondary

structure information and adding side chain atoms and other necessary atoms to

obtain a real structure.

1.2.3 Research Methodology

Considering the scope of the research and the objectives discussed in the last two sections,

we focus our goal to develop effective strategies that improve the performance of local

search algorithms in general. Throughout this research, we have focused into three types

of algorithms: memory based local search, constraint based local search and evolutionary

local search algorithms.
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In the literature, most of the memory based methods are dependent on tabu-based

systems [5, 7, 231]. However, the tabu-based systems provide short-term memory effect

and does not solve the re-visitation problem. We propose and develop a memory based

search framework that take the long term memory approach and thus reduce re-visitation

within the search. We also extend the framework to provide prominent but not explored

solutions to help escaping stagnation in local minima.

We develop a constraint based local search framework, named Platypus to use the

effectiveness of local search along with the strength of constraint programming. This

generic framework allows us to model the search and problem separately and hence helps

faster implementation and experimentation. Furthermore, the local search improves over

the inefficient complete search methods generally used along with constraint programming.

We also use the strengths of evolutionary algorithms like genetic algorithms and apply

them to various models of the problem. We generate and use real protein sequences from

the Protein Data Bank (PDB) and test the performance of our algorithm on several lattices

and energy models.

To evaluate our methods, we use a large number of benchmark protein sequences.

These benchmark proteins range from standard sequences taken from the literature and

also sequences from the Protein Data Bank (PDB) website, for which structures are already

determined by laboratory methods. We compare structures produced by our methods both

in terms of energy function value and RMSD with the native structure. The length of the

proteins that we use are in the length range 12-279. Two types of lattices are used: cubic

and face centered cubic.

1.2.4 Contributions

Heuristic functions provide effective guidance towards the unknown goal in incomplete

search methods like local search. Moreover, the memory based search methods improves

over the incompleteness by reducing re-visitation and stagnation. To summarize, this

research provides an overall improvement of the state-of-the-art methods on various models

of protein structure prediction and local search in general. The main contributions of the

research are summarized below:

1. A memory based local search framework has been proposed consisting of a partial

memory of the visited local minima to prevent re-visitation and a set of elite confor-

mations encountered during the search for restart to improve over stagnation. The

candidate structures are matched with the stored local minima and discarded if any

match is found.

2. We propose an approximate matching scheme for the memory based approach that

discards any solution within a given similarity (proximity) to any of the stored local

minima. The idea is also extended and applied to genetic algorithms to eliminate

near similar structures from the population.
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3. A new encoding system to represent protein structures is proposed. It effectively

reduces rotational and translational symmetry and eliminates redundancy in the

search space. In case of genetic algorithms it is used to remove redundancy from the

population during twin removal.

4. A constraint-based local search framework for on-lattice protein structure predic-

tion, named Platypus is proposed. Platypus provides a generic interface for several

different lattices, energy models and provides an abstraction between the search

and model allowing defining any heuristics and search method without altering the

model.

5. A mixed heuristics local search method has been proposed. A number of heuristics

other than the original fitness function or energy function are used in a mixed fashion

to select candidates in local search steps during the search. While one heuristic

function gets stuck in the local minima or the plateau region other guides it to a

different region in the search space.

6. A set of several novel domain specific heuristics are also proposed for different energy

models for the purpose of mixing them together for the mixed heuristics search.

7. An set of effective local search operators are proposed in the thesis for protein struc-

ture prediction. We have also proposed an effective strategy to vary the size of the

chosen operator or move set to cope with stagnation and improve overall search

performance.

8. A novel variable selection strategy is proposed to select variables or operating points

to apply the selected operators at each step of the local search. This strategy is

based on the hints provided by the constraint violation from the defined constraints

and invariants for the problem model. The hints are able to choose suitable op-

erating points effectively. We also propose the idea of defining component fitness

functions that can be summed up to derive the aggregate fitness or heuristics func-

tion. The strategy effectively improves the performance of the search methods on

several different models.

9. We also performed a comprehensive assessment of the simplified models over a large

number of benchmark protein sequences. Our goal was twofold: first, to assess the

accuracy of discrete lattices and then to test the effectiveness of the contact based

energy functions to guide the search. The experiments revealed the strength of

lattices to represent native structure. On the other hand weakness of several contact

based energy functions was revealed.

10. We develop an evolutionary search framework based on Platypus to combine the

strength of evolutionary search and constraint based local search. Performance of

this framework is tested on several benchmark proteins and different models as well.

10
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11. We incorporate side chain atoms and secondary structures to enrich our model and

eventually add all necessary atoms towards obtaining real structures and perform

refinement. Our enriched model shows positive correlation between the similarity of

the the generated structures to the native structure determined in laboratory and

the energy function in use and thus justifies the model.

The conceptual block diagram of the contributions made in the research as organized

in this thesis is shown in Figure 1.3.

Memory
Based
Search

(Section 2.1)

Mixed
Heuristic
Search

(Section 2.2)

Intelligent
Neighborhood

Selection
(Section 2.3)

Assessment
of Models

(Section 3.1)

Towards
Real

Structures
(Section 3.2)

Model Evaluation and Application
(Chapter 4)

Methodology Development
(Chapter 3)

Figure 1.3: Conceptual block diagram of the contributions and organization of the thesis.

1.3 Organization of the Thesis

Following this introductory chapter, the rest of the thesis is organized in a number of

related chapters. These chapters starts with a description of the background knowledge

required for the thesis. It then describes the development of our methodology. It then

presents an assessment of the models followed by an overall methodology towards predict-

ing and obtaining real structures in the penultimate chapter and the final chapter contains

a comprehensive conclusion summarizing the contribution and future work.

In Chapter 2, we presented necessary background to understand the protein structure

prediction problem and various models of the problem. First, a brief discussion is presented

about protein, its native structure and a very high level definition of protein structure

prediction is provided. Different kinds of existing experimental in vitro and computational

methods are described. Several issues of the conformational search are described followed

by a narration of the simplified models, different types of lattices, energy models and

neighborhood generation policy. The chapter also introduces the preliminary concepts on

the assessment of the model that includes the accuracy of the discrete lattices and the

energy models. Two extensions of the simplified model on lattice space, one considering

side chains, and the other with secondary structural motifs are also introduced in this

chapter. This chapter also presents a review on the existing methods for protein structure

prediction. First, we discuss various successful softwares and servers. Then, we present

a detail literature review for various optimization techniques to solve the problem using

lattice models, i.e., simplified domain and related to our models ending up with a summary

by indicating major shortcomings of the previous state-of-the-art methods.
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Chapter 3 presents our methodology. Section 3.1 presents our memory based local

search framework that addresses the issues of re-visitation and stagnation in local search

algorithms for protein structure prediction. The chapter starts with a brief introduction

on the stochastic local search. Our memory-based local search method is implemented on

top of an existing previous state-of-the-art local search framework [7], which is described

in brief. Techniques for handling re-visitation and stagnation are discussed then. We

also present a new encoding for the on-lattice protein structure prediction problem to

handle the symmetry problem in search space and test its performance on an existing

state-of-the-art genetic algorithm framework [218].

In Section 3.2, we introduced Platypus, a constraint based local search framework.

The chapter starts by providing a description of constraint based local search (CBLS) and

presents the constraint programming (CP) model for the problem in concern. Then we

presented several novel and effective heuristic for simplified models. Firstly, we proposed

a mixed heuristic algorithm based on these heuristic functions to re-optimize structures

for which other local search methods stagnates in HP energy model. A novel operator for

neighborhood generation is proposed which is generic in nature and works for any type of

underlying lattice. We also present an effective technique to handle stagnation by varying

the size of this operator. Using the same strategy then we present another search method

and introduce several novel but weak heuristics for elaborate models that strongly exploits

these heuristics in a mixed fashion. The method was tested on both cubic and FCC lattice

and the scalability of the method was also shown as it successfully produced high quality

structures for larger protein sequences for which other methods failed to produce any valid

structure within a reasonable time limit.

In Section 3.3, we propose heuristics to intelligently explore only the promising areas

of the search neighborhood. This intelligent selection of neighborhood is done by selecting

operating points based on component heuristic functions. A hint based variable selection

strategy is presented. We apply this hint based variable selection strategy effectively for

two different elaborate energy models [9, 14]. We also apply this strategy to a side chain

model using HP energy model for side chains. An evolutionary search framework is also

presented here. We also show the effectiveness of the intelligent neighborhood selection

strategy within the same framework.

In Chapter 4, we present an assessment of our models and apply our methods to real

data after improving the model. Section 4.1 deals with the assessment of the models of

protein structure prediction with discrete lattices and contact based energy functions. In

Section 4.2, we propose a constraint based evolutionary local search framework for protein

structure prediction. We use this framework to design a structure prediction pathway

where the conformational search in the lattice space is guided by this framework. Sec-

ondary structure information are taken as input to our proposed model, and the optimized

structure is then fed to a refinement or full-atomic reconstruction tool to get a all-atomic

protein model. First, we provide an introduction to the secondary motifs incorporated in

lattice models, the constraint model and operators developed for this model and show the

12
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experimental results on real proteins. We also provide a brief overview of the secondary

structure prediction methods. Then we discuss the refinement process is discussed and

how we incorporate them with the available tools and finally evaluate the structures pro-

duced. We also provide analysis on the sampling method or search compared to the free

modeling.

In Chapter 5 we summarize the the contributions made in this thesis. Furthermore,

we outline some potential future directions to which this research work could be extended.

13



1.3. Organization of the Thesis Chapter 1. Introduction

14



Chapter 2

Preliminaries

In this chapter, we present the preliminary knowledge in order to understand the research

problems aimed in this thesis. We provide a brief description of the biological background

to understand the relevant problems in Section 2. A summary of existing laboratory and

computational methods are presented in Section 2.2. Several issues in conformational

search for native structure is discussed in Section 2.3. Then, we describe the simplified

model for protein structure prediction on discrete lattices in Section 2.4 followed by a

detail review of the existing computational tools and methods in Section 2.5. The chapter

concludes in Section 2.6.

2.1 Biological Aspects

In this section, we first describe the chemical properties of a protein. We then illustrate

the peptide bonds that build a protein chain. We also briefly state the protein synthesis

process, the central dogma and the thermodynamic hypothesis. Then we describe hierar-

chical levels in protein structures. Lastly, we provide a very high level definition of protein

structure prediction problem.

2.1.1 Protein and Its Structure

Proteins are one of the most fundamental components of a living cell. Besides water,

proteins constitute the largest fraction of a living cell [52]. Proteins participate virtually

in every process within the cell including carrying oxygen (by hemoglobin), signaling cells

(by insulin), fighting infection (by antibodies), contracting muscles (by actin and miosin),

and performing metabolism (by enzymes).

On the molecular level, each protein is a linear polymer formed by connecting monomers,

called amino acids. There are 20 standard proteinogenic amino acids that are directly en-

coded by the genetic code of any organism1. Twenty different amino acids with their three

letter and single letter symbols are shown in Table 2.1.

1Recently two other amino acids (selenocysteine and pyrrolysine) were discovered which are incorporated
into proteins only by specific biosynthetic mechanisms [53].
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Alanine Ala A Methonine Met M

Cysteine Cys C Asparagine Asn N

Aspartic Acid Asp D Proline Pro P

Glutamic Acid Glu E Glutamine Gln Q

Phenylalanine Phe F Arginine Arg R

Glycine Gly G Serine Ser S

Histidine His H Threonine Thr T

Isoleucine Ile I Valine Val V

Lysine Lys L Tryptophan Trp W

Leucine Leu K Tyrosine Tyr Y

Table 2.1: Twenty different amino acids with their three letter and single letter symbols.

Figure 2.1: A typical chemical structure of an amino acid showing the different functional
groups.

Amino acids have a typical structure similar to that shown in Figure 2.1. They differ

only in the chemical group R. R group is shown inside the red rectangle in the figure. This

is a functional group and also called the variable side chain. The central carbon atom is

called alpha carbon and is denoted as Cα since this is the first carbon atom connected to

the functional group. The second carbon is the beta carbon beta carbon or Cβ by extension

and so on. The –NH2 in the left is called amino group and the –COOH in the right is

called the carboxyl group. However, Prolin is the only amino acid that do not follow this

general structure due to an unusual ring formation. Each amino acid can have different

chemical properties such as small or large, hydrophobic or polar, charged or uncharged.

In order to form a chain, two successive amino acids are connected via a peptide bond.

The peptide bond is shown as gray rectangle Figure 2.2. Carboxyl (C) group of the first

amino acid reacts with the amino (N) group of the second one and forms a peptide bond.
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These peptide bonds constitute the basic backbone or main chain of a protein structure.

An amino acid in a peptide bond is also called a residue.

Figure 2.2: Peptide bond between two amino acids.

Notice that, there is no free rotation around the peptide bond. However, the N-Cα and

Cα-C bonds on the main chain are relatively free to rotate. These two bond angles are

called φ-angle and ψ-angle respectively. The freedom of rotation at the bonds allows the

protein to take any one of the astronomically large number of possible three dimensional

structures or conformations. There is also another torsional angle called dihedral angle

denoted as χ-angle between the two planes of amino acids which is not shown in this two

dimensional figure. However, not all these conformations are thermodynamically stable.

According to thermodynamics, some conformations have lower energy and therefore are

more stable than others. The complete nature of this energy function is yet unknown. In

1973, Christian B. Anfinsen was awarded Nobel Prize for his research on the “relation-

ship between the amino acid sequence and the biologically active conformation”. This

biologically active conformation is called the native structure of a protein. According to

Anfinsen, given the environmental conditions ( e.g. temperature, solvent conditions, etc.)

every protein folds into a native structure that is determined by the sequence of amino

acids [21]. This has also been known as Anfinsen’s dogma or thermodynamics hypothesis.

The dogma states three important properties of a native conformation:

1. Unique: No other conformation does have the minimum free energy. Degeneracy

occurs if more than one structure is found with same energy levels.

2. Stable: Small changes in the environment can not give rise to changes to the min-

imum conformation; which suggests the free energy surface around the native state

must be rather steep and high – a funnel like energy landscape with the native state

at the bottom of it (shown in Figure 2.3).

3. Kinetically Accessible: The folding takes a smooth and simple path from unfolded

state to the native conformation in the energy landscape.
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Figure 2.3: Energy landscape of the protein folding pathways. Source: [2].

Based on the information encoded in DNA, cells are capable of synthesizing new pro-

teins. In general, the process takes place in two steps: transcription and translation. The

requirements for protein synthesis are a passive template (i.e., RNA or DNA), mixed in-

termediates of ribose nucleotides and amino acids [54]. In transcription phase, RNA poly-

merase reads a particular segment of DNA and copies it into messenger RNA (mRNA)

by producing a complementary anti-parallel RNA strand. This mRNA produced by the

RNA polymerase is then decoded by a ribosome complex to produce specific amino acids

in peptide bonds. The process is also called protein bio-synthesis. Amino acids produced

in this form quickly forms a stable structure. This stable structure eventually leads to the

functionality of the protein. A logical flow would suggest an acyclic flow of information in

the form: sequence−→structure−→function.

Figure 2.4: The central dogma of molecular biology; arrow shows the transfer of informa-
tion from DNA towards protein.

Inspired from these findings, Crick eventually proposed the central dogma of molecular

biology [55] (see Figure 2.4) that deals with the detailed residue-by-residue transfer of

sequential information during the process. The dogma as stated by crick is as follows:
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Once information has got into protein it can’t get out again.

The dogma suggests the unidirectional flow information from genetic code to protein

sequence. Information can neither be transferred to a protein nor a nucleic acid. Anfinsen’s

dogma and the central dogma of biology make us to believe that the three dimensional

native structure of a protein fully depends on the sequence of the amino acids.

Protein Folding in Nature

A random coil is formed when amino acids of a protein are translated from a sequence

of mRNA during protein synthesis. The folding process often begins co-translationally.

The amino terminal of the protein begins to fold while the carboxyl terminal portion

is still being synthesized by the ribosome. Along with the macromolecules, chaperones

[56], solvent, pH, temperature play important roles during the folding. Several models of

protein folding are proposed. In the diffusion collision model [57], nucleus is formed first

and then the secondary structures are formed and they collied each other to pack tightly

together. However, in the nucleation-condensation model [58], secondary and tertiary

structures are formed simultaneously.

2.1.2 Levels of Protein Structure

Different levels of protein structure provide a basic understanding of the hierarchical na-

ture of the native structure of a protein. There are four levels of protein structures (see

Figure 2.5).

Primary Structure

The primary structure of a protein is the linear arrangement or sequence of amino acid

residues that constitute the polypeptide chain and are held together by the covalent peptide

bonds formed during the process of protein bio-synthesis. The primary structure of a

protein is unique and determines the structure and functionality. Primary structure of a

protein is shown in the upper part of Figure 2.5. Its merely an assembly of amino acid

monomers.

Secondary Structure

Secondary structures of a protein refer to the highly regular local sub-structures formed

in peptide chains. In 1951, Pauling and Corey [59, 60] predicted the existence of such

secondary structures even before the first complete protein structure was experimentally

determined. A single polypeptide may exhibit all types of secondary structures. Recent

investigations also shows that proteins have an intermediate molten globular state conserv-

ing a native like secondary structures but without any compact interior binding [61]. Two

most common types of secondary structures, α helix and β sheet are shown in Figure 2.5.
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Figure 2.5: Different levels of protein structure. Source: [3].
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α helix. The most common structural motif present in the protein structures is α helix

is t. In this structure, the protein backbone forms a helical structure tightly wound around

an imaginary axis. The repeating unit in a helix is a single turn which extends about 5.4Å

along the long axis [52] and each turn has three or four residues (3.6). In a typical 413

alpha helix, amino (N-H) group forms a hydrogen bond with the carboxyl (C=O) group of

the four amino acid earlier and thus stabilizes the structure. This is repeated throughout

the structure. For any value of i, amino acid i+4 forms a hydrogen bond with amino acid

i, i + 4 ← i). There are other types of α helix where hydrogen bonding is repeated with

three (310 helix, i+ 3← i), or five residues (π-helix, i+ 5← i) earlier.

β sheet. In a β conformation, the backbone of the peptide chain is extended into a

zigzag fashion. These zigzag polypeptide chains are often arranged side by side to form

a pleated series called a β sheet. Hydrogen bonds are formed between N-H and C=O

groups of adjacent peptide chains. The polypeptide chains in a β sheet can have the same

(parallel) or opposite (anti-parallel) amino-to-carboxyl orientation.

β turns. In globular proteins, nearly one third of the residues form turns or loops where

the polypeptide chain reverses direction. These loop structures are connecting elements

that link two successive α helix or β conformation. The structure is a U-shaped 180◦ turn

involving four residues. Most common structure is the β turn between two adjacent peptide

chains of an anti-parallel β sheet. Hydrogen bonds are formed between two residues at

the terminals.

Random coil. Without any stabilizing interactions, a polypeptide assumes a random-

coil structure. The parts of the protein sequence that are part of random coil can take

any shape during the folding process.

Tertiary and Quaternary Structure

Tertiary structure refers to the overall three dimensional arrangement of all proteins.

A larger assembly of several protein molecules may form a quaternary structure (e.g.

hemoglobin). Tertiary and quaternary structures of proteins are shown in the lower part

of Figure 2.5.

2.1.3 Classification of Proteins

Proteins can be classified into groups or classes according to sequence, structure or func-

tional similarity. According to shape or solubility proteins are classified into three groups:

1. Fibrous Proteins: Fibrous proteins are of generally rod or wire like shapes. They

are found in animals and not soluble in water. Keratins and collagens are examples

of such proteins.
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2. Globular Proteins: Globular proteins are found in all living organisms and are

more or less spherical in shape. They are very much soluble in aqueous solution.

This property play an important role in metabolic reactions. Enzymes, myoglobin

and hemoglobin are examples of such proteins.

3. Membrane Proteins: The most common tertiary structure of membrane proteins

are of helix bundle and beta barrel. The hydrophobic amino acids are attached to

the lipid bilayer. They are not generally soluble in aqueous solutions. Rhodopsin is

an example of such proteins.

It is also possible to classify the proteins according to families, domains and sequence

features:

1. Families: A protein family is a group of proteins that share a common evolutionary

origin. The similarity is found in similar structures, sequences and functions. Fam-

ilies divides proteins in a hierarchical structure starting for super-family and down

to family and sub-families.

2. Domains: Domains are distinct functional and/or structural units in a protein.

Example: homology 3 (SH3) domain.

3. Sequence Features: They are groups of amino acids that confer certain charac-

teristic. Such features include: active sites, binding sites, post-translational modifi-

cation sites and repeats.

Depending on the types of secondary structural elements there can be different classes

of proteins:

1. All α: These proteins have only α-helical secondary structures. Example: myglobin.

2. All β: These proteins have only β-sheet secondary structures. Example: tenascin.

3. α/β: These proteins contain alternating alpha helical and beta elements. Triose

phosphate isomerase is example of such proteins. The alternating segments form a

closed barrel like structure.

4. α + β: In this class of proteins alpha helical and beta sheet structures occur in

independent regions of the protein. Example: ribonuclease A.

2.1.4 Protein Structure Prediction Problem

In order to function properly a protein has to fold into its native structure. Studies

show that apparently unrelated diseases like Alzheimer’s disease, Cystic fibrosis, Mad

Cow disease, an inherited form of emphysema and many cancers are linked together since

they result from mis-folding of the proteins [62]. A severely mis-folded protein can even

poison the cells around it. Moreover, knowledge about the native structure is fundamental
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for the understanding of the basics of life and can have an enormous effect on the field

of rational drug discovery of related diseases and design of novel enzymes. However, the

exact determination of the native structure is not yet possible due to the complex folding

process and the unknown nature of the energy function. For these reasons, researchers are

particularly interested in the problem of protein structure prediction (PSP).

2.2 Existing Methods for PSP

Knowledge about the native structure can have an enormous effect on the field of rational

drug discovery and is of paramount importance for the understanding of its functionality.

Researchers have been trying to solve the problem using both in vitro techniques in wet

labs and in silico methods using computers. In this section, we briefly discuss different

types of methods employed by the researchers to solve the problem both in vitro and in

silico.

2.2.1 Experimental Methods

Biological Laboratory methods that are used in laboratory for protein structure prediction

include nuclear magnetic resonance spectroscopy (NMR), electron microscopy, and x-ray

crystallography.

X-ray Crystallography

In this method, beams of x-rays are passed through the protein crystal. The protein

crystal is a rigid crystalline array of millions of protein molecules precisely aligned with

one another. The beams of the x-rays are diffracted into many directions by the electrons

in the atoms of the crystal. From the angles and intensities of the diffracted beams

measured from the diffraction patterns of discrete spots, the crystallographer can produce

a three-dimensional picture of the density of electrons within the crystal. With the three

dimensional electron density map in hand, a molecular model of the protein is fitted

to match the electron density. The process is analogous to reconstructing the precise

shape of a rock from the ripples that it creates when thrown into a pond [63]. The first

protein structure was determined using crystallography in 1958 by Kendrew et al. [17].

Until January 2013, three dimensional structures of more than 80000 proteins are being

predicted using x-ray crystallography[64]. However, this method needs the protein to be

in crystallized form which takes a huge amount of time in the laboratory.

Nuclear Magnetic Resonance Spectroscopy

Three dimensional structures of small proteins (sequence length ≤ 200) can be predicted

using nuclear magnetic resonance (NMR) spectroscopy. In this method, a concentrated

protein solution is placed in a magnetic field, and the effects of different radio frequencies

on the nuclear spin states of different atoms are measured [63]. Neighboring atoms affects
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the spin state of the adjacent residues. Distance between the atoms are calculated from

the magnitude of the effect. These distances are then used to generate a model of the

three-dimensional structure of the protein. This method works faster than the x-ray

crystallography since it does not require crystallization. More than 9000 protein structures

have been predicted using this technique[64].

Figure 2.6: Growth of number of protein structure entries in PDB database by year.

Figure 2.7: Growth of total number of protein sequence entries in UniProt database by
year.
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Among other methods, electron microscopy is relatively new and only 499 protein

structures have been predicted using this technique so far [64]. However these methods

are very expensive and time-consuming [65]. Currently, the Protein Protein Data Bank2

database contains structures of about 90000 proteins and nucleic acid complexes, mostly

submitted by biologists and biochemists. Figure 2.6 shows the number and growth of pre-

dicted protein structures by year. This statistics is taken from from PDB website on 30th

January, 20143. Note that, the numbers here are in thousands. We also show growth in the

number of known protein sequence by years in Figure 2.7. In this figure, the numbers are

in millions and increasing due to the advanced protein sequencing technology. Figure2.7 is

taken from UniProt website4. The number and growth of predicted structures are clearly

outnumbered by the growth and number of protein sequences. These findings and the ad-

vent of modern powerful computers allures researchers towards the use of computational

technologies for protein structure prediction.

2.2.2 Computational Methods

Computational approaches applied to Protein Structure Prediction problem can be broadly

divided into three categories: homology modeling, threading and ab initio folding. The

first two methods largely depend on the availability of the database of protein sequence and

their corresponding structures, while the ab initio approach tries to predict the structure

of a protein only from its primary amino acid sequence.

Homology Modeling

Homology modeling is based on the assumption that small changes in the protein sequence

result into small changes in its 3D structure [66]. If similarity in the sequence level is

detectable, then structural similarity is assumed. A typical homology procedure takes

four sequential steps: template selection, template-target alignment, model building and

model evaluation. A target is the protein sequence for which the structure is unknown.

The template structure is chosen from already known structures in the database after

searching by sequence similarity. It then arranges the backbone of the target identically

to that of the template. This means that not only the positions of alpha carbons, but

also the phi(φ) and psi(ψ) angles and the secondary structure, are made identical to the

template. Next, the more sophisticated comparative modeling packages adjust side-chain

positions to minimize collisions, and may offer further energy minimization or molecular

dynamics in an attempt to improve the model. If the model is not satisfactory then, the

first three steps are repeated until a satisfactory model is found. There are a number of

software and web services available for each step of homology modeling, such as BLAST

[67], FASTA [68], MODELLER [69], DALI [70], SWISS-MODEL [71], HHpred [72].

2RCSB Protein Data Bank - http://www.pdb.org
3http://www.pdb.org/pdb/statistics/contentGrowthChart.do?content=total&seqid=100
4http://www.ebi.ac.uk/uniprot/TrEMBLstats/
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Protein Threading

Protein threading is also known as fold recognition. If a protein has no homologous se-

quence in the existing database, homology modeling does not work well. For those proteins,

threading works if fold level homology is found. According to Structural Classification of

Proteins (SCOP) database [73], there are several levels of protein classification deter-

mined from the evolutionary relationship between proteins. These are: folds, classes,

family, super-family, domain, species etc. In fold recognition, each protein is classified

into a class at the top of the hierarchy. Examples of classes are, all α, all β, α + β, α/β,

etc. The method works by identifying one or more template (or folds) protein structures.

A template database is prepared from existing protein structures by removing structures

with high similarity. One important step in protein threading is the design of a good

scoring function that takes into consideration many things, such as mutation potential,

environment fitness potential, pairwise potential, secondary structure compatibilities, and

gap penalties. The target sequence is aligned with each of the templates and the best

template is chosen according to the scoring function [74]. Rest of the procedure is similar

to homology modeling. The difference with homology is that it identifies the segments of

the templates that have stronger correlations with the target sequence and thread those

fragments together to form the three dimensional structure. Examples of fold recognition

or template based web servers for protein structure prediction are SPARKS-X [38] and

RAPTOR-X [75].

Ab Initio Method

No template knowledge is used in the ab initio or de novo approach to predict the tertiary

structure of a protein. Based on the thermodynamic hypothesis proposed by Anfinsen [21],

the prediction starts from the scratch, i.e., primary sequence of amino acids . The general

idea is to search through the conformational space of the protein to find the model with

lowest free energy. The obstacle with this method is that either the nature of the energy

function is not known accurately or calculating the energy functions are computationally

expensiveness for high resolution models and large proteins. QUARK [40] is an example

of ab initio structure prediction server.

Molecular Dynamics. The natural starting point for the protein folding simulation

is molecular dynamics (MD). The idea is to simulate the movements of each atoms in

the protein and in the surrounding water molecules as a function of time by numerically

integrating Newton’s equations of motion. The system starts from an initial thermal

energy and all the atoms are allowed to move according to the laws of motion. IBM’s

Blue Gene5 project [76] was devoted to this approach. Though there are evidences that

this simulation method produces results that agree with the observed dynamic properties

of proteins, there are some severe disadvantages. This is a computationally expensive

5http:www.research.ibm.com/bluegene/
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method and for the class of the problems that molecular dynamics deals with there are

inadequacies in potential functions for macro-molecules in water. The best current use of

the approach is in refining and discriminating among models produced by lower-resolution

methods.

Levinthal’s Paradox. Ab initio methods of protein structure prediction can be thought

of a search problem in the conformational space. Given the astronomically large number

of possible conformations, it is impossible for a protein to search the whole conformational

search space to arrive at its correct native state. The simple reason is it would take an

impossible amount of time to do that while a protein takes only a few seconds to fold in

nature. This phenomenon is known as Levinthal’s Paradox [31]. For example, consider

a simple protein with 100 residues (i.e. amino acids). It has 99 peptide bonds and 198

different φ and ψ angles. If we allow just three possible values (i.e., 90◦, 180◦, 270◦) for

these angles, the number of possible conformations turns out to be 3198. Therefore, if a

protein were to attain its native conformation by sequentially sampling all the possible

conformations, it would require a time longer than the age of the universe. This is true

even if conformations are sampled at a very rapid (nanosecond or pico-second per sample)

rate. This observation inspired Levinthal to suggest that there should be some definite

pathways for the protein folding process [31].

2.3 Issues in Conformational Search

The conformational search for protein structure prediction confront two major issues: the

nature of the energy function and the search strategy to find the native conformation with

the minimum free energy. The complexity energy function often depends on the related

computational model.

2.3.1 Energy Function

Energy functions are used to guide the search or to select a structure from a set of candi-

dates. These energy functions can be obtained in two ways [77]: physics based [78, 79, 80]

or knowledge based statistical approach [81]. Physics based potential functions are based

on interactions between atoms. They are developed through an inductive approach based

on results from physical studies of small molecules. These functions are then generalized

to macromolecular level. These functions require to solve quantum mechanical equations

in the all atomic detail and therefore not computationally efficient.

Knowledge based energy functions are statistically derived from known protein struc-

tures. However, the extracted potentials do not necessarily reflect true energies. This

approach has quickly gained momentum due to the rapidly growing database of experi-

mentally determined three-dimensional protein structures. Knowledge based energy func-

tions have the advantage of being simple to construct and easy to use. It has been argued

that a combination of both physics based and knowledge based energy functions would

27



2.3. Issues in Conformational Search Chapter 2. Preliminaries

be most effective for protein structure prediction [80]. A review on such successful energy

functions is provided in [82].

Forces in Protein Folding

There are several individual forces that govern the folding process. These are: net protein

stability due to interplay of non-covalent and entropic effects; the hydrophobic effect of

non-polar atoms; attractive and repulsive Van der Waals interactions between atoms that

favor close atomic packing; effect of backbone and side chain conformational entropy;

electrostatic effects of the hydrogen bonds and ion pairing groups and disulfide bridges

that enhance the stability of several small proteins. These forces differ on the number of

bodies or atoms considered for interaction starting from two bodies interaction terms to

multiple body interactions. The success of an energy potential depends on how accurately

it can model these forces. The level of representation details can make the model and

calculation of the energy complex too.

2.3.2 Computational Models

There have been significant advances in the field of computational protein structure pre-

diction [83], but they do not use a single representative model for structures throughout

the process [84]. Many of them, start from a reduced model for efficient early calculations

then eventually add all the atomic details and refine the model using molecular dynamics.

In this section, we discuss several high to low resolution models for representing protein

structures in brief.

High Resolution All Atomic Models

High resolution models with all atomic details have one significant disadvantage of com-

putational efficiency. However, such representations are essential for the understanding of

folding process in mechanistic details and also for rational drug discovery. Shakhnovich

group from Harvard University proposed such an all-atomic model [85] capable of per-

forming thousands of microsecond-time scale-folding simulations. In this model, all heavy

non-hydrogen atoms are explicitly modeled as impenetrable hard spheres of physical radii

and connected by bonds with free rotation about all the rotational angles (ψ,φ,χ). Global

and local movesets are generally used for simulation. Bond length and connectivity are al-

ways maintained and the search was guided by a knowledge-based potentials [86]. Physics

based realistic energy functions are only allowed in all-atomic models.

Medium Resolution CαβS Models

In this model, three centers of interaction per residue are considered: alpha carbon (Cα),

beta carbon (Cβ) and center of mass for the remaining side chain atoms (S). CαβS model,

the trace of the alpha carbon can be restricted to lattice points [87]. Typical cubic lattices
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Figure 2.8: Illustration of CαβS Model.

are used with a lattice spacing equal to 0.61Å and Cα-Cα distance fluctuating between

3.29Å and 4.27Å depending on the model’s dynamics. Other centers are located off-

lattice and their positions are calculated for each residue using the coordinates of three

consecutive Cαs as a reference frame. Schematic diagram of a CαβS model is shown in

Figure 2.8. Complex force fields are engaged with such models to correct the reduction

in model [87]. However, in a higher resolution [88], Cα is not restricted to any lattice

[88]. Such models are exploited by successful protein structure prediction softwares like

TOUCHSTONE-II [89] and CABS [90]. TASSER and I-TASSER uses a further reduced

model with Cα and side chain atoms only [34, 91].

SIde CHain Only (SICHO) Models

In this side chain only model [92], the protein chain is represented by a string of beads

representing the centers of mass of the side chains plus the Cα atoms. These beads are

restricted to simple lattice points, typically cubic lattice. However, Cα atoms are main-

tained implicitly and calculated from the coordinates of three closest side chain positions.

This model is utilized by MONSSTER [93]. Knowledge based energy models [92, 94] are

generally used with SICHO model.

Lattice Models

In low resolution lattice models, generally the protein backbone is represented by a trace of

alpha carbon atoms where each of the alpha carbon atoms are restricted to lattice points.

Several lattices are considered, such as: 2D square lattice [95, 96], 3D cubic lattice [6, 97],
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2D triangular lattice [98, 99], 3D face centred cubic lattice (FCC) [7], hexagonal closed

pack (HCP) lattice [100], etc.

A simple contact based energy model is used to guide the search in the lattice models.

Typically, an energy function sums all the interaction energy between non-consecutive

amino acid residues in the dequence that are neighboring in the lattice. Complexity of

this energy functions depend on the type of the amino acids which are considered for the

interactions. The simplest of them is the Hydrophobic-Polar (HP) model proposed by

Lau and Dill [26], where 20 amino acids are divided into two distinct groups according to

their hydrophobicity, H (for hydrophobic) and P (hydrophillic or polar). A few extensions

are possible, where side chain atoms are also considered [101] along with backbone alpha

carbon atoms. In such models, interaction between side-chain beads only contributes to

the energy function. Details of different types of lattices and energy models are described

in Section 2.4.1 and Section 2.4.3.

Off-Lattice Models

There are several off-lattice models exploited by the researchers. In the HP tangent sphere

model, the protein is transformed into a set of tangent spheres of equal radius [27]. Spheres

are labeled as either hydrophilic or hydrophobic, and contact between hydrophobic acids

is when the spheres for corresponding amino acids are in contact (see Figure 2.9).

Figure 2.9: Illustration of conformations in HP tangent spheres side chain model.

Another example of the off-lattice model is the AB model [102]. In this model, the

monomers are either hydrophobic (A) or hydrophilic (B). In three dimensional space, the

shape of a n-mer is specified by n− 2 bond angles θ2, · · · , θn−1 and n− 3 torsional angles

β3, · · · , βn−1. θi is the angle between adjacent bond vectors and βi is the plane angle

between three successive bond vectors.

2.3.3 Search Strategy

The complicated nature of the energy function does not suggest any obvious choice for

search strategy. The funnel shaped characteristic of the energy landscape also reveals the

difficulty of the search problem around these local minima. Systematic search methods are

complete and gives guarantee to find the optimal solution. In systematic search, exhaustive

search is performed and requires huge amount of computational resource. Moreover, the
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complexity of computation of the high resolution methods add obstacles to the search

strategy. Systematic search methods are therefore not practically applicable even for the

simplified proteins, let alone the real proteins. On the contrary local search methods

are normally very quick in finding a solution, although they suffer from re-visitation and

stagnancy, and require good heuristics. A sketch of the typical iterated local search

algorithm is given in Algorithm 2.1. The search begins with an initial candidate solution

s and always keeps track of the global best solution ŝ. In successive iterations a set of

neighbors N are generated from the current solution s by perturbation. Perturbations in

local search methods are often performed using neighborhood generating operators. In

each step, a candidate solution is selected from the set N based on a selection criteria.

This selection criteria may depend on some heuristic or fitness function and/or memory of

the search space. This candidate is then accepted or rejected depending on the acceptance

criteria. Feasible global best solution is returned after the loop is terminated based on

some termination criteria.

Algorithm 2.1: Iterated Local Search (ILS)

1 s← initial candidate solution
2 ŝ← s \∗ global best solution ∗\
3 while termination criteria is not satisfied do
4 N ← set of generated neighbors from s

5 s
′ ← selected neighbor from N

6 if s
′

satisfies the acceptance criteria then

7 s:=s
′

8 updateGlobalBest(s, ŝ)

9 return ŝ

Variant of this iterated local search is the population based search methods like ge-

netic algorithms. In population based methods, a set of solutions are generated as initial

population in stead of a single solution. In each generation or iteration of a population

based method a number of candidate solutions are selected from the current population.

The new population is generated either by recombination of solutions from the current set

or by applying operators. A generic algorithm for population based methods in shown in

Algorithm 2.2. Different local search techniques applied to protein structure prediction

are covered in details in Section 2.5.
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Algorithm 2.2: Population Based Local Search (PBLS)

1 P ← initial population
2 ŝ← best among P \∗ global best solution ∗\
3 while termination criteria is not satisfied do

4 P
′ ← set of generated solutions from P

5 P ← selected solutions from P ∪ P ′
using acceptance

criteria
6 updateGlobalBest(P, ŝ)

7 return ŝ

Convergence of Local Search

Biggest bottleneck of stochastic local search methods is that they do not always guarantee

successful convergence [103]. Genrally, convergence of different search methods depends on

their parameters [104, 105, 106]. Many researchers have experimented on the parameters

of the local search algorithms such as genetic algorithms [104], simulated annealing [107],

memetic algorithms [106] to prevent premature convergence and hence obtain quality

solutions.

2.4 The Simplified Model

Computational Models!low resolution In this thesis, we use the simplified models for pro-

tein structure prediction that are defined using discrete lattice representation for the pro-

tein structures and simple contact based energy functions for interaction. In our simplified

model, several assumptions are made:

1. Each residue (i.e amino acids) is modeled only by the position of the alpha carbon

atom as center of mass.

2. The positions of the alpha carbon atoms are restricted to discrete lattice points (i.e.,

cubic, face centered cubic, etc).

3. All residues have an equal size and all bonds are of equal length.

4. A simplified contact based empirical energy function is used.

However, the center of mass represents the molecule and the mass depends on particular

amino acid residue. Bond length is equal to 3.8Å, which is equal to the average distance

between two consecutive alpha carbons in known structures. Several choices could be

made for the simplified model, by choosing different lattice type and the energy function.

In Section 2.4.1, we briefly discuss different types of lattices and then in Section 2.4.2, the

simple HP model proposed by Lau and Dill [26] is introduced. Section 2.4.3 presents other

types of energy models. We also discuss neghborhood generation operators in Section 2.4.4.
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2.4.1 Lattices

Simplified models depend on discrete two or three-dimensional space known as lattices.

Formally, the definition of a lattice is given as below:

Definition (Lattice): A lattice is a set of points in Zn that are integral linear combi-

nations of vectors having integral co-ordinates.

L =

{
k∑
i=1

ai~vi : ai ∈ Z

}
(2.1)

If k is the minimum value for which the equation holds then it is called dimension

or contact or co-ordination number; where ~v1, · · · , ~vk forms a basis.

A lattice L is generated by its basis vectors ~v1, · · · , ~vk. The number of basis vectors

k denotes the number of neighbors of a point in the lattice and also called co-ordination

number. The basis vectors are sometimes called neighbor vectors. We define contacts or

neighbors in a lattice by means of basis vectors in that lattice.

Definition (Contact): Two lattice points p, q ∈ L are said to be in contact, if q = p+ ~vi

for some vector ~vi in the basis of L.

Cubic and Square Lattice

The cubic lattice is the most simple and prominent lattice configuration. Any lattice point

(x, y, z), where x, y, z are integers, lies on the three-dimensional Cartesian space. Figure

2.10 shows a portion of the cubic lattice and the unit cell; the neighbor points are shown

to be connected by lines. The cubic lattice is generated by the following basis vectors:

~v1 = (1, 0, 0) ~v2 = (−1, 0, 0) ~v3 = (0, 1, 0)

~v4 = (0,−1, 0) ~v5 = (0, 0, 1) ~v6 = (0, 0,−1)

The co-ordination number of the cubic lattice is six i.e., each point has six neighbors in

the lattice. A measure for lattice compactness is the fraction of a volume filled by a given

collection of solids. The packing density of the three dimensional cubic lattice is 52.3%6.

The square lattice has two dimensions and hence four basis vectors to generate lattice

points. It means each point in a square lattice has four neighbors. The basis vectors for

square lattice are as follows:

~v1 = (1, 0) ~v2 = (−1, 0)

~v3 = (0, 1) ~v4 = (0,−1)

A severe consequence of the structure in the cubic or square lattice is that no two amino

acids can be on adjacent lattice points, if the string between them is of odd length. For

example, the string (PH)n has no contacts in two-dimensional square lattice for simplified

HP model. This problem is known as parity problem in the literature [108].

6http://mathworld.wolfram.com/CubicClosePacking.html
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Figure 2.10: The simple cubic lattice (right) and a unit cell(left). Source: [4].

Face-Centered Cubic (FCC) and Triangular Lattice

Face-centered Cubic (FCC) lattices have the densest packing of spheres in three dimen-

sional which was proved to be 74% [109]. The three dimensional FCC lattice is generated

by the following basis vectors:

~v1 = (1, 1, 0) ~v2 = (−1,−1, 0) ~v3 = (−1, 1, 0)

~v4 = (1,−1, 0) ~v5 = (0, 1, 1) ~v6 = (0, 1,−1)

~v7 = (0,−1,−1) ~v8 = (0,−1, 1) ~v9 = (1, 0, 1)

~v10 = (−1, 0, 1) ~v11 = (−1, 0,−1) ~v12 = (1, 0,−1)

Figure 2.11: Unit cells of a face-centered cubic lattice. Source: [4].

A point (x, y, z) in the three dimensional Cartesian space belongs to the FCC lattice,

if and only if x+ y+ z is even. The co-ordination number of the FCC lattice is 12; which

means a point in the lattice has twelve neighbors. Figure 2.11 shows unit cells for a three

dimensional Face Centered Cubic (FCC) lattice while Figure 2.12 shows a cut from the

lattice.

The three dimensional FCC lattice can be reduced to two dimensional structures to

produce two dimensional hexagonal lattice layers. The two dimensional hexagonal lattice

is also known as the triangular lattice. The triangular lattice has a distinctive advantage

over a square lattice. In a triangular lattice in 2D, every lattice point has six neighbors.
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Figure 2.12: A large portion of the face-centered cubic lattice. Source: [4].

The increase in the number of neighbors guarantees a denser packing for triangular lattice

with that compared to square lattice. The basis vectors for two dimensional triangular

lattice are the following:

~v1 = (1, 0) ~v2 = (1/2,
√

3/2) ~v3 = (−1/2,
√

3/2)

~v4 = (−1/2,−
√

3/2) ~v5 = (1/2,−
√

3/2) ~v6 = (−1, 0)

Hexagonal Close Packed (HCP) Lattice

The Hexagonal Close Packed (HCP) lattice has the same co-ordination number as the

FCC lattice has. Therefore, i.e. each of the points in the lattice can have 12 neighbors

in the three-dimensional space. As shown in Figure 2.13, six of the neighbors are in the

same plane, three in the upper plane and three in the lower plane. Any two adjacent

residues are always at unit distance from each other. The HCP lattice points in the three

dimensional space is generated by the following basis vectors:

~v1 = (1, 0, 0) ~v2 = (1/2,
√

3/2, 0) ~v3 = (−1/2,
√

3/2, 0)

~v4 = (−1/2,−
√

3/2, 0) ~v5 = (1/2,−
√

3/2, 0) ~v6 = (−1, 0, 0)

~v7 = (0, 1/2,
√

3/2) ~v8 = (−
√

3/4,−1/4,
√

3/2) ~v9 = (
√

3/4,−1/4,
√

3/2)

~v10 = (0,−1/2,−
√

3/2) ~v11 = (
√

3/4, 1/4,−
√

3/2) ~v12 = (−
√

3/4, 1/4,−
√

3/2)

The two dimensional lattice reduction for HCP model is similar to that of triangular

model. It is free of parity problem and have the largest packing density. Similar to FCC

lattices, it provides the highest degree of freedom for placing of a residue and therefore,

can provide the most realistic model of real protein.
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Figure 2.13: Hexagonal close packed (HCP) lattice.

2.4.2 The Basic HP Lattice Model

Ken A Dill [25] developed a theory for the folding of proteins in globular and soluble

states using statistical lattice models. By exploring the relationship between amino acid

sequences and their native structure it was found that with increasing HH attraction,

molecules with certain sequences fold to a state with relatively few conformations that

have the following properties:

1. Low free energy.

2. High compactness.

3. A core of Hydrophobic residues

4. Substantial secondary structures.

Hydrophobic (H) Alanine (Ala), Cystein (Cys), Glycine (Gly), Isoleucine (Ile)

Leucine (Leu), Methionine (Met), Phenylalanine (Phe), Tryptophan (Trp)

Tyrosine (Tyr), Valine (Val)

Hydrophillic or Arginine (Arg), Asparagine (Asn), Aspartate (Asp), Glutammate (Glu)

Polar (P) Glutamine (Gln), Histidine (His), Lysine (Lys), Proline (Pro)

Serine (Ser), Threonine (Thr)

Table 2.2: Hydrophobic and polar amino acids.

Later, Lau and Dill proposed a simplified HP-model for protein structure prediction

problem [26] which is the first of such statistical models. In this model all the amino acids

are divided into two groups according to their hydrophobicity (replusiveness towards water

molecules): hydrophilic or polar (P) and hydrophobic(H). Table 2.2 shows all the amino

acids and their grouping with three letter symbols.

A two dimensional square lattice is used for this basic HP lattice model. In this

model, the given primary amino acid sequence, S of any protein is a string of the alphabet
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H P

H -1 0

P 0 0

Table 2.3: Interaction energy matrix for basic HP model.

∑
= {H,P}. Every amino acid monomer si in the sequence is either of type H or P

depending on its hydrophobic or polar nature. The position of an amino acid residue, pi

is restricted to a lattice point (called lattice constraint). Therefore, the primary amino

acid sequence, S or the peptide chain fits into a fixed lattice, where every consecutive

amino acid monomer is also a neighbor in the lattice (called chain constraint) and no

two monomer can occupy the same lattice point (called self avoiding constraint). The

free energy calculation for any simplified model, shown in Equation 2.2 counts only the

contact energy between two non-consecutive amino acid monomers. The contact energy

depends on the type of the amino acids. The contact energy or interaction potentials for

HP model is given in Table 2.3.

E =
∑
j≥i+1

conact(i, j).energy(si, sj) (2.2)

Here, contact(i, j) = 1, whenever the Euclidean distance between two amino acids i

and j is equal to the unit distance in the two dimensional square lattice and otherwise

contact(i, j) = 0. In case of HP model, the potential energy(si, sj) is taken from the

matrix given at Table 2.3. For example, assume we are given a protein sequence S =

HPHPPHPH. The protein chain can have all possible self-avoiding walks in the lattice.

Two such structures are shown in Figure 2.14. In Figure 2.14, hydrophobic (H) residues

are shown as green spheres, and polar (P) residues are shown as pink spheres. Solid grey

cylinders represents the peptide chain or the protein chain that connects the residues and

the thin green wire shows the contacts between non-consecutive hydrophobic residues.

The residue marked with ‘1’ indicates the start of the chain. We will follow this same

convention throughout the thesis for protein structures whether in two dimensional space

or three dimensional space. Note that the structure in the left has two hydrophobic

contacts and the structure at the left has three hydrophobic contacts. Therefore, the free

energy of these structures according to the HP model [26] and defined in Equation 2.2 are

-2 and -3 respectively. Also note that, the energy is negative in sign indicating a stable

state for the structure with minimum free energy.

A conformation of the same amino acid sequence HPHPPHPH in the triangular

lattice model is shown in Figure 2.15. Note that the energy of this conformation in the

basic HP model is -5.

The task of protein structure prediction problem in the simplified model is to find the

structure that has the minimum free energy according to that model. We can define the
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Figure 2.14: Two structures in two dimensional square lattice.

Figure 2.15: Structure of a protein in the two dimensional triangular lattice.

problem of protein structure prediction in the simplified model formally as following:

Definition (Simplified Protein Structure Prediction): Given a se-

quence S of length n, find a self-avoiding walk p1 · · · pn on the lattice that

minimizes the energy defined by Equation 2.2.

2.4.3 Other Energy Models

In this section, we describe other empirical contact based energy models that are used

in simplified models. Theses energy matrices are statistically derived and differs in the

number of groups or types that are considered for interaction and corresponding energy

value. Number of types or groups usually determines the alphabet size of the primary

amino acid sequence for the particular model. In case of HP lattice model, alphabet size

was 2 since there were only two groups. Small-sized alphabets to denote amino acids were

reported to produce degeneracy problem[110]. The degeneracy problem occurs when the

uniqueness property of the native conformation is violated. Several other energy models

are proposed by the researchers to solve the problem.

Variants of HP Model

Several variants of the basic HP model are proposed in the literature by considering the

repulsive forces between polar type amino-acids [111], by shifting the potentials for each

type of interactions [112], by satisfying various physical constraints [10], and by trying to

reduce degeneracy [11]. Two such models are shown in Table 2.4.
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H P

H -2.3 -1

P -1 0

H P

H -3 -1

P -1 0

Table 2.4: Other HP models: Li et al. [10] (left), Bornberg-Bauer et al. [11] (right).

Hydrophobic (H) Ala, Gly, Ile, Leu, Met
Phe, Trp, Tyr, val

Positively charged (P) Lys, Arg, His
Negatively charged (N) Asp, Glu
Neutral (X) Ser, Thr, Cys, Asn, Gln

H P N X

H -4 0 0 0

P 0 +1 -1 0

N 0 -1 +1 0

X 0 0 0 0

Table 2.5: Grouping and interaction energy matrix for HPNX model.

HNPX Model

The basic HP model is extended to HPNX model [11] by considering the electrostatic forces

involving positively charged residues (P), negatively charged residues (N) and neutral

residues (X) along with the hydrophobic types. The grouping and the energy interaction

matrix are given in Table 2.5.

1234 Model

Crippen [113] developed this model observing a set of 57 proteins. In this energy model,

the amino acids are divided into four groups:

Group 1: Glycine (G), Tyrosine (Y), Histidine (H), Serine (S), Arginine (R), Asparagine

(N), Glutamic Acid (E)

Group 2: Alanine (A), Valine (V)

Group 3: Leucine (L), Isoleucine (I), Cysteine (C), Methionine (M), PhenyleAlanine

(F)

Group 4: Proline (P), Tryptophan (W), Threonine (T), Lysine (K), Asparatic Acid

(D), Glutamine (Q)

The energy matrix for amino acids in these four groups are given in the Table 2.6.

1 2 3 4

1 -0.012 -0.074 -0.054 0.123

2 -0.074 0.123 -0.317 0.156

3 -0.054 -0.317 -0.263 -0.010

4 0.123 0.156 -0.010 -0.004

Table 2.6: Energy interaction matrix for 1234 Model.
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YhHX Model

The YhHX model derived by Bornberg-Baurer [11] is the integer version of the 1234. Due

to the simplicity of integer value of the energy interactions, this model has been used by

several researchers [114, 115]. The energy model is depicted in Table 2.7.

Y h H X

Y 0 -1 -1 2

h -1 -2 -4 2

H -1 -4 -3 0

X 2 2 0 0

fq 10 16 36 28

Table 2.7: Energy interacton matrix for YhHX model.

hHPNX Model

Hoque et al. [115] proposed this model based on the HPNX model, but incorporating the

significance of group of 1234 or h of YhHX models. Table 2.8 shows the energy matrix for

hHPNX model.

h H P N X

h 2 -4 0 0 0

H -4 -3 0 0 0

P 0 0 -1 -1 0

N 0 0 1 1 0

X 0 0 0 0 0

Table 2.8: hHPNX energy matrix.

The Miyazawa-Jernigan(MJ) Energy Model

The Miyazawa-Jernigan (MJ) energy matrices were first proposed by Miyazawa et al. [14].

They presented two matrices, which are known as MJa and MJb. The first matrix stands

for the actual energy value of each bond. On the other hand the second matrix stands for

the pairwise contributions to the total free energy. The second matrix is based on the fact

that two amino acids are forced to expel a solvent molecule and form a contact. These

statistical energy matrices are derived from the distributions of contacts as they occur

in the real proteins. The selection of the matrix depends on the availability of optimal

energy with particular benchmarks and the cubic lattice model [42, 116]. This model has

been employed in protein threading and fold recognition [117] and de novo [42] protein

folding as well. This model has been further investigated by Berrera et al. [9]. They also

provided a 20×20 energy potential matrix considering all types of amino-acid interactions.

We discuss these models in details in Section 3.2 and in Section 3.3
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Degeneracy

Degeneracy is the number of lowest energy conformations for a given sequence according

to an energy function [118]. Studies reveal that contact based energy functions that

consider less number of interaction between amino acid types results in more degeneracy

[119]. Several studies have been made to report degeneracy of the sequences for various

energy models: HP models [118], MJ matrix models [119]. Degeneracy is not a desirable

property for protein structure prediction. It also results in vast plateau region and does

not represent the real folding scenario. It violates the uniqueness property of the native

conformation according to thermodynamic hypothesis.

2.4.4 Neighborhood Generation

Once the protein structure prediction is formulated as a search problem, regardless of

the model, it is important to design or select operators that generate next neighborhood

solutions in the search path. These operators generate valid moves between two confor-

mations in the search space. The most desirable property of such moves is that they are

complete, i.e. the whole search space is reachable. Lesh et al. [5] proposed pull moves

and successfully applied them to find optimal solutions. Though they claimed them to be

complete, later they were proved not to be completely reversible [120].
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Figure 2.16: Pull moves in 2D square lattice (redrawn as in [5]).

Pull move operators are illustrated in Figure 2.16. The conformation in the left shows

the first configuration on which a pull move is applied at position i. If the neighborhood

diagonal positions are not occupied then i is shifted to the location (L). The rest of the

chain is then constructed by shifting i − 1 to C, i − 2 in the location of i, and so on.

The overall effect on the conformation is minimized locally. The conformation at the right

shows the effect of the pull move operation.

Sometimes some special conformations allow the search algorithm to apply some op-

erators that can guide towards better results. Two of the kind are tilt and diagonal

moves (proposed by Tamjid et al. [6, 121]) and are illustrated in Figure 2.17. Application

of this two operators with core directed guidance resulted in some improvement in the

performance of their algorithms.

Other than the properties of being local and complete, the move sets are sometimes
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Figure 2.17: Tilt move and diagonal move (redrawn as in [6]).

desired to produce only feasible solutions. Pull move operators described above are of this

kind and are guaranteed to produce such conformations. The limitation of such kind of

operators is that they may not offer shorter path to the optimal solutions even though they

are complete. This is because the infeasible conformations are not allowed in the search

space. Move between two conformations, without considering the intermediate infeasible

path may take a longer path with pull moves only. Figure 2.18 illustrates some other

operators that can be applied to lattice models, which do not guarantee the generation of

feasible solutions always.

Another limitation of these operators is that they are applied to a single-point in

the conformation. Multi-point operators or macro-mutation operators and long range

moves can provide some important improvements in the search process. Examples of such

macro-mutation are four-cycle moves [122] and long rage moves [96]. Use of constraint

programming has also enabled use of some large neighborhood operators [7, 123].

2.4.5 Assessment of Simplified Models

Simplified models suffer the problem of producing structures with high accuracy due to

two factors: selection of discrete lattice space and the contact-based energy functions that

generally considers only the ineraction energies between different types of amino-acids. In

this section we, briefly discuss about the assessment of simplified models reagarding these

two factors. Details are provided later in Section 4.1.

Accuracy of Lattices

Lattices suffer from accuracy since they approximate the real positions of atoms by dis-

cretization of them. Since only the Cα atom is represented in most of the models, further

refinement sometimes results into side-chain clash and deform the structure. Moreover,

the regularities of secondary structures are also approximated in lattice representations.

Many of the lattices are unable to exhibit various degrees of secondary structure bias

[124]. However, the capability of lattice models in reproducing the secondary structures

and their relative arrangements are studied successfully in the literature [125]. Assessment
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Figure 2.18: Different local moves in 2D square lattice (a) three-bead flip (b) crankshaft
(c) rotation (d) migration (e) mirror reflection.

of lattices has given rise to an interesting problem called protein chain lattice fit (PCLF)

problem [126] where, given a native structure of a protein one has to find its closest lattice

fit w.r.t. some similarity measure. Various distance measures, like dRMSD, cRMSD are

used as similarity measure of lattice structure with the given native structure. Since in the

lattice model only Cα atoms are represented, we are generally interested in the backbone

of the native structure only. The problem can be defined formally as below:

Given a native structure, B = b1, · · · , bn of a protein, where b1, · · · , bn are the

position of backbone atoms, in the protein chain lattice fit(PCLF) problem, the task

is to find a lattice conformation, C = p1, · · · , pn, such that dissimilarity or distance

measure δ(B,C) is minimized.

This problem has been widely addressed in the literature [127, 128, 129, 130]. The
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close fits of native structure to a particular lattice with lower dis-similarity or distance

measures indicates the accuracy of the discrete lattice to which they can represent the

protein structure. In general, the accuracy have been down to 2Å in dRMSD for cubic

and FCC lattices in 3D with state-of-the-art methods. In Section 4.1, we address this

problem and assess the accuracy of discrete lattices. Various distance measures and their

preferences are also discussed in brief.

Goodness of Energy Functions

The contact-based energy functions are generally used along with lattices in the simplified

models. Since the accuracy of lattices are proved to be within very close proximity of

the native structures ( 2Å), the important task after the selection of the lattice is to

choose a suitable energy function that will guide the search. Not much studies are found

in the literature that deals with the accuracy of such energy functions. They are in

general derived from a decoy or test set and works fine for that since they are statistically

derived from those structures. However it is important to assess their performance on a

wide variety of protein sequences to see if they really work for simplified models. Such

assessments can be done by comparing structures produced by those energy functions with

the native one. We deal with this problem in detail in Section 4.1 and assess effectiveness

of several energy functions used in the literature of simplified models.

2.4.6 Beyond Simplified Models

Various extensions to the simplified model discussed in Section 2.4 are found in literature

[101, 131, 132]. In this section, we describe two of such models: proteins with side chains

and protein with secondary structural motifs.

Proteins with Side Chains

In a lattice model of proteins with side chains, each amino acid monomers are represented

by two atoms: a backbone C-α atom and a side chain atom. The positions of these atoms

are restricted to the points in a three dimensional discrete lattice (lattice constraint).

Backbone atom of an amino-acid is neighbor to its side chain atom in the lattice and

backbone atoms of consecutive amino acids in the sequence are also neighbors in the

lattice (chain constraint). Two atoms can not occupy the same point in the lattice (self

avoiding constraint). A simplified contact-based energy function is used to calculate the

energy of a structure, which is calculated in a similar way as in simplified models but takes

into consideration only the interactions between side chain atoms. For any given protein

sequence S, the energy of a structure C is defined as:

Es(C) =

n∑
j≥i+1

contact(psi , p
s
j).energy(si, sj) (2.3)
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where energy(si, sj) is the energy value between two amino-acids of type si and sj obtained

from the energy matrix chosen and psi and psj are the points representing side chain atoms

of amino acid position i and j. Note that, only side chains are of type hydrophobic or

polar and backbones are considered as neutrals. Therefore, only the contacts between side

chain atoms can contribute to the energy function. Given this model, PSP can be defined

as follows:

Given a sequence S of length n, find a self-avoiding walk of backbone atoms,

pb1, · · · , pbn and corresponding connected side chain atoms, ps1, · · · , psn on the lattice

such that the energy defined in Equation 2.3 is minimized.

In Section 3.3, we discuss this model in detail and address the problem of protein

structure prediction in lattices with secondary structural motif.

Proteins with Structural Motifs

Many researchers have tried to incorporate the secondary structural motifs into lattice

models [131, 132, 133, 134, 135, 136]. Generally most of these models are backbone only

models similar to our simplified models but where specific amino acid positions are con-

strained as part of secondary regular structures like α-helix and β-sheets or β-strands. The

relative positions of the amino-acid backbones are also constrained by secondary struc-

ture constraints. These constraints define an initial position of a segment corresponding

to a motif (α-helix or β-strand) and the absolute vectors between them that defines the

orientation of these motifs. Elaborate energy models [9, 14] are generally used along with

such models. The energy function is similar to that defined in Equation 2.2 except that a

20×20 matrix is used instead. The subsequences that are part of the secondary structures

are called coded regions. In Section 4.2, we discuss this model in detail and address the

problem of protein structure prediction in lattices with secondary structural motif. The

problem is formally defined as follows:

Given a protein sequence S of length n and its coding for secondary structures,

Se, find a lattice conformation, C = p1, · · · , pn, such that, for all segments, eij ∈ E
corresponding points, pi, · · · , pj satisfies the motif constraints and the energy function

is minimized.

2.5 Computational Methods and Tools

In this section, we present a review on the existing methods for protein structure predic-

tion. In Section 2.5.1, we discuss various successful softwares and servers. Then, we present

a detailed literature review for various optimization techniques to solve the problem using

lattice models, i.e., simplified domain and related to our models in Section 2.5.2. This
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section ends with a listing of major shortcomings of the previous state-of-the-art methods

in Section 2.5.3.

2.5.1 Prediction Software and Servers

A number of computation based systems are available for protein structure prediction

problem. These systems use different techniques and serve different purposes. Some are

only dedicated for secondary structure prediction (for example, PSIPRED [137], SPINE-X

[39], etc), while others may only exploit ab initio methods (example: QUARK [40]). In

this section, first we give a brief description of the CASP competition. Then, we present

an overview of some of the successful systems that participated in CASP.

The CASP Competition

Critical Assessment of Techniques for Protein Structure Prediction(CASP) is a community-

wide, world-wide experiment for the assessment of methods of protein structure modeling

[138, 139]. Structures those are about to be solved by crystallography or NMR are iden-

tified, and their sequences are made available to the predictors. Research groups that

maintains servers and softwares worldwide submit their predicted models, which are then

evaluated by comparing them with the models predicted by crystallography or NMR spec-

troscopy. CASP has been taking place since 1994 in every two years. The tenth CASP

competition was held in 2012. More than 200 groups participated in CASP10. The CASP

results are published in special supplement issues of the scientific journal Proteins: Struc-

ture, Function and Bioinformatics, all of which are accessible through the CASP website

at: http://predictioncenter.org/. I-TASSER [35], QUARK [35] and ROSETTA [36] are

the top ranked servers from the tenth CASP competition7. There were several categories

for model submission in CASP 10 for tertiary structure prediction: template based model-

ing (TBM), template free modeling (FM), refinement, contact-assisted structure modeling,

chemical shifts guided modeling of NMR structures, structure modeling based on molec-

ular replacement with ab initio models and crystallographic diffraction data.

ROSETTA

ROSETTA [37] is developed by the David Baker group from Washington University and

the most remarkable prediction tool in the history of CASP competition. ROSETTA

is one of the top ranked methods in all the CASP competitions so far. All methods of

ROSETTA is avaialable online from the Rosetta Commons website8. ROSETTA uses

knowledge based energy function based on the assumption that, most molecular prop-

erties can be derived from available information in Protein Data Bank (PDB). In low

resolution, the side-chains are represented as centroids. ROSETTA has two versions of

7Group ranking for CASP 10: http://predictioncenter.org/casp10/groups analysis.cgi?type=server
&tbm=on&tbm hard=on&tbmfm=on&fm=on&submit=Filter

8http://www.rosettacommons.org
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energy function: one in reduced centroid model and another in all-atomic high resolution

model. ROSETTA provides a number of functionalities ranging from fragment assembly,

comparative modeling, de novo folding simulation, Mote Carlo sampling etc. The auto-

mated counterpart of ROSETTA is called ROBETTA. Baker laboratory also developed a

3D video game for structural biologists and computer gamers called Foldit that proved to

be very successful in exploiting interactive optimization from domain experts [140] as well

as computer gamers. Foldit is downloadable and available online9.

I-TASSER

I-TASSER [34, 141] is the iterative version of TASSER (Threading/ASSembly/Refinement),

initially jointly developed by Yang Zhang and Jeffrey Skolnick for CASP6 [142]. For the

last few years in CASP competitions, I-TASSER is the top ranked method for structure

prediction. It has been ranked as No 1 server in CASP 7 [143], CASP 8 [144], CASP 9

[138] and CASP 10 [35]. Its a fully automated and publicly available prediction server

(http://zhanglab.ccmb.med.umich.edu/I-TASSER/). I-TASSER is a template based pre-

diction tool that works in three routines: template identification, structure assembly, and

model selection. I-TASSER uses PSI-BLAST [67] to create a sequence profile. The sec-

ondary structures are then predicted using PSIPRED. PSIPRED is a highly accurate

secondary structure prediction server developed by University College, London. Using

these information from PSI-BLAST and PSIPRED, best templates are searched in the

PDB using Local Meta Threading Server (LOMETS) [145]. This templates are then as-

sembled utilizing a reduced model with Cα and side chain atoms only [34, 91]. In the last

step, clustering algorithm SPICKER [146] is used for model selection.

QUARK

Zhang lab also developed QUARK (http://zhanglab.ccmb.med.umich.edu/QUARK/) which

was ranked as the No 1 server in Free-modeling (FM) in CASP9 and CASP10 experiments.

QUARK is best suited for the proteins without any homologous templates. This is because

this algorithm doesn’t depend on templates and is an ab initio method. QUARK mod-

els are built from small fragments (1-20 residues long) by replica-exchange Monte Carlo

simulation under the guidance of an atomic-level knowledge-based force field [40].

ProtInfo

ProtInfo is a protein structure prediction server, developed by the Ram Samudrala group

from Washington University available at: http://protinfo.compbio.washington.edu/. Prot-

Info [147] is a collection of algorithms and modules that makes predictions using both ab

initio and comparative modeling. In ab initio routines, structures are generated using a

simulated annealing search phase that minimizes a target scoring function. On the other

hand in comparative based modeling, models are built after alignment with the template

9http://fold.it/portal/
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structures found by searching the database. The resultant models are scored by using an

all-atomic energy function [148].

SPARKS-X

SPARKS-X is a fold recognition server from Yaoqi Zhou Lab (http://sparks-lab.org/).

Initially this group implemented a series of fold recognition methods (SPARKS, SP2, SP3,

SP4 and SP5). SPARKS, SP3 and SP4 were among the top performers for automatic

servers in CASP 6 [149] and CASP 7 [143]. Eventually, they used the highly accurate

secondary structure prediction method SPINE-X, and incorporated the results, to develop

SPARKS-X [38]. SPARKS-X was one of the best single-method fold recognition servers

in CASP9 and CASP10.

Bhageerath

Bhageerath [150] is an energy based tertiary structure prediction program available at:

www.scfbio-iitd.res.in/bhageerath/. Bhageerath uses a physics based energy function with

a biophysical filter to select from trial structures generated initially. Bhageerath is devel-

oped by IIT Delhi, India. They have also developed a hybrid version called Bhageerath-H.

Both of the systems participated in CASP10 and produced models among the bests for

several target proteins sequences.

2.5.2 Optimization in Lattice Models

Protein structure prediction is a highly challenging problem, though it has been believed

that there is a simple path for folding [31, 151]. The path is yet unknown and the problem

has been proved to be NP-hard [152, 153, 154, 155]. The problem has also been proved

to be NP-complete even in HP model with simple two dimensional square lattice [156]

and the three dimensional cubic lattice [157]. There has been attempts to approach the

problem using performance guaranteed approximation algorithms, which are deterministic

in nature for HP model on the 2D square lattice, 3D cubic lattice, triangular lattice and

the face-centered-cubic (FCC) lattice [158, 159, 160, 161, 162]. Approximation algorithms

have also been developed for HP model with side chains [27, 154, 163]. Self organizing map

(SOM) based approaches are also deterministic approaches. Success in the TSP domain

[164], inspired the researchers to apply SOM algorithms for protein structure prediction

[165, 166]. SOM algorithms are linear in runtime and works better than approximation

algorithms [167]. However, they suffer when applied to a large conformational space.

Exact methods are other types of performance guaranteed methods, which may not be

fully deterministic in nature. We provide examples of such methods in Section 7. Rest

of this section provides a review of stochastic search algorithms [168] applied to protein

structure prediction in lattice search space.
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Algorithm 2.3: Simulated Annealing (SA)

1 s← initial candidate solution
2 T ← initial temperature
3 while terminationcriteria is not satisfied do

4 s
′ ← neighbor of s chosen probabilistically

5 if s
′

satisfies probabilistic acceptancecriteria
(depending on T ) then

6 s:=s
′

7 update T according to annealing schedule

Simulated Annealing

Simulated Annealing algorithms [169] are based on an analogy with the thermodynam-

ics and the way liquids freeze and crystallize. The thermodynamic nature of the protein

folding has got similarity with the process. The basic pseudo-code for simulated anneal-

ing is given in Algorithm 2.3. Note that, performance of the algorithm depends on the

cooling or annealing schedule, how the temperature T is controlled. Initially T is set to

a high temperature so that non-improving candidates are accepted. Simulated annealing

is actually the adaptation of Metorpolis criteria [170] with Monte Carlo simulation algo-

rithms to generate candidate solutions for next iterations in local search. Steinhofel et

al. analyzed the run-time of protein folding simulations in the HP-model based on the

pull-move set and logarithmic simulated annealing in two dimensional lattice [171]. They

also extended their methods to higher dimensional lattices and achieved ground states for

standard benchmarks [41, 107]. Protein folding simulations are often done in lattice mod-

els and high resolution models using the simulated annealing based Monte Carlo methods

[122, 172, 173, 174, 175].

Constraint Programming

The basic idea in constraint programming (CP) is to separate the model (variables, do-

mains, constraints, objective function, · · · ) from the search. A typical generic skeleton

for CP algorithm is shown in Algorithm 2.4. However the search for a feasible solution

can be exhaustive in nature or local. If local search methods are used for the search

it is then called constrained based local search (CBLS). Various search methods can be

used along with constraint programming, such as, depth first search (DFS), backtracking

search, branch and bound, etc. The protein structure prediction problem is inherently an

constraint optimization problem (COP), where one has to satisfy a number of constraints

and minimize the energy function which is the objective function.
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Algorithm 2.4: Constraint Programming (CP)

1 Define all variables v1, · · · , vn
2 Define domains for the variables D1, · · · , Dn

3 Define constraints c1, · · · , cn
4 Define an objective function obj
5 while terminationcriteria is not satisfied do
6 select a variable
7 assign a value
8 update constraints and domains
9 if infeasible then

10 backtrack

Yue and Dill [176] introduced the first constraint based algorithm called constraint

based hydrophobic core construction (CHCC) method to find the optimal solutions in three

dimensional cubic lattices and HP energy model. The main idea in their approach is first

to find the surface of the hydrophobic core with minimum area and then to enumerate all

possible positions of the monomers that fits into that core. Their algorithm is designed in

such a way that it is suited only for the HP model, and enumerates all the solutions rather

than concentrating to find the minimum energy conformation only. Several instances were

found for which CHCC fails to report the degeneracy accurately.

Backofen et al. [177, 178, 179, 180, 181, 182] used a declarative formulation for the pro-

tein structure prediction problem and the model was solved using constraint programming.

Backofen and Will [4, 114, 183] provides a solution of the aforementioned problems in the

CHCC method. They used constraints over finite domains in both rectangular and Face-

Centered Cubic (FCC) lattice using HP energy model. The declarative formulation of the

problem allows it to be extended to any lattice and energy model suitable and provided a

better runtime for several instances [179, 181]. However, this approach is computationally

intractable for more elaborate energy functions such as considering pairwise interactions

for 20 amino acids [9, 14]. Later, a constraint-based protein structure prediction (CPSP)

tool [8] was developed by the same group which provided several methods and algorithm

for lattice proteins using constraint programming techniques. CPSP tool is also available

publicly [184] for use at Freiburg University site: http://cpsp.informatik.uni-freiburg.de/.

Palu et al. [185, 186] showed that by using highly optimized constraints and propaga-

tors implemented in constraint logic programming over finite domains (CLP(FD)) satisfac-

tory results can be found on small and medium sized instances (protein size < 80). Their

work was implemented using existing CLP(FD) libraries (SICStus Prolog and ECLiPSe)

and applying heuristic based approaches. Descriptions of the three dimensional lattice

using FD variables requires a complex interaction of constraints to reproduce the natural

correlation between the co-ordinates of the same lattice point. It was found that scal-

ability is hampered due to the processing larger encodings using the representations of

existing libraries. Later, they developed a constraint solver [187, 188, 189] named COLA

to solve this problem. COLA solver produced acceptable quality solutions for larger pro-
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teins. However, as the solution space grows exponentially according to the problem size,

the exponentially-increasing execution time is always a huge concern for these approaches.

Palu et al. [190] focused on using the FCC lattice with elaborate energy models and used

secondary structure information with empirical energy functions [133, 134, 135, 185, 191].

They also applied agent based methods [192] and planning formulation [193] for solving

the problem. Mann et al. [194] developed an algorithm for lattice model refinement using

the COLA solver. It used constraint programming for further refinement of lattice fits

of real proteins [195]. Martin Mann [196] also implemented generic rotation based local

moves for folding simulations with side chains [197].

Algorithm 2.5: Genetic Algorithm (GA)

1 sp← initial population
2 while terminationcriteria is not satisfied do
3 spr ← set of new candidate solutions generated

by recombination
4 spm←set of new candidate solutions generated

from sp and spr by mutation
5 sp :=new population of candidate solutions

selected from sp, spr and spr

Genetic Algorithms

Genetic algorithms (GA) [198] are based on the observation that living systems adapt to

their environment in an efficient manner. The generic pseudo code for genetic algorithms

is shown in Algorithm 2.5. GA’s have gained recognition as an efficient search procedure

to solve the protein structure prediction since it was first applied to the problem of protein

structure prediction in HP model by Unger and Moult [199, 200, 201]. They developed

a genetic algorithm search procedure for the protein folding problems and compared the

performance of the algorithm with variants of Monte Carlo methods. It was an extension

to the Monte Carlo methods in a sense that information exchange was possible between a

set of parallel simulations. The solutions in the populations were represented by internal

co-ordinates in the square and cubic lattices, and angle rotations were used for mutation.

Only single point crossover was applied and the infeasible solutions were discarded.

Later, Patton [202] used relative offsets for the internal co-ordinates, which were found

to outperform the absolute encodings [199, 200]. They used a penalty method to enforce

the self-avoiding walk constraint. Khimasia et al. [203] investigated the performance

of simplest genetic algorithms by facilitating multi-point crossovers for high resolution

building blocks and local dynamics operators. The objective function they used was

defined between the random Model and the HP Model, and included two penalty terms.

Krasnogor et al. [204] empirically evaluated a mix of operators such as mutation, macro-
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mutation, and crossover. They found better results with the high rate of mutation and

macro-mutation operators, and low rate for crossover. They extended the penalizing

approach by Patton et al. [202] in such a way that fixed penalties do not create a large

flat regions in the energy landscape. The performance of genetic search algorithm was

further improved by Konig et al. [205] by using a new systematic crossover operator.

Hoque et al. [206] presented a review report on the advancement of genetic algorithms

applied in the filed of protein structure prediction problem both in 2D and 3D lattice

models and using different energy functions. In their earlier works, they proposed efficient

algorithms to calculate the fitness function for hydrophobic-hydrophilic lattice model [207],

genetic algorithms based on partially computed fitness functions [208], efficient fitness

function calculations by pruning [209], and a guided genetic algorithm for two-dimensional

HP lattice model [121] (which they further extended for 3D lattice models [6]). They

proposed a hybrid genetic algorithm [98] incorporating twin-removal techniques [210, 211,

212, 213], non-isomorphic coding [214], DFS-based partial pathways [100, 215] and feature

based re-sampling [216, 217]. The algorithm is guided by a heuristic. The idea is to apply

the operators in such a way that the amino acids always form a hydrophobic core. However,

this algorithm was not tested to show how it performs on larger benchmark problems or

on FCC lattices. Using a novel macro-core-directed mutation operator, Rashid et al. [218]

achieved state-of-the-art results for larger sequences and also for real sequences from PDB

as well. Their algorithm outperformed other genetic algorithms on FCC lattice. However,

an analysis shows that the evolutionary system like genetic algorithms does not guarantee

the fast convergence and the optimal solutions [203, 219].

Algorithm 2.6: Memetic Algorithm (MA)

1 sp← initial population
2 perform subsidiary local search on sp
3 while terminationcriteria is not satisfied do
4 spr ← set of new candidate solutions generated

by recombination
5 perform perform subsidiary local search on spr
6 spm←set of new candidate solutions generated

from sp and spr by mutation
7 perform subsidiary local search on spm
8 sp :=new population of candidate solutions

selected from sp, spr and spr

Memetic Algorithms

Memetic algorithms [220] are powerful combination of local search (LS) and genetic al-

gorithms. A basic pseudo-code for memetic algorithms is given in Algorithm 2.6. Note

the difference between a basic genetic algorithm pseudo-code is at Line 5 and Line 7
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where subsidiary local search is performed. Krasnogor et al. [48, 221] applied this meta-

heuristic for PSP problem in four different models: HP model in square and triangu-

lar lattices, and functional model proteins in square and diamond lattice. Islam et al.

[222, 223, 224, 225, 225, 226, 227] further improved the performance of memetic algo-

rithms. Their contribution includes a new fitness function to reflect both of hydrophobic

and hydrophilic forces, a dynamic individual generation technique, exploiting optimal sub-

conformations. They also proposed a clustered architecture for the memetic algorithm with

a scalable niching technique. Recently, Rashid et al. [228] proposed an embedded local

search [229] within the genetic algorithm framework [218] and improved the results for

several benchmark proteins on FCC lattice.

Algorithm 2.7: Tabu Search (TS)

1 s← initial candidate solution
2 while terminationcriteria is not satisfied do
3 N ←set of non-tabu neighbors of s

4 s
′ ← best improving solution in N

5 update tabu attributes based on s
′

6 s:=s
′

Tabu Based Algorithms

Tabu search [230] is a meta-heuristic approach originally applied to the field of opera-

tion research. The pseudo-code depicting the basic idea of tabu search is shown in Al-

goirhtm 2.7. Lesh et al. [5] used tabu search using a novel set of lattice transformation

called pull moves for two-dimensional HP model with square lattice. Their algorithm was

called GTabu. The conformations found by their algorithms were lower in energy than

those found by earlier methods. Milostan at el. [231] also implemented tabu search meta-

heuristics independently of that of Lesh and others [5]. Two algorithms differ in the move

definitions that generates the neighborhood. The starting configurations used are knowl-

edge based rather than random. The moves were local in a sense that changes of angles

occurred only in the consecutive positions. The results were shown for two dimensional

HP-model. In a consequent work they [43] extended their work for three dimensional

HP model on cubic lattice. Jiang et al. [44] used guided tabu search (GTS) strategy

combined with genetic algorithms in two-dimensional HP Model. The idea of tabu was

applied to the crossover operator, and cross-over rate and mutation rate were varied over

time. Cebrián et al [232] applied a tabu search on the FCC lattice and solved the Tortilla

benchamarks [12] for the first time. They introduced a distanced based heuristics for the

basic HP energy model. In a subsequent work [7], they further improved the results by

applying a neighborhood switching technique with the tabu search. Rashid et al. [229]

applied a hydrophobic core based macro-mutation operator with a tabu search technique

to achieve lower energy models for which previous techniques faced stagnation.
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Ant Colony Optimization

Ant Colony Optimization (ACO) is a class of natural algorithms inspired by the foraging

behavior of ant colonies. Pseudo-code for basic ACO algorithm is given in Algorithm 2.8.

Shmygelska and Hoos [50, 50, 95, 96, 97] proposed several variants of ACO algorithms for

the Protein Structure Prediction Problem in HP model. They applied ACO techniques for

the 2D HP model, which produced encouraging results. Eventually the results were im-

proved using long range moves and extended to 3D HP model. Their algorithms achieved

best results for both 2D and 3D benchmarks. The algorithms work in three phases: con-

struction phase, local search phase, pheromone update phase. In the construction phase,

each ant first determines a starting point within the given protein sequence and performs

a probabilistic chain growth construction. In the local search step, macro-mutation or

point mutation [96], and long range move, selective local search and improving ants are

used that perform iterative improvement on the best conformations seen so far. At the

end of each local search phase, the corresponding pheromone values are updated.

Algorithm 2.8: Ant Colony Optimization (ACO)

1 initialize weights
2 while terminationcriteria is not satisfied do
3 sp←population of candidate solutions generated

by subsidiary randomised constructive search
4 perform subsidiary local search on sp
5 adapt wieghts based on quality of sp

ACO algorithms provided significant results and their parallel implementations [233]

provide better results in terms of runtime. However, the search method applied is a greedy

one, which could be improved by allowing worsening steps in a controlled way.

Algorithm 2.9: Chain Growth Algorithm (CG)

1 initialize initial point i as (0,0,0)
2 while full chain is not constructed do
3 N ← free neighboring points of last added point

in the chain
4 if N is empty then
5 backtrack
6 else
7 p← best candidate ∈ N
8 add p to the chain
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Chain Growth Algorithms

Chain growth methods are variants of the Roenbluth method [234]. The basic idea is to

add the points in the chain one by one depending on the energy function or the force

field (depicted in Algorithm 2.9). Several chain growth methods have been proposed in

the literature [235, 236, 236, 237, 238]. One of the major disadvantage of this type of

algorithms is that they can end up into cages or closed areas where no further moves

are possible before the chain ends. Lookahead strategies [239], core-directed chain growth

(CG) [237], PERM [238] and their improved versions [235, 236, 236] were proposed to

handle the problem of chains dying out (i.e. run into cages) before it grows to the full

size.

Hybrid Algorithms

Since no single algorithm suits for the nature of the protein structure prediction problem,

researchers have tried hybrid techniques to combine the power of different strategies to

gain better results. Using the local moves [5] Klau et al. [240] extended a framework

for interactive optimization framework called Human Guided Simple Search (HuGS) [240]

which have been shown to produce better results for various kinds of optimization problems

including proteins structure prediction incorporating user inputs.

Kapsokalivas et al. [42] devised a population based guided local search using the pull

move set. The experiments were done using both HP and MJ energy models and the

three dimensional cubic lattice. The experiments showed that it worked better than the

logarithmic simulated annealing (LSA) by Steinhofel et al. [171]. The population based

system was used without crossover operation. However, the population set is not properly

utilized in their method since crossover was not used. A two-stage optimization method

was proposed in [241]. It uses CPSP tool by Backofen et al. [8] to provide initial structure

for local search procedure on FCC lattice and elaborate energy function. The two-stage

optimization approach was reported to outperform simulated annealing-based local search

procedure. In a further work, Ullah et al. [123], combined local search and constraint

programming approaches. They introduced a protein folding simulation procedure on

FCC lattice and employed the COLA [188] solver to generate neighborhood states for

a simulated annealing-based local search method. The MJ matrices of 20 amino acid

pairwise interaction were used. These hybrid approach certainly improve over the basic

COLA solver, but lack scalability for larger protein sequences. Ullah et al. [242] also

improved the upper bounds presented by Backofen et al. [243]. They also extended the

pull move set for triangular lattices [99, 244]

Dotu et al. [51], applied large neighborhood search with constraint programming to op-

timize the subsequences of the results found in [232]. Both of their works are implemented

in COMET [245] and could be extended to further complex models such as off-lattice

models and for other bio-molecular structure predictions. Though it provides with some

improvements in the results, the algorithm uses constraint based approach which is com-
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putationally expensive and failed to perform well for larger protein sequences. Recently,

Rashid et al. [] proposed a concurrent parallel algorithm that improves previous results for

several benchmark proteins on FCC lattice. Among other successful methods are immune

algorithms [47], extremal algorithms [49], replica exchange monte carlo algorithm [246],

Evolutionary Monte Carlo Algorithm [46] etc. Hybrid genetic algorithms have also been

applied to side chain models [247, 248, 249, 250, 251].

Table 2.9: Summary of results in lattice models

Search Method Author[Ref] Model and Results

Genetic Algorithm Rashid et al.[218] - HP model and FCC lattice

2012 - Macro-mutation operator

- Sequence length (180-280)

Evolutionary MC Liang et al.[46] - HP model

2001 - Square lattice

- New moves (three bead etc)

Tabu Search Cebrian et al.[232] - HP model and FCC lattice

2008 - All H-pair distance based heuristic

- Protein sequence length ≤200

Guided GA Hoque et al.[6, 121] -HP model

2006 - Cubic and square lattice

- Core directed moves

- Sequence length ≤48

Ant Colony Shmygelska et al.[50] - HP model and cubic lattice

2006 - Long rage moves and improving ants

- Sequence length ≤100

Simulated Annealing Steinhofel et al. [41] - MJ and HP model

2007 - Cubic lattice

- Logarithmic cooling

- Landscape analysis

Population based SA Kapsokalivas et al.[42] - MJ energy model

2008 - Cubic lattice

- No crossover

- Sequence length ≤48

Constraint Dotu et al.[7] - HP model and FCC lattice

Programming 2009 - New constraints and bounds

- Large neighborhood search

- Sequence length ≤200

Hybrid Ullah et al.[123] - Elaborate energy models [9]

Method 2010 - Large neighborhood search

Continued on next page
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Table 2.9 – continued from previous page

Search Method Author[Ref] Model and Results

- sequence length ≤74

Memetic Islam et al.[225] - HP model and FCC lattice

Algorithm 2010 - New Fitness Function

- Sequence length ≤100

Hybrid Galvao et al.[251] - HP with side chains

GA 2010 - Genetic Algorithm

- Greedy heuristic

- Sequence length ≤48

Constraint Mann et al.[195] - PCLF problem

programming 2010 - Cubic, FCC and 210 lattice

- Sequence length ≤300

2.5.3 Summary

In this section, we presented a summary of various computational methods used in solving

the problem in lattice models. The researchers formulated it as an optimization problem

and mostly applied stochastic search methods to find the native conformation. Table 2.9

shows a brief summary of previous the state-of-the-art algorithms of each category. Our

remarks on the existing methods are as follows:

1. The state-of-the-art algorithms achieve optimal performances for small benchmark

proteins only. The size of the real proteins are larger than 100 residues generally, and

even to apply them for hierarchical methods the better approximations are needed.

2. Local Search methods often get stuck in the local minima. Restart mechanisms or

population based systems are used to solve this problem.

3. The stochastic search methods that maintain a set of candidate solutions to traverse

the solution space select them randomly through the search process rather than using

any preferred directions or heuristic measures. This random selection of traversal

often fail to find paths to the global minima because of lack of guidance.

4. The neighbor generation operators and the point of application are selected randomly

by the search procedures [7, 123].

5. Only a few guidances or heuristics (i.e. core directed, core construction, tabu) are

used in literature and are used naively [123, 240].

6. The energy functions provide only the approximation of the real native energy. The

simplified models that use smaller alphabet for the primary structure often produces

significant degeneracy.
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7. Most of the techniques that include a single neighborhood generator which may not

reveal the path to the optimal conformations.

8. The techniques used in the literature to handle the infeasible solutions seems to be

inadequate.

We focus our research aims based on these shortcomings or research gaps found in the

literature.

2.6 Conclusion

In this chapter, we presented necessary background to understand the protein structure

prediction problem and various models of the problem with a detailed literature review.

In the next few chapters, we describe our research of heuristic based local search. First

we present our memory based local search framework that improves over re-visitation,

stagnancy and symmetry in local search. Then we present the mixed heuristic search

method followed by an intelligent neighborhood selection strategy. We assess the simplified

model that we use and also present a improved model to obtain realistic protein structures.
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Chapter 3

Methodology Development

In this chapter, we present our methodology for on-lattice protein structure prediction. In

Section 3.1, we present a memory based local search framework on top of a state-of-the-art

local search algorithm and propose efficient methods to handle re-visitation, stagnation

and symmetry encountered during local search. We propose a on-lattice constraint based

local search framework, Platypus in Section 3.2. Furthermore, we propose several domain

specific heuristic functions for the problem and show their effectiveness on different energy

function optimization. In Section 3.3, we proposed a hint-based neighborhood selection

technique for constraint based local search and applied it to protein models with side

chains as well.

3.1 Memory Based Local Search

In this section, we present a memory based local search technique that addresses the issues

of re-visitation and stagnation in local search algorithms for protein structure prediction.

This section starts with a brief introduction on stochastic local search in Section 3.1.1. In

Section 3.1.2, we describe an existing tabu-based local search framework [7] for on-lattice

protein structure prediction. Our memory-based local search method is implemented

on the top of this framework. Techniques for handling re-visitation and stagnation are

discussed in Section 3.1.3 and Section 3.1.4. We also present a new encoding for the

on-lattice protein structure prediction problem to handle the symmetry present in the

search space and test its performance on an existing state-of-the-art genetic algorithm

framework [218]. The encoding is presented in Section 3.1.5 with experimental evaluation.

The section concludes with a summary of the work presented in this chapter and possible

future work in Section 3.1.6.

3.1.1 Stochastic Local Search

In a decision problem, the task is to find whether a solution exists to a problem or not.

However, to find the solution that exists for a problem is referred as a search problem.

Search problems are often optimization problem where the task is to find an globally
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optimal solution. Its a practical issue to choose an appropriate algorithm for solving a

particular type of problem. Systematic search and local search algorithms are somewhat

complementary in their applications [168] to solve decision problems and search problems.

While systematic search techniques are suitable for solving the decision problems, local

search methods are efficient in finding them quickly. In other words, local search methods

are used to find good solutions quickly. However, the optimality of the solutions are only

proven by means of a systematic search algorithm [261]. For many challenging problems,

where the problems are known to have a solution, local search methods are preferred for

finding it quickly.

Figure 3.1: Different components of stochastic local search.

Formally, a stochastic local search algorithm can be defined in the following way [168]:

Given a combinatorial problem,
∏

, a stochastic local search algorithm for solving

an arbitrary problem instance π ∈
∏

is defined by the following components:

• A search space, S(π) of instance π

• A set of feasible solutions, S′(π) ⊆ S(π)

• A neighborhood relation on S(π), N(π) ⊆ S(π)× S(π)

• A finite set of memory states, M(π).

• An initialization function, init(π) : φ 7→ D(S(π)×M(π))

• A step function, step(π) : S(π)×M(π) 7→ D(S(π)×M(π))

• A termination criterion, terminate(π) : S(π)×M(π) 7→ D({true, false})

In the above definition, D(S) denotes the set of probability distributions over a given

set S, where formally, a a probability distribution D ∈ D(S) is a function D : S 7→ R+
0 that
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maps elements of S to their respective probabilities. Its important to note that stochastic

search algorithms realizes a Markov process, that is given a search state (s,m), where s

denotes a search position and m denotes memory state, the search does not depend on any

aspects of the search history that lead to that state, except for the information captured

in s and m [168].

A typical stochastic local search (SLS) algorithm has several components as shown in

Figure 3.1. We give a brief description of these components from general point of view

and specifically for protein structure prediction problem.

1. The search space: The search space S contains a finite set of candidate solutions

of the problem instance. It contains both feasible and infeasible solutions to the

problem instance. However, only complete assignments of all component variables

are considered as solutions. Partial solutions are not relevant. In case of protein

structure prediction, the search space contains all possible configurations or confor-

mations of amino-acid monomers regardless of whether self avoiding walk or chain

constraints are satisfied or not.

2. A set of feasible solutions: S′
is a subset of S containing only feasible solutions.

The structures that satisfy all the necessary constraints are the elements of this set.

In our research, we do not explore the infeasible search space. Therefore, when we

refer to search space, it is denoting the set of feasible solutions most of the time.

3. A neighborhood relation: A neighbor relation maps each candidate solution,

c ∈ S to its direct neighbors. In PSP, the neighbors are generated by applying

operators on operating points. Typically operating points are amino acid positions.

Example of operators for protein structure prediction problem are rotation, diagonal

move, pull move, etc.

4. A finite set of memory states: A typical local search has memory of previous

search states, or no memory, in which it has only a single state or the current state.

Memory can contain previous operating points, operators selected and solutions

generated during search progress.

5. An initialization function: The initialization function specifies initial candidate

solution from the search space S. In case of population-based or multi-point algo-

rithms a set of initial solutions are generated. In PSP, randomized valid structures

or compact structured initialization are used typically.

6. A step function: A step function generally selects the next candidate solution or

solutions from the neighboring search positions, N depending on the memory and

selection criteria. Selection criteria is typically a fitness function. In PSP, selection

criteria is often the energy function or heuristic functions. The selection criteria may

also exploit a probabilistic decision scheme.
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7. A termination criterion: A termination criterion may depend on number of

iterations or total runtime or the achieved quality of the solutions in terms of fitness

function. A fitness function denotes the quality of the solution.

Local search methods for the protein structure prediction (PSP) problem have shown

promising results in recent years [5, 7, 51, 123]. Local search methods are found to be

very quick in finding reasonably good solutions. However, they in general suffer from

re-visitation and stagnation. Moreover, the symmetry present in the search space is yet

another hurdle to overcome. Due to symmetry problem search revisits equivalent states

over and over again in the search space. Structures that are equivalent but only differ in

orientation are source of symmetry. In case of protein structure prediction there are rota-

tional and translational symmetry of the structures. On the whole, it has been found that

when applied to large proteins, local search algorithms often struggle to escape from local

minima although they find near optimal energy values for small proteins with sequence

length less than 100 monomers.

The any-time property [168] of algorithms ensures that there is a positive correlation

between the runtime and the solution quality. However, local search methods often fails

to attain any-time property due to re-visitation, stagnation and symmetry. Several tech-

niques have been found in the literature to handle these difficulties. Various adaptive or

reactive measures along with tabu lists [7, 51], restart mechanisms [232, 262] and encod-

ing schemes [214, 263] are used to confront these obstacles in PSP. Tabu-based algorithms

with a short term memory of previous operating points have been successful to some ex-

tent [7, 51] to prevent re-visitation. They have been also used in other domains such as

propositional satisfiability (SAT) [264] and quadratic assignment problem [265]. Moreover,

there are several other approaches that make use of a cache of nogoods [266, 267]. No-

goods are conflict clauses in satisfiability or violating constraints and culprit variables in

constraint programming problems that is not contained in any solution [268]. However,

these nogoods are used in capturing infeasibility and pruning the search space thereof, and

thus bringing somewhat systematic nature within the search. Various restart mechanisms

are used in other domains such as automated planing [269] and propositional satisfiability

[270]. It has also been argued that good restart mechanisms can alone achieve any-time

property without using any memory for planning problems [269]. However, there has not

been much exploration of using memory and restart techniques to achieve the any-time

property for protein structure prediction problem. Moreover, the representation technique

and encoding schemes for protein structures in local search algorithms and genetic algo-

rithms sometimes induce certain level of duplicates which can be eliminated by reducing

symmetry in representation. Several techniques exists in the literature [13, 211, 214, 263].

However, most of the techniques are computationally expensive.
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Quantifying Improvement

One of the challenges in research is to design a quantitative measure to reflect the improve-

ment of performance of the search techniques. In our problem, obvious criteria are: energy

levels of the structures that we achieve and the similarity of the structures generated com-

pared to the native structures determined by biologists in the laboratory. Throughout this

chapter and the rest of the thesis we have used average and best energy levels achieved

and average and best root mean square deviation (rmsd) of the structures for different

techniques. However, in this section we are concerned handling stagnation, re-visitation

and symmetry towards a better exploration of the search space. Along with the energy

function value and rmsd we use another quantitative metric to quantify the performance of

the search techniques. We calculate the percentage of duplicates generated during search.

Its related to one of the most important feature of the search techniques: diversification.

Percentage of duplicates generated is the ratio of duplicates encountered during search

and total number of candidate solutions generated. It is formally defined as the following

equation:

Percentage of Duplicates =
Duplicates Encountered

Total Candidate Solutions Generated
× 100% (3.1)

This expression relates the performance of the search technique to the objectives of

handling re-visitation, stagnation and symmetry. Successful reduction of re-visitation,

stagnation and symmetry during search results in more diverse search algorithm and hence

generating less number of duplicates. We have used this measurement throughout this

section to quantify the improvement of the search performance.

3.1.2 Tabu Based Local Search Framework

In this section, we describe the local search framework proposed by Dotu et al. [7] for

protein structure prediction in HP model. The algorithm depends on a randomized struc-

tured initialization function, a new fitness function that is different from the HP energy

model, and a specialized neighborhood switching policy for move selection with a tabu

list. The randomized structured initialization assigns random forward-left-backward-right

directions to generate a moderate compact initial structure. A typical initial structure is

shown in Figure 3.2.

Neighborhood Generation Operator

In this framework, diagonal move is used as an operator to generate neighborhood. Only

the feasible structures are generated. For any given conformation or structure c and a

sequence position i, a move(i, p, c) that moves an amino acid i to a new position p is

allowed if p is free and is in contact with both amino acids at positions i − 1 and i + 1,

and i is not in the tabu list (see Figure 3.3). The length of the tabu list takes a random

value from [4, n/4], where n is the length of the sequence. A move is called a H-move
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Figure 3.2: Initial structure generated by the randomized structured initialization function
for the HP protein sequence P1 = “HPHHPPHHHHPHHHPPHHPPHPHHHPHPHHP-
PHHPPPHPPPPPPPPHH”.

(hydrophobic) or P-move (polar) depending on the type of the monomer to be moved.

Figure 3.3: Diagonal moves in three dimensional cubic lattice.

Fitness Function

In the HP model, the energy function depends on the lattice contacts between non-

consecutive H or hydrophobic amino acids only. The energy function of a structure or

conformation c is defined as following:

E(c) =

n∑
i,j:i+1<j

contact(i, j)× (si = H, sj = H) (3.2)

The fitness function in [7] minimizes the summation of distances of all non-consecutive

pairs of hydrophobic-monomers and thus guides the search. The quality of the solutions is

still determined by the HP energy value defined in (3.2). The fitness function is formally

defined as the following:

f(c) =
n∑

i,j:i+1<j

(dv(i, j))2 × (si = H, sj = H) (3.3)
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where dv(i, j) = distance(i, j)2−2 where distance(i, j) is the Euclidean distance between

the ith and jth amino acid positions in the conformation c of a sequence s of length n.

Neighborhood Switching

The neighborhood selection policy periodically switches between two kinds of moves avail-

able (see Algorithm 3.1 for exact details). The period of neighborhood type switching

depends on two parameters, r and s. The period or number of iterations a H-move is

determined by r and P-move by s. The period denotes the number of consecutive moves

that the particular type will be selected for neighbor generation. While selecting from the

available P-moves, it selects randomly and in the case of H-moves it selects the move that

minimizes the fitness function. Tie-breaking or random selection is done using a uniform

random distribution. Switching neighborhood works as meta tabu search [7], and the

value of the parameters are dependent on the length of the protein sequence. However,

for small sized protein sequences of length 48, the authors in [7] used, r = 4 and s = 2.

We used similar values for the sake of fair comparison of our techniques.

Algorithm 3.1: selectNeighborhood()

1 if selectedH then
2 select the best H-move
3 hCounter++
4 if notImproving and hCounter ≥ r then
5 selectedH ←− false
6 selectedP ←− true
7 if selectedP then
8 select random P-move
9 pCounter++

10 if pCounter ≥ s then
11 selectedP ←− false
12 selectedH ←− true

Search Method

The algorithm is depicted in Algorithm 3.2. The counter nonImp counts the non-improving

steps after the latest best solution is found and stagnation is detected using the parameter

maxStable. Every time the search faces stagnation, it restarts from the previously found

best solution. By the virtue of the fitness function and the neighborhood switching policy,

the algorithm quickly pulls H-monomers closer to form a compact core and thus achieves

better solutions compared to when used with only the basic HP energy model.
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Algorithm 3.2: LocalSearch()

1 initializeSolution()
2 initializeTabuList()
3 iteration←− 0
4 nonImprovingSteps←− 0
5 while iteration ≤ maxIteration do
6 selectNeighborhood()
7 generateMoveList()
8 selectMove()
9 performMove()

10 updateCosts()
11 if not improving then
12 nonImprovingSteps++
13 if nonImprovingSteps ≥ maxStable then
14 nonImprovingSteps←− 0
15 initializeTabu()
16 performRestart()

3.1.3 Handling Re-visitation

Local search algorithms in general suffer from stagnation and re-visitation, and perform

poorly on large sized proteins. To tackle these drawbacks, most of these algorithms use

tabu lists and restart mechanisms. However, a certain level of re-visitation occurs dur-

ing the search and this is embraced. The rationale behind this is: if the neighborhood

generation and/or their evaluation is not computationally expensive then the number of

re-visitation will not hamper the performance of the solver. Moreover, at each restart the

search is assumed to start from a new region in the search space.

The local search framework [7] described in the previous section maintains a tabu list as

a short term memory to prevent re-visitation. Adaptive or reactive tabu search algorithms

have been applied in other domains [265], where a small list of recently visited solutions is

maintained to dynamically adjust the tabu size. Such techniques can eliminate only those

re-visitations that occur within a short period of time; long term re-visitations still occur.

Even at the time of the restarts or while following alternative paths, the search visits the

same region in the search space again and again; which is not prevented effectively. Few

other approaches are found in the literature that maintain a cache of nogood solutions to

prune the search space [266, 267]. Most of these methods are systematic in nature and

maintain a cache of partial solutions which are called nogoods.

Nature of the Fitness Function

The fitness function used in [7] has an interesting property to note. Since it minimizes the

distance between two H-monomers, it quickly forms a hydrophobic core. It is observed

that the fitness function guides the H-type amino acids to be placed closer to each other

and form a compact core at the center of the structure. Once the core is formed, it takes a
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Figure 3.4: Plot of energy level and fitness function over 100,000 iterations of the tabu
search algorithm [7] for protein sequence H1 (length = 48) sequence sorted by energy level
and fitness function scaled down by 1000.

significant amount of perturbations to destroy that compact core and find an alternative

core to achieve a better solution. Moreover, there are cases where multiple cores are

formed and they have to be broken in order to merge. The nature of the fitness function

(depicted in Figure 3.4) suggests that the search oscillates within the region it is currently

in, and improves if it can eventually escape that area.

Id Length Sequence

H1 48 HPH2P2H4PH3P2H2P2HPH3(PH)2HP2H2P3HP8H2

P3 80 HP2HPH3P(PH)4HP3H2P2H2P3HPH6P2HPH4P(H2P2)2

H3(PH)2 H2PHP3(HP2)3H2

S1 135 H4PH6P2H2PH8P2PH10P2H2P5H2PH8PHP2H2P2PH8P

H6P2H7PHP2H9P2H2P3H7PH2PH7P2H4

R1 200 P3H(PH2)2P3(HP)2P3HPH2P2HPH5(P2H2)2H3(HP2)2H2P2

(HP)2H5(PH2)2HP3H3PH2P2(HP)2(PHP2)2(HP2)2(H3P)2

HP2HPH2PH4(PH)2H2PH3P6H6P8H3P2(HP)2P(PH)4HP2

H2P4H6P3H2P5HP3H2P2

Table 3.1: Benchmark sequences selected for experiment on re-visitation.

Experiment on Re-visitation

Even for a large tabu tenure, the number of re-visitations is significantly large compared

to the number of generated solutions. We selected a number of benchmark sequences from

the literature and ran an experiment counting the exact duplicate solutions generated

by the tabu search algorithm [7]. These protein or protein-like sequences are given in

Table 3.1. The first sequence with length 48 is taken from the famous tortilla benchmarks
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Sequence Length Tabu Tenure Duplicates Generated

H1 48 9 40.92%

P3 81 17 31.19%

S1 135 25 42.53%

R1 200 28 39.34%

Table 3.2: Proportion of duplicated conformations in the first one million conformations
generated by tabu search [7].

Figure 3.5: Nature of the memory-based search.

[12], the other three sequences are taken from Sebastian Will’s PhD thesis [4]. We report

the number of duplicates generated for these four sequences in Table 3.2. Percentage of

duplicates are defined in Equation 3.1. For each of the proteins, the search algorithm was

run for one million iterations. This huge number of re-visitations pose several problems

regarding the performance of the local search. The algorithm spends a significant amount

of time to generate duplicate solutions, which if prevented, can lead the search to new

regions in the search space. Moreover, the fitness function calculation for the generated

conformations is also very often computationally expensive even for several simplified

models.

Proposed Search Technique

We suggest that by memorizing representative local minima of a specific region of the

search space, it is possible to eliminate the re-visitation of its proximate search region.

For this particular algorithm, since there is only a single monomer change in two suc-

cessive conformations, we are able to eliminate a large neighborhood of the local minima

depending on the similarity measure and the number of local minima stored. In each

iteration, while selecting the candidates or after generating them, these candidates are

discarded if they are found to be within a pre-defined proximity of any of the stored local

minima and the search is diverted (see Figure 3.5). If any search trajectory path2 falls

within the proximity measure r of a local minimum l, found by a previous search trajectory

path1, the search is diverted from the proximate region of that local minimum given that
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local minimum l is stored in memory and a similarity measure between the conformations

can detect proximity levels. The similarity measure depends on the representation of the

protein conformation.

Algorithm 3.3: MemoryBasedSearch()

1 initializeSolution()
2 initializeTabuList()
3 iteration←− 0
4 nonImprovingSteps←− 0
5 while iteration ≤ maxIteration do
6 selectNeighborhood()
7 generateMoveList()
8 selectMove()
9 performMove()

10 updateCosts()
11 if isLocalMinimum() then
12 storeLocalMinimum()
13 if not improving then
14 nonImprovingSteps++
15 if nonImprovingSteps ≥ maxStable then
16 nonImprovingSteps←− 0
17 initializeTabu()
18 performRestart()

The pseudo-code for our memory based local search is given in Algorithm 3.3. Our

algorithm is similar to Algorithm 3.2 except in Line 8 where a move is selected from the

available moves generated and in Lines 11, 12 where local minima is stored. Rest of this

section describes the details of the memory based approach.

Local Minima Detection

A conformation l is called a local minimum, if none of its neighbors has a lower fitness

function value, i.e. f(l) ≤ f(c) for all c ∈ N , where N is the set of all neighbors c

of l. In our algorithm, we keep track of the trend of the fitness function and detect a

local minimum by comparing its fitness function to that of the next selected candidate at

the next iteration. Storing all possible local minimum is impractical, since it would then

require huge time to search in the set of local minima. Hence, we store only a proportion

of the local minima encountered during the search. This selection is done randomly using

a uniform random distribution. Effect of storing different proportions of local minima is

described in Section 12.

Representation

The solutions or the structures generated here are three dimensional Cartesian co-ordinates

in the FCC lattice. They can be represented by the corresponding absolute direction
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between two points. This encoding eliminates the problem of translational effects due to

the moves performed. This type of representation is called the absolute encoding : every

conformation c is then represented by a string in the alphabet with 12 different symbols

since the number of absolute directions or basis vectors in FCC lattice is 12. However,

the rotational symmetry is only eliminated by using the relative encoding . In this section,

we followed the relative encoding scheme for FCC lattice proposed in [13] to represent a

conformation. The alphabet size is also 12 when relative encodings are used.

Proximity Measure

After a local minimum is detected, we store it in a list and at the time of candidate

selection, we search this list for similar conformations. We consider hamming distance

for the similarity measure between two conformations. Given two encoded conformations

c1=“ABCAAADEF” and c2 = “ABCGGGDEF”, the hamming distance between c1 and

c2 is h(c1, c2) = 3, since they differ only in 3 positions. In our case, for any conforma-

tion c and any local minimum l ∈ L (where L is the list of stored local minima), if the

hamming distance h(c, l) ≤ r (where r is the proximity measure), we say a re-visitation

has occurred. For h(c, l) = 0, an exact stored local minimum is encountered. Whenever a

re-visitation occurs, we discard the conformation and do not take the corresponding move.

The hamming distance based similarity measure is correlated with the move used in this

framework. Besides, it includes other conformations that have nearly matching represen-

tations within the proximity regions. Similar conformations have similar representations.

Hamming distance thus can detect nearly similar conformations that are apparently dis-

tant based on move count between them. The effect of using different values for proximity

measures is described in Section 12.

In [13], Backofen et al. have shown that if two structure are derived from each other by

a single rotation, then they differ only in one position in their relative encoding represen-

tations. However, in this work we are using a diagonal move in stead of rotation. However,

any diagonal move is realized by a sequence of rotations. a diagonal move is shown in

Figure 3.6, where a point p2 is moved to another point p2′. Doing so, line segments s1

and s2 becomes s1′ and s2′′ after the move is applied. However, this can be realize by

three consecutive rotations, r1, r2, r3. In the figure, s2′ and s3′ is the position of segments

s2 and s3 after rotation r1 and s3′′ is the position of line segment s3 after rotation r2.

Now, it is possible to realize any diagonal move by means of rotations. If so, then we can

say that two conformations derived from each other by one diagonal move has hamming

distance or proximity measure 3, one for each of the rotations. Its interesting to note

that storing conformations and making regions tabu via a proximity measure parameter

p extends the size of a classical tabu list of size k to size k × np , where n is the length of

the protein sequence.
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Figure 3.6: Realization of diagonal move by three rotations.

Packing and Storing

Though we do not store all the local minima encountered during the search, there is a

drawback of memory requirement for this memory based approach. Moreover, matching of

two encoded conformations though not expensive is required to be done in each iterations

over the whole list of the stored local minima. Here, we present a compact packed structure

for storing encoded conformations. For 12 different relative directions, 4 bits are required

to store a single vector. Therefore, we can store two vectors in a single packed byte.

However, we use word size of 32 bits and thus store 8 vectors in a single word.

←−32 btis−→
vi vi+1 vi+2 vi+3 vi+4 vi+5 vi+6 vi+7

4 bits 4 bits 4 bits 4 bits 4 bits 4 bits 4 bits 4 bits

Table 3.3: Packing format of confromations in a 32 bit word.

Selection of Moves

Algorithm 3.4 depicts how moves can be selected. At each step, we generate a solution

from a selected move and then search the list L. If no similarity is found then we select it;

otherwise we discard it. The getNextBestCandidate() method at Line 2 in Algorithm 3.4 re-

turns the best candidate move according to the move type selected in selecteNeighborhood()

method presented in Algorithm 3.1.
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Algorithm 3.4: selectMove()

1 while moveList.notEmpty() do
2 m←− getNextBestCandidate()
3 c←− generateConformation(m)
4 e←− getRelativeEncoding(c)
5 b←− getPacked(e)
6 if find(b, proximity) then
7 discard m
8 else
9 return m

10 if moveList.isEmpty() then
11 no moves possible
12 nonImprovingSteps←− maxStable+ 1

Matching

The find(b, proximity) method called from the selectMove() procedure (Line 6 in Algorithm

3.4) searches the list for a local minimum that is within the proximity measures of the

selected candidate. The performance of this method depends on the data structure used

in storing local minima and the matching technique of two conformations. We imple-

mented a simple array of compact byte-packed format to store the relative encoding of

a conformation. It saved the memory space. Moreover, integer operations reduced the

computational effort to find similarity. The matching is also faster due to the byte-packed

format to store the conformations, since it allows integer operations to match. We take

the bitwise xor of two packed conformations and search for equalities in parts of them.

More efficient implementation of the memory is possible using complex data structures

[265] and locality sensitive hashing techniques [271].

Implementation

There are several issues regarding implementation. In this framework, the local search

generates all possible moves based on the neighborhood and selects the one that minimizes

the H-H distances (in the case of H-moves) or randomly (in the case of P-moves). In our

C++ implementation, we maintain all the invariants needed to maintain the constraints

and update the costs in an efficient way. It resulted in a very fast implementation which

is almost 10 times faster than the COMET implementation [7]. However, our evaluations

are mainly based on iterations, not runtime.

Experimental Evaluation

We compare the performance of our algorithm with the tabu search by Dotu et al. [7]1. We

ran experiments on the NICTA (www.nicta.com.au) cluster machine. The cluster has a

1We want to thank Ivan Dotu for providing the COMET source code of their implementation.
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number of machines each equipped with two 6-core CPUs (AMD Opteron @2.8GHz, 3MB

L2/6M L3 Cache) and 64GB Memory, running Rocks OS (a Linux variant for cluster). We

ran both algorithms 50 times for each protein sequence. We were not able to compare our

results with the large neighborhood method by Dotu et al. [7] that uses large neighborhood

search (LNS), since we could not run the program on our system. The COMET program

exited with ‘too much memory needed’ error for the large sized benchmark proteins that we

have selected. Throughout this section, ’LS-Mem’ indicates our memory based approach

and ‘LS-Tabu’ denotes the tabu search by Dotu et al. [7].

Description of Benchmarks

For performance evaluation, we used a number of proteins from different benchmark sets

used in the literature of simplified protein structure prediction. We also generate a new

benchmark set from real proteins derived from CASP9 to show the performance and

scalability of our algorithm for real proteins. In this section, we briefly describe the set of

proteins that we used for evaluation in this section.

Id Length numH Sequence

H1 48 24 HPHHPPHHHHPHHHPPHHPPHPHHHPHPHHPPHHPPPHPPPPPPPPHH

H2 48 24 HHHHPHHPHHHHHPPHPPHHPPHPPPPPPHPPHPPPHPPHHPPHHHPH

H3 48 24 PHPHHPHHHHHHPPHPHPPHPHHPHPHPPPHPPHHPPHHPPHPHPPHP

H4 48 24 PHPHHPPHPHHHPPHHPHHPPPHHHHHPPHPHHPHPHPPPPHPPHPHP

H5 48 24 PPHPPPHPHHHHPPHHHHPHHPHHHPPHPHPHPPHPPPPPPHHPHHPH

H6 48 24 HHHPPPHHPHPHHPHHPHHPHPPPPPPPHPHPPHPPPHPPHHHHHHPH

H7 48 24 PHPPPPHPHHHPHPHHHHPHHPHHPPPHPHPPPHHHPPHHPPHHPPPH

H8 48 24 PHHPHHHPHHHHPPHHHPPPPPPHPHHPPHHPHPPPHHPHPHPHHPPP

H9 48 24 PHPHPPPPHPHPHPPHPHHHHHHPPHHHPHPPHPHHPPHPHHHPPPPH

H10 48 24 PHHPPPPPPHHPPPHHHPHPPHPHHPPHPPHPPHHPPHHHHHHHPPHH

Table 3.4: Protein sequences from Harvard or Tortilla benchmark set [12].

Tortilla Benchmark

These are the 10 protein sequences H1-H10 originally presented in [12]. They are all of

length 48. They are also referred in the literature as Harvard instances. The sequences

are shown with their HP sequence in Table 3.4. The number of H monomers are shown

in the Column ‘numH’.

Medium to Large Sized Protein Sequences

There are also other four sets of protein sequences of varying length used in the literature:

i) 5 proteins N1-N5 of length 90 provided by Sebastian Will, ii) 4 proteins S1-S4 of length

variying from 135-164 taken from Sebastian Will’s PhD thesis [4], iii) 3 proteins F1-F3 of

length 180 provided by Sebastian Will and also used in [7] and iv) 3 proteins R1-R3 of

length 200 from [12]. All the proteins with their HP sequences are given in Table 3.5 and

Table 3.6.
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Id Length numH Sequence

N1 90 50 PPHHHPPPHHPPPPHHPHHHHHHPHPHPHHPHHHHHPHHHPHPHHHHPHH

PPPPHHHPHPHPPHHHPHHPHPHPPHHHPPPPHHPPHPPP

N2 90 50 PHHPPHPHHPHHHPHHHPPHHHHHHPPHPHPPPPHHHPHPPHHHHPHHHH

PHHHPHHPPPPPHHPPPPHPHPHPHPHHPPHHHPPPHHHP

N3 90 50 HPHPHHHPHHHHPHHHPPPHPPPHPPPPHHHPPHPPPPHHHPPPPPPPPH

PHHPHHHHPHHHPHPHHPPHHHHHPHHPPHHPHHHHHHPH

N4 90 50 PHHHPPHPPHPHPPPPHPPPHPHPPHPHHPHPPPHHHPHHHPPHHHPPHP

PPPHPHHHPPHHPPHHHPPHHHHHHPHHHHHHHPHHHHPH

N5 90 50 PPPHPHHHHHHHPPPHPPHHHHHPHHPPHHPPHHHHPHPHPHHPPHHPPP

PHPPPHHHPHPHHHHHHHPHHPHPPHHPPPHHHPHPPHPP

S1 135 100 HHHHPHHHHHHPPHHPHHHHHHHHPHHPHHHHHHHHHHPPHHPPPPPHHP

HHHHHHHHPHPPHHPPPHHHHHHHHPHHHHHHPPHHHHHHHPHPPHHHHH

HHHHPPHHPPPHHHHHHHPHHPHHHHHHHPPHHHH

S2 151 100 HHPPHPHHHHHHHHHHPHPPPPHHHPPPHHHHHPPHHHHHPPHHHHPPHH

HHPPHHHHHHPHHHHPPPHHPPPHHHHHHHHPHPPHHHPPPHHHHHPPHH

HHHHHPPPHHPPHHHHHPPPHHHHHHHHHPHPPHHHHHHHPPPHHHPPHHP

S3 162 100 HHHPPPHHPHHPPPPPHHHHHHHHPHPPHHPHHPHHHHHPPPHHHHHHHH

HPPHPHPPHPHPPHHHPHPPHPHPPPHHHHHHPHHHHPPPHHHPPPPHHP

PPHHHPPHHHHPHHHHHPPHHHHHHPPPHHHHHHPPPHPPHHHHPHHHHH

HHPPHHPPHHH

S4 164 100 HHPPHPHHHHHHHPPHPHPPHPHPPPPHHHPPPHHPHPHHPPHHHHHPPH

HHHPPHHHHPPHHHHHHPHHHHPPPHHPPPHHHHHHHHPHPPHHHPPPHH

HHHPPHHHHHHPHPPPHHPPHHHPHHPPPHPHHHHHHHPHPPHPPHHHHH

HPHPPPHHHPPHHP

F1 180 100 HHPPHHHHHPHHHPPPHHHPPHHHPHPPHHHHHPPPHHHPPPHPHHPPPP

PHHPPHHPHHPHPHHPPPPPHHHPPPPHPHHHPPHPPPHHHPHHHHPPHH

PHPHHHHPHHHHPPHHPHHPHHPHHHPHPPHPHHPHPHHPHHHPHHPPHP

PPHPPPPPPPHHHPHHHHHPHHHHHPPHPP

F2 180 100 PHHPHPPPHPPHHPHHHPHPHHPHHHPHHHPPPHHPPHPHPHHPHHHHPP

HHPHPHHHHHPHHPPPPHPHPHPPHHHHPHHHHPHHHHHPPHPHHHPPPH

PHPPHHPPPHHPHPHPPPPPHPHHPHHHPHPPPPHHPHHHHHPPPHHHHH

HHHPHHPPPPPHPPPHPPHPPPHHPHHHHH

F3 180 100 HHHPHPPHHPPPHPPPHPHPHPPHHHHPPHHHHHHPHPHHPPPPPHPPHH

PHHHHHHHHHHHPPHPPHPPHHHHHHHHPPPPHPPHHHHHPPHHHPPHHP

PHHHHHPPPHHHHHHPHHHPPPHHPPHPPPHPPHPPPHPPPPHHHPPHHP

HPPHHHPHHPPHHPHHPHPHPHPHPHPHHP

Table 3.5: Benchmark protein sequences, S1-S4 are taken from Sebastian Will’s PhD thesis
[4], other sequences are provided by Sebastian Will and used in [7].

Proteins from CASP9

We also derived a set of benchmark sequences from the famous Critical Assessment of

Techniques for Protein Structure Prediction (CASP) competition2. We chose six pro-

tein sequences randomly from the target list that are around the length of 230 ± 50 and

converted them into HP sequences. These sequences are given in Table 3.7.

Results for Tortilla Benchmarks

The Tortilla benchmark sequences are relatively small in size and requires less time for

execution. For a fair evaluation of the algorithms in this section, we compare performance

2http://predictioncenter.org/casp9/targetlist.cgi
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Id Length numH Sequence

R1 200 100 PPPHPHHPHHPPPHPHPPPPHPHHPPHPHHHHHPPHHPPHHHHHHPPHPP

HHPPHPHPHHHHHPHHPHHHPPPHHHPHHPPHPHPPHPPPHPPHPPHPPH

HHPHHHPHPPHPHHPHHHHPHPHHHPHHHPPPPPPHHHHHHPPPPPPPPH

HHPPHPHPPPHPHPHPHHPPHHPPPPHHHHHHPPPHHPPPPPHPPPHHPP

R2 200 100 HPHHPPHPPPPPHHPHPHPHHPPHPPPPHHHHHHPPPHPPHHHPPHPPPP

HHPPHHHPHPHHHPPHPHHPPHPHHPPPPHHPPHPPHHHHPPPPPHHHPP

PPHPPPPPPHPPHHPHHHHPHHHHHHHHPPHHPPPHPHHHPHHHHHPHHP

HHHPHPHHPPPPHPHHPHHHPHPPPPHPPPPPPHPHHHHHPHHPPPHPPH

R3 200 100 HPHHHPHHPHPHPPPHHHHHPHPHPHHHHPPPHHPPPPPPHHPPPPHPHH

HPPPPHPPPHHPHHPPPHPPHPPPHHHHPHHPHPPPPHHPPPHHPPHPPP

HPPHHHPHHHPHPPHPHHHHPPHHPPPPHHHPHHPPHPPHHHHPPHPHPP

HPHPPPPPHPHPHHHHHHHPHPHHHHHHPHHPPPPHPPPPHPPPHHHPHH

Table 3.6: Larger protein sequences from [12].

PDB & Protein num Protein

CASP Id Length of H Sequence

3no6 229 116 HPHPPPHPPHPPHHHPPHHPPHHHPPHHHHPHPPPHHPPHHPHPHPHHPP

(T0516) HPPHHHHHHHPHPPHPPHPHHHPPHPHHHPHPHPHPPHHHPHHPPHHPPH

HPPPHHHHPHPPHHPPHHHPHHHPPPHHHPHHHHHHPHHHHHHHHPPHHP

PHPHPPPPHPPPHHPHHPPPHPPHHPHHPPHHPPHPPPPPPPPPPPHPPP

HHPPPHPPPPHHPHHHHPPPHPHHHPPPP

3mr7 189 93 PPHPPPHPHHHHHPHHHHPPHHPPPPPPHHPPPPHHPPPHHPHHHHPHHH

(T0520) PHHPPPHPHHHHPHPPHPHHHPPHHPHPPHHPPPPPPPHPPPPHPHPHHH

PHHPHHHPPHPHHHPHHPHHHPHPHHPPHHHHPHPPHHPPHPPPPHPPHH

PPHHHPPHPPHPPHHPHHPHHHPHPPPPPPPHPHPPHPP

3mse 179 84 HPHPHHPPHPPHHPPPPHPPHHHPHHHPPHPHHPPPHPHHPPHHHPHPPP

(T0521) PPHPHPPPPHHPHHHPHHHPPHPHPPHHPHHPHPPPHPHPHPPHHHHPHP

HPPHPPPHHPHHHPPHPPPPPHHHPPPPHHPHHPPPHHPPPPHPPHHHPH

PPHPPHHHPPPHHPPHPHPPHPPHHHPPH

3mqz 215 120 PPHHPHPPHPPHPPHHHHPHHPHHPHHPHPHPHHPHPHPHPHHHHPHHPP

(T0525) HHPHHPPPHHHPHHHHPHHPPHPPPHPHHHPPHHHHHHPPPHHPPHHPPH

HHHHHPHHPHPHHHPPPHHPPPPPHHPHHPPPHHHHPPHPPPHHPHPPHH

HHPPPHHHPHHPHPHPHPHHHPPHHPHPPHPHPHHHPHPHPPPHHHHHPP

HPPHPHHHHPHPPHP

3on7 279 146 HPHPPHPHPHHPPHPPHHPPHPPPHHHHHPPPHHPPPHHPPHHPPHPHHH

(T0563) PPPHPPPHHHPPPPPPHHHHHPHPPPHPHPPHPPHPPHHPHHHHHPHHPP

HPHPHHHHHPPHPPHHPPHHPHHPPHPHPPHPHPHPHHHHPHHHPPPPPH

HPHHPHHHHPHPPPHHHHPHHHPPPHPHHPHHHPHPPHHHPHPHPPHPHH

PHHPPHHPHHHPHHPHHPPHPPHHHHPPPPPHHPHPHPPPPPPPHPHHHH

HPHPHPHHHPPPHPHPPHHHPPHPPHHHH

3no3 258 122 HPHPPPHHHHHPHHHHHHHHHPPPPPHHHPPHHHPPPHPHPPPHPPHPPH

(T0570) PPHHHHHPPHPHPHPHPPHHHHHPPPPHPHPPHPPPPHPPHPPHPHPPHP

PHHPHPPHHPPHPPHPPHPHHHPHPPPPPHPPPPPHHPHPHPHHPPHPHH

PPPPHHPHPHPHPPPHHPHPHPPPHPHHPHPHPHHPHPPHHHPHHPHPHP

HHPPPHPHHPPPPHHHHPPPHHPHPPHPHHPPHHPHHHPHHPPPHHPPPP

PHHPPPHP

Table 3.7: Protein sequences taken from CASP9.

of the algorithms iteration wise. For these small protein sequences each run was given

a cut-off of 100,000 iterations with a stagnation parameter stagnation set to 1000. The

best, mean and median energy levels are reported in Table 3.8. We also report the av-
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erage runtime for both of these algorithms in seconds. For the memory based search the

proportion of local minima saved was set to 10% and proximity measure was set to 3. We

also report the lower bound of energy levels for each of these proteins in Column ‘El’.

Seq LS-Mem LS-Tabu [7] R.I.

Id Len El best mean med time best mean med time (%)

H1 48 -69 -69∗ -67.21 -67 37.27 -67 -64.24 -65 226.91 100

H2 48 -69 -69∗ -67.23 -67 27.58 -68 -63.06 -64 227.51 100

H3 48 -72 -70 -67.41 -67 37.11 -69 -63.04 -63 223.55 33.33

H4 48 -71 -71∗ -68.12 -68 36.47 -68 -63.14 -64 223.02 100

H5 48 -70 -70∗ -67.22 -67 27.34 -66 -63.6 -64 225.56 100

H6 48 -70 -70∗ -68.24 -68 36.69 -70∗ -64.46 -65 225.56 0

H7 48 -70 -70∗ -67.17 -67 36.74 -69 -64.1 -64 220.84 100

H8 48 -69 -69∗ -66.69 -67 26.04 -67 -61.7 -62 212.42 100

H9 48 -71 -71∗ -68.36 -69 27.55 -69 -64.6 -65 223.88 100

H10 48 -68 -68∗ -66.57 -66 36.53 -68∗ -63.42 -64 218.76 0

Table 3.8: Results for sequences from Tortilla benchmark in FCC lattice.

Results for Other Benchmark Proteins

We report the average energy levels for other proteins as well in Table 3.9. For these large

sized benchmark sequences, we set the maximum iteration number to be 1 million and

the stagnation parameter maxStable to 10,000. The proximity measure was kept 3 for

N and F3 instances, 6 for S, R1, F1, F2 instances and 9 for R2 and R3. In case of the

CASP instances, parameter proximity measure was set to 6 (for 3no6, 3mqz, 3on7), 9 (for

3no3) and 12 (for 3mse, 3mr7). These are the best parameter values found after running

experiments. However, the effects of varying this parameter is shown in the analysis

section. For each of this protein sequences, we ran the CPSP tools [8] for structure

prediction to find a lower bound on the energy level and report them in the Column ‘El’.

For a few of the proteins, the CPSP algorithm was not able to report any result or failed

to converge even when run for a long time. For those proteins, no such lower bound was

reported (shown by ‘?’ in the column). The average runtime reported in this table are in

hours.

Analysis of Results

The best energy levels achieved by the algorithms for the instances are shown in bold faced

fonts in Table 3.8 and Table 3.9. We clearly notice that for each of the protein sequences,

the best energy levels reported by LS-Mem are lower than that reported by LS-Tabu.

Moreover, the results are strictly better in terms of average energy levels achieved by both

of the algorithms. We performed statistical t-test to confirm that the difference in average

performance is statistically significant. For the t-test the confidence interval was set to 5%.
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Seq LS-Mem LS-Tabu [7] R.I.

Id Len El best mean med time best mean med time (%)

N1 90 -168 -166 -160.36 -162 0.28 -162 -156.88 -157 1.28 31.29

N2 90 -168 -167 -160.42 -161 0.27 -163 -157.46 -157 1.18 28.08

N3 90 -167 -166 -161.24 -161 0.32 -163 -158.16 -158 1.22 34.84

N4 90 -168 -167 -161.06 -162 0.39 -163 -158.24 -158 1.29 28.89

N5 90 -167 -166 -160.54 -162 0.43 -164 -157.54 -157 1.24 31.71

S1 135 -357 -355 -347.18 -347 0.46 -351 -340.12 -341 1.26 41.82

S2 151 -360 -358 -348.54 -349 0.45 -355 -341.36 -341 1.32 38.51

S3 162 -367 -360 -349.64 -350 0.48 358 343.38 344 1.36 26.50

S4 164 -370 -362 -346.68 -348 0.51 358 343.92 345 1.41 10.58

R1 200 -384 -353 -325.11 -326 0.66 -333 -318.14 -318 2.28 10.58

R2 200 -383 -351 -329.28 -333 0.71 -338 -323.32 -322 2.40 9.98

R3 200 -385 -352 -329.28 -330 0.71 -342 -323.50 -324 2.34 9.39

F1 180 -378 -360 -334.72 -337 0.59 -338 -325.26 -325 2.27 17.93

F2 180 -381 -362 -340.26 -343 0.65 -348 -332.32 -332 2.29 16.31

F3 180 -378 -357 -343.12 -343 0.63 -350 -337.62 -340 2.26 13.62

3no6 229 -455 -400 -374.28 -378 0.84 -390 -369.86 -371 2.83 5.19

3mr7 189 -355 -311 -291.74 -292 0.64 -301 -287.06 -288 2.52 6.88

3mse 179 -323 -278 -254.54 -256 0.66 -266 -249.68 -249 2.33 6.62

3mqz 215 -474 -415 -386.7 -385 0.62 -401 -383.56 -383 2.64 3.47

3on7 279 ? -499 -462.7 -465 0.67 -474 -458.74 -458 3.81 -

3no3 258 -494 -397 -360.78 -364 0.65 -377 -357.56 -359 3.72 2.36

Table 3.9: Results for the N, S, R, F and instances taken from CASP9 in FCC lattice.

From these, we can conclude that the average performance of the memory based algorithm

is better than the tabu based search in [7]. However, to assess the performance of these

algorithms with respect to the lower bound of the energy level, a term called ‘Relative

Improvement (R.I)’ is used in literature [218, 229]. Formally this is defined as following:

R.I. =
Eo − Er

El − Er
× 100% (3.4)

where Eo is the average energy level achieved by memory based search, Er is the average

energy level achieved by the tabu search, and El is the lower bound of energy level.

The values of relative improvement are shown in the Column ‘R.I (%)’ in Table 3.8 and

Table 3.9. These values are significant because it gets harder to find better conformations

as the energy level of a protein sequence approaches the optimal. The missing values

indicate the absence of any lower bound for the corresponding protein sequence.

The Effect of Variation in Proximity Measure

In general, if we increase the proximity measure it results in an increased number of

discarded solutions. The average hamming distance between two successive conformations
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Figure 3.7: Plot of number of discards (divided by 1000) against proximity measures.

is 3 due to the move used in this framework. In case of the diagonal move, there are only

two changes in absolute vectors and resulting in an average of three changes in the relative

vectors. We, therefore, ran experiments for different settings of proximity measures that

are multiples of 3. In Figure 3.7, we show the effect of varying proximity measures for six

different proteins. Other protein sequences exhibit similar kind of behavior. For each of

the cases, the number of discarded solutions increases as the proximity measure increases.

For proximity measure set to 0, the number of solution is in the range of hundreds and

there is a sharp increase after proximity measure 3.
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Figure 3.8: Plot of number of average energy level achieved against proximity measures.

The energy level achieved does not necessarily increase with the increment in the

proximity measure. This is because after a certain level, for each protein, a high proximity
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Figure 3.9: Plot of energy levels achieved against percentage of local minima stored.

measure causes discarding of a very large neighborhood, which may contain unvisited

promising regions in the search space. The effect of variation in the energy level for

different values of proximity measures are shown in Figure 3.8. These results were obtained

by storing only 10% of the local minima.

The Effect of Variation in Proportion of Stored Local Minima

The runtime performance degrades with the increase in the proportion, since it requires

more time to search in a list with a larger number of local minima. For 1 million it-

erations with 5% of local minima stored, the runtime is usually around 20 minutes for

the R sequences and it increases almost quadratically with an increase in the proportion.

Moreover, the memory requirement increases linearly. For a protein with length n, the

memory required for storing k% of the local minima is O(kn) KB. However, the energy

level generally shows a non-decreasing trend for different levels of proportion. For a fixed

value of the proximity measure, increase in the proportion of local minima stored generally

increases the search space covered and hence eliminates the scope of re-visitation; which

results in better energy levels achieved. The effect is shown in Figure 3.9. Other protein

sequences also exhibit similar behavior.

Duplicates Generated During the Search

With the same set of proteins shown in Table 3.2, our memory-based search was able to

reduce duplicate generation for all the 4 proteins. The percentage of duplicates generated

are shown in Table 3.10. The percentages of duplicates generated reduced from 40.92%

to 16.7% for H1, 31.19% to 12.58% for P3, 42.53% to 3.28% for S1, and 39.34% to 6.46%
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Duplicates # of conf.

Sequence Length LS-Tabu LS-Mem stored

H1 48 40.92% 16.7% 2003

P3 81 31.19% 12.58% 1253

S1 135 42.53% 3.28% 1128

R1 200 39.34% 6.46% 761

Table 3.10: Proportion of duplicated conformations in the first one million conformations
generated by tabu search LS-Tabu [7] and our approach LS-Mem.
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Figure 3.10: Typical search prgoress of a single run for the protein sequence R1 by tabu
search [7].

for R1, where the number of conformations stored were only 2003, 1253, 1128 and 761

respectively over 100,000 iterations. These values are indication of the success of our

memory based algorithm in elimination of re-visitation during the search. All other protein

sequences also exhibit similar reduction in the number of duplicates generated.

3.1.4 Handling Stagnation

A number of techniques have been applied in the literature of PSP to handle stagnation

[5, 7, 51] that include tabu lists, adaptive measures, and various restart mechanisms.

Similar approaches have also been used in other domains such as propositional satisfiability

[264] and quadratic assignment problem [265]. Many of the algorithms apply random

restarts or restart from the best local minimum [7, 51]; which do not solve the problem in

general. Tabu search algorithm presented in [7] restarts from the previous best solution

found whenever the search stagnates. To find the effectiveness of the strategy, we ran the

algorithm for a timespan of 5 hours. However, there was not much improvement in the

best energy levels as the algorithm progresses (shown in Figure 3.1.4). In Figure 3.1.4, we
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notice large plateau regions in the trajectory for best energy levels trace which reflects the

stagnation faced within the search and shows the ineffectiveness of the particular restart

method used.

Algorithm 3.5: MemoryBasedSearchWithElitSet()

1 initializeSolution()
2 initializeTabuList()
3 iteration←− 0
4 nonImprovingSteps←− 0
5 while iteration ≤ maxIteration do
6 selectNeighborhood()
7 generateMoveList()
8 selectMove()
9 performMove()

10 updateCosts()
11 if isLocalMinimum() then
12 storeLocalMinimum()
13 if not improving then
14 nonImprovingSteps++
15 if nonImprovingSteps ≥ maxStable then
16 nonImprovingSteps←− 0
17 initializeTabu()
18 restartFromEliteSet()

In this section, we present a new strategy for handling stagnation for the simplified

protein structure prediction problem. During the search, the proposed method selects

the best candidate in each iteration, but memorizes the second best conformations that

are generated but not selected or explored (called elite conformations) at each iteration.

Whenever the search faces stagnation, the best conformation is selected from this elite set

and continue search from there. This retreat helps the search diverge. Similar techniques

have been used in the systematic search techniques like A* search [272], but they require

a huge amount of memory to store the unexplored frontier. We maintain only a small set

of previously generated conformations by discarding conformations with similar fitness. It

reduces the memory requirement and provides a mechanism to go back to earlier confor-

mations with lower fitness value but with potential to lead towards better search regions.

We developed the search technique on top of the memory based search algorithm proposed

in the previous section. This search technique is essentially a memory based search (see

Figure 3.1) that has a partial memory of generated but not explored solutions during the

search in addition to the partial list of local minima in the memory.
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Algorithm 3.6: selectMove()

1 while moveList.notEmpty() do
2 m←− getNextBestCandidate()
3 c←− generateConformation(m)
4 e←− getRelativeEncoding(c)
5 b←− getPacked(e)
6 if match(b, proximity) then
7 discard m
8 else
9 updateEliteSet()

10 return m

11 if moveList.isEmpty() then
12 no moves possible
13 nonImprovingSteps←− maxStable+ 1

Search Procedure

The pseudo code for the search procedure is given in Algorithm 3.5. This algorithm differs

from the memory based search in Algorithm 3.3 in Line 18 where we select a conformation

from the elite set at stagnation and in Line 8 where we select a potential move using the

procedure selectMove(). Pseudo code for procedure selectMove() is given in Algorithm 3.6.

The selectMove() procedure is different than that depicted in Algorithm 3.4 in Line 9,

where we store the prominent but not selected candidate conformations into the elite set.

Elite Conformations

In each iteration of a local search, a number of conformations are generated. However,

only a few of them are explored in the next iterations. In the case of a single candidate

search, only a single conformation, which is typically the best conformation according to

the heuristic or fitness function, is selected for the next iteration. In successive iterations,

the search goes on by generating the neighbors of the selected conformations. The other

potential conformations with good fitness values are never used as the search is greedy in

nature. We call them elite conformations. These conformations, if explored ever, may lead

to better search regions. Note that, in the systematic search techniques, these conforma-

tions are stored and explored. However, they require a huge amount of memory. Moreover,

the selection in a systematic search like A* search depends on a heuristic function that

requires the goal to be known beforehand. In case of PSP, the optimal structure is totally

unknown and we can not afford to store a huge number of conformations. The proposed

method stores the second best conformations and explore them whenever the search faces

stagnation.
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Store

We store the second best conformations in each iteration in a set called elite set. At each

iteration, when a move is selected, we update this elite set of conformations. The pseudo-

code for the updateEliteSet() procedure is given in Algorithm 3.7. We use a priority queue

sorted in the order of fitness value and iteration number to store the elite conformations.

Before inserting a conformation into the priority queue, we check for similarity in the

stored local minima list and store it only if no match is found.

Algorithm 3.7: updateEliteSet( )

1 sb← set of second best candidates
2 while sb.notEmpty() do
3 m←− sb.getNextCandidate()
4 c←− getConformation(m)
5 e←− getRelativeEncoding(c)
6 b←− getPacked(e)
7 if match(b, proximity) == false then
8 eliteSet.push(c)

Explore

We select the top element from the priority queue whenever the search stagnates. The

search then continues from the selected elite conformation. The original tabu based search

algorithm [7], guided by the fitness function defined in (3.3), quickly forms a compact

hydrophobic core at the center of the conformation and the greedy search oscillates within

the same region of the search space before it can improve the fitness function to break

the core or to form some alternate core. The detailed nature of the search is discussed

in Section 3.1.3. The oscillating nature indicates that if we select a conformation from

any region in the search space, then we can ignore the other conformations with the same

or near fitness value and within the temporal locality. Every time an elite conformation

is selected form the list, we do that by discarding a fixed proportion of the top elements

from the list. This results in eliminating the conformations that are similar in fitness value

and structure, and are also temporally proximate. This retreat effectively helps the search

diverge. It also reduces the memory requirement for the priority queue used. The detailed

pseudo-code of the method restartFromEliteSet() is given in Algorithm 3.8. The method

elitSet.release() at Line 6 releases the top elements from the elite set.
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Algorithm 3.8: restartFromEliteSet( )

1 while eliteSet.notEmpty() do
2 c←− eliteSet.getTopElement()
3 e←− getNonIsoEncoding(c)
4 b←− getPacked(e)
5 if match(b, proximity) == false then
6 elitSet.release()
7 return c

8 eliteSet.popElement()

Experimental Evaluation

In this section, we present the results and analysis of the memory based search procedure

with elite conformations. The experiments were run on the same environment as mentioned

in Section 12. The implementation of the various methods of the algorithm was similar to

that described in Section 3.1.3. This time, we compared the performance of our algorithm

to that of the tabu search by Dotu et al. [7] and the memory based approach proposed in

the previous section. We do not show results for small-sized Harvard instances (length =

48) or other smaller protein sequences since the difference of the energy levels achieved for

these proteins are relatively small. We report the best and average results achieved by all

three algorithms in Table 3.11 for 50 runs for R, F and CASP9 instances. The parameters

for the memory based method and the tabu search was kept similar used in Section 12. In

this section, every run for the protein sequences were given 5 hours to finish. The memory

based search procedure with elite conformations is denoted by ‘LS-Elite’.

Protein LS-Elite LS-Mem LS-Tabu

Id Len El best mean best mean R.I.(%) best avg R.I.(%)

R1 200 -384 -359 -339 -353 -326 22.41 -332 -318 31.81

R2 200 -383 -361 -343 -351 -330 24.52 -337 -324 32.20

R3 200 -385 -354 -340 -352 -330 18.18 -339 -323 27.41

F1 180 -378∗ -361 -341 -360 -334 15.90 -338 -327 27.45

F2 180 -381∗ -368 -350 -362 -340 24.39 -345 -334 34.02

F3 180 -378 -365 -355 -357 -343 34.28 -352 -339 41.02

3no6 229 -455 -419 -397 -400 -375 27.50 -390 -373 29.26

3mr7 189 -355 -320 -304 -311 -292 19.04 -301 -287 25

3mse 179 -323 -288 -271 -278 -254 22.63 -266 -249 29.72

3mqz 215 -474 -430 -404 -415 -386 20.45 -401 -383 23.07

3on7 279 ? -514 -476 -499 -463 - -491 -461 -

3no3 258 -494 -406 -376 -397 -361 11.27 -388 -359 12.59

Table 3.11: Best and average energy levels achieved in FCC lattice for R, F and instances
taken from CASP9.
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Analysis of Results

The lower average energy levels achieved by the algorithms for each of the sequences are

shown in bold faced fonts and the lower energy levels achieved in terms of the best en-

ergy levels are shown in italic fonts in Table 3.11. From these values, we can conclude

that for all of the protein sequences used for experimental evaluation, the memory based

search with elite conformations was able to produce structures with new lower energy

levels. However, in terms of average levels achieved the difference in performance is more

prominent. To illustrate the results, we use the same relative improvement measure de-

fined in Equation 3.4. We see that there is a significant improvement of LS-Elite over

other algorithms. Moreover, we performed statistical t-test to confirm the significance of

the improvements using the same parameters as used in Section 12. The missing values

indicate the absence of any lower bound for the corresponding protein sequence.

Search Progress

In Figure 3.11, we show search progress of three algorithms for the protein sequence

R1. Average energy levels by each of the algorithms for 50 runs are shown. All three

algorithms achieve almost the same level of energy initially but as soon as the search

makes progress, the tabu search (LS-tabu) and the memory-based search (LS-Mem) fail

to overcome stagnation. It is clearly evident from the graph that the memory based

search algorithm with elite conformations (LS-Elite) continues to improve in the stagnant

situations and thus produces better results.
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Figure 3.11: Search progress of three algorithms for protein R1 over 300 minutes.

3.1.5 Handling Symmetry

Memory based search methods are proved to be effective for handling re-visitation and

stagnation faced during the search as described in previous sections. Genetic algorithms
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(a) (b) (c)

Figure 3.12: Different three dimensional structures for the protein sequence R1 from Will’s
PhD thesis [4] found by (a) tabu search [7], E=-333; (b) our memory based algorithm with
elite conformations, E=-359; and the (c) native structure using CPSP tools[8], E=-384.

are also used successfully to handle this issues [6, 218]. However, performance of the genetic

algorithms largely depends on the encodings they use in representing protein structures

and the twin removal technique they use in eliminating duplicate solutions from the current

population. The encoding scheme is also very important for memory based search methods

since we have to match between the candidate structures and those stored in memory. It

has been observed that symmetry due to translation and rotation of the structures can

affect the diversity of the search methods. Good encoding schemes are those that can

eliminate symmetry in the search space. Moreover, diversity in the population of a genetic

algorithm is a key issue to address. It has been observed that after a number of generations,

diversity is largely affected by the presence of similar or near-similar individuals in the

population. Twin removal [211] offers a solution to the problem by removing similar

individuals from the population, whenever the search gets stuck in a local minima. This

scheme was incorporated in [218] to remove twins in each generation of the population

while generating the individuals. Its important to note that such removal requires a

matching scheme.

To find similar individuals in a generation of a genetic algorithm, a representation

method is required. In the context of protein structure prediction, the co-ordinates of the

amino-acid monomers represent protein structures. However, translational effects in the

co-ordinates make it impossible to match two such structures and hence twin removal is not

effective. Absolute encoding that uses the absolute vectors between the three-dimensional

points are found in the literature quite abundantly [45, 155, 204, 205]. A problem with the

absolute encoding is that it can not handle the rotational symmetries. Relative encoding

[13] is able to handle the problem of rotational symmetry and is used in [218]. This

relative encoding requires expensive matrix multiplications each time an absolute vector

is transformed into a relative vector. Note that relative encoding was used for matching

conformations in the previous sections.

In this section, we present a novel encoding algorithm that represents the vectors as
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absolute encoding, and handles rotational and transformational symmetry during simi-

larity matching. Our encoding is non-isomorphic and generic to any type of lattice and

effective in twin removal and creating necessary diversity. We implement this encoding

scheme on top of a state-of-the-art genetic algorithm [218]. We also apply the approximate

matching scheme of the conformations that we used in case of memory based approaches

in the previous sections. Any individual is discarded or removed from the population of

a genetic algorithm even if the similarity is not 100%. Rest of the section is organized as

follows: Section 3.1.5 describes the genetic algorithm framework used; Section 20 reviews

existing protein structure encoding schemes; Section 20 describes our approach in detail;

Section 11 discusses and analyzes the experimental results.

GA+: A Genetic Algorithm Framework

In this section we give a brief description of the genetic algorithm framework, GA+ pro-

posed in [218]. GA+ is an enhanced genetic algorithm for simplified PSP problem. It

uses HP energy model and FCC lattice. The pseudocode of GA+ is presented in Algo-

rithm 3.9. It uses an exhaustive generation approach to diversify the search, a hydrophobic

core-directed macro move to intensify the search, and a random-walk algorithm to recover

from stagnation. The primitive operators that are implemented in GA+ are : single-point

crossover, rotation mutation, diagonal move, pull moves, and tilt moves. Details of the

methods of this framework can be found in [218].

Algorithm 3.9: gaPlus(opR,rwT)

1 op: Operators, c, c′: Conformations
2 opR: Operator selection probabilities
3 curP,newP: Current and new populations
4 rwT: Number of non-improving
5 generations before random walk.
6 //======================
7 initPopulation(curP)
8 foreach Generation until timeout do
9 selectOperator(op, opR)

10 if mutation(op) then
11 foreach c ∈ curP do
12 newP.add(mutConf(c))

13 else //crossover(op)
14 while ¬full(newP) do
15 c, c′ ← randomConfs(curP)
16 newP.add(crsConfs(c, c′))

17 if ¬improved(newP, rwT) then
18 rndWalk(newP)
19 curP ← newP

20 return bestConformation(curP)
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Existing Encoding Methods

Several methods of encoding and representation are found in the literature of protein

structure prediction problem. We give a brief description of those methods below.

Cartesian Co-ordinates

Each amino acid is independently represented as a point in the Cartesian coordinate.

This representation is simple, but it is difficult to handle rotational and translational

symmetry using this representation. Moreover, primitive operations like mutation and

crossovers becomes computationally expensive. However many local search methods use

them because of simplicity [7, 51, 232].

Absolute Encoding

The absolute vectors between co-ordinates are stored internally to represent protein struc-

tures. Local search methods and genetic algorithms use this representation. The encoding

and decoding are fast. This representation assigns a unique symbol for each of the basis

vectors needed for a particular type of lattice. For example, in cubic lattice, it has six and

in FCC lattice it has twelve symbols. However, absolute encodings can not handle rota-

tional symmetries. Hence they are not favored when used with twin removal techniques.

Absolute encoding has been extensively used in genetic algorithms [45, 155, 203, 204, 205].

Relative Encoding

Relative encoding can solve the rotational symmetry problem of absolute encoding. Rather

than directly using the absolute vectors between two co-ordinate points, in relative en-

coding, every absolute vector is transformed using the transformation matrix to the base

absolute vector. For each of the absolute vectors in a structure are thus transformed into

base absolute vectors using matrix multiplication with the updated base matrix. At each

step it requires two matrix multiplication operations. This is computationally expensive

compared to other encodings but helpful in efficiently in reducing the search space [204]

and eliminating rotational symmetry. Details of the implementation of relative encoding

are given in [13].

Among other representations, torsional angles are used directly in high resolution meth-

ods along with Cartesian co-ordinates. Distance matrices, contact maps and polymer

graphs are also found to be used in the literature [273].

Proposed Encoding Technique

In this section, we describe our method of representing the protein structures and the

matching scheme for twin removal and diversification by removing approximately similar

structures.
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Representation

Protein structures are represented using the absolute vectors. These vectors are found from

the co-ordinates assigned to the amino-acid monomers. Two structures in cubic lattice

are given in Figure 3.13. Corresponding absolute vectors are also given in Table 3.12.

Figure 3.13: Two identical structures in cubic lattice having different absolute encodings.

Encoding and decoding of the structures are very simple. For encoding, we assign

symbols for each of the different vectors, while for decoding, we lookup for the absolute

vectors for the symbols and generate the points. Pseudo-code for encoding and decoding

are given in Algorithm 3.10 and 3.11 respectively.

Vector ID 1 2 3 4

Structure 1 (0,0,-1) (0,1,0) (1,0,0) (0,1,0)

Structure 2 (0,0,1) (0,-1,0) (1,0,0) (0,-1,0)

Table 3.12: Absolute vectors for the two structures in Figure 3.13.

For example, in cubic lattice we can assign six symbols, U (up) = (0, 0, 1), D (down)

= (0, 0,−1), F (forward) = (1, 0, 0), B (backward) = (−1, 0, 0), R (right) = (0, 1, 0) and L

(left) = (0,−1, 0). So when we encode the structures of Figure 3.13 they become encoded

as, “DRFR” and “ULFL” respectively. This encoding is similar to the absolute encoding

in literature. The vectors in FCC lattice are also encoded and decoded in a similar way.

Algorithm 3.10: encode(Structure c)

1 string s= {}
2 for i← 2 to N do
3 absdir =c.getAbsoluteVector(i,i− 1)
4 s=s+getSymbol(absdir)

5 return s
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Algorithm 3.11: decode(String s)

1 Structure c= {}
2 initial =(0, 0, 0)
3 current=initial
4 c.add(current)
5 for i← 1 to N do
6 si=s.getSymbolAtPos(i)
7 vector=absoluteVector(si)
8 current=current+vector
9 c.add(current)

10 return c

Matching

The matching part for absolute encodings are very simple in literature. They simply

match the encoded string using string matching algorithms. However, we notice this is

not suitable for effective twin removal. If we compare two encoded structures in Fig-

ure 3.13 using string matching we see that, “DRFR” and “ULFL” are very different from

each other. Traditional matching in genetic algorithms can not detect from the encodings

that these two structures are actually identical only different by some rotation. These

kinds of encoding are called iso-morphic encodings, since they can not detect the rota-

tional symmetry. Relative encodings [13] offer a solution for the problem. However, they

require expensive matrix multiplication operations each time of decoding or encoding a

symbol. Details of the method is given in [13]. However, a non-isomorphic encoding for

cubic lattices are given in [214] where angle computations are needed and their algorithm

does not take into account the different orientations of the initial vector. They also use

string matching for comparison between structures. We propose a novel matching scheme

for absolute encodings that ensures the non-isomorphic property and does not require

expensive computation. There is another work to handle symmetry in PSP by Gan et

al. [274].

Figure 3.14: Partial mapping of absolute vectors.

Our encoding starts with an empty mapping of the vector positions. Whenever we

encounter an absolute vector from one structure, we try to match the non-zero positions

with the absolute vector of the another structure. In a particular absolute vector, only

a few positions are non-zero. For cubic lattices we find only 1 non-zero position. So
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the partial mapping starts with that position only. The sign changes are also taken into

account. In Figure 3.14, we see that, there is a match between non-zero position x of v1

with the non-zero position z of v2. Therefore, mapping for this x becomes −z since the

sign is reversed. With this partial mapping, the partial matching continues. The full map

is found as soon as non-zeros are found in other positions in consecutive absolute vectors.

In case of FCC lattice there are two non-zero positions. In Figure 3.14, we find that,

there is a match of position x and z of vector v1 with the positions x and y from vector

v2. Since there are two matches there will be two partial maps. We also note that, in case

of FCC lattice, the matching position for y is also found since there is only one single zero

position in both of the vectors. But the sign for this mapping is not decided yet. Matching

with partial map will continue until the full map is found. Pseudo-code for mapping two

vectors is given in Algorithm 3.12.

Algorithm 3.12: map (Vector v1, Vector v2)

1 for each component c1 ε v1 do
2 if c1 6= 0 and Mapping[c1] == null then
3 for each component c2 ε v2 do
4 if c2 6= 0 then
5 pos =position of c2 in v2
6 sign=c1 × c2
7 Mapping[c1].add(pos, sign)

Whenever there is a mismatch in the vectors, a mismatch counter is increased. We say

two structures are different and no match was found if this mismatch counter is greater

than a certain proximity, p. For 100% similarity matching or twin removal, the proximity

should be set to zero. The automaton for matching of absolute vectors are given in Figure

3.15.

Figure 3.15: Matching automaton for two structures.

Using this matching algorithm it is possible now to detect that the two structures in

Figure 3.13 are identical. In the first vector we find a mapping [−z] for z. Then in the

second vector, we get mapping [−y] for y. In the third vector, we get [+x] for x. At

this stage we get the full mapping. Now for the fourth vector we get, (0, 1, 0), using our

mapping we get, (0,−1, 0) which is identical to the fourth vector of structure 2. Here the

matching ends and since no mismatch was found, our algorithm will return true. Pseudo-
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code for matching is given in Algorithm 3.13. This matching algorithm runs in O(n) time

where n is the length of the protein sequence.

Algorithm 3.13: match (Structure c1, Structure c2, int p)

1 mismatch←− 0
2 for i← 1 to N do
3 v1=c1.getVectorAtPos(i)
4 v2=c2.getVectorAtPos(i)
5 if empty map or partial map then
6 map(v1,v2)
7 if matchMap(v1,v2)==false then
8 mismatch++;
9 if mismatch > p then

10 return false

11 return true

Now consider structures as given in Table 3.12. After the match of the first vector the

map is found only for z axis, which is [ , ,−z]. Now, the next pair of vectors, maps the

y axis by −y and the map becomes, [ ,−y,−z]. The third pair of vectors completes the

mapping, by taking −x for x. At this stage, the rest of the vectors in the first structure

(here in this example 4th vector) are transformed using the full mapping [−x,−y,−z]. In

this example, two structures match.

Implementation

We used the source code of GA+ implementation in [218]. The program was written

in Java. GA+ used relative encoding to represent the structures and string matching

for similarity comparison. We altered the encoding, decoding and matching algorithms in

GA+ . The matching algorithm has a proximity parameter p, which is set to the amount of

mismatch for a particular percentage of mapping. The effect of this approximate matching

is also discussed in Section 11.

Experimental Evaluation

We ran experiments on the same environments used in the previous sections. For each

of the protein sequences, we performed 20 runs and each run was set to finish after 5

hours. We incorporated our encoding and approximate matching scheme within the GA+

framework [218]. We kept all other parameters of the algorithm the same except encoding,

decoding and matching scheme. Three sets of results are presented in Table 3.13 with three

different encodings: absolute encoding, relative encoding and our encoding. Note that,

the results with relative encoding represents previous state-of-the-art results. We used

the same set of protein sequences used in Section 8. The best and average energy levels

achieved by the three encodings are reported.
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Protein Our Encoding Absolute Encoding Relative Encoding[13]

Id Len El best avg best avg RI (%) best avg RI (%)

F1 180 -378 -355 -346 -347 -337 21.95 -350 -340 15.78

F2 180 -381 -362 -350 -352 -343 18.42 -351 -343 18.42

F3 180 -378 -366 -359 -360 -351 29.62 -367 -352 26.92

R1 200 -384 -359 -347 -360 -343 9.75 -355 -345 5.12

R2 200 -383 -364 -353 -357 -344 23.07 -353 -342 26.82

R3 200 -385 -363 -349 -360 -343 14.28 -364 -343 14.28

3no6 229 -455 -413 -403 -414 -395 13.33 -407 -397 10.34

3mr7 189 -355 -329 -320 -319 -312 18.60 -329 -320 0

3mse 179 -323 -292 -284 -283 -277 15.21 -287 -279 11.36

3mqz 215 -474 -422 -407 -417 -404 4.28 -427 -407 0

3no7 279 ? -497 -484 -505 -484 - -511 -483 -

3no3 258 -494 -421 -400 -421 -396 4.08 -413 -398 2.08

Table 3.13: Experimental results of GA+ with our encoding, absolute encoding and relative
encoding [13] in FCC lattice.

Result Analysis

The bold faced values in Table 3.13 are the best values found for each of the proteins

in terms of average energy levels achieved. It is clearly evident that for all the proteins

our algorithm achieves average energy levels no worse than other encodings and hence

improves over the state-of-the-art results. Moreover, in most of the cases our algorithm is

able to find the best solutions compared to other encodings (shown in italic fonts).

Relative Improvement

We report the relative achievement defined by Equation 3.4 of our encoding measured in

terms of the difference with optimal bound of the energy level in the Column “RI (%)” of

Table 3.13. Relative improvement for absolute encodings ranges from 4% to 29%. Only

for one protein 3no7, the average of energy level achieved are equal. In case of relative

encoding [13], relative improvement ranges from 2% to 26% except that there are two cases

where average energy level achieved by both encodings are same. We clearly see that our

encoding produces structures that significantly improves over other encodings and state-

of-the-art method in terms of average energy levels achieved. We also performed statistical

t-test with confidence level of 95% to confirm the significance of improvement.

Effective Twin Removal

In Table 3.14 we report the average total number of solutions generated by GA+ algorithm

with our encoding, absolute encoding and relative encoding [13]. We also report average

number of twins discarded and the percentage (in Column ‘%’) of that to the total number

for each of the encodings. The best percentage values are shown in bold faced fonts. From

93



3.1. Memory Based Local Search Chapter 3. Methodology Development

Protein Our Encoding Absolute Encoding Relative Encoding [13]

Id solutions twins % solutions twins % solutions twins %

F1 35.13 1.2231 3.48 25.15 0.7814 3.1 30.79 0.8579 2.7

F2 32.57 1.0715 3.29 36.90 1.2566 3.4∗ 30.58 0.8599 2.8

F3 34.61 1.1574 3.34 30.97 .9926 3.2 29.30 0.6767 2.31

R1 27.79 0.7465 2.68 31.23 0.8067 2.58 24.28 0.4268 1.75

R2 27.94 0.6801 2.43 25.79 0.6342 2.45∗ 21.16 0.3278 1.54

R3 29.77 0.7177 2.41 24.82 0.6229 2.51∗ 26.66 0.6377 2.39

3mse 32.19 1.0563 3.28 37.45 0.1353 0.36 36.23 1.1183 3.08

3mr7 30.04 0.8444 2.9 24.11 0.2986 1.23 25.51 0.4650 1.82

3mqz 23.64 4.3276 1.83 25.00 0.5092 2.03∗ 21.1 0.3908 1.85

3no6 24.15 0.4689 1.94 23.50 0.4269 1.81 21.73 0.3092 1.42

3no3 18.06 0.2722 1.51 18.24 0.2927 1.60∗ 19.64 0.2505 1.27

3no7 12.79 0.1594 1.24 17.42 0.2586 1.48∗ 12.36 0.1305 1.05

Table 3.14: Average number of solutions generated (in millions) and twins discarded (in
millions) by our encoding, absolute encoding and relative encoding [13], each protein was
given 20 runs, each with 5 hours time limit.

the values reported in Column ‘twins’ we see that for each of the proteins our encoding

discards more twins in number than the relative encoding. Successful twin removal effects

in the search process by creating necessary diversification and the improvement in the

result is evident for that. Moreover, we observe that for each of the proteins number

of solutions generated is larger for our encoding. It is an indication of the efficiency in

computation and matching and also shows that GA+ traverses a greater search space using

our encoding compared to relative encoding, given the same time limit. In case of absolute

encoding, its faster because of the string matching and supposed to generate and discard

more twins. However, it can not solve the problem with rotational symmetry. The asterisk

marked values are cases where absolute encoding was able to find more twins in terms of

percentage to the total number of solutions generated. However, the twins it discards are

only translational isomorphic.

Effect of Approximate Matching

We ran the same experiments by varying our matching proximity measure. In case of twin

removal, generally two structures are considered to be the same if they are 100% similar.

Using our encoding, we varied this proximity measure by 80% and 60%. It resulted in an

increase in discarded solution, which is very natural and also improved the performance of

search. In Figure 3.16, we show the average improvement, ∆E of approximate matchings

over the 100% matching for twin removal. In all the proteins, the approximate matchings

were able to improve over the 100% matchings.

∆Ex% = Energyx%average − Energy100%average (3.5)
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Figure 3.16: Gain in average energy level (∆E) of 60% and 80% approximate matching
over 100% matching for different proteins, ∆E is defined in Eq. 3.5, where x% is the
approximate percentage of similarity.
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Figure 3.17: Search progress of GA+ for protein R1 with time for different encodings.

Search Progress

To observe the effect of our encoding on the search we plot the average energy level achieved

by GA+ with all three encodings over five hours for protein R1 in Figure 3.17. Notice

that, from the beginning, there is a fall in the energy in our technique and it continues to

improve, while the behavior of other two encodings are almost similar.

3.1.6 Summary

In this section, we presented a memory based local search method for simplified protein

structure prediction problem. Several techniques are presented that addresses the re-

visitation, stagnation and symmetry encountered during local search. First, we have

presented a memory-based local search that stores a proportion of local minima to prevent

re-visitation and shown the improvement of performance in comparison to state-of-the-

art methods. We have also shown the effects of choosing different proximity measure for

95



3.2. Mixed Heuristic Search Chapter 3. Methodology Development

discarding candidates after matching and storing different proportion of local minima.

We believe that, exploring the selection criteria for storing local minima will result into

further improvements. Moreover, incremental implementation of the matching and use of

more efficient data structures like digital hash trees will improve the performance of the

algorithm. It is also possible to apply this technique with any local search method such

as genetic algorithms or constraint-based local search algorithms. Secondly, we proposed

a restart mechanism along with the memory based search that outperforms the state-of-

the art algorithms. We stored the elite conformations in a set and later use them for

restart whenever the search stagnates. Together, these two builds up the memory based

framework for simplified protein structure prediction. However, these are also applicable

to other domains such as propositional satisfiability and vehicle routing. Finally, we

presented an encoding scheme for protein structures in lattice. Our encoding is non-

isomorphic in nature and results in better twin removal for genetic algorithms. We also

use the approximate matching scheme used in our memory based search which enables

near-similar solutions to be discarded from the population of genetic algorithms. However,

we did not apply the encoding to our memory based search since in each step of the search

the matching with the stored local minima is more expensive then twin removal and the

efficient packed format helps to reduce the cost. However, more efficient implementations

of the memory will help us to take the advantage of the encoding.

We believe that use of domain specific heuristics while selecting the conformations

can further improve the performance of local search. In the next section, we derive such

heuristics for HP model and other elaborate energy models. Moreover, we implemented

more sophisticated move sets for generating neighbors and incorporated them within a

constrained based local search framework. Next section provides the details of these

techniques.

3.2 Mixed Heuristic Search

In the previous section, we provided a brief introduction of stochastic local search and de-

scribed various techniques to handle re-visitation, stagnation and symmetry during search.

The step function is an essential part of a local search as shown in Figure 3.1. It is used to

select candidate structures during the search. Along with the stochastic component of the

step function, the decision is often taken based on the fitness or quality of the solutions

or neighbors generated.

It is known that a greedy selection strategy of candidates based on the energy or

original fitness functions does not necessarily lead to a short path to an optimal solution.

Rather, greedy selection often leads to local minimums where the search gets trapped.

In search methods like A* search, where the goal is unknown, a heuristic measure is

used along with the path cost. In case of protein structure prediction, the goal is unknown

and we do not know much about the energy function. Use of the energy function only

for search guidance is not much helpful. A typical scenario is sketched in Figure 3.18.
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In this figure, two candidate structures are shown in square lattice for the HP protein

sequence HPPHPPHH. The structures are: (a) SLLRRLS and (b) SLLSSLL. Here,

the symbols in square lattice denotes different relative directions in the lattice. ‘L’ denotes

‘left’, ‘R’ denotes ‘right’ and ‘S’ denotes ‘straight’. The energy value or fitness function

value for the candidate structures are determined by the number of H contacts. Energy

for these two structures are -1 for the conformation (a) and -2 for the conformation (b).

An optimal structure for this particular sequence is structure (c) SLLRLLS with energy

-3. We note that according to fitness function, structure (b) is preferred to structure (a).

However, if we consider rotation as neighborhood generators it takes at least 3 rotations to

convert structure (b) to (c). We also note that though the structure (a) has higher energy

function value, it takes only 1 rotation to convert it to structure (c). In this situation if

the selection is done in a greedy way using fitness function only, (b) will be selected which

leads to longer path towards the optimal solution. Increase in the length of the sequence

and more elaborate and complex energy models with sophisticated moves may impose

several other difficulties in selection. Moreover, local search algorithms guided by a single

heuristic function often gets trapped in plateau region or local minima. One heuristic can

possibly take the search out of the trap of local minima of another different heuristic. In

stead of guiding the search by a single fitness function, we propose to use several heuristics

and select one of them at each iteration.
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Figure 3.18: Candidate selection in local search.

We believe that using intelligent heuristic functions other than energy function or

fitness function leads the search towards a promising direction. In this section, we derive

and apply such domain specific heuristic functions for HP energy model and an elaborate

energy model [9]. We develop a constraint based local search framework in order to apply

our heuristics. We also developed sophisticate movesets to generate search neighborhood

and incorporate them wihtin the constraint based local search framework.

The rest of this section is organized as follows: Section 3.2.1 provides a description
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Local Search = Model + Search

Constraint Programming = Constraints + Search

Table 3.15: Analogy between local search and constraint programming.

of constraint based local search (CBLS), CP model for our algorithm and Platypus, a

constraint based local search framework that we use in the rest of this thesis; Section 3.2.4

describes the heuristics for HP model and the hybrid local search method; Section 3.2.5

presents the heuristic functions for the elaborate models and the section concludes with

possible future directions and a summary in Section 3.2.6.

3.2.1 Constraint Based Local Search

The central idea in constraint programming is to separate the search from the model. The

model of constraint programming consists of the variables, their domains, constraints and

objective functions. In local search, the search also depends on a model that formulates

the problem and the solution space (see the analogy in Table 3.15). However, search

in the constraint programming paradigm can either be of systematic or local in nature.

Constraint programming when guided by local search is termed as constraint based local

search (CBLS). The modeling and programming language community have largely ignored

local search for solving hard combinatorial optimization problems. Pascal Van Hentenryck

and Laurent Michel proposed the first modeling language for local search, LOCALIZER

[275, 276] and introduced the use of invariants to specify incremental algorithms declar-

atively. Later, they developed COMET [277, 278, 279], a constraint-based architecture.

Since then there has been many developments in the field of constraint based local search.

Recently, Newton et al. [280] developed Kangaroo, another successful constraint based

framework based on lazy propagation.

Development of such constraint based frameworks provides a number of innovative

modeling and control abstractions for local search in the spirit of constraint programming.

There are several reasons of using such frameworks. Firstly, it is the use of a rich modeling

and search language for local search. In systems like COMET or Kangaroo, search and

modeling are written either in C++ or similar language. Lower level details of local search

are often dealt by the framework. Moreover, the separation of model and search allows

extensibility and flexibility and it makes possible to change the model without chang-

ing the search procedure. Nonetheless, invariants of the framework provides a efficient

implementation for incremental search algorithms.

We developed a local search framework for PSP based on the CBLS system Kangaroo.

It is called ‘Platypus’ and we use this framework for experiments in this section and the

rest of this thesis. Next section presents a constraint programming model for the problems

related to this section followed by a brief overview of platypus.
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3.2.2 The CP Model

In the simplified protein structure prediction model, we are given a sequence S of n amino

acids as input. Each amino acid si ∈ S is from the alphabet
∑

. In case of HP model,∑
= {H,P}. For elaborate models, the alphabet consists of 20 different symbols, one for

each of the different amino acids.

Variables:

Each amino acid i is associated with a point, pi in the three dimensional Cartesian space

Z3. Therefore, each point pi consists of having different axis components.

pi ≡ (xi, yi, zi) ∈ Z3,∀i (3.6)

The decision variables are the x, y and z co-ordinates of a point. For a sequence of length

n, number of decision variables is 3n.

Domains:

We note that for cubic and FCC lattices, the points have integral components. Therefore,

the domains of these decision variables will be only integer values that conform with the

lattice. For a sequence of length n, the domain of the variables is the range [−n, n]. This

range allows the maximum span of a sequence to be stretched and still be with in the limits

set by the domains. We will assign the initial point to the origin, (0, 0, 0) and ensure that

the chain is always within the limits. Formally the domains are defined as below:

∀ixi ∈ [−n, n] (3.7)

∀iyi ∈ [−n, n] (3.8)

∀izi ∈ [−n, n] (3.9)

Constraints:

We have already stated that we assign the initial point to be origin (0, 0, 0). The rest

of the points now must follow the chain constraint and lattice constraint . For all of

the consecutive points, we define absolute vectors ~ai between points pi ≡ (xi, yi, zi) and

pi+1 ≡ (xi+1, yi+1, zi+1). Formally,

∀i~ai ≡ (xi+1 − xi)x̂+ (yi+1 − yi)ŷ + (zi+1 − zi)ẑ (3.10)

Here x̂, ŷ, ẑ are the unit vectors along the corresponding axis. Now, to maintain the

connectivity or chain constraint, each of this vectors should be one of the basis vectors

that generate the lattice points. Formally,
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∀i~ai ∈ {~v1, · · · , ~vk} (3.11)

Here, {~v1, · · · , ~vk} forms the basis for a particular lattice. Details of the basis vectors

for different lattices are given in Section 2.4.1. Now, we note that since the initial point

is set to the origin, which is a valid lattice point, all the points following the constraint

defined by Equation 3.11 follows the lattice constraint automatically.

The self-avoiding constraint is defined using the alldifferent constraint stating that two

different amino acids can not be assigned the same point in the lattice. Formally,

alldifferent(∀ipi) (3.12)

Objective Function:

Since the free energy of a protein structure is negative we are interested in minimizing the

energy. Energy of any structure or conformation c is defined as:

E(c) =
n∑

j≥i+1

contact(i, j).energy(si, sj) (3.13)

This is a very generic equation and holds for all kinds of energy models (same as

Equation 2.2). The term energy(si, sj) is the empirical energy value between two amino-

acids of type si and sj obtained from the energy matrix given for the particular energy

model [9, 11, 14, 26]. We define distance(i, j) as the Euclidean distances between two

points pi and pj , and û as the unit distance between two points in a lattice.

distance(i, j) =
√

(xi − xj)2 + (yi − yj)2 + (zi − zj)2, 1 ≤ i, j ≤ n (3.14)

û =

1 for cubic lattice
√

2 for FCC lattice
(3.15)

Now, contact can be defined as follows:

contact(i, j) =

1 if distance(i, j) = û

0 if distance(i, j) 6= û
(3.16)

Given this model, PSP can be defined as follows:

Given a sequence S of length n, find a self-avoiding walk p1, · · · , pn on the lattice

such that the energy i.e. obj = E(c) is minimized.
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3.2.3 Platypus

Platypus is a constraint based local search framework for PSP that we developed on top

of the constraint based local search (CBLS) system Kangaroo [280]. We developed a

level of abstraction using Kangaroo libraries that defines the model of the problem and

provides a generic support to the problem solving regardless of the lattice and energy

model chosen. Platypus also provides the necessary separation of the search from the

model, which is the key component and one of the major advantages of the CBLS systems.

Moreover, invariants help the search hide the lower level implementation of the incremental

calculations required at each step of the search method. We give a schematic diagram of

the Platypus framework in Figure 3.19. Rest of this section provides details about the

implementation and components of platypus.

Figure 3.19: Conceptual diagram of Platypus framework

Conformation. We use Cartesian co-ordinates of the amino-acid residues to represent

protein structures. Each amino-acid is a three dimensional point in the Euclidean space.

The domains of the variables are as specified in the last section. The variables along

with their domains are declared as range variables and part of a conformation which are
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initialized by an initialization function. However, we also keep internal vectors as optional

member of the conformation class, so that they can be utilized in the cases where encodings

are needed specially for memory-based search methods and genetic algorithms.

Self avoiding constraint. Self avoiding constraints are implemented by a hash-map

indexed by points themselves. It enables us to check whether any lattice position is

occupied or free in amortized runtime of O(1).

Connectivity constraint. The conformations are always valid or feasible, and satisfy

the connectivity constraint. Throughout the search, the moves are generated in such a

way that only feasible solutions are selected and the connectivity constraint is always

maintained automatically.

Lattices. Lattice is a generic interface in Platypus providing basic functionalities of

a lattice. It includes neighborhood relation, encodings (absolute and relative) and base

transformations. We implemented cubic and FCC lattices by extending the interface class.

Moves. All moves implemented in the Platypus framework extends a generic interface

move. Given a conformation and the point(s) of operation, the particular move generates

changes in the points in the conformation and returns a set of points. We call them change

set . Once we have the change set for a particular move, we can simulate the move, by

propagating the values of the corresponding variables only. Once selected for execution,

the change set is executed.

Invariants. We create invariants in the CBLS system provided by Kangaroo to maintain

our heuristics and other functions incrementally. Invariants are special constructs that are

defined by using simple mathematical operators over the variables. We create invariants

for each of the heuristic functions. These invariants enable us to simulate the generated

moves and get the difference in heuristic values for each of the moves. The CBLS system

Kangaroo propagates the calculations in a lazy way and maintains the invariants in an

efficient way. Moreover, since we select only one heuristic at each iteration, the calculation

to simulate moves is kept minimal.

Functions. For each of the constraints, energy functions and heuristic functions we de-

fine functions in Platypus using invariants. Functions are two types: object and interface.

Interface functions specifies only the high level and generic attributes and methods re-

quired for the particular constraint or energy function. The object functions are directly

interfaced with the invariant engine.

Simulation of Moves. Simulation means temporarily computing the effect of a move

without committing it. Simulation of moves is done by propagating the values of the
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variables that are part of the change set generated by each feasible move. For each of the

moves from the move-list, it is possible to simulate the value for each of the functions.

Here, only the change in the invariant is calculated, invariant values are not updated and

the moves are not performed.

Execution of Moves. In this procedure, the moves are actually performed. Invariants

for all the heuristics are calculated and updated, and the new values are set for the

variables.

3.2.4 Hybrid Search in HP Model

Protein structure prediction based on Hydrophobic-Polar (HP) energy model essentially

becomes searching for a conformation having a compact hydrophobic core at the center.

The hydrophobic core minimizes the interaction energy between the amino acids of the

given protein. It has also been hypothesized that the native states often contain a hy-

drophobic core of non-polar and hydrophobic amino acid side chains [281, 282]. Local

search algorithms can quickly find a compact core by moving repeatedly from the current

solution to its “best” neighbor. However, once such a core is found, the search stagnates

and spends enormous effort in quest of an alternative core. Even when guided by a good

heuristic, the search oscillates within the same region of the search space and fails to im-

prove (see Section 3.1.3 for details). This obvious nature of the local search algorithms

results in stagnation. Large neighborhood techniques are adopted to handle this situation

in protein structure prediction [7, 123] and in other domains as well [283, 284]. Most of

these algorithms depend on constraint programming for neighborhood generation.

In this section, we attempt to restructure segments of a conformation with such com-

pact core. We suggest that by selecting one large segment or a number of small segments

and applying exhaustive local search to them it is possible to re-optimize and find alter-

nate cores. We call this local search operator jump move. The total number of amino-acid

positions affected by the segments selected in an iteration is dynamically adjusted with the

stagnation period. In constraint programming the search generally starts from a empty

solution and builds up the solution by assigning values to the variables. In a typical con-

straint programming iteration neighborhood is generated by expanding the solution by

selecting the next variable. Therefore, large neighborhood search techniques using con-

straint programming require traversing all possible solutions exhaustively. On the other

hand, typical local search methods make use of novel operators to generate neighbors,

where partial changes are made to the full solution to generate neighbor solutions very

quickly. Our algorithm belongs to local search family and do not use constraint program-

ming for neighborhood generation. We also apply a mix of heuristics so that one heuristic

can help escape local minima of another. These heuristics are derived from domain specific

knowledge.
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Algorithm 3.14: HybridSearchLWS(Conformation c)

1 initializeTabuList()
2 iteration←− 0
3 nonImprovingSteps←− 0
4 maxStable←− initStable
5 while iteration ≤ maxIteration do
6 selectSegmentType()
7 selectPoints()
8 generateMoveList()
9 selectCandidateHeuristic()

10 simulateMoves()
11 selectMove()
12 executeSelectedMove()
13 updateTabuList()
14 if improving then
15 segmentSize←− 1
16 nonImprovingSteps←− 0
17 maxStable←− initStable
18 else
19 nonImprovingSteps++
20 if nonImprovingSteps ≥ maxStable then
21 nonImprovingSteps←− 0
22 initializeTabu()
23 maxStable = maxStable * factor
24 segmentSize++

25 return globalBest

Proposed Optimization Technique

The pseudo-code for the search method is given in Algorithm 3.14. The search depends

on a novel search operator called jump move, that selects contagious or disjoint windows

or segments in the structure and tries to re-optimize it. Therefore, we also denote it

by large window search (LWS). The algorithm starts with a given conformation which it

attempts to re-optimize. It can be found from the initialization procedure or any other

local search procedure. At each iteration, our algorithm selects a number of points or

amino-acid positions depending on the segmentSize and segment type. Segment type

is selected at Line 6. There are two types of segments: contiguous segment or multiple

disjoint segments. Then, all feasible moves are generated (Line 8) using the selected

points and the jump move operator. These points are necessarily Cartesian co-ordinates

of amino-acid residues.

Once the feasible neighborhood is generated, thee moves are simulated and the changes

in the fitness function and heuristics are calculated. The simulate function (Line 10) up-

dates the fitness functions and the heuristic functions in an incremental fashion using

invariants. A heuristic is selected randomly for each iteration from the available heuristic
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functions and used to select the best move from the simulated values. Once a move is

selected, the conformation is updated by executing the move (Line 12). The execution

of the move updates the fitness functions and the heuristics as well. If there is a new

globalBest found, i.e. the move is improving all the parameters are reset to the initial

condition. If there is a stagnation, the segment size is increased and the stagnation param-

eter maxStable is multiplied by a given factor. We also maintain a tabu list that prevents

the recently used variables being selected or amino-acid residue move re-occurring. In the

rest of this section, we describe different components of the algorithm in details.

Segment Types

At each iteration, we select one large segment or a number of small segments (see Figure

3.20). Then, a number of points are selected to fill these segments, which are then used in

generating moves. The purpose of the segment search is to locally re-optimize the structure

within the segment. In case of contiguous types of segments, a single large subsequence

of the protein is selected and allowed to re-structure. However, in the case of disjoint

segments, multiple small subsequences are re-optimized simultaneously. Segment types are

selected randomly at each iteration using a uniform random distribution. The total number

of amino-acid positions added to the segments and selected in an iteration is determined

by segmentSize. The single segment type re-optimizes consecutive points whereas the

multiple segments allow box optimization, where we are interested in optimizing a certain

spatially co-located points which may not necessarily belong to contiguous segment in the

sequence. This multiple segment mechanism helps break the compact core since within a

given region of the compact core, not all the amino-acids form a sequential chain. Rather

amino-acids from separate parts interact each other to form a compact core.

(a) Contiguous Segment

(b) Disjoint Segments

Figure 3.20: Two types of segments selected during the search

Selection of Points We maintain a tabu list to prevent recently selected points to be

selected. The tabu tenure is selected randomly using a uniform distribution from the range
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[4, sequenceLength/8]. We select only those variables that are not in the tabu list. We

do not use any aspiration criteria since we do not know the effect of selecting a particular

move beforehand and the simulation for individual point is not done. In case of the single

large segment, we select the variables from the range [−segmentSize/2,+segmentSize/2]

around a randomly selected point, if none of them are in the tabu list. Though the tabu

record is kept for a single point, this mechanism requires all the points in a segment to be

out of tabu list and hence a different part of the structure is guaranteed to be selected for

re-structuring at each iteration. In the case of multiple segments, we select the variables

randomly that are not in the tabu list. It creates multiple segments each containing points

from different parts of the structure.

(a) Jump move of size 1, similar to diagonal moves

(b) Jump move of size 2, generic version of crank shaft moves

(c) Jump move of size 3, triple jump move

Figure 3.21: Different types of jump move depending on the size
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Operator: Jump Move

Once the variables are selected, the algorithm then generates all the possible moves for

those variables, keeping the rest of the chain un-effected. The operator that we propose

here is called jump move. The jump move depends on the number of points determined by

the segmentSize parameter used in this algorithm and on the available free neighboring

positions of those points in the lattice. Jump move operator has an initial size of 1 meaning

that only one point is moved around the free neighboring positions in a way such that rest

of the constraints are not violated. For size = 1, this is equivalent to diagonal move or kink

jump [285]. Figure 3.21 (a) is showing example of such move in the square lattice. The

pivot point or the selected point is shown as gray circle. For jump move size = 2, there

are more possible places where these two points can move to. One of them is equivalent

to the crank shaft move used in the literature (see Figure 3.21 (b)). Figure 3.21 (c) shows

a few examples of jump move considering 3 pivot points. Pseudo-code for the procedure

generateMoveList() for jump move is given in Algorithm 3.15.

Algorithm 3.15: generateMoveList(Conformation c, Segment w)

1 generator ←− initialize()
2 moveList←− ∅
3 repeat
4 currentMove = ∅
5 bSkip = true for i = 1→ sizeof(w) do
6 pprev = w.getPreviousPointAt(i− 1)
7 ~v = getDirectionVector(generator, i)
8 pnew = pprev + ~v
9 if occupied(pnew) then

10 skip(generator,i)
11 exit for

12 currentMove = currentMove ∪ {pnew}
13 if !bSkip then
14 moveList.add(currentMove)

15 until next(generator)

The algorithm starts with an initial generator string that assigns the first absolute

direction vector to all the positions. This direction vector is one of the basis vectors

between two consecutive points. For each of the points in the segment, a new point is

calculated using the generator string. The purpose of the generator string is to iterate all

possible absolute vectors in each direction from the previous point, pprev. For a position,

(i−1) /∈ w, where w denotes the selected segment, i.e. if the point or the position is not in

the selected segment w, the previous point pprev is found from the conformation directly.

The procedure also keeps track of the new points that are already added to the current

move (or change set). For any position, (i − 1) ∈ w, pprev is found from that temporary

list where current points are stored. Now, if that position is already occupied then the rest

of the generator string is ignored by calling the method skip(genrator, p). If all the new
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points are valid and guarantees feasibility, the move is added to the move list. The whole

process is repeated until the next(generator) function produces the last generator string.

Procedure skip(generator, p) allows necessary pruning in the segment search. Moreover,

this simple iterative implementation has no memory overheads for recursive calls or for

the book keeping operations that are needed for constraint programming. We have also

found that generating moves for multiple disjoint segments is faster than single contiguous

segment moves. Its due to the fact that single segments create contiguous empty space in

the lattice and results in an increase in the number of feasible sub-conformations.

A move set is complete if and only if any pair of valid configurations are mutually

reachable through a sequence of moves [5]. Jump moves are complete by nature since for

any two conformations, we can simply select those amino-acids which are not similar and

apply jump move. Jump move iterates or generates all possible moves using the selected

amino acid points. Therefore it is guaranteed that it will find the other conformation.

Heuristics

We explored a number of heuristics in our experiments. The best three are finally used.

These heuristics are mostly inspired by the hydrophobic collapse of the side-chains of

amino-acids occuring during the initial stage of the process of protein folding. They

finally evolve into a compact core of hydrophobic residues. We describe the heuristics

used in our experiments here:

1. Maximize pairwise H-H contacts: Select a move that minimizes the number of

contacts between two non-consecutive amino-acids.

h1 =
n∑

i,j:i+1<j

contact(i, j)× (si = H, sj = H) (3.17)

Here, contact(i, j) = 1, only if two monomers i and j are neighbors (or in contact)

on the lattice and 0 otherwise (also defined by Equation 3.16). This heuristic cor-

responds to the HP energy function (differing in sign only, HP energy is negative).

This heuristic function is not informative when multiple cores exist in a conforma-

tion and hydrophobic amino acids from one core is to be taken away to merge with

another core. Moreover, a large number of different conformations can have the same

heuristic evaluation and thus the search often get stuck in the plateaus.

2. Minimize all pair H-H distance: Select the move that minimizes the sum of

the squared distances between all pairs of non-consecutive hydrophobic amino-acids.

The heuristic is defined below:

h2 =
n∑

i,j:i+1<j

distance(i, j)2 × (si = H, sj = H) (3.18)
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Here, distance(i, j) denotes the Euclidean distance of two points in the Cartesian

space (also defined by Equation 3.14). This fitness function pulls all the hydrophobic

residues towards each other and helps form a compact core quickly. Whenever there

is a change in the position of a hydrophobic residue, the heuristic function value

changes. Thus it has less chance of getting stuck into the plateau region. However,

positioning of polar amino-acid residues are not taken into effect and the search

actually oscillates within a search region before it can really improve the structure.

This heuristic function is the same as the heuristic used in the local search framework

in [7], described in Section 3.1.2. The oscillating nature is shown in Section 3.1.3.

3. Minimize squared distance to hydrophobic core: Select the move that mini-

mizes the sum of distances from the H-amino acids to the hydrophobic core (Hc ≡
(xc, yc, zc)). We calculate the co-ordinates of the hydrophobic centroid from the

average of Cartesian co-ordinates of the hydrophobic amino-acids.

xc =
1

nH

nH∑
iH=0

xiH , yc =
1

nH

nH∑
iH=0

yiH , zc =
1

nH

nH∑
iH=0

ziH (3.19)

Here, nH is the number of hydrophobic amino-acids in the sequence and iH is the

index of each amino acid. Now the sum of the distances to this hydrophobic core

(Hc) is defined as below:

h3 =

nH∑
iH=0

(xc − xiH )2 + (yc − yiH )2 + (zc − ziH )2 (3.20)

This heuristic function has an interesting local property since, at each iteration it

updates the hydrophobic core, and thus provides new directions for the residues to

move to. The difference of this heuristic function with h2 is that instead of pulling

a hydrophobic residues towards each other, its pulling all of them towards the core.

Experimental Evaluation

We ran our experiments on High Performance Computing Cluster “Gowonda” provided

by Griffith University. Each node in the cluster is equipped with Intel Xeon CPU X5650

processors @2.67GHz, QDR 4 x InfiniBand Interconnect. Experiments in this section and

rest of the thesis are performed on this environment. We compared the performance of

the proposed method with the tabu search algorithm in [7] and the memory based search

described in Section 3.1.3. Throughout this section, tabu search and the memory-based

search are denoted by ‘LS-Tabu’ and ‘LS-Mem’ and the hybrid method is denoted as

‘LWS’. For each of the protein sequences, we ran each algorithm for 50 times given 5

hours time cutoff. LWS was initialized by the best solutions found by LS-Mem by a quick

run. For the quick run by LS-Mem, number of iterations was set to 10000. Rest of the

time was given to LWS to re-optimize. Thus LWS is used to re-optimize the structures
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found by LS-Mem, for which LS-Mem actually stagnates.

Implementation

We have implemented our algorithm in C++ using Platypus. The performance of the

segment search mainly depends on the move generation and heuristics calculation at each

iteration. Move generation code is written as a iterative routine as described in the

pseudo-code. The heuristics are maintained by defining functions using the invariants

within Platypus.

Results

We experimented with sequences from Tortilla benchmark, R and F instances and se-

quences taken from CASP9 only. For the tortilla benchmark set, time cutoff was set to 10

minutes. LS-Mem was run for 10,000 iterations with a stagnation parameter maxStable

set to 1000 and the rest of the time was given to LWS to re-optimize. Same parameter

setting were used for the combination of LS-Tabu and the large neighborhood search LNS

in [7]. LS-Mem and LS-Tabu were run individually with the same parameter setting as

used in Section 3.1.3. For larger sequences, we could not run the large neighborhood

search algorithm in [7] on these benchmarks since the COMET program exited with ‘too

much memory needed’ on our system. However, the best energy levels from their paper

are shown in the ‘LNS’ column. Since we used the same parameters for LS-Tabu and

LS-Mem, we show the results as reported in Section 3.1.4. LWS was initialized by the

best solutions from LS-Mem. The best and average energy levels are shown in Table 3.16.

For LWS, segmentSize and maxStable were initially set to 1 and 1000 respectively, and

multiplying factor was set to 1.2. LNS column contains no data for these six proteins

since they were not used in [7] and we could not run LNS for this instances too.

Analysis

From the average energy levels shown in bold-faced fonts in Table 3.16, it is clearly evident

that the hybrid algorithm LWS performs significantly better than the state-of-the-art

algorithms. We report the achievement of LWS in terms of relative improvement (R.I.%)

over other other algorithms in Table 3.17. This value is same as defined in Equation 3.4.

For all the proteins, our method achieves a significant improvement which we confirmed

by performing t-test with 95% confidence level.

For the Tortilla benchmarks or “Harvard” benchmarks, all of the three algorithms

reach near optimal results and the difference is very small in terms of energy level. We

do not report the relative improvement for these sequences since in most of the cases the

improvement is 100% (for each of the protein sequences, average energy levels achieved by

LWS is approaching the lower bound). Instead for each algorithm, we report in Table 3.18

the success rates to reach the optimal structures. Success rate is defined as the proportion
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Protein LWS LS-Mem LS-Tabu LNS

Id Len. El best avg best avg best avg best avg

H1 48 -69 -69 -69 -69 -68 -67 -65 -69 -67

H2 48 -69 -69 -69 -69 -68 -68 -63 -68 -66

H3 48 -72 -72 -71 -70 -68 -69 -63 -71 -68

H4 48 -71 -71 -71 -71 -68 -68 -64 -69 -67

H5 48 -70 -70 -70 -70 -68 -66 -64 -69 -67

H6 48 -70 -70 -70 -70 -69 -70 -65 -70 -68

H7 48 -70 -70 -70 -70 -68 -69 -64 -70 -67

H8 48 -69 -69 -69 -69 -67 -67 -62 -69 -66

H9 48 -71 -71 -71 -71 -69 -69 -65 -70 -68

H10 48 -68 -68 -68 -68 -67 -68 -64 -68 -66

R1 200 -384 -359 -346 -353 -326 -332 -318 -330 -

R2 200 -383 -360 -346 -351 -330 -337 -324 -333 -

R3 200 -385 -356 -349 -352 -330 -339 -323 -334 -

F1 180 -378∗ -362 -346 -360 -334 -338 -327 -293 -

F2 180 -381∗ -365 -354 -362 -340 -345 -334 -312 -

F3 180 -378 -367 -356 -357 -343 -352 -339 -313 -

3no6 229 -455 -416 -397 -400 -375 -390 -373 - -

3mr7 189 -355 -320 -305 -311 -292 -301 -287 - -

3mse 179 -323 -285 -270 -278 -254 -266 -249 - -

3mqz 215 -474 -422 -408 -415 -386 -401 -383 - -

3on7 279 ? -509 -493 -499 -463 -491 -461 - -

3no3 258 -494 -414 -394 -397 -361 -388 -359 - -

Table 3.16: The best and average energy levels achieved by the algorithms LWS, LS-Mem,
LS-tabu and LNS for the selected benchmark sequences in FCC lattice.

Seq Relative Improvement Seq Relative Improvement

Id El LS-Mem LS-Tabu Id El LS-Mem LS-Tabu

R1 -384 34.48% 42.42% 3no6 -455 27.5% 29.26%

R2 -383 30.18% 37.28% 3mr7 -355 20.63% 26.47%

R3 -385 34.54% 41.93% 3mse -323 23.18% 28.37%

F1 -378∗ 27.27% 37.25%∗ 3mqz -474 25% 27.47%

F2 -381∗ 34.14% 42.55%∗ 3on7 - - -

F3 -378 37.14% 43.58% 3no3 -494 24.81% 25.92%

Table 3.17: Relative improvements achieved by our approach over the average energy
levels achieved by LS-Mem and LS-Tabu for large instances.

of times an algorithm is able to produce an optimal structure. We note that, the hybrid

algorithm LWS shows superior performance over other methods in terms of success rates.

Search Progress. We show search progress of three algorithms (LWS, LS-Mem and LS-

Tabu) for the protein sequence R1 in Figure 3.22. Average energy levels achieved by each
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Seq Success Rate Seq Success Rate

Id El LWS LNS LS-Mem LS-Tabu Id El LWS LNS LS-Mem LS-Tabu

H1 -69 32% 6% 4% 0% H6 -70 16% 10% 4% 2%

H2 -69 18% 0% 2% 0% H7 -70 12% 4% 4% 0%

H3 -72 24% 0% 0% 0% H8 -69 20% 4% 2% 0%

H4 -71 26% 0% 2% 0% H9 -71 16% 0% 2% 0%

H5 -70 22% 0% 2% 0% H10 -68 24% 8% 2% 2%

Table 3.18: Success rate of LWS for Tortilla benchmarks compared to LNS, LS-Mem and
LS-Tabu
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Figure 3.22: Search progress for protein sequence R1 with time for three algorithms

of the algorithms for 50 runs are shown. LS-Tabu and LS-Mem achieve almost the same

levels of energy initially, but as soon as the search makes progress, they fail to overcome

stagnation and do not improve after a certain level. However, LWS starts from a low

energy level and keeps improving the solutions. It adjusts the segmentSize dynamically,

which results in more perturbation and produces better results. Effect of the size of this

parameter is described in next section.

3.2.5 Heuristics for Elaborate Models

One great difficulty in protein structure prediction is due to the unknown factors in the

actual energy function. Moreover, the energy models available are often not very informa-

tive particularly when spatially similar structures are compared during search. Elaborate

20×20 energy models are more realistic than the simple 2×2 energy models like HP energy

models. However, very few heuristic functions exist in the literature and they have been

mostly derived for simpler models such as HP energy model. In this section, we propose

to use a number of domain specific heuristic functions in a mixed fashion alongside the

given elaborate energy model. These heuristics are of the first kind to be used along with
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the elaborate energy models.

The intention of using these heuristics is the same as mentioned in previous section

for HP model: one heuristic function could be useful when another is not. Moreover,

switching heuristics prevents premature convergence of the search w.r.t a given heuristic.

Alternating heuristic functions during search has been found useful in other domains

such as planning and scheduling. Here, we propose several novel heuristics and show their

collective effectiveness within a local search algorithm. Results are also interesting because

the heuristics that we use are individually weaker in performance than the energy function,

but collectively produce stronger results.

We use a realistic 20 × 20 energy model described in [9] and consider 3D cubic and

face centered cubic (FCC) lattices separately and place the α-carbon atoms on the lattice

points. The constraint model is also the same as is used in the previous section except that

we are minimizing a different objective function since the energy model is different. We

propose a local search algorithm that uses two different neighborhood operators, maintains

taboo over recently used amino-acid positions, and is guided by a mix of heuristics. The

rest of the section is organized as follows: first we describe the energy model. Then we

present a detail description of the heuristics followed by the details of the search technique.

Then we report experimental results and analyses.

Energy Model

Several researchers in the literature has proposed statistical energy models for protein

structure prediction [9, 11, 14, 26]. Empirical contact energies are calculated on the

basis of information available from selected protein structures, with respect to a defined

reference state, according to the quasi-chemical approximation. To each amino acid pair

in contact an additive energy is assigned and the energy of the protein can be estimated

from the sum of all pairwise energies. In [9], authors derived contact energies from the

potential of mean force theory relying on contact counts and solvent accessibility. They

presented a table of empirical contact potential that points out the energy contributions

associated to pairs of amino acids si and sj in contact, described by the commutative

function energy(si, sj). These energy contributions are developed from statistical methods

applied to structures obtained from X-rays and NMR experiments. We use this energy

model for structure prediction in this section. The matrix is given in Table 3.19. The

calculation of free energy of a structure is defined by Equation 3.13.

Heuristics

The heuristics that we propose in this section for the elaborate models is based on the

assumption that not all contacts are equally desirable in the lattice. In simplistic energy

models such as HP energy model, the obvious desirable contacts we seek is between two

non-consecutive hydrophobic amino acids since only hydrophobic-hydrophobic contacts

contribute in the calculation of the free energy. For elaborate energy models, the situation

113



3.2. Mixed Heuristic Search Chapter 3. Methodology Development

CYS MET PHE ILE LEU VAL TRP TYR ALA GLY

CYS -3.477 -2.240 -2.424 -2.410 -2.343 -2.258 -2.08 -1.892 -1.7 -1.101
MET -2.240 -1.901 -2.304 -2.286 -2.208 -2.079 -2.09 -1.834 -1.517 -0.897
PHE -2.424 -2.304 -2.467 -2.53 -2.491 -2.391 -2.286 -1.963 -1.75 -1.034
ILE -2.410 -2.286 -2.530 -2.691 -2.647 -2.568 -2.303 -1.998 -1.872 -0.885
LEU -2.343 -2.208 -2.491 -2.647 -2.501 -2.447 -2.222 -1.919 -1.728 -0.767
VAL -2.258 -2.079 -2.391 -2.568 -2.447 -2.385 -2.097 -1.79 -1.731 -0.756
TRP -2.08 -2.09 -2.286 -2.303 -2.222 -2.097 -1.867 -1.834 -1.565 -1.142
TYR -1.892 -1.834 -1.963 -1.998 -1.919 -1.790 -1.834 -1.335 -1.318 -0.818
ALA -1.700 -1.517 -1.750 -1.872 -1.728 -1.731 -1.565 -1.318 -1.119 -0.290
GLY -1.101 -0.897 -1.034 -0.885 -0.767 -0.756 -1.142 -0.818 -0.29 0.219
THR -1.243 -0.999 -1.237 -1.360 -1.202 -1.240 -1.077 -0.892 -0.717 -0.311
SER -1.306 -0.893 -1.178 -1.037 -0.959 -0.933 -1.145 -0.859 -0.607 -0.261
GLN -0.835 -0.720 -0.807 -0.778 -0.729 -0.642 -0.997 -0.687 -0.323 0.033
ASN -0.788 -0.658 -0.790 -0.669 -0.524 -0.673 -0.884 -0.670 -0.371 -0.230
GLU -0.179 -0.209 -0.419 -0.439 -0.366 -0.335 -0.624 -0.453 -0.039 0.443
ASP -0.616 -0.409 -0.482 -0.402 -0.291 -0.298 -0.613 -0.631 -0.235 -0.097
HIS -1.499 -1.252 -1.330 -1.234 -1.176 -1.118 -1.383 -1.222 -0.646 -0.325
ARG -0.771 -0.611 -0.805 -0.854 -0.758 -0.664 -0.912 -0.745 -0.327 -0.050
LYS -0.112 -0.146 -0.27 -0.253 -0.222 -0.2 -0.391 -0.349 0.196 0.589
PRO -1.196 -0.788 -1.076 -0.991 -0.771 -0.886 -1.278 -1.067 -0.374 -0.042

THR SER GLN ASN GLU ASP HIS ARG LYS PRO

CYS -1.243 -1.306 -0.835 -0.788 -0.179 -0.616 -1.499 -0.771 -0.112 -1.196
MET -0.999 -0.893 -0.720 -0.658 -0.209 -0.409 -1.252 -0.611 -0.146 -0.788
PHE -1.237 -1.178 -0.807 -0.79 -0.419 -0.482 -1.330 -0.805 -0.270 -1.076
ILE -1.36 -1.037 -0.778 -0.669 -0.439 -0.402 -1.234 -0.854 -0.253 -0.991
LEU -1.202 -0.959 -0.729 -0.524 -0.366 -0.291 -1.176 -0.758 -0.222 -0.771
VAL -1.24 -0.933 -0.642 -0.673 -0.335 -0.298 -1.118 -0.664 -0.2 -0.886
TRP -1.077 -1.145 -0.997 -0.884 -0.624 -0.613 -1.383 -0.912 -0.391 -1.278
TYR -0.892 -0.859 -0.687 -0.670 -0.453 -0.631 -1.222 -0.745 -0.349 -1.067
ALA -0.717 -0.607 -0.323 -0.371 -0.039 -0.235 -0.646 -0.327 0.196 -0.374
GLY -0.311 -0.261 0.033 -0.23 0.443 -0.097 -0.325 -0.05 0.589 -0.042
THR -0.617 -0.548 -0.342 -0.463 -0.192 -0.382 -0.720 -0.247 0.155 -0.222
SER -0.548 -0.519 -0.26 -0.423 -0.161 -0.521 -0.639 -0.264 0.223 -0.199
GLN -0.342 -0.26 0.054 -0.253 0.179 0.022 -0.29 -0.042 0.334 -0.035
ASN -0.463 -0.423 -0.253 -0.367 0.160 -0.344 -0.455 -0.114 0.271 -0.018
GLU -0.192 -0.161 0.179 0.16 0.933 0.634 -0.324 -0.374 -0.057 0.257
ASP -0.382 -0.521 0.022 -0.344 0.634 0.179 -0.664 -0.584 -0.176 0.189
HIS -0.720 -0.639 -0.290 -0.455 -0.324 -0.664 -1.078 -0.307 0.388 -0.346
ARG -0.247 -0.264 -0.042 -0.114 -0.374 -0.584 -0.307 0.2 0.815 -0.023
LYS 0.155 0.223 0.334 0.271 -0.57 -0.176 0.388 0.815 1.339 0.661
PRO -0.222 -0.199 -0.035 -0.018 0.257 0.189 -0.346 -0.023 0.661 0.129

Table 3.19: 20×20 empirical energy interaction matrix given in [9]

is sightly different. Here, all possible types of amino acid contacts contribute to the energy

function. For convenience, we first define two groups of amino acid pairs. The first group

consists of affine pairs. A contact between the amino acids of an affine pair is desirable

for minimizing the free energy. The second group contains repellent pairs. For free energy

minimization, a contact between amino acids of such a pair is not desirable. The grouping

is determined by setting a threshold energy level eth. An amino acid pair (si, sj) falls

into the affine group if energy(si, sj) < eth, otherwise it is a repellent pair. The value of

energy(si, sj) is taken from the energy matrix in [9]. Ideally, eth should be 0. However,

we set it to be −0.5; this is to prevent amino acid pairs of weak affinity from coming
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close to each other and forming a premature compact core. Conceptually, this grouping is

similar to the hydrophobic and polar groupings based on the polarity of the amino acids.

However, the differences lie in that the energy(si, sj) values are based on the potentials

derived statistically from protein data banks. However, 31% of the contact types fall into

the repellent group and the rest in the affine group. Moreover, we define long rage contacts

as contacts between those amino acids which are in long separation in the given sequence

but comes into contact in the lattice. Long range contacts are desirable property for native

state of a protein [286].

1. Minimize the sum of Cartesian distance of affine pairs: This heuristic func-

tion is defined as:

h1 =
∑

j>i+1:(si,sj)εA

distance(si, sj) (3.21)

where, A is the set of affine pairs of amino acids and distance(si, sj) is the Cartesian

distance between si and sj on the lattice (also defined by Equation 3.14). While

using this heuristic, we select a move that minimizes the value of h1. This heuristic

thus helps move the affine pairs close to each other. This heuristic is similar to the

heuristic defined in Equation 3.18 that minimizes sum of square distances between

all H-H pairs in HP model. However, we do not use squared distance as it hugely

favors moving amino acids at the outer-side than those at the inner-side.

2. Maximize the sum of Cartesian distance of repellent pairs: This heuristic

function is defined as:

h2 =
∑

j>i+1:(si,sj)εR

distance(si, sj) (3.22)

where, R is the set of repellent pairs of amino acids. While using this heuristic, we

select a move that maximizes the value of h2. This heuristic helps move the repellent

pairs away from each other and thus create space for the affine pairs to fill in.

3. Maximize the total number of contacts: This heuristic computes the number

of contacts between any pairs of amino acid.

h3 =
∑
j>i+1

contact(si, sj) (3.23)

For this heuristic, we select a move that maximizes the value of h3. This heuristic

is intended to increase the contacts between the amino acid pairs regardless of their

affinity grouping and hence increases interaction.

4. Maximize the sum of sequence distance of contacts: This heuristic is defined

as:

h4 =
∑
j>i+1

seqdist(si, sj).contact(si, sj) (3.24)
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where seqdist(si, sj) denotes the sequence distance (j− i) between si and sj . For this

heuristic, we select a move that maximizes h4. This heuristic is intended to bring

amino acids that are apart in the sequence closer. This reduces the chance of forming

contacts between amino acids that are close on the sequence (chain neighbors); such

contacts leave the amino acids at the ends being dangling. In other words, this

heuristic maximizes the long range contacts.

Proposed Search Technique

In this section, we describe the details of the search procedure: neighborhood generation

operators, search algorithm, initialization function and implementation.

Neighborhood Operators

The search algorithm uses two types of operator to generate neighbors: jump moves and

pull moves. Pull moves [5] provide a generic move-set for any types of discrete lattice.

Pull moves allow the amino acid monomers of a structure to be pulled along the length.

Although the pulling effect is minimized locally, this affects the interactions among a

large number of amino acid pairs. Thus both the structure and its energy value could be

significantly changed. Pull moves, though effective, require comparatively long time to

find structures with small local changes (see Section 2.4.4 for details).

One-monomer kink jumps or two-monomer crank shaft moves [285] can quickly change

the conformation. In the previous section, we extended these moves to design a generic

jump move that works effectively for both single and multi-point changes and is able to

re-optimize the sub-structures.

Search Algorithm

Pseudo-code for the search procedure is given in Algorithm 3.16. The algorithm starts

with a bounded initialization. Rest of the algorithm is similar to that in Algorithm 3.14

except in Line 7 where a move type is selected in stead of segment type. Here, in stead

of a single operator, we consider two move operators for generating neighbors. In each

iteration, a move type is selected randomly and all feasible moves are generated for that

move type. Pull moves are given less probability than jump moves. Stagnation occurs

if there is no improvement in the global best solution for a number of iterations. This

number is determined by a stagnation parameter. At each improvement in the global best

solution, the stagnation parameter is set to the initial value, whereas it is multiplied by a

factor at stagnation. The size of a jump move also depends on the stagnation parameter.

Every time the search faces stagnation, the size of a jump move is increased and is set

to 1 whenever the search makes improvement in finding a new global best. The search

thus exhibits an adaptive nature. The type of a jump move (segmented or contiguous) is

selected randomly.

116



3.2. Mixed Heuristic Search Chapter 3. Methodology Development

After the move selection, the points are selected randomly depending on the tabu

list. At each iteration, a tabu list is maintained on the recently used points. After the

instantiated moves are generated at each selected point, simulation is done using the

selected heuristic function for that iteration. Simulation of a move temporarily calculates

the changes in the heuristic functions without committing the move. Heuristic selection

is made randomly in each iteration to prevent premature convergence w.r.t. a particular

heuristic. Nevertheless, the structure with the best evaluation w.r.t. to the selected

heuristic is then chosen for execution (i.e. committing the change) and the search proceeds

(even if the resultant structure is worse than the current one). Note that the changes in

the energy value do not affect the choices made during search. As noted before, the jump

size changes with stagnation or improvement in the search.

Algorithm 3.16: MixedHeuristicSearch()

1 initializeConformation()
2 initializeTabuList()
3 iteration←− 0
4 nonImprovingSteps←− 0
5 maxStable←− initStable
6 while iteration ≤ maxIteration do
7 selectMoveTypeRandomly()
8 selectPoints()
9 generateMoveList()

10 selectCandidateHeuristic()
11 simulateMoves()
12 selectMove()
13 executeSelectedMove()
14 updateTabuList()
15 if improving then
16 jumpSize←− 1
17 nonImprovingSteps←− 0
18 maxStable←− initStable
19 else
20 nonImprovingSteps++
21 if nonImprovingSteps ≥ maxStable then
22 nonImprovingSteps←− 0
23 initializeTabu()
24 maxStable = maxStable * factor
25 jumpSize++

26 return globalBest

Initialization

We initialize the solution by generating a valid structure that is bounded by a sphere

of radius r = 3
√
l ∗N/4, where l is the length of the protein sequence and N is the co-

ordination number of the lattice. This formula is roughly derived as follows: a sphere with
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radius r has a volume 4/3πr3 ≈ 4r3 when π ≈ 3; each unit volume roughly contains N

lattice points and we want to put l points on the lattice. We start assigning valid basis

vectors to the contacts between consecutive amino acid monomers and backtrack whenever

there is a violation in any of the constraints. This method gives a compact initial structure

(see Figure 3.23).

Figure 3.23: Compact structure generated in the face centered cubic (FCC) lattice by the
bounded initialization procedure for the protein 4PTI.

Implementation

We implemented the algorithm in C++ on top of the Platypus framework using invariants

provided by Kangaroo. The model is similar to that defined in Section 3.2.2 except an

elaborate energy model is used here. Implementations of heuristics and moves are also

done in the similar way.

Experimental Evaluation

We ran our experiments on the same cluster used in Section 3.2.4. We compared the

performance of our approach with the hybrid algorithm proposed in [123].3 In the hybrid

algorithm [123], a random structured initialization procedure is followed by large neigh-

borhood search using COLA solver [188]. Randomly selected large chunks of amino-acid

points are selected for large neighborhood search using constraint programming and ex-

haustive generation. The local search follows a simulated annealing optimization method.

For each of the benchmark protein sequences, we ran each algorithm 50 times with a fixed

time limit of one hour. The stagnation parameter and jump size was initially set to 1000

and 1. The multiplying factor was kept 1.2.

Results and Analysis

To evaluate our algorithm, we have used two sets of benchmark proteins. The first set of

proteins were also used in [123]. These proteins are of length in the range 54-74 (see upper

3We thank the authors for providing their source code.
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Id Length Sequence

4RXN 54 MKKYTCTVCGYIYNPEDGDPDNGVNPGTDFKDIPDDWVCPLCGVGKDQFEEVEE

1ENH 54 RPRTAFSSEQLARLKREFNENRYLTERRRQQLSSELGLNEAQIKIWFQNKRAKI

4PTI 58 RPDFCLEPPYTGPCKARIIRYFYNAKAGLCQTFVYGGCRAKRNNFKSAEDCM

RTCGGA

2IGD 61 MTPAVTTYKLVINGKTLKGETTTKAVDAETAEKAFKQYANDNGVDGVWTYD

DATKTFTVTE

1YPA 64 MKTEWPELVGKAVAAAKKVILQDKPEAQIIVLPVGTIVTMEYRIDRVRLFVDKL

DNIAQVPRVG

1R69 69 SISSRVKSKRIQLGLNQAELAQKVGTTQQSIEQLENGKTKRPRFLPELASALGV

SVDWLLNGTSDSNVR

1CTF 74 AAEEKTEFDVILKAAGANKVAVIKAVRGATGLGLKEAKDLVESAPAALKEGVS

KDDAEALKKALEEAGAEVEVK

3MX7 90 MTDLVAVWDVALSDGVHKIEFEHGTTSGKRVVYVDGKEEIRKEWMFKLVGKE

TFYVGAAKTKATINIDAISGFAYEYTLEINGKSLKKYM

3NBM 108 SNASKELKVLVLCAGSGTSAQLANAINEGANLTEVRVIANSGAYGAHYDIMGVY

DLIILAPQVRSYYREMKVDAERLGIQIVATRGMEYIHLTKSPSKALQFVLEHYQ

3MQO 120 PAIDYKTAFHLAPIGLVLSRDRVIEDCNDELAAIFRCARADLIGRSFEVLYPS

SDEFERIGERISPVMIAHGSYADDRIMKRAGGELFWCHVTGRALDRTAPLAAG

VWTFEDLSATRRVA

3MR0 142 SNALSASEERFQLAVSGASAGLWDWNPKTGAMYLSPHFKKIMGYEDHELPDEI

TGHRESIHPDDRARVLAALKAHLEHRDTYDVEYRVRTRSGDFRWIQSRGQALW

NSAGEPYRMVGWIMDVTDRKRDEDALRVSREELRRL

3PNX 160 GMENKKMNLLLFSGDYDKALASLIIANAAREMEIEVTIFCAFWGLLLLRDPEK

ASQEDKSLYEQAFSSLTPREAEELPLSKMNLGGIGKKMLLEMMKEEKAPKLSD

LLSGARKKEVKFYACQLSVEIMGFKKEELFPEVQIMDVKEYLKNALESDLQLFI

Table 3.20: Real benchmark sequences selected for experiment from PDB and CASP9

Cubic Lattice

Seq PDB ematrix heuristics

no Id Len best avg rmsd best avg rmsd

1 4rxn 54 -63.15 -59.96 6.41 -65.45 -62.52 6.36

2 1enh 54 -55.63 -53.98 6.93 -58.63 -56.41 6.71

3 4pti 58 -79.14 -75.33 8.42 -81.52 -77.19 7.92

4 2igd 61 -74.01 -66.01 9.38 -71.04 -68.96 9.37

5 1ypa 64 -96.64 -93.24 8.41 -100.53 -96.18 7.98

6 1r69 69 -79.10 -74.86 8.54 -82.66 -78.43 6.67

7 1ctf 74 -84.15 -81.34 8.58 -87.88 -84.77 7.89

8 3mx7 90 -117.49 -114.67 9.12 -127.73 -124.11 8.72

9 3nbm 108 -151.06 -147.89 9.28 -157.13 -156.57 8.92

10 3mqo 120 -168.33 -165.13 9.72 -177.72 -174.49 9.38

11 3mr0 142 -154.80 -154.80 10.82 -174.99 -170.29 10.42

12 3pnx 160 -213.42 -200.33 10.32 -229.81 -221.57 9.78

Table 3.21: The best and average energy levels achieved for 12 proteins with average
RMSD values in cubic lattice

part of Table 3.20). We also have used a second set of five proteins taken randomly from

CASP9.4 These proteins are in the length range 90-160 (see lower part of Table 3.20).

4http://predictioncenter.org/casp9/targetlist.cgi
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FCC Lattice

Seq PDB ematrix heuristics hybrid

no Id Len best avg rmsd best avg rmsd best avg rmsd

1 4rxn 54 -153.344 -146.99 6.305 -165.21 -156.32 6.29 -157.70 -140.13 9.99

2 1enh 54 -145.48 -139.96 7.817 -158.75 -146.69 6.61 -154.24 -141.99 10.04

3 4pti 58 -198.279 -184.10 8.131 -219.52 -198.42 7.07 -213.70 -196.23 11.92

4 2igd 61 -172.805 -168.82 9.12 -187.20 -174.19 9.33 -184.29 -157.20 13.30

5 1ypa 64 -243.765 -235.75 7.42 -249.90 -239.98 7.53 -221.11 -208.10 13.42

6 1r69 69 -203.3 -196.83 8.27 -213.04 -204.17 6.47 -180.62 -165.11 14.78

7 1ctf 74 -209.518 -197.86 8.24 -224.29 -213.81 7.23 -204.88 -195.23 12.65

8 3mx7 90 -303.72 -286.86 8.64 -328.12 -311.56 8.18 - - -

9 3nbm 108 -384.07 -370.78 9.433 -418.60 -401.99 8.58 - - -

10 3mqo 120 -423.92 -396.71 9.44 -465.74 -455.27 8.86 - - -

11 3mr0 142 -414.49 -396.81 10.32 -445.33 -430.28 10.02 - - -

12 3pnx 160 -519.38 -474.28 9.765 -601.23 -571.13 9.38 - - -

Table 3.22: The best and average energy levels achieved for 12 proteins with average
RMSD values in FCC lattice

Notice that the larger the sequence number in the table, the longer the protein sequence.

For both sets of benchmark protein, we report the best and average energy levels after

running our algorithm on both cubic (see Table 3.21) and FCC lattices (see Table 3.22).

Note that our results are to be compared with that obtained by other ab initio algorithms

on the same energy models and lattice models.

Results of our algorithm that uses mixed heuristics are reported in the columns titled

‘heuristics’. Since the hybrid algorithm in [123] supports only FCC lattice, we report the

results obtained by the hybrid algorithm under the column ‘hybrid’ only in Table 3.22 for

FCC lattice. The blank values in the table indicates that no valid structure was found

for the protein by the particular algorithm within the given time limit. Under the column

‘ematrix’, we also report the energy values achieved by our algorithm when the energy

function itself is used as the heuristic function to guide the search and no other heuristic

is used. PDB ids and the corresponding lengths of the proteins are also shown in the

tables.

Both of the tables also show the comparatively lower energy levels in bold faced fonts.

For all the proteins, the heuristics approach produces lower energy structures in both

lattices. Due to the expensiveness of the constraint programming methods, the hybrid

method is not able to report any valid structures within the time limit for any of the

proteins in the second set. We have performed statistical t-test with a confidence level of

95% to verify the significance of the results. For the rest of the section, by improvement

(degradation) of an approach P over (from) another approach Q, we mean the energy

value achieved by Q minus that achieved by P is positive (negative). Note that the energy

values themselves are negative.

120



3.2. Mixed Heuristic Search Chapter 3. Methodology Development

Im
p

ro
v
e

m
e

n
t 

in
 E

n
e

rg
y
 (

E
)

−20

0

20

40

Sequence Number

1 2 3 4 5 6 7

heurist ics
emat rix
hybrid

Figure 3.24: The higher, the better: improvement in average energy (∆E) achieved by
the ematrix and the heuristics approaches over the hybrid approach on FCC lattice.

Improvement Over Other Methods

In Figure 3.24, we show the improvement in average energy (∆E) of the heuristics approach

and ematrix over the hybrid approach on 7 proteins for which the hybrid approach is able to

produce valid structures. Improvement in average energy ∆E is the difference in average

energy levels achieved by two methods. On these proteins, the heuristics approach shows

significant improvement in ∆E; the higher the ∆E, the better the result. In two of the

cases (sequence number 2 and 3), the ematrix approach does not show any improvement

over the hybrid approach. However, as the length of the protein sequence increases, our

algorithm outperforms the hybrid approach.

Effectiveness of Our Approach

In Figure 3.25, we show the effectiveness of the heuristics approach over the ematrix ap-

proach on cubic and FCC lattices for 12 proteins. In all cases, the heuristics approach

shows an improvement in ∆E; the higher the ∆E, the better the result. The improvement

increases dramatically with the increase of the length of the protein sequence; which is an

indication of the scalability. On cubic lattice, the number of neighbor contacts and the

degree of freedom is fewer than that of FCC lattice and therefore the energy values are

much small in magnitude. However, the improvement level is still significant.

In Figure 3.26, we show the improvement in average energy (∆E) of our bounded

initialization over the random structured initialization [7] and random valid initialization

on 7 proteins. On all these proteins, our algorithm initialized by the bounded initializa-

tion method produces significantly better structures in comparison to other initialization

methods.
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Figure 3.25: The higher, the better: log of improvement in average energy achieved
(log∆E) by the heuristics approach over the ematrix approach on cubic and FCC lattices.
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Figure 3.27: Plot of the global minimum energy achieved and move size against time in
seconds for the protein 4rxn.

Effect of changing move size on stagnation

Jump move size is maintained adaptively with stagnation or change in the global minimum.

A plot of change in move size and global minimum against run time for the protein 4rxn

is given in Figure 3.27. We see that with each new global minimum found, move size is

set to the initial value and increased by 1 each time it faces stagnation. The maximum

size of the jump move was observed to be 6. This plot exhibits the effectiveness of our

stagnation recovery technique.

Similarity with Native Structures

In Table 3.21 and Table 3.22, we also show the Root Mean Square Deviation (RMSD)

measures for the conformations produced by the respective algorithms w.r.t. native struc-

tures from PDB. For any given structure produced by an algorithm, RMSD is defined by

the following equation:

RMSD =

√∑n−1
i=1

∑n
j=i+1(d

given
ij − dnativeij )2

n ∗ (n− 1)/2
(3.25)

where dgivenij and dnativeij denote the distances between ith and jth amino acids respectively

in the given structure and the native structure of the protein. In calculating the RMSD

values, the distance between two neighbors in the lattice (
√

2 for FCC and 1 for cubic) is

considered to be equal to the average distance (3.8Å) between two α-Carbons on the native

structure. The values shown in the table are average RMSD values over the 50 runs for each

protein. As we see, our approach also significantly improves over the hybrid approach in

terms of the RMSD values; the lower the RMSD score, the better the performance. These

values are significant since backbone reconstruction and addition of side-chain atoms can

guarantee to produce real protein structures within small (1-2Å) deviation [287]. However,
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since lattice configurations can only approximate the positions of the amino acids in the

real space, lower RMSD values produced by our algorithm are satisfactory.

no ematrix h1 h2 h3 h4 h1,2 h3,4 h1,3 h1,4 h1,3,4 h1..4 hb

1 -146.9 -144.2 -73.9 -132.8 -82.7 -107.4 -135.6 -149.6 -116.1 -151.1 -156.3 -64.32

2 -139.9 -135.9 -60.4 -122.1 -73.7 -88.3 -125.5 -143.3 -105.2 -145.2 -146.6 -59.96

3 -184.1 -186.4 -94.1 -166.2 -97.1 -136.6 -169.0 -192.1 -148.4 -193.4 -198.4 -77.45

4 -168.8 -161.1 -83.4 -145.7 -83.2 -107.9 -149.8 -169.8 -126.7 -171.6 -174.1 -75.18

5 -235.7 -226.7 -118.9 -206.6 -122.0 -179.6 -209.1 -235.9 -182.4 -236.7 -239.9 -35.12

6 -196.8 -186.2 -102.1 -168.7 -96.3 -118.3 -171.1 -197.8 -144.3 -198.3 -204.1 -89.66

7 -197.8 -196.8 -83.0 -174.6 -94.6 -126.6 -173.9 -204.4 -148.1 -206.4 -213.8 -74.34

Table 3.23: Results for individual and different combinations of heuristics in FCC lattice.

Performance of the Heuristics Combinations:

To see the effect of different heuristics individually and in combinations, we have performed

20 runs of our algorithm for each of the proteins on FCC lattice. Results are shown as

in Table 3.23 and a graph in Figure 3.28. In the graph, we plot log∆E the degradation

of average energy (the higher, the worse) of individual and various combinations of the

heuristics compared to our final approach h1..4 that uses all the heuristics. Thus, the

x-axis represents the reference performance of h1..4 in the graph.
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Figure 3.28: Degradation in average energy (log∆E) for the heuristics over the combined
approach h1..4 with different combinations of heuristics; the higher, the worse.

First, consider the performances when each heuristic is used separately: h1, h2, h3, h4

are all worse than E, which denotes the performance of the ematrix approach. However,

h1 is significantly better than h3, and h3 is significantly better than both h2 and h4

while h4 is slightly better than h2. These results are explainable because these heuristics

are some kind of weak relaxation of the energy function. Heuristics h1 and h3 brings

respectively the affine or any pairs together while h2 and h4 moves respectively repellent

or chain neighboring pairs apart from each other. Overall, the performance levels of these

individual heuristics appear to be in line with their apparent greediness.
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Next, consider the combinations of the heuristics. For space constraints, we only report

combinations that are more interesting. When heuristics h1 and h3 are used together as

they are the best two among the four heuristics under consideration, the combination h1,3

produces stronger results than both h1 and h3 individually and also stronger than E. We

also combine h4 with h1; the resulting combination h1,4 is better than h4 but worse than

h1. Similar results are obtained with h1,2, the combination of h1 and h2. Note that h1,2

considers both the attraction-distraction between amino acids. Combination h3,4 of h3 and

h4 performs slightly better than h3; however, h1,3,4 performs significantly better than h1,3.

Lastly, h1..4 (represented by the x-axis) combining all these weak heuristics significantly

outperforms all of these combinations along with E. Heuristic h1..4, h1,3,4 achieve much

better energy (improves by 50, 30) values before its first stagnation than ematrix (only 15).

In general, h1..4 shows more and greater changes in local minima and shorter stagnation

periods. We also ran a baseline version (hb) of our algorithm by randomly selecting the

candidates. The baseline worked worse than any other combinations.

3.2.6 Summary

In this section, we presented several novel and effective heuristic for simplified models.

Firstly, we proposed a mixed heuristic algorithm based on this heuristic functions to re-

optimize structures for which other local search methods stagnates in HP energy model.

A novel operator for neighborhood generation is proposed that is generic in nature and

works for any type of underlying lattice. The algorithm improved on standard benchmark

proteins and significantly outperformed state-of-the-art algorithms.

Using the same strategy then we devised another local search method and introduced

several novel but weak heuristics for elaborate models that strongly exploits these heuris-

tics in a mixed fashion. The method was tested on both cubic and FCC lattice and the

scalability of the method was also shown as it successfully produced high quality structures

for larger protein sequences for which other methods failed to produce any valid structure

within a reasonable time limit.

Both of the methods are developed on top of a constraint-based local search framework

named Platypus that provides greater flexibility over search and design of the model. The

underlying constraint programming (CP) model are similar for both of the problems. By

defining new heuristic function and with minimal changes in the search procedure, it is

possible to develop new effective search method for a completely new energy model. Rest

of this thesis continues to take advantage of this feature of the Platypus framework. We

developed this strategy based on the hypothesis that even when the goal is unknown

local search can yield good solutions guided by weaker heuristic functions or some relaxed

approximation of the energy function. This is a rarely used technique for local search.

From this general search framework, we face three important directions about how to

improve the quality and efficiency of the conformational search. Firstly, the intelligent

selection of points rather than random operations can lead to better regions in the search
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and improvement in the quality of solutions found. Secondly, the heuristic selection strat-

egy, though working effectively in a mixed fashion, some insights from the search stages

can help us to select appropriate heuristics based on the particular situation. Thirdly,

applying all the operators or random selection are not suitable when we know that a few

of the operators are costlier than others and operator selection can also be very much

dependent on the context and the situation. However, answering the last two concerns

is out of the scope of this thesis. In the next section, we propose a solution to the first

concern, that is how to select operating points intelligently during local search for protein

structure prediction.

3.3 Intelligent Neighborhood Selection

In the previous section, we presented a number of heuristic functions for candidate struc-

ture selection for different energy models. They were used in a mixed fashion. However,

neighborhood exploration policies adopted were exhaustive and based on random decisions

to select operating points. In this section, we propose heuristics to intelligently explore

only the promising areas of the search neighborhood. This intelligent selection of neighbor-

hood will be done by selecting operating points based on component heuristic functions.

A hint based variable selection strategy is presented in Section 3.3.1. We apply this hint

based variable selection strategy for elaborate energy models [9, 14] in Section 3.3.2 and

in Section 3.3.3. We also apply this strategy to a side chain model using HP energy model

for side chains and an evolutionary search framework in Section 3.3.4. We also show the

effectiveness of the intelligent neighborhood selection strategy within the same framework.

The section concludes with possible future direction and comments on the overall approach

in Section 3.3.5.

3.3.1 Hint Based Variable Selection

Given a current partial or complete solution, selection of the neighboring solutions for

further exploration is a key factor in the performance of constraint programming (CP)

and local search approaches. Neighborhood selections involve selection of variables and

values. Unguided random selection [123], costlier exhaustive generation [232] and filtering

or ordering techniques for enumeration [123, 185] are not much effective for neighborhood

selection in PSP. In other domains, such as propositional satisfiability, promising variables

are selected using different variable selection strategies [288, 289]. In this section we

describe a hint based variable or operating point selection strategy for PSP. To the best

of our knowledge, this is the first application of intelligent variable selection strategy in

PSP.

First, we define two important terms: metric and hint . Each function f(p1, · · · , pn) has

the parameters pjs that are either variables or other functions. A function f depends on

a variable x, denoted by f → x, if x is itself a parameter of f or f has a parameter p→ x.
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Figure 3.29: Constraint contact(i, j) and hint propagation.

Each function f has a non-negative metric fm denoting its evaluation. For each x ← f ,

the function f also has a non-negative hint fh(x) denoting the preference of changing x’s

value to improve fm. A constraint f is satisfied when fm = 0 and in that case fh(x) = 0

for any x, which means a constraint’s metric improves when it is minimized.

In our model, all functions are defined as constraints over the variables or functions.

For example, the connectivity constraints or the objective functions largely depend on the

constraint, contact(i, j). In the FCC lattice contact(i, j) is satisfied only when the square

of Euclidean distance between i and j is equal to 2. This can be defined as following:

contact(i, j) =

1 if sqrdist(i, j) = 2

0 if sqrdist(i, j) 6= 2
(3.26)

Here, contact(i, j) function depends on another function sqrdist(i, j) which is a param-

eter here. Now, sqrdist(i, j) is defined as following:

sqrdist(i, j) = (xi − xj)2 + (yi − yj)2 + (zi − zj)2 (3.27)

This function, sqrdist(i, j) depends on the variables, xi,yi,zi and xj ,yj ,zj . Therefore,

contact(i, j) also depends on the variables, xi,yi,zi and xj ,yj ,zj . The metric of the func-

tion, contact(i, j) is simply the evaluation of the constraint that tests equality with 2.

Figure 3.29 shows the dependency of the contact(i, j) constraint over a set of variables us-

ing mathematical and logical operators, and expressions. If this constraint is not satisfied

then the violation (δ) is added as the hint of these variables. On the other hand, if the

constraint is satisfied, i.e., metric of the constraint becomes 0, the hint also becomes 0.

Suppose the evaluation of the summation node in Figure 3.29 is ε, then violation

becomes, δ = |2− ε|. This value of delta is propagated to all nodes to which this function
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or the corresponding node is dependent. Therefore, δ for contact(1, 2) in Figure 3.29 is

added to the hint of the variables, x1, x2, y1, y2, z1, z2. Thus, variable violations for all the

functions which are dependent on a particular variable is added as hint for that variable.

Formally, given a number of functions in a constraint model f1, · · · , fn, the hint of a

variable x is defined as the following equation:

hint(x) =
∑

i≤n,fi→x
fhi (x) (3.28)

Looking at these hint values, now we decide which variable is to be selected in order

to minimize the violation of the constraints. If the violations are equal weighted, then we

select the variable with maximum hint value. In our CP model, we define a number of

component fitness functions and take aggregate of all the component functions and take a

summation of those aggregate functions to define a function on top as the hint provider.

The variable violation for that top function is distributed as hints among the variables

corresponding to amino acid positions. A simple heap or priority queue data structure

with hint values is sufficient for us to decide which variable to select. We also maintain

a tabu list to prevent recent variables to be selected. The fitness functions or heuristic

functions are described in Section 3.3.2.

3.3.2 Application to Elaborate Models

In this section, we propose several novel component fitness functions for neighborhood

selection in PSP with an elaborate energy model [9] also used in Section 3.2.5. These

heuristics are an energy contribution function, a core-based distance function and a free

lattice-neighbor count based function. These heuristics are derived from domain knowledge

and are used along with the hint based variable selection strategy. The aggregate of these

heuristics are used in selecting candidate structures. We also propose a new chain growth

initialization for the energy model used. Experimental results show that our method

significantly improves over the state-of-the-art algorithms and produces structures with

lower energy and RMSD values for standard benchmark proteins on face centered cubic

lattices. Rest of the section details our proposed method.

Heuristic Functions

The empirical energy model gives an elaborate interaction energy contribution for the

amino-acid types. The points with lower contribution to the total energy are preferred for

selection. We define the first component fitness function that calculates the contribution

of a point to the total energy of the structure. Formally:

contr(i) =
∑

0≤k≤n,|i−k|>1

contact(i, k)× energy(si, sk) (3.29)
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The intuition is to select the variables that has the lower contribution. We note that

the interaction energy can be positive or negative depending on the contact type. A

maximum value of contr(i) denotes an amino-acid with lowest contribution. Such points

are selected so that the corresponding operators result into higher energy contribution

and eventually minimize the energy function. Note that the lowest energy contributions

are generally negative. However, heuristics designed from domain knowledge often provide

interesting insights. One such properties of protein folding is due to the solvent type water.

This property lets the hydrophobic residues buried inside the structure and helps form a

compact core. Based on this fact, several methods and heuristics have been developed for

HP model [7, 8]. However, interactions between two hydrophobic residues in contact in the

core may result in repulsion (positive empirical energy) rather than attraction (negative

empirical energy) and form a non-stable structure. For this reason, we do not use those

heuristics directly into our model. We divide the 20 different amino-acids into two groups

according to their similarity in interaction energy within each group. We run a simple

k-means clustering algorithm on the empirical energy matrix to obtain two such groups

shown in Table 3.24.

Group I Alanine (Ala), Glycine (Gly), Isoleucine (Ile), Leucine (Leu)

Methionine (Met), Phenylalanine (Phe), Proline (Pro), Tryptophan (Trp)

Tyrosine (Tyr), Valine (Val)

Group II Arginine (Arg), Asparagine (Asn), Aspartate (Asp), Cystein (Cys)

Glutammate (Glu), Glutamine (Gln), Histidine (His), Lysine (Lys)

Serine (Ser), Threonine (Thr)

Table 3.24: Groupings of amino acids for elaborate models.

We call these residues in group 1, affine residues and define an affine core, ac ≡
(xc, yc, zc) defined as:

xc =
1

|A|
∑
k∈A

xk, yc =
1

|A|
∑
k∈A

yk, zc =
1

|A|
∑
k∈A

zk (3.30)

A is the set of affine amino acid positions and |A| denotes the total number of affine

positions. Now, we expect to move the affine amino acids towards the core. We define our

next component fitness function:

sqrdist-acore(i) = sqrdist(i, ac) (3.31)

Naturally, we wish to move the distant affine positions nearer to the affine core, ac,

i.e. we wish to select the variables with maximum sqrdist-acore(i) value defined in Equa-

tion 3.27. However, these component fitness functions to select the variable do not work

well if there is not enough free positions in the lattice neighborhood of the point assigned

to the position. Therefore, we define another component fitness function, free(i). It counts
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the total number of free neighbors of a point i in a lattice. Formally:

free-count(i) =
∑

k∈N(i)

free(k) (3.32)

Here, N(i) is the set of neighbors of i in the lattice and the function free(k) is defined as

follows:

free(k) =

1 if k is free

0 if k is occupied
(3.33)

We wish to select the variables with the maximum free-count(i) so that the number

of possible moves become higher. The intuition behind this is such selection will result

into possible reduction of free positions neighbor to the selected amino-acid point, and

eventually towards more interaction with other amino-acids and more contribution to the

total energy. It is interesting to note that we wish to select variables that maximizes

all three component functions. Now, we aggregate the component fitness functions for

all amino acid position i and derive heuristic functions for the selection of candidate

structures. We denote the heuristics as the energy heuristic hE , the affine core heuristic

hA and compactness heuristic hF . These aggregate functions are defined as following:

hE =
∑
i≤n

contr(i) (3.34)

hA =
∑
i≤n

sqrdist-acore(i) (3.35)

hF =
∑
i≤n

free-count(i) (3.36)

The idea of component heuristics are previously used along with extremal optimization

[49]. In [49], component functions were defined for two dimensional HP model using square

lattice. However, the heuristics used in this paper for the given energy model are novel

themselves.

Search Procedure

The search starts with the greedy chain growth initialization procedure that produces a

compact low energy structure. Based on a walk probability wp (initially set to 5%), a

variable is selected using a uniform random distribution or from a hint based priority

queue with tabu on recently selected variables and the corresponding amino-acid position

is determined. Neighborhood is generated only for the position selected using a set of

operators. Then the generated candidate moves are simulated. Simulation of a move

temporarily calculates the changes in the heuristic functions without committing the move.

At each iteration, one of the heuristics are selected using a uniform random distribution.
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After simulation, the best candidate move is selected and executed. The execution updates

all cost functions, constraints and propagate hints. Ties are broken using a uniform

random distribution. The search keeps tracks of the global minimum found and restarts

from the last found global minimum whenever it gets stuck. Stagnation is determined by a

number of non-improving moves from the last found global minimum. At stagnation, the

stagnation parameter sp (initially set to 500) and the walk probability wp are multiplied

by a factor (set 1.2). Parameters wp and sp are set to initial values, whenever a new global

minimum is found. Pseudo-code of our algorithm is given in Algorithm 3.17.

Algorithm 3.17: HintBasedSearch(conformation C)

1 C ← CGInitialize()
2 nonImp← 0
3 while nonImp ≤ stagnation do
4 evaluateHints()
5 i← selectPosition()
6 o← selectOperator()
7 list← generateMoves(C, i, o)
8 h← selectHeuristic()
9 simulateMoves(list, h)

10 m← selectBestMove(list)
11 executeMove(C,m)
12 updateTabulist()
13 if not improving then
14 nonImp++
15 else
16 nonImp← 0

For a clear outline of our contribution, it is worthwhile to note the differences of our

algorithm from Algorithm 3.16 in Section 3.2.5. In Line 1 of Algorithm 3.17, we call our

new chain growth initialization function while the initialization in Algorithm 3.16 uses a

structure fully contained within a sphere. In Line 4-5, we compute the hint heuristics and

based on them, we select only one point, where the operators are applied. In contrast, in

Algorithm 3.16, points are selected randomly and then operators are applied in all selected

points.

Algorithm 3.18: CGInitialize()

1 p1 = (0, 0, 0)
2 for i← 2 to n do

3 ~dir=selectDirection(i)

4 if ~dir = null then
5 backtrack()
6 else

7 pi = pi−1 + ~dir

8 return p1, · · · , pn
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Chain Growth Initialization

The procedure is inspired from chain growth algorithms previously applied to HP models

[11]. The initialization starts by assigning (0, 0, 0) to the first amino acid position.The rest

of the variables are assigned following a greedy strategy. One of the free neighbors of the

last assigned amino acid position i− 1 is assigned to position i, such that the assignment

minimizes the partial objective function defined as follows:

obji =
∑
k<i

contact(i, k)× energy(si, sk) + free-count(i)× EU [i] (3.37)

Here, k is iterated over already assigned amino acid positions and EU [i] is the per-

contact expected or average energy contribution of i with possible unassigned amino acid

positions in the chain. This partial objective function, obji is equal to the partial energy

contribution, partial-E(p1, · · · , pi). The tie-breaking is done according to a pre-defined

order. Pseudo-code for variable selection for each step is given in Algorithm 3.19. The

initialization procedure backtracks whenever, it fails to assign valid points to an amino

acid position. This method guarantees to produce valid structure with low energy value.

Pseudo-code of the chain growth initialization procedure is given in Algorithm 3.18. A

typical structure in FCC lattice produced by the chain growth initialization algorithm for

the protein 4PTI is shown in Figure 3.30.

Algorithm 3.19: selectDirection(i)

1 MinHeap Q = {}
2 for all ~vk ∈ basis do
3 pk = pi−1 + ~vk
4 if notOccupied(pk) then
5 Ek=partial-E(p0, · · · , pi−1, pk)
6 Q.add( ~vk, Ei)

7 if Q.isEmpty() then
8 return null
9 else

10 return Q.top()

Operators

After a variable is selected, we can decide which amino acid position it corresponds to

and apply the operators to that position. We make use of four types of operators. First

two are jump move and pull move [5] which are also used in the literature. Jump move

allows re-optimization of selected segments and pull moves adjusts the local structures.

We propose a single point pull move (Figure 3.31(c)) similar to that of two point pull

move. The single point pull move is possible even if there is only a single free neighboring

position in lattice around a pivot point. Note that in case of two point pull move, two such
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Figure 3.30: Compact structure generated in the face centered cubic (FCC) lattice by the
chain growth initialization procedure for the protein 4PTI.

free positions are required for a possible move. It results in increase of possible moves.

However, the reverse effect of the moves are not considered so far in the literature of PSP.

We propose a single point push move which reverses the action of a single point pull move

(Figure 3.31(d)). The intuition behind this move is that it will reverse the effect of pull

move and create free spaces within the structure.

Figure 3.31: Different operators used: (a) jump moves (k=1,2,3) (b) two-point pull move
(c) single-point pull move and (d) single-point push move

Implementation

We implemented our algorithm using C++ on top of the Platypus framework. The func-

tions and the constraints are defined using invariants in Kangaroo and are part of platypus.

Single point pull and push move are also developed within platypus that works on any type

of lattice. Propagation of hints, simulation of moves, execution and related calculations

are performed incrementally by Kangaroo similar to that done in the previous section.

Experimental Evaluation

We ran our experiments on the Griffith University cluster also used in Section 3.2.4. We

compare the performance of our algorithm with the mixed heuristic approach in Sec-
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Hint Based Approach Mixed Approach Hybrid [123]

seq pdb seq energy level avg energy level avg energy level avg

no id len best avg rmsd best avg rmsd best avg rmsd

1 4rxn 54 -168.78 -164.28 5.56 -165.21 -156.32 6.29 -157.70 -140.13 9.99

2 1enh 54 -158.74 -152.43 5.33 -158.75 -146.69 6.61 -154.24 -141.99 10.04

3 4pti 58 -221.59 -205.42 5.86 -219.52 -198.42 7.07 -213.70 -196.23 11.92

4 2igd 61 -187.96 -179.36 6.34 -187.20 -174.19 9.33 -184.29 -157.20 13.30

5 1ypa 64 -257.02 -248.47 6.12 -249.90 -239.98 7.53 -221.11 -208.10 13.42

6 1r69 69 -223.12 -210.15 5.78 -213.04 -204.17 6.47 -180.62 -165.11 14.78

7 1ctf 74 -230.86 -220.04 6.14 -224.29 -213.81 7.23 -204.88 -195.23 12.65

8 3mx7 90 -332.79 -321.58 6.58 -328.12 -311.56 8.18 - - -

9 3nbm 108 -431.90 -415.02 6.28 -418.60 -401.99 8.58 - - -

10 3mqo 120 -476.06 -464.57 6.46 -465.74 -455.27 8.86 - - -

11 3mr0 142 -446.31 -435.69 7.32 -445.33 -430.28 10.02 - - -

12 3pnx 160 -603.78 -585.97 6.84 -601.23 -571.13 9.38 - - -

Table 3.25: Results obtained by different algorithms for 12 proteins in FCC lattice.

tion 3.2.5 and the hybrid approach in [123]. All the algorithms are given 1 hour to finish

each run, and the best and average energy levels of 50 runs are reported in Table 3.25 for

12 benchmark proteins. These proteins are also used in Section 3.2.5. The blank values in

the table are the cases where hybrid approach failed to produce any valid structure within

the time limit. PDB ids, sequence length and average RMSD values are also reported in

the table. The best values are indicated in bold faced font. For all the 12 proteins, our

approach achieves lower energy levels. The significance of these values are confirmed from

the values reported in the rmsd colmun. RMSD was previously defined in Equation 3.25.

From the values reported we see that our approach also significantly improves over the

other approaches in terms of the RMSD values. We performed statistical t-test with con-

fidence level 95% to confirm the significance of improvement for both energy levels and

RMSD values.

seq no ¬hint +hint(hA) +hint(hE) ¬hint(hF) ¬hselect initr all

1 -146.61 -149.61 -151.25 -158 -156.08 -136.23 -164.28

2 -136.35 -137.62 -128.15 -147.03 -142.44 -137.08 -152.43

3 -185.52 -192.15 -189.45 -194.62 -200.6 -197.88 -205.42

4 -165.5 -158.16 -157.64 -171.24 -164.12 -149.74 -179.36

5 -235.75 -235.45 -236.88 -244.44 -244.71 -219.91 -248.47

6 -193.87 -187.64 -180.61 -183.20 -182.85 -178.25 -210.15

7 -197.83 -204.48 -198.45 -210.27 -206.84 -182.46 -220.04

Table 3.26: Average energy level achieved by different variants of our algorithm in FCC
lattice.

In order to test the effectiveness of different components of our approach, we ran
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Figure 3.32: Search progress of different variants for the protein 4pti.

different variants of our approach on first 7 proteins and report average energy level of 20

runs for each of them in Table 3.26. The variants of the algorithm are as follows:

1. Hint-less version, ¬hint: This variant of the algorithm does not use the hint

based variable selection and demonstrates the performance of the hint based system

as a whole.

2. Hints for hA only, +hint(hA): This variant uses the hints for the heuristic func-

tion hA only and demonstrates the performance of the particular heuristic as hint

provider.

3. Hints for hE only, +hint(hE): This variant uses the hints for the heuristic func-

tion hE only and demonstrates the performance of the particular heuristic as hint

provider.

4. Without hints for hF only, ¬hint(hF): This variant used all the components and

heuristic functions except the heuristics function hF that counts the free neighbors

of a monomer.

5. Without using candidate selection heuristics, ¬hint(hselect): This variant

used all the component fitness functions to generate hints but only the energy func-

tion to select candidate structures in each iterations.

6. Using random initialization, initr): This variant of the algorithm was run with

all components active accept for the chain growth initialization function. An initial-

ization function that produces a random valid conformation was used in stead.

First, we report the performance of a variant without using the hint based variable

selection in Column ¬hint. It shows how the hint based system can improve on this variant

to achieve the final performance shown in ‘all ’ column. The ’all ’ column, for convenience
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of the reader, again shows the average energy values obtained by our approach (as shown

in Table 3.25). Then we ran two variants with hints for hA only (Column +hint(hA)) and

with hints for hE only (Column +hint(hE)). These two variants show the effectiveness of

using these two heuristics as hint provider individually. We see that these two heuristics

are showing better performance than the hint-less variant (Column ¬hint) for most of the

proteins, and +hint(hA) is performing better than +hint(hE). It reveals that the energy

function itself is not enough for providing hints for the search and heuristic approximations

can actually improve the performance. However, both of them shows effectiveness of hints

over the no-hint variant. Then, we ran another variant with hints for both hE and hA, but

not using hints for hF (Column ¬hint(hF)). This particular variant shows the combined

performance of two heuristics as hint provider and also shows the relative strength of

the other hint heuristic hF that is absent. We get a clear idea of the strength of hF by

comparing it with the final results in Column ‘all ’ and also strength of the combined variant

by comparing the results with the individual columns of +hint(hA) and +hint(hE). We

see that the combination of hE and hA which is ¬hint(hF) works better than the individual

variants. However, it is only after adding the hints for hF, its possible to achieve the final

performance. Another variant uses the hint based system but the selection of candidate

structures is guided by hE only (Column ¬hselect). This indicates the effectiveness of the

heuristics to select candidate structures. The penultimate column (initr) shows the results

achieved by replacing our chain growth algorithm by a random initialization. From the

reported values, we see that chain growth initialization has a greater impact on most of

the proteins with respect to the random initialization methods.

To show how the search makes progress, we plot log of average energy levels achieved,

(for convenience of display in the chart) added by a threshold of 250 for the protein 4pti

against iteration count in Figure 3.32. We see that the variant without hint (¬hint)
works the worst. It improves only at the beginning and then gets stagnant. Variants

with hints for hE and hA works better than this. If we add hints for all the heuristic

functions but guide the search with hE only (¬hselect), it can further improve. However,

the best performance is only when we use all the heuristics to guide the search. In case

of random initialization, we find that it can gradually improve, but most of the time is

spent to achieve the initial level that is achieved by the chain growth initialization for

other variants.

3.3.3 Application to MJ Model

We performed a second set of experiments to test the effectiveness of the hint based

variable selection strategy on the same set of benchmarks, but using a different elaborate

20×20 energy matrix on FCC lattices. This energy matrix is known as the MJ matrix or

Miyajawa-Jerignan energy matrix proposed in [14]. The energy interaction matrix for MJ

energy model is given in Table 3.27. The calculation of free energy and the CP model is

similar to that defined in Section 3.2.2.
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CYS MET PHE ILE LEU VAL TRP TYR ALA GLY

CYS -1.060 0.190 -0.230 0.160 -0.080 0.060 0.080 0.040 0.0 -0.080
MET 0.190 0.040 -0.420 -0.280 -0.200 -0.140 -0.670 -0.130 0.250 0.190
PHE -0.230 -0.420 -0.440 -0.190 -0.300 -0.220 -0.160 0.0 0.030 0.380
ILE 0.160 -0.280 -0.190 -0.220 -0.410 -0.250 0.020 0.110 -0.220 0.250
LEU -0.080 -0.200 -0.300 -0.410 -0.270 -0.290 -0.090 0.240 -0.010 0.230
VAL 0.060 -0.140 -0.220 -0.250 -0.290 -0.290 -0.170 0.020 -0.100 0.160
TRP 0.080 -0.670 -0.160 0.020 -0.090 -0.170 -0.120 -0.040 -0.090 0.180
TYR 0.040 -0.130 0.0 0.110 0.240 0.020 -0.040 -0.060 0.090 0.140
ALA 0.0 0.250 0.030 -0.220 -0.010 -0.100 -0.090 0.090 -0.130 -0.070
GLY -0.080 0.190 0.380 0.250 0.230 0.160 0.180 0.140 -0.070 -0.380
THR 0.190 0.190 0.310 0.140 0.200 0.250 0.220 0.130 -0.090 -0.260
SER -0.020 0.140 0.290 0.210 0.250 0.180 0.340 0.090 -0.060 -0.160
GLN 0.050 0.460 0.490 0.360 0.260 0.240 0.080 -0.200 0.080 -0.060
ASN 0.130 0.080 0.180 0.530 0.300 0.500 0.060 -0.200 0.280 -0.140
GLU 0.690 0.440 0.270 0.350 0.430 0.340 0.290 -0.100 0.260 0.250
ASP 0.030 0.650 0.390 0.590 0.670 0.580 0.240 0.0 0.120 -0.220
HIS -0.190 0.990 -0.160 0.490 0.160 0.190 -0.120 -0.340 0.340 0.200
ARG 0.240 0.310 0.410 0.420 0.350 0.300 -0.160 -0.250 0.430 -0.040
LYS 0.710 0.0 0.440 0.360 0.190 0.440 0.220 -0.210 0.140 0.110
PRO 0.0 -0.340 0.200 0.250 0.420 0.090 -0.280 -0.330 0.100 -0.110

THR SER GLN ASN GLU ASP HIS ARG LYS PRO

CYS 0.190 -0.020 0.050 0.130 0.690 0.030 -0.190 0.240 0.710 0.0
MET 0.190 0.140 0.460 0.080 0.440 0.650 0.990 0.310 0.0 -0.340
PHE 310 0.290 0.490 0.180 0.270 0.390 -0.160 0.410 0.440 0.200
ILE 0.140 0.210 0.360 0.530 0.350 0.590 0.490 0.420 0.360 0.250
LEU 0.200 0.250 0.260 0.300 0.430 0.670 0.160 0.350 0.190 0.420
VAL 0.250 0.180 0.240 0.500 0.340 0.580 0.190 0.300 0.440 0.090
TRP 0.220 0.340 0.080 0.060 0.290 0.240 -0.120 -0.160 0.220 -0.280
TYR 0.130 0.090 -0.200 -0.200 -0.100 0.0 -0.340 -0.250 -0.210 -0.330
ALA -0.090 -0.060 0.080 0.280 0.260 0.120 0.340 0.430 0.140 0.100
GLY -0.260 -0.160 -0.060 -0.140 0.250 -0.220 0.200 -0.040 0.110 -0.110
THR 0.030 -0.080 -0.140 -0.110 0.0 -0.290 -0.190 -0.350 -0.90 -0.070
SER -0.080 0.200 -0.140 -0.140 -0.260 -0.310 -0.050 0.170 -0.130 0.010
GLN -0.140 -0.140 0.290 -0.250 -0.170 -0.170 -0.020 -0.520 -0.380 -0.420
ASN -0.110 -0.140 -0.250 -0.530 -0.320 -0.300 -0.240 -0.140 -0.330 -0.180
GLU 0.0 -0.260 -0.170 -0.320 -0.030 -0.150 -0.450 -0.740 -0.970 -0.100
ASP -0.290 -0.310 -0.170 -0.300 -0.150 0.040 -0.390 -0.720 -0.760 0.040
HIS -0.190 -0.050 -0.020 -0.240 -0.450 -0.390 -0.290 -0.120 0.220 -0.210
ARG -0.350 0.170 -0.520 -0.140 -0.740 -0.720 -0.120 0.110 0.750 -0.380
LYS -0.090 -0.130 -0.380 -0.330 -0.970 -0.760 0.220 0.750 0.250 0.110
PRO -0.070 0.010 -0.420 -0.180 -0.100 0.040 -0.210 -0.380 0.110 0.260

Table 3.27: 20×20 Miyazawa-Jernigan (MJ) empirical energy interaction matrix [14]

The algorithm that we use in this section is the same presented in the previous section.

To see the effect of hint based variable selection strategy, we also run a variant of the mixed

heuristic approach described in Section 3.2.5. However, we used the heuristic functions

from Section 3.2.5 to generate hints to select from the set of candidate structures. To

distinguish between affine and repellent amino-acids the threshold was set to 0. This

threshold value was selected after examining the energy matrix. Compared to the energy

matrix for the elaborated energy model in [9], MJ energy matrix contains more non-zero

interaction potential values resulting in increased number of repellent contacts (54%).

We also used the chain growth initialization algorithm for initialization of the struc-
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tures. Both of the algorithms were run with a timeout of 1 hour. We report best and

average energy levels and average RMSD values of both algorithms in Table 3.28. Re-

ported values show the improvement achieved by the hint based approach over the mixed

heuristic approach both in terms of average levels and RMSD values. We ensure the

significance of the results by performing statistical t-test with 95% significance levels.

Hint Based Approach Mixed Approach

seq pdb seq energy level avg energy level avg

no id len best avg rmsd best avg rmsd

1 4rxn 54 -33.33 -31.209 6.23 -22.29 -21.00 7.84

2 1enh 54 -29.03 -28.182 6.17 -22.97 -21.249 8.13

3 4pti 58 -33.35 -32.195 6.38 -16.95 -15.684 7.96

4 2igd 61 -33.33 -32.152 6.82 -20.77 -18.407 9.34

5 1ypa 64 -32.36 -28.287 7.86 -17.91 -16.209 8.68

6 1r69 69 -31.16 -28.327 6.92 -20.70 -18.057 10.74

7 1ctf 74 -45.83 -40.944 6.38 -25.20 -22.317 9.56

8 3mx7 90 -52.44 -49.507 6.94 -22.18 -21.64 10.22

9 3nbm 108 -64.04 -58.837 7.38 -22.28 -20.339 9.63

10 3mqo 120 -87.380 -82.242 9.89 -22.78 -18.717 10.88

11 3mr0 142 -44.810 -42.317 8.28 -43.52 -40.06 9.87

12 3pnx 160 -103.04 -96.856 9.68 -37.38 -34.04 12.24

Table 3.28: Results obtained by different algorithms for 12 proteins with MJ energy matrix
and FCC lattice.

3.3.4 Proteins with Side Chains

In this section, we demonstrate the effectiveness of the intelligent neighborhood selection

technique on protein models with side chains using HP energy model. We present a

new constraint-based evolutionary local search. Simple move-sets like pull moves are not

explored in the literature of PSP using side-chains. We propose two novel operators for

neighborhood generation: a side chain pull move and a side chain jump move. The initial

population is generated randomly and subsequent local search procedures continue until

they reach stagnation. The local search method uses hint based variable selection strategy.

Crossover operators are applied to the population on stagnant situation and the search is

guided by a distance based heuristic function that minimizes the distance of hydrophobic

side chains to a hydrophobic core along with the energy function. We experimented our

method on several standard set of benchmark proteins and achieved state-of-the-art resutls

using cubic lattices. Moreover, we provide results on the Face Centered Cubic (FCC)

lattices for the first time in the literature for these benchmark proteins which justifies

applicability of FCC lattices from a biological point of view. We show the effectiveness of

the hint based variable selection strategy by comparing the results with a variant of the

algorithm without using the hints.
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The Model

A common abstraction for protein representation has been to represent the protein mass by

the single alpha carbon (C-α) only and restricting its position to discrete lattice positions

[5, 26, 218]. However, optimal structures in such models are very compact and once

relaxed [287], opens up significantly, in order to accommodate side-chain clashes. A better

representation of the centroid is to accommodate side chain atoms along with the backbone

C-α atoms. This representation leads to protein models in lattice with side-chains [101].

Moreover, this simple representation correctly approximates the frequency-weighted [290]

ratio of side-chain to main-chain volumes of the amino acid residues found in proteins

[291].

In a lattice model of proteins with side chains, each amino acid monomers are rep-

resented by two atoms: a backbone C-α atom and a side chain atom. The positions of

these atoms are restricted to the points in a three dimensional discrete lattice (lattice

constraint). The backbone atom of an amino-acid is neighbor to its side chain atom in the

lattice and backbone atoms of consecutive amino acids in the sequence are also neighbors

in the lattice (chain constraint). Two atoms can not occupy the same point in the lattice

(self avoiding constraint).

CP Formulation

In our constraint-based model, we are given the primary sequence of amino acids S of

length n, where each amino acid monomer si ∈ S is either hydrophobic (H) or polar (P)

indicating the hydrophobicity or polarity of the side chains,
∑

= {H,P}. Each amino

acid i is associated with two points: a backbone atom pbi ≡ (xbi , y
b
i , z

b
i ) ∈ Z3 and a side

chain atom psi ≡ (xsi , y
s
i , z

s
i ) ∈ Z3. The protein structure C consists of two sets of points

{P b, P s} each having n points.

∀i<npbi ∈ P b

∀i<npsi ∈ P s

Variables and Domains

The decision variables are the x, y and z co-ordinates of the points. For a sequence of

length n, the domain of the variables is the range [−n, n]. Formally:

∀ixbi ∈ [−n, n]

∀iybi ∈ [−n, n]

∀izbi ∈ [−n, n]

∀ixsi ∈ [−n, n]

∀iysi ∈ [−n, n]
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∀izsi ∈ [−n, n]

The initial backbone atom is assigned to (0, 0, 0), which is a valid point for both cubic

and FCC lattices. The rest of the points follow the connectivity constraints:

∀i<n(~abi) ∈ {~v1, · · · , ~vk} (3.38)

∀i<n(~asi ) ∈ {~v1, · · · , ~vk} (3.39)

Here, {~v1, · · · , ~v12} are the basis vectors for the corresponding lattice and ~abi is the

absolute vector between the backbone point pbi+1 and pbi ; and ~asi is the absolute vector

between the side chain point psi and the corresponding backbone point pbi . Thus all points

satisfy the lattice constraint and chain constraint. The self-avoiding constraint is defined

using the all-different constraint:

all-different(∀ipbi ∪ ∀ipsi ) (3.40)

Figure 3.33: Structure of a small protein in cubic lattice with five monomers, HPHHP,
hydrophobic side chains are shown as green spheres, polar side chains as pink spheres and
backbones as gray spheres, energy of this structure is -1

To calculate the energy of a structure of a protein with side chain, we use a simplified

contact-based energy function. We define, sqrdist(pi, pj) as the square of Euclidean dis-

tances between two points pi and pj . Now, contact(pi, pj) = 1, if sqrdist(pi, pj) = 2; and

contact(pi, pj) = 0, if sqrdist(pi, pj) 6= 2. For any given protein sequence S, the energy of

a structure C is defined as:

E(C) =
n∑

j≥i+1

contact(psi , p
s
j).energy(si, sj) (3.41)

where energy(si, sj) is the energy value between two amino-acids of type si and sj ob-

tained from the energy matrix given in Table 2.3. Note that only side chains are of type

hydrophobic or polar and backbones are considered as neutrals conforming the biological

properties. Therefore, only the contacts between side chain atoms can contribute to the
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energy function. Given this model, PSP can be defined as follows:

Given a sequence S of length n, find a self-avoiding walk of backbone atoms,

pb1, · · · , pbn and corresponding connected side chain atoms, ps1, · · · , psn on the lattice

such that the energy defined in Equation 3.41 is minimized.

In our CP model, the objective function that we wish to minimize is obj =
∑n

j≥i+1 contact(i, j)×
energy(si, sj). A typical structure in the HP lattice model with side chains is shown in

Figure 3.33.

Related Work

A large body of research work has been done in the space of on-lattice protein structure

prediction with models having no side chain. On-lattice protein structure prediction with

side chain model was first proposed in [101]. This model is particularly suited for folding

simulation and has been exploited by many researchers [101, 163, 197, 260, 292, 293]. Hart

and Isratil [27] provided a performance guranateed approximation algorithm for the first

time. Most successful methods for prediction in side chain models include Monte Carlo

Method [260], variants of genetic algorithms [247, 248, 249, 250, 251] and Bee Colony

algorithms [248]. Mann et al. [197] deveoped a constraint programming method for the

simulation using empirical energy models.

For simulation purpose many move-sets or operators for neighborhood generation have

been used in the literature. Most of the researchers use pivot rotation as an operator [247,

248, 249, 250, 251]. Dima and Thirumalai have used a combination of 2-local moves on

the backbone with a simple relocation of the side chain [294], while Betancourt combined

pivot backbone moves with FEM move [295]. Recently, Mann et al. [197] proposed a large

neighborhood operator called k-local moves for side chains.

The Evolutionary Local Search Framework

In this section we describe our constraint-based evolutionary local search framework. It

depends on a novel set of operators and a hint based variable selection strategy for neigh-

borhood generation and selects candidate structures using a core distance based fitness

function along with the energy function.

Search Procedure

Our evolutionary local search starts by initializing a population by generating random

feasible structures. In the subsequent phases, each individual from the population is un-

dergone a constraint-based local search until the search stagnates. Stagnation is detected

by a parameter stagnation, which is the number of non-improving iteration of the local

search fails to improve the best solution found for that particular local search routine.
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After each local search routine, the local search population, pl is updated with new struc-

tures. After the local search phase, an evolutionary combination phase takes into place.

Random parents are selected for crossover and only a feasible child is added to the crossover

population Pc. Once Pc is populated, selection phase occurs. Best solutions are selected

from Pc ∪ Pl according to fitness functions. The global best solution is also added to

the new population. The pseudo-code for the constraint-based evolutionary local search

algorithm and the local search is given in Algorithm 3.20 and Algorithm 3.21 respectively.

Algorithm 3.20: CBELS()

1 P ← initializePopulation()
2 while timeout do
3 Pl ← ∅
4 for i = 1→ populationSize do
5 ci = individualAt(P, i)

6 c
′
i = localSearch(ci)

7 Pl.add(c
′
i)

8 Pc ← ∅, size← 0
9 while size < populationSize do

10 p1 = randomParent(Pl)
11 p2 = randomParent(Pl)
12 flag = crossover(p1, p2, child)
13 if flag = true then
14 Pc.add(child)

15 P = selectPopulation(Pl ∪ Pc)
16 return globalBest

Algorithm 3.21: localSearch(conf)

1 nonImp←− 0
2 while nonImp ≤ stagnation do
3 evaluateHints()
4 i = selectPosition()
5 o = selectOperator()
6 list = generateMoves(conf, i, o)
7 h = selectHeuristic()
8 simulateMoves(list, h)
9 m = selectBestMove(list)

10 executeMove(conf,m)
11 updateTabulist()
12 if not improving then
13 nonImp++
14 else
15 nonImp← 0

The local search phase is driven by a constraint-based local search algorithm. At

each iteration, an operating point is selected for neighborhood generation. This selection
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is done by a hint based variable selection strategy (see previous sections). After the

selection of the point of operation, an operator is chosen randomly from the available

operator or move types and the neighborhood is generated applying the selected operator

on the operating point. Each of the the moves are then simulated for a particular heuristic

selected. Heuristic selection is also done by a random selection strategy. In this simulation

phase, the values of the heuristic functions are pre-calculated for each of the elements in

the move list. The best candidate move is selected from the move list after simulation and

that move is executed on the structure. All the necessary costs and heuristics are updated

accordingly.

Heuristic Functions

To select the next candidate from the generated neighborhood, we use a mix of two

heuristic functions. The first one is to minimize the energy function defined in (3.41).

The second one is the hydrophobic-core distance based function used for backbone-only

models in Section 3.2.4. We extend the idea of hydrophobic collapse of folding process that

builds hydrophobic cores for side chain models. The hydrophobic core is at the centroid

of all hydrophobic side chain atoms. For simplicity, we consider only a single core since

the protein sequences that we use are also small in size. A hydrophobic core Hs
c is a three

dimensional point, (xc, yc, zc) defined as following:

xc =
1

nH

nH∑
iH=0

xsiH , yc =
1

nH

nH∑
iH=0

ysiH , zc =
1

nH

nH∑
iH=0

zsiH (3.42)

Now the sum of the distances to this hydrophobic centroid (Hc) is defined below:

h =

nH∑
iH=0

(xc − xiH )2 + (yc − yiH )2 + (zc − ziH )2 (3.43)

Here, nH is the number of hydrophobic amino-acids in the sequence and iH is the index

of each hydrophobic amino acid in the sequence.

Hint Based Point Selection

We select operating points via hints generated by component fitness functions. Apart

from the energy function and the heuristic function that we use in our algorithm, we use

a component fitness function that count the number of free neighbors of a point in the

lattice.

free-count(i) =
∑

k∈N(i)

free(k)

All the heuristic functions are defined as constraints over the variables that represent

the points in the lattice. The violation of constraints are then distributed over all the vari-

ables and the hint is calculated as the sum of all the violation constraints. A variable with
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the maximum hint is selected and the corresponding atom is selected for the application

of the available moves.

Operators

Our local search component uses two novel sets of operators: side chain pull and side

chain jump moves. Pull moves proposed in [5] provided a generic move-set for any type

of discrete lattices, but they work only for backbone-only models. We extend this to our

side chain model. In our side chain model, a pull move at a position i is possible if, two

unoccupied points l and c are found in the lattice and l is a neighbor to pbi and c is a

neighbor to the position pbi+1; and two other free lattice points sl, sc are found such that

sl is a neighbor to l and sc is a neighbor to c. When the move is generated, backbone

point pbi moves to c and corresponding side chain point psi moves to sc, and backbone and

side chain points pbi−1 and psi−1 moves to l and sl respectively. The rest of the chain is also

pulled in this direction and the move is minimized locally whenever possible. The move

can also occur in the reverse direction, where pbi+1 is pulled instead of pbi−1 with its side

chain atom.

The other move side chain jump is a generalization of the kink jump and crackshaft

moves originally proposed in Section 3.2.5 for backbone-only models. We extend this move

to allow side-chain jumps. Our proposed move-set is different from that proposed in [197],

since we allow two types of side chain jumps: i) jump of a contiguous segment and ii) jump

of multiple segments. The later variant lets optimization of different parts of a structure

at the same time. In this paper, we use l = 1, 2, 3, 4 as size of the segment for side-chain

jump.

Protein Representation

For local search, we use co-ordinates directly to represent a protein structure. However, for

the combination phase, we use absolute encoding to represent the structure via absolute

vectors between consecutive backbone atoms and between corresponding backbone and

side chain atoms. In cubic lattice, only six symbols are needed and in the FCC lattice 12

symbols are needed.

Implementation

We implemented our algorithm using C++ on top of the constraint based local search

framework Platypus. The functions and the constraints are defined using invariants in

Kangaroo. Invariants are special constructs that are defined by using mathematical oper-

ators over the variables. Propagation of hints, simulation of moves, execution and related

calculations are performed incrementally by Kangaroo.
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Id Length Sequence

D1 27 HP4H4P(PH)3H(HP)2PH2P2H

D2 27 HP3H4(PH)2HP3HPH(HP)2P2HP

D3 27 HPH2(PPHH)2H(HPPP)2H3P2H

D4 31 (HHP)3H(HHHHHPP)2H7

D5 36 PH(PPH)11P

U1 27 (PH)3H2P2(HP)2P10H2P

U2 27 PH2P10H2P2H2P2HP2HPH

U3 27 H4P5HP5H3P8H

U4 27 H3P2H4P3(HP)2PH2P2HP3H2

U5 27 H4P4HPH2P3H2P10

U6 27 HP6HPH3P2H2P3HP4HPH

U7 27 HP2HPH2P3HP5HPH2(PH3)H

U8 27 HP11(HP)2P7HPH2

U9 27 P7H3P3HPH2P3HP2HP3

U10 27 P5H(HP)5(PHH)2PHP3

Table 3.29: Additional benchmark protein sequences for side chain model.

Experimental Evaluation

We ran our experiments on the same cluster of computers used in Section 3.2.4. For each

of the protein sequences, we ran our algorithm 20 times, each run with a timeout of 1

hour. The best and average energy levels are reported in Table 3.30 for cubic and FCC

lattices.

Benchmarks

We used three benchmark sets of protein sequences for the experiments. The first set of

benchmarks are taken from [296] and are of length 27-36 and designated as D1-D5. The

next 10 proteins (U1-U10) all of length 27 were proposed in [200]. The last 10 protein

sequences (H1-H10) are all of length 48 and are taken from the famous Harvard benchmark

set [12]. These benchmark sets are well known in the literature for simplified protein

structure prediction and also being used for experiments in [7, 247, 248, 249, 250, 251].

The sequences are shown in Table 3.29.

Results

To show the performance of our algorithm, we also report minimum energy levels reported

in [251] by various algorithms in the literature in Table 3.30. In the table, ‘PGA’ denotes

the Parallel Genetic Algorithm proposed in [249], ‘MSPGS’ denotes the Master-Slave

Parallel Genetic Algorithm proposed in [247], ‘HPGA’ denotes the Hierarchical Parallel

Genetic Algorithm presented in [250] and ‘GHGA’ denotes the Greedy Heuristic Genetic

Algorithm proposed in [251]. The best energy levels achieved for each of the protein
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Id Len Min. PGA MSPGA HPGA GHGA Our Approach

[249] [247] [250] [251] Cubic FCC

best avg best avg

D1 27 -22 - -20 -21 -21 -22 -19.4 -36 -35.7

D2 27 -20 - -17 -19 -19 -20 -17.8 -34 -33.1

D3 27 -23 - -21 -23 -23 -23 -19.8 -36 -34.9

D4 31 -43 - -36 -41 -43 -43 -39.4 -65 -62.4

D5 36 -20 - -14 -14 -18 -20 -18.9 -32 -32

U1 27 -13 -10 -12 -12 -12 -13 -11.8 -21 -20.7

U2 27 -13 -12 -13 -13 -13 -13 -12 -21 -20.1

U3 27 -13 -11 -13 -13 -13 -13 -11.5 -20 -18.8

U4 27 -22 -18 -22 -22 -22 -22 -19.3 -36 -35.2

U5 27 -13 -11 -13 -13 -13 -13 -11.4 -19 -18.9

U6 27 -15 -13 -14 -14 -15 -15 -13.2 -24 -23.7

U7 27 -18 -16 -16 -16 -16 -18 -16.3 -32 -30.7

U8 27 -6 -6 -6 -6 -6 -6 -5.4 -11 -11

U9 27 -10 -9 -9 -10 -10 -10 -9.1 -17 -17

U10 27 -15 -14 -14 -14 -14 -15 -13.5 -28 -27.4

H1 48 -36 - - -32 -36 -36 -32.3 -68 -65.9

H2 48 -36 - - -32 -36 -36 -31.5 -67 -63.5

H3 48 -36 - - -30 -35 -36 -32.6 -71 -67.4

H4 48 -37 - - -35 -36 -37 -32.7 -70 -67.2

H5 48 -36 - - -31 -35 -36 -33.1 -71 -66.5

H6 48 -38 - - -33 -35 -38 -32.7 -69 -66.5

H7 48 -37 - - -32 -34 -37 -32 -69 -64.8

H8 48 -36 - - -31 -34 -36 -33.5 -67 -65.8

H9 48 -38 - - -32 -36 -38 -32.4 -71 -65.5

H10 48 -38 - - -33 -36 -38 -32.2 -69 -62.7

Table 3.30: Comparison of results for different algorithms in side chain models.

sequences are shown in bold faced fonts. All the energy levels presented in this table are

for cubic lattice except that of in the last two columns.

Analysis

From the minimum energy levels reported in Table 3.30, it is clearly evident that our

algorithm is able to produce better results than the previous state-of-the-art results when

compared with other algorithms for cubic lattice and minimum energy level achieved.

Our algorithm was able to produce better energy levels than that produced by all of the

algorithms. We note that the results in the ‘Min’ column represents results achieved by

running the GHGA algorithm for a long time to achieve a upper bound of the energy. The

bound is to give an idea of how far the performance of the algorithms are with respect

to the upper bound. Our algorithm achieves that energy level for all the proteins within

a reasonable shorter period when compared to that. Since the average energy levels were
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Protein Cubic Lattice FCC Lattice

Info With Hints Without Hints With Hints Without Hints

Id Len best avg best avg best avg best avg

D1 27 -22 -19.4 -18 -17.54 -36 -35.7 -35 -34.6

D2 27 -20 -17.8 -17 -16.45 -34 -33.1 -32 -32.3

D3 27 -23 -19.8 -23 -18 -36 -34.9 -34 -32.9

D4 31 -43 -39.4 -30 -29.91 -65 -62.4 -63 -60.7

D5 36 -20 -18.9 -18 -17.81 -32 -32 -32 -32

U1 27 -13 -11.8 -11 -10.72 -21 -20.7 -21 -20.3

U2 27 -13 -12 -11 -10.90 -21 -20.1 -20 -20

U3 27 -13 -11.5 -13 -10.81 -20 -18.8 -19 -18.1

U4 27 -22 -19.3 -22 -17.45 -36 -35.2 -36 -35.1

U5 27 -13 -11.4 -11 -10.27 -19 -18.9 -19 -18.1

U6 27 -15 -13.2 -13 -12.45 -24 -23.7 -24 -23.1

U7 27 -18 -16.3 -16 -15.72 -32 -30.7 -31 -30.1

U8 27 -6 -5.4 -6 -5.36 -11 -11 -11 -11

U9 27 -10 -9.1 -10 -9.09 -17 -17 -17 -17

U10 27 -15 -13.5 -14 -13.27 -28 -27.4 -27 -27

H1 48 -36 -32.3 -32 -29.81 -68 -65.9 -67 -63

H2 48 -36 -31.5 -36 -30.45 -67 -63.5 -65 -61.2

H3 48 -36 -32.6 -32 -30.81 -71 -67.4 -69 -64.4

H4 48 -37 -32.7 -36 -31.54 -70 -67.2 -67 -64.5

H5 48 -36 -33.1 -36 -32 -71 -66.5 -67 -64.2

H6 48 -38 -32.7 -36 -31.63 -69 -66.5 -65 -64.8

H7 48 -37 -32 -36 -31.18 -69 -64.8 -67 -62.2

H8 48 -36 -33.5 -36 -30.72 -67 -65.8 -66 -65.4

H9 48 -38 -32.4 -36 -32.18 -71 -65.5 -68 -63.8

H10 48 -38 -32.2 -36 -31.27 -69 -62.7 -66 -60.3

Table 3.31: Comparison of results for between hint based method and hint less version.

not reported in [251] we could not compare the average performance.

However, we also present the best and average energy levels achieved in FCC lattice

for the first time in literature. The values shown in the table clearly shows that FCC

lattice produces structures with lower energy levels for all the protein sequences. The

most obvious reason for this is that FCC lattice provides a larger degrees of freedom for

placing an a atom and allows more hydrophobic side chain atoms to interact with each

other.

Effect of Intelligent Neighborhood Selection

In order to assess the effectiveness of the intelligent neighborhood selection strategy in

solving the problem with side chains on different lattices we ran another version of the

algorithm without the hint based operating point selection strategy. The resulting algo-

rithm is the same as Algorithm 3.20 except at Line 4 where we select the points randomly
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rather than using the hints. The best and average energy levels are reported in the Col-

umn ‘Without Hints’ in Table 3.31 both for cubic and FCC lattices. The better values

are shown in bold faced fonts. The reported values show that for most of the proteins

the variants with hint based variable selection strategy improve over the variant without

hints.

3.3.5 Summary

In this section, we have proposed an intelligent variable selection strategy for candidate

generation in local search methods for protein structure prediction problem. We demon-

strate the effectiveness of this strategy for different 20×20 energy models on face centered

cubic lattice. We also have proposed a new chain growth initialization procedure and

heuristic functions to select variables and candidates at each iteration. Our method sig-

nificantly improves over the state-of-the-art algorithms.

In addition to this, we presented a constraint-based evolutionary local search algo-

rithm for protein structure prediction on discrete lattices with side chains. Our algorithms

achieves state-of-the-art results on cubic lattice within reasonable time for standard bench-

mark proteins. We also provide results for FCC lattices which show lower energy levels

achieved compared to cubic lattices. Within this framework, it is possible to explore fur-

ther the strengths of both constraint programming and evolutionary local search. We wish

to extend our model with a more detailed representation of proteins and produce more

realistic results.

3.4 Conclusion

In this chapter, we presented our methodology for on-lattice protein structure prediction.

There are two phases in the development of the methodology. In the first phase, we devel-

oped a memory based local search framework built on the top of a tabu-based local search

and proposed effective mechanisms for handling re-visitation, stagnation and symmetry

during the search.

Then we proposed Platypus, a constraint based local search framework for on-lattice

protein structure prediction. We also proposed several domain specific heuristic and a

hint based effective neighborhood selection technique which is tested on several energy

functions and protein models.

In the next chapter, we perform an assessment of our models and propose an improve-

ment by incorporating real features.
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Chapter 4

Model Evaluation and Application

In this chapter, we present an assessment of the protein structure prediction model that

we have used in the previous chapter and enhance it and apply it to real data. The

chapter starts with te assessment of the simplified models in Section 4.1. The assessment

is twofold: accuracy of the discrete lattices and the contact based energy functions. Next,

we incorporate the secondary structural information within the model and enhance it in

Section 4.2. We tested our model on several proteins and showed that the model is able

to produce desired correlation of the similarity of the structures with the native ones.

4.1 Assessment of Simplified Models

In the absence of any known structure or templates, ab initio methods guided by a scoring

function or energy function are used to predict structures. However, the complexity of

searching for a native structure depends on the underlying model. The all-atomic details

pose much complexity on the modeling and require huge computational time [172, 297].

Therefore, reduced models are preferred. A general paradigm in PSP [142, 298, 299] is to

generate simple decoys or candidate structures using a reduced or simplified model and

then refine them by adding necessary backbone and side-chain atoms [287, 300]. These

reduced or simplified models are also used in investigating the protein folding process in

detail [301, 302] and also in the CASP competition by one of the best performing systems

such as TASSER [142].

The simplified models are often based on contact based statistical energy models on

discrete lattices (cubic or face centered cubic (FCC)). Contact based energy models [9, 11,

14, 26] consider interaction energy only among the amino acid types that are in contact.

Moreover, the discrete lattices restrict the backbone atoms only to valid lattice points.

Such restricted behavior of both the energy models and the lattices pose a two-fold concern

for the researchers about the goodness of such reduced models. Firstly, how close we are

able to model the native structures of the proteins using discrete lattices [303]? Close fits

of the backbone of the native structure provides an estimate of the optimal achievable

target on discrete lattices and definitely is an indication of the goodness of the lattices
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being used. Secondly, how well we can guide the search towards the native structures by

using the contact based energy models [9, 11, 14, 26] regardless of the particular lattice

being used? An energy model provide effective search guidance when the structures having

lower energy values also have more similarity with the native structures. This proximity

or similarity with the native structure is measured by using root mean square deviation

(RMSD). Lower RMSD values indicate structures more similar to the native one.

In this section, we address the first concern mentioned above by using the protein chain

lattice fitting (PCLF) problem. We developed a constraint-based local search algorithm

for the PCLF problem for cubic and face-centred cubic lattices and found very close lattice

fits for the native structures. Our algorithm starts with a greedy chain growth algorithm

and in subsequent iterations improves by taking moves from the neighborhood generated

by a set of operators. On a set of 1192 proteins from the PISCES [304] benchmark set,

we achieve average RMSD distances of 1.87Å and 1.23Å respectively for cubic and FCC

cubic lattices. By doing these, we reconfirm the rationale behind selecting these discrete

lattices in PSP. For the second concern, we use a number of techniques to sample the

conformation space and find correlations between energy functions and root means square

deviation (RMSD) distance of the lattice-based structures with the native structures. The

sampling techniques include minimizing RMSD, minimizing the energy functions, and

performing a random-walk on the conformation space. Using one million samples for each

protein each sampling method, we performed Spearman rank correlation test and found

that energy functions such as HP, Barrera and MJ matrix have mostly negative correlation

with the RMSD values. These analyses thus reveal weakness of these contact-based energy

models even though they are popular in PSP.

The rest of the section is organized as follows: the problem of protein chain lattice fit

(PCLF) is described in Section 4.1.1; our search framework is described in Section 4.1.5;

experimental results and discussion is presented in Section 4.1.7.

4.1.1 Accuracy of Lattices

Lattices suffer from accuracy since they approximate the real positions of atoms by dis-

cretization. Since only the Cα atom is represented in most of the models, further re-

finement sometimes results into side-chain clash and deforms the structure. Moreover,

the regularities of secondary structures are also approximated in lattice representations.

Many of the lattices are unable to exhibit various degrees of secondary structure bias

[124]. Assessment of lattices has given rise to an interesting problem called protein chain

lattice fit(PCLF) problem [126] where, given a native structure of a protein one has to

find its closest lattice fit w.r.t. some similarity measure. Various distance measures, such

as dRMSD and cRMSD are used as similarity measure of lattice structure with the given

native structure. Since in the lattice model only Cα atoms are represented, we are gener-

ally interested in the backbone of the native structure only. The problem can be defined

formally as below:
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Given a native structure, B = b1, · · · , bn of a protein, where b1, · · · , bn are the

position of backbone atoms, in the protein chain lattice fit(PCLF) problem, the task

is to find a lattice conformation, C = p1, · · · , pn, such that dissimilarity or distance

measure δ(B,C) is minimized.

To the best of our knowledge, no significant study has been performed that has evalu-

ated the effectiveness of the simplified models in terms of the ability of the lattice models

to represent native structures and in terms of ability of the energy models to guide the

search. Researchers have tried to compare the effectiveness of the lattice models with

other models [305] and their effectiveness in folding simulation [306]. However, in the

later case the studies are conducted using simple two dimensional lattices only. We ad-

dress the problem of accuracy of lattices from a point of view of representation to show

the accuracy level of the lattices up to which they can model the real proteins. We first

explore the literature of the PCLF problem and then that of the energy models.

PCLF problem is proved to be NP-Complete [126]. Several techniques have been ap-

plied to solve the problem such as exhaustive full enumeration [127], dynamic programming

[128], chain growth algorithms [124, 307], move based local search [308], specialized force

fields [309, 310]. Recently Mann et al. [195] proposed LatFit, a tool for PCLF problem for

both backbone and side-chain atoms and achieved the state-of-the-art results. They also

proposed another refinement algorithm [194] based on constraint programming techniques.

Contact based energy models [9, 11, 14, 26] with discrete lattices have been used

extensively in the literature of PSP [301]. A general trend is to optimize the energy function

by using various search techniques such genetic algorithms [218], constraint programming

[7, 123], simulated annealing [107, 311], memory based methods [312]. However, it is

important to assess their performance on a wide variety of protein sequences to see if they

really work for simplified models. In literature, quasichemical approximation techniques to

derive contact based energy functions like Miyajawa-Jernigan matrices [14] are criticized

for neglecting the peptide bonding of the amino-acids [313]. However, no comprehensive

study was found in the literature to show the effectiveness of such energy functions. The

ability of contact-based energy methods to discriminate the native state from the decoys

were investigated in [314, 315] and a general negative answer was found. Later on, a new

empirical energy model was presented in [9] that was much simpler than the Miyajawa-

Jernigan matrices and was successfully able to discriminate the native state from the decoy

sets. These energy functions are used by the researchers both in fold recognition [316] and

in ab initio methods to guide the search [123].

In this section, we use a constraint-based local search to produce state-of-the-art results

for PCLF problem and thus show the effectiveness of cubic and FCC cubic lattices. Using

a number of guided sampling techniques, we also perform an assessment of the effectiveness

of different energy models. The analysis reveals weakness of those energy functions.
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4.1.2 Intramolecular Similarity Measure

The choice of distance measure is very important for our experiments. Distance measures

between two structures cRMSD is calculated by taking the square root of the average

distance between corresponding atoms of two structures. However, in case of the the

molecular structures sampled from molecular dynamics or other forms of sampling, often

the structures drifts away from the origin and rotates in an arbitrary way. Calculating

cRMSD first requires to find an optimal alignment of two structures, and then calculating

RMSD. Moreover, in cases where we wish to find structures that are similar to each other in

potential energy (free energy), cRMSD will find a structure with overall minimum average

atomic displacement by treating all atoms equally. However, in cases such as protein

structure prediction, we can not treat all atoms similarly since atoms on the outside of the

protein can often move without affecting the potential energy while atoms at the centers

have more impact on the energy function even for slightest movements. For these reasons,

intra-molecular distance measures like dRMSD are developed to address the shortcoming

of cRMSD based measures. For two given, structures C = p1, · · · , pn and B = b1, · · · , bn,

dRMSD is defined as follows:

dRMSD(B,C) =

√∑
i<j(distance(bi, bj)− distance(pi, pj))2

n ∗ (n− 1)/2
(4.1)

where, function dist(pi, pj) denotes the Euclidean distance between two points pi and pj .

4.1.3 The Constraint Programming Model

In PCLF problem, we are given a protein sequence S of length n and a backbone structure,

B = b1, · · · , bn from the native structure of a protein. In the given sequence S, each

element si ∈ S is an amino-acid type. Each amino acid i is associated with a point

pi = (xi, yi, zi) ∈ Z3. The decision variables are the x, y and z co-ordinates of a point.

For a sequence of length n, the domain of the variables is the range [−n, n]. Formally,

∀ixi ∈ [−n, n], ∀iyi ∈ [−n, n] and ∀izi ∈ [−n, n]. The first point is assigned as (0, 0, 0),

which is a valid point in the FCC lattice. The rest of the points follow the constraint,

∀i<n(~ai) ∈ {~v1, · · · , ~v12}. Here, ~ai is the absolute vector between points (xi+1, yi+1, zi+1)

and (xi, yi, zi), and {~v1, · · · , ~v12} are the basis vectors for FCC lattice. Thus all points

satisfy the lattice constraint and chain constraint. The self-avoiding constraint is defined

using the all-different constraint all-different(∀ipi). The all-different constraint is defined

over a set of points and it is satisfied only if no two elements are same in the set. We

define sqrdist(i, j) as the square of Euclidean distances between two points pi and pj . Now,

contact(i, j) = 1, if sqrdist(i, j) = 2; and contact(i, j) = 0, if sqrdist(i, j) 6= 2. The decision

variables, domains and constraints are similar to the model described in Section 3.2.2.

Only difference is in the objective function. Only difference is in the objective function.

In PCLF problem, the task is to minimize dRMSD.
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4.1.4 Problem Definition

Now, given the native structure of a protein in full atomic representation and the back-

bone of the given native structure B = b1, · · · , bn, in PCLF problem, the task is to find a

structure in the lattice, C = p1, · · · , pn such that the distance between B and C is min-

imized. The backbone of a protein structure is defined by the α-Carbon positions. Note

that, here b1, · · · , bn are real numbers. In order to normalize, we consider neighborhood

distance in the discrete lattices (1 in case of cubic and
√

2 in case of FCC) to be equal

to 3.8Å, which is the average distance between two consecutive α-Carbon atoms in real

proteins. This distance is enough to avoid possible steric clashes after adding other atoms

while reconstruction. In PCLF problem, we wish to minimize dRMSD defined in (4.1).

The objective function becomes:

obj = Mimimize dRMSD(B,C) (4.2)

4.1.5 Search Procedure

The optimization for PCLF starts with a chain growth initialization technique. The chain

growth initialization is greedy in nature. It starts by assigning (0, 0, 0) to the first amino-

acid position. For each of the next positions, it calculates the new point using the possible

basis vectors for the selected lattice type and if that position is not occupied, it also cal-

culates the partial dRMSD value for the assigned positions (p0, · · · , pi) only. It greedily

selects the basis vector that resutls in the minimum dRMSD. Ties are broken by a prede-

fined order using a FIFO data structure. Pseudo-code for selection of direction is given

in Algorithm 4.3. If no free positions are available, the algorithm backtracks and starts

from the last position. It also keeps track of the directions once set to a position and skips

those when backtracking. The pseudo-code of the algorithm is given in Algorithm 4.2.

This chain growth initialization produces initial structures with very low dRMSD values

(see Table 4.1).

The pseudo-code for the search is given in Algorithm 4.1. At each iteration, we ran-

domly select an operator. According to the selected operator type, points are selected

randomly. We maintain a tabu list of recently used moves. We use two operators that

were also used previously for structure prediction: jump move operator (see Section 25 for

details) and pull move operator proposed in [5]. After the selection of the points they are

re-optimized by allowing all possible valid orientations by jump move or pulled in all pos-

sible directions in the neighborhood by using pull moves. In case of jump moves, multiple

points are selected depending on the parameter moveSize. Initially, moveSize is set to 1.

For pull moves, a single point not in the tabu list is selected. After selecting the points, the

neighborhood moves are generated using the selected operator. After generation, all the

candidate moves are simulated. Simulation of a move temporarily calculates the changes

in the heuristic functions without committing the move. After simulation, only the best

candidate is selected. The selection is based on the dRMSD value only. However, we always
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include the current structure as a candidate and the search progresses monotonously in a

non-increasing manner. If the search can not find improvement in the global minimum for

a number of steps determined by the parameter stagnation, we increase the moveSize by

one and the parameter stagnation is also multiplied by a factor. They are set to initial

values whenever there is an improvement. This is because the jump operator re-optimizes

relatively large segments and once an improvement is found we let the search to intensify

around the solution found. The search is similar to the methods described in Section 3.2

with only exception that we do not use any heuristics to guide the search here. Best

candidate is selected depending on the objective function, which is dRMSD here.

Algorithm 4.1: LatticeSearch()

1 chainGrowthInitialize()
2 moveSize = 1
3 stagnation = 1000
4 nonImproving = 0
5 while time ≤timeout do
6 selectOperator()
7 selectPoints()
8 generateNeighbors()
9 simulateMoves()

10 selectBestMove()
11 executeSelectedMove()
12 updateTabuList()
13 if improving then
14 moveSize = 1
15 stagnation = 1000

16 else
17 nonImproving + +
18 if nonImproving ≥ stagnation then
19 moveSize+ +
20 stagnation = stagnation ∗ factor
21 nonImproving = 0

Algorithm 4.2: chainGrowthInitialize()

1 p1 = (0, 0, 0)
2 for i← 2 to n do

3 ~dir = selectDirection(i)

4 if ~dir = null then
5 backtrack()
6 else

7 pi = pi−1 + ~dir

8 return p1, · · · , pn
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Algorithm 4.3: selectDirection(position i)

1 MinHeap Q = {}
2 for all ~vk ∈ basis do
3 pk = pi−1 + ~vk
4 if notOccupied(pk) then
5 Ek = calcPartial dRMSD(p0, · · · , pi−1, pk)
6 Q.add( ~vk, Ei)

7 if Q.isEmpty() then
8 return null
9 else

10 return Q.top()

Implementation

We implemented our framework using C++ on top of the constraint-based local search

framework Platypus described in detail in Section 3.2.3. The constraints are maintained

by invariants in Kangaroo. Simulation of moves, execution and necessary propagation of

constraint and function values are performed incrementally by Kangaroo.

4.1.6 Sampling Algorithms

Sampling the conformation space is important for the second part of our experiment.

Since we attempt to find the native structure, we first study the energy values of the

structures that are visited when we minimize the dRMSD value. By minimizing dRMSD

using our PCLF algorithm in Algorithm 4.1, we are able to generate sample structures

that are within very close proximity of the native structures (experimental results show

this). However, in reality the dRMSD values will be unknown and we have to minimize the

energy values with the hope that lower energy values will lead to lower dRMSD structures.

We therefore also generate sample protein structures by running a search algorithm that

minimizes a given energy function. For this, we use Algorithm 4.1 but with dRMSD being

replaced by the given energy function. Lastly, we also use a random walk algorithm that

starts with a random initialization and in each iteration picks a random candidate from

the randomly generated neighbor structures. We do not use a sampling method that

randomly generates all structures. For each lattice type, we therefore have 5 different

search algorithms to generate samples.

1. PCLF Search: This algorithm is essentially the Algorithm presented in Algo-

rithm 4.1. The search is directly guided by dRSMD. At each iteration, dRSMD is

minimized and we reported dRSMD values and values of the energy functions for all

selected candidates.

2. Guided Search, hp-basic: This algorithm is similar to that presented in Algo-

rithm 4.1 except in Line 1 and Line 10. The search is guided by the basic HP energy
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model [26]. In each iteration, we reported values of all the energy functions and

dRSMD values of the selected candidate structures.

3. Guided Search, mj: This algorithm is similar to that presented in Algorithm 4.1

except in Line 1 and Line 10. The search is guided by MJ Matrix model proposed in

[14]. In each iteration, we reported values of the energy function and dRSMD values

of the selected candidate structures.

4. Guided Search, bre: This algorithm is similar to that presented in Algorithm 4.1

except in Line 1 and Line 10. The search is guided by the empirical energy model

proposed in [9]. In each iteration, we reported values of the energy function and

dRSMD values of the selected candidate structures.

5. Random Walk: We ran another version using no guidance and selecting the can-

didates randomly from the list of the generated structures. This algorithm is es-

sentially a random walk in the space of feasible structures. In each iteration, we

reported values of all the energy functions and dRSMD values of the selected candi-

date structures.

4.1.7 Experimental Evaluation

We ran our experiments on the Gowonda cluster provided by Griffith University (also

used in Section 15). Experiments were run on benchmark protein sequences taken from

the PISCES [304]. These proteins are originally used in [195]1. The proteins were selected

by enforcing 40% sequence identity cutoff, with chain length 50300, R-factor ≤ 0.3, and

resolution ≤ 1.5Å to derive a high-quality set of proteins. The resulting benchmark set

contains 1192 proteins exhibiting a mean length of 160 (σ = 64).

Accuracy of Lattice Fitting

We ran our algorithm on both cubic and FCC lattices. For each protein sequence in the

benchmark set, we ran our algorithm 5 times with a timeout of 1 hour. Average dRMSD

values are reported in Table 4.1. We report average dRMSD values produced by the

greedy chain growth algorithm in the ‘initial’ column and the final average values in the

‘final’ column. Since we consider backbone-only structures denoted by α-Carbon atoms,

we compare our results with those in the literature with backbone-only models. Average

dRMSD values produced by the algorithm by Park et al. [124] and LatFit program [195] are

reported as in [195]. The values reported in the Table 4.1 shows that our approach produces

lattice fits with lower dRMSD values. Percentage improvements of our approach over other

methods are also shown in Table 4.1 in column ‘Imp.’ Improvements is defined as, Imp.

= 100 × (Average dRMSD of our approach-Average dRMSD of other approach) / Average

dRMSD of other approach. The differences in the dRMSD value are statistically significant

1We thank Martin Mann for providing the list of protein sequences.
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since the number of samples is large and we take average values of 5 runs. However, we

performed statistical t-test with 95% significance level to ensure the significance of these

results. From the lower dRMSD values reported for both types of lattices, we conclude

that with these types of discrete lattice, it is possible to generate structures that are

within close proximity of the native structures. The state-of-the-art methods for structure

prediction confirms this value for the backbone models and also for any other detailed

models [287, 299]. In other words, these discrete lattices provides realistic backbone for

real protein structures.

Lattice Park et al. [124] LatFit [195] Our Approach

Type avg Imp. avg Imp. initial final

Cubic 2.34 20.08% 2.08 10.09% 2.86 1.87

FCC 1.46 15.75% 1.34 8.21% 2.03 1.23

Table 4.1: Average dRMSD values and improvements produced by our approach over
other approaches in literature.

Effectiveness of Energy Models

The contact-based energy functions are generally used along with lattices in the simplified

models. Since the accuracy of lattices are proved to be within very close proximity of

the native structures (< 2Å), the important task after the selection of the lattice is to

choose a suitable energy function that will guide the search. Contact based energy models

[9, 11, 14, 26] with discrete lattices have been used extensively in the literature of PSP

[301]. A General trend in the literature is to optimize the energy function defined by

the model by a suitable technique. In the literature, not much studies are found dealing

with the accuracy of such energy functions. These energy functions are in general derived

from a decoy or test set and works fine for that since they are statistically derived from

those structures. However it is important to assess their performance on a wide variety of

protein sequences to see if they really work for simplified models. Such assessments can

be done by comparing structures produced by those energy functions with the native one.

Ab initio search based PSP algorithms usually minimizes a given energy function.

The prior assumption is that if the energy model is effective, then the structures with

lower energy values have lower dRSMD values too. In other words, minimizing the energy

function would result into minimizing dRSMD value and the search will eventually lead to

structures closer to the native structure. In that case, the values of the energy functions

must show a strong positive correlation with dRSMD. We ran each of 5 variants of sampling

algorithms mentioned in Section 4.1.6 and generated one million sample structures during

the search for each type of lattice. After finishing each run, we test correlation between

the dRSMD values and values of each of the energy functions reported for the candidate

structures of each protein. We performed Spearman rank correlation test for each protein.

157



4.1. Assessment of Simplified Models Chapter 4. Model Evaluation and Application

Correlation Coefficient Correlation Coefficient

Energy for Cubic Lattice (%) for FCC Lattice (%)

Function > 0 > .5 < 0 < −.5 > 0 > .5 < 0 < −.5
Sampling by using PCLF search

hp-basic 11.56 2.02 88.43 58.67 5.73 0.28 94.26 74.21

mj 70.20 24.35 29.79 6.59 73.72 28.85 26.28 6

bre 9.16 0.57 90.83 66.47 3.71 0 96.28 80

Sampling by using guided search

hp-basic 9.88 5.14 90.12 79.05 3.69 0.86 96.31 90

mj 31.85 16.38 68.15 51.63 19.31 5.42 80.69 51.84

bre 2.09 1.43 97.91 93.98 0.86 0.22 99.14 93.49

Sampling by using random walk

hp-basic 86.22 1.04 13.78 0.13 87.54 1.23 2.36 0.11

mj 31.76 0.13 68.24 0 54.25 1.18 46.75 0.24

bre 85.30 2.62 14.70 0.26 81.28 1.28 18.72 1.54

Table 4.2: Percentage of proteins with correlation co-efficient in different ranges.

The summary of the results are given in Table 4.2. From the bold faced values in

Table 4.2, we see that the search when guided by the energy functions shows strong

negative correlations (< −0.5) for most proteins while a positive correlation was ideally

desired. Typical plots of dRSMD against the energy function values are shown in Figure 4.1

for the protein 1A6M. For this protein, we see that for each of the energy functions, dRSMD

value does not decrease with the minimization of the energy values. Similar plots are also

found for other protein sequences as well. Thus we conclude that the search when guided

by the energy functions, i.e., minimizing the energy value does not result in minimizing

the dRSMD values.
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Figure 4.1: Plot of values of different energy functions against decreasing dRMSD values
of the structures generated for 1A6M found by the guided sampling algorithms.

In Table 4.2, also notice that the correlation coefficients are negative or weakly positive
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Figure 4.2: Scatter plot of minimum dRSMD values found by each of the sampling algo-
rithms against the minimum dRSMD value found by random walk.

(< 0.5) for most of the proteins even when the sampling was performed by minimizing

dRSMD. This observations are indicative only because in effect we will not minimize

dRMSD. Weak positive correlations are also found for two of the energy functions for the

samples generated by random walk. In order to test the significance of the weak positive

correlations, we further analyze the quality of the structures that were generated by our

sampling algorithms.

Figure 4.2 shows the scatter plots of minimum dRSMD values found for each protein

by each of the sampling algorithms against the minimum dRSMD value found by random

walk on both type of lattices. Its clearly visible that, the PCLF search produces structures

with lower dRSMD (in the plot near the x axis) compared to other methods and thus cover

the areas of the search spaces that are closer to the native structures. For the sampling

methods that minimize energy functions, most protein in the chart lie below x = y line

meaning the minimum dRSMD values found by them are better than the minimum dRSMD

values found by the random walk. This further means the random walk based sampling

method does not generate structures that are closer to the native structures and so the

weak positive correlations are not very significant. Thus a random walk instead of using

energy functions as search guidance would not be useful. Overall these observations reveal

the weakness of the energy functions used in this experiment i.e. minimizing them does

not necessarily mean on the way to the native structures.

4.2 Towards Real Structures

Search-based energy minimization with free-modeling not necessarily leads to structures

that are similar to the native structure of the given protein. In the previous section, we

found that several energy models failing to produce significant positive correlation with
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the dRMSD measures while minimizing free energy using local search. One reason is that

the free modeling of the atoms does not consider regularities observed in real proteins.

Even when modeling hydrophobic collapse using simple contact based energy function on

discrete lattices, the free modeling of the atoms does not consider regularities observable

in real proteins. These regular structures are called secondary structures of motifs and

build up the tertiary structures.

Most successful methods in protein structure prediction use comparative modeling

or fold recognition. These methods model the atoms using these regular structures or

motifs. The problem with ab initio method is that we are not given any templates or

known models or any secondary structure information. Moreover, the secondary structure

prediction tools are not 100% accurate. However, the best prediction methods are still

using state-of-the-art secondary structure prediction methods to start along with ab initio

methods. So far in this thesis, we tried free modeling of the structures where no secondary

structure information were used.

In this section, we propose a protein structure prediction scheme for tertiary structures

to use secondary structural information as predicted by the secondary structure prediction

methods and incorporate in our search framework on lattice. More over we wish to add

further refinement of our lattice models by adding all necessary atoms to produce real

all-atomic structures. We show that energy minimization has a positive correlation with

structural similarity measures if we consider secondary motifs. This emphasizes that

research efforts on energy minimization-based ab initio methods should be more on using

models that take secondary motifs into account than on using those that just assume free

modeling. We also present a constraint-based evolutionary local search framework for

on-lattice protein structure prediction using secondary structural information. We use the

face centered cubic (FCC) lattice and an empirical 20× 20 energy matrix.

Figure 4.3: Structure prediction pathway using Platypus.
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Figure 4.3 shows a diagram for our protein structure prediction scheme that starts

from primary amino acid sequence and ends up yielding real all-atomic structures. This

is essentially a hierarchical approach. The conformational search routine is developed on

top of the Platypus framework and takes two inputs: i) a primary amino acid sequence

and ii) encoded secondary structural information, and gives output a backbone structure

in the lattice. However, this encoded secondary structure information is predicted by a

secondary structure prediction routine that takes primary sequence and available infor-

mation from PDB database. Once the backbone structure is found in the lattice by the

conformational search, then further refinement are done. This includes placement of other

atoms including C-β, side chain atoms and further optimization of the structure. Finally, a

tertiary structure is given as output. Since refinement and secondary structure prediction

is out of the scope of this thesis, we will use state-of-the-art methods for the purpose.

Rest of the section is organized as follows: Section 4.2.1 provides an introduction to

the secondary motifs incorporated in lattice models, the constraint model and operators

developed for this model and shows the experimental results on real proteins. It also gives

a brief overview of the secondary structure prediction methods. Section 4.2.7 describes

the refinement process and how we incorporate them with the available tools and finally

evaluates the structures produced by this method.

4.2.1 Incorporating Secondary Motifs

Two of the most common secondary structures present in proteins are α-helix and β-sheets

consisting β-strands. In this section, we incorporate these two most common types of

regular motifs into our model. The first task is to model theses structures in lattice so that

relative positions of the corresponding backbone atoms are approximated in a correct way.

Many lattice representations of regular structures exist [128, 131, 132, 133, 134, 135, 136].

In this section, we adapt the model proposed in [135] within the Platypus framework for

FCC lattice. However, the moves and representation techniques are independent to the

proposed method in [135] and novel. Our model is simple and yet the approximation level

is satisfactory as shown in experimental evaluation section.

Modelling α-helix

As presented in Section 2.1.2, we know that there are several types of α-helix present

in protein structures. Two of the most common are shown in Figure 4.4 (a). There are

regularities in every four amino acids of a 413 alpha helix structure that we approximate

in our model. This is the most common of the α-helices. Every four amino acids of a 413

α-helix exhibit regularities. If h0, · · · , hk are the points in a helix then for 0 ≤ j ≤ 3 and

for all 0 ≤ 4i + j ≤ k, h4i+j has a a regular hydrogen bond and so a relative positional

similarity with h4(i+1)+j . Formally:

h4i+0 = (0, 0, 0) + i ~dh (4.3)
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(a) (b)

(c) (d)

Figure 4.4: Secondary motifs: (a) helix end views of 413 (offset squarish) and 310 (trian-
gular); (b) edge-on view of two central β strands; (c) an α-helix with 9 amino acids and
(d) a β-strand consisting 6 amino acids in our model.

h4i+1 = (1, 0, 1) + i ~dh (4.4)

h4i+2 = (2, 0, 0) + i ~dh (4.5)

h4i+3 = (2, 1,−1) + i ~dh (4.6)

Here, ~dh ≡ (2, 2, 0) and i is any integer indicating the index of the quadruple in

consecutive sequence of amino acids that builds the α-helix chain. Figure 4.4 (c) shows a

α-helix with 9 monomers. All monomers are shown in golden spheres.

Modelling β-sheets

β-sheets consists of β-strands (see Figure 4.4 (b)). We approximate β-strands that exhibit

regularities in every second amino-acids. If t0, · · · , tk are the points in a β-strand, then for

0 ≤ j ≤ 1 and for all 0 ≤ 2i+ j ≤ k, t2i+j has a regular hydrogen bond and so a relative

positional similarity with t2i+j . Formally:

t2i+0 = (0, 0, 0) + i~dt (4.7)

t2i+1 = (1, 1, 0) + i~dt (4.8)

Here, ~dt ≡ (2, 0, 0) and i is any integer indicating the index of the pair in consecutive

sequence of amino acids that builds the β-strand chain. Figure 4.4 (d) shows a β-strand

built of 6 monomers. All monomers are shown in pink spheres.
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Figure 4.5: Typical secondary structure information predicted by PSIPRED.

4.2.2 Secondary Structure Prediction

The secondary structure prediction is out of the scope of this thesis, hence we use PSIPRED

[137], a state-of-the-art method for secondary structure prediction. PSIPRED is a sim-

ple and accurate secondary structure prediction method. It incorporates two feed-forward

neural networks which perform an analysis on output obtained from PSI-BLAST (Position

Specific Iterated - BLAST) [67]. The accuracy of PSIPRED is more than 80%. The soft-

ware is free to use and available for download (http://bioinf.cs.ucl.ac.uk/psipred/). Given

an input protein primary sequence, it gives the encoded sequence as output. The encoded

sequence is a string Se from the alphabet,
∑

= {E,H,C} indicating the encoded regions

that the amino-acids in the sequence belong to. Here, E indicates part of a β-strand, H

indicates part of a α-helix and C indicates part of random coil.

4.2.3 Conformational Search in Lattice

We use a population based conformational search implemented on top of the constraint

based local search framework, Platypus. Since the model used in this section is different

than those used in the previous chapter, we define the new constraints for this model, a

set of novel operators to be used along with the model. Rest of the section details the

search procedure and the refinement steps followed by experimental evaluation.
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The CP Model

The constraint programming model for this section is very similar to the constraint model

introduced in Section 3.2.2 except that we need some extra constraints to adapt the coded

regions in the sequence that specifies the secondary motifs. However, we introduce the full

constraint model that is applicable to the problem in this section. Here, we are given a

sequence of amino acids S and an encoded string Se both of length n as input. Each amino

acid si ∈ S is from the alphabet
∑

. Since we are using the elaborate models for energy

calculation the alphabet has all 20 different symbols, each for different types of the amino

acids. The encoded string Se is from the alphabet,
∑

= {E,H,C}. Each position ei ∈ Se
corresponds to a position, si ∈ S. Decision variables and their domains are similar to that

of Section 3.2.2, so are lattice constraints, self avoiding constraints and chain constraints.

Variables:

Each amino acid i is associated with a point, pi in the three dimensional Cartesian space

Z3. Therefore, each point pi consists of having different axis components.

pi ≡ (xi, yi, zi) ∈ Z3,∀i (4.9)

The decision variables are the x, y and z co-ordinates of a point. For a sequence of length

n, the number of decision variables is 3n.

Domains:

For a sequence of length n, the domain of the variables is the range [−n, n]. We assign the

initial point to the origin (0, 0, 0) and ensure that the chain is always within the limits.

Formally the domains are defined as below:

∀ixi ∈ [−n, n] (4.10)

∀iyi ∈ [−n, n] (4.11)

∀izi ∈ [−n, n] (4.12)

Regular Constraints:

We have already stated that we assign the initial point to the origin (0, 0, 0). The rest

of the points now must follow the chain constraint and lattice constraint . For all of the

consecutive points, we define absolute vectors ~ai between points pi+1 ≡ (xi+1, yi+1, zi+1)

and pi ≡ (xi, yi, zi). Formally,

∀i~ai ≡ (xi+1 − xi)x̂+ (yi+1 − yi)ŷ + (zi+1 − zi)ẑ (4.13)

Here x̂, ŷ, ẑ are the unit vectors along the corresponding axis. Now, to maintain the
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connectivity or chain constraint, each of this vectors should be one of those basis vectors.

Formally,

∀i~ai ∈ {~v1, · · · , ~vk} (4.14)

Here, {~v1, · · · , ~vk} forms the basis for a particular lattice and ~v1, · · · are the basis

vectors for that lattice. Details of the basis vectors for different lattices are given in

Section 2.4.1. Now, all the points following the constraint defined by Equation 4.14 follows

the lattice constraint automatically. This is because the initial point is set to the origin.

The self-avoiding constraint is defined using the all-different constraint stating that two

different amino acids can not be assigned the same point in the lattice. Formally,

all-different(∀ipi) (4.15)

Rigid Body Constraints:

So far the constraints were similar to those defined in Section 3.2.2. Now we define

the additional constraints needed for secondary motifs. We have already defined how to

model the regularities in motifs. One important thing is that, in such models we have

just considered one typical orientation or rotation. All the symmetrical or rotational

structures are managed by the encoding that we use here for representation of structures.

In this section, we use the absolute encoding for the representation purpose. The absolute

encoding represents the inner angles or vectors between two points. The absolute vectors

~a1, · · · , ~an are found by taking the vectors of the consecutive points.

Now, each of the coded regions for secondary structures that belongs to a helix (‘HH-

HHH...’) or sheet (‘EEEE...’) are considered to be block of rigid atoms. Within the rigid

body there are no possible rotations allowed since the relative positions of these atoms are

to be maintained throughout the search if we wish to main the motif structure. However,

rotation of only the whole rigid body is allowed. That means the relative positions as

initialized can only be altered by rotation of all the atoms by same angle, otherwise not.

However, changes are allowed in the non-coded regions or atoms that belong to the random

coils. To incorporate these into the model, we define a constraint, named rigid-body which

is satisfied only if the relative positions of the atoms or corresponding points that belong

to the rigid body satisfies the motif constructs defined in the previous section. Formally:

rigid-body(pi, · · · , pj),∀eij ∈M (4.16)

Here, M is the set of all sub-sequences of the given encoded sequence, Se such that

for each element eij ∈ M , ei, · · · , ej comprise a single chunk of motif of some type either

helix/sheet. In this way, for that particular chunk, the corresponding points pi, · · · , pj
forms a rigid body. Now the operators or the optimization procedure must follow this

rigid body constraint and structures are feasible only if the relative positions in a rigid
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body are un-altered. In the next section, we present the operators designed by following

this constraint.

Energy Function:

The definition of free energy for this model is similar to those defined earlier in this thesis

for backbone only models. We use the 20×20 matrix given in [9] to calculate the free

energy of a structure. In Section 4.1, we showed there are no strong positive correlation

for this energy function with dRMSD, we show in this section that, after incorporating

these secondary structures there is in deed a strong correlation for this energy function.

Energy is defined by the following equation:

E(c) =

n∑
j≥i+1

contact(i, j).energy(si, sj) (4.17)

Now the problem of protein structure prediction with secondary motifs in discrete

lattices is defined as following:

Given a protein sequence S of length n and its coding for secondary structures,

Se, find a lattice conformation, C = p1, · · · , pn, such that, for all segments, eij ∈ E
corresponding points, pi, · · · , pj satisfies the motif constraints and the energy function

defined by Equation 4.17 is minimized.

4.2.4 Operators

All existing protien structure prediction methods that utilize secondary motifs [133, 135]

are based on constraint programming techniques. Therefore, they depend on low-level

variable assignment techniques and cannot utilize lattice based operators that exhibit

certain structural characteristics. We use four types of operator in our constraint-based

evolutionary local search: i) jump ii) pull move iii) rotation and iv) crossover. We apply

the operators only at the points that are not part of the rigid parts such as α-helices or

β-strands.

Jump Operator:

We use the jump operator proposed in Section 25. The Jump operator modifies single

or multiple points and moves the corresponding amino acids to the available neighboring

lattice positions. We use this operator to re-optimize a segment of the protein structure

locally.

Pull Move:

In pull moves for free modeling [5], an amino acid is pulled along with the chain in a

way so that the pull is minimized locally. In our model, we allow pull moves that do not
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Figure 4.6: Valid pull move with a β-strand.

alter the relative positions of the amino acids belonging to a rigid body. We illustrate

an example pull move with a β-strand in Figure 4.6. The darkened spheres are part of

coded region of a β-strand while gray spheres are non-coded amino-acids. If we allow a

non-coded amino acid i+ 1 to move to one of its free neighbors l, the rest of the chain will

undergo a pull. This pull results into a move of the adjacent amino-acid i to the neighbor

c of l i.e. i→ c and then (i− 1)→ i, (i− 2)→ (i− 1), (i− 3)→ (i− 2), (i− 4)→ (i− 3),

(i−5)→ (i−4) and so on. This particular pull is allowed since the absolute vectors within

the coded regions ~ai−1, ~ai−2, ~ai−3 and ~ai−4 satisfy the constraints, i.e., ~ai−1 = ~ai−3 and

~ai−2 = ~ai−4. We perform similar checking in the case of pull moves with regions coded as

α-helix.

Figure 4.7: Rotation move in square lattice.

Rotation Move.

The rotation move rotates a part of the structure from the direction of one basis vector

to that of another. In other words, it alters the absolute vector at a pivot point. We
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implemented the rotation operator in a novel way. The absolute vector is altered first and

a rotation map is generated. The map denotes the changes in axes’ component of the

original vector to the altered one. Rest of the absolute vectors are then modified using the

rotation map. An example of rotation move in the simple two dimensional square lattice is

shown in Figure 4.7. The absolute vector (1, 0) is rotated to (0,−1) and the rotation map

becomes (x → y, y → −x). The x and y co-ordinates of the rest of the vectors are now

changed according to the map. This implementation is inspired by the encoding presented

in Section 20. A rotation is allowed only if it generates a valid structure i.e. satisfies the

self-avoiding constraint.

Crossover Operator:

Crossover operators, as are typically used in evolutionary algorithms, join parts of two

different structures together. They help quickly achieve diversity in the generated struc-

tures.

4.2.5 Heuristic Functions

To minimize the energy function, we use three heuristic function presented in Section 3.3.2.

They are namely, minimize (lower) the energy contribution, minimizing sum of distance to

affine core and minimize the free positions. These heuristics are defined in Equation 3.34,

Equation 3.35 and Equation 3.36. However, we do not use the component fitness functions

in this section for selecting operating points.

4.2.6 Search Procedure

Algorithm 4.4 and 4.5 describes our constraint-based evolutionary local search algorithm.

The search starts in Algorithm 4.4 with an initialization procedure. The initialisation

procedure generates a valid structure by adding the points in the coded region by using

the constructs in Section 4.2.1 and the rest of the points in forward direction. We initialize

a population of individuals with the same initial structure and then run local search

procedures in Algorithm 4.5 on them. In each iteration in the local search algorithm,

one of the operators from jump move, pull move and rotation is selected using a uniform

random distribution. For jump move and rotation, the size of the move is selected from

the range [1, 3] using a uniform random distribution. Algorithm 4.5 maintains a tabu list

on the recently modified points, and using a uniform random distribution, selects points

that are not in the tabu list . Once the points are selected, all possible moves are generated

for the particular operator.
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Algorithm 4.4: CBELS()

1 P ← initializePopulation()
2 while timeout do
3 Pl ← ∅
4 for i = 1→ populationSize do
5 ci = individualAt(P, i)

6 c
′
i = localSearch(ci)

7 Pl.add(c
′
i)

8 Pc ← ∅
9 while Pc.size() < populationSize do

10 p1 = random(Pl), p2 = random(Pl)
11 child = crossover(p1, p2)
12 if child 6= null then
13 Pc.add(child)

14 P = selectPopulation(Pl ∪ Pc)
15 return globalBest

Algorithm 4.5: localSearch(conf)

1 while nonImp ≤ stagnation do
2 nonImp←− 0
3 o = selectOperator()
4 i = selectPoints()
5 list = generateMoves(conf, i, o)
6 h = selectHeuristic()
7 simulateMoves(list, h)
8 m = selectBestMove(list)

9 executeMove(conf,m)
10 updateTabulist()

11 if notimproving then
12 nonImp++
13 else
14 nonImp← 0

For each generated move, Algorithm 4.5 then performs simulation. Simulation applies

the moves temporarily without committing them and then using a selected heuristic eval-

uates their effect. One heuristic is randomly selected in each iteration from four given

heuristics i) minimize the sum of distances between affine pairs, ii) maximize the sum of

distances between repellent pairs, iii) maximize the number of contacts and iv) maximize

long range contacts. These heuristics are proposed in Section 3.2.5. Nevertheless, the best

simulated move is then selected for execution. Local search continues until no improve-

ment is seen for a number of steps since the last global minimum is found. The number

of step is specified by a parameter stagnation.
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After the local search phase is completed for each of the individuals in the popula-

tion, a recombination phase starts in Algorithm 4.4. The recombination phase uses the

crossover operator on two individuals selected randomly from the population. By per-

forming crossover repeatedly, a new population having the size of the current population

is thus generated. After this, the best individuals are selected from the new and current

populations and they become the current population. According to an elitist policy, the

global minimum is always kept in the selected population. However, we also retain the

worst individual to allow diversity in the population. Algorithm 4.4 runs iteratively until

a timeout has occurred.

4.2.7 Full Atomic Refinement

The full atomic refinement or reconstruction of the of full atomic protein models from the

optimized backbone positions are done using PULCHRA [287]. The program is available

online2. The reconstruction is done in several steps. A steepest-descent minimization

optimizes the input α-carbons using a simple force field. Nitrogen and carbonyl groups

are added then and optimized to improve hydrogen bond pattern. Next, the side-chain

atoms are placed on the backbone and optimized to minimize the steric clashes. In the

final stage, hydrogen atoms are added.

4.2.8 Experimental Evaluation

We implemented our algorithm using C++ on top of the Platypus framework. The func-

tions and the constraints are defined using invariants in Kangaroo and are part of Platy-

pus. Propagation of hints, simulation of moves, execution and related calculations are

performed incrementally by Kangaroo similar to that done in the previous chapter. Ex-

periments were run on the same cluster in Griffith University and was used in Section 3.2.

Description of benchmarks

We use 16 proteins sequences originally used in [185]. These are small proteins of size

range 12-64. All the sequences with length and sequence and the predicted secondary

information are presented in Table 4.3.

4.2.9 Energy Minimisation vs Similarity Measures

In Figure 4.8, we plot dRMSD against ‘energy value’ for the structures of the protein

sequence ‘1ypa’ generated during typical runs of our method that uses the secondary motifs

and the method in Section 3.2.5 that uses free modeling. Notice that for free modeling,

there is a negative correlation while for the version with secondary motifs, the correlation

is positive. Plots for other protein sequences also show similar behavior. Table 4.4 shows

2http://cssb.biology.gatech.edu/skolnick/files/PULCHRA
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Id Len Sequence

1LE0 12 SWTWEGNKWTWK

(CCEEECCEEEEC)

1KVG 12 SCHFGPLGWVCK

(CCCCCCCEEEEC)

1LE3 16 GEWTWDDATKTWTWTE

(CCCEECCCCEEEEECC)

1EDP 17 CSCSSLMDKECVYFCHL

(CCCCCCCCCCEEEEEEC)

1PG1 19 RGGRLCYCRRRFCVCVGR

(CCCEEEEECCCEEEEECC)

1ZDD 34 FNMQCQRRFYEALHDPNLNEEQRNAKIKSIRDDC

(CCHHHHHHHHHHHCCCCCCHHHHHHHHHHHHHCC)

1VII 36 MLSDEDFKAVFGMTRSAFANLPLWKQQNLKKEKGLF

(CCCHHHHHHHHCCCHHHHHCCHHHHHHHHHHHHCCC)

1E0M 37 SMGLPPGWDEYKTHNGKTYYYNHNTKTSTWTDPRMSS

(CCCCCCCCCEEECCCCCEEEECCCCCEEECCCCCCCC)

2GP8 40 ITGDVSAANKDAIRKQMDAAASKGDVETYRKLKAKLKGIR

(CCCHHHHHHHHHHHHHHHHHHCCCCHHHHHHHHHHHCCCC)

1ED0 46 KSCCPNTTGRNIYNACRLTGAPRPTCAKLSGCKIISGSTCPSDYPK

(CCCCCCCCCCCCCCCCCCCCCCHHHHHCCCCCEEECCCCCCCCCCC)

1ENH 54 RPRTAFSSEQLARLKREFNENRYLTERRRQQLSSELGLNEAQIKIWFQNKRAKI

(CCCCCCCHHHHHHHHHHHHHHHHCHHHHHHHHHHHHCCCHHHHHHHHHCCCCCC)

6PTI 58 RPDFCLEPPYTGPCKARIIRYFYNAKAGLCQTFVYGGCRAKRNNFKSAEDCMRTCGGA

(CCCCCCCCCCCCCCCCCCEEEEEECCCCCCCEEEECCCCCCCCCCCCHHHHHHHCCCC)

2IGD 61 MTPAVTTYKLVINGKTLKGETTTKAVDAETAEKAFKQYANDNGVDGVWTYDDATKTFTVTE

(CCCCEEEEEEEEECCCCCCCCEEEECCHHHHHHHHHHHHHCCCCEEEEEEECCCEEEEEEC)

2ERA 62 RICFNHQGSQPQTTKTCSPGESSCYNKQWSDFRGTIIERGCGCPTVKPGIKLSCCESEVCNN

(CEEECCCCCCCCCCCCCCCCCCCEEEEEECCCCCCEEEECCCCCCCCCCCEEEECCCCCCCC)

1SN1 64 VRDAYIAKPHNCVYECARNEYCNDLCTKNGAKSGYCQWVGKYGNGCWCIELPDNVPIRVPGKCH

(CCCCCCCCCCCCEEECCCCCCCHHHHHHCCCCEEEEECCCCCCCEEEECCCCCCCCCCCCCCCC)

1YPA 64 MKTEWPELVGKAVAAAKKVILQDKPEAQIIVLPVGTIVTMEYRIDRVRLFVDKLDNIAQVPRVG

(CCCCCCCCCCCCHHHHHHHHHHHCCCCEEEEEECCCCCCCCCCCCEEEEEECCCCCEEECCCCC)

Table 4.3: Real benchmark sequences selected for experiment from PDB and the encoded
string with secondary structure information as predicted by PSIPRED
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Figure 4.8: Plot of dRMSD against energy levels achieved for the protein ‘1ypa’.

average correlation coefficients for all the proteins for both the algorithms. The correlation

plots are same as in Figure 4.8.

We further show the plot of dRSMD against ‘energy value’ for each of the protein

sequences guided by the empirical energy [9] in Figure 4.9. We note that for each of the
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seq Correlation Coeff seq Correlation Coeff seq Correlation Coeff seq Correlation Coeff

id free motif id free motif id free motif id free motif

1le3 -0.21 0.43 1pg1 -0.72 0.41 2gp8 -0.47 0.57 2igd -0.17 0.79

1kvg -0.17 0.55 1zdd -0.81 0.72 1ed0 -0.89 0.75 2era -0.91 0.76

1le3 -0.62 0.53 1vii -0.48 0.75 1enh -0.67 0.84 1sn1 -0.48 0.72

1edp -0.71 0.74 1e0m -0.74 0.85 6pti -0.92 0.85 1ypa -0.71 0.84

Table 4.4: Average correlation coefficients achieved by free modeling and with motifs in
FCC lattice.

proteins, there is a decrease in the dRSMD value with the decreasing of energy levels,

which is an indication of the effectiveness of the energy function using this model.
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Figure 4.9: Plot of dRSMD against ‘energy value’ for the benchmark protein sequences
guided by the empirical energy [9].

4.2.10 Performance of CBELS

We compare the performance of our method with the algorithm in [185] and that in

Section 3.2.5. For both before and after performing refinement, we show the reported

172



4.2. Towards Real Structures Chapter 4. Model Evaluation and Application

best dRMSD values in [185] in Column ‘CP [185]’ of Table 4.5. Since we are interested in

the effect of secondary motifs in energy minimization and dRMSD, we ran the algorithm

in Section 3.2.5 that considers free modeling. We ran both the algorithm in this paper

and that in Section 3.2.5 for 10 times on each protein sequence giving a timeout limit of 1

hour. The best structures returned by these algorithms are then refined by the PULCHRA

program [287] to reconstruct a full atomic model. Table 4.5 in Columns ‘With Motifs’ and

’Free Modeling’ respectively shows the results obtained by the two algorithms. For both

the algorithms, we report the average and best energy levels achieved, and the average

and best dRMSD values obtained before and after refinement. The better values are in

bold face fonts in the table. Note that while comparing with ‘CP [185]’, only the best

dRMSD values of the two algorithms are to be considered.

Proteins Free Modeling With Motifs CP [185]

Eenergy dRMSD refinement Energy dRMSD refinement dRMSD

Id Len best avg best avg best avg best avg best avg best avg (refined)

1le0 12 -20.1 -19.5 4.78 4.86 3.79 4.02 -19.7 -19.7 4.62 4.71 3.67 3.79 2.8 (2.6)

1kvg 12 -31.4 -30.6 4.27 4.46 3.92 4.12 -31.2 -31.2 4.25 4.25 3.38 3.38 2.7 (2.4)

1le3 16 -28.8 -28.1 6.16 6.45 6.96 7.32 -27.6 -27.6 5.75 6.02 5.81 6.13 3.0 (2.7)

1edp 17 -61.0 -60.1 4.27 4.46 3.92 4.13 -48.9 -48.7 4.17 4.46 3.37 3.75 4.3 (1.1)

1pg1 19 -55.2 -54.7 7.88 8.11 8.12 8.46 -45.1 -45.0 7.30 7.33 6.34 6.37 6.0 (5.2)

1zdd 34 -94.1 -91.2 7.62 7.73 7.92 8.33 -50.8 -49.3 4.48 4.68 6.99 7.18 5.6 (5.6)

1vii 36 -114.4 -111.5 6.84 6.94 7.18 7.54 -73.5 -70.8 5.75 6.17 5.61 6.03 8.0 (7.4)

1e0m 37 -86.3 -83.0 7.84 7.98 8.26 8.77 -78.9 -70.2 7.00 7.52 6.01 6.73 8.9(4.4)

2gp8 40 -103.9 -100.7 9.82 10.07 9.12 10.34 -52.5 -48.4 4.34 5.44 4.54 5.67 4.9(3.5)

1ed0 46 -144.0 -141.0 7.35 7.71 8.02 8.56 -125.8 -106.7 6.13 7.21 5.32 6.71 8.0(7.2)

1enh 54 -143.2 -132.6 7.37 7.68 7.96 8.96 -86.0 -59.2 5.46 7.14 5.82 9.10 9.9(8.6)

6pti 58 -201.2 -198.3 8.46 8.63 8.14 9.12 -137.4 -125.8 6.25 7.45 6.31 7.65 10.9(10.7)

2igd 61 -151.0 -145.1 8.87 9.02 9.23 9.87 -92.4 -81.5 5.98 8.50 7.63 9.47 12.6(11.5)

2era 62 -203.6 -191.10 9.16 9.77 9.36 10.44 -137.0 -110.6 7.50 8.28 6.88 8.44 11.6(10.6)

1sn1 64 -225.1 -203.2 7.88 8.15 7.34 8.96 -156.6 -135.1 6.97 7.72 6.63 7.99 8.6(8.1)

1ypa 64 -244.9 -242.6 8.37 8.63 8.22 9.08 -155.3 -139.7 6.66 7.32 6.66 8.03 12.9(9.8)

Table 4.5: Results obtained by different algorithms for 16 proteins in FCC lattice.

Quality of Structures Obtained.

In Table 4.5, we see that our approach (Column ‘With Motifs’) achieve more similarity

(lower dRMSD) than the Free Modelling approach in Section 3.2.5 that does not exploit

secondary motifs. This holds both before and after refinement of the structures returned

by the two algorithms. We performed a statistical t-test with 95% confidence level to

ensure the significance of our improvement in dRMSD. Figure 4.10 shows sample structures

produced by the two algorithms. Note that the energy values reported by the free modeling

variant is lower than those reported by our algorithm. This points out the problems of

energy minimization using free modeling. Although our objective function during search is

set to minimizing the energy, our ultimate goal is to find a structure similar to the native

structure and thus to minimize the dRMSD value. Using secondary motifs during search
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(a) (b) (c)

Figure 4.10: Different backbone structures produced for the protein 1zdd: (a) the best
structure produced by free modeling; (b) the best structure produced by our method and
the structure after refinement super-imposed on each other; and (c) native structure.

helps achieve the ultimate goal.

Effectiveness of the Search Method.

To test the effectiveness of our search method when applied to this model, we ran another

three variants of the algorithm: i) a version without using crossover (no crossover), ii) a

version with only crossover and no local search phase (only crossover), and iiii) a basic

genetic algorithm with mutation and crossover operators selected randomly for each new

conformation to be generated (Basic GA). For each of the protein sequences, we ran each of

the variants 10 times and we plot (see Figure 4.11) the average dRMSD values achieved by

each of the variants. Note that both before and after refinement, our algorithm produces

structures with lower dRMSD values in average for all the proteins except 1kvg. Among

the other variants, the ‘no crossover’ variant performs better than the ‘Basic GA’ variant,

specially in larger protein sequences. The ‘only crossover’ variant performs the worst.
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Figure 4.11: Logarithms of average dRMSD values achieved for all 16 protein sequences
by different algorithm variants both before and after refinement.

Effectiveness of the energy model:

To test the effectiveness of the empirical energy matrix [9] used in this section with other

energy models, we also run another version of the algorithm driven by the MJ matrix [14].

All other settings were kept the same for this version. We report the results in Table 4.6.
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Table 4.6: Results obtained by different algorithms for 12 proteins in FCC lattice.

Empirical Energy [9] MJ Matrix [14]

With Motifs Refinement With Motifs Refinement

Energy dRSMD dRSMD Energy dRSMD dRSMD

Id. Len. best avg best avg best avg best avg best avg best avg

1LE0 12 -19.723 -19.723 4.62 4.71 3.67 3.79 -2.840 -2.840 4.76 4.76 4.02 4.05

1KVG 12 -31.158 -31.158 4.25 4.25 3.38 3.38 -3.200 -3.200 3.20 3.21 2.13 4.18

1LE3 16 -27.646 -27.606 5.75 6.02 5.81 6.13 -4.880 -4.880 5.86 5.88 6.09 6.32

1EDP 17 -48.852 -48.664 4.17 4.46 3.37 3.75 -5.950 -5.733 4.20 4.26 3.55 4.82

1PG1 19 -45.125 -44.966 7.30 7.33 6.34 6.37 -5.130 -5.130 5.81 5.87 4.66 5.04

1ZDD 34 -50.780 -49.287 4.48 4.68 6.99 7.18 -50.780 -14.587 3.54 6.06 5.74 6.83

1VII 36 -73.470 -70.821 5.75 6.17 5.61 6.03 -7.970 -7.426 5.28 5.97 5.68 6.29

1E0M 37 -78.916 -70.231 7.00 7.52 6.01 6.73 -17.740 -15.451 6.57 7.31 6.53 7.28

2GP8 40 -52.465 -48.441 4.34 5.44 4.54 5.67 -8.520 -7.307 4.4 5.96 4.85 5.87

1ED0 46 -125.794 -106.672 6.13 7.21 5.32 6.71 -16.560 -14.362 6.55 6.87 5.83 6.51

1ENH 54 -85.997 -59.209 5.46 7.14 5.82 9.10 -10.400 -86.85 5.93 8.70 7.66 12.80

6PTI 58 -137.375 -125.751 6.25 7.45 6.31 7.65 -17.320 -12.703 7.59 9.48 7.62 12.06

2IGD 61 -92.362 -81.491 5.98 8.50 7.63 9.47 -14.160 -12.116 6.76 8.67 7.18 12.28

2ERA 62 -136.951 -110.563 7.50 8.28 6.87 8.44 -19.030 -15.855 7.42 9.26 6.87 9.64

1SN1 64 -156.566 -135.147 6.97 7.72 6.63 7.99 -17.240 -14.290 7.17 8.46 7.30 9.01

1YPA 64 -155.275 -139.710 6.66 7.32 6.66 8.03 -16.870 -14.312 6.57 8.34 6.07 9.30

Better values in terms of dRSMD value are shown in bold faced font. However, since these

two energy functions different in types and magnitudes we do not want to compare the

energy levels achieved for these two variants.

When compared with the MJ energy model [14], we see that for most of the protein

sequences, empirical energy [9] produced structures with lower dRSMD. We note that,

when comparing the values, the ‘refinement dRSMD’ column of one method should be

compared to the ‘refinement dRSMD’ column of another and the dRSMD columns are to

be compared with each other, which indicates the dRSMD before refinement. However,

comparison of the energy values in this case is irrelevant.

4.3 Conclusion

In this chapter, firstly we have proposed a constraint-based local search framework that

produces state-of-the-art results for the protein chain lattice fitting (PCLF) problem for

real proteins. This confirms the effectiveness of using discrete lattices in protein structure

prediction (PSP). In addition to this, we also analyze several simplified energy functions

and their effectiveness to find better structures in terms of dRMSD values. Our analysis

revealed the weakness of several contact-based energy models used in the literature of

PSP. The algorithm that we use to find the lattice fits and sampling for the structures

is stochastic in nature. We believe that we can improve the fitting problem by selecting
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points intelligently rather than randomly. In future, we also wish to develop a web-server

providing the service of lattice fitting and extend our work to other lattices as well.

Next, we proposed a constraint based evolutionary local search framework for protein

structure prediction. We use this framework to design a structure prediction pathway,

where the conformational search in the lattice space is guided by this framework. Sec-

ondary structure information is taken as input to our proposed model, and the optimized

structure is then fed to a refinement or full-atomic reconstruction tool to get an all-atomic

protein model. All previous methods applied to this model used CP based techniques. We

proposed a set of novel operators for this model for the first time in the literature to enable

constraint based local search for this model. We tested our algorithm using different types

of energy functions and generated structures very close to the native structure determined

by laboratory methods.

However, many parts of our algorithm is still not guided intelligently, specially operator

selection and pivot point selection. We believe using more effective heuristic functions and

more realistic energy functions will be more useful in predicting better structures.
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Chapter 5

Conclusion

This chapter summarizes the contributions of the research presented in this thesis. The

contributions presented in Section 5.1 covers the objectives and aims set before the research

and hypotheses verified after the experiments. We also outline a few possible potential

future directions of this research in Section 5.2 and conclude the thesis.

5.1 Contributions

Our research on protein structure prediction is intended towards improvement of local

search methodology when applied to protein structure predicion. We have restricted the

scope of this research to low resolution models using discrete lattices. Many of the existing

search algorithms lack use of intelligent search heuristics to guide the search effectively.

Most of them are guided by a single fitness function, do not incorporate real features like

secondary informations or side-chain atoms, do not use the biologically inspired features

in the heuristic functions and use random decisions in different steps of the search. More-

over, the bottlenecks of local search such as re-visitation, stagnation and symmetry in

the search space degrade the performance of the search methods applied to solve a given

problem. Many of the existing methods suffer from these problems and perform well only

for the relatively small-sized benchmark protein sequences and poorly for real proteins.

We identified the research gaps in the literature of PSP and applied intelligent techniques

to improve the overall search performance for the related models and also provided an

assessment of the models. We experimented using several different energy models and dis-

crete lattices on a large variety of standard benchmark sequences both from the literature,

from Protein Data Bank (PDB) and from recent CASP competitions. From an algorith-

mic point of view, we presented three types of algorithms: i) memory based local search,

ii) constraint based local search and iii) evolutionary local search algorithms. The key

achievements and significance of the work reported in this thesis are summarized below:

• Memory based local search: We proposed a memory based local search frame-

work on top an existing local search method. It is possible to extend this framework

to be applied on any type of search. It is based on the ideas to exploit long term
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memory of explored solutions to handle re-visitation during the search and prominent

unexplored set of solutions to restart and handle stagnation.

1. Handle re-visitation: A partial set of already visited local minima is stored

to prevent further re-visitation. While generating candidate structures at each

steps of local search, the candidate structures are matched with the stored local

minima and discarded if a match is found. This strategy effectively reduces re-

visitation and significantly improves search performance [312].

2. Handle stagnation: The prominent second best solutions that are generated

but not explored are stored and used in stagnation when there are no further

improvements and a restart is needed. This strategy helps escape local minima

and significantly improves the search performance [317].

3. Handle symmetry: A new encoding scheme to represent protein structures

is proposed. It effectively reduces rotational and translational symmetry and

eliminates redundancy in the search space. In case of genetic algorithms it is

used to remove redundancy present in the search space [318].

4. Approximate matching: We propose an approximate matching scheme [312]

for the memory based approach that discards any solution within a given simi-

larity (proximity) to any of the stored local minimum. The idea is also extended

and applied to genetic algorithms to eliminate near similar individuals from the

population via twin removal [318].

• Heuristic functions: When the goal is unknown local search can yield good so-

lutions guided by weaker heuristic functions or some relaxed approximation of the

energy function. In cases where one heuristic function may lead to stagnation other

helps escape the situation. Based on this hypothesis we proposed a number of new

heuristics. Two kinds of heuristics are proposed in this thesis: i) heuristics for can-

didate structure selection and ii) component fitness functions to select operating

points.

1. Heuristics for candidate structure selection: We define and use a number

of novel heuristic functions for the selection of candidate structures at each step

of local search. These heuristics are inspired from biological domain knowledge

of protein folding process and tries to accumulate attributes of the protein

structures in nature [319, 320].

2. Component fitness functions: For each of the single components (for exam-

ple amino acid monomers), we define component fitness function and aggregate

them to derive heuristics for candidate selction. These components functions

are also biologically inspired [321].

• Constraint based local search: Constraint based local search (CBLS) combines

the effectiveness of local search and the modelling strength of constraint program-
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ming (CP). In general, CBLS allows use of the local search operators and can produce

good quality solutions quickly compared to traditional CP techniques.

1. Platypus: A constraint-based local search framework for on-lattice protein

structure prediction, named Platypus is proposed. Platypus provides a generic

interface for several different lattices, energy models and provides an abstraction

between the search and model and allows defining any heuristics and search

method without altering the model.

2. Mixed heuristics search: A mixed heuristic local search method has been

proposed. A number of heuristics other than the original fitness function or

energy are used in a mixed fashion to select candidates in local search steps

during the search [319, 320].

3. New operators: A set of effective local search operators are proposed within

the constraint based local search framework. We also proposed an effective

strategy to vary the size of the chosen operator or move set to cope with stag-

nation and improve overall search performance [320, 321].

4. Neighborhood selection strategy: A novel variable selection strategy is

proposed to select variables or operating points to apply the selected operators

at each step of the local search. This strategy is based on the hints provided

by the constraint violation of the defined constraints and invariants for the

problem model. The hints can effectively choose suitable operating points. We

use the proposed component fitness functions and sum them up to derive the

aggregate fitness or heuristics function. The strategy effectively improves the

performance of the search methods on several different models [321].

• Evolutionary search: We develop an evolutionary search framework based on

platypus that combines the strength of evolutionary search and constraint based

local search. This search is based on successive stages of local search and crossover

among the population and depends on a novel set of operators designed for different

models. Performance of this framework is tested on several benchmark proteins and

different models as well.

• Assessment of models: A comprehensive assessment of the models over a large

number of benchmark protein sequences is performed. Our goal was twofold: first,

to assess the accuracy of discrete lattices and then to test the effectiveness of the

contact based energy functions to guide the search [322, 323].

1. Accuracy of lattices: We use the constraint based local search framework

to generate lattice structures to fit the native structures of real proteins. It is

shown experimentally that both cubic and face centered cubic lattices achieve

close approximations of native structures of the real proteins [322, 323].
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2. Effectiveness of energy functions: Our analysis shows that several contact

based energy functions fails to provide effective guidance towards the native

structure compared to that of random sampling. However, it was hypothe-

sized that the possible reason was the lack of realistic features like secondary

structural information and absence of side-chain atoms [322, 323].

• Towards real structures: Finally, we applied our techniques to the models that

improve the free modeling by incorporating realistic features like secondary struc-

tural information and side-chain atoms.

1. Adding side chain atoms: We tested the performance of our heuristics, intel-

ligent neighborhood selection strategy and the evolutionary search framework

on a simple model with backbone and side chain atoms only and using HP

energy model.

2. Incorporating regular motifs: We incorporated secondary structures to

enrich our model and eventually add all necessary atoms towards obtaining

real structures and perform refinement. Our enriched model shows positive

correlation between the similarity of the the generated structures to the native

structure determined in laboratory and the energy function in use and justifies

the model.

5.2 Future Work

The research conducted in this thesis leads to a number of possible future direction in the

field of protein structure prediction.

1. More accurate lattices: In this research we have limited our experiments and

models to simple cubic and face centered cubic lattices since they are most exten-

sively used. There are other lattices with similar or more powerful representations

like hexagonal lattices (described in Section 2.4.1) [215], kngiht’s walk lattices [195]

and many others [303]. Many of them provides higher degrees of freedom for placing

an atom. It would be interesting to extend our investigations to see how they work

on other lattices.

2. Intelligent operator selection: There is still a research gap in selecting an ap-

propriate operator at each step using intelligent decisions. In protein structure pre-

diction and other domains, this is achieved mostly by an adaptive mechanism. We

adopted similar techniques in case of selection of move sizes for the operators. How-

ever, a detailed study of intelligent operator selection is still a good research direction

for the problem.

3. Learning structures in search: Several sub-structures produced during the search

are locally optimal and thus can be stored to learn rules for the structure prediction
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problem. These sub-structures can be used later to refine and re-optimize the struc-

tures produced. One way of this possible locally optimized structure learning can

be done via designing new operators that will look for substitutes of sub-structure

in a given conformation from the databased of learned structures. Generalized rules

or conditions of locally optimal structures are another potential research direction

that guide the search towards a global optimality.

4. Threading or homology modeling: The templates of folds in threading, fold

recognition or homology modeling can also be approximated using discrete lattices

and assembled for further refinement. The strength of local search and heuristic

approaches may lead to better guidance along with the scoring functions of these

methods used to discriminate among the candidate structures.

5. Towards higher resolutions: Another potential research direction is to apply

the techniques proposed in this thesis towards other reduced models like centroids

(considering backbone atoms only) and off-lattice models and investigate further in

those models.

Summary

This thesis presents our research on local search based protein structure prediction on dis-

crete lattices with contact based empirical energy models. We proposed several intelligent

heuristic based techniques for different energy models that guides the local search effec-

tively towards prediction of better structures on standard benchmark protein sequences.

Our proposed memory based search framework successfully reduces re-visitation and han-

dle stagnation within the search. We also incorporated the strengths of evolutionary algo-

rithms to solve the problem and applied our efficient encoding scheme to reduce symmetry.

Platypus, the proposed constraint based search framework enables easy implementation of

different components of the search algorithm and model the problem regardless of the un-

derlying detail. Our overall pathway towards obtaining real structures also shows potential

for effective structure prediction.
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