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Abstract 

 

Road driving environments are complex, unstructured and highly changeable. A safe driving is, 

thus, becoming quite challenging task, in particular from the view point of development and 

deployment of autonomous vehicles-based urban transport systems. And, in that context, the 

reliable perception appears as a one of the main enabling strategies in developing safe 

autonomous driving.   

Currently, many autonomous vehicles are being tested on public roads with the objective of 

demonstrating the capability of operating in real world situations. A big effort has been focused 

towards creating fault-free autonomous vehicles.  Nevertheless, fault tolerant perception for 

autonomous vehicles still needs to be further developed in order to create autonomous vehicles 

capable of driving under real road traffic conditions since on-board vehicle sensors may fail due 

to bad calibration, erroneous readings,  physical or electrical failures, etc. 

A multi-sensor based vehicle architecture is a logical response to this issue. While the multi-

sensor concept often relates to the strategy of using a variety of sensor types, this research has 

been focused on to the case when all sensors are vision sensors, either identical or different from 

each other. 

This thesis proposes a Fault Tolerant Perception paradigm that deals with possible sensor faults 

by defining the Federated Data Fusion Architecture designed to detect a faulty sensor and 

reduce its impact on to the safe autonomous driving. The proposed architecture minimises the 

influence of faulty data allowing the system to enter in a tolerated error state, where a recovery 

action can be performed to avoid failures. The developed architecture was then adapted towards 

meeting requirements of the KITTI Vision Benchmark Suite. Experimental results demonstrated 

the feasibility of the developed fault tolerant perception paradigm to successfully detect early 

faulty data from a singular sensor and to minimise the influence of that faulty sensor in the 

fusion process. 
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Chapter 1 

Project Definition 

 

1.1 Introduction 

 
Currently, the topic of autonomous vehicles is one of the most popular areas in the automotive 

industry as well as one of the most promising research themes. Furthermore, testing of 

autonomous vehicles on public roads has become a reality in many countries. However, before 

having autonomous vehicles completely accepted on the roads, they have to demonstrate safe 

operation and reliable interaction with other traffic actors, avoiding system failures.  

In addition to the interest of the private industry and researchers for implementing motor 

vehicles with autonomous technology on public roads, many governments have encouraged 

their safe development, testing and operation. Nonetheless, existing legislations of most 

countries around the world make no reference to highly or fully automated vehicles and no extra 

requirements are asked for testing them on public roads, aside from a test driver who holds a 

valid driving licence. For example, in the UK there are no geographical limitations on tests, 

drivers for autonomous vehicles do not need to obtain specials certificates and they are not 

required to provide a surety bond in addition to the usual insurance [1].  

On the other hand, given that technology for autonomous vehicles continues to develop, it is 

getting necessary for governments to explicitly address the potential impacts of these vehicles 

on the road. In 2011, the state of Nevada in the USA was the first public entity to authorise and 

regulate the operation of autonomous vehicles. Since then, other states have enacted legislation 
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related to autonomous vehicles in order to undertake steps to support the testing and operation 

of autonomous vehicles on public roads. The Department of Motor Vehicles (DMV) of 

California adopted the autonomous vehicles testing regulations on May 2014, which became 

effective on September 2014. These regulations include the Autonomous Vehicle Tester 

Program [2], which details how autonomous vehicles can be tested on public roads in California 

and demands detailed reports of traffic accidents and disengagements during tests.  

As of October 2014, DMV issued autonomous vehicle testing permits to seven entities (i.e. 

Volkswagen Group of America, Mercedes Benz, Google, Delphi Automotive, Tesla Motors, 

Bosch and Nissan), who supplied the respective report of disengagements by January 2016 [3-

9]. By January 2016, four extra entities (i.e. Cruise Automation, BMW, Honda and Ford.) 

obtained testing permits. However, new disengagements reports are not required until January 

2017. Since the DMV's Autonomous Vehicle Tester Program is currently the only legal 

regulation that demands the periodic publication of accidents and disengagements during 

autonomous vehicles' tests, there's a lack of publicly available data related to the reliability of 

this technology in real environments. 

 

1.2 Terms and Definitions 

 
Sometimes, the terms associated to various research areas of autonomous vehicles are used 

interchangeably, as well as the terms related to reliability and fault tolerant systems. Throughout 

the remainder of this thesis, the definitions based on [2] apply as follows:  

• Autonomous vehicle (self-driving vehicle/car): Means any vehicle equipped with technology 

that has the capability of operating or driving the vehicle without the active physical control or 

monitoring of a natural person, whether or not the technology is engaged, excluding vehicles 

equipped with one or more systems that enhance safety or provide driver assistance but are not 

capable of driving or operating the vehicle without the active physical control or monitoring of a 

natural person.  

While this definition mainly addresses contemporary conventional vehicles capable of 

performing self-driving manoeuvres on request from  human drivers, it however does not 

reflects operation of driverless vehicles which only operate in the autonomous mode and thus 

are not equipped with the steering wheel nor with a brake pedal.  However, this specific 

distinction makes only minor observation in the context of this thesis as the interaction with 

drivers is out of the scope of the research presented in this thesis.  

• Autonomous mode: Means an autonomous vehicle that is operated or driven without active 

physical control by a natural person sitting in on the vehicle’s driver’s seat. An autonomous 



5 
 

vehicle is operating or driving in autonomous mode when it is operated or driven with the 

autonomous technology engaged. 

• Conventional mode: Denotes the vehicle is under the active physical control of natural person 

sitting in the driver’s seat operating or driving the vehicle with the autonomous technology 

disengaged. 

• Disengagement: Refers to the deactivation of the autonomous mode when a failure of the 

autonomous technology is detected or when the safe operation of the vehicle requires that the 

autonomous vehicle test driver disengage the autonomous mode and take immediate manual 

control of the vehicle. 

• Availability: Denotes readiness for correct service. The system availability at a time t is 

defined as the probability that the system can provide correct service at time t. 

• Reliability: Means the continuity of correct service. The reliability of a system at a time t is 

specified as the probability that the system will provide correct service up to time t. 

Figure 1.1 shows an overview of research topics of autonomous vehicles, which are defined in 

[10] as follows: 

 
Figure 1 - 1 Overview of research topics of autonomous vehicles [10]. 

 

• Sensor Technology: The group of sensors and software that allow the vehicle to obtain low 

level information about itself and the surrounding environment. 
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• Communication Technology: Communication between autonomous vehicles (vehicle to 

vehicle - V2V), as well as communication between the road infrastructure and autonomous 

vehicles (vehicles to infrastructure - V2I). 

• Localisation Technology: Includes the sensors and software that allow the vehicle to know its 

position on the road.  

• Low-Level Vehicle Control: Includes the control of actuators for steering angle, accelerator, 

brakes, gearbox, etc. 

• Perception Algorithms: Refers to the software that recognise traffic features which are relevant 

for driving, such as traffic signs, road markings, obstacles (e.g. pedestrians and other vehicles) 

Perception algorithms employ low level data provided by the sensor technology and use a-priori 

knowledge in order to identify the desired features. The autonomous vehicle’s high level control 

is based on the information provided by its sensors and perception algorithms. Thus, the success 

of its actuation strongly depends on the reliability and accuracy of the sensory information[11]. 

• High Level Vehicle Control: This research area includes tasks which are vehicle independent, 

and therefore on a higher abstraction level, such as path planning, real time decision making and 

the execution of driving manoeuvres. 

• Overall System Reliability and Safety: Since human safety will depend on autonomous 

vehicles, this technology will not be completely accepted on public roads unless they are safer 

than current vehicles driven in conventional mode. Furthermore, in order to be market 

competitive with conventional vehicles, autonomous vehicles need to reach at least a similar 

level of reliability. Consequently, each safety related component needs to be developed focusing 

on road safety and reliability, for instance by integrating redundant components, fault detection, 

and fault tolerance. 

 

1.3 Autonomous vehicles testing disengagements and accidents 

 
The annual reports provided to the DMV before January 2016 [3-9] detail the number of 

disengagements occurred from October 2014 to November 2015,the number of miles tested 

monthly and the testing conditions at the time of the disengagement, including the location (i.e. 

interstate, freeway, highway, rural road, street or parking facility) and the cause of 

disengagement (e.g. weather conditions, road surface conditions, construction, emergencies, 

accidents, planned disengagement test). The relation between the miles and disengagements 

reported to the DMV is shown in Table 1.1, while the causes of disengagements are summarised 

in Tables 1.2 - 1.7. 
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Company Vehicles Disengagement Miles Miles/disengagement 
Google 49 341 424331 1244.37 
Delphi 2 405 16662 41.14 

Volkswagen 2 260 14945 57.40 
Mercedes Benz 2 1024 1738 1.69 

Nissan 4 106 1485 14.00 
BOSH 2 625 935 1.49 
Tesla - 0 NA NA 

Table 1 - 1 Miles/disengagements for autonomous vehicles in California (Oct 2014 - Nov 2015). 

 

 

Cause of Disengagement Total 
Weather conditions 13 
Recklessly behaving road user 23 
Hardware discrepancy 39 
Unwanted manoeuvre of the vehicle 55 
Perception discrepancy 119 
Incorrect behaviour prediction of other traffic participants 8 
Software discrepancy 80 
Construction zone  3 
Emergency vehicle 1 
Total 341 

Table 1 - 2 Cause of disengagement for Google vehicles. 

 

 

 Cause of Disengagement Total 
Construction zone 17 
Driver disengagement required to complete lane change  50 
Emergency Vehicles 7 
Poor lane markings 110 
Precautionary intervention due to heavy pedestrian traffic 22 
Precautionary intervention to give extra space for a cyclist 6 
Stock Vehicle Failure 8 
System tuning and calibration 62 
Traffic light detection 102 
Unexpected behaviour from another driver 21 
Total 405 

Table 1 - 3 Cause of disengagement for Delphi vehicles. 
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 Cause of Disengagement Total 
Technology evaluation management 487 
Driver was uncomfortable 519 
Construction zone 13 
Others 5 
Total 1024 

Table 1 - 4 Cause of disengagement for Mercedes Benz vehicles. 

 

 Cause of Disengagement Total 
Basic vehicle requirements not satisfied 36 
Lateral actors 8 
Planner data not received 30 
Planner not ready 150 
Watchdog error 31 
Drop off on received data 5 
Total 260 

Table 1 - 5 Cause of disengagement for Volkswagen vehicles. 

Cause of Disengagement Total 
Problem related with CAN bus data transmission 10 
Localisation error 20 
Perception system failed detecting a vehicle  9 
Perception system failed detecting the trajectory a vehicle 26 
Departure logic failed 23 
Unknown 4 
A failure occurred in the AV controller/manoeuvre 7 
Construction zone 3 
Others  4 
Total 106 

Table 1 - 6 Cause of disengagement for Nissan vehicles. 

 Cause of Disengagement Total 
Planned test technology on interstates 40 
Planned test technology on freeways 585 
Total 625 

Table 1 - 7 Cause of disengagement for Bosch vehicles. 

 

During the reported period, Google had the most accumulated distance tested on public roads 

with more than 424000 miles driven with 49 approved vehicles. In addition, it evidenced the 

best performance with an average of 1244 miles travelled for disengagement. The next two 

closest companies were Delphi and Volkswagen with around 16000 and 15000 miles tested and 

an average of 41 and 57 miles travelled for disengagement respectively. The main causes of 
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disengagement for Google vehicles were perception and software discrepancies (58%), where 

perception discrepancy refers to a situation in which the sensors did not correctly perceive an 

object and software discrepancy covers situations involving software inadequacies such as map 

or calibration issues. Similarly, problems related to perception (lane and traffic lights detection) 

and system calibration (67%), as well as Localisation and Perception errors (65%) were major 

sources of disengagement for Delphi and Nissan vehicles respectively. In contrast, the other 

companies gave vague descriptions as the cause of disengagements. Volkswagen claimed the 

“planner was not ready” (67%) without further elaboration about the problems, while Mercedes 

Benz stated “driver was uncomfortable” (50%)in addition to “technology evaluation 

management” (47%) as the main causes of disengagement and Bosch declared that all 

disengagement were due to planned test technology. Finally, Tesla reported zero disengagement 

within the specific classifications of the DMV report. 

The disengagements reported to the DMV include possible failures that were detected by the 

autonomous technology, as well as unsafe situations where the test driver disengaged the 

autonomous mode and took immediate manual control of the vehicle. Google reported the 

system detected possible failures in 79% of the disengagements, while Nissan disengagements 

were started by the autonomous system in 77% of the incidents. In contrast, most of the 

disengagements of Mercedes Benz were started by the driver, while not enough information was 

provided by the other companies. 

In addition to the annual disengagement report, the California Code of Regulations related to 

autonomous vehicles demands a report of every situation when an autonomous vehicle is in any 

manner involved in an accident on a public road that results in the damage of property or in 

bodily injury or death. However, there is a lack of public data regarding the driving experience 

of most self-driving vehicle test companies and their autonomous vehicle fleets, especially for 

minor accidents that do not involve damage of property or bodily injury. Schoettle and Sivak 

[12] analysed the crashes involving autonomous vehicles in real world using data compiled 

from 2012 through September 2015, which includes Google's operations in California and 

Texas, a single cross country trip conducted by Delphi and a single 550miles trip from Audi. 

They found that the autonomous vehicles crashed 9.1 times per million miles of travel, while the 

crash rate for manually driven cars is estimated in 4.1 per million miles (adjusted for 

underreporting car accidents). In addition, the autonomous modes of the vehicles had unique 

specific limitations, e.g. the need of highly detailed 3D maps.  

An autonomous vehicle of Google’s fleet caused its first crash on February 2016, when it 

changed lanes and put itself in the path of an oncoming bus. Before that, they were involved in 

17 crashes, all caused by human error. Rear end crashes at an intersection when the involved 

autonomous vehicle was stopped or slow in traffic were the most common type of crash 

scenarios[13]. 
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The current approach related to autonomous vehicle’s reliability is focused on the cyclic 

development process of gathering as much test data as possible in order to improve the design of 

the system, eliminating the causes of the faults. However, theoretical as well as practical studies 

convincingly demonstrate that large systems typically contain design faults, even when subject 

to the strictest development disciplines [14]. Furthermore, a system with no design faults may 

be subject to external faults, such as communication, electric or calibration errors. As a 

consequence, it is essential to provide methods to completely or partially maintain the 

functionality of a system even in the case of faults. 

 

1.4 Objectives 

 
The main objective of this thesis is to propose a real-time perception system for autonomous 

vehicles with the capability of maintaining its functionality even in the presence of sensor 

component faults. This overall objective was broken down into two phases: 

1. Implementing perception algorithms to congregate data from the sensor technology in order 

to detect obstacles in the vehicle’s environment (e.g. pedestrians and other vehicles). 

2. Implementing an algorithm that allows the detection of sensor faults and minimises the 

effects of such faults, in order to maintain the functionality of the perception system. 

In addition, the proposed system needs to meet non functional requirements, which are 

described later in this thesis, as elaborated in the following section. 

 

1.5 Structure of the Thesis 

 
This thesis is structured as follows: 

In Chapter 2 the concepts of sensor data and Multi-sensor data fusion are described. In addition, 

a survey on sensor fusion architectures, models and current autonomous vehicle perception 

system is provided. Chapter 3 gives a brief introduction on dependability, and then explains the 

treats and means to reach dependability with especial focus on the implementation of fault 

tolerance. In Chapter 4 the proposed perception system is depicted, which includes the 

description of the non functional requirements and the general fault tolerant architecture, as well 

as, the architecture adapted for the KITTI Vision Benchmark Suite, which was used for the 

experimental tests. Chapter 5 outlines the design and implementation of the perception layer, 

which executes the Multi-sensor data fusion in a Federated architecture. The implementation of 
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sensor fault detection is detailed in the Chapter 6, also the reconfiguration of sensors in order to 

minimise the effects of faults is described. Then, the evaluation of the proposed system is 

elaborated with the experimental results provided in Chapter 7. Finally, the thesis ends with the 

conclusions in chapter 8, summarising the contributions of the presented work, detailing papers 

published from this work so far and giving an outlook on what can be expected from future 

research in this area.  
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Chapter 2 

Multi-sensor data fusion 

 

2.1 Introduction 

 
The accuracy of the data used by the perception system of an autonomous vehicle depends on 

the sensors available. The selection of type, number and location of the sensors on an 

autonomous vehicle has had a variety of implementations. However, some sensors have gained 

prominence in urban traffic vehicle application, such as radars, LIDARs and optical sensors. 

Radars determine range, direction, or speed of objects using wavelengths longer than infrared 

radiation. Radio waves are insensitive to interference from clouds and inclement weather and 

are very good at detecting distant objects. Nevertheless, their capabilities for classification and 

identification are not very good and they are sensitive to metal objects on the ground that do not 

represent real obstacles for vehicles, such as a manhole covers. Typically, radars are used for 

long range detection as a warning before the vehicle can detect the objects with other sensors, 

such as LIDARs [15-18]. 

Laser Range Sensors, also called LIDARs (Light Detection and Ranging), use laser wavelengths 

in order to determine the distance to an object by measuring the time delay between 

transmission of a pulse and detection of the reflected signal. LIDARs provide information about 

the geometric cross section of an object (2D shape and orientation) but this information can be 

insufficient to classify obstacles (vehicle, pedestrian, terrain, etc.). However, they remain 

popular in mobile robotic applications because of the low computational demands [19]. 



13 
 

Currently, the most advance LIDAR sensor used for autonomous vehicles is the Velodyne 

HDL-64E LIDAR [20], which incorporates 64 fixed-mounted lasers into a spinning unit to 

measure the surrounding environment. It provides high reliability, 360° horizontal field of view 

and point cloud density. 

Optical sensors, in contrast to LIDARs, are passive sensors that work with the light of the 

visible spectrum. They provide richer information about the environment, necessary for object 

classification. However, these sensors are very susceptible to lighting conditions and they 

usually require intensive computational processing. 

 

2.2 The DARPA Urban Challenge finalists. 
 

Currently, many autonomous vehicles from companies such as Google, Baidu, Ford, Audi, 

Delphi, Tesla, among others are being tested on public roads in order to demonstrate safe and 

reliable operation in real world situations. In addition, a number of competitions and challenges 

have been going on for the past decade aimed to improve advance perceptions of the urban 

environment and decision-making for autonomous vehicles. The Intelligent Vehicle Future 

Challenge (IVFC), sponsored by the National Natural Science Foundation of China, has been 

annually held since 2009 as an autonomous vehicle competition event with the objective of 

achieving autonomous driving in real traffic. On the other hand, the DARPA Urban Challenge 

2007 consisted of a competition between unmanned ground vehicles in a city environment 

following a group of GPS checkpoints given by a Mission Data File (MDF). However, there is a 

lack of public data regarding the driving experience of most autonomous vehicle test companies 

and their autonomous vehicle fleets [12] and only few detailed papers about perception system 

of the IVFC  have been published. Consequently, the DARPA Urban Challenge is one of the 

most complete sources of information related to autonomous vehicles being tested in urban 

environments.  

During the DARPA Urban Challenge the vehicles had to drive through parking lots and streets 

following the traffic laws. It was not necessary to recognise traffic lights, traffic signs, or 

pedestrians. These specifications simplified the challenge. Nevertheless, it remained formidable 

since 97 km had to be autonomously covered under stringent time limits [21]. The DARPA 

Urban Challenge took place at the closed George Air Force Base, located in Victorville, 

California. Eleven vehicles qualified for the final event and six of them completed the 

competition (Boss, Junior, Odin, Talos, Little Ben and Skynet). In Table 2.1 and Table 2.2 the 

numbers of LIDAR and vision sensors used by the DARPA Urban Challenge finalists are 

shown.  
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  LIDAR 
  Front Lateral Rear TOTAL 
Boss 5 4 1 10 
Junior 3 2 2 7 
Odin 2 4 1 7 
Talos 8 2 2 12 
Little Ben 5 2 1 8 
Skynet 3 2 1 6 
 TOTAL 26 16 8 50 

 

Table 2 - 1 Number of LIDAR sensors used by the DARPA Urban Challenge finalists. 

 

  LIDAR 
  Front Lateral Rear TOTAL 
Boss 2 0 0 2 
Junior 0 0 0 0 
Odin 2 0 0 2 
Talos 2 2 1 5 
Little Ben 1 0 0 1 
Skynet 0 0 1 1 
 TOTAL 7 2 2 11 

 

Table 2 - 2 Number of Vision sensors used by the DARPA Urban Challenge finalists. 

 

2.2.1 Boss  
The Boss’ perception system is dominated by active sensing because of the team’s skills and the 

decision to get direct measurements of range and velocity rather than richer, but more difficult 

to interpret, data from a vision system. The configuration of sensors on Boss is illustrated in 

Figure 2.1 [15] and its description is given in Table 2.3. The sensors in Boss are configured to 

maximise redundancy in front of the vehicle. For computation, Boss uses 10 2.16-GHz 

Core2Duo processors, time synchronised through a custom pulse-per-second adaptor board. 

The Boss obstacle detection system is divided into two layers, a sensor layer and a fusion layer 

(Figure 2.2). A sensor layer is implemented for each sensor type and one instance of these runs 

for each physical sensor on the robot. In this way new sensor types can be added implementing 

a new sensor layer with few changes in the fusion layer. In addition, new physical sensors can 

be added just by initialising a new instance of the respective sensor layer, without any 

modifications to the source code.  

Each sensor layer creates a list of measurements based on extracted features and a set of object 

hypotheses [16]. First, features are extracted out of the measured raw data (edges from planar 
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laser scanner data). Then, the data is associated with the predicted dynamic obstacle hypotheses 

using a nearest neighbour approach, and the remaining unassociated points are used to generate 

new point model proposals. Finally, an extended Kalman filter is used to estimate the state 

variables of the dynamic obstacle hypotheses.  

 

Figure 2 - 1 Boss’ sensors. 
 

Sensor QTY FOV-H FOV-V Precision Max Range 
Applanix POS-LV 220/420 GPS/IMU 1     Sub-metre   
SICK LMS 291-S05/S14 LIDAR 6 180/90 0.9 1/0.5 80 
Continental ISF 172 LIDAR 2 12 4   150 
IBEO Alasca XT LIDAR 2 240 3.2   300 
Velodyne HDL-64 LIDAR 1 360 26 0.05 70 
Continental ARS 300 Radar 5 60/17 4.3   60-m/200 
Point Grey Firefly 2 45       

 

Table 2 - 3 Sensors used by Boss 

 
Figure 2 - 2 Boss’ obstacle detection architecture 

 

The fusion layer combines movement observations from all sensors using multiple hypothesis 

tracking. New sensor data is related to multiple tracks and, then, is associated with an existing 

target, or a new target is instantiated in the tracker. In addition, the fusion layer determines if an 
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obstacle hypothesis is moving by counting the number of times that any of the sensors reports 

the obstacle moving and compares that number with a threshold [16]. 

To classify an obstacle as a vehicle, Boss evaluates the object’s location (lane or parking lot) 

and movement (observed moving) and does not use any extra information about the object’s 

characteristics such as shape, colour or texture. This classification system, based only on 

movement and location, can cause unwanted behaviour [15]. 

2.2.2 Junior 
Junior’s sensor configuration can be seen in Figure 2.3 and its description is given in Table 2.4. 

Junior’s driving decisions are made on a distributed software pipeline that integrates perception, 

planning, and control. Junior’s computer system consists of 2 Intel quad core servers that 

communicate over a gigabit Ethernet link [17]. 

 

Figure 2 - 3 Junior 
 

Sensor QTY FOV-H FOV-V Precision Max Range 
Applanix POS-LV 420 GPS/IMU 1     Sub-metre   
SICK LMS 291-S14 LIDAR 2 180/90 0.9 1/0.5 40 
RIEGL LMS-Q120 LIDAR 1 80     150 
SICK LDLRS LIDAR 2 300     2.5-250 
IBEO Alasca XT LIDAR 2 240 3.2   300 
Velodyne HDL-64 LIDAR 1 360 26/30 0.1 70 
BOSCH Long Range Radar 5 30     250 

Table 2 - 4 Sensors used by Junior. 

 

Regarding obstacle detection, Junior’s structure has two modules: Sensor interfaces and 

perception modules. The former communicates with the sensors and provides the data to other 

software modules. While the latter, determines moving vehicles and static obstacles in the 

environment (Figure 2.4). 
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Obstacle detection is done by comparing the range of two adjacent rings of the Velodyne laser. 

An obstacle is detected when this value is smaller than a given threshold (the inter-ring distance 

on flat terrain). Object tracking is based on particle filters. First, areas of change are identified 

by comparing two scans from consecutive times. Then, a set of particles is initialised as a 

possible object hypothesis in the area of change. Finally, a particle filter algorithm is used to 

track these moving objects over time [17]. 

 
Figure 2 - 4 Junior’s sensing architecture 

 

2.2.3 Odin 
Odin is a modified 2005 Hybrid Ford Escape whose main computing power is supplied by two 

Hewlett–Packard servers with two quad-core processors each. One of them is dedicated 

exclusively to sensor processing [22]. The sensor configuration of Odin is given in Figure 2.5, 

while Table 2.5 shows its sensor description. 

Odin’s object classification is mainly based on IBEO LIDAR information. In addition, two 

colour cameras were intended to supplement the IBEO obstacle classification software by 

finding features common to cars such as taillights and tires, but these were not used in the final 

competition configuration due to lack of sufficient testing, lack of development classification 

and excessive computational cost. 

Odin’s object classification module categorises objects as static or dynamic. Detection and 

classification is achieved using software available on the IBEO ECUs (Figure 2.6). First, a time 

filter is applied to eliminate noise and false detected obstacles. Second, a location filter discards 

obstacles not on or close to drivable areas. Finally, IBEO software determines objects’ 

velocities and it is assumed that all large moving objects are vehicles [22]. 
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Figure 2 - 5 Odin. 

 
Sensor QTY FOV-H FOV-V Precision Max Range 
NovAtel Propak LB 1     Sub-metre   
SICK LMS 291 LIDAR 4 180/90 0.9 1 40 
IBEO Alasca XT LIDAR 2 240 3.2   70 (effective) 
IBEO Alasca A0 LIDAR 1 150     50 
IEEE 1394 color camera 2 40       

Table 2 - 5 Odin’s sensors description. 

 

 

Figure 2 - 6 Odin’s obstacle detection architecture 
 
2.2.4 Talos 
Talos is a Land Rover LR3 whose software runs on a 40-core Quanta blade server. It has 

cameras, radar and LIDAR sensors (Figure 2.7, Table 2.6). The obstacle detection is mostly 

performed by a Velodyne LIDAR, complemented by seven horizontal SICK LMS-291 LIDARs. 

A commercial visual tracking system was evaluated, but no satisfactory solution was found for 

situations encountered in the Urban Challenge. 

Talos uses a minimal sensor fusion approach. It dedicates a software driver to each individual 

sensor which asynchronously publishes its interpreted data on a shared map (Figure 2.8) [18]. 

The obstacle detection in the medium-short range is done using the Velodyne and the LIDARs 

returns. First, non-ground points are detected by using a nonparametric ground model and 

returning the points that are far enough above the ground. Then, spatially close range points are 
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grouped in chunks of 35 cm maximum (fusing Velodyne and LIDARs’ points). After that, any 

two chunks within 25 cm of one another are grouped as the same physical object. Finally, two 

set of chunks from consecutives times are associated with each other  and velocity estimation is 

performed [23].  

 
 

Figure 2 - 7 Talos. 
 

Sensor QTY FOV-H FOV-V Precision Max Range 
Applanix POS-LV 220 GPS/INS 1     Sub-metre   
SICK LMS 291-S05 LIDAR 12 180 0.9 1/0.5 40 
Point Grey Firefly 5         
Velodyne HDL-64 LIDAR 1 360 26/30 0.1 60 
Delphi FLR 15 18     250 

Table 2 - 6 Talos’ sensors description. 

 

 

Figure 2 - 8 Talos’ software architecture. 
 

2.2.5 Little Ben 
Little Ben (Figure 2.9) is a modified Toyota hybrid Prius with seven Mac Mini Core 2 Duo 

processors interconnected through a gigabit Ethernet network for software processing. Little 

Ben’s sensors are shown in Table 2.7. 

Little Ben uses Velodyne and SICK LMS-291 LIDARs sensors to create a map of the 

environment (Figure 2.10). In addition, a high-resolution Point Grey Bumblebee stereo camera 

is employed to recover road markings. Obstacle detection is performed by fitting a ground plane 

to the observed points and classifying the points as obstacle or ground based on their deviation 
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from the ground plane [24]. For obstacle tracking, line features are determined and then a 

multiple-hypothesis Kalman filter is applied across consecutive scans.  

 

Figure 2 - 9 Little Ben. 
 

Sensor QTY FOV-H FOV-V Precision Max Range 
Oxford Technical Solutions RT-3050 1     Sub-metre   
SICK LMS 291-S14 LIDAR 3 90 0.9 1/0.5 40 
SICK LDLRS LIDAR 2 300   0.5 15 - 250 
Hokuyo URG-04LX LIDAR 3         
Point Grey bumblebee 1 50       
Velodyne HDL-64 LIDAR 1 360 26/30 0.3 60 

 

Table 2 - 7 Little Ben sensors description. 

 

 

Figure 2 - 10 Little Ben’s sensing architecture. 
 

2.2.6 Skynet 
Team Cornell’s Skynet (Figure 2.11) is an autonomous Chevrolet Tahoe whose computing 

power is supplied by 17 dual-core Pentium computers. Skynet’s obstacle detection and tracking 

system, called the local map (Shown in Figure 2.12), fuses the output of all obstacle detection 

sensors (Table 2.8) into a map of Skynet’s environment. 

Data from LIDAR is clustered into objects, and then a joint probability density is used in order 

to fuse the result with obstacles returned by Delphi radars and obstacles returned by a 

commercial software running on the optical camera. The local map tracks obstacles making no 
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distinction between small/large or stationary/moving obstacles by simultaneously tracking 

multiple obstacles and determining which sensor measurements correspond to those obstacles 

[25]. 

 

Figure 2 - 11 Skynet. 
 

Sensor QTY FOV-H FOV-V Precision Max Range 
IBEO Alasca XT LIDAR 3 150 3.2   200 
SICK LMS 291 LIDAR 3 90/180 0.9 0.5/1 40 
Unibrain Fire-I 520b 1 30       
Delphi FLR 8 20-30     250 
Velodyne HDL-64 LIDAR 1 360 26 0.7 60 

Table 2 - 8 Skynet sensors description. 

 

 

Figure 2 - 12 Skynet’s sensing system. 
 

2.3 Sensor Observation 

 
A sensor is defined in terms of a sensor mapping h, which characterises the readings that can be 

expected given the current state of the entity or event of interest that has been observed [26]. 



22 
 

Thus, the sensor mapping h is given by h: X → Y, where Y denotes the observation space, 

which is the set of possible readings for the sensor and X denotes the state space, which 

represents the set of all possible distinct situations of the observed entity or event.  Since the 

sensed physical property may have more than one dimension, each sensor reading y = h (x) is 

usually represented as a vector. 

Generally, sensors try to approximate physical quantities as precisely as possible. However, 

there could always be errors in any observation y ∈ Y of a state x ∈ X which produce sensor 

uncertainties. Thus, no physical quantity can be measured with perfect certainty [27]. The 

experimental error in a measurement is the difference between the measured or experimental 

value y 	 and the true or accepted value y 	.  

%	Experimental	Error = 	 	– 	 	

	 	
                                           (2.1) 

The measurement quality of a sensor is expressed by the accuracy and the precision. The 

accuracy establishes an upper bound on the experimental error, while the precision establishes 

the repeatability of the measurements.  Multiple measurements can give information on the 

precision of a sensor measurement. The best estimation of a group of measurements is reported 

as the mean <y> of the measurements, while the variation of the measurements is expressed by 

the standard deviation σy. Estimating the accuracy of the measurement requires a comparison of 

<y> to an external standard (y 	), while the precision is given by σy. 

In this thesis the output of the sensors will follow the representation described in [28], where 

sensor observations are symbolically characterised using the following 5-tuple: 

O = (E, l, t, y, Δy)     (2.2) 

where E represents the entity name, which shows the name of the property that is measured by 

the sensor. The value l symbolises the location in space to which the measured property refers. 

It is usually given by the sensor position in relation to a reference point in the system, which is 

defined during the system calibration. The instant in time when the physical property is 

measured is represented by t. The value of y characterises the physical property as measured by 

the sensor. Whereas Δy represents the sensor uncertainty, which is a generic term that shows the 

quality of a sensor measurement. The uncertainty is experimentally estimated by computing the 

mean and standard deviation of several measurement results of the same physical property. 
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2.4 Data Fusion 

 
The decision making modules of autonomous city vehicles require complete and accurate 

information to support their outputs, but this information cannot be achieved using any one 

single sensor [15]. Consequently, a collection of sensors must be used and strategies to combine 

data from multiple sensors (either of the same or different types) into a common 

representational format have to be defined.  

Data fusion (DF) or multi-sensor data fusion (MSDF) is defined in [29] as the process of 

combining or integrating sensor data or data derived from sensory data  (auxiliary information) 

originating from different active or passive sensors or sources  in order to estimate or predict a 

more specific, comprehensive and unified dataset or world model about an entity or event of 

interest that has been observed. This concept includes the combination of data acquired from 

different sources at the same time, as well as the combination of data acquired from a single 

source at different time instants.  

One of the main advantages of using multiple sensor data is the introduction of redundancy 

which provides capability to detect and tolerate faults; avoiding system failures in case of errors 

in the sensors. In addition, data fusion not only adds a statistical advantage by combining N 

independent observations, but it may also improve observability, providing enhanced spatial 

coverage which results in reduced error regions [30]. Finally, sensor fusion improves the quality 

of the information because it facilitates more accurate inferences than could be achieved by 

using a single, independent source. The term “increased accuracy” in the data fusion process is 

interpreted in the context of reduction of prediction uncertainty [29],  since uncertainty is 

reduced the impression is that the sensors’ accuracy has improved. 

 

2.4.1 Data Fusion Models 

2.4.1.1 JDL model 

The most cited model for data fusion is the JDL model (Figure 2.13), which was created by the 

American Joint Directors of Laboratories Data Fusion Subpanel [31] and later extended by 

Steinberg et al. in [32]. The JDL model was at first an attempt to create a standardised platform 

for data fusion in military related projects, but later was designed to be very general and useful 

across multiple application areas. 

The JDL model has a database and different levels of data processing interconnected by a 

common bus. Level 0 provides physical access to the raw bits or signal. The fusion core of the 

JDL model refers to Levels 1-3. Level 4 is related to resource management and it is usually not 

considered part of the core fusion levels. The JDL model does not request the levels to be 
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processed in a sequential order and they can be executed concurrently. A fifth level was 

proposed by Blasch and Plano [33] to incorporate the user in the fusion process 

 

Figure 2 - 13 JDL data fusion model. 
 
 

Level 0: Sub-Object data refinement (Source Pre-Processing). At this level the sensed data are 

pre-processed. At this level priorities for the further processing of certain data are assigned. 

Also, formats for the time, location, type and other characteristics of the collected data are 

defined or determined [32]. Signal data association or pixel fusion can be performed at this level 

when the sources have the same type of raw data.  

Level 1: Object refinement combines location, parametric, and identity information from the 

sensors in order to obtain continuous and discrete state estimations of the objects, as well as 

predictions about their future states. Object refinement comprises: data registration, data 

association, position estimation and object identification. 

Data registration aligns the data into a common frame of reference. Usually, control points are 

found in the different groups of data. Then, control points are matched, and this match is used to 

deduce equations that interpolate all data to a common reference.  In autonomous vehicles, data 

registration is reduced to changing coordinate systems based on a-priori known positions of 

sensors and pose estimation of the vehicle. 

Data association creates a single observation from multiple sensors’ data. This stage compares 

measurements from different sensors and attempts to combine them into one object that 

represent the same real-world object. One solution for this stage is the nearest neighbour 

approach, where the nearest measurement to the established reference object is chosen to update 

the object. Another solution is based on Joint Probabilistic Data Association (JPDA), where 

posterior probabilities of association are estimated for the measurements in the region around an 
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object and then they are used as weights to calculate a weighted average measurement update 

[34]. 

Position estimation refers to tracking objects in time. Multi-sensor target tracking is dominated 

by sequential estimation techniques such as the Kalman Filter and Particle Filters [30]. Some 

researchers are utilising multiple techniques simultaneously, guided by a knowledge-based 

system capable of selecting the appropriate solution on the basis of algorithm performance. 

Using a wide spectrum of diverse features, such as disparity, shape, edges, colour and symmetry 

may strongly contribute to the robustness of tracking [35]. 

Object recognition and classification is performed in the identification stage. Traditional 

obstacle classification algorithms have been dominated by feature-based methods in which a 

group of features determine the characteristic of a specific object and classification is done by 

mapping sensors data into those determined decision boundaries [30]. The finalists of the 

DARPA Urban challenge based their classification methods on location and movement [15, 22]. 

However, more features are needed for a better and more complete identification of obstacles in 

complex environments. 

Level 2: Situation refinement. The objective of this level is to find the relationships among 

objects and events in the context of their surroundings in order to obtain a global picture of the 

environment [36]. This involves the identification of drivers and detected objects’ intentions and 

the classification of their position in respect to the projected position of the ego vehicle [37]. 

Situation refinement can be uncertain due to incompleteness of knowledge and uncertain 

information from lower levels [38]. 

Level 3: Impact Assessment (Threat refinement). Based on a priori knowledge and predictions 

of future situations, it deduces threats, vulnerabilities and opportunities of manoeuvres. The 

impact assessment level represents the impacts of the current activities and makes inferences 

about counterfactual situation prediction in order to provide information to establish different 

levels of danger for diverse manoeuvres (predicted utility/cost given a system’s alternative) 

[39]. 

Level 4: Process Refinement. This is a meta-process related to resource management that 

monitors the overall data fusion process. It includes measures of effectiveness, sensor 

calibration and alignment errors with the objective of evaluating and improving the system’s 

real time performance. It may also include the adaptive control of the fusion process and the 

data collection process as well. 

Blasch and Plano [33] proposed a user refinement level which connects the user to the rest of 

the fusion process. The user refinement level would comprise components such as aids for 

visualisation, cognitive assistance, course of action analysis and user feedback. 
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2.4.1.2 Waterfall Fusion Model 

The Waterfall model (Figure 2.14) was proposed in 1994 and it has been widely used in the UK 

defence data fusion community [40]. It is composed of 6 levels in a hierarchical framework, 

where the fusion process has more detailed divisions in relation to other models. Sensing and 

signal processing correspond to JDL level 0, feature extraction and pattern processing to JDL 

level 1, situation assessment to JDL level 2 and decision making to JDL level 3.  

 

Figure 2 - 14 Waterfall fusion model. 
 
The Waterfall model does not contain an explicit use of feedback (corresponding to level 4 of 

JDL model) and is thus less general [41]. However, in [29] local feedback loops are suggested 

as follows: (1) From decision making to situation assessment, (2) From decision making to 

feature extraction, and (3) From pattern processing to signal processing. 

2.4.1.3 Boyd Model (OODA Model) 

The Boyd model (Figure 2.15) explicitly introduces the iterative nature of the fusion problem in 

a cyclic-loop model. It was initially intended to model military command processes in the 

information warfare  field, but it has been used in a wider range of applications [41]. It is 

composed of 4 blocks named Observe, Orient, Decide and Act (OODA). 

Observe: Sensor signals are processed. This block is comparable to the JDL level 0. 

Orient: The processed signals are used to obtain a global picture of the environment and to 

assess the impacts of the current activities. It encompasses the functions of JDL levels 1, 2 and 

3.  

Decide: In addition to resource management (JDL level 4), it includes activities related to 

planning and optimal selection. 
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Act: The plan decided in the decision block is performed, and then the consequences of the 

action on the environment are assessed. (No direct analogue in the JDL model exists). 

 

 
Figure 2 - 15 Boyd model. 

 
2.4.1.4 Omnibus Model 

The Omnibus model  [40] is a hybrid of the Boyd and the Waterfall models. It explicitly 

represents the iterative nature of the fusion process by retaining the general structure of the 

Boyd model. In addition, it uses the fine levels of definition of the Waterfall model, each of 

which can be associated with one of the levels in the JDL model. Figure 2.16 shows the 4 

phases of the model as follows [29]:The sensing and signal processing steps are conducted 

by the observation phase, the orientation phase includes feature extraction and pattern 

processing, the context processing and decision making comprise the decision phase and 

the action phase consists of control and resource tasking.  

 

Figure 2 - 16 Omnibus model. 
 

2.4.1.5 PF2 functional Model 

Polychronopoulos and Amditis [42] proposed a revision of the JDL model in order to apply it in 

multi sensor automotive safety systems. They grouped JDL levels into layers to add hierarchical 
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structure. Also, they established inter-level and within-layer interactions. The PF2 Model 

(ProFusion2) is described in 3 layers (Figure 2.17): 

Layer I: Perception (Level 0 and Level 1). 

Layer II: Decision/application (Level 2 and 3). 

Layer III: Action/Human Machine Interface (HMI) (Level 5). 

 

Figure 2 - 17 PF2 model. 
 
 

These layers follow a hierarchical structure: they are independent and follow a one way 

communication from the left to the right of Figure 2.17. No feedback is allowed from the upper 

to the lower hierarchy of the fusion process, while the processing of the layers should be 

performed in order (Layer III should be performed after layer II and this after layer I). However, 

inter-level interaction is allowed. With regard to Layer I, sub-levels can be identified as: Level 

IA (feature level), level IB (track level) and level 1C (object level). The process refinement 

(level 4) is not included in the model because it does not belong to the core fusion process.  

2.4.1.6 General Observations of Data Fusion Models 

The Omnibus and Boyd Models explicitly include a control level in the fusion process allowing 

them to calibrate sensors in a closed loop into a serial process. In contrast, the JDL model was 

designed specifying concurrent execution rather than a strict ordering of the data fusion levels 

by using a common bus that interconnects all modules instead of a flow structure. However, 

data fusion system designers have consistently assumed an ordering on the JDL levels and 

formally defined in the PF2 model. In addition, the JDL model includes a process refinement 

level, which is related to resource management and can be used concurrently to provide a fault 

tolerant framework. 

The Omnibus fusion model is more complete than the Waterfall and Boyd fusion models 

because it encompasses many important features and functional aspects of these models.  

In addition, the Omnibus model is simple and easy to apply and follow for many non-
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defence data fusion applications. Nevertheless, the JDL fusion model has been broadly 

accepted by the data fusion community not just in the military area, but in applications such as 

monitoring of manufacturing processes, condition-based maintenance, transportation and 

robotics. This cross-discipline research has contributed to the development of algorithms in the 

different levels of the model.   

Currently, situation refinement and impact assessment are relatively immature areas and have 

numerous prototypes and ad hoc methods, but few robust, operational systems [30, 43]. For 

instance, in [44] an object oriented model of the world for autonomous city vehicles 

applications is presented in order to describe objects and their relationships (situation 

refinement) in non simplified urban traffic conditions. However the perception phase is pre-

loaded. In [45], Petri nets and Multiple Criteria Decision Making are used to evaluate and 

decide between different manoeuvres (impact assessment). However, additional research is 

required for the development of a complete set of driving manoeuvres for urban traffic.  

The object refinement level is the most mature area of the data fusion process. Numerous 

mathematical techniques exist for performing data registration, observations association, 

tracking, and identification  [30].  

Process refinement for multiple sensors data fusion in dynamic environments, such as urban 

traffic, is a challenging process that requires a balance between performance, safety, resources 

and efficiency. Methods from economics concepts are being applied to assign resources and 

develop performance measures. For example, in [46] multi-attribute utility theory is used for 

sensor fusion in context-aware environments based on the probability of occurrence of a 

modelled situation. In [47] market-based auction concepts are used to distribute system 

resources, such as sensors and communication system, between users and algorithms. 

 

2.4.2 Data Fusion Architectures 
The different modules in a level of a fusion model may be arranged in three different ways: 

centralised, distributed and hierarchical. 

In a centralised system the sensor fusion unit is treated as a central processor or a node that 

collects all information from the different sensors [28]. All the sensor fusion is made in this 

node and instructions, or task assignments, are given out to the respective levels. Decisions are 

based on the maximum amount of possible information gathered from the system of sensors, 

also called measurement fusion. This architecture produces the best performance if all the 

sensors are accurately aligned. However, small errors in the correct alignment of the sensors or 

deviations of the specific sensors’ working conditions may cause substantial reduction in the 

performance of the fusion.  



30 
 

Distributed fusion is mainly used for dissimilar sensors. In this architecture, observation data 

from each sensor is fused locally using a set of local fusion nodes rather than by using a single 

central fusion node. The main advantage of a distributed architecture is the lack of sensitivity 

regarding the correct alignment of the sensors. 

The hierarchical fusion is a hybrid architecture that involves centralised and distributed fusion 

architectures, based on the disposition of the required sensor configurations [29]. The 

hierarchical architecture combines the advantages of the centralised and distributed architectures 

without some of their disadvantages. During ordinary operations, distributed fusion is used to 

reduce the computational workload and communication demands. However, under specific 

circumstances such as when more accuracy is desirable or the tracking environment is dense, 

centralised fusion can be used.  This architecture usually applies several hierarchical levels 

where the top level contains a single centralised fusion node and last level is made up of several 

distributed nodes. Each of the distributed fusion nodes may receive inputs from a small group of 

sensors or from an individual sensor. 

 

2.4.3 Data Fusion Levels 
Sensor fusion processes are often categorised in three levels of modes: low, intermediate, and 

high level fusion, as follows [29]: 

Low level fusion or raw data fusion combines several sources of essentially the same type of 

raw data to produce a new raw data set that is expected to be more useful than the inputs. It is 

usually performed during the source pre-processing level [48]. 

Intermediate or feature level fusion combines various features individually detected from each 

sensor such as edges, lines, corners, textures, or positions into a feature map. Then, this map is 

used for detection of objects.  

High level fusion performs object refinement for each sensor or sub-group of sensors and then 

fuses the outputs [49, 50]. Usually, when using a single type sensor many object refinement 

outputs are missing. Consequently, the fusion at this level reduces its effectiveness.  

 

2.4.4 Fusion Cell 
Regardless of the many variations of existing formalisms for the data fusion process, eventually 

it would be decomposed into elementary components where the information is fused. In [51] the 

elementary fusion node is defined as a Fusion Cell (Figure 2.18). A fusion cell may receive 

three distinct types of input data or information: sources data, auxiliary information and external 

knowledge.  
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Figure 2 - 18 Fusion Cell. 
 

The sources constitute most of the input data in the fusion cell. This includes observations that 

come directly from the sensors: Oi = (Ei, li, ti, yi, Δyi), i ∈ {1, 2, . . .} as well as the results from 

previous fusion processes that are considered as new soft sensors (or logical sensors). The 

auxiliary information consists of additional data which is produced by specific processing of the 

sensor observations or from other fusion cells that provide results in a different format of the 

sensors. The external knowledge includes additional a priori data that is used to regulate the 

fusion process. In addition, a feedback loop is included in order to allow an iterative fusion 

process.  

In the fusion cell the sensor observations and the auxiliary information are converted to a 

common representational format by aligning time, location and measurements. Then, the data is 

fused. Usually, the external knowledge contains the fusion rules and models to be applied, those 

may be based on probabilistic and statistical models [52], conditional filtering or heuristic 

methods such as neural network, support vector machines (SVM), genetic algorithm. However, 

in some cases the fusion cell compares the source observations using a voter and then chooses 

one as the output, while a voter would not increase sensor accuracy under normal 

circumstances, it adds tolerance to errors under specific conditions. The result is one or more 

sensor observations considered as new soft sensors or information with different format needed 

by other modules of the system. 

One goal of sensor data fusion is to achieve more accurate observations than could be achieved 

by using a single, independent sensor. Catastrophic fusion occurs when the observations of one 

or more sensors S 	, m ∈ {1, 2, . . .,M} significantly outperform the overall system after 

fusion[53]. Usually, each sensor S 	 is designed to operate correctly only under specific 

conditions	C 	. The corresponding condition for the correct operation of the system (C 	)	may 

be described then as the intersection of all the	C 	, m ∈ {1, 2, . . .,M} of the sources, satisfying 

the rules given by the model in the fusion cell.  

Catastrophic fusion may occur when a sensor S 	operates in an environment C′ 	 which is not 

consistent with its assumed conditionC , producing the inconsistent data from that sensor to 
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influence the fused output with catastrophic results. To prevent catastrophic fusion, data fusion 

systems often employ modules that monitor each sensor S 	 with the purpose of neutralising a 

sensorS , whenever it is operating outside its specified operating conditions	C . 
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Chapter 3 

Dependability and fault tolerance 

3.1 Introduction 
 

With the introduction of sensors and electronics in automobiles, many advances have been made 

in the area of vehicle safety that can be applied to autonomous vehicles. In recent years, safety 

vehicle systems do not only react to in-vehicle signals, but also to the surrounding environment, 

estimating the state of objects and their relationships and finally taking decisions, such as 

supporting the driver or taking control of the vehicle [42]. Examples of these are lane departure 

warning systems and self parking technologies currently available in many cars. 

The advance of technology has made the possibility of having autonomous vehicles on public 

roads appear closer each day. However, many aspects such as dependability and safety still need 

to be addressed, especially for perception systems, manoeuvre planning and automatic system 

calibration. One of the most important aspects of autonomous vehicles for acceptance on public 

roads is the dependability of their performance, e.g. the California Code of Regulations Title 13, 

Article 3.7, Section 227.46 of the California DMV demands detailed reports of disengagements 

during autonomous vehicles tests [3-9]. Failures in these vehicles can be catastrophic and they 

may pose a serious danger for pedestrians, passengers and drivers. 

Sometimes, the terms associated to system failures are used interchangeably. In some cases, 

fault, error and failure are defined with the same concept [54] and differences can be found 

depending on the application area. The broader concept related to system failures and the means 

to reduce them is the dependability. The dependability of a system is described by the ability of 

performing in accordance with its specification following time-related quality characteristics 

when required. It is used as a collective term that includes availability, reliability, recoverability, 

maintainability, and maintenance support performance [55]. In [56], an alternate definition of 
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dependability is introduced: "the ability of a system to avoid failures that are more frequent or 

more severe than is acceptable to the user". This concept considers the dependability in a 

relative, probabilistic sense, reflecting that systems are never totally available or reliable due to 

the unavoidable presence of faults. Therefore, a system may still be considered dependable 

regardless of some acceptable failures. 

 

3.2 Threats to dependability 
 

Threats are events that negatively affect a system and may cause a reduction of the 

dependability. They can be classified as faults, errors, or failures. Their causal relationship is 

discussed in terms of the “chain of threats”, illustrated by the fault-error-failure chain shown in 

Figure 3.1. 

 
Figure 3 - 1 Fault-error-failure chain. 

 

A  fault is “an unpermitted deviation of at least one characteristic property of the system from 

the acceptable, usual standard condition” [57]. Faults can be dormant, e.g. incorrect program 

code that is not executed, and have no effect in the system. In contrast, fault activation is the 

application of an input (an activation pattern) that causes a dormant fault to become active. 

Consequently, the frequency of fault activation depends greatly on the inputs that are applied 

and how the system is used. When a fault is activated during system operation, it leads to an 

error.  

Avizienis et al. [56] present a scheme for classifying faults according to eight basic viewpoints, 

i.e. phase of creation or occurrence (development, operation), system boundaries (internal, 

external), phenomenological cause (natural, human made), dimension (hardware, software), 

intent (deliberate, non-deliberate), capability (accidental, incompetence), objective (malicious, 

non-malicious) and persistence (permanent or transient). With respect to their activation pattern, 

faults can be categorised as hard and soft faults. Hard faults are presented in a stepwise form 

where data changes abruptly from its normal state to a faulty one (Figure 3.2).  Regarding 

sensors, a hard fault may be produced by the combinations of some of the eight basic 

viewpoints. One of the most common reasons is a total sensor failure generated by 

communication or electrical problems (operation, internal/external, natural, non-deliberate, 

accidental, non-malicious, hardware, permanent/transient), producing a complete stop in the 

sensor with no outputs. Another common sensor hard fault is produced when the sensor 

becomes fixed with constant data, generally because of an abrupt change in the environment 
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conditions that the sensor cannot manage (operation, external, natural, non-deliberate, 

accidental, non-malicious, hardware, permanent/ transient). On the other hand, soft faults are 

slow degradations in the sensor data through time (Figure 3.2), generated by noise or bias shifts. 

These faults are usually the effects of internal or external disturbances, additive errors or 

calibration problems [58]. Soft faults are more difficult to detect and eliminate because it takes 

time until the sensor data leaves a limit of confidence. Meanwhile, the faulty information may 

be used by the system and may be added to the non-faulty data. 

 
Figure 3 - 2 Stepwise or driftwise change of a feature. 

 
 

Errors are the consequence of fault activation. In addition, errors can be successively 

transformed into other errors. For example, a LIDAR calibration error in the pre-processing 

level of an autonomous vehicle can produce incorrect object detection in the object refinement 

level, thus causing new errors in the perception system of the vehicle. This transformation of 

errors is referred to as error propagation (Figure 3.2). The error propagation leads to a system 

failure if the error is propagated to the output of the system causing inconsistency between the 

service provided and the system specification. In addition, the failure of a system causes a fault 

in those systems receiving service from it, as well as in those higher level systems in which it is 

contained, e.g. when erroneous data from an autonomous vehicle’s perception system is 

transmitted to the decision making module, there is a failure in the perception system, which in 

turn appears as an external fault to the decision making module. 

A failure is  “an interruption of a system’s ability to perform a required function under specified 

operating conditions” [57]. Such interruption can be in the form of incorrect service (e.g. 

erroneous objects detected in a perception system), no service at all (e.g. halt or crash of the 

system) or degraded service in which the output is slow or limited (e.g. gradual increase in 

response time), this case is referred to as a partial failure. It is important to note that many errors 

do not reach the system’s external state and cause a failure, this propagation mainly depends of 

the behaviour of the system, e.g. the part of the system that contains an error may never be 

needed for service or the error may be eliminated or updated before it leads to a failure. 

Additionally, some systems may introduce fault tolerance trough redundancy, preventing errors 

from leading to service failures [56].   
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The effects of a fault that transits from dormant to error and then to failure during the execution 

of a system can be modelled by a sequence of states with state transitions being caused as the 

result of atomic actions (Figure 3.3). Correct state (C) is delivered when the service implements 

the system function. The transition from a state C to a tolerated error state (T) is constrained by 

a fault action. In the state T, a recovery action returns the system to a state C, whereas correct or 

fault actions maintain the same state. However, if the system has a limitation that is overrun by 

the propagation of a fault action to the outputs, the system will produce a failure. Thus, when 

the system is running in a tolerated error state a recovery action according to the fault action 

should be executed (e.g. resetting for software aging, synchronisation for timing error, etc).  

 
Figure 3 - 3 System states space. 

 

During the execution of a system, it can alternate between periods of correct service delivery, 

service outage, and service shutdown. Downtime or outage duration refers to a period of time 

that a system fails to provide or perform its primary function (failure state), while a service 

shutdown is an intentional halt of service by an authorised entity. In order to increase or recover 

dependability by removing faults, maintenance actions may take place during all three periods 

of the system execution. In addition to fault removal, there are three other means to reach 

dependability in a system, i.e. fault forecasting, fault prevention and fault tolerance. 

 

3.3 Means to achieve dependability 

 
In order to avoid service outage and to reduce service restoration to the minimum, dependability 

manages four different approaches: Fault prevention, fault removal, fault forecasting and fault 

tolerance. 

 

3.3.1 Fault prevention 
Fault prevention means to prevent the incorporation of faults into the system. It is focused on 

good implementation techniques and development methodologies such as adaptability, 

modularity and interoperability. In the software domain, these methods include restrictive 
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coding standards that avoid common programming faults, information hiding, and the provision 

of high-level programming languages and abstractions [14]. An example for hardware fault 

prevention includes shielding against radiation caused faults and the use of optocouplers in 

order to prevent electrical faults. 

 

3.3.2 Fault removal 
Fault removal denotes the reduction of the number of faults during the development or use of a 

system. Fault removal during the use of a system encompasses corrective and preventive 

maintenance. Corrective maintenance is usually performed offline and aims to remove faults 

that have previously produced one or more errors and have been reported. On the other hand, 

preventive maintenance systematically and periodically checks hardware and software in order 

to recognise faults before they might cause errors during normal operation. It can be performed 

online or offline, when the system operation is interrupted for preventive maintenance it is 

called service shutdown or planned outage. 

Fault removal during the development relays on verification, which refers to the methods for the 

review, inspection, and test of a system, with the goal of checking whether the system 

requirement properties are satisfied. The verification process can be classified as static 

(structural) or dynamic (behavioural), depending on whether or not it involves execution of the 

system.  

Verifying a system without actual execution is static verification, which involves static analysis 

and model checking. The term static analysis is most often employed for denoting the detection 

of software faults or vulnerabilities by automatically examining the code structure that will run 

on the target platform at compilation time, without user interaction or a model of the application  

[59].  On the contrary, model checking builds an abstract representation of the program 

behaviour and examines whether a system’s correctness properties can be violated by exploring 

its computational state space [60]. Model checking considers systems that have finite state (or 

may be reduced to finite state by abstraction) and tracks all legal inputs of the program. If a fault 

is detected, the model checker returns the counterexample describing the execution path that 

infringes system requirement. 

Dynamic verification is based on the execution of the system. A specific input value can be used 

to test the execution in order to find errors (testing). However, it can prove or disprove the 

existence of a fault related to the selected input but it doesn’t guarantee the absolute absence of 

dormant faults, which may be activated by other inputs. Alternatively, the system can be 

executed using a symbolic value instead of a concrete input value (symbolic execution), thus 

analysing the system to determine execution paths from each part of the program (specifically 

faults) to the input type [61]. 



38 
 

 

3.3.3 Fault forecasting 
Fault forecasting means to estimate the present number of faults and their likely consequences. 

It usually applies to faults that cannot or should not be removed [62]; instead their influence is 

assessed qualitatively (to identify, classify, and rank the event combinations that would lead to 

system failures) or quantitatively (to evaluate in terms of probabilities the extent to which some 

of the attributes are satisfied).  

 

3.3.4 Fault tolerance 
Fault tolerance denotes the capability of a system to avoid failures and to deliver correct service 

in the presence of faults. It is carried out via error detection and system recovery, which usually 

implies corrective maintenance. However,  the difference between fault tolerance and 

maintenance is that maintenance involves the participation of an external agent [14].  

Fault prevention and fault removal try to avoid the presence of faults. However, in complex 

systems it is difficult to achieve fault-free operation. Conversely, fault tolerance and fault 

forecasting strategies both embrace the existence of faults and aim to keep the systems 

operational under the presence of one or more faults. Since the focus of the work presented in 

this thesis relies on the latter case, specifically on fault tolerance, a detail description is 

presented in the next section. 

 

3.4 Implementation of fault tolerance 
 

The concept of fault tolerant systems refers to the systems that are able to compensate faults in 

order to avoid unplanned behaviours. With the purpose of achieving this goal, a fault tolerant 

system should have the capability to detect and isolate the presence and location of faults and 

then reconfigure the system architecture to compensate for those faults. These steps are called: 

Fault detection, fault diagnosis (fault isolation or fault location), and fault recovery.  

The fault detection methods create a group of features based on components redundancy, self-

created health information or models of the system. These features are then compared with the 

system variables, creating residual values which are used to detect the presence of faults. 

Fault diagnosis is based on observed symptoms and experience based knowledge of the system. 

One approach is the use of classification methods, where the relation between symptoms and 

faults are determined experimentally in a previous phase of the system. Another approach is the 

use of inference methods, where causal relations are created in the form of rules based on 

partially known relationships between faults and symptoms. 
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After identifying faults, a reconfiguration of the system architecture is required. Fault recovery 

can be achieved using direct redundancy or analytical redundancy [63]. With direct redundancy, 

a spare module is employed to replace the faulty one. Despites the fact that direct redundancy is 

effective and easy to configure, it can be very expensive and unfeasible. On the other hand, 

analytical redundancy implies utilising the working modules to complete the tasks that failed. 

For instance, if there is a fault in a laser scanner of an autonomous vehicle, the information from 

two cameras can be used instead in order to create range data and compensate for the laser 

scanner functions. 

 

3.4.1 Fault Detection and Diagnosis (FDD) 
To establish whether a fault has occurred in a component of a system, the effects of the fault 

must be observable. The simplest way to accomplish this task is to directly monitor he signals 

related to every specific component (direct monitoring). However, in complex systems the 

number of component’s signals that must be monitored increases or some components may not 

produce directly observable signals, thus the complexity and processing power required for fault 

detection with single signals can become impractical. These problems lead to using analytical 

methods to observe the system states that must be monitored.  

 

3.4.1.1 Model based FDD 

The most common fault detection methods are the model based methods, also called analytical 

methods. These methods require a mathematical model of the system along with available 

inputs and outputs in order to produce a group of features. Then, these features are compared 

with the system variables, creating residual values. The residuals that differ from the nominal 

values are called symptoms and can undergo a symptom-fault classification in order to detect a 

fault and its location. These methods are categorised as parity equations, parameter estimation 

methods and observer based (filter based) methods with Luenberger observers [64] or Kalman 

filters [65]. 

The general approach to model based fault detection and diagnosis is shown in Figure 3.4. 

Based on measured input signals U and output signals Y, the detection methods generate 

residuals r, parameter estimates O, or state estimates x; which are the features. Then, changes of 

features are detected leading to analytical symptoms s. Introduction of extra hardware into the 

system can be avoided using a model based method. Thus, high costs and power consumption 

are limited. However, obtaining a good model of the system is a complex task.  
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Figure 3 - 4 General approach to model based fault detection and diagnosis. 

 

Fault detection with parity equations is applied when the parameters of the system are known 

and the input and output can be obtained. It consists in directly running a complete model of the 

system represented by a group of equations and comparing its output with the system output, 

thereby forming residuals (Figure 3.5). Since the model of the system generates output based on 

the fault-free case, a fault can be detected when the residual increases. However, positive fault 

detection is not always associated with none zero residuals, which may be the result of errors in 

the system model used, thus a good method for change detection of signal features is needed 

[66]. 

 
Figure 3 - 5 Fault detection with parity equations. 

 

With parameter estimation methods, the parameters of the process are obtained by an estimator 

given in the form of an input-output relation. Then, the results are compared with the parameters 

of a theoretical reference model that is obtained initially under fault free conditions. This 

implies the previous establishment of a mathematical model of the system’s normal behaviour; 

and a parameter estimation procedure using the input and output signals. The fault detection is 
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done by validating the changes in the estimated parameters with tolerance limits [67]. Fault 

detection with the parameter estimation method is shown in Figure 3.6.  

 
Figure 3 - 6 Fault detection with parameter estimation. 

 

State observers provide an estimate of internal states of a real system from measurements of the 

input and output. The observer based methods apply models with fixed parameters and use 

feedback from previous states in order to correct the state variables by using either Luenberger 

observers in the deterministic setting or Kalman filters in a stochastic setting.  

Model based methods are very popular for fault tolerant control systems because models of 

control systems can usually be obtained and no extra hardware is required. Nevertheless, 

creating a perfectly accurate and complete mathematical model of the system is a complex task 

and it is not always possible [68]. Thus, limiting the number of false alarms produced by 

modelling errors is currently one of the main emphases of FDD research [63]. On the other 

hand, the complexity to create system models has contributed to the rapid development of FDD 

methods based on soft computing techniques, such as neural networks, fuzzy logic, evolutionary 

algorithms and support vector machines (SVM).  

 

3.4.1.2 Signal Monitoring for FDD 

In some occasions signals related to health information of relevant components can de directly 

produced by a system without the creation of residuals that are based on a model. In both cases, 

the monitoring of the signals values (directly created or residuals) is needed in order to find 

changes related to faults. The simplest way to monitor a signal is the limit checking (limit 

filtering) method, in which the signals are constantly compared to pre-established maximal and 

minimal thresholds and a fault is declared when a threshold value is exceeded. The thresholds 
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are mostly selected based on experience and represent a trade-off between a wide range to avoid 

false alarms and narrow range to avoid late fault detection. 

More advanced methods statistically monitor quantities change of the signals, e.g. trend 

checking analyses the first derivative of the monitored variable and then compares it with a 

maximum value. In [69], signals are represented with a minimal qualitative format whose seven 

fundamental elements are called primitives and are created by the combination of the first and 

second derivatives. Subsequently, the signal trend is compared with a failure signature in order 

to detect a fault. 

If residuals or health signals are directly related to specific faults, then these faults can directly 

be isolated. Nevertheless, achieving a fully decoupled symptoms-fault relationship is a complex 

task [70], thus fault location procedures are usually required after a positive detection. When the 

basic relationships between faults and symptoms are at least partially known, then inference 

methods such as boolean or fuzzy logic can be applied. On the contrary, if no further knowledge 

is available for the relations between symptoms and faults, classification methods were the 

relationship is experimentally learned a-priori may be applied 

 

3.4.2 Fault Recovery 
A reconfiguration of the system architecture is required once a fault has been identified. The 

main choices are to halt the appropriate parts of the system or to use other methods to bypass the 

fault and continue operation. To be able to continue operation after some components have been 

halted or bypassed, the system must have some redundancy implemented, which means using 

multiple extra modules that produce redundant information and a fault detection and 

reconfiguration component to switch off failed modules and to switch on spare modules. 

Static redundancy (Figure 3.7) employs N parallel modules connected to a voter, which 

compares their data and generates a representative output. Usually, the voter chooses the output 

value based on majority. However, when the components have different failure probabilities a 

weighted average method is applied [54]. Static redundancy is easy to implement and it needs 

minimal information processing, but it implies high costs and more power consumption. In 

addition, common mode faults are unnoticed.  
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Figure 3 - 7 Static redundancy. 

 

The most popular configuration for static redundancy is the Triplex or Triple Modular 

Redundant system (TMR). It is composed of three identical modules and is able to support one 

faulty module, which is masked by the other two. The general case of a triplex system is called 

N-modular redundancy (NMR). It is able to work without failure while n /2 modules do not 

present faults. 

The application of NMR to software is termed N-version programming (NVP) paradigm [71], 

where design diversity is reached by independently creating multiple functionally equivalent 

versions of the same program (or routines) and executing them in parallel. Subsequently, a 

decider votes on all of the results. The decider’s criteria for correctness can vary ranging from 

simple as accepting the most frequently occurring output to some more complex algorithm [72]. 

A dynamic redundant system is usually integrated by one active module, N back-up modules 

and a fault detection and reconfiguration unit. If the active module becomes faulty, it is turned 

off and a fault-free spare is connected instead. The dynamic redundant configuration with spare 

modules continuously operating is called hot standby (Figure 3.8 left). While in cold standby 

(Figure 3.8 right) the standby modules are not in operation. The latter configuration needs more 

transfer time than the former due to the start-up procedure of the spares. 

An example of cold standby redundant implementation is the recovery blocks method [73], 

which make use of sequentially applied diversity in order to achieve highly dependable software 

[74]. In recovery blocks, N different versions of a program are designed, but only the most 

appropriate one is executed first and its results are checked with context specific criteria to 

determine if a fault can be recognised. If the acceptance test indicates a fault in the result, that 

program version is discarded, the intermediate system states are reset, and the next alternative 

program version is tried until the acceptance test decides that the result is correct. Eventually, 

one program version must satisfied the acceptance test, or at least assure failsafe behaviour (e.g. 

resumption or safe termination). 
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Figure 3 - 8 Dynamic redundancy: left) hot standby. right) cold standby. 

 

Many combinations of modules have been implemented in addition to static and dynamic 

hardware redundancy to avoid the disadvantages of both types on cost of higher complexity. For 

example, Brumback and Srinath [75] propose a fault tolerant system combining different 

subsets of sensors that can serve as online spares. They applied their scheme to a dual 

inertial/Doppler radar navigation system, creating three filters, two INS-Doppler and one INS-

INS. Each filter implements a test to detect a fault and then a reconfiguration module evaluates 

the best selection. Hereford [76] detects a fault in a FPAA by comparing the output of the 

system with a Kalman filter estimate of the output. A fault is declared if the difference of the 

estimate and the FPAA output is larger than the system uncertainty. Then, the FPAA is 

reconfigured using a general genetic algorithm to take the average of the input sensors that 

remain unaffected after the fault.  

 

3.5 Fault tolerant sensor fusion architectures 
 

In recent years, only a few specific solutions of fault tolerant perception system for autonomous 

vehicles have been developed. However, many researchers have implemented fault tolerant 

modules for autonomous vehicles in areas such as control systems using model based methods 

and vehicle navigation sensors using hardware and analytical redundancy [77]. Furthermore, the 

multi-sensor architecture of navigation systems can be compared with perception systems. In 

general, two different architectures are applied for navigation systems; centralised architecture, 

which is a one-level fusion process with little fault tolerance capability and federated 

architecture, which is a two-level fusion method with good fault tolerance potential. 

Centralised architecture (Figure 3.9) uses a global filter that processes the measurements of all 

local sensors. The main advantage of this architecture relies on obtaining the most accurate 

navigation solution as a consequence of the minimal information loss. Furthermore, hard sensor 
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failures can be detected using residual tests by contrasting each sensor measurement with the 

accumulated estimation of the global filter [78].  

However, the centralised filter is not robust against soft sensor faults [79]. Using a single filter 

tends to make all data agree. Therefore, if there is an undetected soft fault, such as a bias shift 

sensor, it will result in a displacement of the global estimate toward the faulty data. As a 

consequence, a good sensor might be declared faulty for disagreeing with the global estimate. In 

addition, once the soft fault is large enough to become detectable, it has already contaminated 

the data of the other sensors.  

 
Figure 3 - 9 Central data fusion architecture. 

 

Federated architecture is proposed by Carlson [78] to fuse decentralised navigation systems with 

the objective of isolating faulty sensors before their data becomes integrated into the entire 

system. This architecture is a two-stage data processing technique composed of a group of local 

filters which operate in parallel and a master filter (Figure 3.10). First, each local filter fuses 

data independently from a specific sensor or a sensor subsystem with common information from 

a reference sensor. Then, the local estimates are fused in the master filter in order to generate the 

best global estimation. 

 
Figure 3 - 10 Federated data fusion architecture. 

 

A fundamental component of the federated filter is the reference sensor. Its data is frequently 

used to initialise sensors and to set pre-processing information in local filters. Consequently, the 

most reliable and accurate sensor should be chosen as the reference for the local filters [80]. 
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Local filters may use information from the master filter by setting parameters applying a 

feedback signal in order to improve their performance. However, if the master filter admits 

faulty data from any local filter, this will affect the whole system through the feedback signals. 

As a consequence, the master and all the local filters need to be reinitialised when a fault is 

detected, requiring extra time to re-constitute the new federated filter system. In [58, 81] a 

federated Kalman filter is implemented in a multi-sensor navigation system, and a fuzzy logic 

adaptive technique is applied to adjust the feedback signals on the local filters and their 

participation in the master filter. Similarly, an expert system is implemented in [82] to adjust the 

information sharing coefficients for local filters. 

The federated filter architecture with no feedback is highly fault tolerant and provides a good 

response to soft faults, e.g. in [83] a no-feedback federated filter is implemented for the multi-

sensor navigation system of an unmanned aerial vehicle using a INS sensor as reference in order 

to obtain a good fault tolerant performance. Since each local filter is independent, data from 

faulty sensors can be easily isolated before being integrated with the entire system, while the 

remaining sensors immediately generate the new federated filter system [78]. Nevertheless, 

having a common reference for all local filters may decrease their accuracy when common 

mode failures are present, resulting in a reduction in the fault tolerance performance. 

In addition, many variations have been introduced based on the structure of the federated fusion 

architecture. For example, Kjell and Oddvar [84] outline the use of parallel navigation filters for 

sensor fault tolerance. They propose to implement N+1 fusion filters for a system with N 

sensors. The main fusion filter is implemented using all the sensors, while the others use all 

sensors except one specific to each. If one sensor fails, the filter that does not contain its data 

will differ from the others. Then, that filter output will be selected. Otherwise, the final output 

will be the same as that of the main fusion filter. 
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Chapter 4 

Fault Tolerant Perception System 

 

4.1 Introduction 

 
In order to develop safe driving systems, autonomous vehicles need to obtain trustable 

information from their environment. This includes other vehicles on the road, static objects and 

vulnerable road users such as pedestrians and bicycles.  The most important area to be sensed is 

the frontal area of the vehicle, because the risk of collision is higher for obstacles detected there. 

This area includes other vehicles on the road and pedestrians crossing crossroads [85, 86]. 

Furthermore, most of the traffic accidents of Google autonomous vehicles occurred at 

intersections (even though they were rear end crashes caused by other vehicles).  In addition, 

lateral and back areas have to be monitored for urban manoeuvres such as intersection driving 

and lane changing.  

Regarding DMV reports [3-9], the main causes of disengagement were problems related to 

perception and system calibration, with disengagements started by the test driver from 22% to 

98% of the occasions. This evidences the necessity of increasing the reliability of perception 

systems, in addition to the introduction of fault tolerance into autonomous vehicles systems, in 

order to avoid failure towards the development of completely autonomous vehicles. 

The common modules used by urban autonomous vehicles’ perception systems are related to 

localisation, road detection and obstacle detection. The present research will be limited to object 

detection for medium range obstacles. Figure 4.1 shows critical areas to be monitored in order 

to find those obstacles. It includes areas used by pedestrians that were disregarded by DARPA 

competitors, where visual data could contribute key information.  Areas where other vehicles 
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must be found are marked in orange, while critical areas for detecting obstacles are marked in 

red. 

 
Figure 4 - 1 Critical areas for obstacle detection. 

 

 During the DARPA Urban Challenge the common errors of perception systems were produced 

when the vehicles encountered low-hanging canopies which it erroneously identified as 

blocking obstacles; dust clouds were detected by laser sensor as obstacles; moving obstacles 

were misperceived and errors were produced by calibration mistakes. These implied 

complications for the planning stages.  

Some DARPA Urban Challenge participants implemented a general recovery system at 

planning level based on time or missed goals, increasing their performance, but none of them 

used a fault tolerant approach at perception levels. Similarly,  Delphi, Volkswagen  and Google 

[4, 5, 9] stated in the DMV reports the use of watchdog timers in order to detect and recover 

from malfunctions. However, no details about implementation of possible perception fault 

tolerance have been reported. However, they have limited exposure to various traffic scenarios 

and events so far [12]. In addition, the long-term behaviour of vehicle’s diverse sensors has not 

been tested. Finally, fault-tolerant perception architectures are still at the developmental stage. 

Furthermore, in real situations and long time operation, there is always the possibility that 

diverse components may fail. This chapter deals with possible sensor faults defining a federated 

architecture for sensor fusion. The proposed architecture is designed to detect obstacles in an 

autonomous vehicle’s environment within a fault tolerant framework while reducing the impact 

of faulty sensors. 
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4.2 Proposed perception architecture 

 
The objective of the present thesis is to define a perception architecture in order to detect 

obstacles in an autonomous vehicle’s environment using a fault tolerant framework. The scope 

of the perception system has been limited to detect medium range objects located in the frontal 

area of the vehicle.  

The revised JDL model does not imply explicitly how the fusion process is implemented and 

how information among different levels is exchanged. Due to this fact a variety of architectures 

can be extracted from this functional model. The general model proposed for information fusion 

is based on the revision of the JDL model made by Polychronopoulos and Amditis [42]. 

However, the process refinement layer has been integrated to the fusion process with a direct 

communication to each layer. Thus, the model provides an adequate architecture for 

implementing autonomous vehicle perception system and includes a process refinement level 

that can be focused on giving a fault tolerant framework to the perception layer. Nevertheless, 

the process refinement may interact with all the layers, allowing the implementation of fault 

tolerance not only for the perception layer, but also for the entire autonomous vehicle system in 

general (Figure 4.2).  

 
Figure 4 - 2 General model of data fusion for fault tolerant implementation. 

 

4.2.1 Outputs and non-functional requirements 
The perception layer pre-processes data from the sensors and combines it in order to obtain 

continuous and discrete state estimations of the objects, as well as predictions about their future 

states. This layer has to be able to process information from different sensors and reconfigure 

them according to specifications of the process refinement, in addition to offer an easy approach 

to incorporate new sensors. Therefore, fusion of the sensed data should avoid a sensor-specific 

technique and instead emphasise an adaptable obstacle focused structure. The output of this 
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layer should be a list of obstacles around the vehicle and their future states, or a direct update of 

the current data base or world model of the system, and that information would be used later by 

the decision application layer (DAL).  

The process refinement layer, in the context of this research, provides information about faulty 

states to the decision application layer, while minimises the effects of those faults in order to 

operate the system under safe conditions. Moreover, this layer should periodically reconfigure 

the sensors in the perception layer based in the sensor synchronisation, in order to reduce the 

impacts that soft sensor faults may cause in the perception layer. In addition, an asynchronous 

mechanism should alert the decision application layer immediately after hard sensor faults 

occur. 

The objective of the decision application layer, in the context of this proposal, is to find 

predictions of future situations and to deduce threats, vulnerabilities and opportunities of 

potential manoeuvres especially with the presence of faults. It represents the impacts of the 

current activities and makes inferences about counterfactual situation prediction in order to 

provide information to establish different levels of danger and take the best action in response to 

fault alerts generated by the perception layer. 

This research project is focused on developing the architecture required to implement detection 

of obstacles using state-of-the-art algorithms in the perception layer, and allowing the 

adaptability to new sensing technologies and algorithms, while implementing a process 

refinement that regulates the data used by the perception layer in a fault tolerant framework. 

Since the autonomous vehicle systems interact with an inherently timed physical and dynamic 

world, they need to process sensing information within specified time intervals. Additionally, 

data from different sensors need to be synchronised and are thus required to embrace a time 

reference as part of its structure. 

Although computer processing capability is constantly increasing, autonomous vehicle systems 

are complex and usually require a group of interconnected servers in order to meet the online 

processing restriction of the autonomous vehicle components. For example, the Urban DARPA 

challenge participants carried multiple computers, each of which controlled a subset of the 

vehicle’s sensors or actuator [15, 17, 18, 22, 25]. Therefore, a modular decomposition of 

process and a standard communication method which assures the interoperability between 

multiple modules in different computers need to be considered. Table 4.1 summarised the 

outputs and non-functional requirements needed to develop the desired perception architecture. 

Outputs 

Perception layer: 
Current state of objects  Decision application layer 
Predicted state of objects  Decision application layer 

Process refinement: 
Reconfiguration of sensors  Perception layer 
Fault alerts Decision application layer 
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Non-functional Requirements 
Real time process – Time orientated structure –Adaptability to new sensing technologies and algorithms – 
Modularity – Reusability – Interoperability 

Table 4 - 1 Outputs and non-functional requirements of fault tolerant perception architecture. 

 

4.2.2 Federated perception architecture 
To guarantee fault tolerance of a sensor, it is necessary to compare its data with either a model 

of the entity of interest that has been observed or with other sensor(s). Because of the 

complexity of the environment and the unpredictable presence of obstacles in autonomous 

vehicles real applications, output signals of the sensors cannot be modelled. Thus, it is 

unsuitable to apply model based methods to ensure the operation of fault tolerant sensors for 

autonomous vehicles and the solution must rely on redundancy of sensor data.  

For the implementation of the proposed system, a federated architecture has been selected 

(Figure 4.3). The federated perception architecture uses a master fusion module as a reference 

and various local fusion filters to validate information.  

 
Figure 4 - 3 Fault tolerant perception system. 

 

The proposed system had been divided into different modules: one object detection (OD) for 

each sensor type, one local fusion (LF) for each support sensor, one master fusion (MF) and the 

Fault Detection and Diagnosis (FDD) module. The purpose is to use a highly reliable sensor, 

such as Velodyne, as a reference sensor, along with M sensors of the same type (e.g. vision 

sensors), in addition to other N redundant sensors of a different type (e.g. LIDARs), where M, N 
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≥ 3 in order to create sufficient information to detect a fault and to locate its origin, even with 

the presence of mutual faults that affect all sensors of the same type.  

The sensor fusion performs with detected objects data in order to increase tracking consistency 

and to increase the adaptability to new types of sensors, which can be added by implementing 

the corresponding object detection module. Each local filter individually processes the 

compatible data between the reference sensor and the data provided by each sensor at medium 

level. The master filter fuses information of local filters and creates discrepancy values. The 

FDD estimates if a fault occurs in the sensors based on the discrepancies from local fusion 

modules and the global fusion.   

Toward addressing the proposed problems, it is critical to identify a software platform that 

allows the implementation of the different subsystems and algorithms that will be needed, and 

also, the easy adaptation to diverse experimental platforms. The Robot Operating System (ROS) 

framework [87] is used to implement the system because of  its portability and support for code 

reuse and modularity. ROS is a robot middleware package that provides hardware abstraction, 

facilitating the development of software independently of the specific hardware. In addition, 

ROS supports parallel runtime execution and distributed processing, allowing to run code across 

multiple computers on one or many autonomous vehicles.  

Each module is a collection of small, programs called nodes and  each node runs independently 

while communicates with other nodes using messages subscribing to and publishing on topics 

which are coordinated by a master node. Each published topic has a header that includes a 

timestamp and a frame number (Figure 4.4). The timestamp indicates the time on which the 

topic was published, while the frame number references the sequential number of the processing 

cycle during which the information has been created. In order to guarantee that the information 

from the same acquisition is processed on each node, the synchronisation of the published topics 

is performed based on the frame number. Working with standard topic structures for 

communication among modules and modules independence between low-level sensing/control 

and high-level processing and decision making provides an approach to replace those low-level 

programs with datasets input or hardware simulation. Thus, the behaviour of the system can be 

tested without a physical vehicle and using, instead, sensor datasets which provide the 

simulation of a real vehicle travelling in an urban environment.  
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Figure 4 - 4 General topic structure. 
 

 

4.3 System Implementation 

 
From the six DARPA finalists vehicles, the three most popular LIDAR sensors were Velodyne 

HDL 64 LIDAR (used by 5 vehicles), SICK LMS 291 LIDAR (used by the 6 finisher vehicles) 

and IBEO Alasca XT LIDAR (used by 4 vehicles). Similarly, 17 of 20 competitors of the 2015 

Intelligent Vehicle Future Challenge (IVFC) relied on real time LIDAR sensors from Velodyne 

and all the top five finishers used Velodyne HDL 64 LIDAR. Vision based sensors were also 

installed in many of the DARPA finalist vehicles, but some of the teams decided to disable them 

for the final event for various reasons. For instance, cameras were used by Talos and Odin for 

obstacle detection and by Boss for lane detection, but these camera based systems were not used 

in the final competition due to a lack of testing and the simplicity of the obstacles in the 

environment. In addition, Skynet and Little Ben applied vision based stop sign detection and 

lane detection.  

The use of a Velodyne HDL 64 LIDAR as reference sensor, in addition to a group of LIDARs 

and cameras was initially suggested to implement and test the proposed system. However, in 

order to fully test the system with that configuration, a group of sensor acquisitions collected in 

urban environment were required, which should include a Velodyne scanner, vision and LIDAR 

sensors with redundant data. However, a public dataset that match with the desired 

characteristics were not found. For that reason, the closest available collection of data, the 

KITTI dataset [88-91], was used. KITTI dataset data is synchronised at 10 Hz and includes 

information from greyscale and colour stereo sequences, 3D HDL-64E S2 Velodyne point 

clouds and 3D GPS/IMU data (Table 4.2). However the GPS/IMU information will not be used 

in this project in order to focus on sensor faults from the obstacle detection system and to avoid 

possible errors from localisation. Thus, the test data will be taken from static scenes in the 

dataset. Nevertheless, all the algorithms used in the system are based on a technique that might 

be easily adapted to dynamic scenes incorporating the GPS/IMU information. 

KITTI dataset information 

Raw and rectified greyscale stereo sequences (0.5 Megapixels, stored in png format) 

Raw and rectified colour stereo sequences (0.5 Megapixels, stored in png format) 

3D Velodyne point clouds (100k points per frame, stored as binary float matrix) 

3D GPS/IMU data (location, speed, acceleration, meta information, stored as text file) 

Calibration (Camera, Camera-to-GPS/IMU, Camera-to-Velodyne, stored as text file) 

Table 4 - 2 KITTI dataset information. 
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Figure 4.5 shows the dataflow of the proposed system using the sensors available from the 

KITTI dataset. Each module transmits information of a specific frame Fr with a timestamp T. W 

represents the worst case computation time required for processing each module, assuming 

parallel computing of all the object detection modules, their joint execution time is Δt1. 

Similarly, Δt2 is the execution time for the local fusion modules. Then, the real-time execution 

can be met if the processing time of all the modules once Master Fusion finished is less than the 

frequency F:  

Real-time execution condition:  Δt1 + Δt2 + Δt3 + Δt4 ≤ F  (4.1) 

 
Figure 4 - 5 Fault Tolerant perception system for KITTI dataset. 

 
The Velodyne and Vision sensor nodes correspond to the level 0 of the Perception Layer. These 

nodes read the information from the KITTI dataset and then publish it in ROS message format 

following the general topic structure, so all other nodes can use that information. Velodyne and 

Vision Object Detection nodes subscribe to those topics and process the information in order to 

generate lists of objects. Then, Local and Master Fusion nodes group the object lists in a single 

topic, while Fault Detection and Diagnosis node evaluates the disparities values in order to find 

faults.  Implementation details of these nodes are described in Chapters 5 and 6. In order to 

evaluate the fault tolerance capability of the system, diverse faulty data was introduced in the 

acquired data, comprising abrupt sensor failures, as well as slowly growing sensor failures.  
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Chapter 5 

Perception Layer 

 

5.1 Introduction 

 
The aim of the Perception Layer in the present thesis (Figure 5.1) is to detect medium range 

objects located in the frontal area of the vehicle. In addition, the Perception Layer should be 

able to provide residual values (discrepancy vector) to the Process Refinement Layer, thus fault 

tolerance could be later implemented. The federated architecture proposed for the Perception 

Layer facilitates the implementation of the object detection in two stages: a fast general cueing 

stage (OD nodes), which process the whole information provided by the sensors and a 

verification stage (Fusion nodes), which only make use of previously processed data that 

represent detected objects. 
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Figure 5 - 1 Perception Layer for KITTI dataset. 
 

5.2 Object detection modules 

 
Vision and Velodyne OD modules are integrated in a ROS package that includes the nodes 

required to publish and to synchronise the data from KITTI datasets, as well as the nodes 

required to detect obstacles.  When all nodes of OD are running at the same time independently 

from each other, a specific service from ROS called “ROS master” coordinates their 

communication through topics with the structure describe in Figure 4.4.  

OD nodes process the topics’ information combining cue ROIs generated by diverse simple and 

fast state-of-the-art detection algorithms in order to increase the probability of finding obstacles, 

while producing reliable results in a real-time frame.  

Vision based object detection (Figure 5.2) combines motion detection and the histogram of 

oriented gradients (HOG) detector to obtain cues of possible obstacles, and disparity maps to 

discard false positives areas corresponding to the ground. First, a group of motion features are 

tracked.  Then, HOG is applied to find people in the image. Finally, the disparity map of the 

image is used to discard areas corresponding to the ground.  

 
Figure 5 - 2 Vision based object detection. 

 

Motion detection makes use of temporal information to detect moving objects. The basic motion 

detection algorithm is background subtraction, which consists of detecting objects using the 

difference between the current frame and a reference frame, which is usually static. However, 

autonomous vehicle systems are characterised for operating in highly dynamic scenarios, thus 

the implementation of motion detection in these systems should avoid static methods such as 
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background subtraction. An optical flow method is implemented in the present project. Optical 

flow tracks a set of specific features in the image and estimates the corresponding motion fields. 

Then, objects are segmented by clustering the fields based on their positions, magnitudes and 

angles. 

The Kanade Lucas Tomasi feature tracker (KLT) [92] is a widely accepted method utilised to 

compute motion fields in video sequences due to its high computational efficiency and 

reasonable accuracy [93]. In addition, the KLT is faster for sparse motion fields due to the 

scalability of the computational complexity regarding to the number of points to be tracked, 

which make it suitable for real-time applications [94]. The KLT tracker employs the Good 

Features to Track (GFT) method, which finds representative points such as corners, in order to 

find the features to be tracked. The result of the KLT tracker is a group of points and their 

respective tracking vector as is shown in Figure 5.3.  

The results of KLT include many points that correspond to shadows on the ground. Since those 

points do not represent moving obstacles, an algorithm to discard them was implemented (as 

discussed below). On the contrary, the ‘no-ground’ points are clustered based on their similarity. 

To achieve this, a flow segmenter splits the list of motion fields into clusters that have similar 

lengths and angles. Then, points are grouped using nearest neighbours algorithms [95]. 

 
Figure 5 - 3 KLT tracking. 

 
The corresponding depth based image has been used for each frame in order to eliminate 

features laying on the ground. Many algorithms have been implemented to create depth images, 

some of the most significant are described and compared in [96-98], concluding that Block 

Matching [99] is the fastest and simplest, as well that the quality increase from block matching 

to more complex algorithms may not be worth the additional computational effort when used in 

automotive environments, in addition to satisfy real-time processing constraints.  

The basic Block Matching algorithm searches on a template from one of the stereo images for 

the best corresponding Sum of Absolute Difference (SAD) window to find matching points in 

the other image. Variations in the searching window size result in change of detail and noise in 

the resultant depth image. It should be noted that the noise level in the images can be reduced by 
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increasing the window size with the loss of some detail, in particular large homogenous textures 

such as indoor hallways or outdoor roads.  

As shown in Figure 5.4, pixels corresponding to large homogenous textures, such as the ground 

and the sky, are mostly represented with black colour in the disparity image of an urban traffic 

scene estimated with a large SAD window. Taking advantage of this property of the Block 

Matching algorithm and making use of the contextual knowledge about the ground, no specific 

model of the ground plane has been implemented and all points corresponding to large 

homogenous surfaces are discarded instead. Figure 5.5 shows the tracking features once the 

pixels corresponding to the ground have been discarded; each feature point (left) is compared 

with the corresponding point in the disparity image (middle) and it is discarded if it corresponds 

to a black point. Thus, false positives detections representing shadows are eliminated (right).  

 
Figure 5 - 4 Disparity Image. 

 

 
Figure 5 - 5 Left) KLT tracking features. Middle) Disparity Image.  

Right) Result after discarding ground features. 
 

Concurrently with the KLT tracker, Vision object detection applies people detection based on 

the distribution of gradients in the image, encoded by the Histogram of Oriented Gradient 

detector (HOG) [100]. The HOG model utilises the local histogram of an image’s gradient 
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orientations in a grid as features to be classified. The HOG model in the Vision object detection 

(Figure 5.6) has been trained for people detection using SVMlight [101] with 960 negative 

images from the KITTI dataset and 770 positives images: 449 from the INRIA dataset and 321 

from the KITTI dataset; obtaining a good positive detection of people, but a high false positive 

rate.  

In order to eliminate false positives, the resulting rectangles of the HOG algorithm that do not 

include clusters form the KLT segmentation are discarded. Then, bounding box around each 

HOG rectangle and it corresponding cluster are estimated and used as the hypothesised object. 

Figure 5.7 depicts in red rectangles the result of the vision based object detection once HOG and 

KLT are grouped.  

Figure 5 - 6 Vision based object detection (HOG). 

 
Figure 5 - 7 Vision based object detection (motion detection). 

 

On the other hand, Velodyne object detection (Figure 5.8) eliminates scanned points 

corresponding to the ground and then groups the points into objects, according to their 

distances, using the nearest neighbour algorithm based on the Euclidean distance metric.  
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Figure 5 - 8 Velodyne object detection. 

 

First, the largest planar horizontal surface is found in order to create a model of the ground. For 

that an iterative RANSAC estimator [102] is employed to randomly create a plane by selecting 

three non collinear unique points from the cloud of points Ov and by identifying all points that 

fit in such plane (inliers). Next, those inliers points are stored in a subset and the estimator 

repeats the process with the remaining points. Once all points have been processed, the subset 

with the largest number of inliers that represents a horizontal plane is selected as the planar 

model of the ground. 

After that, all the points inside a threshold of 15 cm from the plane ground are discarded. 

Finally, the points are clustered with their nearest neighbours based on the Euclidean distance 

metric following the steps presented in [103]. The result of Velodyne object detection is shown 

in Figure 5.9 where 3D points (top) are projected into 2D images (bottom), each rectangle in the 

image represents a detected object. 

 

Figure 5 - 9 Velodyne object detection (3D/2D). 
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5.3 Fusion modules 

 
The objective of local fusion module is to create an objects single list using data from a specific 

sensor and the reference sensor; and to create the discrepancy values between those sensors, 

which represent the residuals used by the FDD module to determine the presence of a sensor 

fault. The fused list is created by adding both lists of objects and then fusing the bounding boxes 

that overlap sufficiently, using the rectangle equivalence criteria in OpenCV [104, 105], which 

combines rectangles with similar sizes and locations into candidate objects. Figure 5.10 depicts 

in blue rectangles the objects list resulting in the local fusion.  

 
Figure 5 - 10 Local fusion. 

 
The discrepancy values are integer numbers representing the percentage of pixels from the local 

fusion results that are present in both sensor detections, and the percentage corresponding to just 

each sensor (local and reference). Figure 5.11 shows the discrepancy from a local fusion module 

coded by colours: green represents pixels from the Velodyne Object Detection module, red 

represents pixels from the Vision Object Detection module and yellow represents pixels that are 

present in both.Whennon faulty data is used, the percentage of pixels from the local fusion 

result that is present in both sensor detections is higher in relation with the discrepancy values of 

the fusion modules using faulty data. 

 

Figure 5 - 11 Discrepancy map. 
 

The master fusion (MF) module combines objects lists created by the reference (Velodyne) and 

Local Fusion modules. Detected objects from the MF inputs are considered 2D blobs described 

by their position, width and height expressed in the coordinates system of vision sensor 1. In 
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order to convey objects from LF related to vision sensor 2 to the coordinate reference system of 

vision sensor 1, the centre points of the blobs from LF2 are individually aligned with those from 

LF1 using the nearest neighbour algorithm [95] based on their Euclidean distance. 

Correspondingly, each point (X, Y, Z) in the objects from the Velodyne OD is transformed into 

the point (x,y) in the coordinate system of vision sensor 1, using the 3x4 projection matrix P as 

follows:  

x	 = 	 ,			y	 = 	       (5.1) 

[u	v	w] = 	P	 ∙ 	 [X	Y	Z	1]                  (5.2) 

where P is composed of the 3x3 rotation matrix R and the 3x1 translation matrix T from the 

Velodyne calibration:                       

P	 = [	R	|	T	]           (5.3) 

Once all the objects are expressed in the same coordinate system, they are clustered based on 

the amount of their overlapping areas. Then, the weight of each sensor provided by FDD and 

patterns in the objects’ pixels sensor are used to validate the pixels in the candidate objects 

through a SVM classification model [101].  

MF defines a training set Sn where each observation is composed by (x , y ), as shown in Table 

5.1. The value of y is defined manually in all the pixels of a group of images from the reference 

camera, while the vector x ∈ ℝ  is obtained from the outputs of each LF module and the OD 

from the reference sensor. The first three features are boolean values that represent the sensor of 

origin of the pixel. Since faulty sensor data tends to displace objects from its correct position, 

distance fields values are used as the next three features. The distance field values show the 

separation of the correspond pixel to the closest object (Figure 5. 12); the pixels with higher 

distance fields values are less likely to correspond to an object’s pixel. The last three features 

implied the weight of each sensor in the fusion process, which are produced by the FDD 

module. 

 

 

푥  Value 

Reference Sensor True (0), False (255) 

Local Fusion 1 True (0), False (255) 

Local Fusion 2 True (0), False (255) 

Reference distance field 0-255 

Local distance field 1 0-255 

Local distance field 2 0-255 

Weight reference high (0), low(1), off (2) 
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Weight vision 1 high (0), low(1), off (2) 

Weight vision 2 high (0), low(1), off (2) 

푦  Value 

Pixel validation -1, 1 

Table 5 - 1 Master Fusion feature vector (푥 ,푦 ) 

 
Figure 5 - 12 Distance field representation of detected objects 

 

After pixels of the candidate objects are validated with SVM, their connecting blobs are re-

established. Then, prediction of their future location is done by applying the Kalman filter. 

These predictions and the previous trajectories are stored in a cost matrix of dimension MxN, 

where M represents the number of trajectories and N is the number of predictions. Each value of 

the cost matrix represents the cost of assigning the Nth prediction to the Mth track. This cost is 

estimated in terms of the Euclidean distance between the predictions and previous tracks. 

Finally, every detection is assigned to a previous track using the Hungarian algorithm [106]. 

The Hungarian algorithm also determines which tracks are missing and which detections should 

begin new tracks, producing the tracking results of multiple objects. Figure 5.13 depicts in green 

rectangles the objects list resulting of the master fusion.  

 

 

Figure 5 - 13 Master Fusion result. 
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5.4 Conclusion 
 

This section has described a Perception Layer for implementing sensor fusion in a fault tolerant 

framework using simple and fast algorithms to detect and track multiple objects. Interoperability 

with various communication subsystems and components is achieved through the definition of a 

general topic structure that uses standard ROS topic formats. Additionally, the architecture 

allows the addition of extra camera or LIDAR sensors by creating new instances of the 

corresponding modules in addition to retraining the FDD and MF with extra features values. As 

well, the integration of a new type of sensor is possible by implementing a new object detection 

ROS node and the corresponding local fusion module. 
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Chapter 6 

Process Refinement Layer 

 

6.1 Introduction 

 
The objective of the Process Refinement Layer in the context of this thesis is to provide fault 

tolerance to the Perception Layer. Currently, fault tolerant perception for autonomous vehicles 

is an under developed research area that needs special attention in order to create safety 

autonomous vehicles capable of driving under real conditions. Many robust sensor fusion 

strategies have been developed in order to maximise the information from different sensors and 

detect the surrounding environments of autonomous test vehicles. Nevertheless, in real 

situations there is always the possibility that sensors or other components may fail. Thus, 

internal modules and sensors need to be monitored to ensure their proper function. For example, 

Delphi, Volkswagen and Google autonomous test vehicles and some DARPA Urban 

competitors implement monitor modules which are focused on checking the response time 

(watchdog timers) of other components of the vehicle, in order to determine if they are healthy. 

However, watchdog timers have limited efficiency against soft faults. Furthermore, the long-

term behaviour of vehicle’s diverse sensors has not been tested, thus bad calibration, erroneous 

readings, physical or electrical failures, etc may produce soft or hard faults in a sensor S 	that 

produce a condition C′ 	, which is not consistent with the sensor assumed working conditionC , 

producing catastrophic fusion.  

In the present research work, when the system is running without any fault it will be catalogued 

as being in a correct state. On the other hand, when a fault is detected during execution it will be 

classified as being in a tolerated error state. When the system is running in a tolerated error state 
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a recovery action should be executed by the respective Application Layer, otherwise the error 

may persist and propagate causing a failure in the system. 

 

6.2 Fault Detection and Diagnosis module 

 
Fault Detection and Diagnosis (FDD) module analyses discrepancies from local and global 

fusion modules in order to find faults from the sensors, while it tries to reduce de effects of 

those faults in the system. In order to actively modify the influence of faulty sensors in the 

system, FDD provides feedback information to the Perception Layer. For that, FDD reduces 

weights to faulty sensors, minimising their participation in the master fusion module. In 

addition, FDD sends fault information to the Decision Application Layer with the purpose of 

taking action in response to a fault depending on the specific manoeuvre the vehicle is following 

and the potential risk that a sensor failure may represent in that moment. The implementation of 

the Decision Application Layer is out of the scope of this thesis, thus the decision of taking a 

fault recovery action is not implemented during this research project.  

Fault Detection and Diagnosis module applies SVM to recognise the changes in the 

discrepancies from MF and LF modules. The LF discrepancy values are integer numbers 

representing the percentage of pixels from a fusion module that are present in its associated 

sensor and the reference sensor. Conversely, the MF discrepancy is given by the difference 

between the resulting fused objects and objects detected by the reference sensor. 

Vision and Velodyne Object Detection may show high discrepancies for dynamic objects, 

because the proposed vision based object detection algorithm is focused on mobile obstacles 

and tends to ignore the static ones. In order to avoid discrepancy errors introduced by this 

behaviour, the discrepancies values are grouped into static and dynamic features. Thus, the 

SVM model in FDD is trained with a vector of 18 features, which represent 6 discrepancies 

values (3 static and 3 dynamic) from each of the 3 fusion modules (2 locals and 1 master) as 

shown in Table 6.1. The negative vectors were created introducing a displacement in the data of 

the respective sensor, while the positive vectors were obtained from the unaltered KITTI 

dataset. As a result, the SVM determine the presence (output = 1) or absent (output = -1) of a 

fault.  

In order to validate fault detection and eliminate false positives, the outputs of FDD module 

(Figure 6.1) are saved in a buffer for a specific number of consecutive cycles (buff MAX). At 

that moment, the module decides if the detection is validated based on the time consistency of 

the output. If so, the respective sensor is reconfigured to a lower priority (High Low Off). 
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The number of consecutive cycles that need to be positive in order to activate a fault was 

defined using experimental tests.  

푥  Value 

Static 

LF1 
Reference 0-100 

Vision 1 0-100 

Both 0-100 

LF2 
Reference 0-100 

Vision 1 0-100 

Both 0-100 

MF 

Reference 0-100 

Not Reference 0-100 

Fused 0-100 

Dynamic 

LF1 

Reference 0-100 

Vision 1 0-100 

Both 0-100 

LF2 
Reference 0-100 

Vision 1 0-100 

Both 0-100 

MF 
Reference 0-100 

Not Reference 0-100 

Fused 0-100 

푦  Value 

Pixel validation -1, 1 

Table 6 - 1 FDD feature vector (푥 , 푦 ) 

 
Figure 6 - 1 FDD module (sensor weight assignment) 
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The implemented fault detection is based on a single class SVM classifier and only indicates 

that a fault is present or absent on the system. Thus, fault diagnosis is needed when the SVM 

output is positive, in order to determine the exact faulty sensor. The inference method approach 

is applied in order to isolate the detected fault. This approach creates causal relations in the form 

of rules based on partially known relationships between faults and symptoms.  

Given that the discrepancy value that corresponds to the percentage of pixels that is present in 

all the source nodes is lower in fusion module using faulty data than the same discrepancy value 

of the fusion modules using non faulty data. Then, the faulty sensor can be isolated by detecting 

which has the lowest difference in that discrepancy value. Table 6.2 shows the conditional rule 

to perform fault diagnosis. 

Conditional rule to perform fault diagnosis. 

IF < disparity (LF1.both) is lower than disparity (LF2.both) AND disparity 
(LF1.both) is lower than disparity (MF.fused) > 
THEN     < Vision Sensor 1  fault > 
ELSE IF < disparity (LF2.both) is lower than disparity (LF1.both) AND lower 

(LF2.both) is lower than disparity (MF.fused) > 
 THEN < Vision Sensor 2   fault > 
ELSE< Velodyne Sensor  fault > 

Table 6 - 2 Fault Diagnosis. 

 
The general execution of each cycle in reference of time is shown in Figure 6.2 using a time 

transition graphic based on a Petri-Net, where the circles represent modules and the bars 

represent conditions at specific time. The computation time for each group of modules running 

concurrently is represented by W= Δtn, which is the time required to produce the conditions for 

the next block of modules. The transition from a correct state (C) to a tolerated error state (T) is 

constrained by the outputs of FDD. When the system is running without any fault it is 

catalogued as being in a correct state C.  On the other hand, the Sensor Weight Vector 

determines when a fault is detected, changing the influence of a faulty data in the sensor fusion 

process and modifying the state of MF to a tolerated error state T in the next execution cycle. In 

addition, FDD reconfigures the sensors turning them off in concordance with the fault vector. 

Moreover, when the system is running in a tolerated error state a recovery action, such as 

resetting or recalibrating the sensor should be executed by DAL, otherwise the error may persist 

and propagate causing a failure in the system.  

Figure 6.3 shows the states of the system when a fault is simulated (Detected Objects signal 

from MF to DAL is not shown for clarity purposes). The system starts in a correct state and all 

sensors weights are set on high (HHH) at time t=0, and it keeps running in state C until the fault 

is detected at time t=n. When FDD detects the faulty data from the sensor, its weight is set on 

low (LHH). Accordingly, in the next execution cycle (t=n+1) FDD and DAL change the system 
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state to a tolerated error state, while the faulty data influence is minimised in the MF module. 

As the fault remains taking place, at time t=m the sensor weight is changed to off (OHH). At the 

next cycle (t=m+1), the FDD module reconfigures the sensor turning off its signal.  If there is a 

second sensor fault at this execution time, the FDD changes its weight to low (OLH), resulting 

in a failure of the system. The limitation of the current fault tolerant perception system is given 

by the number of faulty sensors, which is T/2 -1, where T represents the total number of sensors. 

For the KITTI dataset with the current configuration it means that 1 of the 3 sensor can be faulty 

at the time.  

 
Figure 6 - 2  General time-based model of the system. 

 

Figure 6.4  shows the time-based processing of first four cycles of the Fault Tolerant Perception 

System, using faulty data and a buffer of three consecutive cycles (buff MAX = 3). The first 

cycle initialises variables of master fusion and FDD modules. Subsequently, the master fusion 

makes use of the output of the FDD module from its previous cycle. Each cycle starts when new 

sensors’ data is available at a frequency F and it finishes at time t4 (t4 = t0 + Δt1 + Δt2 + Δt3+ 

Δt4). Then, the real-time restriction (Δt1 + Δt2 + Δt3 + Δt4 ≤ F) can be met if idle time is 

greater than zero.  

 

6.3 Conclusion 

 
The Process Refinement layer described in this section minimises the influence of faulty data, 

allowing the system to enter in a tolerated error state when a fault is present. The architecture 
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proposed integrates the Process Refinement layer to the fusion process in the JDL model. This 

integration was achieved by combining data from sensors with a sensors weight feedback 

provided in real-time by the Fault Detection and Diagnosis module. A buffer was introduced in 

the implementation of the FDD module in order to avoid false positive detections. However, no 

technical procedure was defined to establish the buffer size, and it was experimentally 

calculated instead. 
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Figure 6 - 3 State-space partitioning of the Fault Tolerant Perception System. 
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Figure 6 - 4 Time-based processing of system’s cycles (buff MAX = 3). 
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Chapter 7 

Experimental results 

 

7.1 Introduction 

 
The Velodyne HDL-64 LIDAR sensor provides a file that contains correction factors for the 

proper alignment of the point cloud information gathered for its lasers in order to correct 

systematic errors (biases) in sensor readings. However, in practice those parameters are not very 

accurate [107]. For instance, points with uncertainties in the order of  30 cm are reported in [24], 

even after applying correction factors supplied by Velodyne in addition to distance offset 

calibrated with the readings from another reference LIDAR sensor. Similarly, Habib et al. [108] 

determined a level of precision of approximately 1.56 cm for Velodyne HDL-64 LIDAR after 

applying a specific strip adjustment procedure, but approximately 22 cm accuracy using the 

calibration procedure of Velodyne. Furthermore, DARPA participants reported precision values 

from 5 to 70 cm for the Velodyne HDL-64 LIDAR and 1 meter for other LIDAR sensors 

(Tables 2. 3 – 2.8). 

Adjacent laser strips measurements of the Velodyne HDL-64 sensor may exhibit discrepancies 

because of errors related to the system components (i.e. mounting parameters) or systematic 

errors, such as drifts in the position and orientation information and biases in the internal mirror 

angles [109]. In addition to the adjacent laser strips discrepancies, those systematic errors cause 

the deterioration of absolute accuracy of the Velodyne HDL-64 sensed point clouds [110].  

Since the scope of this thesis is limited to the fault tolerance of the perception system and does 

not include fault removal or fault forecasting, the cause and influence of faults are not important 
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in this context. Thus, for the experimental tests the effects of faults’ activation patterns are 

simulated independently of all the possible causes of the faults. 

 

7.2 FDD Experiments 

 
The FDD module was tested using a sequence of 270 images from the KITTI dataset in a Core 

i5 CPU at 3.10 GHz. Soft faulty data for vision and Velodyne sensors were simulated 

introducing a displacement in the detected objects from a Vision and Velodyne OD respectively. 

In addition, hard fault in a vision sensor was simulated fixing the output of a camera on a 

constant value. Figure 7.1 shows the output of SVM FDD for sensor vision 1. When no faulty 

data is processed (red) it responds with sporadic positive values (false positives). However, 

these responses are present in less than five consecutive images, which is the value of buff 

MAX. Thus, the respective sensor weight remains unaltered. In contrast, faulty data (blue) 

produce persistent outputs (in more than five consecutive images), which generate true positive 

faults. In the case of a hard fault the output produces a positive value for longer time, resulting 

in a faster fault detection response. 

 

 

Figure 7 - 1 SVM FDD result for vision sensor 1 top) Soft Fault.  bottom) Hard Fault. 
 

Fault 

Image 

Fault 

Image 
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The output of the SVM FDD for Velodyne is shown in Figure 7.2.  Since the Velodyne sensor is 

the reference of the fusion, it creates strong discrepancies in every LF module, reacting in a 

similar way as a hard fault in any camera. 

 

 
Figure 7 - 2 SVM FDD result for soft fault in Velodyne sensor. 

 

Figure 7.3 shows the output of the FDD module (Sensor weight) for a soft and hard fault in 

sensor vision 1 (blue, red) and for a soft fault in the Velodyne sensor (green) from the tests in 

Figures 7.1 and 7.2. The respective sensor was reconfigured to a lower priority every time that a 

response resulted positive for five consecutive images (buff MAX = 5). The sensor weight starts 

with a value of zero, which is later interpreted by MF as High. When the fault is detected, FDD 

output changes to 1; whose value is coded as Low in MF. Finally, the output is set on 2, which 

is read in MF as Off 

 

 

Figure 7 - 3 Fault output from FDD. 
 

A translation value that represents the displacement of the detected objects was introduced in 

the vision sensor data in order to simulate the effects of faults. The translation value was altered 

to represent displacements from 16 to 51 cm. The FDD results were then recorded as shown in 

Fault 

Image 

Sensor weight 

Image 
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Figure 7.4 and 7.5. When the detected objects were displaced 16 cm, the SVM FDD responded 

with sporadic positive values (Figure 7.4 - A) that were not considered faults. However, as the 

displacements increased, the outputs were more persistent. At a displacement of 30 cm (Figure 

7.4 - C), the SVM FDD outputs were persistent enough to produce a true positive fault 

detection, as shown with the purple line in Figure 7.5. For displacement values higher than 30 

cm the fault was detected faster. Next section explores the reaction of the fusion modules to the 

changes in sensor weights when displacements of 30 are introduced. 

 

A) 16 cm 

 

B) 23cm 

 
C) 30 cm 

 

D) 37 cm 

 
E) 44 cm 

 

F) 51 cm 

 
Figure 7 - 4 SVM FDD results for different soft fault displacements. 
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Figure 7 - 5 Fault output from FDD for different soft fault displacements. 

 

7.3 Fusion modules Experiments 

 
Experiments were done with the intention of analysing the effects that individual faults in vision 

sensor 1 and the Velodyne sensor may have in the MF module when the system alters from 

correct state C to tolerated error state T. The proposed architecture was tested using a sequence 

of 261 images from the KITTI dataset in a Core i5 CPU at 3.10 GHz.  

In order to simulate soft faults in the reference sensor, displacements of (100 * A) cm were 

introduced in the cloud of points given by the Velodyne sensor, using the matrix 퐸	 =

	|	푅 				|	푇 		|, where 푇  = [0 A 0]’ and 푅  is the unit matrix of size 3. Similarly, a translation 

value in pixels was experimentally defined to simulate image faults by comparing 2D 

projections of the Velodyne sensor before and after applying matrix E. 

Figure 7.6 shows an example of the outputs from LF and MF when data without faults is 

processed, which was later used as a reference to compare changes in the modules outputs when 

error data was simulated. In the figure, the static objects are represented with red colour, while 

dynamic objects are shown in purple. 

For the first experiment a displacement to the right by 30 cm in the objects from vision sensor 1 

was introduced, which as consequence produced the creation of new objects and the 

displacement of the detected objects in LF1 (Figure 7.7) in relation with the LF1 results for a set 

of correct data (top image in Figure 7.6). Then MF was run in a correct state with a weight value 

of high for all the sensors. Eventually, FDD changes the weight for vision sensor 1 from high to 

low and then off. In addition, when FDD reduces the priority of the sensor, the system enters a 

tolerated error state, where the DAL module should evaluate if a recovery action needs to be 

executed. Since the nature of the proposed vision based OD algorithm is focused on moving 
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obstacles, the data that is fused from vision sensors and Velodyne is largely related to dynamic 

objects. Thus, analysis of results will be centred on dynamic objects. 

 
Figure 7 - 6 Top) LF1, Middle) LF2, Bottom) MF results for a set of correct data. 

 

 

Figure 7 - 7 LF1 with fault simulation in vision sensor 1. 
 

Figure 7.8 shows the result of MF when a faulty data from vision sensor 1 is simulated. In the 

top image the stronger influence of the faulty data can be appreciated when the sensor weight is 

set on high, displacing the objects slightly to the right in relation with the MF results for a set of 

correct data (bottom image in Figure 7.6). In addition, the faulty data adds more false positives 

pixels. Nevertheless, once FDD changes the weight for the faulty vision sensor to low (Figure 

7.8 middle) and off (Figure 7.8 bottom) the false positives pixels are reduced.  
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Figure 7 - 8 MF with faulty data from vision sensor weight set on: Top) High, Middle) Low. Bottom) Off. 
 

The number of detected objects and the number of pixels positively classified as part of an 

object are similar for all the cases (with and without fault) due to the redundancy of data with 

vision sensor 2. This similarity can easily be appreciated in Figure 7.9, which shows the 

percentage of pixels from the detected objects that are positively classified by MF as dynamic 

objects in a sequence of 261 images, where the blue line represents results using a set of correct 

data while red, yellow and green represent results using a faulty data from vision sensor 1 with 

weight values of high, low and off respectively.  

Figure 7.10 depicts the percentage of pixels from the detected dynamic objects that are false 

positives in a sequence of 261 images, where the blue line represents results using a set of 

correct data while red, yellow and green represent results using faulty data from vision sensor 1 

with weight values of high, low and off respectively. The number of false positives increases 

when the system is running in correct state C with a faulty sensor’s weight set on high. 

However, false positives are reduced by up to 57% with an average of 7% when the faulty 

sensor’s weight changes to low and by up to 59% with an average of 11% when the faulty 

sensor’s weight is modified to off. 
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Figure 7 - 9 Positive detection of MF with faulty data from vision sensor (dynamic objects). 

 

 
Figure 7 - 10 False positives detection of MF with faulty data from vision sensor (dynamic objects). 

 

For the second experiment a displacement to the left (in the vision sensor 1 coordinate system) 

of 30 cm in the objects from the Velodyne sensor was introduced, which produced 

displacements in the detected objects in LF1 and LF2 (Figure 7.11) in relation with the LF1 and 

LF2 results for a set of correct data (top and middle images in Figure 7.6). Then, MF was run in 

a correct state with a weight value of high for all the sensors. Eventually, FDD changed the 

weight for Velodyne from high to low and then to off. 

Figure 7.12 shows the result of MF when a faulty Velodyne is simulated. The percentage of 

pixels from detected dynamic objects is similar when there is no presence of faulty data and 

when the faulty Velodyne is detected and corrected to low weight (Figure 7.13). When the 

Velodyne sensor is turned off, MF relies only on the information from the vision sensors, as a 
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consequence the percentage of pixels from detected dynamic objects increases in relation to the 

total of pixels of detected objects because visual OD is focused on dynamic objects.  

 
Figure 7 - 11 Top) LF1, Bottom) LF2, with fault simulation in Velodyne 

 

 
Figure 7 - 12 MF with faulty data from Velodyne weight set on: Top) High, Middle) Low. Bottom) Off. 
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Figure 7 - 13 Positive detection of MF with faulty data from Velodyne (dynamic objects). 

 

Figure 7.14 depicts the percentage of pixels from the detected dynamic objects that are false 

positives. The blue line corresponds to results using a set of correct data while red, yellow and 

green represent results using faulty data from Velodyne with weight values of high, low and off 

respectively. When the system is running in correct state with a faulty Velodyne whose weight 

is set on high (red line) the number of false positives increases. Nevertheless, false positives are 

reduced by up to 39% with an average of 3% when the weight of the faulty Velodyne is 

modified to low (yellow), and by up to 55% with an average of 10% when the weight of the 

faulty Velodyne changes to off (green line). 

 
Figure 7 - 14 False positives detection of MF with faulty data from Velodyne (dynamic objects). 
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7.4 Joint Test 

 
The proposed architecture was tested using a sequence of 161 images from the KITTI dataset in 

a Core i5 CPU at 3.10 GHz. The maximum processing time per cycle of the Fault Tolerant 

Perception System was 70 ms, which maintains the execution time of the system inside the 

frame given by the 10 Hz frequency of the sensor acquisition, with an idle time of 30 ms. 

For the soft fault in the vision sensor 1, a displacement to the right by 30 cm in the objects was 

introduced. Likewise, a displacement to the left by 30 cm in the objects from the Velodyne 

sensor was introduced for a second experiment.  

Figure 7.15 shows the percentage of pixels from the detected dynamic objects that are false 

positives. The red line represents the case of the system executing without fault tolerance, this 

means that sensor weights were not changed, despites the values of the FDD outputs. On the 

other hand, the blue line depicts the case of the fault tolerant system, where a tolerated error 

state was activated accordingly with the FDD outputs. 

 
Figure 7 - 15 False positives detection of MF with faulty data from top) Sensor vision, bottom) Velodyne 
 

7.5 Conclusion 

 
In this section a series of experiments focused on testing the different modules of the system 

were described. First, the system was tested with the unaltered data from KITTI dataset, 

producing reference values. After that, objects displacements were introduced in order to 
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compare the efficacy of the architecture proposed in the present thesis. FDD module 

successfully detected faults when displacements of 30 cm of higher were introduced in the 

camera OD module. Smaller displacements were not detected; however, those displacements 

errors were corrected in the MF module using the outputs of the other modules.  

For the case of faulty data from sensor vision the false positives pixels are reduced up to 59% 

with an average of 8% when fault tolerance is implemented. Similarly, false positives are 

reduced up to 47% with an average of 8% when fault tolerance is implemented in the presence 

of a fault in the Velodyne sensor.  
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Chapter 8 

Concluding Remarks, Contribution of the Thesis 

and Future Challenges 

 

8.1 Concluding Remarks and Contributions of the Thesis 

 
1. A Sensor Data Fusion Federated Architecture in the context of the JDL fusion model 

has being developed in response to the need to make autonomous vehicle’s perception 

system capable of tolerating faults. The proposed architecture minimises the influence 

of faulty data allowing the system to enter in a tolerated error state, where a recovery 

action can be performed to avoid failures. It integrates the Process Refinement Layer to 

the fusion process by combining data from sensors with a sensors weight feedback 

provided in real-time by the Fault Detection and Diagnosis module. 

2. During this research work, it was found that the effect of the sensor weight on MF can 

be appreciated in the reduction of false positives, while the error of detected objects and 

the number of pixels positively classified as part of an object were masked by the sensor 

redundancy, producing similar values for all the testing scenarios (with and without 

fault). This happens because one objective of fusion process is to reduce the influence 

of faulty data, but it also tends to mask errors in sensors, which may persist in the 

system and even increase over time.  

3. Time performance measurements showed that the execution time of the system satisfied 

the real-time requirements. Furthermore, its modular composition facilitates parallel 

execution of time-intensive consuming modules such as Vision Objects Detection and 

Local Fusion. 
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4. The modularity of the proposed fault tolerant perception architecture allows the 

integration of new sensors by creating new instances of OD and LF modules for each 

new sensor, in addition to retraining the FDD and MF with extra features values; While 

keeping the structure and implementation of the rest of the system. 

5. In addition, portability, interoperability and synchronisation with various 

communication subsystems and components are achieved through the definition of a 

general topic structure with a standard header. Because of this, for example, the system 

may interact likewise with a real autonomous vehicle, simulators, log data or a dataset 

without any code modification. 

6. The developed paradigm and obtained results, presented in this thesis, are being 

published in: 

a. Proceedings of the 2015 IEEE 7th International Conference on Cybernetics and 

Intelligent Systems (CIS) on Robotics, Automation and Mechatronics (RAM),  

pp. 253-258. "Towards fault tolerant perception for autonomous vehicles: Local 

fusion,"  DOI:10.1109/ICCIS.2015.7274630[111]. 

b. Proceedings of the 2015 MATEC Web of Conferences, vol. 30, p. 04003,  

"Sensor Fault Detection and Diagnosis for autonomous vehicles, "DOI: 

10.1051/matecconf/20153004003 [112]. 

c. Proceedings of the 2016 2nd International Conference on Robotics and 

Artificial Intelligence, Los Angeles, USA, "Multi-sensor Fusion Module in a 

Fault Tolerant Perception System for Autonomous Vehicles," [113].This 

conference will be held in April 2016 

d. Proceedings of the 35th Chinese Control Conference (CCC2016), Chengdu, 

China, 2016. "A Fault Tolerant Perception system for autonomous 

vehicles,"[114].This conference will be held in July 2016.  

 

8.2 Future Challenges 

 
Currently, the main focus of researchers and the automobile industry, related to the reliability of 

autonomous vehicles is to design the vehicles’ components implementing fault prevention and 

fault removal, which gathers as much test data as possible in order to improve the design of the 

system, eliminating the causes of faults. However, even when the strictest development and 

design practices are applied, large systems still use to contain design faults or may be subject to 

external faults. Because of that, the fault tolerant approach needs to get more attention and 

development in the near future. 

Another important aspect that challenges the development of self-driving cars and their 

acceptance on public urban roads is related to sociological and legal challenges. Many 
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transitional steps might be needed to be taken previous the implementation of fully autonomous 

vehicles on the streets. For example, even assuming a perfectly reliable operation of the 

autonomous vehicles, many people refuse the idea of a car without steering wheel or 

conventional drive mode. Thus, a complexity of the fault tolerant architectures will depend on 

the future regulations and policies on autonomous vehicles-based road transport system 

solutions.  

While experimental results of the proposed fault tolerant perception system show the feasibility 

of the model to successfully detect early faulty data from a singular sensor and to minimise the 

influence of that faulty sensor in the fusion process, additional work is necessary in order to test 

more complex sensor configurations as described in Section 4.2.2 

 

 

 

 

 

 

  



88 
 

 

 

 

 

 

 

Appendix A 

Support Vector Machines  
 

A general pattern classification problem is posed as follows [101]: Given a training sample S, 

consisting of n independent identically distributed observations of the form 

S = {(x , y )|x ∈ ℝ , 	y ∈ {−1, +1}}  

where each x  is a feature vector of length p and y  represents the class label for the data point 

x .The problem is to find a classifier with the decision function f(x): x  {-1, +1} based on S 

that classifies new points as accurately as possible. The SVM seek the hyperplane that divides 

the points having y =1 from those having y =-1, in addition to exhibit the largest distance to the 

nearest points of each class (maximum margin). As show in Figure A.1, any hyperplane can be 

written as the set of points x satisfying w · x + b = 0, where w is normal to the hyperplane 

and	b ||w||⁄  determines the offset of the hyperplane from the origin along the normal vector w. 

 

 

Figure A - 1 Hyperplane representation for binary classification problem 
 



89 
 

Computing the hyperplane is equivalent to solving the following optimisation problem: 

Minimize:		V(w, b, ξ) = 	
1
2
	w ∙ 	w	 + C	 ξ  

where w is the normal of the hyperplane, C represents the margin and ξ  is the distant to the 

slack variables (misclassified points). The margin C represents a trade-off between training 

error and margin. 

C =
푛	

∑ 푥 	 ∙ 푥
 

 

 

 

  



90 
 

 

 
 
 

Bibliography 

[1] UK Department for Transport, "The Pathway to Driverless Cars: A detailed review of 
regulations for automated vehicle technologies," 2015. 

[2] Department of Motor Vehicles of California. (2014). Adopted Regulations for Testing of 
Autonomous Vehicles by Manufacturers Available: 
http://apps.dmv.ca.gov/about/lad/pdfs/auto_veh2/adopted_txt.pdf 

[3] J. Becker, "Annual Report of Autonomous Mode Disengagements," 2015. 
[4] Delphi Corporation, "Summary of Autonomous Vehicle  Disengagements," 2016. 
[5] "Google Self-Driving Car Testing Report on Disengagements of Autonomous Mode " 

2015. 
[6] "Nissan Autonomous Vehicle (AV) Disengagement Report," 2015. 
[7] Mercedes-Benz Research & Development North America Inc, "Disengagements of 

Autonomous Vehicle System," 2015. 
[8] Tesla Motors Inc, "Reporting Disengagement of Autonomous Mode," 2016. 
[9] Volkswagen Group of America Inc, "Volkswagen Group of America, Inc.’s 

Disengagement Reports," 2015. 
[10] A. Furda and L. Vlacic, "Enabling Safe Autonomous Driving in Real-World City Traffic 

Using Multiple Criteria Decision Making," IEEE Intelligent Transportation Systems 
Magazine, vol. 3, pp. 4-17, 2011. 

[11] M. R. Endsley, "Toward a Theory of Situation Awareness in Dynamic Systems," Human 
Factors: The Journal of the Human Factors and Ergonomics Society, vol. 37, pp. 32-64, 
March 1, 1995 1995. 

[12] B. Schoettle and M. Sivak, "A Preliminary Analysis of Real-World Crashes Involving Self-
Driving Vehicles," 2015. 

[13] Google Self-Driving Car Project. (2016). Monthly reports. Available: 
http://static.googleusercontent.com/selfdrivingcar/reports/ 

[14] Hans P. Zima and A. Nikora, "Fault Tolerance," in Encyclopedia of Parallel Computing, 
P. David, Ed., ed Berlin: Springer Verlag, 2011, pp. 645-658. 

[15] C. Urmson, et al., "Autonomous driving in urban environments: Boss and the Urban 
Challenge," Journal of Field Robotics, vol. 25, pp. 425-466, 2008. 

[16] M. S. Darms, et al., "Obstacle Detection and Tracking for the Urban Challenge," 
Intelligent Transportation Systems, IEEE Transactions on, vol. 10, pp. 475-485, 2009. 

[17] M. Montemerlo, et al., "Junior: The Stanford entry in the Urban Challenge," Journal of 
Field Robotics, vol. 25, pp. 569-597, 2008. 

[18] J. Leonard, et al., "A perception-driven autonomous urban vehicle," Journal of Field 
Robotics, vol. 25, pp. 727-774, 2008. 

[19] S. Roychoudhury, "Tracking human in thermal vision using multi-feature histogram," 
M.S.E.E. 1505788, Temple University, United States -- Pennsylvania, 2012. 

[20] Velodyne. HDL-64E. Available: 
http://velodynelidar.com/lidar/hdlproducts/hdl64e.aspx 

[21] J. Rojo and P. Rojas, "Spirit of Berlin: An Autonomous Car for the DARPA Urban 
Challenge - Hardware and Software Architecture," Technical semifinalist paper of 
DARPA Urban Challenge, 2007. 

http://apps.dmv.ca.gov/about/lad/pdfs/auto_veh2/adopted_txt.pdf
http://static.googleusercontent.com/selfdrivingcar/reports/
http://velodynelidar.com/lidar/hdlproducts/hdl64e.aspx


91 
 

[22] A. Bacha, et al., "Odin: Team VictorTango's entry in the DARPA Urban Challenge," 
Journal of Field Robotics, vol. 25, pp. 467-492, 2008. 

[23] L. Fletcher, et al., "The MIT–Cornell collision and why it happened," Journal of Field 
Robotics, vol. 25, pp. 775-807, 2008. 

[24] J. Bohren, et al., "Little Ben: The Ben Franklin Racing Team's entry in the 2007 DARPA 
Urban Challenge," Journal of Field Robotics, vol. 25, pp. 598-614, 2008. 

[25] I. Miller, et al., "Team Cornell's Skynet: Robust perception and planning in an urban 
environment," Journal of Field Robotics, vol. 25, pp. 493-527, 2008. 

[26] S. M. LaValle, Planning Algorithms: Cambridge University Press, 2006. 
[27] J. R. Taylor, An introduction to error analysis: the study of uncertainties in physical 

measurements vol. 2nd. Sausalito, Calif: University Science Books, 1997. 
[28] H. B. Mitchell and Knovel (Firm), Multi-sensor data fusion: an introduction. Berlin ; New 

York: Springer Verlag, 2007. 
[29] J. Raol, Multi-Sensor Data Fusion with Matlab: CRC Press, Taylor & Francis Group, 

2009. 
[30] D. L. Hall, et al., Handbook of multisensor data fusion. Boca Raton, FL: CRC Press, 2001. 
[31] F. E. White, "Data Fusion Lexicon " JOINT DIRECTORS OF LABS WASHINGTON DC. 1991. 
[32] A. N. Steinberg, et al., "Revisions to the JDL data fusion model," Sensor Fusion: 

Architectures, Algorithms, and Applications III, vol. 3719, pp. 430--441, 1999. 
[33] E. P. Blasch and S. Plano, "Level 5:User Refinement to Aid the Fusion Process," B. V. 

Dasarathy, Ed., ed, 2003. 
[34] D. Smith and S. Singh, "Approaches to Multisensor Data Fusion in Target Tracking: A 

Survey," Knowledge and Data Engineering, IEEE Transactions on, vol. 18, pp. 1696-
1710, 2006. 

[35] U. Ozguner, et al., "Systems for Safety and Autonomous Behavior in Cars: The DARPA 
Grand Challenge Experience," Proceedings of the IEEE, vol. 95, pp. 397-412, 2007. 

[36] C. D. Wickens, "Situation Awareness: Review of Mica Endsley's 1995 Articles on 
Situation Awareness Theory and Measurement," Human Factors: The Journal of the 
Human Factors and Ergonomics Society, vol. 50, pp. 397-403, June 1, 2008 2008. 

[37] M. Tsogas, et al., "Situation refinement for vehicle maneuver identification and driver's 
intention prediction," in Information Fusion, 2007 10th International Conference on, 
2007, pp. 1-8. 

[38] M. Tsogas, et al., "Detection of maneuvers using evidence theory," in Intelligent 
Vehicles Symposium, 2008 IEEE, 2008, pp. 126-131. 

[39] D. L. Hall and A. N. Steinberg, "Dirty Secrets in Multisensor Data Fusion," in National 
Symposium on Sensor Data Fusion, San Antonio, TX, 2000, p. 14. 

[40] M. Bedworth and J. O'Brien, "The Omnibus model: a new model of data fusion?," 
Aerospace and Electronic Systems Magazine, IEEE, vol. 15, pp. 30-36, 2000. 

[41] K. Worden, et al., Smart technologies. River Edge, N.J.: World Scientific, 2003. 
[42] A. Polychronopoulos and A. Amditis, "Revisiting JDL model for automotive safety 

applications: the PF2 functional model," in Information Fusion, 2006 9th International 
Conference on, 2006, pp. 1-7. 

[43] I. Kadar, "Results from levels 2/3 fusion implementations: Issues, challenges, 
retrospectives and perspectives for the future - An annotated view," in Information 
Fusion, 2007 10th International Conference on, 2007, pp. 1-3. 

[44] A. Furda and L. Vlacic, "An object-oriented design of a World Model for autonomous 
city vehicles," in Intelligent Vehicles Symposium (IV), 2010 IEEE, 2010, pp. 1054-1059. 

[45] A. Furda and L. Vlacic, "Enabling Safe Autonomous Driving in Real-World City Traffic 
Using Multiple Criteria Decision Making," Intelligent Transportation Systems Magazine, 
IEEE, vol. 3, pp. 4-17, 2011. 

[46] A. Padovitz, et al., "An approach to data fusion for context awareness," presented at 
the Proceedings of the 5th international conference on Modeling and Using Context, 
Paris, France, 2005. 



92 
 

[47] T. Mullen, et al., "Customer-Driven Sensor Management," Intelligent Systems, IEEE, 
vol. 21, pp. 41-49, 2006. 

[48] L. A. Klein, Sensor and Data Fusion: A Tool for Information Assessment and Decision 
Making (SPIE Press Monograph Vol. PM138): SPIE- International Society for Optical 
Engineering, 2004. 

[49] N. Floudas, et al., "Track based multi sensor data fusion for collision mitigation," in 
Information Fusion, 2008 11th International Conference on, 2008, pp. 1-8. 

[50] L.-W. Fong, "Multi-sensor track-to-track fusion via linear minimum variance sense 
estimators," Asian Journal of Control, vol. 10, pp. 277-290, 2008. 

[51] S. Houzelle and G. Giraudon, "Contribution to multisensor fusion formalization," 
Robotics and Autonomous Systems, vol. 13, pp. 69-85, 1994/07/01 1994. 

[52] J. R. Movellan and P. Mineiro, "Modularity and Catastrophic Fusion: A Bayesian 
Approach with Applications to Audiovisual Speech Recognition," Departement of 
Cognitive Science, USCD1996. 

[53] J. R. Movellan and P. Mineiro, "Robust Sensor Fusion: Analysis and Application to 
Audio Visual Speech Recognition," Machine Learning, vol. 32, pp. 85-100, 1998. 

[54] I. Koren and C. M. Krishna, Fault Tolerant Systems: Elsevier, 2007. 
[55] International Electrotechnical Commission. (2016). Electropedia del 192 Dependability, 

192-01-22 Dependability. Available: http://www.electropedia.org, 
[56] A. Avizienis, et al., "Basic concepts and taxonomy of dependable and secure 

computing," Dependable and Secure Computing, IEEE Transactions on, vol. 1, pp. 11-
33, 2004. 

[57] R. Isermann, Fault-Diagnosis Applications: Model-Based Condition Monitoring: 
Actuators, Drives, Machinery, Plants, Sensors, and Fault-tolerant Systems: Springer 
Berlin Heidelberg, 2011. 

[58] L. Xu and Z. Weigong, "An Adaptive Fault-Tolerant Multisensor Navigation Strategy for 
Automated Vehicles," Vehicular Technology, IEEE Transactions on, vol. 59, pp. 2815-
2829, 2010. 

[59] A. Venet, "A practical approach to formal software verification by static analysis," Ada 
Lett., vol. XXVIII, pp. 92-95, 2008. 

[60] K. Vorobyov and P. Krishnan, "Comparing model checking and static program analysis: 
A case study in error detection approaches," Proc. SSV, pp. 1-7, 2010. 

[61] G. Yang, et al., "Directed Incremental Symbolic Execution," ACM Trans. Softw. Eng. 
Methodol., vol. 24, pp. 1-42, 2014. 

[62] M. Dacier, "A Fault Forecasting Approach for Operational Security Monitoring," in 
Dependable Computing for Critical Applications 4. vol. 9, F. Cristian, et al., Eds., ed: 
Springer Vienna, 1995, pp. 215-217. 

[63] H. A. Aldridge, "Robot position sensor fault tolerance," Ph.D. 9713717, Carnegie 
Mellon University, United States -- Pennsylvania, 1996. 

[64] M. Hilbert, et al., "Observer Based Condition Monitoring of the Generator 
Temperature Integrated in the Wind Turbine Controller," EWEA 2013 Scientific 
Proceedings : Vienna, 4 -7 February 2013, pp. 189-193, 2013. 

[65] G. Heredia and A. Ollero, "Sensor fault detection in small autonomous helicopters 
using observer/Kalman filter identification," in Mechatronics, 2009. ICM 2009. IEEE 
International Conference on, 2009, pp. 1-6. 

[66] M. Muenchhof, "Comparison of change detection methods for a residual of a hydraulic 
servo-axis," pp. 1854-1854, 2005. 

[67] T. Escobet and L. Trave-Massuyes, " Parameter estimation methods for fault detection 
and isolation," Bridge Workshop Notes, 2001. 

[68] N. Meskin and K. Khorasani, Fault detection and isolation : multi-vehicle unmanned 
systems. New York: Springer, 2011. 

[69] M. E. Janusz and V. Venkatasubramanian, "Automatic generation of qualitative 
descriptions of process trends for fault detection and diagnosis," Engineering 
Applications of Artificial Intelligence, vol. 4, pp. 329-339, 1991. 

http://www.electropedia.org,


93 
 

[70] C. W. Chan, et al., "Application of Fully Decoupled Parity Equation in Fault Detection 
and Identification of DC Motors," Industrial Electronics, IEEE Transactions on, vol. 53, 
pp. 1277-1284, 2006. 

[71] A. Avizienis, "The N-Version Approach to Fault-Tolerant Software," IEEE Transactions 
on Software Engineering, vol. SE-11, pp. 1491-1501, 1985. 

[72] P. K. Kapur, et al., "Reliability growth modeling and optimal release policy under fuzzy 
environment of an N-version programming system incorporating the effect of fault 
removal efficiency," International Journal of Automation and Computing, vol. 4, pp. 
369-379. 

[73] B. Randell, "System structure for software fault tolerance," IEEE Transactions on 
Software Engineering, vol. SE-1, pp. 220-232, 1975. 

[74] L. Fiondella and P. Zeephongsekul, "Recovery block fault tolerance considering 
correlated failures," in Reliability and Maintainability Symposium (RAMS), 2014 
Annual, 2014, pp. 1-6. 

[75] B. D. Brumback and M. D. Srinath, "A Fault-Tolerant Multisensor Navigation System 
Design," Aerospace and Electronic Systems, IEEE Transactions on, vol. AES-23, pp. 738-
756, 1987. 

[76] J. M. Hereford, "Fault-tolerant sensor systems using evolvable hardware," 
Instrumentation and Measurement, IEEE Transactions on, vol. 55, pp. 846-853, 2006. 

[77] C. Hajiyev, "Fault tolerant integrated radar/inertial altimeter based on Nonlinear 
Robust Adaptive Kalman filter," Aerospace Science and Technology, vol. 17, pp. 40-49, 
2012. 

[78] N. A. Carlson, "Federated filter for fault-tolerant integrated navigation systems," in 
Position Location and Navigation Symposium, 1988. Record. Navigation into the 21st 
Century. IEEE PLANS '88., IEEE, 1988, pp. 110-119. 

[79] P. J. Lawrence, Jr. and M. P. Berarducci, "Comparison of federated and centralized 
Kalman filters with fault detection considerations," in Position Location and Navigation 
Symposium, 1994., IEEE, 1994, pp. 703-710. 

[80] A. Edelmayer and M. Miranda, "Federated filtering for fault tolerant estimation and 
sensor redundancy management in coupled dynamics distributed systems," in Control 
& Automation, 2007. MED '07. Mediterranean Conference on, 2007, pp. 1-6. 

[81] T. Xu, et al., "A multi-sensor data fusion navigation system for an unmanned surface 
vehicle," Proceedings of the Institution of Mechanical Engineers, vol. 221, pp. 167-
175,177-186, 2007. 

[82] D. Fengyang, et al., "Study on Fault-tolerant Filter Algorithm for Integrated Navigation 
System," in Mechatronics and Automation, 2007. ICMA 2007. International Conference 
on, 2007, pp. 2419-2423. 

[83] H.-m. Chen, et al., "Research on scheme and algorithm of high-precision fault-tolerant 
integrated navigation for HALE UAV," in Systems and Control in Aeronautics and 
Astronautics (ISSCAA), 2010 3rd International Symposium on, 2010, pp. 768-773. 

[84] F. Kjell and H. Oddvar, "Toward a framework for high integrity navigation of 
autonomous underwater vehicles," pp. 184-189, 2008. 

[85] M. Stone and J. Broughton, "Getting off your bike: cycling accidents in Great Britain in 
1990–1999," Accident Analysis &amp; Prevention, vol. 35, pp. 549-556, 2003. 

[86] I. Walker. Psychological factors affecting the safety of vulnerable road users: A review 
of the literature. Available: http://staff.bath.ac.uk/pssiw/traffic/Walkerreview.pdf 

[87] M. Quigley, et al., "ROS: an open-source Robot Operating System," ICRA workshop on 
open source software, vol. 3, 2009. 

[88] A. Geiger, et al., "Are we ready for autonomous driving? The KITTI vision benchmark 
suite," in Computer Vision and Pattern Recognition (CVPR), 2012 IEEE Conference on, 
2012, pp. 3354-3361. 

[89] A. Geiger, et al., "Vision meets robotics: The KITTI dataset," The International Journal 
of Robotics Research, vol. 32, pp. 1231-1237, September 1, 2013 2013. 

http://staff.bath.ac.uk/pssiw/traffic/Walkerreview.pdf


94 
 

[90] J. Fritsch, et al., "A new performance measure and evaluation benchmark for road 
detection algorithms," in Intelligent Transportation Systems - (ITSC), 2013 16th 
International IEEE Conference on, 2013, pp. 1693-1700. 

[91] F. Moosmann and C. Stiller, "Velodyne SLAM," in Intelligent Vehicles Symposium (IV), 
2011 IEEE, 2011, pp. 393-398. 

[92] C. Tomasi and T. Kanade, "Detection and tracking of point features," 1991. 
[93] D. Patel and S. Upadhyay, "Optical Flow Measurement using Lucas Kanade Method," 

International Journal of Computer Applications, vol. 61, pp. 6-10, 2013. 
[94] T. Senst, et al., "Clustering Motion for Real-Time Optical Flow Based Tracking," in 

Advanced Video and Signal-Based Surveillance (AVSS), 2012 IEEE Ninth International 
Conference on, 2012, pp. 410-415. 

[95] S. Arya, et al., "An optimal algorithm for approximate nearest neighbor searching fixed 
dimensions," J. ACM, vol. 45, pp. 891-923, 1998. 

[96] F. Mroz and T. Breckon, "An empirical comparison of real-time dense stereo 
approaches for use in the automotive environment," EURASIP Journal on Image and 
Video Processing, vol. 2012, p. 13, 2012. 

[97] F. HU and Y. ZHAO, "Comparative Research of Matching Algorithms for Stereo 
Vision⋆," Journal of Computational Information Systems, vol. 9, pp. 5457-5465, 2013. 

[98] B. Tippetts, et al., "Review of stereo vision algorithms and their suitability for resource-
limited systems," Journal of Real-Time Image Processing, pp. 1-21, 2013/01/18 2013. 

[99] K. Konolige, "Small vision system, hardware and implementation," International 
Symposium on Robotics Research, pp. 111 - 116, 1997. 

[100] N. Dalal and B. Triggs, "Histograms of oriented gradients for human detection," in 
Computer Vision and Pattern Recognition, 2005. CVPR 2005. IEEE Computer Society 
Conference on, 2005, pp. 886-893 vol. 1. 

[101] T. Joachims, "Making large-scale support vector machine learning practical," in 
Advances in kernel methods, ed: MIT Press, 1999, pp. 169-184. 

[102] M. A. Fischler and R. C. Bolles, "Random sample consensus: a paradigm for model 
fitting with applications to image analysis and automated cartography," Commun. 
ACM, vol. 24, pp. 381-395, 1981. 

[103] R. Rusu, "Semantic 3D Object Maps for Everyday Manipulation in Human Living 
Environments," Computer Science department, Technische Universitaet Muenchen, 
Germany, 2009. 

[104] G. Bradski, "The opencv library," Doctor Dobbs Journal, vol. 25, pp. 120-126, 2000. 
[105] K. Pulli, et al., "Real-time computer vision with OpenCV," Commun. ACM, vol. 55, pp. 

61-69, 2012. 
[106] H. Kuhn, "The Hungarian Method for the Assignment Problem," in 50 Years of Integer 

Programming 1958-2008, M. Jünger, et al., Eds., ed: Springer Berlin Heidelberg, 2010, 
pp. 29-47. 

[107] N. Muhammad and S. Lacroix, "Calibration of a rotating multi-beam lidar," in Intelligent 
Robots and Systems (IROS), 2010 IEEE/RSJ International Conference on, 2010, pp. 5648-
5653. 

[108] G. Atanacio-Jiménez, et al., "LIDAR Velodyne HDL-64E Calibration Using Pattern 
Planes," International Journal of Advanced Robotic Systems, vol. 8, 2011. 

[109] A. F. Habib, et al., "A strip adjustment procedure to mitigate the impact of inaccurate 
mounting parameters in parallel lidar strips," Photogrammetric record, vol. 24, pp. 
171-195, 2009. 

[110] A. Habib, et al., "IMPACT OF LIDAR SYSTEM CALIBRATION ON THE RELATIVE AND 
ABSOLUTE ACCURACY OF DERIVED POINT CLOUD." 

[111] M. Realpe, et al., "Towards fault tolerant perception for autonomous vehicles: Local 
fusion," in Cybernetics and Intelligent Systems (CIS) and IEEE Conference on Robotics, 
Automation and Mechatronics (RAM), 2015 IEEE 7th International Conference on, 
2015, pp. 253-258. 



95 
 

[112] M. Realpe, et al., "Sensor Fault Detection and Diagnosis for autonomous vehicles," 
MATEC Web of Conferences, vol. 30, p. 04003, 2015. 

[113] M. Realpe, et al., "Multi-sensor Fusion Module in a Fault Tolerant Perception System 
for Autonomous Vehicles," presented at the 2016 2nd International Conference on 
Robotics and Artificial Intelligence, Los Angeles, USA, 2016. 

[114] M. Realpe, et al., "A Fault Tolerant Perception system for autonomous vehicles," 
presented at the 35th Chinese Control Conference (CCC2016), Chengdu, China, 2016. 

 

 

  



96 
 

 
 
 
 

Index 

Autonomous vehicle, 4 
DARPA Urban Challenge, 13 
Data Fusion, 23 
Disengagement, 5 
Failure, 35 
Fault 

Fault forecasting, 38 
Fault prevention, 36 
Fault recovery, 42 
Fault removal, 37 
Fault tolerance, 38 

Hard fault, 35 
Soft fault, 35 

Federated architecture, 45, 51 
Google vehicles, 7, 8, 47 
KITTI dataset, 53 
Perception Algorithms, 6 
Perception Layer, 28, 55 
Reliability, 5, 6 
Sensor Observation, 21 
Velodyne HDL-64E LIDAR, 13, 53, 71 

 
 


