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Abstract 
It is shown that a limitation of the various collation methods for paired 

comparison data currently available is their lack of validity when used in cases 

where the experiment is incomplete and particularly when the judgements are 

not replicated.  

Presented in this thesis is a reasonably thorough background to the method of 

paired comparisons and an overview of the existing methods for collating paired 

comparison data into a final ranking. As a result of the extensive review of 

existing collation methods, the thesis progresses logically to a new collation 

method that utilises all the available information from a set of pairwise 

preferences. 

The performance of the new collation method is extensively tested against 

existing methods by way of a simulation exercise which highlights the 

performance of the collation methods under different scenarios in terms of 

experiment size, experiment completeness and judgement consistency, as well 

as by considering the number of direct comparisons and the strength of 

competition. 

The new collation method and the existing collation method of Allen (1992) are 

applied to a set of real world data and the outcomes of the two methods are 

compared. 

The usefulness of paired comparisons in understanding the way judges use 

information to construct their own criteria when instructed to make preference 

decisions at a broad level is also considered and a real world application of this 

approach is performed. 

The main findings of this thesis are:  

• The new methodology generally provides an improved performance 

when there are more than 10 objects to be ranked; 

• Replication of each pairwise judgement certainly improves the accuracy 

of the overall ranking, regardless of the level of judgement 

inconsistency; 

• In the case of non-replication, the accuracy of the final ranking greatly 

improves as judgement consistency improves. In other words, if it is not 
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possible to replicate individual pairwise judgements then high judgement 

consistency is important for a reasonable result; 

• In the case of replication, the accuracy of the returned ranking improves 

with judgement consistency only in the case of the new method. For the 

existing methods, the accuracy actually decreases marginally with the 

improvement of judgement consistency, particularly if there is a low level 

of experiment completeness; 

• In terms of experiment completeness, for non-replicated experiments, 

there is an increase in the accuracy of the returned ranking as the 

proportion of possible pairwise preferences completed increases, but not 

to the same extent as an increase in judgement consistency. That is, 

judgement consistency is actually more important than experiment 

completeness. This suggests that control over the design of the 

experiment (the extent of completeness and which pairwise preferences 

are completed) is less important than judgement consistency and 

replication – certainly a finding not found reported in the literature; 

• The new method outperforms the existing methods when there is perfect 

or very high judgement consistency. 
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Glossary of terms 
Method of paired 

comparisons 

The process of collating the pairwise preferences and 

returning a ranking of the objects on a preference scale. 

Non-design Refers to the state of design of a paired comparison 

experiment. A paired comparison experiment based on 

non-design has no regard to experiment balance or 

completeness. In actuality, this term refers to 

observational studies for which there is no control over the 

balance and completeness of the inferred design. 

Paired comparison 

or pairwise 

preference 

The process and result of making a pairwise preference 

decision. The two terms are interchangeable. 

T1 … Tn Set of n objects to be ranked. 

n The number of objects to be ranked. 

mij The number of times objects Ti and Tj are compared in a 

given paired comparison experiment. Note that mij = mji.

ci The number of objects that Ti is directly compared with in 

a given paired comparison experiment. 

S The continuum used to score and/or rank the set of 

objects. 

si The modal discriminal process on the continuum S for 

object Ti. Also refers to the score of object Ti.

A The matrix used to contain information on the number of 

pairwise preferences. Element aij is the number of times 

object Ti is observed to be preferred to object Tj.

aij The number of times object Ti is observed to be preferred 

to object Tj. aij plus aji equals mij.

B The transpose of matrix A.
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P Matrix used to contain information on pairwise 

preferences. Element pij is the proportion of times object Ti

is observed to be preferred to object Tj.

pij The proportion of times object Ti is observed to be 

preferred to object Tj.

pi The observed proportion of objects to which Ti is 

preferred. 

πij The theoretical probability that object Ti is preferred to 

object Tj.

πi The theoretical proportion of objects to which Ti is 

preferred. 

rsi The row-sum score of object Ti in a given paired 

comparison experiment. Also referred to as ai or wi.

ßi The theoretical rating of Ti on the subjective continuum as 

described by Bradley and Terry (1952). 

bi The maximum likelihood estimate of the true rating, ßi, of 

Ti on the subjective continuum as described by Bradley 

and Terry (1952). 

w Vector of wins or row-sums, of length n, of the A or P

matrix. Element wi is the row-sum score of object Ti.

w(r) Vector of row-sums, of length n of Ar or Pr.

l Vector of losses or row-sums, of length n, of B, A' or P'.

l(r) Vector of row-sums, of length n of A'r or P'r matrix. 

r The iteration of the powering process. For example Ar,

where r=2 is equivalent to the square of A.

dij The observed difference in location on the continuum of 

object Ti and Tj.

K The design matrix used in the Kaiser-Serlin method. 
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1. Introduction 

1.1 Comparing apples with apples 

A person shopping at a grocery store needs to purchase apples. He proceeds to 

the area of the store that contains the apples and selects seven Granny Smith 

apples1.

Whilst this brief interlude sounds mundane, the shopper has made a number of 

choices and these choices involve one or more comparisons. For example: 

• he chooses the grocery store in preference to the large supermarket 

immediately next door. Why? Experience has taught him that the fruit in 

the grocery store is usually fresher and cheaper in comparison with the 

fruit available in the supermarket; and 

• he chooses Granny Smith apples in preference to the other five varieties 

of apples available. Why? He equally prefers the taste of Granny Smith 

and Royal Gala apples in comparison with the other three varieties, but 

at this time of year the Granny Smiths are cheaper compared with the 

Royal Galas.   

The task of choosing from a set of alternatives confronts us many times 

everyday. And these choices or decisions may range from simple to complex, 

unimportant to important.  

1.2 Objective of thesis 

The objective of this thesis is to answer the following three questions: 

1. Can the existing methods of paired comparisons be used to reasonably rank 

a set of objects in an experiment or observational study2 that is based on an 

incomplete and unbalanced design with unequal replication3? That is, can 

they be used when there is no control over the design of the experiment?  

 
1 Granny Smith is a variety of apple. 
2 In this thesis the term observational study is replaced with experiment. 
3 In this thesis, an experiment that is incomplete and unbalanced and has unequal replication is referred to as 

a non-design experiment. 
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2. Is it possible to develop a new method of paired comparisons (or further 

develop an existing method) that has a higher level of validity when applied 

to a non-design? 

3. Can the method of paired comparisons be used to help understand what 

variables (from a set of variables) are important in making a particular 

preference decision? 

In this thesis it is shown that a limitation of the various collation methods for 

paired comparison data currently available is their lack of validity when used in 

cases where the experiment is incomplete and unbalanced. 

The Queensland Studies Authority (the QSA), previously known as the 

Queensland Board of Senior Secondary School Studies (the Board), uses 

paired comparisons as part of its Overall Position (OP) calculation process for 

year 12 students in Queensland (Allen, 1992). It is the only published case that 

this author has found where paired comparisons are applied to an incomplete 

and unbalanced design. The QSA’s publication, Technical Features of the 

OP/FP System (Allen, 1992) briefly documents the collation method (and is 

discussed in Chapter 5).  

In Allen (1992) the collation method is used to provide an overall ranking of final 

year (Year 12) secondary school students within a given school, based on a set 

of subject achievements for each student within the school. Typically, within a 

school, not all students study the same set of subjects; as such the 

‘experimental design’ is incomplete and unbalanced. The method of paired 

comparisons used by the QSA is an adaptation of an existing paired comparison 

method described in Andrews and David (1990). This thesis considers further 

exploration and development of the methods of paired comparisons described in 

David (1987), Andrews and David (1990) and Allen (1992) for experiments that 

are incomplete and unbalanced. Although there exist articles discussing the 

optimal presentation orders and design of paired comparison experiments (for 

example, Wells, 1991) this thesis is focussed on occasions when there is little or 

no control of the design of the experiment, such as observational studies. 

A literature search of research journals in the areas of theoretical and applied 

statistics, and theoretical and applied psychology, indicates that the applicability 

of paired comparisons to understanding the decision making process has not 

been investigated. Despite this being the case it is postulated by this author that 
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given a particular decision task, paired comparisons could be used to at least 

describe the relationship between the factors used in making a decision. 

This author has successfully used the method of paired comparisons to 

describe trade-offs made by employers of midwives when selecting/recruiting a 

midwife from a pool of applicant midwives to fill a vacant position (Lenton and 

Carse, 1998). This application of the method of paired comparisons describes 

quantitatively how employers decide which midwife applicant (from a set of 

applicants) is most desirable for employment as a midwife. The method of 

paired comparisons is used because the employers are so expert and 

experienced at the employee selection (or decision making) process that they 

could not actually describe the selection process to the researchers. The 

method of paired comparisons allows a way of eliciting and quantifying trade-off 

type decisions by analysing the attributes of the objects used in the decision 

making process against the inferred ranking of the objects. 

The remainder of this thesis is presented in 9 chapters: 

• Chapter 2 introduces the reader to the concept, history and application 

of paired comparison experiments and the associated terminology; 

• Chapter 3 reviews existing pairwise preference collation methods 

applicable to experiments that are complete and balanced; 

• Chapter 4 reviews existing pairwise preference collation methods 

applicable to experiments that are incomplete but balanced; 

• Chapter 5 presents a new method for collating pairwise preference data 

from an incomplete, unbalanced experiment – drawing on the methods 

described in David and Andrews (1990), Ramanujacharyulu (1964) and 

Allen (1992); 

• Chapter 6 uses the Monte Carlo simulation technique to examine the 

performance of the new collation method in comparison with the 

alternative existing methods; 

• Chapter 7 applies the new collation method and that of Allen (1992) to a 

realistic, but hypothetical, set of school based assessment data to 

provide a real world example of the impact of the proposed method on 

ranking outcomes; 
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• Chapter 8 investigates the applicability of the new method of paired 

comparisons in eliciting information about trade-offs made within the 

decision making process; and finally, 

• Chapter 9 summarises the conclusions drawn from this research. 

A number of worked examples are provided throughout the thesis and the 

workings are provided in spreadsheet format for verification in a DVD attached 

at the back of the document. Similarly the databases containing the data of the 

simulation exercises and spreadsheets containing the corresponding analyses 

are provided on the DVD. The data and analysis presented in Chapter 8 are 

also provided in spreadsheet format. Please note that the data and analysis 

presented in Chapter 7 are not provided on the DVD due to confidentiality 

reasons – the owner of the data granted accessibility, to the data, to the 

author’s supervisor for analysis by the supervisor or students of the supervisor 

on the condition that it is not further distributed. 
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2 Background 

2.1 Introduction 

Provided in this chapter is an overview of the concept of choice and 

measurement scales in general. This then leads into the definition and concepts 

of paired comparisons and the requirements for making a paired comparison, 

as well as the origin and philosophy of the statistical methods of paired 

comparisons.  

2.2 Choice and measurement scales 

Making a choice from a set of alternatives is analogous to answering a multiple-

choice question in an exam or questionnaire. To further study choice and 

decision-making, the different types of measurement scales need to be 

considered.  

Any answer or response to a question can be placed on some form of a 

measurement scale (also called a response scale). There are two broad types 

of response scales: categorical and continuous.  

The type of response scale that is applicable depends on the question being 

asked. In other words, the type of scale depends on the type of variable being 

measured or used in the question. Box 1 describes the two broad types of 

response (or variable) (adapted from Streiner and Norman, 1989). 
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Box 1: Definition of response variables (adapted from Streiner and Norman, 1989) 

Categorical response-variable 

If the response-variable consists of nominal categories then the response-

variable is known as nominal (eg. religion, gender). 

If the categories of the response-variable can be placed in a meaningful order 

then the response-variable being measured is ordinal (eg. level of achievement 

or university grade). 

Continuous response-variable 

If the variable is such that an interval or the distance between different values of 

the variable can be measured then the variable is known as an interval variable, 

for example, degrees Celsius. 

If the variable has a meaningful zero point so that the ratio between the 

distances from the zero point of different values of the variable has a meaning 

then the variable being measured is ratio, for example, degrees Kelvin. 

2.3 What happens when a person is required to make a 

decision between a set of alternatives? 

In order for a person to choose from a set of alternatives, she or he needs to do 

a number of things. First, using a set of rules that are either their own or 

supplied by some authority or experimenter, the person (subconsciously) 

creates a measurement scale in their mind. This measurement scale can either 

be ordinal or interval, depending on the decision that needs to be made and the 

type of variable on which it is based.  

For example, consider the shopper in the grocery store. When choosing 

between the different types of apples available she or he constructs an ordinal 

preference scale (from least preferred to most preferred). The preference scale 

could be based solely on taste or it may be based on a combination of taste, 

cost and freshness - these are the rules or criteria.  

Secondly, the person places each of the alternatives on to this scale.  
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Thirdly, the person identifies which of the alternatives is at the most preferred 

position on the scale and selects this alternative as the preferred choice.  

It is possible that two alternatives are placed so close to each other on the scale 

that the person may not be able to make a decision about which of the two 

objects is preferred. Depending on the situation, the person may randomly 

choose one of the two alternatives. 

In some cases the person may not be able to construct a measurement scale. 

This is because the question being asked has no real meaning to the person. 

There may be a number of reasons for this: 

� lack of experience (for example, if the shopper in the example in Section 

1.1 has not tasted apples before then they will not be able to answer the 

question: which type of apple do you prefer in terms of flavour?); 

� the question is poorly constructed (for example, asking the shopper 

which of the varieties of apple they are likely to purchase does not 

necessarily indicate which variety they think tastes the best � the 

shopper may also take into account other factors such as cost); or 

� the person being asked the question may not be able to relate to the 

question (for example, the shopper may not have a sense of taste and 

therefore is not able to indicate an appropriate preference between two 

types of apple). 

2.4 A brief non-technical overview of the method of paired 

comparisons 

The objective of the method of paired comparisons is to place a given set of 

objects on some measurement scale to provide a ranking of the objects. 

The method of paired comparisons involves comparing (or judging) objects, a 

pair at a time, based on a particular variable (or set of variables), and choosing 

one of the objects as the preferred (known as a pairwise preference, paired 

comparison or preferential decision)4. The resulting set of pairwise preferences 

are collated, using one of a number of available collation techniques, to place 

 
4 The term �paired comparison� refers to the process (and result) of making a pairwise preference decision. 

The term �method of paired comparisons� generally refers to the process of collating the pairwise preferences 

and returning a ranking of the objects on a preference scale. 
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each of the objects on a measurement scale and hence return a rank order of 

the complete set of objects. 

Documented in the research literature are a number of methods for collating the 

pairwise preferences to place the objects on a measurement scale. Chapters 3 

and 4 provide an overview of the collation methods available in the research 

literature. 

The variable (or set of variables) used to make each paired comparison 

depends on the reason or motivation for ranking the objects (or in other words, 

the variable depends on the question being asked). 

A paired comparison occurs when a pair of objects is either: 

� compared subjectively by a judge and the judge indicates which of the 

pair is the most preferred (Kendall and Babington Smith, 1940); or 

� compared not by a judge but by some system or process that provides, 

based on a set of rules, a way of objectively determining the most 

preferred object. 

The first case is typically subjective and the second case is typically objective. 

However, this is not always so, particularly for the second case. There may exist 

a process or a set of rules that can be used to compare two objects but which 

also involves subjective decision-making. For example, selection criteria for a 

vacant job provide a set of rules for selecting the best applicant from the 

applicant pool. However, one part of the criteria may require the selector to 

subjectively assess each applicant. In either case, the process is applied to a 

set of pairs of objects to obtain a set of pairwise preferences. These 

preferences are then collated using various methods to return a rank order of 

the complete set of objects. 

As an example, consider a market researcher who wishes to collate a list of 100 

different beers and rank-order the list based on preferred taste. One way of 

ranking the beers is to use the annual volume of consumption of each beer. 

However, the consumption volume is not necessarily a measure of preferred 

taste and could well be influenced by other factors such as availability, 

marketing, cost, as well as taste. 

An alternative approach is to randomly select a beer drinker (the judge), provide 

the judge with a pair of beers at a time and ask the judge to indicate the 

preferred beer within each pair in terms of taste. The judge need not necessarily 



9

compare every possible pair of beers, but based on an experimental design 

(discussed later in this thesis), would be given a subset of all possible pairs of 

beers. The set of pairwise preferences is then collated to return a rank order of 

the 100 beers from most preferred to least preferred based on taste by this one 

judge. This process could be repeated by using a number of judges and 

compiling the preference information to estimate an overall or average beer 

taste preference ranking. 

2.5 Requirements for making a paired comparison 

A successful paired comparison requires a number of elements, which are: 

� a clear understanding of what it is the researcher or system is trying to 

achieve or find; 

� a clearly specified valid and relevant question (or questions);  

� a reliable judge who can interpret the question(s) (and if necessary, the 

criteria) to construct a measurement scale on which to place the two 

objects; and 

� (usually) a set of rules or criteria that the judge or process needs to use 

in order to place the objects onto the measurement scale. 

Whether a set of rules or criteria is required depends on the type of research. 

One of the features of paired comparisons explored in this thesis, is that it can 

allow the researcher to better understand how a judge constructs their own set 

of rules in order to choose between two alternatives. 

 

2.6 Why use the method of paired comparisons? 

The following are some reasons that the method of paired comparisons is useful 

in returning a ranking of a set of objects (a discussion of each reason follows): 

1. a set of objects can be ranked using a subjective attribute; 

2. the judgement or decision process may be simplified; 

3. a set of objects can be ranked in experiments where not all objects can be 

compared simultaneously; 
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4. a finer ranking of the objects may be returned than would result by other 

ranking methods, such as assigning objects to a small number of defined 

categories; and 

5. certain elements of judge bias may be eliminated in some situations where 

there is more than one judge. 

A set of objects can be ranked based on a subjective attribute. 

Because pairs of objects are being compared and a preference indicated, 

objects can be ranked based on a subjective attribute that cannot normally or 

easily be measured on a linear scale. The power of the method of paired 

comparisons is the ability to rank objects based on an attribute that can only be 

viewed subjectively, for example, taste. 

The judgement process is simplified. 

The method also simplifies the ranking process for each judge - it may well be 

difficult to ask a judge to rank order a complete set of objects in �one go�. There 

is literature suggesting that the largest number of objects we can compare at 

one time is seven, as this requires the judge to process seven pieces of 

information simultaneously (Miller, 1956). However, it is relatively easy to 

provide a judge with a pair of objects at a time, and ask for an indication of 

preference. 

For example, consider the problem described earlier where the market 

researcher wishes to rank the 100 beers. Asking a judge to taste the 100 beers 

and then rank them in order of preference simultaneously would be a task that 

the judge would have difficulty performing. However, the judge can quite easily 

provide the researcher with a set of pairwise preferences by comparing a subset 

of pairs of the beers. 

A set of objects can be ranked in experiments where not all objects can be 

compared at once. 

The method can also be used in circumstances where it may only be possible 

for pairs of objects to be compared at a time. For example, a soccer competition 

that requires more than two teams to be ranked. The rules of soccer allow two 

teams only to compete within each match. This represents an incomplete block 

design (which is discussed in more detail in this section). 
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A finer ranking of the objects may be returned than would result using 

other ranking methods. 

Instead of using paired comparisons, a set of ordered categories could be used 

into which the objects can be placed based on some criteria. Given that the 

categories are ordered, the placement of the objects into the categories in turn 

returns an implied ranking. In some cases, the categories may be too broad 

resulting in a small number of categories relative to the number of objects such 

that the placement of the objects into the categories results in a large number of 

objects per category offering no discrimination between the objects within each 

category. However, defining more categories (which may offer more 

discrimination) could be too confusing for the judge because of the difficulty in 

distinguishing the subtle differences between the definitions or criteria of 

successive categories.  

Certain elements of judgement disparity may be eliminated in situations 

where there is more than one judge. 

The scale returned by the method of paired comparisons is either ordinal or 

interval; it is relative not absolute. This feature of the method means that certain 

elements of judge disparity are minimised for experiments where judgements 

from two or more judges are used.  

For example, consider a school in which each student is to have a written essay 

marked by two different teachers (the judges) using a scoring system. For each 

student, the average of the two teachers' scores is to be the final score, which 

will be used to rank the students. However, there are more than two teachers, 

such that not every student will be marked by the same two teachers. If some of 

the teachers are more lenient in their marking, then some of the final student 

scores may be biased (eg. one student's essay may be marked by two lenient 

markers whilst another student's essay is marked by two stringent markers), 

and hence the final ranking may be inaccurate. A possible solution to this 

problem is to have each teacher provide a set of relative pairwise preferences 

for the set of students that they examine. Providing there is overlap of the 

students compared between the judges then these relative preferences could 

be collated (across all judges) to produce a rank order of the students, which 

eliminates the differing leniency of the judges. In other words, the process of 

collating the judgements from each of the judges to give a final rank does not 

rely on the absolute scores assigned to the essays by the judges. 



12

2.7 The origin and philosophy of the method of paired 

comparisons  

2.7.1 Introduction 

In earlier chapters of this thesis, the terms preference, decision, choice and 

pairwise preference are used when referring to the outcome of a paired 

comparison. It is acknowledged that the use of these terms may not be entirely 

appropriate in certain cases where paired comparisons is implemented, for 

example, a soccer match. However, these terms are used in this thesis for 

consistency and simplicity, and are based on the method of paired comparisons 

having its origin in the study of choice behaviour. It is worth noting that the 

method of paired comparisons is also referred to as the pecking order problem 

(Kotz et al, 2005). 

Several authors propose a probabilistic approach to choice behaviour. 

According to Torgerson (1958), G Fechner5 in 1860 wrote a book, Elemente der 

Psychophysik, in which the concept of paired comparisons is first described and 

implemented. Fechner introduces a mathematical representation of choice 

behaviour of an individual, in the area of psychophysics - a branch of 

psychology that studies the relationship between differences in physical 

stimulus magnitudes and the corresponding sensory processes (Chaplin, 1968).  

According to Adler (1965), Fechner suggests that choice behaviour is best 

described as a probabilistic phenomenon, in that when a person has to choose 

between object T1 and object T2, there is a probability that the choice will be T1

rather than T2. Generally these probabilities will not be equal to 1 or 0, as it is 

quite often observed that a person repeatedly presented with the same pair of 

alternatives will not always make the same choice. Of course, in extreme cases 

the probability may be equal to 1 or 0 

2.7.2 Law of comparative judgement 

Thurstone (1927a) describes the law of comparative judgement, stating that this 

law is implied in Fechner�s book and can also be applied to qualitative 

judgements, rather than being limited to quantitative judgements. The law of 

 

 
5 Fechner�s work is not available for direct citation and hence reliance is made on descriptions of Fechner�s 

work as published in Torgerson (1958) and Adler (1965). 



comparative judgement is applicable not only to the comparison of physical

stimulus intensities but also to qualitative comparative judgements (Thurstone,

1927a, page 273). Although Thurstone's paper was published some 67 years

after Fechner's it appears to be more readily accepted as the first paper on the

method of paired comparisons (Torgerson, 1958, David, 1988).

The law of comparative judgement provides a rationale for ordering objects,

based on a particUlar attribute or variable, along a psychological continuum or

measurement scale (Edwards, 1957). Thurstone (1927a) introduces the concept

of the discriminal process, which represents the process by which humans react

differently to a particular attribute in different objects. Each discriminal process

has a value on some psychological continuum (Torgerson, 1958, page 156)

The discriminal process has been described as: a theoretical concept and

represents the experience or reaction of an individual when confronted with

Stimulus [object] i and asked to make a judgement of some attribute (Edwards,

1957, page 21). The discriminal process can be thought of as a measurement

process.

As did Fechner, Thurstone (1927a) also considers choice behaviour to be

probabilistic rather than deterministic. A judge may provide different judgements

about the exact same object on different occasions; that is, the discriminal

process does not always provide the same value on the psychological

continuum (Luce, 1959). Thurstone (1927a) assumes that if a judge provides a

jUdgement on the exact same object a number of times, the frequencies of the

observed values of discriminal processes form a normal distribution on some

psychological continuum (see Figure 1 for an example of the distribution of

discriminal process for two objects, T1 and T2) That is, the process of making a

jUdgement whether it is neural, physical, chemical or electrical does not always

return the exact same result6 . The discriminal process that results in the most

common observed value on the psychological continuum (for a particular object)

is referred to as the modal discriminal process7
. Since Thurstone (1927a)

considers the distribution of the values of the discriminal processes to be

6 Note that the purpose of this thesis is not to examine the complex neurological and physiological processes

that mayor may not be used in making a judgement Rather. this thesis is interested in the results of the

judgements and how these judgement results can be analysed

7 Thurstone (1927a) uses the term, dlscriminal process, to refer to the actual process of making a choice

between two objects as well as the result or value of the process. This may be confusing to the reader but in

this thesis also the term, discriminal process, is taken 10 mean the resull or value of the choice process
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normal, then the values of the modal discriminal process would be equal to the

mean values of the discriminal processes, In Figure 1, the mean values of the

discriminal processes, which is also equal to the value of the modal discriminal

processes, are labelled as S1 and S2 for the two objects, T1 and T2-

Figure 1: Distributions of discriminal process values for two objects, T1 and T2; the

modal discriminal processes are represented by s, and S2 respectively

1 0tljec:t2(T2) -~1{T111

'-.-..-..-~-",=--===-------1,,---ls-,------,... -.....c::"-:_::::-:c",,:=,_=-...J

P,yehologlcal continuum

Note: S1 in the graph refers to s1 etc Please note that for a/J graphs in this thesis subscripts are not used

Thurstone (1927a) provides a number of definitions required to describe the law

of comparative judgement The standard deviation of the observed values of a

set of discriminal processes for a particular object is known as discriminal

dispersion. The separation between the value of a given discriminal process of

an object on a particular occasion and the value of the modal discriminal

process is called the discriminal deviation. The separation between the

observed values of the discriminal processes for two objects, which are

compared in the same judgement, is called the disc/iminal difference The

separation between the modal discriminal processes of the two objects is called

scale distance. Therefore, the two objects are placed on the scale so that their

separation is equal to the scale distance,

The concept of the discriminal process is analogous with the measurement of a

variable, as shown in Table 1,

14
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Table 1: Components of the discriminal process compared with components used 

to measure a variable 

discriminal process  ≡ measurement process 

psychological continuum ≡ measurement variable 

modal discriminal process ≡ mean of the variable 

discriminal dispersion ≡ standard deviation of the variable 

discriminal deviation ≡ deviate of a given observation from mean of the variable 

discriminal difference ≡ the difference between the observed values of two 

variables on a particular occasion 

scale distance ≡ the difference between the means of two variables 

Before continuing with the discussion of Thurstone�s Law of Comparative 

Judgement it is helpful to introduce the symbols and naming convention used 

throughout this thesis. Part of the challenge of investigating the method of 

paired comparisons is that the different articles and books published on the 

topic use different symbols. 

The purpose of the method of paired comparisons is to estimate the location of 

each object on some continuum of interest. There are n objects to be placed on 

the continuum and the objects are referred to as T1 to Tn. The continuum is 

defined by an attribute or set of attributes of the objects and is referred to as S. 

S may be a variable that is easily measurable in absolute terms, such as weight, 

or it may refer to a quality of the objects, such as taste. 

According to Thurstone (1927a), when a human makes comparative 

judgements about the set of objects, each object has a normal distribution of 

discriminal processes on the continuum S. The mean (or mode) of the 

discriminal processes for object Ti is referred to as si.

If it can be assumed that each object has the same standard deviation of 

discriminal processes then the overlap of the distributions of the two objects 

provides a measure for the distance between the mean of the objects� 

discriminal processes. The greater the area of overlap the closer the mean 

discriminal processes of the two objects. In the extreme if there were perfect 

overlap then the mean of the discriminal processes would be equal for the two 

objects. Figure 2 shows two examples of the overlap between the distributions 

of discriminal processes for two objects. The extent of overlap in the second 
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panel is much less than the overlap in the top panel and this corresponds with a 

greater distance between the mean discriminal processes of the two objects. 

 Figure 2: Two examples of overlap in the distribution of discriminal processes of 

two objects (s1 and s2 are the modal discriminal process for T1 and T2 respectively) 

Psychological continuum

Object 2 (T2) Object 1 (T1)

S2 S1 more preferredless preferred

Psychological continuum

Object 2 (T2) Object 1 (T1)

S2 S1 more less 

In Figure 3 the shaded area of the distribution of discriminal processes for 

object T1 is referred to as π12 and represents the theoretical probability that T1 is 

preferred to T2, assuming there is zero correlation between the pairs of values 

of the discriminal processes of the objects. The value of π12 can range from zero 

to one. If the value of π12 is zero then there is perfect overlap between the two 

distributions, which means that the mean discriminal processes are equal. As 

the value of π12 increases, the distance between the means of the discriminal 

processes also increases on the continuum.   
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Figure 3: The distribution of discriminal processes of two objects with the 

theoretical probability that T1 is preferred to T2 highlighted (s1 and s2 equal the 

modal discriminal process for T1 and T2 respectively) 

Psychological continuum

Object 2 (T2) Object 1 (T1)

S2 S1 more preferredless preferred

 

Returning to Thurstone�s Law of Comparative Judgement � it can be seen that 

by replicating paired comparisons of two objects (Ti and Tj), the observed set of 

pairwise preferences provides the proportion of times that Ti is preferred to Tj,

and is denoted pij. The value, pij, is the estimate of πij. The value, pij, can then be 

used to obtain the unit normal deviate, zij, corresponding to the proportion of 

judgements in which Ti is preferred to Tj.

The difference between two normally distributed variables is normally distributed 

with a standard deviation as in (2.1). 

 

2 2 2i j ij i jrσ σ σ σ σ= + − (2.1) 

 

where 

σ i is the standard deviation of the discriminal processes of object Ti,

σ j is the standard deviation of the discriminal processes of object Tj,

rij is the correlation between the two discriminal processes. 
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Thurstone (1927a) provides an expression of the scale separation between the 

values of the modal discriminal processes of two objects as shown in (2.2). 

 2 2 2i j ij i j ij i js s z rσ σ σ σ− = + − (2.2) 

 

where 

si and sj are the modal discriminal processes for objects Ti and Tj,

zij is the unit normal deviate corresponding to the observed proportion of 

times object Ti is preferred to object  Tj,

σi is the discriminal dispersion of object Ti,

σj is the discriminal dispersion of object Tj,

rij is the correlation between the pairs of values of the discriminal 

processes of objects Ti and Tj from each judgement. 

Equation (2.2) defines Thurstone�s law of comparative judgement as the 

separation on the psychological scale of the values of the modal discriminal 

processes of two objects. 

This equation can be written for each possible pair of objects from a total of n

objects, to form a system of 
( 1)
2

n n⋅ −
equations. However, the 

( 1)
2

n n⋅ −
observed zij are a function of the n sets of unknown modal discriminal 

process values, the n unknown discriminal dispersions and 
( 1)
2

n n⋅ −
unknown 

correlations. That is, the set of zij is a function of 
( 1)2
2

n nn ⋅ −
+ unknowns. 

Thurstone makes two assumptions in order to reduce the number of unknowns 

and hence produce a set of equations that have a unique solution, namely: 

1. the discriminal dispersions are all equal, that is σi is constant for all i, i=1 

to n (denoted σ); and 

2. the correlation between values of the discriminal processes are the 

same for each pair of objects (denoted r). 

Using these two assumptions (2.2) can be written as (2.3). 



19

 

22 (1 )i j ijs s z rσ− = − (2.3) 

 

The component of the above equation under the root sign is a constant for all 

pairs of objects and can be replaced by a constant c to give (2.4). 

 

ci j ijs s z− = (2.4) 

 

Equation (2.4) represents Thurstone's law of comparative judgement in its 

simplest form, referred to as Case V by Thurstone (1927a), and is quite simply 

a function of the proportion of times object Ti is preferred to object Tj.

Application of Thurstone�s law of comparative judgement does assume that 

each object has been compared with each other object a sufficient number of 

times to obtain stable estimates of πij. (namely, pij) in order to estimate the 

relative location of each object on the continuum of interest. Torgerson (1958, 

page 166) notes, the direct method for obtaining empirical estimates of these 

proportions is known as the method of paired comparisons.

It is important to note that the concept of Thurstone�s law can also be used to 

obtain a ranking of the objects on the continuum rather than an estimate of the 

relative distances between each of the objects. In this case it may be possible to 

return a ranking based on single replication of the pairwise preferences of each 

pair of objects rather than a large number of replications. This concept is 

explored further throughout this thesis. In fact, this thesis is more interested in 

returning the correct ranking of the objects on the continuum of interest rather 

than returning the relative location of the objects on the continuum. 

2.8 The application of paired comparisons 

According to David (1988) and Torgerson (1958) most applications of the 

method of paired comparisons have been in sensory testing, consumer testing, 

personnel rating and choice behaviour. 
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In comparatively recent times paired comparisons have been used in a wide 

range of areas, including to: 

� Assess the ability of nurse assistants to identify different levels of patient 

pain (Snow et al, 2004); 

� ascertain the importance of different accessibility factors that rural 

Australians attribute to their decision to consult a general practitioner 

(Humphreys et al, 1997); 

� compare listeners� subjective judgements of speech clarity (Eisenberg et 

al, 1997); 

� test hearing aids (Neuman et al, 1995); 

� measure pain (Matthews and Morris, 1995); 

� determine the most comfortable hearing aid for a given patient (Kuk and 

Lau, 1995);  

� estimate the relative overall academic achievements of a set of students 

(Allen, 1992); and 

� assess student clinical performance (Rippey and Krutchoff 1984). 

Despite being a valuable and applicable technique in a wide variety of fields, 

paired comparisons appears not to be regularly used at this point in time. A brief 

search through a (random) sample of contemporary introductory statistical 

textbooks reveals that there is little or no information about this method and 

hence little information that is easily accessible to the broader community. 

Certainly, the concept and methods for collating paired comparison data are 

typically included in psychological texts of a methodological nature. Despite its 

apparent rarity, the list of examples provided above does show the method of 

paired comparisons is a valuable analytical tool.  

An example of a study that may well have benefited from the method of paired 

comparisons is Brittain et al (1997). The study required the subjective ranking of 

100 patients based on a qualitative attribute and the authors used the following 

two methods to produce a ranking: 

1. 14 expert clinicians rated 100 patients against a set of criteria and 

placed each patient into an ordered category; and 
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2. the same 14 expert clinicians ranked the same 100 patients 

simultaneously. 

The majority of the 14 expert clinicians indicated clearly that they preferred to 

place the patients within a category, from a small set of ordered categories 

based on a set of criteria, rather than relatively rank the patients simultaneously. 

This approach only provides a relatively �lumpy� ranking due to the small number 

of categories, whereas ranking the patients simultaneously does provide a finer 

detailed ranking of the 100 patients. Conversely, the authors (who are clinicians) 

prefer a finer relative ranking for the purpose of their analysis, rather than a 

coarse criterion based ranking. The authors do not make use of the method of 

paired comparisons nor do they appear to be aware of its existence. In the 

discussion section of their paper, Brittain et al (1997) mention that it would be 

worthwhile investigating simpler ranking methods for experiments that require 

the ranking of a large number of patients. This is clearly a case where the 

method of paired comparisons could have achieved the finer ranking desired by 

the authors but at the same time simplified the task for the 14 expert clinicians. 

It is worth noting that a substantial number of journal articles and textbooks 

(both statistical and from other areas) use the term paired comparison when 

referring to pairwise t-tests. As an example, pairwise t-tests can be used to 

compare four different medicines ability to control blood pressure with a different 

random sample of patients subjected to each medicine. If the analysis showed 

overall a difference between the treatment means then it is usual to undertake 

pairwise comparisons (or t-tests) on each pair of treatment means. Examples of 

the use of the term paired comparison in this manner are found in Loftin et al 

(1998) and Madsen and Moeschberger (1983). 

The term, paired comparison, is also used more generally in experimental 

design when referring to a randomised block design with two treatments. 

The type of analyses described above is not what is being referred to in this 

thesis as paired comparisons. The problem being investigated in this thesis is 

one of ranking or positioning a large number of objects on some continuum that 

is difficult to measure quantitatively. 
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2.9 A simple example - an introduction to judgement 

inconsistency 

David (1988) provides a simple example for the purpose of illustrating the 

method of paired comparisons. The example considers ranking three objects T1,

T2 and T3. Each object is compared by a single judge with the other two objects, 

that is, T1 and T2 are compared, T1 and T3 are compared and T2 and T3 are 

compared. If the judge prefers T1 to T2, prefers T1 to T3 and prefers T2 to T3

then quite obviously, a reasonable ranking from first to third is T1, T2 and T3.

An inconsistent or contradictory judgement occurs, for example, if the judge 

prefers T1 to T2 and T2 to T3 but prefers T3 to T1. Kendall (1955) notes that one 

advantage of the paired comparison process is that it allows such 

inconsistencies to be taken into account. It is the inconsistency in preference 

judgements that persuaded Fechner (1860) and Thurstone (1927a) to view 

choice behaviour as probabilistic. 

Kendall and Babington-Smith (1940) provide the following three reasons for the 

occurrence of inconsistent judgements: 

1. the use of an incompetent judge; 

2. the values of the objects may be so alike that it is not possible to consistently 

differentiate the objects; and 

3. judge fatigue - the attention of judges may wander during the experiment. 

As will be seen in Chapter 3, different methods utilise judgement inconsistency 

in different ways when estimating a final ranking of a set of objects. 

2.10 Nomenclature of paired comparisons  

The comparisons and the resulting preferences of a paired comparison 

experiment can be concisely represented in matrix form. Consider n objects that 

are to be ranked and a single judge who makes all the possible 
( 1)
2

n n⋅ −

comparisons once. An n x n matrix, usually referred to as A, can be used to 

represent the preferences,  

where   aij = 1 if object Ti is preferred to object Tj;

= 0 if object Tj is preferred to object Ti;
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= 0 if the objects Ti and Tj are not compared.  

It is usual that the diagonal elements aii are set to zero, as object Ti is not 

compared with itself. However, it will be shown in Chapters 3 and 4 that some 

collation methods set aii to 1 or ½.  Further, it is possible to allow ties to be 

included in A and therefore aij = aji = ½ if the judge cannot indicate a preference 

between Ti and Tj.

If the judge did not compare objects Ti and Tj then aij and aji are set to zero.  

Reading across row i of matrix A simply provides an indication of the objects to 

which object Ti is preferred. For example, in the matrix A1 presented below, the 

first row, which refers to the first object, contains the entries (0,1,1,1,0). The 

entries containing a �1� are cases where the object is preferred. In the example, 

the first entry is set to zero because the first object cannot be compared with 

itself. The second entry refers to the comparison between the first object and 

the second object � in this example, the entry is one and therefore the first 

object is preferred to the second object. Similarly, the third ad fourth entries are 

also one indicating that the first object was preferred to the third and fourth 

objects. However, the fifth entry is zero, indicating that the first object is either 

not preferred to the fifth object or that the two objects were not compared. 

 

A1 =

0 1 1 1 0
0 0 1 1 1
0 0 0 1 1
0 0 0 0 1
1 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

If the sum of the two elements, aij and aji equals zero then the two objects Ti and 

Tj are not compared in the experiment. 

In some experiments the judge may compare objects Ti and Tj more than once. 

In this case the element aij is the number of times the judge preferred object Ti

over object Tj. Further, the sum of aij and aji is the number of times objects Ti and 

Tj are compared. For notation purposes, the number of times objects Ti and Tj

are compared is mij, where aij + aji = mij and mij = mji.

Section 2.12 of this thesis relates the design of paired comparison experiments 

to network analysis. The matrix of preferences, A, can be viewed as a node-link 

network, where the nodes are the objects and the links are the relationships 

between the objects as described by the preferences. 



24

Most methods of paired comparisons appear to be based on preference 

probabilities. This is not surprising given the work done by Fechner (Adler, 

1965) and Thurstone (1927a).  When a judge compares object Ti with object Tj,

the theoretical probability that the judge prefers object Ti over object Tj is 

denoted πij, where 0 ≤ πij ≤ 1 for all i and j.

The observed preferences, aij, can be expressed as preference probabilities, pij,

where ij
ij

ij

a
p

m
= . The pij are the estimates of πij. As with the aij, the preference 

probabilities, pij, can also be arranged into matrix form. For notation purposes 

the matrix P, is used, where pij is placed on the ith row at the jth column of P.

Matrix P is necessary when the experimenter wants to estimate the relative 

position of the objects on the continuum (as well as the ranks). In other words, 

more than one observation is required for each pair of objects in order to 

estimate the relative positions of the objects. Further, if the estimate of πij, pij,

equals 1 or 0 then it is not possible to estimate the relative positions of the two 

objects directly. If pij equals 0 or 1 then there is no overlap between the 

distributions of the discriminal processes of the two objects. As can be seen 

with Figure 4, if p21 = 0 then it is not possible to estimate the distance between 

s1 and s2 from the set of pairwise preferences between T1 and T2. Instead the 

experimenter would need to rely on estimating the distance between s1and s2

indirectly by considering the distance between T1 and T2 with other objects. For 

example, if object T3 sat on the continuum between T1 and T2 and p13 and p23 

both did not equal zero then it would be possible to estimate the distance 

between s1 and s3 and the distance between s2 and s3 and therefore indirectly 

the distance between s1and s2.
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Figure 4: The distribution of discriminal processes of two objects with no overlap 

between the two distributions (s1 and s2 equal the modal discriminal process for 

T1 and T2 respectively) 

Psychological continuum

Object 2 (T2) Object 1 (T1)

S2 S1
more preferredless preferred  

If the experimenter wishes only to rank the objects along the continuum (and not 

estimate their relative location on the continuum), then one observation for each 

pair is sufficient (Mosteller, 1951a). Of course, using only one observation for 

each pair could produce a less accurate ranking than repeating the 

comparisons between each pair of objects. 

In order to estimate πij Torgerson (1958) suggests a �large� number of 

comparisons need to be made between each pair of objects. This can be 

achieved in the following three ways: 

1. a single judge compares each pair of objects several times; 

2. a set of judges compares each pair of objects once; or 

3. a set of judges compares each pair of objects several times. 
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2.11  An overview of the design of paired comparison 

experiments 

2.11.1 Introduction 

There are two main design types for paired comparison experiments described 

in the literature, namely: 

1. Complete; and 

2. Incomplete. 

Within the incomplete designs there are two options: 

a) Incomplete balanced; and 

b) Incomplete unbalanced. 

Within both complete and incomplete designs there is the further option of equal 

or unequal replication. 

2.11.2 Complete designs 

Given a set of n objects which are to be ranked by a single judge, there are 

( 1)
2

n n⋅ −
possible paired comparisons which can be made, that is, every object 

can be compared with every other object, except with itself. If each possible pair 

of objects is compared, then the paired comparison experiment would be 

considered to be based on a complete design.

A complete design can also have replication in the judgements. That is, each 

pair of objects is compared more than once.  

2.11.3 Incomplete designs 

A paired comparison experimental design where not all possible pairs of objects 

are compared is commonly referred to as an incomplete design. The only 

necessary requirement for an incomplete paired comparison design is that each 

of the objects is in some way connected to every other object in the set, either 

directly or indirectly. Quite obviously if an object cannot be linked to any other 

object in the set, then that object cannot be included in the ranking. 

Incomplete designs allow for a more efficient experiment in the sense that not 

all possible pairs of objects need be compared and hence a smaller number of 

judgements are required. This is an important aspect of paired comparisons 
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since the number of possible comparisons does quickly grow to an 

unmanageable size when the number of objects to be ranked increases. 

A search of the research literature suggests that, to date, there are two 

variations of incomplete designs considered for paired comparison experiments, 

namely, incomplete balanced designs and incomplete unbalanced designs 

(David, 1987; Andrews and David, 1990). It is important to note that the 

definition of an unbalanced design provided in David (1987) and Andrews and 

David (1990) refers to unbalance in the replications. The following provides a 

definition of the two designs based on the research literature.  

An incomplete balanced design occurs when: 

� each object is compared with the same number of other objects, say, c

objects, where 1c n< − ; and 

� each pair of objects, which is compared, is compared the same number 

of times, say, m times. 

An incomplete unbalanced design differs from an incomplete balanced design in 

that: 

� each pair of objects, which is compared, is not compared the same 

number of times. 

It is important to note that according to the above definition the incomplete 

unbalanced design does assume that each object is compared with the same 

number of other objects. 

2.11.4 Non-designs 

There is a further type of �design�, which is the incomplete unbalanced design, 

but with the additional feature that not all objects are compared with the same 

number of other objects.  

This author has found only one case in the research literature (Allen, 1992) 

where consideration is given to incomplete designs where, not only are pairs of 

objects compared a different number of times, but the objects themselves are 

not compared with the same number of distinct other objects (that is, ci ≠ c for 

all i).  

The term non-design is introduced in this thesis to represent this specific type of 

paired comparison experiment. There are probably no examples of a non-
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designed experiment � instead, non-design typically occurs when the 

researcher has no control over the design of an experiment or the data used to 

rank the objects is obtained from an observational study rather than an 

experiment per se. Obviously, it is nearly always the case that the researcher 

has control of the design of the experiment and this is perhaps the reason why 

such non-designs or observational studies have not been considered for the 

method of paired comparisons.  

One example in which the method of paired comparisons is applied to a non-

design is the Queensland Board of Senior Secondary School Studies (now the 

Queensland Studies Authority) use of the method of paired comparisons as part 

of the Overall Position (OP) calculation process. Each eligible Year 12 student 

receives an OP at the completion of Year 12 (the final year of secondary school 

education) in Queensland and the OP is the basis of selection for tertiary 

institutions. Although this is only one real world example, it has occurred 

annually since 1992 and impacts about 28,000 Year 12 students each year � 

that is, 350,000 students since 1992 when the procedure commenced. A case 

study of the Queensland Studies Authority application of paired comparisons is 

presented in Chapter 7. 

It is the performance of the method of paired comparison in returning a ranking 

for non-designed experiments that is of interest in this thesis. 

2.11.5 Traditional experimental design and the design of paired 

comparison experiments 

The terms used for describing the designs of paired comparison experiments 

appear at face value to be the same as those used in traditional experimental 

design. However, there are some subtle differences. A possible reason for 

these differences is that the development of paired comparisons and traditional 

experimental design occurred at similar times but in different subject areas. As 

seen in Section 2.7, the development of paired comparisons occurred mainly in 

the field of psychology from 1860 to the early 1900s. Conversely, most of the 

development in traditional experimental design occurred in the 1920s in 

biological sciences (Mead, 1988 and Conover, 1980). David (1988) provides a 

discussion on the design of paired comparison experiments in terms of 

traditional experimental design. Based on a review of the research literature, a 
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paired comparison method described in Bradley and Terry (1952) appears to be 

the only method that refers directly to traditional experimental design. 

Consider a paired comparison experiment where 4 objects (T1, T2, T3, T4) are to 

be ranked by a single judge, and all six possible pairwise comparisons are 

made. That is, T1 is compared with T2, T1 with T3, T1 with T4, T2 with T3, T2 with 

T4, and T3 with T4. In terms of a paired comparison experiment, the design is 

complete. 

In terms of traditional experimental design, the objects to be ranked are the 

treatments. Each pair of objects can be considered as a block of size two. That 

is, the experiment, in the traditional sense, is a incomplete balanced block 

design (Cochran and Cox, 1992), where, 

� t = the number of treatments = 4; 

� j = the number of units per block = 2; 

� b = the number of blocks = 6; and 

� y = the number of times each object appears in the experiment = 3. 

In Chapter 3, it is shown that the least squares estimates of the treatment 

effects can be used to rank order the objects. 

Now consider the scenario where not all of the six possible comparisons in the 

example can be made. For example, the comparisons which are made are: T1

with T2, T1 with T4, T2 with T3, and T3 with T4. In terms of a paired comparison 

experiment, the design is still balanced and incomplete - each object is 

compared with the same number of other objects and those comparisons which 

are made, are made once. 

In terms of traditional experimental design, this experiment is a partially 

balanced incomplete block design. Cochran and Cox (1992) describe a partially 

balanced incomplete block design as: 

� every block contains j units (in this example, j = 2); 

� every treatment occurs y times and at most, once in each block (in this 

example, y = 2);  

� every pair of treatments occurs together in blocks either λ1 or λ2 times ( 

in this example, λ1 =1 and λ2 = 0); pairs that occur together in λ1 blocks 

are considered first associates, and pairs that occur together in λ2 are 
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called second associates (in this example, objects that have been 

compared are first associates and objects that are not compared are 

second associates); and 

� each treatment should have the same number of first and second 

associates. 

The point of including the above discussion is to provide a link between the 

terminologies used in traditional experimental design and that of paired 

comparisons. Similar to pairwise t-tests, traditional experimental design is far 

more widely identifiable and used than the method of paired comparisons and 

there is the possibility of confusion between the different design terminologies. 

2.12 Further discussion on judgement consistency 

2.12.1 Introduction 

Judgement consistency plays an important role in the method of paired 

comparisons. When a judge compares pairs of a set of objects and the set of 

pairwise comparisons are not in conflict with each other then the set of 

judgements is said to be internally consistent. For example, if there are three 

objects, namely, T1, T2 and T3 and each of the possible pairs of the three 

objects are compared. If the judge prefers T1 to T2 and prefers T2 to T3 then by 

deduction the judge would be expected to prefer T1 to T3. If this is the case then 

the set of pairwise preferences is said to be consistent. If, however, instead the 

judge prefers T3 to T1 then the set of pairwise preferences is inconsistent. 

For the purpose of this thesis, and following David (1987), this concept is 

referred to as internal consistency. It is worth noting that internal consistency is 

different from that of agreement between a set of judges or a judge and a �true 

ranking�, which is often referred to as rater agreement or external consistency.  

A number of different ways of measuring internal and external consistency are 

documented � Kendall and Babington Smith (1940), David (1987) and Kaiser 

and Serlin (1978) are examples. Schnedder (1980) refers to internal consistency 

as transitivity. Although it is not the intent of this thesis to review such 

measures, it is important to explore the dynamics of internal consistency before 

proceeding to consider the collation for pairwise preferences to return a ranking. 
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2.12.2 Internal consistency and network diagrams 

One way to explore internal consistency is to consider a set of pairwise 

preferences in the form of a linked-node network diagram. Knoke and Kuklinksi 

(1982) and Seneta (1973) provide a good general discussion on linked-node 

network diagrams. A node in the network, as shown in Figure 5, represents 

each object in the experiment. 

Figure 5: Four nodes in a network of comparisons 

If a pair of objects is compared then a link is drawn between the two nodes, as 

shown in Figure 6. In this case object T1 is compared with objects T2 and T4,

object T2 is compared with objects T1 and T3, object T3 is compared with objects 

T2 and T4 and object T4 is compared with objects T1 and T3.

Figure 6: Four nodes linked in a network of comparisons 

The network in Figure 6 shows the design of the experiment. In this case, the 

design is: 

1. incomplete � not all objects are compared with every other object; 

2. balanced � every object is compared with two other objects; and 
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3. connected � every object is linked (directly or indirectly) to every other 

object. 

The network shown in Figure 6 forms a closed circuit, that is, for every pair of 

objects, there is more than one pathway joining one object to the other. For 

example, object T3 is joined directly to T2 but it is also joined indirectly to T2 via 

objects T4 and T1. If the path between objects T3 and T2 is removed (as shown 

in Figure 7) then the network of preferences forms an open circuit. That is, there 

is only one possible path between each pair of objects. Any network of 

preferences may consist of a combination of closed and opened circuits.  

An experiment based on a complete design will be represented by a network 

diagram consisting solely of closed circuits. A closed circuit requires a minimum 

of three objects. David (1988) refers to a closed circuit of three objects as a 

triad and considers this as the building block for a network of preferences. 

Figure 7: An open circuit of comparisons 

If an object is preferred to another object then the link has placed on it an 

arrowhead such that the arrow is pointing to the preferred object, as shown in 

Figure 8. 

Figure 8: Pairwise preferences indicated by arrow direction in a link-node network; 

the arrows point to the preferred object  
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In the example shown in Figure 8, object T1 is preferred to objects T2 and T4,

object T2 is preferred to object T3, and object T3 is preferred to object T4.

Such a set of preferences is said to be consistent and because the design 

forms a closed circuit the consistency can be confirmed by examining the 

network diagram. One can choose any node in Figure 8 and move through the 

network via the links in the direction of the arrows from one node to the next. 

Taking such a path is the same as moving to a more preferred object with each 

step. That is, it is possible to start at any node, follow the arrows to the end of 

the path, which will be object T1, the most preferred object. Moving in the 

opposite direction to the arrows is the same as moving to a lesser-preferred 

object with each step. In the case where every pairwise preference is 

consistent, within the closed circuit there will exist only one endpoint. In Figure 8 

if the path commences at object T4 and follows the direction of the arrows, it is 

not possible to return to object T4, instead the path ends at object T1.

In the case where every pairwise preference is not consistent, within the closed 

circuit there will not exist an endpoint. In the example given below (Figure 9), 

there is an inconsistent judgement, object T4 is directly compared with object T1

and it is preferred to object T1, however, object T4 is also indirectly compared 

with object T1 via objects T3 and T2 and this indirect comparison suggests that 

object T1 is preferred to object T4 � the reverse of the direct comparison 

between the two objects. Figure 9 shows when there exists an inconsistent 

comparison, the path from any given object returns to that object (when 

following the direction of the arrows) � that is, there is no endpoint.  

Figure 9: Inconsistent pairwise preferences � with no endpoint 
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It is worth noting that inconsistent judgements are different from inconclusive 

judgements. Figure 10 is the same as Figure 8 except that the preference 

between T2 and T3 is reversed. In this case the judgements are not necessarily 

inconsistent but rather they are inconclusive. There exist two endpoints � T1 and 

T3 and it is not possible from this set of pairwise preferences to determine the 

most preferred object � it could be either T1 or T3.

Figure 10: Inconclusive pairwise preferences � with two endpoints 

The existence of an inconsistent pairwise preference can only be detected in 

cases where objects are linked to each other to form a complete circuit. In 

Figure 9, the linkages (regardless of the arrows) between the objects form a 

closed circuit. If a group of objects is linked but does not form a closed circuit, 

then it is not possible to detect an inconsistent judgement. In Figure 11, object 

T5 has been added to the experiment. Object T5 has only been compared with 

object T1. Therefore, the network in Figure 11 consists of two components: a 

closed circuit (between objects T1, T2, T3, and T4) and an open circuit between 

objects T1 and T5. Given that object T1 and T5 form an open circuit, it is not 

possible to determine whether the comparison between these two objects is 

consistent. 

Figure 11: Inconsistent pairwise preferences and an incomplete circuit 
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Whilst it is possible to detect the existence of an inconsistency within a closed 

circuit of comparisons, it is not always possible to determine which 

comparison(s) is(are) inconsistent. In Figure 9, any one of the four comparisons 

(in the closed circuit) could be reversed to form a set of consistent preferences.  

An important point that will be used from this discussion in later chapters of this 

thesis is:  

A pairwise preference does not necessarily �sit� in the network of 

preferences in isolation from all other pairwise preferences. Rather, it is 

usually related to other pairwise preferences within the network. 

2.12.3 The outcome of internal inconsistency � ties in the final 

ranking 

A lack of internal consistency may cause collation methods to produce tied 

rankings. In cases where there exist inconsistent judgements within a circuit of 

the network, such as in Figure 9, it is not possible to reach the end of a path (of 

that circuit) and hence it is not possible to identify the most preferred object 

(within that circuit). The objects within a closed circuit that contains an 

inconsistency are scored equally and hence are given the same ranking. 

Existence of inconsistent pairwise preferences does not necessarily mean that 

collation of a set of preferences cannot return a plausible ranking. However, it 

does mean the final ranking may contain ties.  

It is important to note that a tied ranking does not necessarily indicate the 

existence of inconsistent pairwise preferences � if a judge cannot decide 

between a pair of objects then it is possible for the collated ranking to include 

ties. Further, if insufficient pairs of objects are compared, then it may not be 

possible to produce a ranking without ties due to a lack of discriminatory 

information. 
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3 Overview of methods for collating paired 

comparison data for complete balanced 

designs 

3.1 Introduction 

Provided in this chapter is an overview of three methods of collating paired 

comparison data for designs that are complete: 

1. The row-sum method; 

2. The Bradley-Terry model; and 

3. The Kendall-Wei method. 

For each method, a description of the method is given and a simple example is 

worked. The same example is used for each method to provide a comparison of 

the methods in terms of the final ranking of the objects.  

The matrix below, matrix A1, is the example, which is used to illustrate the 

following methods. In this example, there are five objects to be ranked, namely 

objects T1 to T5. There is one judge who has compared each object with every 

other object, but only once. As stated earlier, A1 is a matrix of preferences, for 

example, the judge prefers object T1 over objects T2, T3 and T4, but prefers T5

over T1. For simplicity there are no ties in this particular example.  

Example A1: A matrix of preferences for a five-object experiment � complete 

design 

A1 =

0 1 1 1 0
0 0 1 1 1
0 0 0 1 1
0 0 0 0 1
1 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

A1 is equivalent to the matrix of paired comparison probabilities, P, since each 

pairwise comparison is made only once. In other words, using the symbology 

introduced in Chapter 2, A1 is equal to P1.

The judge in this particular example is inconsistent. The judge prefers object T1

over objects T2, T3 and T4, and objects T2, T3 and T4 are all preferred over 
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object T5, however, the judge does not prefer T1 to T5 as would be expected. 

This inconsistency has been included to illustrate its effects on the following 

collation methods. 

Recall that this thesis is focused on obtaining a ranking of objects on the 

continuum of interest rather than obtaining estimates of the relative location of 

each object on the continuum. Of course, a number of the methods presented 

provide an estimate of the relative location of each object on the continuum, s, 

from which a ranking is obtained. There are a number of references in the 

literature that extend the methods presented in this chapter to refine the 

estimation of the location of each object on the continuum, for example, Davison 

et al (1995), Daniels (1969) and Guttman (1946), but importantly these 

references do not advance the results of the methods in terms of the ranking. In 

this thesis the ranking of object Ti is ranki.

It is worth noting that when A1 is subjected to the row-sum and Bradley-Terry 

collation methods described in this chapter the diagonal elements are set to 

zero. 

The collation method of Kendall-Wei (Kendall, 1955) replaces the diagonal 

elements in A1 with ½, such that A1 is rewritten as: 

A1 =

1 1 1 1 0
2

10 1 1 1
2

10 0 1 1
2

10 0 0 1
2

11 0 0 0
2

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

3.2 The basic model - row sum scores 

The row-sum scores method, or row-sum method, is presented or mentioned in 

a number of forms, for example, in Kendall (1955) and in David (1987). 

However, it appears to be first presented in Thurstone (1927b). Thurstone 

applies the method to rank a set of 19 criminal offences in terms of relative 

seriousness. 

In the case of a complete design, the n objects can be ranked based on the 

average of the pairwise preference probabilities. The average pairwise 
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preference probability for Ti is denoted as πi and is the average of the n-1 

pairwise preference probabilities, πi1 to πin, for Ti. In other words, πi represents 

the average proportion of comparisons for which Ti is preferred and is given by: 

 

( 1)

n

ij
j i

i n

π
π ≠=

−

∑
(3.1) 

 

The estimate, pij, for each pairwise preference probability, πij, is simply the 

number of times object Ti is preferred to object Tj divided by the number of 

times the two objects are compared.  

Since n is a constant, the ranking based on these average probabilities is 

equivalent to the ranking returned by simply summing the entries across the 

columns for each row of the matrix of preference probabilities, P. That is, the 

value of the row-sum, rsi for object Ti, is simply the sum of the entries in row i of 

P as given by:

n

i ij
j i

rs p
≠

=∑ (3.2) 

 

The rsi are referred to as the row-sum scores and are used to give the ranking 

of the set of objects. Similarly, the estimate, pj, for πi, is given as: 

 
( 1) ( 1)

n

ij
j i i

i
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≠= =
− −

∑
(3.3) 

 

The simplicity of the row-sum method means that a consistent ranking is 

returned only if: 

1. every possible comparison is made; and 

2. every comparison is consistent in relation to every other comparison. 
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By definition, a consistent ranking is one that agrees with each of the pairwise 

preferences used to construct the ranking. For example, if object Ti is ahead of 

object Tj in the ranking then the ranking is considered consistent if pij > 0.5. If pij

is less than 0.5 then Tj was preferred more often than Ti when the two objects 

were compared, which would be at odds with the final ranking of Ti ahead of Tj.

This inconsistency could result because of inconsistency in the pairwise 

preferences made between Ti and Tj, or it could result from other pairwise 

inconsistencies involving Ti and other objects, or Tj and other objects. 

The row-sum method also does not take into account the relative strength of the 

competition. Two objects, Ti and Tj, such that rsi = rsj are ranked the same, 

even if object Ti is preferred over objects that tended to be more highly 

preferred when compared with those to which object Tj is preferred. 

In essence, the row-sum method only looks at the first layer of the network of 

preferences. That is, individual comparisons are considered in isolation. As such 

the method does not recognise inconsistent judgements, or in the case of an 

incomplete design, strength of competition.  

In the example given by matrix A1, each pair of objects is compared once. 

Hence, the estimated pairwise preference probabilities, pij, equal either one or 

zero. 

Table 2 shows the results of applying the row-sum method to example A1.

Table 2: Results of applying the row-sum method to A1

Object rsi pi Rank 

T1 3 3/4 1 

T2 3 3/4 1 

T3 2 2/4 3 

T4 1 1/4 4 

T5 1 1/4 4 

The ranking of object T5 as equal last may be considered unfair, since the object 

is preferred over object T1, which is in turn preferred to the other three objects. 

Judgement inconsistency is not accounted for in the row-sum method. 
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3.3 Bradley-Terry Model � Maximum Likelihood 

Bradley and Terry (1952) present a model for the method of paired comparisons 

based on (traditional) incomplete block designs. For n objects, T1...Tn, each pair 

is compared m times. Each object is assumed to have a true rating, ßi, on the 

subjective continuum of interest. However, Bradley and Terry do not use the 

same continuum to that of Thurstone. Instead, the continuum is �specialised� 

(Bradley and Terry, 1952, page 325) by adding the constraint that the sum of 

the ßi equals one. In words, the ßi can be thought of as the intrinsic worth of 

object Ti and Bradley and Terry propose that the probability of object Ti being 

preferred to object Tj is equal to: 

 
ßPr( )

(ß ß )
i

i j ij
i j

T T π> = =
+

(3.4) 

 

The concept of equation (3.4) is actually based on the idea that the ratio of the 

proportion of times that object Ti is preferred to object Tj is modelled to equal 

the ratio of the worth of Ti and Tj (Brunk, 1960). That is, the ratio of ij

ji

π
π

should 

equal 
ß
ß
i

j

as shown in equation (3.5).  
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Given that sum of πij and πji equals one, equation (3.5) can be rewritten as 

equation (3.6).  

 
ß
ß (1 )

iji

j ij

π
π

=
−

(3.6) 

 

Equation (3.6) can be rewritten as equation (3.7). 
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ß1 1
ß
j

ij iπ
= + (3.7) 

 

Taking the inverse of equation (3.7) gives equation (3.4). 

Bradley and Terry assume that the comparisons are made independently, such 

that the probability of object Ti being preferred over object Tj for aij times out of 

the m times that the two objects are compared is given by the binomial model: 
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ij i j i j
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(3.8) 

 

Each comparison of object Ti with object Tj is a Bernoulli trial. The likelihood 

function for the vector of worth, ß, for the n objects is the product of the 

( 1)
2

n n⋅ −
probabilities of equation (3.8) and given as (Bradley and El-Helbawy, 

1976): 
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where 
1

n

iji

m
C

a<

⎛ ⎞
= ⎜ ⎟

⎝ ⎠
∏ and rsi is the total number of times object Ti is preferred in 

the experiment (in other words, rsi is the row sum score for object Ti based on 

the A matrix, as given by equation (3.10)). 

 
n

i ij
j i

rs a
≠

=∑ (3.10) 

 

Differentiating log L with respect to ßi and setting the derivative to zero gives the 

maximum likelihood estimates bi of the ßi as: 
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Equation (3.11) can be rearranged an expressed as: 
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The system is solved iteratively using a set of initial solutions (0) (0) (0)
1 2( , , ..., )nb b b .

For the first iteration the estimate of bi is given by equation (3.13). 
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The iterative process continues until the difference between ( 1)r
ib
+ and ( )r

ib is 

sufficiently close. 

Dykstra (1960) suggests that reasonable initial estimates of bi are obtained by 

assuming that the bj for all objects excluding object Ti are not too different so 

that: 
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Upon substituting this value into equation (3.13), the initial estimates are given 

by: 
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David (1988) notes that the ranking returned by the Bradley-Terry method is the 

same as that of the row sum method. If i jrs rs> then: 

 0
n n

ji
i j

k i k ji k j k

bbrs rs m
b b b b≠ ≠

⎛ ⎞
< − = −⎜ ⎟⎜ ⎟+ +⎝ ⎠

∑ ∑  (3.16) 

 

Cross-multiplying the terms inside the brackets of equation (3.16) gives: 

 
,

( )
0 ( )
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i j k

i j i j
k i ji j i k j k

b b brs rs m m b b
b b b b b b≠

−
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All the b terms in (3.16) are positive and therefore if rsi - rsj is greater than zero 

then bi - bj must also be greater than zero. That is, bi > bj. This holds true for 

each pair of objects and thus the rank returned by the Bradley-Terry method is 

the same as that of the row-sum method. These two methods are similar in that 

they do not take into account judgement inconsistency. 

Table 3 shows the resulting ranking of the example A1 when applying the 

Bradley-Terry method. The ranking stabilises after the first iteration and is the 

same as the ranking returned by the row-sum method.  

David (1988) notes that the sum of the bi at each iteration does not equal one, 

but to normalise the set of bi at each iteration is not necessary since it is the 

ratio of the bi that is used in the estimation process. 

Table 3: Object ranking returned by the Bradley-Terry method when applied to 

example matrix A1

Object rsi bi(0) Rank (0) bi(1) Rank (1) 

T1 3 0.43 1 0.45 1

T2 3 0.43 1 0.45 1

T3 2 0.20 3 0.19 3

T4 1 0.08 4 0.07 4

T5 1 0.08 4 0.07 4
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3.4 The Kendall-Wei Method  

Kendall (1955) proposes a method based on ranking each object by powering 

the matrix of pairwise preferences, matrix A. This method is an extension of the 

row-sum method, although it should be noted that Kendall uses A rather than P

and therefore does not take into account any possible variation in the number of 

times each pair of objects is compared.  

Kendall notes that for the complete case where the judgements are consistent, 

the row-sum method appears reasonable. However, for each object Ti, the final 

score does not take into account the strength of the other objects that object Ti

defeats. So if there are inconsistent judgements then it could be the case that 

two objects, Ti and Tj, have the same final score, that is, they have the same 

number of wins but the wins of object Ti are over higher ranked objects than 

those of object Tj. That is, the row-sum method does not take into account 

strength of competition. In his 1955 paper Kendall provides an example where 

an anomalous ranking is returned, based on the row-sum scores, due to 

inconsistent judgements.   

In considering this problem, Kendall starts off with the row-sum method, but 

uses a slightly different notation by considering the row-sum score for an object 

as the number of �wins� for that object. That is, a preference is considered to be 

a win and a non-preference is considered to be a loss. In matrix notation, the 

vector of wins, w is of length n and can be defined by: 

 =w A1 (3.18) 

 

where 1 is an n by 1 vector of ones. Kendall includes a value of ½ in A along the 

diagonal for completeness. Including ½ along the diagonal obviously does not 

change the final ranking based on the number of wins, which are the row-sum 

scores plus ½, since it is simply a constant that is added to the final score of 

each object.  

The vector w provides the basis of ranking the objects. Kendall also refers to 

the vector w as the vector of scores and this vector is equivalent to the row sum 

scores introduced earlier.  

Kendall introduces a procedure developed by Wei, from his unpublished thesis 

of 1952, which �powers� the matrix A. Kendall states that Wei suggests the final 

score for object Ti is the sum of the wins of the other objects that Ti defeats plus 
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half of the score of every object with which Ti ties (including itself). In this case, 

the vector of final scores, w(2) is given by squaring matrix A, such that:  

 (2) 2= =w Aw A 1 (3.19) 

Essentially, the resulting score for each object takes into account the strength of 

the other objects that the object defeats. The more an object is preferred to (or 

defeats) objects with high w values, the higher the final score of the object. In 

other words, the powering process rewards objects that are preferred to objects 

that are themselves highly preferred.  

Kendall considers the possibility of applying this process more than once. The 

re-allocating of the scores in this way simply means the vector of final scores is 

equal to powering the matrix A, such that: 

 ( )r r=w A 1 (3.20) 

 

for r=1,2,3,� The final value of r represents the case when the ranking inferred 

from the scores stabilises. Kendall makes no mention of the number of 

iterations required before a stable ranking is returned but it seems intuitive that 

a stable ranking is returned after n-1 iterations if the pairwise preferences are 

reasonably consistent � this means that every object has had at least the 

opportunity to be indirectly compared with every other object. If there is a high 

degree of inconsistency then it may be the case that the method does not 

converge on a stable ranking. 

In words, the score for a given object is equal to the sum of the wins of the wins 

of the wins etc, of the objects directly compared with the object. Equation (3.20) 

can be rewritten as 

 ( ) ( 1)r r−=w Aw  (3.21) 

 

Powering the matrix of preferences can be thought of as filtering through the 

network of preferences and in turn considering each preference in comparison 

to other preferences. 

Returning to the example set of preferences, A1, at the completion of four 

iterations the ranks stabilise to give a final rank order of 1, 2, 4, 5, 3 compared 

with 1, 1, 3, 4, 4 from the row-sum method (Section 3.2). Table 4 shows the 

resulting powered matrix of preferences at the completion of each iteration and 
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Table 5 shows the scores after each iteration. Note that the vector of scores at 

the completion of the first iteration is equal to the row-sum scores (providing the 

matrix A equals P). The ranks based on the scores at the completion of each 

iteration are provided in Table 6. When compared with the final ranking of the 

row-sum method, the ranking returned by the Kendall-Wei method has broken 

the tie between T1 and T2 as well as the tie between T4 and T5.

Table 4: The resulting powered matrix of preferences after each iteration applying 

the Kendall-Wei method to example A1

A1

0.5 1 1 1 0
0 0.5 1 1 1
0 0 0.5 1 1
0 0 0 0.5 1
1 0 0 0 0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

2
1A

0.25 1 2 3 3
1 0.25 1 2 3
1 0 0.25 1 2
1 0 0 0.25 1
1 1 1 1 0.25

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

3
1A

3.125 0.75 2.25 4.75 7.5
3.5 1.125 1.75 3.25 4.75
2.5 1 1.125 1.75 2.25
1.5 1 1 1.125 0.75

0.75 1.5 2.5 3.5 3.125

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

4
1A

9.0625 3.5 5 8.5 11.5
6.5 4.0625 5.5 8 8.5
3.5 3 4.0625 5.5 5
1.5 2 3 4.0625 3.5
3.5 1.5 3.5 6.5 9.0625

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦
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Table 5: The resulting scores after each iteration applying the Kendall-Wei method 

to example A1

Object wi (1) wi (2) wi (3) wi (4) 

T1 3.5 9.25 18.375 37.5625 

T2 3.5 7.25 14.375 32.5625 

T3 2.5 4.25 8.625 21.0625 

T4 1.5 2.25 5.375 14.0625 

T5 1.5 4.25 11.375 24.0625 

Table 6: The resulting ranks after each iteration applying the Kendall-Wei method 

to example A1

Object Rank(1) Rank (2) Rank (3) Rank (4) 

T1 1 1 1 1

T2 1 2 2 2

T3 3 3 4 4

T4 4 5 5 5

T5 4 3 3 3

In comparison with the ranking returned by the row-sum method, the rank of 

object T5 has improved and objects T3 and T4 have been relocated down the 

ranking list. Although objects T5 and T4 have the same number of direct wins, 

object T5 is rewarded for defeating object T1, whereas T4 was beaten by T1. That 

is, the method takes into account the relative strengths of the objects with which 

each object is compared. 

3.5 Summary 

The discussion presented in this chapter shows that the ranking of a set of 

objects returned by the row-sum method and the Bradley Terry method are 

identical. Further, the ranking returned by the Kendall-Wei method is identical to 

the row-sum and Bradley-Terry methods only if the judgements are consistent. 

If there are inconsistencies in the set of judgements then the ranking returned 
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by the Kendall-Wei method may be different to the ranking returned by the row-

sum and Bradley-Terry methods. The key difference is that the Kendall-Wei 

method does not simply consider the direct paired comparisons; rather it 

considers the indirect paired comparisons. This is particularly important in cases 

where there is inconsistency in the judgements because the Kendall-Wei 

method takes into account information available from the indirect comparisons 

which in turn may provide a more sensible ranking. This is shown by applying 

the methods to the example matrix A1.

Table 7 shows the resulting ranking returned by each of the three methods 

when applied to example A1. The Kendall-Wei method breaks the tie between T1

and T2 apparent in the ranking returned by the row-sum and Bradley-Terry 

methods. Although T1 and T2 are directly preferred to three other objects each, 

and hence each has a row-sum score of three, they are not preferred to the 

same three objects. Further, the average strength (or ranking) of the three 

objects to which each of T1 and T2 is preferred is different. T1 is preferred to 

three objects that tend to have a higher ranking than the three objects to which 

T2 is preferred. This is why the Kendall-Wei method has placed T1 ahead of T2

in the final ranking. 

In comparison with the ranking returned by the row-sum method, the rank of 

object T5 has improved and objects T3 and T4 have been relocated down the 

ranking list. Although objects T5 and T4 have the same number of direct wins, 

object T5 is rewarded for defeating object T1.

Although the example matrix of preferences, A1, is quite simple, the application 

of the three methods does show important differences between the Kendall-Wei 

methods and the row-sum and Bradley-Terry methods with regard to the extent 

to which the information contained in A1 is used. The Kendall-Wei method 

makes use of information contained in the indirect preferences � this logically 

seems to be an improvement on the other two methods in terms of estimating 

the true ranking of the objects. 



49

 

Table 7: The resulting ranks applying the Row-sum, Bradley-Terry and Kendall-

Wei methods to example A1

Rank   

Object Row-sum Bradley-Terry Kendall-Wei 

T1 1 1 1

T2 1 1 2

T3 3 3 4

T4 4 4 5

T5 4 4 3
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4 Collation methods of paired comparison 

data for incomplete balanced designs 

4.1 Introduction 

Provided in this chapter is a critical review of methods for collating paired 

comparison data that are documented thus far in the research literature for 

incomplete balanced designs. The specific methods considered here are: 

1. An extension of the Maximum Likelihood Bradley-Terry model � Dykstra 

(1960); 

2. A least squares method - Kaiser and Serlin (1978); 

3. A balance between power and weakness � Ramanujacharyulu (1964); 

4. Ability � Cowden (1974); 

5. An extension of the Kendall-Wei Method � David (1987). 

For each method, a description of the method is given and a simple example is 

worked. The same example is used for each method to provide a comparison.  

The matrix below, A2, is the example that is used to illustrate the following 

methods. In this example, there are five objects ranked, namely objects T1 to T5.

For simplicity, there is only one judge who has made five of the 10 possible 

comparisons. The judge has compared: 

1. T1 and T3, and preferred T1;

2. T1 and T5, and preferred T5;

3. T2 and T4, and preferred T2;

4. T2 and T5, and preferred T2; and 

5. T3 and T4, and preferred T3.
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Example A2: A matrix of preferences for a five object experiment � incomplete 

balanced design 

A2 =

0 0 1 0 0
0 0 0 1 1
0 0 0 1 0
0 0 0 0 0
1 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

The design is balanced in the sense that each object is compared with the same 

number of other objects � in fact two other objects - and each comparison that 

is made, is made once. That is, ci equals two for all Ti and mij equals one for the 

pairs of Ti and Tj that are compared. 

It should be noted that the method of Kaiser and Serlin (1978) uses a different 

form of matrix A2. For this method a loss is denoted by a negative number, such 

that aij = -aji. The alternative form of matrix A2 is given below as matrix A2KS.

A2KS =

0 0 1 0 1
0 0 0 1 1
1 0 0 1 0
0 1 1 0 0
1 1 0 0 0

−⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥−
⎢ ⎥− −⎢ ⎥
⎢ ⎥−⎣ ⎦

The method of Ramanujacharyulu (1964) also uses a different form of A2. For 

this method the diagonal elements of A are replaced with ones. This alternative 

form of A2 is given below as A2R.

A2R =

1 0 1 0 0
0 1 0 1 1
0 0 1 1 0
0 0 0 1 0
1 0 0 0 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦
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4.2 Dykstra�s extension of the Maximum Likelihood 

Bradley-Terry model 

Dykstra (1960) presents an extension of the Bradley-Terry model (presented in 

Section 3.3). This extension is for designs where there are unequal repetitions 

on pairs, that is, mij is not the same for all pairs of objects. Dykstra (1960) does 

consider the possibility of applying the method to designs where pairs of objects 

are not directly compared, but this is not discussed in any detail.   

For n objects, T1...Tn, each pair is compared mij times where mij ≥ 0 and i < j.

Although some of the mij may equal zero the method requires linkage of all the 

n objects. Each object has true rating, ßi, such that the sum of the ßi equals one 

and such that the probability of object Ti being preferred to object Tj is given by 

equation (3.4), reproduced here as (4.1): 

 

ßPr( )
(ß ß )

i
i j ij

i j

T T π> = =
+

(4.1) 

 

It will be recalled from Section 3.3 that equation (4.1) is based on the idea that 

the ratio of the number of times Ti is preferred to Tj to the number of times Tj is 

preferred to Ti,
ij

ji

π
π

, should equal 
ß
ß
i

j

(Brunk, 1960). 

Like Bradley and Terry (1952), Dykstra assumes that the comparisons are 

made independently, such that the probability of object Ti being preferred over 

object Tj for aij times out of the mij times that the two objects are compared is 

given by: 

 
( ) ( )

ij jia a
ij ji

ij
ij i j i j

m
a

ββπ
β β β β

⎛ ⎞ ⎛ ⎞⎛ ⎞
= ⎜ ⎟ ⎜ ⎟⎜ ⎟⎜ ⎟ ⎜ ⎟+ +⎝ ⎠⎝ ⎠ ⎝ ⎠

(4.2) 

 

The resulting likelihood function for the vector of worth, ß, is given by: 
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where 
1

n
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⎛ ⎞
= ⎜ ⎟

⎝ ⎠
∏ and rsi is the total number of times object Ti is preferred in 

the experiment. 

Differentiating log L with respect to ßi and setting the derivative to zero gives the 

maximum likelihood estimates bi of the ßi as: 
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That is: 
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The system is solved iteratively using a set of initial solutions (0) (0) (0)
1 2( , ,..., )nb b b .

For the first iteration: 

 (1)

(0) (0)( )

i
i n

ij

j i i j

rsb m
b b≠

=

+∑
(4.6) 

 

The iterative process is continued until the difference between ( 1)r
ib
+ and ( )r

ib is 

sufficiently close. 
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Dykstra (1960) suggests initial estimates of bi are obtained by assuming that the 

bi for all objects are reasonably similar and are given by (3.14) which are then 

substituted into (4.6) to give: 

 

(0)

( 1) ( 2)

i
i n

ij i
j i

rsb
n m n rs

≠

=
⎛ ⎞

− − −⎜ ⎟
⎝ ⎠

∑
(4.7) 

 

Table 8 shows the resulting ranking of the example A2 when applying the 

Dykstra method. The ranking stabilises after the second iteration.  

Table 8: Object ranking returned by the Dykstra method when applied to example 

matrix A2

Object rsi bi(0) Rank (0) bi(1) Rank (1) bi(2) Rank (2) 

T1 1 0.20 2 0.20 3 0.20 3

T2 2 1.00 1 1.09 1 1.22 1

T3 1 0.20 2 0.13 4 0.10 4

T4 0 0.00 5 0.00 5 0.00 5

T5 1 0.20 2 0.30 2 0.37 2

4.3 Kaiser and Serlin�s least squares method  

Kaiser and Serlin (1978) present a least squares solution to the method of 

paired comparisons. The method finds a solution when a �great deal� (Kaiser 

and Serlin, 1978, page 423) of comparisons are not made. Kaiser and Serlin 

also suggest that the method of paired comparisons is not constricted to the law 

of comparative judgement but can also be used for quantitative data. These 

authors note that the least-squares solution is first presented in Mosteller 

(1951a and1951b) and also in Gulliksen (1956). However, unlike Schonemann 

(1970), who suggests that more than half the possible pairwise preferences are 

required for the least squares solution to be unique, Kaiser and Serlin (1978) 

suggest that a unique ranking can be returned with less than half the possible 

pairwise preferences completed, providing there is reasonable consistency in 

the judgements. 
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The concept of the difference, dij, between the pair of objects on a continuum is 

considered. This allows the use of quantitative data or more complex 

comparisons - for example, a judge may not only indicate which of a pair of 

objects is the preferred one but also by how much. This difference, dij, between 

the pair of objects on a continuum is similar to the difference between si and sj �

the modal discriminal processes of the two objects introduced in Section 2.7.2. 

However, Kaiser and Serlin (1978) make no explicit direct reference to 

Thurstone�s law of comparative judgement. 

The constraint placed on dij is that dij = - dji.

In its simplest form dij is constrained to equal 1, 0 or -1, which represent win, tie 

and a loss, respectively, on the basis that if a pair of objects is compared, it is 

compared once. In this form, the dij are quite similar to the aij with the exception 

that the sum of dij and dji equals zero, whereas the sum of aij and aji equals one. 

Hence, the requirement for a different specification of the example matrix A2 as 

matrix A2KS. To save confusion with regard to notation, the example matrix A2KS 

is renamed as D2.

D2 = A2KS =

0 0 1 0 1
0 0 0 1 1
1 0 0 1 0
0 1 1 0 0
1 1 0 0 0

−⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥−
⎢ ⎥− −⎢ ⎥
⎢ ⎥−⎣ ⎦

In the case of A2 and D2, both matrices contain the same information � albeit 

expressed slightly differently.   

Kaiser and Serlin (1978) use the concept of difference rather than the number 

of times an object within a pair of objects is preferred, to account for cases 

where the judge is not simply indicating a preference between the two given 

objects but also indicating by how much the object is preferred.  

Kaiser and Serlin state that �ideally, the to be determined scale values, si and sj,

[of objects Ti and Tj,] should be such that i j ijs s d− = for all pairs [of objects] for 

which a dij is observed� (Kaiser and Serlin, 1978, page 423). In other words, the 

theoretical difference between two objects on the continuum should be equal to 

the observed difference between the two objects expressed by the judge and 

this should hold for all pairs of objects in the experiment. This forms the basis of 

the least squares solution. Therefore, the function: 
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 2[ ( )]
n n

ij i j
i j i

E d s s
≠

= − −∑ ∑  (4.8) 

 

is to be minimised with respect to the si. It will be recalled that ci is the number 

of objects with which object Ti is compared. Taking the derivative of equation 

(4.8) with respect to the si gives: 

 
i

2 [ ( )]
s

ic

ij i j
j i

E d s s
≠

∂
= − − −

∂ ∑ (4.9) 

 

For convenience, Kaiser and Serlin define di, such that 
ic

i ij
j i

d d
≠

=∑ . That is, di is 

the sum of the observed differences for Ti, or put another way di is the sum of 

the elements in the ith row of the matrix D. In terms of the standard format of 

the matrix of wins, A, and its transpose, the matrix of losses, B, the value di is 

the row sum of the ith row of A minus the row sum of the ith row of B. Setting 

the derivative of (4.9) to zero and repeating (4.9) for each object, provides a set 

of n simultaneous equations: 
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1 1
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c c
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 (4.10) 

 

Equations (4.10) can be written as: 
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(4.11) 

 

The set of equations in (4.11) is not of full rank and the constraint that the sum 

of the scores of the objects equals zero (i.e. 0
n

i
i
s =∑ ) is used to establish the 

origin of scores at zero on the measurement continuum. Using this condition a 

least squares solution is provided by solving the following set of n equations: 

 

1

1 1 1
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( 1)
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( 1)
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≠ =

+ + =

+ + =

+ + =

∑

∑

∑

(4.12) 

 

Kaiser and Serlin explain that the �mij=0� notation of equation (4.12) indicates the 

summation is only over each object Tj, which is not compared with Ti. This set 

of equations can be rewritten as: 

 =Ks d (4.13) 

 

where: 
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ij ij
i j

k or i j
k c

k k n
= =

= ≠

= +

= =∑ ∑

 

and 

kij = 0 when at least one comparison between Ti and Tj is made, and kij =

1 when there are no comparisons. 

The matrix K is provides a summary of the design of the paired comparison 

experiment, although it is the opposite to a typical design matrix in which ones 

would normally be used to indicate that a pair of objects is compared. 

In the complete case, where every object is compared with every other object, ci

plus 1 equals n for all Ti, and therefore K is given as:  

1 0 0 0 0
0 1 0 0 0
0 0 1 0 0
0 0 0 1 0
0 0 0 0 1

n

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥=
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

K

In the complete case, the solution is given as: i
i
ds
n

= .

In the case of the example D2, the K matrix is: 

K2 =

3 1 0 1 0
1 3 1 0 0
0 1 3 0 1
1 0 0 3 1
0 0 1 1 3

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

The vector of di is (0,2,0, -2,0) and equation (4.13) becomes: 

 

1

2

3

4

5

3 1 0 1 0 0
1 3 1 0 0 2
0 1 3 0 1 0
1 0 0 3 1 2
0 0 1 1 3 0

s
s
s
s
s

⎡ ⎤⎡ ⎤ ⎡ ⎤
⎢ ⎥⎢ ⎥ ⎢ ⎥
⎢ ⎥⎢ ⎥ ⎢ ⎥
⎢ ⎥⎢ ⎥ ⎢ ⎥=
⎢ ⎥⎢ ⎥ ⎢ ⎥−⎢ ⎥⎢ ⎥ ⎢ ⎥
⎢ ⎥⎢ ⎥ ⎢ ⎥⎣ ⎦ ⎣ ⎦⎣ ⎦

 



59

Table 9 shows the resulting scores and ranking when the method of Kaiser-

Serlin is applied to the example D2 (the modified A2). The ranking returned by 

Kaiser-Serlin is the same as the ranking returned by Dykstra ranking. 

Table 9: Results of applying the Kaiser-Serlin method to A2KS 

Object si Rank 

T1 0 3

T2 0.8 1 

T3 -0.4 4 

T4 -0.8 5 

T5 0.4 2 

4.4 Ramanujacharyulu�s method using a balance between 

power and weakness 

Ramanujacharyulu (1964) presents an extension of the Kendall-Wei method. It 

will be recalled that the Kendall-Wei method powers the matrix of paired 

comparisons, matrix A, and this in turn takes into account the strength of 

competition of each object to which the given object is preferred. 

Ramanujacharyulu (1964), without making a direct reference to the paper of 

Kendall (1955) or Wei�s unpublished thesis of 1952, suggests not only powering 

the matrix of preferences, A, but also powering the transpose of A, the matrix of 

losses, B, to give a more balanced approach rather than just considering the 

objects to which each object is preferred. 

In ranking a set of objects, Ramanujacharyulu (1964, page 257) subscribes to a 

�balanced point of view� by �locating the really talented man in the sense that he 

has won over the largest number of opponents but simultaneously he has been 

defeated by only a few opponents�. In other words, Ramanujacharyulu suggests 

that the ranking of the objects should not only take into account the relative 

strength of each object (that is, the wins of the wins etc using the terminology of 

Kendall-Wei) but also take into account the relative weakness of each object 

(that is, the losses of the losses etc adapting the terminology of Kendall-Wei). 

The final score for a given object is the ratio of that object�s power to its 

weakness. Ramanujacharyulu (1964) suggests this ratio can be estimated by 
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taking the ratio of the wins of the wins etc to the losses of the losses etc. This 

ratio can be thought of as a kind of odds ratio. 

Ramanujacharyulu (1964) uses the same approach to Kendall-Wei with regard 

to the powering process. It will be recalled that the Kendall-Wei method returns 

a set of scores as per equation (3.20), repeated below for convenience: 

 ( )r r=w A 1 (4.14) 

 

However, Ramanujacharyulu replaces each diagonal element of A with a value 

of one rather than ½ as done by Kendall-Wei. Further, Ramanujacharyulu also 

powers the matrix of losses, B, in a similar way such that the final vector of 

losses, l, is: 

 ( )r r=l B 1 (4.15) 

 

where r is the iterated power.  

The final vector of scores, s, is the ratio of the powered wins to the powered 

losses: 

 

( )
( )

( )

r
r

r=
ws
l

(4.16) 

 

Similar to Kendall (1955), as powering process continues, that is, as r

increases, the final scores tend to converge to a stable ranking. 

For the example A2, the ranking of the five objects stabilises after three 

iterations. The powered A and B matrices are shown in Table 11 and the final 

scores and rankings are shown in Table 11. 
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Table 10: The resulting powered A and B matrices of preferences after each 

iteration applying the Ramanujacharyulu method to example A2R 

A2R 

1 0 1 0 0
0 1 0 1 1
0 0 1 1 0
0 0 0 1 0
1 0 0 0 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

B2R 

1 0 0 0 1
0 1 0 0 0
1 0 1 0 0
0 1 1 1 0
0 1 0 0 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

A2R2

1 0 2 1 0
1 1 0 2 2
0 0 1 2 0
0 0 0 1 0
2 0 1 0 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

B2R2

1 1 0 0 2
0 1 0 0 0
2 0 1 0 1
1 2 2 1 0
0 2 0 0 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

A2R3

1 0 3 3 0
3 1 1 3 3
0 0 1 3 0
0 0 0 1 0
3 0 3 1 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

B2R3

1 3 0 0 3
0 1 0 0 0
3 1 1 0 3
3 3 3 1 1
0 3 0 0 1

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

Table 11: Calculation of object scores and ranks for three iterations of 

Ramanujacharyulu�s method applied to example A2

Iteration 1 Iteration 2 Iteration 3 

Object wi(1) li(1) si(1) Rank(1

)

wi(2) li(2) si(2) Rank(2) wi(3) li(3) si(3) Rank(3) 

T1 2 2 1.00 2 4 4 1.00 3 7 7 1.00 3 

T2 3 1 3.00 1 6 1 6.00 1 11 1 11.00 1 

T3 2 2 1.00 2 3 4 0.75 4 4 8 0.50 4 

T4 1 3 0.33 5 1 6 0.17 5 1 11 0.09 5 

T5 2 2 1.00 2 4 3 1.33 2 8 4 2.00 2 

For the example A2, the ranking returned by the method of Ramanujacharyulu is 

equal to the ranking returned by Dykstra and Kaiser-Serlin.  The method of 

Ramanujacharyulu and Kaiser-Serlin are similar in that they both take into 

account the strength of the direct competition for each object in terms of the 

wins and losses where as the method of Dykstra only considers the strength of 

competition, that is, the wins. 
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4.5 Cowden�s method for evaluating contestants 

Similar to Ramanujacharyulu (1964), Cowden (1974) presents an extension of 

the Kendall-Wei method. Cowden (1974) suggests that, if mij, the number of 

times objects Ti and Tj are compared, is not constant for each pair of objects or 

is equal to zero from some pairs, then powering the matrix of wins or the matrix 

of losses, but not both, to return a ranking is �illogical� (Cowden, 1974, page 82) 

because the ranking returned by the wins may be different to the ranking 

returned by the losses. The objection is illustrated by example � �it is possible 

for a person of average ability to attain a high ranking � by playing many 

matches, or to suffer a low ranking by playing many matches� (Cowden, 1974, 

page 82).  

The explicit consideration of taking into account the incompleteness and lack of 

balance of a paired comparison experiment in Cowden�s paper is the first found 

by this author � it is worth noting Cowden�s paper was published in 1974. 

Certainly, the collation method described in Ramanujacharyulu (1964) (and 

presented in Section 4.4) by its nature does to some extent take into account 

design incompleteness and imbalance but this does not appear to be the 

motivation for the development of the method. 

Cowden (1974) is not in agreement with taking the ratio of the powered wins 

and losses as described in Ramanujacharyulu (1964) and states that it is 

preferable to consider the final score as the proportion of objects to which the 

object is preferred thus �obtaining at each iteration a tentative estimate of the 

relative ability of each player� (Cowden, 1974, page 82).  

The above statement suggests that Cowden (1974) is proposing the final score 

vector, after iteration r, is equal to the vector of the wins divided by the sum of 

the vector of wins and losses: 

 

( )

( )

r
r

r r=
+
Α 1s

B 1 Α 1
(4.17) 

 

However, this is not the case. For each iteration Cowden (1974) actually adjusts 

each entry in A and B by taking into account the proportion of wins and losses 

for each object, such that: 
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In words, for each iteration, the number of times object Ti defeats object Tj, aij, is 

replaced by the number of times object Ti defeats object Tj multiplied by the 

overall proportion of wins for object Ti. That is, aij becomes ij ia u⋅ . Similarly, for 

each iteration, the number of times object Ti is defeated by object Tj, bij, is 

replaced by the number of times object Ti is defeated by object Tj multiplied by 

the overall proportion of losses for object Ti. That is, bij becomes ij ib v⋅ .

Assigning a value of 0.5 to the initial values of ui and vi is arbitrary but does 

mean that after the first iteration, ui is equal to the proportion of objects to which 

Ti is preferred and vi is the proportion of objects which are preferred to Ti.

Cowden (1974) suggests that the vector of ui
(r) provides a measure of �ability� 

for each contestant. 

The sum of ui and vi equals one for any iteration, and therefore either ( )ru or ( )rv

provides the ranking (or reverse ranking) of the objects at iteration r.

Table 12 shows the manner in which the example A2 and its transpose, B2 are 

modified when applying Cowden�s method for two iterations as well as the 

resulting u and v vectors. The method converges to a stable ranking after two 
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iterations. There is a three-way tie for second place between T1, T3 and T5, even 

though T1 is preferred to T3 and T5.

At face value, the theory of the method does give the impression that it is 

considering the indirect preferences and not just the direct preferences by 

adjusting the elements of A with each iteration to account for the average 

strength of the objects with which each object is compared. However, the 

method is making an adjustment for the average strength of competition only, it 

is not filtering through the network of comparisons as is done by 

Ramanujacharyulu (1964). It is for this reason that Cowden�s method does not 

break the tie in the ranking of the example A2.
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Table 12: The resulting adjusted A and B matrices of preferences and ability 

vectors after each iteration applying the Cowden method to example A2

Iteration 0 Iteration 1 Iteration 2 

A(r) 0 0 1 0 0
0 0 0 1 1
0 0 0 1 0
0 0 0 0 0
1 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0 0 0.5 0 0
0 0 0 0.5 0.5
0 0 0 0.5 0
0 0 0 0 0

0.5 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0 0 0.25 0 0
0 0 0 0.5 0.5
0 0 0 0.25 0
0 0 0 0 0

0.25 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

B(r) 0 0 0 0 1
0 0 0 0 0
1 0 0 0 0
0 1 1 0 0
0 1 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0 0 0 0 0.5
0 0 0 0 0

0.5 0 0 0 0
0 0.5 0.5 0 0
0 0.5 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0 0 0 0 0.25
0 0 0 0 0

0.25 0 0 0 0
0 0.5 0.5 0 0
0 0.25 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

ai(r) Not used 0.5
1

0.5
0

0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0.25
1

0.25
0

0.25

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

bi(r) Not used 0.5
0

0.5
1

0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0.25
0

0.25
1

0.25

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

ui(r) 0.5
0.5
0.5
0.5
0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0.5
1

0.5
0

0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0.5
1

0.5
0

0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

vi(r) 0.5
0.5
0.5
0.5
0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0.5
0

0.5
1

0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

0.5
0

0.5
1

0.5

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

Rank NA 2
1
2
5
2

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

2
1
2
5
2

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦
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4.6 David�s extension of the Kendall-Wei Method  

David (1987) and Andrews and David (1990) present an extension of the 

Kendall-Wei method. David has two issues with the Kendall-Wei method in the 

incomplete case: 

1. For object Ti, the method only takes into account the strength of the 

opposition defeated by object Ti and not the strength of the opposition 

that defeats object Ti. And as Cowden (1974) suggests, the ranking 

based on powering A, the matrix of wins, is not necessarily the same as 

the ranking based on powering B, the matrix of losses (where B is the 

transpose of A).  

2. The method does not account for the imbalance attributed to the 

differences in the number of times each pair of objects is compared. It 

will be recalled that the notation mij is used to represent the number of 

times objects Ti and Tj are compared in an experiment. In a complete 

and balanced design mij = m for all pairs of Ti and Tj. David (1987)  and 

Andrews and David (1990) suggest that using matrix A may often be 

inappropriate as the use of the elements aij may swamp the final scores 

for objects that happen to be involved in a relatively large number of 

comparisons and that their method takes into account the variation in the 

mij.

In the usual case the number of times object Ti defeats object Tj is normalised 

by the number of times that the two objects are compared. The normalised 

number of wins for object Ti over object Tj, denoted pij equals the number of 

times object Ti defeated object Tj divided by the number of times object Ti is 

compared with object Tj. That is, ij
ij

ij

a
p

m
= . Obviously, 1ij ijp p+ = and so 

1ij ijp p= − . In other words, the entries in matrix A are replaced by the observed 

preference probabilities, forming matrix P. In the case where Ti and Tj are not 

compared, pij =0. 

Similar to the Kendall-Wei method, for n objects, the nx1 vector of wins is given 

by w=P1 where 1 is an n by 1 vector of ones. But David also uses l, the nx1 

vector of the number of losses for each of the n objects. Here, the value li is 
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simply the sum of the elements in column i of P or the sum of the elements in 

row i of P'. That is: 

 = 'l P 1 (4.19) 

 

and similarly: 

 (2) 2= 'l P 1 (4.20) 

 

The method suggested by David is defined as: 

the final score for object Ti is the sum of the normalised number of wins 

of objects that Ti defeats plus the normalised number of wins of object 

Ti, minus the sum of the normalised number of losses of objects that 

defeated Ti minus the normalised number of losses for object Ti.

That is, s, the nx1 vector of final scores is: 

 

(2) (2) (1) (1)- -= +s w l w l (4.21) 

where  

(1) =w P1

(2) 2=w P 1

(1) '=l P 1

(2) 2'=l P 1

Equation (4.21) is equivalent to: 

 

2 2- ' - '= +s P 1 P 1 P1 P 1 (4.22) 

 

Recall from the beginning of this chapter that the form of P (and P') used by 

David contains zeros along the diagonal and therefore summing P1 and 2P 1
does not double count the number of normalised wins. 
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David (1987) provides the following list of properties for this method of ranking: 

1. if s* is the vector of scores when the wins and losses are interchanged, 

then s* = -s;

2. the scores sum to zero; and 

3. if the design is incomplete but balanced then s gives the same ranking 

as w.

The method does not take into account the number of objects with which each 

object is compared. That is, an object that is compared with more objects than 

another object is either advantaged or disadvantaged by this method (this issue 

is discussed further in Chapter 5). 

For the example A2, the ranking returned by the method of David, shown in 

Table 13, is equal to the ranking returned by Dykstra, Kaiser-Serlin and 

Ramanujacharyulu.  The three methods are similar in that they take into account 

the strength of the direct competition for each object. 

 

Table 13: Calculation of object scores and ranks for three iterations of David�s 

method applied to example A2

Object wi wi (2) li li (2) si Rank 

T1 1 1 1 1 0 3

T2 2 1 0 0 3 1

T3 1 0 1 1 -1 4

T4 0 0 2 1 -3 5

T5 1 1 1 0 1 2

4.7 Summary 

The discussion presented in this chapter shows that the ranking of the example 

set of objects returned by the methods of Dykstra, Kaiser-Serlin, 

Ramanujacharyulu and David are identical but differ to the ranking returned by 

Cowden. 
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The methods of Dykstra, Kaiser-Serlin, Ramanujacharyulu and David differ from 

that of Cowden in that they do not simply consider the direct paired comparisons 

but also consider the indirect paired comparisons. This is particularly important 

in cases where there is incompleteness in the judgements because the methods 

of Dykstra, Kaiser-Serlin, Ramanujacharyulu and David take into account 

information available from the indirect comparisons which in turn is used to fill in 

the gaps (to a point) and therefore may provide a more sensible ranking. This is 

shown by applying the methods to the example matrix A2.

Table 14 shows the resulting ranking returned by each of the six methods when 

applied to example A2. The methods of Dykstra, Kaiser-Serlin, 

Ramanujacharyulu and David break the tie between T1, T3 and T5 apparent in 

the ranking returned by the Cowden method. Although T1, T3 and T5 are directly 

preferred to one other object each and are directly not preferred to one other 

object each, they are not preferred to the same object. The average strengths 

(or ranking) of the objects to which each T1, T3 and T5 is preferred are different. 

In comparison with the ranking returned by the Cowden method, the tie between 

T1, T3 and T5 has been broken so that T5 has a rank of two, T1 has a rank of 

three and T3 has a rank of four. The ranks of T2 and T4 have not changed when 

comparing the two groups of methods.  

Although the example matrix of preferences, A2, is quite simple, the application 

of the methods does show important differences between the Cowden method 

and the Dykstra, Kaiser-Serlin, Ramanujacharyulu and David methods with 

regard to the extent to which the information contained in A2 is used. The 

Kaiser-Serlin, Ramanujacharyulu, David and Andrews-David methods make use 

of information contained in the indirect preferences � this logically seems to be 

an improvement on the other method in terms of estimating the true ranking of 

the objects. 
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Table 14: The resulting ranks applying the Dykstra, Kaiser-Serlin, 

Ramanujacharyulu, Cowden and David methods to the incomplete balanced 

example A2

Ranking 

Object Dykstra Kaiser-Serlin Ramanujacharyulu Cowden David 

T1 3 3 3 2 3

T2 1 1 1 1 1

T3 4 4 4 2 4

T4 5 5 5 5 5

T5 2 2 2 2 2
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5 A new method to collate pairwise 

preferences from a non-designed 

experiment 

5.1 Introduction 

David (1987, page 432) states that, �there can be no entirely satisfactory way of 

ranking if the number of replications of each object varies appreciably�. Although 

it may not be possible to return an entirely consistent ranking in cases when the 

experimental design lacks balance, it is contended here that it is possible to 

collate a set of pairwise preferences from a non-designed experiment, or 

observational study, to return a satisfactory ranking, providing there is a certain 

level of internal consistency in the judgements. 

In this chapter, the collation methods of Kendall-Wei (Kendall, 1955), 

Ramanujacharyulu (1964), David (1987) and Andrews and David (1990), 

presented in Chapters 3 and 4, are expanded upon to produce a new collation 

method that can be used in paired comparison experiments where there is no 

control over the design of the experiment. 

In exploring such a method the following three goals are considered. For each 

object in an incomplete unbalanced paired comparison experiment: 

1. the final rank of that object should not be affected by the number of other 

objects with which it is compared. In other words, an object that is compared 

with a relatively large (or small) number of other objects should not be 

advantaged or disadvantaged; 

2. the final rank of that object should not be affected by the strength of the 

other objects with which it is compared. In other words, an object that is 

compared with only objects that tend to be placed relatively high (or low) in 

the ranking should not be advantaged or disadvantaged; and 

3. the final ranking should reflect as close as possible the set of direct pairwise 

preferences in which that object is included. In other words, if objects T1 and 

T2 are directly compared in the experiment and object T1 is preferred to 
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object T2, then object T1 should be positioned ahead of object T2 in the final 

ranking returned by the collation method.  

Of course, if there are inconsistent paired comparisons within the experiment 

then it will not be possible to achieve objective three for all pairs of objects � 

that is, the overall ranking will not completely agree with all the individual paired 

comparisons. 

The motivation to develop a collation method of paired comparisons for cases of 

non-design is twofold: 

1. Maximise the use of all available information; and 

2. Account for the lack of balance in the experiment. 

Kendall-Wei (Kendall, 1955), Ramanujacharyulu (1964), David (1987) and 

Andrews and David (1990) begin to consider using all available information in a 

paired comparison experiment and it will be shown in this chapter that the new 

method combines and further develops these methods. 

To date only one method for collating paired comparisons from non-designs has 

been proposed and this is Allen (1992). The method of Allen (1992) is 

presented in Section 5.3 and provides the first steps for accounting for the lack 

of balance in a paired comparison experiment. 

5.2 The choice to further develop the methods of Kendall-

Wei and David  

The new method further develops the method of Kendall-Wei (Kendall, 1955), 

David (1987) and Andrews and David (1990)8 rather than any of the other 

methods presented in the previous chapters. This choice is based on the goals 

stated above which requires that the usage of the information provided in the 

set of pairwise preferences needs to be maximised when collating a ranking. 

Visualising a set of pairwise preferences as a network is helpful to understand 

the motivation of further developing the method of David (1987). For a given 

experiment there exists a set of pairwise preferences, however, these 

preferences are not the only information provided, as noted by Kendall (1955) 

 
8 The methods described in David (1987) and Andrews and David (1990) are identical. Therefore, the reader 

will note that reference is made to David (1987) for the remainder of this chapter. 
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and David (1987). Additional information can be obtained when each preference 

is considered in relation to other preferences within the network. 

Calculating the wins of the wins (and the losses of the losses) in David (1987) is 

equivalent to considering the comparison between a given pair of nodes that are 

linked directly in the network and other comparisons in which those two nodes 

have been involved. In other words, the method can be visualised as starting at 

each node in the network, and for that node progressing to the neighbouring 

nodes with which it is linked and then taking a second �step� to the neighbouring 

nodes of the neighbouring nodes (that are linked). 

The Kendall-Wei method does this �stepping� in one direction only of the 

network. That is, for each node it steps to the neighbouring nodes to which it 

was preferred. However, unlike David (1987), the Kendall-Wei method does this 

stepping more than twice or until the ranking of the objects stabilises. 

The method presented in David (1987) provides a sound basis for further 

developing a collation method when the preferences are from a non-designed 

experiment. David (1987) takes into account the strength of the competition of 

each object by considering the �wins of the wins� and the �losses of the losses�. 

The methods of David (1987) and Kendall-Wei (Kendall, 1955) each have a 

unique strength: 

� David (1987) considers the strength of the competition in terms of 

wins and losses; and 

� The Kendall-Wei method attempts to make use of all available 

information. 

5.3 Accounting for lack of balance  

The method described in David (1987) is not specifically developed for 

experiments involving non-design; instead it is intended for experiments that are 

incomplete but balanced. The method does not take into account the number of 

objects with which each object is compared. It is for this reason that the method, 

as it stands, is not suitable for collating pairwise preferences from an 

experiment where the number of objects with which each is compared varies.  

For example, consider the set of pairwise preferences for seven objects, T1 to 

T7, in matrix A3 below. 
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Example A3: A matrix of preferences for a seven object experiment � incomplete 

unbalanced design (or non-design) 

0 2 0 0 0 1 0
0 0 1 1 1 1 1
0 0 0 1 0 0 0
0 0 0 0 1 0 0
0 0 0 0 0 1 1
0 0 0 0 0 0 1
0 0 0 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥= ⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

3A

This experiment: 

1. is incomplete � each object is not directly compared with all other objects;  

2. is unbalanced � T1 is compared with two objects, T2 is compared with all six 

other objects, T3 is compared with two objects, T4 is compared with three 

other objects, T5 and T6 are compared with four other objects each and T7 is 

compared with three other objects;  

3. includes unequal replication � most pairs of objects, that are compared, are 

compared once; but object T1 is compared twice with object T2; and 

4. is consistent - the set of preferences can also be represented as a link-node 

network diagram, as shown in Figure 12, and this shows that: 

� for any given object it is not possible to start at that object and follow the 

arrows along the paths and return to that object; and  

� there is only one endpoint, T1.
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Figure 12: Representation of example A3 as a link-node diagram 

T1

T2

T3

T4

T5
T6

T7

In its first step, the method of David (1987) standardises each pairwise 

preference based on the number of times each pair of objects is compared. In 

this example, the number of pairwise preferences between T1 and T2 is divided 

by two (the number of times this pair is compared)9. Further, it will be recalled 

that the diagonal elements of A are replaced with zeros as are the empty cells. 

The result of applying these two steps to A3 is P3. For simplicity, this example is 

constructed so that the values in P3 are either zero or one. 

3

0 1 0 0 0 1 0
0 0 1 1 1 1 1
0 0 0 1 0 0 0
0 0 0 0 1 0 0
0 0 0 0 0 1 1
0 0 0 0 0 0 1
0 0 0 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥= ⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

P



The transpose of P3, is the matrix of losses, PI3, and is provided below..

0 0 0 0 0 0 0

I 0 0 0 0 0 0

0 1 0 0 0 0 0
p'- 0 1 1 0 0 0 03-

0 1 0 I 0 0 0

I 1 0 0 1 0 0

0 1 0 0 1 1 0

The example is intentionally constructed in a manner that results in the lower

diagonal of P3 containing only zero values and the upper diagonal containing

ones for the pairs of objects directly compared.

The scores, components of the scores and the rank of the objects applying the

method described in David (1987) to P3 are shown in Table 15.

Table 15: Results of applying the method of David (1987) to P3

Object w, W,(2) It h(2) 5/ Rank

T, 2 6 0 0 8 2

T2 5 5 1 0 9 1

T3 1 1 1 1 0 3

T. 1 2 2 2 -1 4

T5 2 1 2 3 -2 5

T, 1 0 3 3 -5 6

T7 0 0 3 6 -9 7

It is worthwhile considering the ranking in Table 15 from object T,'s point of

view. This object has the opportunity to be compared with two other objects only

(objects T2 and T6). Object T, is preferred over T2, yet it is ranked below T2,

because T2 is compared with all six objects, and is preferred over five of the

objects, it is loaded with more wins than object T,. Given the consistency of the

judgements it would seem more reasonable if object T, is ranked ahead of T2 in

9 It is acknowledged that the reduction of A3 to P3 may result in a loss of information. For example, ifT1 and T2

are compared 20 times and T 1 is preferred to T220 times then this should be reflected in the final ranking
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the final ranking. Object T1 is disadvantaged by not being compared with as

many other objects as object T2. This is an example of the violation of the first of

the three goals considered when developing a new collation method.

Allen (1992) very briefly presents an extension of the method of David (1987).

Allen develops a collation method of paired comparison data that attempts to

account for cases where the design is unbalanced and incomplete by explicitly

taking into account the number of objects with which each object is compared.

Allen (1992) uses the same concept as David (1987), that is, the final score for

an object is:

(5.1 )

However, for each object, the numbers of wins and losses are adjusted based

on the number of objects with which that object is compared. Let c be a vector

of length equal to the number of objects in the experiment where c; is the

number of objects with which object T; has been compared, and let the constant

n, be the maximum value in the vector c. Further, let t be a vector of length

equal to the number of objects in the experiment where t; is equal to n,lc;..

Allen's adjustment to David (1987) is given as:

W(I) =Pt

W(2l = Pw(1)

1(1) = P 't

1(2) =p'l(l)

(5.2)

That is, the more objects with which a particular object is compared the smaller

the value of n/c;, thus reducing the values in P and P' accordingly..

Similar to David (1987), in Allen (1992) the w(2) and 1(2) have no further

adjustment for the number of objects with which each object is compared.. That

is, the adjustment is only applied to the wins and the losses, not to the wins of

the wins and the losses of the losses. Although the adjustments made to W(1)

and 1(1) do flow through to W(2) and 1(2), omitting to adjust W(2) and 1(2) in a similar

way means that an object which is compared with a relatively large number of
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objects, is still likely to be either more highly or lowly ranked than it should be

(depending on whether the object tended to be preferred or not preferred)..

Table 16 summarises the results of applying the method of Allen (1992) to

example P3 . The score of object Tz ranks it ahead of object T" as with David's

method. However, the w, (') of T, is greater than the w/')of Tz - since the wI') of

the objects are multiplied by n.jc; and object Tz is compared with all other

objects whereas object T, is not compared with all other objects. The w'<') of T,

is increased by a multiple of 6/2, whereas the wl) of Tz remains unchanged.

Given that the method of Allen (1992) does not apply the correction to the w(Z)

and 1(2), the W(2) of object Tz has allowed it to be placed ahead of T, in the

ranking ..

Table 16: Results of applying the method of Allen (1992) to P3

Object c; n.jc; wJ1) W,(2) I/,) /j(2) 51 Rank

T, 2 6/2 6 65 a a 12.5 2

T2 6 6/6 5 9.5 1 a 13.5 1

T3 2 6/2 3 2 3 1 1 3

T4 3 6/3 2 3 4 4 -3 4

T5 4 6/4 3 1.5 3 5 -35 5

T6 4 6/4 1.5 a 4.5 4 -7 6

T7 3 6/3 a a 6 8.5 -14.5 7

A logical modification of Allen's method may be the following:

w(l) =Pt

W(2) =Pw(l)t

1(1) = P't

1(2) =P'I(I)t

(5.3)
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That is, the same vector of correction weights (n,/c) is applied to the wins of the

wins and to the losses of the losses

Applying this suggestion to the example yields the results shown in Table 17. It

appears that this alteration adjusts the score of object T1 and moves it ahead of

objecth

Table 17: Results of applying the modified method of Allen (1992) to P3

Object Cj n/Cj w/1l WI!') 1/1) hi') 5, Rank

T,
2 6/2 6 19.5 0 0 25.5 1

T,
6 6/6 5 9.5 1 0 13.5 2

T3
2 6/2 3 6 3 3 3 3

T.
3 6/3 2 6 4 8 -4 4

Ts
4 6/4 3 225 3 75 -5.25 5

TI
4 6/4 1.5 0 4.5 6 -9 6

T7
3 6/3 0 0 6 17 -23 7

5.4 Using all available information from the matrix of

preferences - a proposed new collation method

In this section the proposed new method for collating pairwise preference data

is presented. The new method is very similar in philosophy to David (1987) and

Allen (1992) by accounting for wins and losses in an additive manner. However,

unlike these two methods it is proposed to use all available information in a

manner similar to Ramanujacharyulu (1964). In other words, the proposed

method draws on the fundamentals of David (1987), Allen (1992) and

Ramanujacharyulu (1964).

As will be shown, the new method is a logical step in a progression towards a

collation method that returns a reasonable and robust ranking in cases of

experimental non-design by taking into account in a consistent manner, all the

available information contained in a set of pairwise preferences.

The new collation method takes into account the number of times a pair of

objects is compared (m.) and the number of objects with which each object is
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compared (CI), as well as accounting for missing data by filtering all the way

through the network of paired preferences until the end of each path in the link

node network of preferences is reached. Further, the filtering process is applied

in both directions within the link-node network. The new method does not

consider just the first level of preferences, the direct preferences, but it

considers the wins of the wins of the wins etc and the losses of the losses of the

losses etc.

The new collation method is described below.

Consider n objects which are involved in a non-designed paired comparison

experiment such that each pair of objects (T, and Tj ) is compared mij times and

object Tj is compared with kj other objects. Let Pij be the proportion of times that

object T, was preferred over object Tj and PP be the proportion of times that Tj

was preferred to T" such that Pij + Pj' =1. If Tj and Tj are not compared then Pij

and Pii are set to zero. The pjj values can be represented in the form of a

standard P matrix with the diagonal elements set to zero. Using the wins and

losses notation of David (1987), the score, Sl, of object T, at iteration r is given

by:

S(I) =w!1) - [0), , ,
5(2) =s(l) +W(2) _/(2)

I I 1 J

(5.4)
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In words: 

� )(r
iw is the �normalised number of objects� to which object Ti is preferred 

at iteration r;

� )(r
il is the �normalised number of objects� to which object Ti is not 

preferred at iteration r; and 

� (r)
is is the score for object Ti and is used to return the ranking of the set of 

objects at iteration r and is a measure of the relative strength of the 

object.  

The term �normalised number of objects� is used to refer to the number of 

objects a given object is preferred inferred by the powering process accounting 

for the proportion of times the object is preferred to the objects with which it is 

directly compared and the proportion of time the objects to which the given 

object is preferred to other objects and so on. If each value in the P matrix is 

zero or one then the value of the �normalised number of objects� to which an 

object is preferred or not preferred is a whole number between 0 and n-1. If 

there are values in the P matrix that are not whole numbers then the value of 
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the �normalised number of objects� to which an object is preferred or not 

preferred may not be a whole number between 0 and n-1.  

At iteration r the �normalised number of objects� to which a given object is 

preferred is the number of objects to the given object is preferred inferred by 

taking r steps into the network of preferences. For example, in Figure 13, at 

iteration two it can be inferred that T1 is preferred to T3 by taking two steps in 

the network of preferences from T3 and reaching T1.

The method requires a number of iterations to be completed before a stable 

ranking is returned. The number of iterations required depends on the size and 

design of the experiment and is equivalent to the length of the longest path 

between every possible pair of objects. For example, the longest path in Figure 

13 is from object T4 to object T1, via objects T2 and T3 and is of length three. 

Therefore, two (three minus one) iterations of the proposed method are required 

to return a stable ranking for this particular example. At iteration one, the 

method takes into account the direct comparison between object T4 and object 

T3, at iteration two the method takes into account the indirect comparison 

between object T4 and object T2 (via object T3) and at the third iteration the 

method takes into account the indirect comparison between object T4 and object 

T1 (via objects T3 and T2). At the completion of the third iteration the �filtering� 

along the longest path in Figure 13 is complete and no further information can 

be obtained from the set of data. 

Figure 13: The longest path of preferences in a link-node network is of length 

three from object T4 to object T1

T1

T2

T3

T4
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If the set of preferences is internally consistent, the filtering process effectively 

compares each object to every other object in the experiment. This process 

removes the necessity to �correct� for the number of objects with which each 

object is compared, as required in Allen�s method, thus removing the effects of 

imbalance.   

In the case of internal inconsistency, it may not be possible for the filtering 

process to compare every object with every other object in the experiment, 

depending on the design of the experiment. However, the method does mitigate 

the requirement for correcting for the number of objects compared by cycling 

through the network of preferences. In effect, an object that is part of an 

inconsistent circuit of preferences will be compared to the same number of 

objects as an object located in the main set of preferences � it will be compared 

with a smaller subset of objects, but with a higher frequency (due to the iterative 

process). 

In an experiment of consistent pairwise preferences, the filtering process will 

compare each object with each other object at least once. In an experiment that 

contains some inconsistent pairwise preferences, the filtering process will 

compare each object with a subset of objects more than once, such that each 

object will have the equivalent number of direct plus indirect comparisons 

utilised. 

Continuing with example P3 the proposed method returns a stable ranking after 

the fifth iteration. Although the ranking stabilises after five iterations, the vector 

of scores stabilises after six iterations, however, the changes to the scores 

vector from iteration five to six do not change the ranking as shown in Table 18 

and Table 19. In the example, T1 beats T2 and T6, and loses to no object; T2

beats T3, T4, T5, T6 and T7, and loses to T1; T3 beats T4, and loses to T2; T4

beats T5, and loses to T2 and T3; T5 beats T6 and T7, and loses to T2 and T4; T6

beats T7, and loses to T1, T2 and T5; and T7 beats no object and loses to T2, T5

and T6. The expected ranking of the objects in P3 is T1 T2 T3 T4 T5 T6 T7. This 

expectation is based on the fact that all the pairwise comparisons made in P3

are consistent and the expected ranking does not contradict any of the actual 

direct pairwise preferences in P3. Table 19 shows that the final ranking returned 

by the new method is that which is expected, that is, T1 T2 T3 T4 T5 T6 T7.
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Table 18: Application of the new collation method to example P3 � the resulting w

and l vectors 

Object wi(1) wi(2) wi(3) wi(4) wi(5) wi(6) li(1) li(2) li(3) li(4) li(5) li(6) 

T1 2 6 5 4 3 1 0 0 0 0 0 0

T2 5 5 4 3 1 0 1 0 0 0 0 0

T3 1 1 2 1 0 0 1 1 0 0 0 0

T4 1 2 1 0 0 0 2 2 1 0 0 0

T5 2 1 0 0 0 0 2 3 2 1 0 0

T6 1 0 0 0 0 0 3 3 3 2 1 0

T7 0 0 0 0 0 0 3 6 6 5 3 1
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Table 19: Application of the new collation method to example P3 � the resulting 

score vectors and rankings 

Object si(1) si(2) si(3) si(4) si(5) si(6) Rank(1) Rank (2) Rank (3) Rank (4) Rank (5) Rank (6) 

T1 2 8 13 17 20 21 2 2 1 1 1 1 

T2 4 9 13 16 17 17 1 1 1 2 2 2 

T3 0 0 2 3 3 3 3 3 3 3 3 3

T4 -1 -1 -1 -1 -1 -1 5 4 4 4 4 4 

T5 0 -2 -4 -5 -5 -5 3 5 5 5 5 5 

T6 -2 -5 -8 -10 -11 -11 6 6 6 6 6 6 

T7 -3 -9 -15 -20 -23 -24 7 7 7 7 7 7 

It is worth noting in Table 18 that with each iteration one entry in the w vector is 

reduced to zero, signifying that the method has �reached� the end of all paths 

from the given object. Similarly, with each iteration, an entry in the l vector is 

reduced to zero, signifying that the method has reached the end of all paths to 

the given object. For example, at the completion of the second iteration the 

method has accounted for all objects defeated by object T5 with regard to 

calculating the wins and wins of wins etc for T5. In other words, at the 

completion of the second iteration there are no further wins (direct or indirect) to 

be allocated to T5.

Table 20 compares the rankings of the objects in P3 returned by the methods of 

David (1987) and Allen (1992) with the new method. Although object T1 is 

compared directly with only two other objects, whereas the other objects are 

involved in a greater number of direct comparisons, the filtering process of the 

proposed method allows it to be compared (indirectly) with all other objects, thus 

removing the bias of a relatively small number of comparisons. The methods of 

David and Allen, by virtue that they do not filter all the way through the network 

of preferences, do not allow T1 to be compared with all other objects (even 

indirectly) and therefore rank T1 behind T2 even though T1 is directly preferred to 

T2.



86

Table 20: Rankings returned by the application of methods of David and Allen and 

the new collation method to example P3

Object David Allen New method 

T1 2 2 1

T2 1 1 2

T3 3 3 3

T4 4 4 4

T5 5 5 5

T6 6 6 6

T7 7 7 7

Now consider the example A4 below and represented as a link-node network in 

Figure 14. A4 is the same as A3 but with two exceptions � there is only one 

direct comparison made between T1 and T2 and the preference between T1 and 

T2 is reversed so that T2 is preferred to T1. These changes still yield a set of 

consistent pairwise preferences but as will be shown there is some ambiguity in 

the expected ranking of object T1. In this case, at most each pair of objects has 

been compared once and therefore the P matrix equals the A matrix, that is P4

is identical to A4.

Example A4: A matrix of preferences for a seven object experiment � incomplete 

unbalanced design (or non-design) 

4 4

0 0 0 0 0 1 0
1 0 1 1 1 1 1
0 0 0 1 0 0 0
0 0 0 0 1 0 0
0 0 0 0 0 1 1
0 0 0 0 0 0 1
0 0 0 0 0 0 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥= =⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

A P
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Figure 14: Link-node network representation of A4 � consistent but ambiguous 

pairwise preferences 

T1

T2

T4

T5
T6

T7

T3

Applying David (1987) to A4 produces the results shown in Table 21. The 

collation method of David ties objects T1 and T3 in second place, behind object 

T2.

Table 21: Results of applying the method of David (1987) to P4

Object wi wi (2) li li (2) si Rank 

T1 1 1 1 0 1 2

T2 6 6 0 0 12 1

T3 1 1 1 0 1 2

T4 1 2 2 1 0 4

T5 2 1 2 2 -1 5

T6 1 0 3 3 -5 6

T7 0 0 3 5 -8 7

The new method returns a stable ranking after the fourth iteration. Although the 

ranking stabilises after four iterations, the vector of scores stabilises after six 
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iterations (but the changes to the scores vector from iteration four to six do not 

change the ranking) as shown in Table 22 and Table 23.  

The collation method of David ties objects T1 and T3 in second place, behind 

object T2, whereas the new method ties object T1 with object T4, behind objects 

T2 and T3.

Table 22: Application of the new collation method to example P4 � the resulting w

and l vectors 

Object wi(1) wi(2) wi(3) wi(4) wi (5) wi(6) li(1) li (2) li (3) li (4) li (5) li (6) 

T1 1 1 0 0 0 0 1 0 0 0 0 0

T2 6 6 5 3 1 0 0 0 0 0 0 0

T3 1 1 2 1 0 0 1 0 0 0 0 0

T4 1 2 1 0 0 0 2 1 0 0 0 0

T5 2 1 0 0 0 0 2 2 1 0 0 0

T6 1 0 0 0 0 0 3 3 2 1 0 0

T7 0 0 0 0 0 0 3 5 5 3 1 0

Table 23: Application of the new collation method to example P4 � the resulting 

score vectors and rankings 

Object si(1) si (2) si (3) si (4) si (5) si (6) Rank(1) Rank (2) Rank (3) Rank (4) Rank (5) Rank (6) 

T1 0 1 1 1 1 1 2 2 3 3 3 3

T2 6 12 17 20 21 21 1 1 1 1 1 1 

T3 0 1 3 4 4 4 2 2 2 2 2 2

T4 -1 0 1 1 1 1 5 4 3 3 3 3 

T5 0 -1 -2 -2 -2 -2 2 5 5 5 5 5 

T6 -2 -5 -7 -8 -8 -8 6 6 6 6 6 6 

T7 -3 -8 -13 -16 -17 -17 7 7 7 7 7 7 
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Table 24: Comparison of the rankings returned by the application of method of 

David and the new collation method to example P4

Rank - David Rank  - New method 

T1 2 3

T2 1 1

T3 2 2

T4 4 3

T5 5 5

T6 6 6

T7 7 7

Figure 15 shows the same set of pairwise preferences for example P4, as shown 

previously in Figure 14, but rearranged graphically. The two pairwise 

preferences attached directly to object T1 shows that object T1 is preferred over 

object T6 and is not preferred over object T2. With the lack of other indirect 

preferences for object T1 it would seem plausible for it to have a ranking half 

way between the rankings of T2 and T6 � in this case, equal to the ranking of 

object T4. The new method achieves this expected ranking.  
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Figure 15: Rearrangement of Figure 14 Link-node network for A4 � consistent but 

ambiguous pairwise preferences 
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5.5 The new method and the method of 

Ramanujacharyulu 

The new collation method is similar to that of Ramanujacharyulu (1964) 

(described in Section 4.4). Ramanujacharyulu (1964) takes the ratio of the 

powered wins to the powered losses, whereas the new method takes the 

difference between the powered wins and losses. The difference between the 

two methods may appear subtle but Ramanujacharyulu (1964) is more 

interested in �selecting the leader� (page 257) rather than returning the ranking 

of the entire group of objects. 

Consider all possibilities for a given object involved in a complete and balanced 

20 object experiment � the object could be preferred over all the other 19 
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objects, giving a difference between the wins and losses of 19 (19 wins minus 0 

losses) and a ratio under Ramanujacharyulu�s method of 20 (20 wins/1 loss - 

Ramanujacharyulu assumes an artificial win and loss for each object to remove 

the potential division by zero error). Similarly, all other objects may be preferred 

over the given object, giving a difference between wins and losses of -19 and a 

ratio of wins to losses of 1/20.  

The scores returned after the first iteration from the two methods have different 

ranges. For a 20-object experiment, Ramanujacharyulu�s method has the score 

range of 1/20 to 20 and the new method has the score range of �19 to 19. 

However, it is not simply the difference in score ranges that is important, it is the 

distribution of the scores within the range. The resulting scores for 20 objects in 

terms of the differences between the wins and losses and ratio of wins to losses 

are plotted in Figure 16 for the case of a complete and consistent 20-object 

experiment. A point in the graph represents the intersection of the resulting 

scores, from the two methods, for a given object. Compared with the new 

method, Ramanujacharyulu�s method provides a great deal more discriminatory 

power amongst objects that tend to be preferred more often than not than it 

does amongst those objects which tend to be not preferred more often than not. 

Objects that tend not to be preferred more often than not have a score from 

Ramanujacharyulu�s method between 0.05 and 0. However, the difference 

between the wins and losses, the basis of the new collation method, potentially 

discriminates equally across the preference continuum regardless of whether an 

object is likely to be preferred more often than not. This is an important factor to 

consider if the aim is to return a finite ranking of all objects. 
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Figure 16: Comparison of additive and ratio scores �for complete and consistent 

20 object experiment 
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5.6 Summary 

The new collation method presented in this chapter is influenced by the existing 

methods of Kendall-Wei (Kendall, 1955), Ramanujacharyulu (1964), David 

(1987) and Allen (1992).  

The new method aims to provide a final rank for each object in the experiment 

that is not affected by the number and strength of the objects with which the 

object is compared directly. It does this by powering the P matrix and its 

transpose, until convergence in the ranking is reached, unlike the methods of 

David (1987), Andrews and David (1990) and Allen (1992), which only power 

the matrices once. Powering the P and P' matrices until convergence is reached 

allows each object to be compared, albeit indirectly at times, with every other 

object within the experiment. Allowing each object to be compared with every 

other object removes the bias of an object being directly compared with only a 

subset of objects. 

The new method takes a balanced approach in determining the final ranking of 

all objects by considering the difference in the wins and losses rather than the 

ratio of Ramanujacharyulu (1964), which is more concerned with identifying the 

�winner� of the experiment. 

The new method is empirically evaluated in the following chapter. 
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6 Data simulations � empirical examination 

of the proposed new collation method 

6.1 Introduction 

Provided in this chapter is an empirical evaluation of the new collation method 

and the existing methods of David (1997) and Allen (1992). The purpose of the 

evaluation is two-fold. 

1. It is instructive to compare the performance of the new method with the 

performance of other methods for a variety of cases (such as differing 

numbers of objects, varying degrees of experiment completeness and 

different levels of judgement consistency). A number of small examples 

have been worked in Chapter 5 to compare the new method with the 

methods of David and Allen, but a large evaluation exercise does allow 

for further insights into the performance of the new method. 

2. There are no examples in the literature of large-scale empirical 

examinations of existing collation methods. The term �large-scale� refers 

to experiments with large numbers of objects as well as to a large 

number of experiments or simulations. There are no examples in the 

literature that examine the performance of existing collation methods 

with differing numbers of objects, varying degrees of experiment 

completeness and different levels of judgement consistency. 

A large scale empirical examination will provide answers to questions that 

statistical practitioners may well ask, such as: 

� What percentage of the 
( 1)
2

n n⋅ −
possible preferences need to be 

completed to return a reasonably robust ranking? 

� What is the impact of judgement consistency (or inconsistency) on 

the reasonableness of the returned ranking? 

The evaluation presented in this chapter is based on a Monte Carlo simulation 

of a large number of simulated paired comparison experiments and analysis of 

the returned rankings of the simulated experiments. The simulation allows 
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control over attributes such as experiment size, completeness and judgement 

consistency. 

6.2 Methodology 

6.2.1 Overview 

A large set of simulated paired comparison experiments10 have been generated 

and analysed. 

The simulations are based on varying: 

� the number of objects in the experiment � experiment size (10, 25, 50 

and 100 object experiments are included); 

� the proportion of comparisons to be completed � experiment 

completeness (ranging between 20% and 90% completeness); 

� the consistency of the judgements � judgement consistency (ranging 

between 50% and 100% consistency); and 

� the number of times a given pair of objects is compared � replication 

(experiments either with or without replication of judgements are 

included). 

For each simulated experiment: 

� there is one judge; 

� the true rank of the objects is known; and 

� the probability of the judge preferring the object with the highest true 

rank, from a pair of objects, is known and can be controlled as a 

function of the difference in the true ranks of the two objects. 

A computer program has been written and used to randomly generate a design 

for each experiment, identifying which of the possible pairs of objects are to be 

compared. The computer program then generates a pairwise preference for 

each of the pairs of objects to be compared.  

An element of randomness is introduced into the simulation exercise in two 

ways: 

 
10 In this chapter, the term �experiment� refers to a simulated paired comparison experiment generated by the 

computer program; it does not refer to the simulation exercise in general.  
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1. by randomly generating the design of the experiment, that is, by 

randomly choosing which pairs of objects in a given experiment are to 

be compared by the simulated judge; and 

2. for the simulated experiments in which there is no replication of 

judgements, the computer program uses a probability function, which 

includes an element of randomness, to simulate the judge choosing 

between a given pair of objects.  

A consequence of randomly generating the design for a given experiment is 

that the number of objects and the strength of competition of the objects with 

which a given object is compared in a particular experiment are also random. 

That is, there is no stratification of the number of objects with which an object is 

compared or of the average strength of competition. The experiment size, 

experiment completeness, and judgement replication and consistency are 

controlled and stratified. Within each strata 20 experiments have been 

simulated. 

For each simulated experiment, the set of pairwise preferences is then collated 

using the new collation method as well as the methods of David (1987) and 

Allen (1992) to return three rankings. The returned rankings are then analysed 

and evaluated, in comparison to the known true ranking, based on the three 

goals presented in Chapter 5, repeated below for convenience: 

1. The final rank of an object should not be affected by the number 

of other objects with which it is compared; 

2. The final rank of an object should not be affected by the average 

strength of the other objects with which it is compared; and 

3. The final ranking should reflect as close as possible the set of 

pairwise preferences in which a given object is included. 

 

6.2.2 True and collated rankings 

For the purpose of this evaluation, it is assumed that a group of objects has: 

� a �true ranking� � the theoretical ranking based on some continuum; and 

� a �collated ranking� based on applying a collation method to the 

simulated pairwise preferences. 
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The necessity of these two terms allows for the accounting of subjective 

judgement and is best explained using an example. Consider a set of objects, 

each with a specified weight. Weighing the objects using a set of scales and 

sorting the measurements from heaviest to lightest provides the true ranking of 

the objects based on weight. Asking a judge to compare several pairs of the 

objects by holding each pair of objects in her hands and collating the pairwise 

preferences provides a ranking based on that judge�s observations and the 

particular collation method used. It is possible to compare the collated ranking 

of the judge with the true ranking. For example, if the judge always correctly 

chooses the heavier object of the pair, then the collated ranking should be 

equal to the true ranking. The aim of a paired comparison experiment is to 

estimate the true ranking of a set of objects, therefore the aim of applying a 

collation method to the set of observed pairwise preferences is to produce a 

collated ranking identical to the true ranking. 

6.2.3 Generating the simulated experiments 

A computer program written in Visual Basic (VBA) is used for the simulation 

exercise. A copy of the program code is included on the DVD attached to the 

end of this thesis. For each simulated experiment the computer program uses 

the random number generator available in VBA to randomly generate the set of 

object pairs to be compared. An input to the program is the proportion of 

comparisons to be completed and the program continues to randomly choose 

pairs of objects to be compared until the number of pairs to be chosen is 

satisfied. The program then checks that the randomly generated design of the 

experiment is linked so that each object in the experiment is either linked 

directly or indirectly with every other object. If the design of the experiment is 

not linked then the experiment is disregarded and another experimental design 

is randomly generated. 

The process of randomly generating the design of the experiment is as follows: 

While the proportion of pairs selected is less than the targeted 

proportion of pairs to be compared, the program randomly generates two 

numbers between 1 and n. These two numbers form the pair of objects 

to be compared. If the pair has already been randomly chosen (within 

the particular experiment) then the program makes another random 

selection.  
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The process used to generate the pairs of objects to be included in the design 

allows each object, and each pair of objects, an equal chance of being included 

in the experiment. 

Upon completion of generating the design, the computer program then assigns 

a true rank to each object. For convenience, the objects are assigned a true 

rank in order of their nomenclature � that is, object T1 is assigned the rank of 

one, object T2 is assigned a rank of two, and continuing down the list of objects 

to the final object, Tn, which is assigned a rank of n.

The computer program then simulates a judge making each of the selected 

pairwise preferences. The process used to make each pairwise preference is a 

function of judgement consistency and makes use of the random number 

generator in VBA. If the judgement consistency is set to 100% then the 

simulated judge will always make a judgement consistent with the true ranking. 

That is, the judge will always prefer the object in the pair that has a true rank 

closer to one. If the judgement consistency is set to 50% then the simulated 

judge will always make the equivalent of a purely random guess when choosing 

the object of preference such that on average 50% of the simulated 

preferences will agree with the true ranking and 50% will disagree. 

The impact of judgement consistency is assessed for different levels of 

consistency. While it is relatively straightforward to simulate experiments with 

judgement consistency at the two extremes � that is, with judgements that are 

100% consistent or purely random with regard to the true ranking � there is also 

a need to consider experiments based on judgement consistency in between 

these two extremes. For example, for cases where the judgements are nearly 

always consistent with the true ranking. Therefore, a function is created which 

describes the probability of a consistent judgement for a particular pair of 

objects. This function takes into account the overall consistency of the judge as 

well as the difference in the true ranks of the two objects. 

To maintain a sense of realism in the exercise (and to limit the number of 

simulations) it is assumed that the probability of a consistent judgement 

improves with the difference in the true ranking of a pair of objects. That is, the 

further apart the objects are in the true ranking, the more likely the judge prefers 

the object that has a true rank closer to one. Further, the closer the two objects 

are in the true ranking, the more likely the judgement is to be inconsistent.  
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The probability of a consistent judgement is assumed to be a function of the 

difference in the true ranks of the pair of objects and the overall consistency of 

the judge (that is, the ability of the judge to generally make a judgement 

consistent with the true ranking). The probability function used in the simulation 

exercise is shown for the case of a 100-object experiment in Figure 17. The 

function is given in equation (6.1). The �consistency parameter� term determines 

overall, the level of consistency in judgements for a given experiment, that is, it 

determines the overall percentage of judgements that are consistent with the 

true ranking of the objects.  The results of the probability function have a range 

of 0.5 to 1 inclusive. It is assumed that the probability of a consistent judgement 

has a lower bound of 0.5 - that is, it is assumed that the judge has at least a 

50% chance of making the correct judgement. This is quite a reasonable 

assumption to make; if the chance of a judge making an incorrect judgement is 

greater than 50% then the experiment should exclude that particular judge. 

The probability of a consistent judgement increases with the increasing 

difference between the true ranks of the objects and the increasing consistency 

parameter (labelled cp in equation (6.1)). If the consistency parameter is zero 

then the probability of a consistent judgement is always 0.5 � this is the case 

when a judge makes purely random judgements. At the other extreme, when 

the consistency parameter is set to 1,000 the probability of a consistent 

judgement is 1 regardless of the objects to be compared. The closer the 

consistency parameter is set to 1,000 the greater the probability of a consistent 

judgement11.

11 The value of 1,000 as the upper bound of the consistency parameter is simply a result of the form of the 

probability function. 
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Figure 17: Assumed probability of a judge making a consistent pairwise 

preference given the difference in the true rank of the objects and the consistency 

parameter for a 100 object experiment 
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(6.1) 

where 

pij is the probability of a consistent judgement being made when a judge 

with an overall consistency parameter, cp, compares object Ti and Tj

which have an absolute difference in true ranks of dij.

The relationship between the consistency parameter and the overall resulting 

consistency is shown in Figure 18 and the resulting overall judgement 

consistency for a sample of consistency parameters is shown in Table 25.  
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Figure 18: Percentage of overall judgements consistent with true ranking given 

the consistency parameter of equation (6.1) 
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Table 25: Percentage of overall judgements consistent with true ranking for a 

selection of consistency parameters based on equation (6.1)  

Consistency 

parameter 0.0001 0.01 0.1 0.5 1 2.5 5 7 10 15 25 50 100 500 1000 

Percentage of 

judgements 

consistent with 

true ranking 0.500 0.503 0.525 0.602 0.670 0.782 0.862 0.894 0.922 0.946 0.968 0.985 0.994 1.000 1.000 

The probability function described in equation (6.1) is not taken from the 

literature and undoubtedly could be refined. However, the purpose of the 

simulation exercise, and part of this thesis, is to assess the performance of the 

given collation methods under different scenarios. It is not the objective of the 

simulation exercise, or this thesis, to develop functions that describe the 

probability of a consistent judgement, which are considered to be more complex 

and varied depending on the continuum on which the objects are being ranked. 

The probability function described in equation (6.1) is a reasonable function to 

assume for the purpose of the simulation exercise.  

6.2.4 The simulated experiments 

The simulation exercise has been completed in three broad stages.  

In the first stage, the overall judgement consistency is set to 100%. That is, all 

judgements simulated are consistent with the true ranking of the objects. Given 



101

that each judgement is consistent there is no need to replicate the judgements 

and hence any judgement that is to be made, is made once. This will result in 

an A matrix with entries equal to either one or zero � and hence A=P.

The random component of stage one is limited to the design of the simulated 

experiments.  

A total of 640 experiments are simulated in the first stage of the simulation 

exercise as shown in Table 26.  

The second stage investigates the impact of varying degrees of judgement 

consistency but with the constraint that the number of times each judgement is 

made is either zero or one. This will result in an A matrix with entries equal to 

either one or zero � and hence A=P. The computer program uses equation (6.1) 

and the VBA random number generator to determine if the judgement is 

consistent or not. Therefore there are two components of randomness in stage 

two � the design of experiments and the probability of a consistent judgement. 

A total of 1,600 experiments are simulated in the second stage of the simulation 

exercise as shown in Table 27 and Table 28. 

The third stage also investigates the impact of varying degrees of judgement 

consistency but with replication of the judgements. It is assumed that there is 

sufficient replication of each judgement to be made so that the observed pij will 

be given by equation (6.1). The computer program in this stage of the 

simulation does not require the use of the VBA random number generator to 

simulate the judgement process. Therefore, the random component of stage 

three is limited to the design of the simulated experiments. 

A total of 1,600 experiments are simulated in the third stage of the simulation 

exercise as shown in Table 29 and Table 30. 

The number of objects to be ranked in each experiment varies in stage one and 

is set to 10, 25, 50 or 100. The purpose of varying the size of the experiments is 

to assess the different performance of the collation methods. However, for 

stage two and three the number of objects ranked in each experiment is set to 

100 � this is done to contain the number of simulations to a manageable level. 

Within each of the three stages, the experiment completeness, the overall 

proportion of possible comparisons to be completed, is also varied and is set to 

either 10%, 20%, 30%, 40%, 50%, 60%, 70%, 80% or 90%. 
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Judgement consistency is varied for stages two and three. The consistency 

parameter is set to 0, 0.01, 1, 2.5, 5, 10, 15, 50, 500 or 1,000 which correspond 

to overall consistencies of 50.00%, 50.27%, 67.00%, 78.22%, 86.19%, 92.16%, 

94.61%, 98.54%, 99.99% and 100% respectively. 

A simulation set is defined by the combination of experiment size, experiment 

completeness, judgement consistency and whether the judgements are 

replicated considered in the analysis. Within each simulation set 20 experiments 

have been simulated. This gives a total of 3,840 experiments generated in the 

simulation exercise. 

 

Table 26: Catalogue of simulations completed for stage one 

Simulation set Number of 

objects 

Experiment 

completeness 

Judgement 

consistency 

Replication of 

judgements 

Number of 

simulations within 

simulation set 

1 10 20% 100% No 20 
2 10 30% 100% No 20 
3 10 40% 100% No 20 
4 10 50% 100% No 20 
5 10 60% 100% No 20 
6 10 70% 100% No 20 
7 10 80% 100% No 20 
8 10 90% 100% No 20 
9 25 20% 100% No 20 
10 25 30% 100% No 20 
11 25 40% 100% No 20 
12 25 50% 100% No 20 
13 25 60% 100% No 20 
14 25 70% 100% No 20 
15 25 80% 100% No 20 
16 25 90% 100% No 20 
17 50 20% 100% No 20 
18 50 30% 100% No 20 
19 50 40% 100% No 20 
20 50 50% 100% No 20 
21 50 60% 100% No 20 
22 50 70% 100% No 20 
23 50 80% 100% No 20 
24 50 90% 100% No 20 
25 100 20% 100% No 20 
26 100 30% 100% No 20 
27 100 40% 100% No 20 
28 100 50% 100% No 20 
29 100 60% 100% No 20 
30 100 70% 100% No 20 
31 100 80% 100% No 20 
32 100 90% 100% No 20 
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Table 27: Catalogue of simulations completed for stage two 

Simulation set Number of 

objects 

Experiment 

completeness 

Judgement 

consistency 

Replication of 

judgements 

Number of 

simulations within 

simulation set 

1 100 20% 50% No 20 
2 100 30% 50% No 20 
3 100 40% 50% No 20 
4 100 50% 50% No 20 
5 100 60% 50% No 20 
6 100 70% 50% No 20 
7 100 80% 50% No 20 
8 100 90% 50% No 20 
9 100 20% 50.27% No 20 
10 100 30% 50.27% No 20 
11 100 40% 50.27% No 20 
12 100 50% 50.27% No 20 
13 100 60% 50.27% No 20 
14 100 70% 50.27% No 20 
15 100 80% 50.27% No 20 
16 100 90% 50.27% No 20 
17 100 20% 67.00% No 20 
18 100 30% 67.00% No 20 
19 100 40% 67.00% No 20 
20 100 50% 67.00% No 20 
21 100 60% 67.00% No 20 
22 100 70% 67.00% No 20 
23 100 80% 67.00% No 20 
24 100 90% 67.00% No 20 
25 100 20% 78.22% No 20 
26 100 30% 78.22% No 20 
27 100 40% 78.22% No 20 
28 100 50% 78.22% No 20 
29 100 60% 78.22% No 20 
30 100 70% 78.22% No 20 
31 100 80% 78.22% No 20 
32 100 90% 78.22% No 20 
33 100 20% 86.19% No 20 
34 100 30% 86.19% No 20 
35 100 40% 86.19% No 20 
36 100 50% 86.19% No 20 
37 100 60% 86.19% No 20 
38 100 70% 86.19% No 20 
39 100 80% 86.19% No 20 
40 100 90% 86.19% No 20 
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Table 28: Catalogue of simulations completed for stage two (continued) 

Simulation 

set 

Number of 

objects 

Experiment 

completeness 

Judgement 

consistency 

Replication of 

judgements 

Number of 

simulations within 

simulation set 

41 100 20% 92.16% No 20 
42 100 30% 92.16% No 20 
43 100 40% 92.16% No 20 
44 100 50% 92.16% No 20 
45 100 60% 92.16% No 20 
46 100 70% 92.16% No 20 
47 100 80% 92.16% No 20 
48 100 90% 92.16% No 20 
49 100 20% 94.61% No 20 
50 100 30% 94.61% No 20 
51 100 40% 94.61% No 20 
52 100 50% 94.61% No 20 
53 100 60% 94.61% No 20 
54 100 70% 94.61% No 20 
55 100 80% 94.61% No 20 
56 100 90% 94.61% No 20 
57 100 20% 98.54% No 20 
58 100 30% 98.54% No 20 
59 100 40% 98.54% No 20 
60 100 50% 98.54% No 20 
61 100 60% 98.54% No 20 
62 100 70% 98.54% No 20 
63 100 80% 98.54% No 20 
64 100 90% 98.54% No 20 
65 100 20% 99.99% No 20 
66 100 30% 99.99% No 20 
67 100 40% 99.99% No 20 
68 100 50% 99.99% No 20 
69 100 60% 99.99% No 20 
70 100 70% 99.99% No 20 
71 100 80% 99.99% No 20 
72 100 90% 99.99% No 20 
73 100 20% 100.00% No 20 
74 100 30% 100.00% No 20 
75 100 40% 100.00% No 20 
76 100 50% 100.00% No 20 
77 100 60% 100.00% No 20 
78 100 70% 100.00% No 20 
79 100 80% 100.00% No 20 
80 100 90% 100.00% No 20 
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Table 29: Catalogue of simulations completed for stage three 

Simulation set Number of 

objects 

Experiment 

completeness 

Judgement 

consistency 

Replication of 

judgements 

Number of 

simulations within 

simulation set 

1 100 20% 50% Yes 20 
2 100 30% 50% Yes 20 
3 100 40% 50% Yes 20 
4 100 50% 50% Yes 20 
5 100 60% 50% Yes 20 
6 100 70% 50% Yes 20 
7 100 80% 50% Yes 20 
8 100 90% 50% Yes 20 
9 100 20% 50.27% Yes 20 
10 100 30% 50.27% Yes 20 
11 100 40% 50.27% Yes 20 
12 100 50% 50.27% Yes 20 
13 100 60% 50.27% Yes 20 
14 100 70% 50.27% Yes 20 
15 100 80% 50.27% Yes 20 
16 100 90% 50.27% Yes 20 
17 100 20% 67.00% Yes 20 
18 100 30% 67.00% Yes 20 
19 100 40% 67.00% Yes 20 
20 100 50% 67.00% Yes 20 
21 100 60% 67.00% Yes 20 
22 100 70% 67.00% Yes 20 
23 100 80% 67.00% Yes 20 
24 100 90% 67.00% Yes 20 
25 100 20% 78.22% Yes 20 
26 100 30% 78.22% Yes 20 
27 100 40% 78.22% Yes 20 
28 100 50% 78.22% Yes 20 
29 100 60% 78.22% Yes 20 
30 100 70% 78.22% Yes 20 
31 100 80% 78.22% Yes 20 
32 100 90% 78.22% Yes 20 
33 100 20% 86.19% Yes 20 
34 100 30% 86.19% Yes 20 
35 100 40% 86.19% Yes 20 
36 100 50% 86.19% Yes 20 
37 100 60% 86.19% Yes 20 
38 100 70% 86.19% Yes 20 
39 100 80% 86.19% Yes 20 
40 100 90% 86.19% Yes 20 
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Table 30: Catalogue of simulations completed for stage three (continued) 

Simulation set Number of 

objects 

Experiment 

completeness 

Judgement 

consistency 

Replication of 

judgements 

Number of 

simulations within 

simulation set 

41 100 20% 92.16% Yes 20 
42 100 30% 92.16% Yes 20 
43 100 40% 92.16% Yes 20 
44 100 50% 92.16% Yes 20 
45 100 60% 92.16% Yes 20 
46 100 70% 92.16% Yes 20 
47 100 80% 92.16% Yes 20 
48 100 90% 92.16% Yes 20 
49 100 20% 94.61% Yes 20 
50 100 30% 94.61% Yes 20 
51 100 40% 94.61% Yes 20 
52 100 50% 94.61% Yes 20 
53 100 60% 94.61% Yes 20 
54 100 70% 94.61% Yes 20 
55 100 80% 94.61% Yes 20 
56 100 90% 94.61% Yes 20 
57 100 20% 98.54% Yes 20 
58 100 30% 98.54% Yes 20 
59 100 40% 98.54% Yes 20 
60 100 50% 98.54% Yes 20 
61 100 60% 98.54% Yes 20 
62 100 70% 98.54% Yes 20 
63 100 80% 98.54% Yes 20 
64 100 90% 98.54% Yes 20 
65 100 20% 99.99% Yes 20 
66 100 30% 99.99% Yes 20 
67 100 40% 99.99% Yes 20 
68 100 50% 99.99% Yes 20 
69 100 60% 99.99% Yes 20 
70 100 70% 99.99% Yes 20 
71 100 80% 99.99% Yes 20 
72 100 90% 99.99% Yes 20 
73 100 20% 100.00% Yes 20 
74 100 30% 100.00% Yes 20 
75 100 40% 100.00% Yes 20 
76 100 50% 100.00% Yes 20 
77 100 60% 100.00% Yes 20 
78 100 70% 100.00% Yes 20 
79 100 80% 100.00% Yes 20 
80 100 90% 100.00% Yes 20 

The simulation exercise is completed in three stages in order to work towards 

the application of the new method to a real world situation (provided in Chapter 

7). The real world situation example involves an incomplete unbalanced design 

with uneven replication of pairwise preferences and inconsistency in judgements 

(it is actually an observational study). At the completion of stage one, the 

simulation exercise has assessed the performance differences of David, Allen 
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and the new method in cases where all judgements are consistent and there is 

no replication. This is rather an unrealistic and simplistic situation but one worth 

considering as it places control over consistency and replication and therefore 

allows consideration of the methods by varying the two other factors of 

experiment size and completeness. Stages two and three introduce varying 

judgement inconsistency and replication, which are more realistic in terms of 

simulating real world paired comparison experiments. 

6.2.5 Measurement of performance 

The assessment of the performance of the collation methods is based on 

comparing the collated ranking, returned by the collation methods, with the true 

ranking of the objects. The closer the collated ranking is to the true ranking the 

better the method is deemed to have performed. It will be shown that the 

collated ranking is rarely exactly equal to the true ranking due to the design 

incompleteness and imbalance. Never the less, the collated ranking should 

reflect as close as possible the true ranking. 

The mean absolute difference (MAD) in true and collated rank is used as the 

measure of performance of the collation methods. In words, the MAD 

represents the average difference in rank of all objects in the given experiment 

(in absolute terms). If the MAD is, say 5, then on average the objects are 

incorrectly ranked by 5 places. Taking the absolute difference between the true 

and collated ranking is necessary since comparing rankings is analogous to a 

�zero-sum� game � the sum of the difference in the ranks for an experiment 

equals zero.  

Another way of comparing the performance of the collation methods is to 

consider the maximum absolute difference (MaxAD) in rank. Comparing the 

MaxAD allows some assessment of the extreme errors of the collation methods 

(when compared to the true ranking) and provides an additional dimension to 

the assessment.  

Within each stage of the simulation exercise, the evaluation of the collated 

rankings is aggregated by: 

1. Experiment size, 

2. Experiment completeness; 

3. The number of objects with which a given object is compared; 

4. The true rank of the objects; and 



108

5. The average strength of competition of a given object. This is the 

average of the true ranks of the objects with which the object is 

compared.  

It is expected that the performance of the collation methods of David (1987) 

and Allen (1992) are very similar to the performance of the new collation 

method when the number of objects in the experiment is less than or equal to 

10. The methods of David and Allen power the matrix of preferences once and 

hence make two steps along the network of preferences. For experiments with 

a small number of objects the two steps along the network of preferences may 

well be sufficient to return a sensible ranking since there are fewer objects with 

which each object is to be compared. However, as the experiment size 

increases, the two steps along the network of preferences is expected to 

become insufficient to return a sensible ranking since only a small proportion of 

indirect paired comparison information is being used. Conversely, it is expected 

that the performances of the collation methods of David (1987) and Allen 

(1992) will decline with a decrease in experiment completeness. The lower the 

level of completeness, the more important it is to make use of all available 

information, as the new collation method aims to do. 

Objects that are compared with a relatively small or large number of other 

objects are expected to have a higher level of mismatch between their collated 

rank as returned by the methods of David (1987) and Allen (1992) and the true 

rank.  

A reasonable question to ask in relation to each collation method is: are objects 

which are compared typically with highly ranked objects at an advantage 

compared with those objects which are compared typically with objects at the 

lower end of the ranking? The answer probably depends on the object�s true 

ranking � an object with a true ranking of 1 say, which is compared with objects 

of a lower ranking is most likely to have a collated ranking less than it would 

have, had it been compared with objects of a higher ranking. But the extent to 

which this impacts on the collated rankings returned by the different collation 

methods is worth investigating.  

It is worth noting at this point that the lower the value of the rank the better the 

position in the ranking. For example, in the case of a 100-object experiment, an 

object with a rank of 1 is ranked first, and is the most preferred of all objects, 

and an object with a rank of 100 is ranked last and is the least preferred. 
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Although confusing, a common use of terminology when referring to rankings is 

as follows: 

� A highly ranked object is an object with a rank close to one; 

� A lowly ranked object is an object with a rank close to n.

It is important to note that the results of the simulation exercise are aggregated 

at either the experiment level or across the experiment simulations at the object 

level. Results are aggregated at the experiment level for assessing the overall 

performance of the collation methods by experiment size and judgement 

consistency. However, for the more detailed analyses, the results are 

aggregated at the object level across the different simulated experiments. For 

example, the MAD in rank reported for experiments of size 100 with 20% 

completeness and 100% judgement consistency is the MAD across all objects 

in all experiments that fit this category of experiment. It is not the average of the 

MAD from each experiment that fits this category. 

6.3 Stage one - the case of perfect consistency  

6.3.1 Introduction 

Stage one of the simulation exercise is constrained to examining the 

performance of the collation methods when all judgements are perfectly 

consistent with the true rank of the objects. Recall that the component of 

randomness in stage one is limited to the design of the simulated experiments. 

Before examining the performance of the collation methods it is useful to 

examine the results of the generation of the experimental designs. 

Figure 19 to Figure 22 provide a summary of the distribution of the number of 

objects with which each object is compared for the simulated experiments 

grouped by experiment size and experiment completeness. The term �number of 

objects� refers to the number of unique objects with which an object is directly 

compared. In the case of an experiment with 10 objects, each object can be 

directly compared with one, two, three, four, five, six, seven, eight or nine of the 

other objects � depending on the design of the experiment some objects may 

be compared with only one other object and other objects may be compared 

with all nine other objects. The distributions in Figure 19 to Figure 22 show a 

reasonable spread in the number of objects with which each object is 
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compared. That is, the graphs show that not all objects are not compared with 

the same number of other objects within a given experiment. This is an 

important feature of the simulations � part of the evaluation exercise is to 

assess the performance of the collation methods as a function of the number of 

objects with which each object is compared. 

Figure 19: Distribution of the number of objects compared with each object 

grouped by experiment completeness for experiments with 10 objects 
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Figure 20: Distribution of the number of objects compared with each object 

grouped by experiment completeness for experiments with 25 objects 
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Figure 21: Distribution of the number of objects compared with each object 

grouped by experiment completeness for experiments with 50 objects 
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Figure 22: Distribution of the number of objects compared with each object 

grouped by experiment completeness for experiments with 100 objects 
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Figure 23 summarises Figure 19 to Figure 22 by considering the range in the 

number of objects with which each object is compared for a given experiment. 

For example, for the 20 experiments involving 60% of possible comparisons and 

100 objects, the average difference between the number of direct comparisons 

of the object involved in the smallest number of direct comparisons and the 

number of direct comparisons of the object involved in the highest number of 

direct comparisons is 30.  Figure 23 shows the average range in the number of 

direct comparisons increases as the proportion of comparisons completed 

approaches 50% and then declines as the proportion of comparisons completed 

approaches 90%. This seems reasonably intuitive, if 100% of the possible pairs 

are compared then each object is compared with the same number of other 

objects and the spread in the range of the number of comparisons is zero. The 

point of including Figure 19 to Figure 23 is to illustrate that when the computer 

program randomly generates the designs of the experiments, there is a 

reasonable degree of imbalance in terms of the number of direct comparisons in 

which each object is involved. 
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Figure 23: Average range in number of comparisons per object by experiment size 

and completeness 
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Figure 24 shows the distribution of the average strength of competition grouped 

by experiment size. In the context of the simulation exercise, average strength 

of competition for a given object is the average true rank of the objects with 

which the given objected is directly compared. This explains the distinct 

locations of the distributions for the different sized experimenting. The average 

rank of an experiment with 100 objects will be 50.5, whereas the average rank 

of an experiment with 10 objects is 5.5. 

The distribution of the average strength of competition is a direct result of the 

computer program randomly generating the design of the experiment. Again, 

there is a reasonable spread in average strength of competition to allow an 

investigation into the impact of strength of competition on the performance of 

the collation methods.  
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Figure 24: Distribution of average strength of competition by experiment size 
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6.3.2 Analysis of simulation results 

6.3.2.1 Overview 
Figure 25 shows the MAD in true and collated rank for each experiment � the 

experiments are grouped by size and sorted by completeness within each size 

grouping. The impact of experiment completeness and size is apparent � in 

general the performance of the collation methods improves with an increase in 

completeness. However, the improved performance of the new method 

becomes more noticeable as the experiment size increases. The results 

presented in Figure 25 are analysed in more detail in the following sections of 

this chapter. 
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Figure 25: MAD between true rank and collated rank for each individual 

experiment � consistent judgements  
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Figure 26 shows the MaxAD for each of the experiments. The pattern of 

outcomes is similar to that of the MAD � the new collation method tends to have 

a lower MaxAD when compared with David and Allen and the improvement in 

MaxAD becomes more apparent with an increase in experiment size.  
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Figure 26: MaxAD between true rank and collated rank for each individual 

experiment � consistent judgements 
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6.3.2.2 Experiment size 
Figure 27 and Table 31 show the 25th 50th and 75th percentile MAD12 for each of 

the collation methods by experiment size. The MAD is pooled across the 

different levels experiment completeness. The location of the MAD distribution 

generally increases with experiment size quite noticeably under the methods of 

David and Allen whereas, in comparison, most parts of the MAD distribution 

under the new method tend to stabilise with an increase in experiment size � the 

exception being the upper part (75th percentile) of the distribution, which 

continues to increase slightly with experiment size.   

Performance of the new method separates away from the other methods as the 

experiment size increases � the typical13 performance is quite similar for 

experiments of size 10, whereas for experiments of 100 objects the new method 

has a typical MAD of 0.7414, which is nearly two object ranks less than the 

typical MAD of the other collation methods (which have a MAD of about 2.6). In 

other words, for the 100-object experiments, the typical absolute error in ranking 

 

 

12 The MAD in this case is aggregated at the experiment level. 
13 The 50th percentile or median. 
14 An individual object will have an absolute difference in rank that is a whole number, but when calculating 

the mean absolute difference in rank across a set of objects, the resulting value will invariably not be a whole 

number. 



of an object (when compared with the true ranking) is less the one for the new

method, whereas the typical absolute error in ranking of an object is about 2..6

for the methods of David and Allen. Further, twenty five percent of the 100

objects experiments have a MAD greater than about four for the methods of

David and Allen compared with a MAD of about 1.7 for the new method.

The smaller relative difference in the performance of the new method and the

other methods displayed in the simulation results is to be expected for the

smaller experiments. The power of the new method is the way in which it filters

through the network of pairwise preferences, however, the smaller the

experiment the less powerful the new method is compared with the methods of

Allen and David .. Both Allen and David filter through the network of pairwise

preferences, but for two steps only, compared with the new method which filters

through until the end of each path is reached. Therefore, taking an extreme

example, if the experiment involves only four objects, then the new method will

filter through the network for an additional two steps compared with David and

Allen, which is not much of a difference But if the experiment involves 100

objects, then the new method will filter through the network an extra 98 steps

per path, thus, providing a noticeable improvement in the collated rankings

when compared to the true rankings.

Figure 27: Distribution of MAD between true rank and collated rank grouped by

experiment size and pooled across experiment completeness - consistent

jUdgements

"~....
~....
~ ~" ..2 ~

-"c ",,-
".!!!!o
" ".c
Q

~

45 .. ---- - --- - , -_ , , ..,........ ....-- -- ..

4

35
3

25
2

1 5
1

0.5

o
10

- Da\oid - 25th percentile
----, AJlen - 25th percentile
----~ Proposed - 25th percentile

25

Experiment size

.-DaVid -l'v1edian
-Allen - Median
- Proposed -1v1edian

50 100

- David - 75th percentile
- Allen - 75th percentile
- Proposed - 75th percentile

117



Table 31: Distribution of MAD between true rank and collated rank grouped by

experiment size and pooled across experiment completeness - consistent

judgements

Experiment size

10 25 50 100

David· 25th percentile 030 067 120 163

David· Median 060 1 12 177 263

David· 75th percentile 100 1.84 275 4.02

Allen· 25th percentile 038 070 119 1.64

Allen· Median 060 1 12 172 264

Allen· 75th percentile 1.00 176 264 392

Proposed New - 25th percenlile 020 032 031 0.34

Proposed New - Median 050 068 080 074

Proposed New· 751h percentile 063 129 162 1.69

Figure 28 and Table 32 show the 25'h 50'h and 75'h percentile MaxAD for each of

the collation methods by experiment size (but pooled by experiment

completeness). As expected, the MaxAD is greater than the MAD shown in

Figure 27. The MaxAD increases at a faster rate against experiment size for the

methods of David and Allen than it does for the new method. The median of the

MaxAD distribution for the new method does increase slightly with experiment

size, whereas the median of the MAD remains stable.

For the 100-object experiments, the typical MaxAD is less than five for the new

method, compared with a MaxAD of about 10 for the methods of Allen and

David .. For 25 percent of the 100-object experiments, the MaxAD for the new

method is at least nine compared with a MaxAD of about 15 for the methods of

David and Allen.
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Figure 28: Distribution of MaxAD between true rank and collated rank grouped by

experiment size and pooled by experiment completeness- consistent judgements
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Table 32: Distribution of MaxAD between true rank and collated rank grouped by

experiment size and pooled by experiment completeness- consistent judgements

Experiment size

10 25 50 100

David· 25th percentile 1.00 200 400 700

David· Median 200 400 600 1000

David· 75th percentile 300 6.00 900 1500

Allen· 25th percentile 1.00 2.00 400 700

Allen· Median 200 300 600 900

Allen· 75th percentile 2.00 500 900 14.00

Proposed New • 25th percentile 100 200 200 300

Proposed New • Median 200 300 400 500

Proposed New· 75th percentile 300 500 700 900

In summary, the performance of the new method is generally less affected by

the experiment size, than are the performances of the methods of David and

Allen.

Given that the difference in performance of the collation methods becomes

more apparent with experiment size, the remainder of the evaluation focuses on

the 100-object experiment simulations.
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6.3.2.3 Experiment completeness 
Figure 29 summarises the distribution of the MADs for the 100-object 

experiments by experiment completeness. The MAD decreases with an 

increase in experiment completeness. This is to be expected because these 

simulations are based on perfectly consistent judgements � therefore, as the 

experiment completeness approaches 100% all three methods will return a 

ranking equal to the true ranking.  

The typical MAD for cases where 20% of the possible pairwise preferences are 

completed is just above 3 for the new method and about 5.6 for David and 

Allen. The purpose of Figure 29 is to show the variability in performance of the 

collation methods in a given stratum. The variability in performance of all three 

methods tends to increase with a decrease in experiment completeness (details 

of Figure 29 are provided in Table 33).  

Importantly, the distribution of MADs for the new collation method is quite 

different to that of David and Allen, as is the way in which the distribution 

changes with an increase in experiment completeness. The new method has 

MADs well below the MADs of David and Allen, regardless of experiment 

completeness.  

Further, it is worth noting the difference in the change in rate of improvement in 

the MAD with experiment completeness. The MAD of the new method tends to 

improve more rapidly when the experiment completeness increases from 20% 

to 40% and then the improvement slows when the experiment completeness 

increases from 40% and 90% � with the typical MAD dropping from just above 3 

at 20% completeness to just above 1 at 40% completeness. The gain in ranking 

accuracy diminishes as the experiment completeness approaches 90%. 
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Figure 29: Distribution of MAD between true rank and collated rank by experiment 

completeness � 100-object experiment with consistent judgements 
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Table 33: Distribution of MAD between true rank and collated rank by experiment 

completeness � 100-object experiment with consistent judgements 

Experiment completeness 

20% 30% 40% 50% 60% 70% 80% 

David - 25th percentile 5.64 4.22 3.33 2.62 2.19 1.88 1.35 

David - Median 5.82 4.39 3.52 2.80 2.46 1.94 1.44 

David - 75th percentile 6.01 4.61 3.79 2.96 2.62 2.08 1.51 

Allen - 25th percentile 5.46 4.10 3.22 2.64 2.26 1.82 1.33 

Allen - Median 5.63 4.38 3.50 2.75 2.41 1.97 1.42 

Allen - 75th percentile 5.81 4.50 3.76 2.95 2.64 2.11 1.50 

New - 25th percentile 3.09 1.79 1.20 0.76 0.55 0.34 0.22 

New - Median 3.25 1.97 1.37 0.83 0.60 0.40 0.27 

New - 75th percentile 3.44 2.13 1.56 1.01 0.65 0.46 0.33 

The difference in the performance of the new method compared with David and 

Allen has practical implications in terms of experimental design efficiency. For 

example, the new method returns a ranking for experiments that are 40% 

complete which is comparatively accurate, in terms of the MAD, with the ranking 

returned by David or Allen on the same experiment but based on 80% of the 

possible pairwise preferences (as highlighted in Figure 30). In other words, in 

the case of a 100-object experiment, to achieve a collated ranking which is 
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within one MAD of the true ranking, twice as many pairwise preferences will 

need to be completed if either of the collation methods of David or Allen are 

used instead of the new method.  Figure 31 supports the robustness of this 

finding. When comparing the distribution of maximum absolute differences 

(MaxAD), the efficiency gains of the new collation method in terms of ranking 

accuracy and experiment completeness remain apparent. 

Figure 30: Efficiency of the new collation method � based on MAD 
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Figure 31: Efficiency of the new collation method � based on MaxAD 
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6.3.2.4 Number of direct comparisons 
In an unbalanced experiment, the variation in the number of unique objects with 

which each object is directly compared tends to have less of an impact when 

using the new collation method. Figure 32 shows the MAD15 by the number of 

unique objects with which an object is directly compared and experiment 

completeness. The average error in the ranking returned by David and Allen 

tends to be more noticeable for those objects which are either compared with 

many more or many less objects than on average.  

For example, the last panel in Figure 32 shows the results for the experiments 

where 90% of the possible pairwise comparisons are completed � typically, 

each object is compared with about 90 other objects (as would be expected). 

However, there are objects which are compared with 80 other objects only and 

conversely there are objects which are compared with all 99 other objects. As 

well as the general improvement in ranking returned by the new method, the 

ranking of objects involved in relatively many or few comparisons does not 

suffer the same increase in inaccuracy as it does when based on David or Allen. 

Using David or Allen, objects that are compared with many more or many less 

than 90 objects tend to have a more erroneous ranking than those objects 

which are compared with around 90 objects � this is because David and Allen 

filter two steps only into the network of preferences and therefore do not make 

use of all the available information such that objects which are poorly connected 

in the network of preferences are not attributed with all possible indirect 

preferences. However, the exhaustive filtering effect of the new method may 

result in all objects being compared (indirectly) with all other objects, possibly 

removing the bias introduced by the collation methods of David and Allen due to 

the incompleteness and unbalanced nature of the experimental design.   

 
15 The MAD in this context is aggregated at the object level. 
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Figure 32: MAD between true and collated rank grouped by the number of objects 

with which a given object is directly compared and experiment completeness � 

100-object experiments with consistent judgements 
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6.3.2.5 Value of true rank 
Figure 33 summarises the performance of the three collation methods with 

respect to the true ranking of the objects. The purpose of this comparison is to 

investigate whether the performance of the new method differs to that of David 

and Allen for objects that have a true rank that is either relatively high or 

relatively low. In an incomplete experiment, the collation methods of David and 

Allen tend to bias against or towards those objects that have either a high or low 

true rank.  

In order for an object, that has a high true rank, to have a high collated rank 

returned by the method of David or Allen, that object will need to be compared 

with most other objects to receive a score high enough to �push� it up the 

collated ranking. A similar argument also holds for objects with a low true 

ranking. 

The same argument does not hold true for the new collation method. The 

filtering process of the new method allows an object with a high true rank to be 

compared, albeit indirectly, with all other objects in the experiment and therefore 

receive a score to place it appropriately within the overall collated ranking.  
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Figure 33: MAD between true and collated rank grouped by true rank and 

experiment completeness � 100-object experiment with consistent judgements 
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The bias of the David and Allen methods is highlighted in Figure 34, which is an 

extraction of Figure 33. The trend in increasing MAD with an increase and 

decrease in true rank away from the middle ranking is apparent. The new 

method does not appear to have this bias. 

Figure 34: MAD between true and collated rank by true rank � 90% experiment 

completeness (extracted from Figure 33), 100-object experiment with consistent 

judgements 
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Figure 35 shows the theoretical maximum possible error in the ranking of an 

object given its true ranking and is included to help explain the shape of the 

MAD of David and Allen in Figure 34. The error in the MAD tends to be highest 

in the outer parts of the ranking and decreases for objects which have a true 

mid-ranking and this pattern is reflected in the theoretical maximum possible 

error shown in Figure 35. Objects with a true mid-ranking can only have a 

collated ranking with an error of about 50 (or half the total number of objects in 

the experiment), whereas objects with a maximum or minimum true ranking can 

have a collated ranking with an error as large as 99 (or the total number of 

objects in the experiment minus 1). This underlying shape is apparent in the 

MAD of David and Allen in Figure 34. In other words, the error in the collated 

ranking of David and Allen is following the natural shape of the maximum 

possible error.  
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Figure 35: Maximum possible error in collated rank versus true rank � 100 object 

experiment 
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6.3.2.6 Strength of competition 
Figure 36 allows some assessment of the new collation method in relation to the 

average true ranking of the objects with which an object is directly compared. 

Plotted for the different levels of experiment completeness is the MAD for each 

of the collation methods by what is termed the �average strength of competition�.  

The relationship between the MAD and average strength of competition is 

similar to that of the MAD and the true rank (as shown in the previous section). 

That is, under the method of David or Allen, the error in ranking for a given 

object tends to increase as the level of competition with which the object is 

subjected departs from average, or in other words: 

� objects that tend to be compared with objects of relatively high true 

ranking appear to have a lower collated ranking than their true ranking;  

� objects that tend to be compared with objects of relatively low true 

ranking tend to have a higher collated ranking than their true ranking. 

This effect is not as apparent for the new collation method � again, the filtering 

process means that even if an object tends to be directly compared with atypical 

objects in terms of true ranking, it most likely will be indirectly compared with 

objects across the range of true ranking. 
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Figure 36: MAD between true and collated rank grouped by average strength of 

competition and experiment completeness � 100-object experiment with 

consistent judgements 
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6.3.3 Summary of stage one 

Stage one of the simulation exercise shows some encouraging results in terms 

of the performance of the new method. If there is perfect internal consistency in 

the judgements the new method consistently outperforms the methods of David 

and Allen. This is particularly apparent when the number of objects involved in 

the experiment is greater than 10.  

The improvement in the performance of the new method, compared with the 

methods of David and Allen, means that about half as many of the possible 

pairwise preferences need to be completed to return an equally accurate 

ranking. Further, when compared with the method of David and Allen, the 

performance of the new method is less affected by the number of objects with 

which an object is compared, the true rank of the given object and the average 

strength of competition faced by the object.  

 

6.4 Stage two - the case of inconsistency with no 

replication in judgements  

6.4.1 Introduction 

Up to this point the simulation exercise has assessed the performance 

differences of David, Allen and the new method in cases where all judgements 

are consistent and there is no replication in judgements. Presented in this 

section are the results from stage two of the simulation exercise. The 

performance of the collation methods of David and Allen and the new collation 

method are evaluated for incomplete unbalanced experiments for which pairs of 

objects are compared possibly once only � that is, for experiments with no 

replication.  

The performance of the collation methods is examined for a given set of overall 

judgement consistencies.  

Twenty experiments have been simulated for combinations of the following 

variables: 

� the proportion of possible comparisons completed (experiment 

completeness); and 

� the overall consistency of the judgements. 
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The analysis presented in this section is constrained to experiments with 100 

objects. The experimental designs are the same as those used in stage one of 

the analysis (and are summarised in Section 6.3.1). 

 

6.4.2 Analysis of collation results 

6.4.2.1 Experiment completeness 
Figure 37 summarises the distribution of MADs for the 100-object experiments 

by experiment completeness (note that the MADs are aggregated across all 

experiments, regardless of the level of consistency in the judgements).  

The median and 75th percentile of the MADs for the new collation method are 

very similar to those of David and Allen, whereas the 25th percentile MAD of the 

new method sits well below those of David and Allen. 

 

Figure 37: Distribution of MAD between true rank and collated rank by experiment 

completeness � 100-object experiment with inconsistent judgements, no 

replication 
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Table 34: Distribution of MAD between true rank and collated rank by experiment 

completeness � 100-object experiment with inconsistent judgements, no 

replication 

Experiment completeness 

20% 30% 40% 50% 60% 70% 80% 

David - 25th percentile 5.92 4.77 3.87 3.28 2.71 2.14 1.70 

David - Median 6.90 5.60 4.79 4.28 3.59 3.26 3.00 

David - 75th percentile 13.23 11.46 9.91 9.01 8.27 7.71 7.61 

Allen - 25th percentile 5.74 4.64 3.82 3.22 2.70 2.14 1.72 

Allen - Median 6.67 5.53 4.70 4.21 3.57 3.29 3.02 

Allen - 75th percentile 13.11 11.13 10.01 9.11 8.14 7.72 7.65 

New - 25th percentile 3.82 2.73 2.08 1.76 1.48 1.34 1.18 

New - Median 6.89 5.53 4.58 4.07 3.55 3.22 2.99 

New - 75th percentile 13.33 11.61 9.85 8.99 8.25 7.71 7.65 

The comparison of the results by experiment completeness and collation 

method shows that the performance of the new method does not really 

outperform the existing methods. However, it needs to be kept in mind that this 

comparison is across all experiments regardless of judgement consistency. 

 

6.4.2.2 Judgement consistency 
Figure 38 takes judgement consistency into account by plotting the distribution 

of MADs by overall consistency but by pooling across all levels of experiment 

completeness. Performance of all methods is generally very similar and 

improves with an increase in judgement consistency, as expected. The value of 

the MADs is generally between 30 and 40 when the judgement consistency is 

set to 50%. If there were replication in the judgements then the MAD at 50% 

judgement consistency will be close to 50, rather than the 30 to 40 range 

observed for cases of no replication. The lack of replication means that on 

average 50% of judgements in a simulated experiment will be consistent � it is 

these consistent judgements that result in the MAD below 50.  

The MAD of the new method deviates below the MADs of the other methods 

when judgement consistency is greater than 90%.  
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Figure 38: Distribution of MAD between true and collated rank grouped by 

judgement consistency � 100-object experiment with inconsistent judgements, no 

replication 
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Table 35: Distribution of MAD in ranking by overall judgement consistency � 100-

object experiment with inconsistent judgements, no replication 

Judgement consistency  

50.00% 50.27% 67.00% 78.22% 86.19% 92.15% 94.61% 98.54% 99.99% 100.00%

David - 25th percentile 29.67 29.35 7.64 4.66 3.50 2.77 2.42 1.92 1.69 1.68 

David - Median 33.45 32.70 8.74 5.66 4.27 3.59 3.34 2.81 2.69 2.72 

David - 75th percentile 37.33 36.49 10.93 7.00 5.65 4.83 4.38 4.10 4.01 4.13 

Allen - 25th percentile 29.61 29.56 7.64 4.66 3.52 2.78 2.40 1.88 1.67 1.67 

Allen - Median 33.34 32.91 8.65 5.64 4.25 3.59 3.31 2.80 2.65 2.71 

Allen - 75th percentile 37.34 36.78 10.85 6.98 5.63 4.69 4.32 4.09 3.91 3.98 

New - 25th percentile 29.64 29.19 7.68 4.72 3.58 2.68 2.34 1.22 0.30 0.36 

New - Median 33.49 32.70 8.82 5.66 4.32 3.51 3.07 1.65 0.85 0.78 

New - 75th percentile 37.41 36.41 10.91 6.91 5.60 4.58 3.74 2.30 1.66 1.71 

Figure 39 shows the median of the MAD across all experiments grouped by 

judgement consistency and experiment completeness. Performance of the 

methods improves with an increase in experiment completeness and an 

increase in judgement consistency. Again, the MAD of the new method deviates 

below the MADs of the other methods when judgement consistency is greater 

than 90%. Figure 39 does suggest that an increase in judgement consistency 

contributes more to the improvement in performance of the collation methods 

than an increase in experiment completeness. However, there appears to be a 
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diminishing return to the improvement in the performance when judgement 

consistency is greater than 70%.  
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Figure 39: Median of the MAD in ranking by overall judgement consistency and 

experiment completeness � 100-object experiment with inconsistent judgements, 

no replication 
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6.4.2.3 Number of direct comparisons 
 

Figure 40, Figure 41 and Figure 42 show the MAD by the number of objects 

with which the object is directly compared and experiment completeness for 

50%, 78.22% and 92.16% judgement consistency respectively. In this case the 

MAD is aggregated at the object level. As noted above, there is little difference 

between the methods when overall judgement consistency is less than 90%. 
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Figure 40: MAD between true and collated rank by number of objects with which a 

given object is directly compared and experiment completeness � 100-object 

experiment with 50% judgement consistency, no replication 
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Figure 41: MAD between true and collated rank by number of objects with which a 

given object is directly compared and experiment completeness � 100-object 

experiment with 78.22% judgement consistency, no replication 
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Figure 42: MAD between true and collated rank by number of objects with which a 

given object is directly compared and experiment completeness � 100-object 

experiment with 92.16% judgement consistency, no replication 
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6.4.2.4 Value of true rank 
Figure 43, Figure 44 and Figure 45 show the MAD by the true rank of the object 

and experiment completeness for 50%, 78.22% and 92.16% judgement 

consistency respectively. In this case the MAD is aggregated at the object level. 

As noted above, there is little difference between the methods when the overall 

judgement consistency is less than 90%. 
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Figure 43: MAD between true and collated rank by true rank and experiment 

completeness � 100-object experiment with 50% judgement consistency, no 

replication 
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Figure 44: MAD between true and collated rank by true rank and experiment 

completeness � 100-object experiment with 78.22% judgement consistency, no 

replication 
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Figure 45: MAD between true and collated rank by true rank and experiment 

completeness � 100-object experiment with 92.16% judgement consistency, no 

replication 
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6.4.2.5 Strength of competition 
Figure 46, Figure 47 and Figure 48 show the MAD by the strength of 

competition faced by the object and experiment completeness for 50%, 78.22% 

and 92.16% judgement consistency respectively. In this case the MAD is 

aggregated at the object level. As noted above, there is little difference between 

the methods when overall judgement consistency is less than 90%. 

 



145

Figure 46: MAD between true and collated rank by average strength of competition 

and experiment completeness � 100-object experiment with 50% judgement 

consistency, no replication 
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Figure 47: MAD between true and collated rank by average strength of competition 

and experiment completeness � 100-object experiment with 78.22% judgement 

consistency, no replication 
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Figure 48: MAD between true and collated rank by average strength of competition 

and experiment completeness � 100-object experiment with 92.16% judgement 

consistency, no replication 
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6.4.3 Summary of stage two 

Stage two of the simulation exercise shows somewhat indifferent results in 

terms of the performance of the new method than in stage one. The inclusion of 

inconsistent judgements, with no replication, in the simulations, results in the 

equal performance of the new method compared with the methods of David and 

Allen. 

The performance of the new method does improve compared with the methods 

of David and Allen when the overall judgement consistency is greater than 90%. 

 

6.5 Stage three - the case of inconsistency with 

replication of judgements 

6.5.1 Introduction 

Presented in this section are the results from stage three of the simulation 

exercise. The performance of the collation methods of David and Allen and the 

new collation method are evaluated for incomplete unbalanced experiments for 

which there is replication of the pairwise preferences. That is, if a pair of objects 

is compared within an experiment, then they are compared for a sufficient 

number of times that the proportion of consistent and inconsistent judgements 

stabilises to the probability function described in equation (6.1). 

Twenty experiments have been simulated for combinations of the following 

variables: 

� the proportion of comparisons to be completed; and 

� the overall consistency of the judgements. 

The analysis presented in this section is constrained to experiments with 100 

objects. The experimental designs are the same as those used in stage one of 

the analysis (and are summarised in Section 6.3.1). 
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6.5.2 Analysis of collation results 

6.5.2.1 Experiment completeness 
Figure 49 summarises the distribution of MADs for the 100-object experiments 

by experiment completeness (note that the MADs are aggregated across all 

experiments, regardless of the level of consistency in the judgements).  

Figure 49 shows that the performance of the new method is better than the 

methods of David and Allen. It will be recalled that in the case of inconsistent 

judgements with no replication (see 6.4.2.1) that the performance of the three 

methods is pretty well identical regardless of experiment completeness. In other 

words, replication of the judgements appears to be a critical factor in the 

performance of the collation methods in cases where there are inconsistent 

judgements.  

Figure 49: Distribution of MAD between true rank and collated rank by experiment 

completeness � 100-object experiment with inconsistent judgements and 

replication 
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Table 36: Distribution of MAD between true rank and collated rank by experiment 

completeness � 100-object experiment with inconsistent judgements and 

replication 

Experiment completeness 

20% 30% 40% 50% 60% 70% 80% 90% 

David - 25th percentile 4.25 3.16 2.56 2.10 1.64 1.42 1.05 0.60 

David - Median 5.00 3.82 3.13 2.59 2.10 1.68 1.28 0.77 

David - 75th percentile 5.65 4.34 3.49 2.92 2.39 1.94 1.44 0.89 

Allen - 25th percentile 4.04 3.02 2.52 2.08 1.64 1.40 1.06 0.62 

Allen - Median 4.81 3.70 3.06 2.56 2.07 1.68 1.28 0.76 

Allen - 75th percentile 5.40 4.26 3.45 2.87 2.38 1.93 1.42 0.89 

New - 25th percentile 3.00 2.04 1.50 1.00 0.77 0.46 0.26 0.14 

New - Median 3.40 2.49 1.95 1.59 1.29 1.06 0.70 0.40 

New - 75th percentile 3.93 3.03 2.43 2.02 1.63 1.32 0.96 0.58 

6.5.2.2 Judgement consistency 
Figure 50 takes judgement consistency into account by plotting the distribution 

of MADs by the overall consistency. Performance of all methods is very similar 

for judgement consistency less than 85%. The performance of the new method 

deviates away from the existing methods when judgement consistency is 

greater than 85%. 

Figure 50: Distribution of MAD in ranking by judgement consistency � 100-object 

experiment with inconsistent judgements and replication 
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Table 37: Distribution of MAD in ranking by judgement consistency � 100-object 

experiment with inconsistent judgements and replication 

Judgement consistency  

50.00% 50.27% 67.00% 78.22% 86.19% 92.15% 94.61% 98.54% 99.99% 100.00%

David - 25th percentile 49.50 0.95 0.94 1.20 1.40 1.42 1.50 1.66 1.64 1.77 

David - Median 49.50 1.53 1.54 1.83 2.17 2.21 2.52 2.47 2.72 2.57 

David - 75th percentile 49.50 2.42 2.36 2.64 3.09 3.34 3.55 3.61 3.98 3.85 

Allen - 25th percentile 49.50 0.95 0.92 1.20 1.38 1.42 1.54 1.64 1.67 1.78 

Allen - Median 49.50 1.51 1.49 1.82 2.17 2.26 2.47 2.47 2.71 2.54 

Allen - 75th percentile 49.50 2.30 2.23 2.60 2.99 3.31 3.41 3.57 3.91 3.76 

New - 25th percentile 49.50 0.92 0.97 1.18 1.22 0.91 0.66 0.18 0.30 0.30 

New - Median 49.50 1.48 1.54 1.81 1.97 1.49 1.23 0.50 0.78 0.80 

New - 75th percentile 49.50 2.40 2.35 2.70 2.78 2.19 1.84 1.08 1.73 1.73 

Probably more importantly, Figure 50 shows that the overall performance of all 

methods does not improve monotonically with an increase in judgement 

consistency. This is quite unexpected and worth further exploration. 

The performance initially improves significantly when judgement consistency 

increases from 50% to just greater than 50%. This is expected � an overall 

judgement consistency of 50% means that the judge is making purely random 

judgements for all judgements and therefore the MAD is expected to by close to 

50 (given that there are 100 objects in the experiment). The MAD quickly drops 

to about 1.5 with the slight improvement in judgement consistency. This may 

appear unexpected, but by including a slight improvement in consistency, the 

entries in the preference matrix will be slightly in �favour� of the consistent 

judgement. It is best to demonstrate this with a small example. The example 

matrix A3 (and P3), which consists entirely of consistent judgements has been 

modified to produce A5 (and P5) and A6 (and P6). In P5, all judgements are 

completely random resulting in pij=pji=0.5 for all pairs of objects compared. In P6

, all judgements are slightly more consistent than random, resulting in pij =0.51 

and pji =0.49 for all pairs of objects compared. 
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Example A5: A matrix of preferences for a seven object experiment � incomplete 

unbalanced design (or non-design) with purely random judgements 

5 5

0 0.5 0 0 0 0.5 0
0.5 0 0.5 0.5 0.5 0.5 0.5
0 0.5 0 0.5 0 0 0
0 0.5 0.5 0 0.5 0 0
0 0.5 0 0.5 0 0.5 0.5

0.5 0.5 0 0 0.5 0 0.5
0 0.5 0 0 0.5 0.5 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥= =⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

A P

Example A6: A matrix of preferences for a seven-object experiment � incomplete 

unbalanced design (or non-design) with slightly consistent judgements 

6 6

0 0.51 0 0 0 0.51 0
0.49 0 0.51 0.51 0.51 0.51 0.51

0 0.49 0 0.51 0 0 0
0 0.49 0.49 0 0.51 0 0
0 0.49 0 0.49 0 0.51 0.51

0.49 0.49 0 0 0.49 0 0.51
0 0.49 0 0 0.49 0.49 0

⎡ ⎤
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥= =⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

A P

Table 38 to Table 41 show the results of applying the new collation method to P5

and P6. The resulting ranking for P5 is a seven-way tie with all objects assigned a 

rank of one, as expected. By setting the judgement consistency to be just 

slightly consistent in P6 provides sufficient information for the collation method to 

at least break the tie in the ranking. Assuming the true ranking of the objects is 

1 to 7, then the MAD for P5 is 3 and the MAD for P6 is 0.28. This is quite an 

improvement given the size of the experiment and the slight change that is 

made to the entries in the matrix of preferences.  
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Table 38: Application of the new collation method to example P5 � the resulting w

and l vectors 

Object wi(1) li(1) 

T1 1 1

T2 3 3

T3 1 1

T4 1.5 1.5 

T5 2 2

T6 2 2

T7 1.5 1.5 

Table 39: Application of the new collation method to example P5 � the resulting 

score vectors and rankings 

Object si(1) Rank(1) 

T1 0 1

T2 0 1

T3 0 1

T4 0 1

T5 0 1

T6 0 1

T7 0 1
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Table 40: Application of the new collation method to example P6 � the resulting w

and l vectors 

Object wi(1) wi(2) wi(3) li(1) li(2) li(3) 

T1 1.02 2.56 4.22 0.98 2.44 4.03 
T2 3.04 4.55 9.61 2.96 4.45 9.38 
T3 1 2.25 3.76 1.00 2.25 3.74 
T4 1.49 3.00 5.36 1.51 3.00 5.39 
T5 2 3.98 7.35 2.00 4.02 7.39 
T6 1.98 3.72 7.19 2.02 3.78 7.31 
T7 1.47 3.44 6.00 1.53 3.56 6.25 

Table 41: Application of the new collation method to example P6 � the resulting 

score vectors and rankings 

Object si(1) si(2) si(3) Rank(1) Rank (2) Rank (3) 

T1 0.04 0.16 0.34 2 2 2 

T2 0.08 0.18 0.41 1 1 1 

T3 0.00 0.00 0.02 3 3 3 

T4 -0.02 -0.02 -0.04 5 4 4 

T5 0.00 -0.04 -0.08 3 5 5 

T6 -0.04 -0.10 -0.22 6 6 6 

T7 -0.06 -0.18 -0.42 7 7 7 

Figure 50 also shows there is virtually no change in the MAD for experiments 

based judgement consistency between 51% and 70%. Further, the MAD 

increases (that is, the performance decreases) for experiments based 

judgement consistency between 70% and 85%. The decrease in performance 

continues for the existing methods as the judgement consistency approaches 

100% (perfectly consistent judgements). Whereas the performance of the new 

method improves as the judgement consistency approaches 100%. 
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In other words, for the existing methods in particular, an improvement in 

judgement consistency in experiments with replication does not equate to an 

improvement in the collated ranking, in fact it results in a poorer collated 

ranking. Certainly, replication of pairwise judgements improves the overall 

performance � it will be recalled in the previous section that the MAD did not 

immediately drop down towards a value of one or two in cases of no replication 

as the judgement consistency moved away from 50%. But in the case of no 

replication, at least the performance of the methods improved monotonically 

with an improvement in judgement consistency. 

Figure 51 shows the median of the MAD across all experiments grouped by 

judgement consistency (greater than 50%) and experiment completeness. The 

pattern in performance shown Figure 50 is generally replicated for each of the 

levels of experiment completeness in Figure 51. As expected, as experiment 

completeness increases the overall level of performance increases for all three 

collation methods.  

Regardless of the level of experiment completeness, the new method performs 

better than the methods of David and Allen when overall judgement consistency 

is greater than 85%. 
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Figure 51: Median of the MAD in ranking by overall judgement consistency 

(greater than 50%) and experiment completeness � 100-object experiment with 

inconsistent judgements and replication 
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6.5.2.3 Number of direct comparisons 
 

Figure 52, Figure 53 and Figure 54 show the MAD by the number of objects 

with which an object is directly compared and experiment completeness for 

50%, 78.22% and 92.16% judgement consistency respectively. In this case the 

MAD is aggregated at the object level.  As noted above, there is little difference 

between the methods when the overall judgement consistency is less than 85%. 

It appears that judgement consistency has such an impact on the collated 

ranking that is it difficult to identify any differences between the performances of 

the different collation methods with regard to the number of objects directly 

compared with a given object. 
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Figure 52: MAD between true and collated rank by number of objects with which a 

given object is directly compared and experiment completeness � 100-object 

experiment with 50% judgement consistency and replication 
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Figure 53: MAD between true and collated rank by number of objects with which a 

given object is directly compared and experiment completeness � 100-object 

experiment with 78.22% judgement consistency and replication 
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Figure 54: MAD between true and collated rank by number of objects with which a 

given object is directly compared and experiment completeness � 100-object 

experiment with 92.16% judgement consistency and replication 
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6.5.2.4 True rank 
Figure 55, Figure 56, Figure 57 show the MAD by the true rank of the object and 

experiment completeness for 50%, 78.22% and 92.16% judgement consistency 

respectively. In this case the MAD is aggregated at the object level. Recall that 

in the case of 50% overall consistency the rank returned by all three collation 

methods is one for each object, which explains the pattern in Figure 55. 

As noted above, there is little difference between the methods when overall 

judgement consistency less than 85%. 
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Figure 55: Mean absolute difference between true and collated rank by true rank 

and experiment completeness � 100-object experiment with 50% judgement 

consistency and replication 
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Figure 56: Mean absolute difference between true and collated rank by true rank 

and experiment completeness � 100-object experiment with 78.22% judgement 

consistency and replication 
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Figure 57: Mean absolute difference between true and collated rank by true rank 

and experiment completeness � 100-object experiment with 92.16% judgement 

consistency and replication 
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6.5.2.5 Strength of competition 
Figure 58, Figure 59, Figure 60 show the MAD by the strength of competition 

faced by the object and experiment completeness for 50%, 78.22% and 92.16% 

judgement consistency respectively. As noted above, there is little difference 

between the methods for consistency less than 85%. 
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Figure 58: Mean absolute difference between true and collated rank by average 

strength of competition and experiment completeness � 100-object experiment 

with 50% judgement consistency and replication 
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Figure 59: Mean absolute difference between true and collated rank by average 

strength of competition and experiment completeness � 100-object experiment 

with 78.22% judgement consistency and replication 
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Figure 60: Mean absolute difference between true and collated rank by average 

strength of competition and experiment completeness � 100-object experiment 

with 92.16% judgement consistency and replication 
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6.5.3 Summary of stage three 

Similar to stage two, stage three of the simulation exercise shows that in cases 

of inconsistent judgements with replication the performances of all three 

collation methods are generally similar.  Certainly, the inclusion of replication in 

the judgements improves the overall performance of the collation methods when 

compared with results from stage two, with no replication. 

The performance of the new method does improve compared with the methods 

of David and Allen when the overall judgement consistency is greater than 85% 

(and there is replication of the judgements). 

6.6 Discussion of the simulation results 

The simulation exercise is presented in three stages. In stage one the overall 

judgement consistency is set to 100%, in stage two a range of judgement 

consistency (or inconsistency) is considered but with the constraint that each 

pairwise preference, if made, is made once, and stage three considers 

judgement inconsistency but with replications in the pairwise preferences. 

For stage one, the case of consistent judgements, the main findings are: 

� The new collation method performs better than the collation methods of 

David and Allen across all the factors considered in the evaluation 

exercise. That is, the new collation method performs best regardless of 

experiment size, experiment completeness, the number of objects with 

which each object is compared, the true rank of the object and the 

average strength of competition faced by the object. 

� The simulations do show that the real value in the new method is for 

experiments that involve a large number of objects to be ranked. The 

performance of the new method stabilises at a median MAD of about 

0.75 of a rank when the experiment size increases above 25 objects, 

whereas the performance of the collation methods of David and Allen 

continue to deteriorate with an increase in experiment size, reaching a 

median MAD of about 2.6 of a rank when the experiment size reaches 

100 objects across all levels of experiment completeness. 

� The remainder of stage one focuses on 100-object experiments. An 

examination of the performance of the collation methods for different 

levels of experiment completeness shows that the new method 
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performs better than the methods of David and Allen. In fact the better 

performance of the new method means that it is necessary to compare 

twice as many of the possible pairs of objects for the collation methods 

of David and Allen to return a ranking as accurate as the new method.  

� The new method performs better than the methods of David and Allen 

when grouping the results by the number of objects with which each 

object is compared. The methods of David and Allen tend to have 

higher errors in the ranking for objects that are compared with either a 

relatively large or small number of other objects, whereas the error in 

the ranking returned by the new method is reasonably consistent (and 

lower) regardless of the number of objects with which each object is 

compared. 

� The new method performs better than the methods of David and Allen 

when grouping the results by the true rank of each object. The methods 

of David and Allen tend to have higher errors in the ranking for objects 

that have relatively high or low true ranks, whereas the error in the 

ranking returned by the new method is reasonably consistent (and 

lower) regardless of the true rank of each object. 

� The new method performs better than the methods of David and Allen 

when grouping the results by the average strength of competition faced 

by each object. The methods of David and Allen tend to have higher 

errors in the ranking for objects that tend to face either relatively highly 

ranked objects or relatively low ranked objects, whereas the error in the 

ranking returned by the new method is reasonably consistent (and 

lower) regardless of the average strength of competition. 

For stage two, the case of inconsistent judgements with no replication in 

judgements, the main findings are: 

� If the overall level of judgement consistency in an experiment is less 

than 90% then there is little difference in the performance of the three 

collation methods regardless of experiment size, experiment 

completeness, the number of objects with which each object is 

compared, the true rank of the object and the average strength of 

competition faced by the object. 
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� The performance of all methods increases rapidly when overall 

judgement consistency increases from 50% to about 70%. The 

performance of the methods of David and Allen then stabilise when 

consistency reaches about 90%, whereas the performance of the new 

methods continues to increase. This pattern is similar regardless of the 

level of experiment completeness. 

For stage three, the case of inconsistent judgements with replication in 

judgements, the main findings are: 

� If the overall level of judgement consistency in an experiment is less 

than 85% then there is little difference in the performance of the three 

collation methods regardless of experiment size, experiment 

completeness, the number of objects with which each object is 

compared, the true rank of the object and the average strength of 

competition faced by the object. 

� The performance of all methods increases rapidly when overall 

judgement consistency increases from 50% to just above 50%. That is, 

if the judgements are not purely random then there is a large 

improvement in performance. However, unlike the case of no replication 

in judgements, the performance of the methods when there is 

replication in judgements does not improve monotonically with an 

increase in judgement consistency. In fact, as judgement consistency 

increases from just above 50% to about 85% the performance of the 

methods deceases slightly. The performance of the methods of David 

and Allen continue to decrease as judgement consistency increases 

from 85% to 100%, whereas the performance of the new method 

increases within this consistency range. This is an interesting finding but 

it may be partly an artefact of the probability function (equation 6.1) 

assumed to replicate the decision of choosing between two objects. 

� The performance of the methods of David and Allen then stabilise when 

consistency reaches about 90%, whereas the performance of the new 

methods continues to increase. This pattern is similar regardless of the 

level of experiment completeness. 

Probably the most interesting finding of the analysis of the simulation results is 

the difference in overall performance of all collation methods when there is or is 

not replication of the pairwise judgements. Figure 61 shows the relationship 
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between MAD and the overall judgement consistency for experiments with and 

without replication of the pairwise judgements � this figure is a summary of all 

the 100-object simulated experiments, regardless of experiment completeness. 

Figure 62 is similar to Figure 61, but presents the relationship for different levels 

of experiment completeness.  

The key results presented in these figures include: 

� Compared with non-replication, replication of each pairwise judgement 

certainly improves the accuracy of the overall ranking, regardless of the 

level of judgement consistency. The exception is when there is perfect 

consistency � in which case the matrix of pairwise preference data is 

identical under both approaches; 

� In the case of non-replication, the accuracy of the result greatly improves 

as judgement consistency improves. In other words, if it is not possible 

to replicate individual pairwise judgements then high judgement 

consistency is important for a reasonable result; 

� In the case of replication, the accuracy of the returned ranking improves 

with judgement consistency only in the case of the new method and only 

when the overall judgement consistency increases above 85%; For the 

existing methods, the accuracy actually decreases marginally with the 

improvement of judgement consistency, particularly if there is a low level 

of experiment completeness; 

� In terms of experiment completeness, for non-replicated experiments, 

there is an increase in the accuracy of the returned ranking as the 

proportion of possible pairwise preferences completed increases but not 

to the same extent as an increase in judgement consistency. That is, 

judgement consistency is actually more important than experiment 

completeness in terms of returning an accurate ranking. This suggests 

that control over the design of the experiment (the extent of 

completeness and which pairwise preferences are completed) is less 

important than judgement consistency; 

� The new method outperforms the existing methods when judgement 

consistency exceeds about 85%. It may seem like a small portion of the 

consistency continuum in which the improvement is occurring but it 

actually is not. Overall judgement consistency of less then 70% 
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produces results (regardless of the collation method used) that are most 

likely unacceptable in terms of accuracy. In other words there is probably 

a natural lower tolerance (or bound) in overall judgement consistency 

and any experiment where it is suspected that overall consistency is 

below this tolerance may well be not worth completing. On this basis, the 

part of the consistency continuum most likely applicable to pairwise 

experiments is limited to between 70% and 100%, and within this range 

the new method offers an improvement for 85% to 100% portion (i.e. 

half the range). 

 

Figure 61: Median of mean absolute differences in ranking grouped by judgement 

consistency and replication � 100-object experiment  
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Figure 62: Median of mean absolute differences in ranking grouped by judgement 

consistency, replication and experiment completeness � 100-object experiment 
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The simulation exercise presented in this chapter is the first of its kind in terms 

of detail and analysis. Example experiments and collated rankings, usually for a 

small number of objects, are provided in the literature but there is no known 

reference to a simulation exercise of this scale and depth. The benefit of the 
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simulation exercise is to provide a better and clearer understanding of the way 

the different collation methods perform under different circumstances. 

In summary, the simulation exercise shows that the new collation method 

performs better than the existing methods of David and Allen when the overall 

level of judgement consistency, as determined by equation (6.1), is greater than 

85%. That is, there is no benefit in using the new method, over the methods of 

David or Allen, when overall judgement consistency is less than 85%. The new 

method makes use of all available information in the A (and P) matrix by filtering 

along the paths of preferences in the network. However, if the information along 

these paths is not sufficiently consistent then making use of all available 

information provides no advantage when compared with the ranking returned by 

the methods of David and Allen.  
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7 Case study one - Application of the new 

method to a set of school based 

assessment data 

7.1 Introduction 

The previous chapter has shown that the new collation method returns a more 

accurate ranking in cases where overall judgement consistency is greater then 

85%. The purpose of this section is to apply the new collation method and that 

of Allen (1992) to a set of real data to show the potential impact on the ranking 

of individual objects (in this case, students). It will be seen that although the 

overall ranking does not change dramatically with the application of the new 

method, the change to the ranking of individual objects (the students) is large 

enough to be of some real world significance.  

7.2 Background 

The Queensland Board of Senior Secondary School Studies (now the 

Queensland Studies Authority, or QSA) uses the method of Allen (1992) as part 

of the Overall Position (OP) calculation process. Each eligible Year 12 student 

receives an OP at the completion of Year 12 (the final year of secondary school 

education) in Queensland, and the OP is the basis of selection for tertiary 

institutions.  

The QSA uses the method of Allen (1992) to rank order students within each 

school using student subject achievement as the basis of the ranking. In this 

case the students are the objects and the pairwise preference matrix is 

populated by comparing the performance of each pair of students in each 

subject. For example, if student T1 and Student T2 both study the subject 

English and Student T1 achieves higher than student T2 then the cell a12 in the A

matrix is assigned a �1� and cell a21 is assigned a zero. Year 12 school students 

normally complete five or more subjects in Queensland, not just one, so this 

process is repeated for each subject and the resulting pairwise preferences are 

added to the A matrix. Continuing with the example, if student T1 and Student T2

also both study the subject Accounting and Student T1 achieves higher than 

student T2 then a12 is increased by one to two and a21 remains at zero. 
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It is worth noting that the basis of collating student performance data across 

different subjects is to determine a ranking of the students in terms of �overall 

achievement�. The assumption here is that the combination of the subject 

results for a given student provides a sense of the overall achievement of the 

student across the broader senior secondary curriculum. This is why the 

pairwise preferences from the different subjects are aggregated into a common 

A matrix. 

Of course, not all students do the same subjects and therefore this process is 

equivalent to an incomplete paired comparison experiment. Further, due to the 

nature of curriculum patterns and different sized subject classes, not all 

students will be compared with the same number of other students, so the 

design of the experiment is unbalanced as well as incomplete. Pairs of students 

usually have multiple subjects in common - this feature represents replication in 

pairwise preferences.  

Finally, it is not that common for a pair of students, across their common 

subjects, to perform in relatively the same way. That is, Student T1 may perform 

better than Student T2 in English and Accounting, but Student T2 performs 

better than Student T1 in Maths and Physics. Obviously if a very high achieving 

student studied the same subjects as a very low achieving student then it is 

likely that the relative performances of the two students across the different 

subjects will be consistent � but this is a case at the extremes. In other words, 

there is potential for inconsistency in the pairwise judgements. 

In summary, the process used to calculate the student ranking within each 

school is an incomplete, unbalanced paired comparison experiment (or 

observational study) with unequal replication and inconsistent judgements.  

Although this is only one real world example, it has occurred annually since 

1992 and impacts about 28,000 Year 12 students each year � that is, 350,000 

students since 1992 when the procedure commenced. 

7.3 The dataset 

The dataset used in this analysis represents the subject achievements of Year 

12 students from a particular school in Queensland for a single year between 

1992 and 2005. The data were provided in confidence from an anonymous 

school. The dataset is real and has not been modified with the exception of 

changing slightly the number of students � this change, which is only minor, 
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together with the way in which the results of the analysis are presented ensures 

it is not possible to identify the actual school (and the year). 

The number of students in the data set is 151 and they study from a possible 

set of 30 subjects. A summary of the number of students participating in each 

subject is shown in Figure 63. The majority of the 151 students study English 

and Maths in Society, but aside from these two subjects, the participation rates 

in other subjects are quite low and varied. 

 

Figure 63: Number of students by subject 
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ACC Accounting
AEN Australian Environmental Studies
ARC Agriculture
ART Art
BSC Biology
CHM Chemistry
ECN Economics
ENG English
GEG Geography
GER German
GPH Graphics
HEC Health Education
HPE H&PE
JNR Journalism
LST Legal Studies
MR Marine Studies
MA1 Maths I
MA2 Maths II
MAS Maths in Society
MHS Modern History
MSC Multistrand Science
MUS Music
PHY Physics
SEC Secretarial Studies
THE Theatre
TST Technology Studies
VHE Unspecified subject 1
OSK Unspecified subject 2
PCM Unspecified subject 3
FCC Unspecified subject 4

Overall, the experiment is 94% complete; that is 94% of the possible pairs of 

students study subjects that allow them to be directly compared with each other 

at least once. The experiment is completely linked, that is, each student is 

directly or indirectly compared with all other students. Figure 64 shows the 

distribution of students grouped by the number of students with which the 

student is directly compared. For example, there is one student in the data set 

who is directly compared with 44 other students � this student studies subjects 

each containing a very small number of students. Figure 64 shows that the vast 

majority of students are directly compared with at least 126 of the 150 other 

students. Figure 64 also shows that there are essentially two major groups of 

students � the first group tend to be directly compared with between 126 and 

140 other students and the second group tend to be directly compared with 

between 145 and 150 other students. This pattern reflects two distinct streams 

(or groups) of subjects studied by the students. 
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Figure 64: Distribution of number of students compared directly with each student 
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7.4 Method of analysis 

The methodology used for this case study is similar to that used in the 

simulation exercise. The differences in the ranking returned by the new method 

and the method of Allen are compared using the absolute difference in rank. In 

this case study the true ranking of the students is not known and hence there is 

no way to assess the two collation methods against the true ranking. Hence the 

only way of making any assessment of the two methods is to directly compare 

them. 

The mean absolute difference in the rank (the MAD) is presented by 

aggregating the students on the basis of: 

� The number of students with which each student is directly compared; 

� The average strength of competition; and 

� The subject group. 

It will be recalled that the average strength of competition in the simulation 

exercise (in Chapter 6) is measured by the true rank of the objects. However, as 
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mentioned earlier, the true rank of the students is not known and therefore the 

rank returned by the new method is used as the measure of strength.  

7.5 Results 

7.5.1 Overview 

Figure 65 plots the resulting ranks of the students returned by the two methods. 

As can be seen, overall, there appears to be a very high level of agreement 

between the two methods � with a rank correlation of 0.99. However, the MAD 

is 1.7, that is, on average a student is ranked differently by nearly two places by 

the two methods. Although the overall level of rank correlation is very high, from 

an individual student�s point of view there is a reasonable degree of difference 

in the two rakings � certainly a sufficient difference to have a potential impact on 

the resulting OP of each student.  

Based on the overall ranking returned by the collation methods and the 

individual pairwise preferences, the experiment has an overall consistency of 

82%. That is, 82% of the observed direct pairwise comparisons agree with the 

final collated ranking16. The high level of general agreement between the two 

rankings is not surprising � recall that the simulation exercise did not show a 

general difference in performance between the two methods for experiments 

with less than 85% consistency, regardless of completeness.  

 

16 It will be recalled from Section 2.12 that there are a number of ways of measuring judgement consistency in 

a paired comparison experiment; however, this thesis is not concerned with estimation of judgement 

consistency. Therefore the simple measure of overall consistency based on the agreement between the 

individual pairwise preferences and the final ranking is used. 
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Figure 65: Student ranking � New method versus Allen 
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The distribution of the absolute difference in rankings is shown in Figure 6617.

Although the overall correlation between the two rankings is very high, only 35 

of the 151 students have the same rank returned by the two methods. The 

maximum absolute difference in ranking is seven. 

Figure 66: Distribution of absolute difference in student ranking (New method 

versus Allen) 
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7.5.2 Number of direct comparisons

Figure 67 plots the difference in the ranking by the number of students with

which each student is directly compared. Figure 67 shows there is a broad trend

with the MAD decreasing slightly as the number of students directly compared

increases. In other words, the agreement between the two methods is stronger

for students who are compared with a larger number of other students.

However, the increase in agreement is not just a function of the number of

direct comparisons, it is also a function of the number of observations.. Note that

as til'" lIulI,;"er of direct comparisons approaches 150 the number of students

(the number of observations) also increases. This is a result of the distribution

of the curriculum pattern - most students are compared directly with at least

145 of the other 150 students.. In other words, the difference in the ranking

returned by the two methods diminishes as the average number of direct

comparisons increases

Figure 68 provides an extract of the results from the simulation exercise for the

case of the 100 object experiments with 92.16% overall judgement consistency

and 90% experiment completeness. This group of simulated experiments is the

most similar to the case study in terms of experiment completeness and overall

judgement consistency.. The distribution of the number of observations is

different in the simulation exercise - it is reasonably symmetrical and peaks at

90 direct comparisons. However, for the case stUdy, the distribution of the

number of observations is broadly half-triangular with the number of

observations increasing from 115 direct comparisons and peaking at the point of

150 direct comparisons.. In Figure 68, the simulation shows that the difference in

performance of the two methods diminishes as the number of observations

approaches its peak - this same pattern is observed in Figure 67, with the

corresponding parts of the distributions from the simulation exercise and case

study highlighted in Figure 69.

The better performance of the new method in the simulation exercise for

experiments that have similar traits, in terms of completeness and overall

consistency to the case study, and the similar pattern observed in Figure 67 and

Figure 68 in terms of the diminishing difference between the MADs the two

17 The MAO. which is usually used to measure the performance of the collation methods, is the average of the

observations in this distribution,
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methods suggest that the ranking returned by the new method may better

reflect the true (and unknown) rank of the students in the case study.

Figure 67: MAD in rank between the new method and Allen versus number of

direct comparisons - school case study
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Figure 68: Extract from Figure 54 - MAD between true and collated rank by number

of pairwise preferences and experiment completeness - 10o-object experiment

with 92.16% judgement consistency, replication and 90% experiment
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Figure 69: Corresponding parts of the distribution of observations for the 

simulation exercise and the case study  
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7.5.3 Average strength of direct competition 

Figure 70 plots the mean absolute difference in the ranking returned by the two 

methods grouped by the average strength of competition. There does not 

appear to be any discernable pattern in Figure 70 � the MAD is reasonably 

constant regardless of the average strength of direct competition. 

 

Figure 70 MAD in rank between the new method and Allen versus strength of 

direct competition18 � school case study 
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7.5.4 Subject group 

Analysis of the ranking results to this point has been similar in kind to the 

analysis in the simulation exercise. However, there is an additional layer of 

information in this case study that was not available in the simulation exercise, 

namely, curriculum patterns. Figure 71 has taken the MAD between the 

rankings of the two methods, grouped by subject. Included on the graph is the 

number of students in each subject and the average collated rank from the new 

method of the students in each subject. The subjects have been ordered on the 

average collated rank. The MAD between the rankings by subject group 

 
18 The average strength of competition for a given student is the average rank of the students directly 

compared with that student. 
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extends from just under one for Modern History to about 2.25 for Chemistry. 

This means that compared with the ranking returned by Allen, the new method 

has on average moved students in the ranking: 

� studying Modern History by just under one place; and 

� studying Chemistry by just over 2 places. 

 

Figure 71: MAD in rank between the new method and Allen by subject � school 

case study 
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ACC Accounting
AEN Australian Environmental Studies
ARC Agriculture
ART Art
BSC Biology
CHM Chemistry
ECN Economics
ENG English
GEG Geography
GER German
GPH Graphics
HEC Health Education
HPE H&PE
JNR Journalism
LST Legal Studies
MR Marine Studies
MA1 Maths I
MA2 Maths II
MAS Maths in Society
MHS Modern History
MSC Multistrand Science
MUS Music
PHY Physics
SEC Secretarial Studies
THE Theatre
TST Technology Studies
VHE Unspecified subject 1
OSK Unspecified subject 2
PCM Unspecified subject 3
FCC Unspecified subject 4

Figure 71 shows an interesting relationship between the differences of the 

rankings of the two methods and the average ranking of each subject group.  

Generally, the difference between the two methods decreases as the average 

ranking of students in the subject group approaches the overall average ranking 

of 75.519. That is, there is greater disagreement between the methods for 

students in subject groups at either the far left or the far right of Figure 71, and 

better agreement between the methods for students in subject groups in the 

middle of Figure 71. There are a small number of subjects in the centre of the 

graph, such as Technology Studies, which do not follow this trend and this may 

be a result of a relatively small number of students studying these particular 

subjects. 

 
19 75.5 is the average ranking of 151students. 
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The subject groups in the left half of Figure 71, such as Chemistry and Maths 1, 

have a better than average ranking and this is not unexpected - these subjects 

are the sorts that traditionally attract overall higher achieving students. 

Conversely, the subjects in the right half of Figure 71, such as Agriculture and 

Health and Physical Education have a lower than average ranking and again 

this is not unexpected - these subjects are the sorts that traditionally attract 

overall lower achieving students. 

Figure 72 is similar to Figure 71, but plots the mean difference between the 

ranks of the two methods, rather than the absolute difference in rank of 

students in each subject group. The purpose of using the mean difference in 

rank is to assess the directional impact of the difference in the ranking from the 

two methods. Figure 72 shows that the new method has on average ranked 

higher than Allen, students in the subject groups that attract higher achievers 

(as measured by the collated rank). Conversely, the new method has ranked 

lower than Allen, students in the subject groups that attract lower achievers. 

It will be recalled that the main difference between the new collation method and 

that of Allen is the use of available information. The method of Allen only uses 

the direct comparisons (the wins and losses) and the first set of indirect 

comparisons (the wins of the wins and the losses of the losses). The new 

method continues with the process of filtering through the network of 

preferences and takes into account the wins of the wins of the wins and so on, 

in effect making use of all available information. It is the difference in 

methodology that explains the differences in the rankings by subject group.  

Students who do well in the subjects that attract high achievers are likely to do 

very well in subjects that tend to attract lower achievers but in actual fact they 

do not tend to study the subjects that attract the lower achievers. This is the 

nature of curriculum patterns, with the exception of the common linkage 

subjects, such as English, Biology, Geography and History, higher achieving 

students tend to study what are commonly referred to as the �difficult� subjects 

and the lower achieving students tend to study the �easier� subjects. In a sense, 

the new collation method, by filtering through the network of preferences makes 

inferences about each student�s performance in the subjects they did not 

actually study. The inferences are made via the common linkage subjects.  

In other words if a student achieves well in the �difficult� subjects as well as the 

linkage subjects then it is inferred by the new method that they will do well in the 
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�easier� subjects, whereas the method of Allen does not do this and the student 

is not given extra credit for the likelihood of achieving well in the subjects she/he 

did not study.  Conversely, if a student performs well in the easier subjects, but 

not so well in the common linkage subjects, then the new methodology infers 

that the student is likely not to perform well in the harder subjects and is 

awarded additional losses. It needs to be remembered that the objective of 

using paired comparisons in this example is to return an overall ranking of the 

students across the entire range of the curriculum and not just particular parts of 

the curriculum. 

In short, the new method more effectively takes into account the nature of the 

underlying curriculum pattern. 

 

Figure 72: Mean difference in rank between the new method and Allen by subject � 

school case study 
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AEN Australian Environmental Studies
ARC Agriculture
ART Art
BSC Biology
CHM Chemistry
ECN Economics
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MUS Music
PHY Physics
SEC Secretarial Studies
THE Theatre
TST Technology Studies

7.6 Summary 

Using the school data set as a case study provides a useful analysis of an 

experiment that would be difficult to simulate in the Monte Carlo simulation 

exercise presented in Chapter 6. In a sense, this particular case study allows 

the consideration of another layer of complexity in the analysis in terms of non-

design � student curriculum patterns. 
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The case study shows that the rankings returned by Allen and the new method 

have overall an average difference in rank of nearly two places. However, when 

drilling down into the dataset there are some notable differences in the rankings 

when taking into account the number of direct comparisons and subject groups. 

Most interestingly, students who study the �difficult� subjects tend to be ranked 

higher by the new method than by Allen. Conversely, students who study the 

�easier� subjects tend to be ranked lower by the new method than by Allen. The 

analysis suggests that the new method more effectively takes into account the 

nature of the underlying curriculum pattern. 
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8 Case study two - Using the method of 

paired comparisons to elicit trade-offs 

made in the judgement process 

8.1 Introduction 

A literature search of research journals in the area of theoretical and applied 

statistics and theoretical and applied psychology indicates that the usefulness of 

paired comparisons in understanding the decision making process when 

comparing objects has not been investigated.  

There has been some recent use of paired comparisons in the field of 

economics to ascribe value to objects that do not ordinarily have a monetary 

value (for example, clean air) by comparing these objects to objects of known 

monetary value (for example, Clarke et al, 1999 and Peterson and Brown, 

1998). However, this is not quite the same as using paired comparisons to 

understand the decision-making process and the criteria used in making the 

judgements.  

It was mentioned earlier in Chapter 2 that a successful paired comparison 

requires a number of elements, they are: 

� a clear understanding of what it is the researcher or system is trying to 

achieve or find; 

� a clearly specified valid question;  

� a reliable judge who can interpret the question (and if necessary, the 

criteria) to construct a measurement scale on which to place the two 

objects; and 

� (usually) a set of rules or criteria that the judge or process needs to use 

in order to place the objects onto the measurement scale. 

It is the last element in the above list that is of interest in this chapter � the 

criteria. Usually the criteria used to make a judgement are specified at a 

reasonably detailed level. For example, teachers compare students based on a 

well-documented set of criteria. However, in some cases the criteria do not 
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exist, at least in a documented sense, or the purpose of the experiment is to 

elicit from the judges the criteria actually used (rather than to tell the judges the 

criteria to use). 

It is postulated here that given a particular decision task, the method of paired 

comparisons can be used to at least describe the relationship between the 

factors used by judges in making a decision. 

This chapter is based on Midwifery workforce planning for Queensland (Lenton 

and Carse, 1998) � the full report is provided on the attached DVD20. The full 

report contains a number of chapters relating to a general study of the midwifery 

workforce in Queensland and explores a number of issues regarding the current 

and future supply of midwives (�the general study�). The chapter of interest in 

the general study presented and expanded here uses the method of paired 

comparisons, and in particular, the method of David (1987) for collating the 

pairwise preferences (presented in Chapter 5) to estimate the resource (or 

value) of the pool of midwives not currently in the workforce as a potential future 

supply of midwives21.

8.2 Estimating the resource in the pool of midwives who 

are not currently practising midwifery - consultation 

with a panel of experts 

As part of a workforce planning project for Queensland�s midwifery workforce 

(Lenton and Carse 1998) a panel of experts in midwifery participated in a 

process designed to estimate the relative potential human resource of the pool 

of midwives who are not currently practising midwifery in Queensland. 

The estimation of the potential of this pool is critical in managing the future 

training requirements for the midwifery workforce. This pool is a ready short-

term supply of fully trained midwives providing it is not neglected or over-

utilised. McClean et al (1992) note that it is important to monitor the reserve 

 
20 The midwifery report was co-authored by the author of this thesis when employed at Queensland Health. 

The midwifery report has previously been publicly available on the Queensland Health website and has also 

been referenced by subsequent studies, including a recent Senate Committee enquiry into nursing (for 

example, see 

 http://www.aph.gov.au/senate/committee/clac_ctte/completed_inquiries/2002-04/nursing/report/e04.htm). 
21 The midwifery study was completed in 1998 before the proposed new collation method, presented in 

Chapter 5, was developed. Therefore the collation method of David (1987) was used rather than the proposed 

new collation method.  
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pool to ensure that it does not become depleted and that the number of new 

staff (in this case, midwives) being trained complements the relative potential of 

this reserve pool.  

However, the general study found that directly eliciting what importance 

employers of midwives place on certain attributes of a midwife (age, experience, 

length of time out of the workforce etc) is not possible � quite simply, employers 

of midwives could not easily explain the trade-offs they make between different 

attributes when deciding which midwife to employ. Either the employers are so 

experienced at midwifery recruitment that the trade-offs are an �automatic 

response� on their behalf, or they simply have difficulty explaining the trade-offs 

(that is, they are too complex to explain in words). 

8.2.1 Background 

As part of the general midwifery workforce study, information collected from a 

sample survey administered to a selection of midwives indicated that of the 

11,000 Registered Nurses authorised to practise midwifery in Queensland about 

7,500 are not currently practising midwifery � quite a large proportion. 

Clearly this large group of non-practising midwives, referred to as the reserve 

pool, could potentially contribute to the future supply of practising midwives in 

Queensland. For example, based on the survey it is estimated that about 65 

percent of this reserve pool is interested in practising midwifery at some stage in 

the future.  However, some of the midwives in this reserve pool have either 

practised midwifery for a short time or not practised midwifery for quite some 

time and therefore require some refresher training before returning to the 

midwifery workforce. 

Therefore it is instructive to: 

1. estimate the number of midwives in the reserve pool who could 

potentially work as midwives in the near future  (that is, without 

refresher training); and 

2. obtain some information about the decision making process 

used by a panel of experts that can be utilised to monitor the 

trend in the potential resource of the reserve pool over time; for 

example, it is surmised that although the size of the reserve pool 

is increasing, in terms of the numbers of midwives, the actual 
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potential could well be decreasing, for example, due to an 

ageing profile. 

8.2.2 The approach and dataset 

A panel of 12 experts in midwifery workforce recruitment took part in a paired 

comparison experiment. The experts were chosen by the Principal Nursing 

Advisor of Queensland Health and represented the midwifery employers of the 

major public hospitals in metropolitan areas of Queensland as well as 

employers of midwives in Queensland Health facilities in rural and remote 

areas.  

Each member of the expert panel is provided with multiple sets of hypothetical 

resumes of non-practising midwives and, for each set, asked to rank the 

midwives in order of preference as if they were short-listing to fill a vacant 

midwifery position. The panel is asked to rank the midwives using the following 

seven-point objective, yet limited, personal profile: 

1. number of years registered as a nurse (rounded to the nearest whole 

year); 

2. number of years since first authorised to practise midwifery (rounded to 

the nearest whole year); 

3. number of years practising midwifery (rounded to the nearest whole 

year); 

4. number of years working in nursing  (inclusive of the number of years 

working as a midwife and rounded to the nearest whole year); 

5. an indication of whether the time practising as a midwife was full-time or 

part-time (measured in Full-time-equivalent (FTE) units, which range 

between 0 and 0.2; where a FTE value of 1 equals full-time employment 

and an FTE value of 0.2 equals employment of a rate of one day per 

week); 

6. number of years since working as a midwife (rounded to the nearest 

whole year  and a value of zero indicates that the midwife is still working 

or has exited the midwifery workforce within the past six months) 

7. number of years since working as a nurse (rounded to the nearest whole 

year  and a value of zero indicates that the midwife is still working in 

nursing or has left the nursing workforce within the past six months). 
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In Queensland, and most jurisdictions for that matter, to be authorised or 

registered to practise midwifery a person also needs to be a registered nurse. 

As a consequence, most midwives have practised nursing (in general) before 

specialising in Midwifery. Therefore, information on general nursing experience 

is included in the hypothetical profiles. 

A total of 100 hypothetical (yet credible) profiles of midwives are created for the 

exercise. The profiles are in fact randomly selected from the information 

obtained from the survey data collected as part of the general study. The 

assumption made here is that the survey respondents represent in general the 

population of the midwifery workforce. 

Each of the 12 experts examines and ranks 20 sets of five midwife profiles. That 

is, instead of giving each expert a pair of profiles at a time and asking the expert 

to indicate their preference, each expert is given five profiles at a time and 

asked to indicate a sub-ranking of the five profiles. From the sub-ranking it is 

possible to deconstruct a set of 10 pairwise preferences. The decision to require 

the experts to rank five profiles at a time, rather than pairs of profiles at a time, 

is influenced by a time constraint regarding the availability of the experts to 

participate in the exercise.  

Each of the 240 sets of five profiles is generated by random selection from the 

100 profiles. Linkage across the 100 profiles is checked to ensure that the 

paired comparisons can be compiled to return a ranking (as noted earlier this is 

a minimum requirement for a paired comparison experiment).  

Although each expert examines 100 profiles, none of the experts actually 

examine all of the 100 different profiles, due to the random selection process. In 

other words this is an incomplete and unbalanced paired comparison 

experiment with unequal replication. One could argue that it may be more 

sensible to give each judge the complete set of 100 profiles rather than a 

random selection of 100 profiles. However, providing each judge with the 

complete set of 100 profiles does not mean that the design is actually complete. 

The judge compares five profiles at a time and if there were no overlap between 

the 20 sets of five profiles (which would be the case if all 100 of the profiles 

were included) then this would add risk to the experiment not being linked. 

Further, there was a real risk that the length of time that each judge had 

available to participate in the experiment may have been insufficient to complete 

all 20 sets of comparisons. 
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Overall, the experiment is 75% complete; that is 75% of the possible pairs of 

midwife profiles are directly compared at least once. Figure 73 shows the 

number of profiles with which each profile is directly compared. On average, 

each profile is directly compared with 37 other profiles. 

 

Figure 73: Number of profiles compared with directly � midwifery case 
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Table 42 summarises the rank correlation between each of the explanatory 

variables used to construct the hypothetical resumes. 
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Table 42: Matrix of Spearman�s R � Midwifery case study 

Years Registered 

as Nurse 

Total Years 

Working as nurse

Years endorsed as 

Midwife 

Total Years 

Working as 

midwife 

Years since 

worked as nurse

Years since 

worked as midwife

Years Registered 

as Nurse 
1.00 0.91 0.90 0.68 0.32 0.61 

Total Years 

Working as nurse

0.91 1.00 0.83 0.56 0.05 0.42 

Years endorsed 

as Midwife 

0.90 0.83 1.00 0.79 0.38 0.59 

Total Years 

Working as 

midwife 

0.68 0.56 0.79 1.00 0.36 0.32 

Years since 

worked as nurse

0.32 0.05 0.38 0.36 1.00 0.69 

Years since 

worked as midwife

0.61 0.42 0.59 0.32 0.69 1.00 

The modified methodology of Allen (1992) is used to give an overall rank for 

each of the 100 hypothetical midwives. The pairwise preferences are 

aggregated across all judges � that is, the specific judgements made by the 

judges are treated as replicates. For example, if two judges compared the same 

pair of profiles then the corresponding pairwise preferences are combined as if 

they were replicates of the same comparison from a single judge. There is 

literature on methods for aggregating judgements from different judges (for 

example, Pulkkinen, 1993 or Tritchler and Lockwood, 1991), but this is not 

within the scope of this thesis or the midwifery case study. 

The ranks are compared with the information in the profiles to identify which 

factors the panel appeared to be using in making their decisions. It is worth 

noting that the panel is not given guidance as to how the information in the 

profile should be used in making their decisions. The panel are experts in 

recruiting midwives and the purpose of the exercise is to elicit how they use the 

profile information in making a decision. 
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Further, the panel is asked to indicate which, if any, of the hypothetical midwives 

they would have serious reservations employing. The attributes of the set of 

midwives that the panel would have reservations employing are also examined, 

details of which can be found in Lenton and Carse (1998). 

8.2.3 Results - what the panels decisions indicate 

Based on the overall ranking returned by the collation method and the individual 

pairwise preferences, the experiment has an overall consistency of 83%. That 

is, 83% of the observed direct pairwise comparisons agree with the final collated 

ranking22.

Figure 74 and Figure 75 plot the resulting rank against each of the major 

variables used to create the profiles of the hypothetical midwives. Note that a 

rank of one is highest (and most preferred) and a rank of 100 is lowest (and 

least preferred). Figure 74 plots the ranks against general nursing experience 

and Figure 75 plots the ranks against specific midwifery experience. 

The main features of Figure 74 and Figure 75 are: 

� The strongest relationship observed with the final ranking occurs with the 

number of years out of the midwifery workforce � the longer it has been 

since the midwife has worked as a midwife the lower down the 

preference ranking that midwife tends to be placed; 

� The relationship between experience as a nurse or midwife and the final 

ranking is not as strong as the time out the workforce. Initially there is 

some credit for experience, say between zero and five years, but after 

five years experience there appears to be a slight negative influence on 

the final ranking. Based on discussions with the panel these results are 

not surprising � first, a midwife with 25 or more years experience is 

closer to a notional retirement age than a less experienced midwife and 

second it is recognised that midwives with more than five years 

experience have a higher probability of suffering from �burnout� and 

leaving the workforce. 

 
22 It will be recalled from Section 2.12 that there are a number of ways of measuring judgement consistency in 

a paired comparison experiment; however, this thesis is not concerned with estimation of judgement 

consistency. Therefore the simple measure of overall consistency based on the agreement between the 

individual pairwise preferences and the final ranking is used. 
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Figure 74: Ranking versus experience as a nurse � midwifery case study 
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Figure 75 Ranking score versus experience as a midwife 
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The returned ranking score and profile variables are subjected to stepwise 

regression using the Multiple Linear Regression module in Statistica (StatSoft, 

2003) � commencing with all variables in the profiles, including quadratic terms. 

Subsequent steps in the regression process suggests that the two variables the 

expert panel consistently use to rank the hypothetical midwives are relative 

experience as a midwife and the number of years since the midwife had 

practised midwifery - as shown in Table 43 � as well as the quadratic terms of 

these two variables. These two variables explain about 85 percent of the 

variation in the panel�s decision making, as measured by the ranks.  

 



201

Table 43: Fitted Statistica multiple linear regression equation of the final ranking 

score � Midwifery case study 

Dependent: Paired Comparison Score 

No. of cases: 100 

B Standard Error t(95) p-level 
Intercept 6.52486 0.725645 8.9918 0.000000 
Total Years Working as midwife 0.71917 0.132112 5.4436 0.000000 
Years since worked as midwife -2.69682 0.242912 -11.1020 0.000000 
Total Years Working as midwife^2 -0.02715 0.005731 -4.7365 0.000008 
Years since worked as midwife^2 0.08333 0.018986 4.3893 0.000029 

Value 
Multiple R 0.9084 
Multiple R² 0.8252 
Adjusted R² 0.8178 
F(4,95) 112.1189 
p 0.0000 
Standard Error of Estimate 2.5048 

Figure 76 plots the fitted ranking score, based on the regression equation, 

against the years of service as a midwife and the years since practising 

midwifery. The graph shows that the expert panel seems to discount quite 

rapidly the relative value of a reserve midwife as the number of years since 

practising midwifery increases but give extra �credit� for longer periods of 

service. In other words, a midwife who has quite extensive experience and has 

just left the midwifery workforce is ranked higher while a midwife who has very 

little experience and has left the workforce some time ago is ranked lower.  

Midwives with a lot of experience who have left the midwifery workforce some 

time ago are ranked in the middle, above midwives with little experience who 

have recently left the workforce. 

In terms of midwifery experience, the panel seems to place an increasing value 

on reserve midwives as experience in midwifery approaches around 13 or 14 

years. However, beyond 13 or 14 years midwifery experience, the panel 

discounts slightly the value of a reserve midwife,  
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Figure 76: Fitted paired comparison ranking score versus experience as a midwife 

and time out of the midwifery workforce 
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8.2.4 Summary 

The general midwifery study, which is the basis of this section, involves a 

deliberately simplified employee selection process in that the experts would 

normally use more detailed work-experience information when short-listing for a 

vacant midwifery position. The study does provide valuable insights into the 

limitations of what would otherwise appear to be an abundant resource of 

midwives and about the way experts make �on-balance� judgements over 

several criteria. 

Some interesting results come out of the study when the midwifery attributes 

are analysed against the final collated ranking and the results were well 

received by the expert panel. It is not suggested here that using paired 

comparisons to quantify judgement decisions is a first, although it is difficult to 

find other examples in the literature, but rather this case study provides an 

example where a collation method has been used in the real world and 
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produced results and insights that were well received by a group of critical 

thinking and experienced experts in midwifery. 
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9 Conclusions 
The objective of this thesis is to answer the following three questions: 

1. Can the existing methods of paired comparisons be used to reasonably 

rank a set of objects in an experiment that is based on an incomplete 

and unbalanced (non) design? That is, can they be used when there is 

no control over the design of the experiment or when the data to be 

analysed are taken from an observational study?  

2. Is it possible to develop a new method of paired comparisons (or further 

develop an existing method) that has a higher level of validity when 

applied to an incomplete and unbalanced (non) design? 

3. Can the method of paired comparisons be used to help understand what 

variables (from a set of variables) are important in making a particular 

preference decision? 

Presented in this thesis is a reasonably thorough background to the method of 

paired comparisons and an overview of the existing methods for collating paired 

comparison data into a final ranking. This by itself is not particularly new 

research as there are a number of books and articles (for example, David, 

1988) that do the same. 

However, where this research differs from existing texts and journal articles is in 

the following areas: 

� It considers of a set of pairwise preferences as a link-node network and 

introduces the concept of �filtering� through the network of preferences to 

utilise the maximum amount of information available; 

� It has, as a result of the extensive review of existing collation methods, 

progressed logically to the new collation method; 

� It has extensively tested the performance of the new method and those 

of David (1987) and Allen (1992) by way of a simulation exercise and 

highlights the performance of the collation methods under different 

scenarios in terms of experiment size, experiment completeness and 

judgement consistency, as well as by considering the number of direct 
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comparisons and the strength of competition � something that has not 

been done before (or at least not reported in the literature); 

� It has applied the new collation method, as well as the existing collation 

method of Allen (1992) to a set of real world data (the school case study 

in Chapter 7) and compared the outcomes of the two methods; and 

� It has considered the usefulness of paired comparisons in understanding 

the way judges use information to construct their own criteria when 

instructed to make preference decisions at a broad level and has 

reported on a real world application of this approach performed by this 

author. 

Considering a set of paired comparisons as a link-node network and introducing 

the concept of �filtering� through the network of preferences is not entirely 

original but develops on previous work of other authors. David (1987) considers 

the notion of the wins of the wins and losses of the losses in paired 

comparisons, so in a sense this represents the first step in the filtering process. 

But David (1987) does not extend this analysis or present the analysis in a way 

that assists the reader in understanding the importance of the linked nature of 

the network of preferences and the amount of information indirectly available. 

This is probably the case because David�s methodology does not require this 

additional, indirect information when collating a final ranking.  

Further, the typical size of the experiments reported in the texts and journals 

referenced in this thesis have been restricted to small numbers of objects, which 

may have further influenced the approach taken by David and others in terms of 

using all the available information. Certainly, if the number of objects in the 

experiment is less than 10 or so then the new method does not offer much 

improvement in performance over the existing methods. Part of the motivation 

of this current research is the applicability of paired comparisons to large data 

sets (with 100 or so objects). It is this motivation that influenced the 

consideration of using all available information (that is, indirect comparisons as 

well as direct comparisons) when collating the pairwise preferences into a final 

ranking. The new collation methodology has taken and explored existing 

methods and has extended these in a logical way to enable the collation of a 

ranking from a large experiment when there is little or no control over the 

experimental design. 
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The new method aims to provide a final rank for each object in the experiment 

that is not affected by the number and strength of the objects with which the 

object is compared directly. It does this by powering the P matrix and its 

transpose, until convergence in the ranking is reached, unlike the methods of 

David (1987), Andrews and David (1990) and Allen (1992), which only power 

the matrices once. Powering the P and P' matrices until convergence is reached 

allows each object to be compared, albeit indirectly at times, with every other 

object within the experiment. Allowing each object to be compared with every 

other object removes the bias of an object being directly compared with only a 

subset of objects. 

The new method takes a balanced approach in determining the final ranking of 

all objects by considering the difference in the wins and losses rather than the 

ratio of Ramanujacharyulu (1964), which is more concerned with identifying the 

�winner� of the experiment. 

The research then focuses on testing the new collation method and comparing 

its performance to the existing methods of David and Allen. This is done by way 

of a Monte Carlo simulation in which differences in judgement consistency as 

well as experiment completeness and size are considered. The simulation 

exercise makes the following findings:  

� The new methodology generally provides an improved performance 

when there are more than 10 objects to be ranked; 

� Compared with non-replication, replication of each pairwise judgement 

certainly improves the accuracy of the overall ranking, regardless of the 

level of judgement inconsistency. The exception is when there is perfect 

consistency � in which case the matrix of pairwise preference data is 

identical under both approaches; 

� In the case of non-replication, the accuracy of the result greatly improves 

as judgement consistency improves. In other words, if it is not possible 

to replicate individual pairwise judgements then high judgement 

consistency is important for a reasonable result; 

� In the case of replication, the accuracy of the returned ranking improves 

with judgement consistency only in the case of the new method and only 

when the overall judgement consistency increases above 85%; For the 

existing methods, the accuracy actually decreases marginally with the 
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improvement of judgement consistency, particularly if there is a low level 

of experiment completeness; 

� In terms of experiment completeness, for non-replicated experiments, 

there is an increase in the accuracy of the returned ranking as the 

proportion of possible pairwise preferences completed increases, but not 

to the same extent as occurs with an increase in judgement consistency. 

That is, judgement consistency is actually more important than 

experiment completeness. This suggests that control over the design of 

the experiment (the extent of completeness and which pairwise 

preferences are completed) is less important than judgement 

consistency and replication � certainly a finding not found reported in the 

literature; 

� The new method outperforms the existing methods when there is perfect 

consistency or when overall judgement consistency is at least 85%. 

The collation method of Allen (1992) and the new method are applied to a real 

set of student assessment data to show the potential impact on the ranking of 

individual objects (in this case, students). It is shown that the change to the 

ranking of individual students is large enough to be of some real world 

significance.  

In particular, the analysis of the school data set shows the new collation 

method, by way of filtering through the network of preferences, takes into 

account the underlying nature of the student curriculum pattern. In general 

terms, this is analogous to taking into account the indirect linkages of objects in 

an incomplete non-designed experiment. This example also shows that the 

method of Allen (1992) is not capable of doing this. 

It appears that the method of paired comparisons can be used to assist in 

understanding the way judges make preference decisions. The midwifery 

workforce case study (Chapter 8) demonstrates that paired comparisons, 

together with secondary analysis of the results, can identify the variables that 

are important to a judge when making a preference decision and improve the 

understanding of the way in which the variables interact and are used. 

In summary, the objectives of this thesis have been satisfied 

1. Existing methods for collating paired comparisons can be used to 

reasonably rank a set of objects in an experiment that is based on an 
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incomplete and unbalanced (non) design providing there is a high level 

of judgement consistency (greater than 85%) and the level of 

completeness is great than 70%. If overall judgement consistency is less 

than 85% then it is necessary to involve replication of judgements.  

2. The existing collation methods of Kendall-Wei (Kendall, 1955), David 

(1987) and Allen (1992) are extended to produce the new collation 

method, which, in general, has in most cases a higher level of validity in 

the final ranking when applied to an incomplete and unbalanced (non) 

design.  

3. It has been demonstrated by example that the method of paired 

comparisons can help understand what variables (from a set of 

variables) are important in making a particular preference decision. 
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number used in the thesis. 

Simulation exercise � Stage One Analysis.xls A Microsoft Excel spreadsheet containing the summary 

analyses of stage one of the simulation exercise 

presented in Chapter 6. 

Simulation exercise � Stage One Raw Data.xls A Microsoft Access Database containing the raw results 

for stage one of the simulation exercise presented in 

Chapter 6. 

Simulation exercise � Stage Two Analysis.xls A Microsoft Excel spreadsheet containing the summary 

analyses of stage two of the simulation exercise presented 

in Chapter 6. 

Simulation exercise � Stage Two Raw Data.xls A Microsoft Access Database containing the raw results 

for stage two of the simulation exercise presented in 

Chapter 6. 

Simulation exercise � Stage Three Analysis.xls A Microsoft Excel spreadsheet containing the summary 

analyses of stage three of the simulation exercise 

presented in Chapter 6. 

Simulation exercise � Stage Three Raw Data.xls A Microsoft Access Database containing the raw results 

for stage three of the simulation exercise presented in 

Chapter 6. 

Simulation exercise � Stylised probability of consistent 
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A Microsoft Excel spreadsheet containing the probability 

function described in equation (6.1) in Chapter 6. 

Simulation exercise � VBA Code.xls A Microsoft Excel spreadsheet containing the VBA code 

written to undertake the simulation exercise presented in 

Chapter 6. 

Case Study Two � Midwifery Analysis.xls A Microsoft Excel spreadsheet containing the summary 

analyses of the midwifery case study presented in Chapter 

8. 

Midwifery Workforce Planning in Queensland.pdf A PDF file containing the study report of Lenton and Carse 

(1998). 




