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Abstract 

 

 

Web information retrieval is a relatively new research area that has attracted a significant 

amount of interest from researchers around the world since the emergence of the World 

Wide Web in the early 1990s. The problems facing successful web information retrieval are 

a combination of challenges that stem from traditional information retrieval and challenges 

characterised by the nature of the World Wide Web. The goal of any information retrieval 

system is to provide an information need fulfilment in response to an information need. In a 

web setting, this means retrieving as many relevant web documents as possible in response 

to an inputted query that is typically limited to only containing a few terms expressive of 

the user’s information need. 

 This thesis is primarily concerned with firstly reviewing pertinent literature related 

to various aspects of web information retrieval research and secondly proposing and 

investigating a novel concept and context-based approach. The approach consists of 

techniques that can be used together or independently and aim to provide an improvement 

in retrieval accuracy over other approaches. A novel concept-based term weighting 

technique is proposed as a new method of deriving query term significance from ontologies 

that can be used for the weighting of inputted queries. A technique that dynamically 

determines the significance of terms occurring in documents based on the matching of 

contexts is also proposed. Other contributions of this research include techniques for the 

combination of document and query term weights for the ranking of retrieved documents. 

All techniques were implemented and tested on benchmark data. This provides a 

basis for performing comparison with previous top performing web information retrieval 

systems. High retrieval accuracy is reported as a result of utilising the proposed approach. 

This is supported through comprehensive experimental evidence and favourable 

comparisons against previously published results.  

     



 III

Statement of Originality 

 

 

This work has not previously been submitted for a degree or diploma in any university. To 

the best of my knowledge and belief, this thesis contains no material previously published 

or written by another person except where due acknowledgments are made in the thesis 

itself. 

 

 

 

 

 

 

 

Signature:                                                         

    

                    John Zakos 

 

 

    Date:                  

     

   12th May, 2005 



 IV

Acknowledgements 

 

 

This research would have never of transpired without the encouragement, guidance and 

expertise of my supervisor, Associate Professor Brijesh Verma. His continual 

encouragement to work hard and persevere to achieve good research outcomes played a 

significant role in the timely and successful completion of this work. I am grateful for his 

supervision and thank him very much.  

I would like to thank my parents, Anastasios and Thalia, for their continual support 

and encouragement prior to the commencement of this work, during and now after. They 

instilled in me the value of education and learning. Without them, this research would not 

have been possible. Σας ευχαριστω µε ολη µου την καρδια. 

Thank you also to my sister and brother, all family, friends and colleagues on the 

Gold Coast, in Australia and around the world. In different ways and probably without 

realising it themselves, they all played a role in giving encouragement, hope and helping 

me keep a balanced perspective on life during the course of this research. 

Finally, thank you to the staff, both administrative and academic, at the School of 

Information and Communication Technology for their advice and prompt assistance 

throughout my candidature. 

 

   

 

 

  

 



 V

Table of Contents 

 

List of Figures......................................................................IX 

List of Tables ..................................................................... XII 

Chapter 1 Introduction......................................................... 1 

1.1 Background..........................................................................................................1 
1.2 Motivation............................................................................................................3 
1.3 Aims and Objectives.............................................................................................4 
1.4 Original Contributions ..........................................................................................4 
1.5 Organisation of Remainder of Thesis ....................................................................5 

Chapter 2 Literature Review................................................ 7 

2.1 Term Significance ................................................................................................8 
2.1.1 Term Frequency...........................................................................................8 
2.1.2 Inverse Document Frequency .....................................................................10 
2.1.3 Robertson Sparck-Jones Weight .................................................................11 

2.2 Document Ranking.............................................................................................12 
2.2.1 Inner Product .............................................................................................12 
2.2.2 Cosine and the Vector Space ......................................................................14 
2.2.3 Probabilistic ...............................................................................................16 
2.2.4 Fuzzy.........................................................................................................17 
2.2.5 Hyperlinks .................................................................................................19 
2.2.6 Content vs. Hyperlink ................................................................................21 

2.3 Exploiting Web Structure ...................................................................................24 
2.4 Concept-based Retrieval .....................................................................................26 

2.4.1 WordNet ....................................................................................................26 
2.4.2 The Semantic Web .....................................................................................28 
2.4.3 Semantic Distance......................................................................................30 
2.4.4 Conceptual Indexing ..................................................................................31 
2.4.5 Word Sense Disambiguation ......................................................................32 

2.5 Context-based Retrieval......................................................................................34 
2.5.1 Context Vectors .........................................................................................35 
2.5.2 A Probabilistic Model ................................................................................36 
2.5.3 Term Significance......................................................................................37 



 VI

2.5.4 Hyperlinks .................................................................................................38 
2.5.5 Query Expansion by Relevance Feedback ..................................................38 
2.5.6 Latent Semantic Indexing...........................................................................41 
2.5.7 Web Search Applications ...........................................................................41 

2.6 Machine Learning Approaches ...........................................................................42 
2.6.1 Neural Networks ........................................................................................42 
2.6.2 Evolutionary Algorithms ............................................................................45 
2.6.3 Symbolic Learning.....................................................................................45 

2.7 Performance Evaluation Measures ......................................................................47 
2.8 Advantages and Disadvantages...........................................................................48 
2.9 Summary............................................................................................................50 

Chapter 3 Research Methodology ..................................... 51 

3.1 Proposed Approach ............................................................................................51 
3.2 Concept-based Term Weighting..........................................................................55 

3.2.1 Extraction ..................................................................................................59 
3.2.2 Weighting ..................................................................................................60 
3.2.3 Fusion........................................................................................................68 

3.3 Context Matching...............................................................................................70 
3.3.1 Query Context............................................................................................72 
3.3.2 Matching....................................................................................................72 
3.3.3 A Case Study .............................................................................................77 

3.4 Combination of Document Term Weights...........................................................81 
3.4.1 Linear Combination ...................................................................................82 
3.4.2 Document Term Neural Fusion ..................................................................83 

3.5 Document Ranking.............................................................................................85 
3.5.1 Inner Product .............................................................................................85 
3.5.2 Weighted Ranking .....................................................................................86 
3.5.3 Query Term Neural Fusion.........................................................................89 
3.5.4 Using Document Term Neural Fusion with Query Term Neural Fusion ......91 

3.6 Benchmark Document Collection .......................................................................91 
3.7 Summary............................................................................................................94 

 

 

 



 VII

Chapter 4 Experimental Results ........................................ 95 

4.1 Experimental Setup ............................................................................................95 
4.1.1 System Implementation..............................................................................96 

4.2 Baseline Run ......................................................................................................96 
4.3 Concept-based Term Weighting..........................................................................97 

4.3.1 AVG, MIN and MAX Fusion.....................................................................97 
4.3.2 Weighted Average Fusion ..........................................................................98 
4.3.3 Non-WordNet Terms ...............................................................................100 

4.4 Context Matching.............................................................................................101 
4.4.1 Traditional Query Expansion....................................................................101 
4.4.2 Combinations of Parameter Settings .........................................................103 
4.4.3 Relatedness ..............................................................................................104 
4.4.4 Optimisation Using an Evolutionary Algorithm........................................105 

4.5 Combination of Document Term Weights.........................................................106 
4.5.1 Linear Combination .................................................................................106 
4.5.2 Document Term Neural Fusion ................................................................108 

4.6 Document Ranking...........................................................................................110 
4.6.1 Weighted Ranking ...................................................................................110 
4.6.2 Query Term Neural Fusion.......................................................................110 
4.6.3 Document Term Neural Fusion and Query Term Neural Fusion ...............112 

4.7 Other Query Term Importance Weights ............................................................113 
4.8 Summary..........................................................................................................113 

Chapter 5 Analysis and Comparison ............................... 115 

5.1 Analysis of Concept-based Term Weighting .....................................................115 
5.1.1 AVG, MIN and MAX Fusion...................................................................115 
5.1.2 CBW values vs. IDF values......................................................................116 
5.1.3 Weighted Average Fusion ........................................................................124 
5.1.4 Non-WordNet Terms ...............................................................................129 
5.1.5 Query Terms in WordNet .........................................................................130 
5.1.6 Best CBW Result vs. Baseline..................................................................130 

5.2 Analysis of Context Matching ..........................................................................132 
5.2.1 Relatedness of Query Context ..................................................................132 
5.2.2 Significance of Parameters .......................................................................135 
5.2.3 Performance of Evolutionary Algorithm Optimisation..............................138 



 VIII

5.2.4 Term Confidence vs. Term Frequency......................................................141 
5.2.5 Efficiency ................................................................................................155 

5.3 Analysis of Combination of Document Term Weights ......................................157 
5.3.1 Linear Combination .................................................................................157 
5.3.2 Document Term Neural Fusion ................................................................160 

5.4 Analysis of Document Ranking ........................................................................162 
5.4.1 Weighted Ranking ...................................................................................163 
5.4.2 Query Term Neural Fusion.......................................................................165 
5.4.3 Document Term Neural Fusion and Query Term Neural Fusion ...............166 

5.5 Comparison with Previous Results....................................................................167 
5.6 Summary..........................................................................................................169 

Chapter 6 Conclusion and Future Research................... 170 

6.1 Conclusion .......................................................................................................170 
6.1.1 Concept-based Term Weighting ...............................................................170 
6.1.2 Context Matching.....................................................................................171 
6.1.3 Combination of Document Term Weights ................................................172 
6.1.4 Document Ranking ..................................................................................173 

6.2 Future Research................................................................................................173 
6.2.1 Optimising and Advancing Concept-based Term Weighting.....................173 
6.2.2 Alternative Matching Algorithms for Context Matching ...........................175 

References ......................................................................... 176 

Appendix A........................................................................ 192 

Appendix B........................................................................ 195 

Appendix C........................................................................ 199 

Appendix D........................................................................ 204 



 IX

List of Figures  

Figure 2.1: High-level architectural overview of a web information retrieval system. ........7 
Figure 2.2: Vector space model. ......................................................................................15 
Figure 2.3: Relationship between hubs and authorities.....................................................20 
Figure 2.4: A portion of the WordNet hierarchy. .............................................................27 
Figure 2.5: The contextual model with mutual information correlations across elements..36 
Figure 2.6: WEBSOM - Organising large document collections for browsing and retrieval.

................................................................................................................................44 
Figure 2.7: A typical precision-recall graph. ....................................................................47 
Figure 3.1: System architecture. ......................................................................................53 
Figure 3.2: Overview of concept-based term weighting. ..................................................56 
Figure 3.3: Generality vs. Specificity. .............................................................................57 
Figure 3.4: Distribution of number of senses for noun terms. ...........................................61 
Figure 3.5: Distribution of number of senses for verb terms.............................................62 
Figure 3.6: Distribution of number of senses for adjective terms......................................62 
Figure 3.7: Distribution of number of synonyms for noun synsets....................................63 
Figure 3.8: Distribution of number of synonyms for verb synsets. ...................................63 
Figure 3.9: Distribution of number of synonyms for adjective synsets. ............................63 
Figure 3.10: Distribution of levels for noun synsets. ........................................................64 
Figure 3.11: Distribution of levels for verb synsets. .........................................................64 
Figure 3.12: Distribution of number of children for noun synsets.....................................65 
Figure 3.13: Distribution of number of children for verb synsets......................................65 
Figure 3.14: Weighting functions for POS noun: a. Senses b. Synonyms .........................67 
Figure 3.15: Weighting functions for POS verb: a. Senses b. Synonyms ..........................67 
Figure 3.16: Weighting  functions for POS adjective: a. Senses b. Synonyms. .................68 
Figure 3.17: Overview of context matching as part of the retrieval process. .....................71 
Figure 3.18: Gaussian distance function. .........................................................................76 
Figure 3.19: Linear distance function. .............................................................................76 
Figure 3.20: Hard limiter distance function......................................................................77 
Figure 3.21: Sample documents featuring the terms cars and accidents. ..........................78 
Figure 3.22: Fusing document term weights for term confidence. ....................................82 
Figure 3.23: Architecture of document term neural fusion network. .................................84 
Figure 3.24: Fusing query term weights for term score. ...................................................85 
Figure 3.25: Hard limiter function for weighted ranking. .................................................86 



 X

Figure 3.26: Architecture of query term neural fusion network. .......................................90 
Figure 3.27: Architecture of the 2-layered neural ranking technique. ...............................91 
Figure 3.28: A typical web document in the WT2g collection..........................................93 
Figure 4.1: Performance of runs for non-WordNet terms at a range of CBW defaults.....100 
Figure 5.1: Comparison of retrieval accuracy when using a single conceptual information 

type in CBW. .........................................................................................................125 
Figure 5.2: Comparison of  # relevant documents retrieved when using a single conceptual 

information type in CBW. ......................................................................................125 
Figure 5.3: Combining # senses with each other conceptual information type. ...............127 
Figure 5.4: Combining # synonyms with each other conceptual information type. .........128 
Figure 5.5: Combining level # with each other conceptual information type. .................128 
Figure 5.6: Combining # children with each other conceptual information type. ............129 
Figure 5.7: Interpolated recall-precision graph for IDF and CBW. .................................131 
Figure 5.8: Per topic average precision performance of best CBW result vs. baseline.....131 
Figure 5.9: Performance of CBW vs. other query term importance indicators. ...............132 
Figure 5.10: Hypernyms for parkinson’s disease. ..........................................................133 
Figure 5.11: Hyponyms for storms. ...............................................................................134 
Figure 5.12: Average performance for parameters d, m and Dist(CD) across all runs. ....136 
Figure 5.13: Per topic average precision performance of best context matching result vs. 

baseline..................................................................................................................137 
Figure 5.14: Interpolated recall-precision graph: best CM run vs. baseline. ....................137 
Figure 5.15: Average and minimum fitness of population across generations. ................139 
Figure 5.16: Per topic average precision performance of best evolutionary algorithm result 

vs. baseline. ...........................................................................................................140 
Figure 5.17: Per topic average precision performance of best evolutionary algorithm result 

vs. best manual combinations result........................................................................141 
Figure 5.18: Comparison of average precision of TC vs. TF for various query term 

importance weights. ...............................................................................................143 
Figure 5.19: Comparison of precision @ 20 of TC vs. TF for various query term importance 

weights. .................................................................................................................143 
Figure 5.20: Comparison of # relevant documents of TC vs. TF for various query term 

importance weights. ...............................................................................................144 
Figure 5.21: Comparison of average precision for TF vs. TC with traditional query 

expansion...............................................................................................................145 



 XI

Figure 5.22: Comparison of precision @ 20 for TF vs. TC with traditional query expansion.

..............................................................................................................................146 
Figure 5.23: Comparison of # relevant documents retrieved for TF vs. with traditional 

query expansion. ....................................................................................................146 
Figure 5.24: Recall-precision graph of best TC and traditional query expansion runs. ....147 
Figure 5.25: Distribution of TFq.D values. ......................................................................149 
Figure 5.26: Distribution of CIq,Q,D values. ....................................................................149 
Figure 5.27: Distribution of CIq,QR,D values. ...................................................................150 
Figure 5.28: Distribution of TCq,D values. ......................................................................151 
Figure 5.29: Processing overhead for number of QR terms. ...........................................155 
Figure 5.30: Average precision for numbers of QR terms. .............................................156 
Figure 5.31: Overall performance of w1 at intervals of  0.1............................................157 
Figure 5.32: Overall performance of w2 at intervals of  0.1............................................158 
Figure 5.33: Comparison of performance for different combinations of document term 

significance indicators............................................................................................159 
Figure 5.34: Comparison of # relevant documents retrieved for different combinations of 

document term significance indicators....................................................................159 
Figure 5.35: Per topic average precision performance of DTNF vs. linear combination..160 
Figure 5.36: Per topic performance of  # relevant documents retrieved using TCq,D: 

weighted ranking vs. inner product. ........................................................................163 
Figure 5.37: Per topic performance of  # relevant documents retrieved using TFq,D: 

weighted ranking vs. inner product. ........................................................................164 
Figure 5.38: Per topic average precision performance of QTNF vs. inner product. .........165 
Figure 5.39: Comparison of CM with previous best performing systems........................167 
Figure 6.1: Fusing the conceptual term matrix with an optimised weights matrix. ..........174 

 



 XII

List of Tables  

Table 2.1: Inner product similarities –  Scenario 1. ..........................................................13 
Table 2.2: Inner product similarities –  Scenario 2. ..........................................................13 
Table 2.3: Inner product similarities –  Scenario 3. ..........................................................14 
Table 2.4: Number of words and synsets in WordNet. .....................................................28 
Table 3.1: Min, Avg and Max for POS. ...........................................................................66 
Table 3.2: Closest distance CDq,c,D between original query terms and sub-context Q. .......79 
Table 3.3: CIq,Q,D values for original query terms. ............................................................79 
Table 3.4: Closest distance CDq,c,D between original query terms and sub-context QR......80 
Table 3.5: CIq,QR,D values for original query terms. ..........................................................80 
Table 3.6: CMCq, D values for original query terms. .........................................................80 
Table 3.7: Sample training pairs for DTNF......................................................................84 
Table 3.8: Weighted ranking vs. inner product –  Scenario 1. ..........................................87 
Table 3.9: Weighted ranking vs. inner product –  Scenario 2. ..........................................88 
Table 3.10: Sample training pairs for QTNF....................................................................90 
Table 4.1: Result of baseline run. ....................................................................................97 
Table 4.2: CBW results using AVG for Row Fusion f1(R)...............................................98 
Table 4.3: CBW results using MIN for Row Fusion f1(R). ..............................................98 
Table 4.4: CBW results using MAX for Row Fusion f1(R). .............................................98 
Table 4.5: CBW results when using weighted average for row fusion. .............................99 
Table 4.6: CBW results when utilising only a single type of conceptual information......100 
Table 4.7: Results for traditional query expansion using only TF...................................102 
Table 4.8: Results for traditional query expansion using CM. ........................................103 
Table 4.9: Top 10 Context matching results...................................................................103 
Table 4.10: Bottom 10 Context matching results. ..........................................................104 
Table 4.11: Context matching results for different settings of n. ....................................104 
Table 4.12: Results for different techniques for obtaining R...........................................105 
Table 4.13: Optimal 10 combinations of parameters for context matching from evolutionary 

algorithm. ..............................................................................................................106 
Table 4.14: Top 5 results for combinations of w1 and w2. .............................................107 
Table 4.15: The effect of TFq,D , CIq,Q,D and CIq,QR,D on retrieval. ...................................107 
Table 4.16: Example training pairs for document term neural fusion..............................108 
Table 4.17: Top 20 Results of document term neural fusion...........................................109 
Table 4.18: Result of weighted ranking using TCq,D. ......................................................110 



 XIII

Table 4.19: Result of weighted ranking using TFq,D. ......................................................110 
Table 4.20: Example training pairs for document term neural fusion..............................111 
Table 4.21: Top 20 Results of query term neural fusion. ................................................112 
Table 4.22: Result of 2-layer neural fusion: DTNF with QTNF. ....................................113 
Table 4.23: Results using TF with other query importance weights................................113 
Table 4.24: Results using TC with other query importance weights. ..............................113 
Table 5.1: TDF vs. CBW. .............................................................................................117 
Table 5.2: Normalised IDF vs. CBW.............................................................................118 
Table 5.3: WordNet statistics for queries. ......................................................................130 
Table 5.4: Data point ranges..........................................................................................148 
Table 5.5: The effect of TC on retrieval for relevant documents with topic 413..............153 
Table 5.6: The effect of TC on retrieval for non-relevant documents with topic 413.......154 
Table 5.7: Rank position and term confidence when using linear combination. ..............161 
Table 5.8: Rank position and term confidence when using DTNF..................................161 
Table 5.9: Average deviation of DTNF output from linear combination output. .............162 
Table 5.10: Average deviation of QTNF output from inner product output. ...................166 

Table A.1: Results of CBW when using weighted average for row fusion and W1 = 1. ...192 
Table A.2: Results of CBW when using weighted average for row fusion and W1 = 0.5. 193 
Table A.3: Results of CBW when using weighted average for row fusion and W1 = 0. ...194 

Table B.1: Context matching results when m = 3. ..........................................................195 
Table B.2: Context matching results when m = 5. ..........................................................196 
Table B.3: Context matching results when m = 10. ........................................................197 
Table B.4: Context matching results when m = 20. ........................................................198 

Table C.1: DTNF results when using 4 hidden units. .....................................................199 
Table C.2: DTNF results when using 5 hidden units. .....................................................200 
Table C.3: DTNF results when using 7 hidden units. .....................................................200 
Table C.4: DTNF results when using 10 hidden units. ...................................................201 
Table C.5: DTNF results when using 12 hidden units. ...................................................201 
Table C.6: DTNF results when using 15 hidden units. ...................................................202 
Table C.7: DTNF results when using 17 hidden units. ...................................................202 
Table C.8: DTNF results when using 20 hidden units. ...................................................203 

Table D.1: QTNF results when using 4 hidden units. .....................................................204 
Table D.2: QTNF results when using 5 hidden units. .....................................................205 
Table D.3: QTNF results when using 7 hidden units. .....................................................205 
Table D.4: QTNF results when using 10 hidden units. ...................................................206 



 XIV

Table D.5: QTNF results when using 12 hidden units. ...................................................206 
Table D.6: QTNF results when using 15 hidden units. ...................................................207 
Table D.7: QTNF results when using 17 hidden units. ...................................................207 
Table D.8: QTNF results when using 20 hidden units. ...................................................208 



 1

Chapter 1 

Introduction 

This chapter introduces the research area of web information retrieval and the research 

presented in this thesis. Section 1.1 provides a background overview of web information 

retrieval. Section 1.2 presents the challenges that motivate web information retrieval 

research and provides a basis for section 1.3 that presents the aims and objectives of this 

research. Section 1.4 lists the original contributions made in this research and section 1.5 

describes the organisation of the remaining chapters of this thesis. 

1.1 Background 

Web information retrieval is a relatively new area of research that has emerged recently 

since the advent of the World Wide Web (WWW) in the early 1990s [1]. It is concerned 

with addressing the technological challenges facing information retrieval (IR) in the setting 

of the WWW. Computerised information retrieval research dates back to the 1950s [2] and 

has focussed on solving problems with retrieving information from small document 

collections, using descriptive queries in a particular domain for particular users.  

But characteristics of the web make the task of retrieving information from it quite 

different from traditional information retrieval. The web is a seemingly unlimited resource 

of abundant heterogeneous information with users from a cross section of society seeking 

to find information to satisfy their information need. They require the web to be accessible 

through effective and efficient information retrieval systems that deliver information need 

fulfilments through the retrieval of relevant web content. The following characteristics of 

the web shape the nature of web information retrieval and are what make it considerably 

different to traditional retrieval challenges: 

• Size: In July of 1999, it was reported that the web was composed of 

approximately 800 million web pages spread over 3 million servers that 

amounted to about 6 terabytes of text data [3]. This doubled estimates made 2 

years earlier in December 1997 [4]. But a more recent estimation in 2003 has the 

web at 4 billion web pages [5]. Since then, there have been no signs of the rate 
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of growth slowing down with an estimated of 8% of new pages being created 

every week [6].  

• Heterogeneity: Web documents are typically heterogenous HTML pages 

containing textual and multimedia information that are published on the web. It 

exists in different of genres, languages and styles and from different authors.  

• Dynamic: The freedom for anyone to publish information on the web at anytime 

and anywhere means that information on the web is constantly changing. It is a 

dynamic information environment where as traditional systems are typically 

based on static document collections. 

• Hyperlinks: The web is a collection of hyper-linked web documents that contain 

pointers to each other, creating communities of interwoven information [7]. 

Hyper-links and hyper-link text provide additional and potentially useful 

information that can be utilised for web search. 

• Search Behaviour: Users often submit short sometimes ill formed queries of 

one, two or three words to search engines to express their information need [8] 

and can usually be categorised as type: navigational, informational or resource 

[9]. A detailed analysis into types of categories searched by users throughout a 

day on a commercial search engine is shown in [10]. When browsing search 

results, most users do not browse beyond the first page of results [11].  

 

Web search engines such as Google, AltaVista, Inktomi and Excite, which are amongst the 

most popular web information retrieval systems [12], have partly addressed the challenges 

posed by web IR and delivered it to mainstream society as a tool for finding relevant 

information on the web. In fact, users these days have come to expect to be able to find 

information on the web quickly and easily.  

 But the retrieval of information from the web is still an unsolved problem with 

many different applications probably still undiscovered. There is a valid need for research 

to improve web information retrieval to provide users with more relevant information more 

efficiently and in different ways. Research problems range from understanding the user’s 

information need better to managing the huge amounts of information to providing 

superior ranking methods exploiting the structure and characteristics of the web. 

Researchers will be active in proposing more effective approaches for the retrieval of 

information from the web for many years to come.  
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1.2 Motivation 

The ultimate challenge for web information retrieval research is to provide improved 

systems that retrieve the most relevant information available on the web to better satisfy a 

user’s information need. The response in an attempt to address this challenge can be 

witnessed through the many papers that have been prolifically published in traditional 

journals such as Information Processing and Management, Journal of the American 

Society for Information Science, ACM Transactions on Information Systems, Journal of 

Documentation and the Journal of Information Retrieval and in international conferences 

such as the Text Retrieval Conference (TREC), the SIGIR Conference on Research and 

Development in Information Retrieval, the Conference on Information and Knowledge 

Management (CIKM) and the International Conference on Document Analysis and 

Retrieval (ICDAR). Literature on intelligent techniques for web document retrieval can 

also be found in other journals such as Pattern Recognition and the International Journal of 

Document Analysis and Retrieval (IJDAR). Quite clearly, the motivation to provide 

improved information retrieval systems has been and is abundant.  

 Specifically, the operative challenges motivating researchers in web information 

retrieval include problems relating either to data or to the user [13]: 

1. Data quality: The intrinsic nature of the web means that data is distributed, 

volatile, unstructured, redundant and heterogeneous. Thus, ensuring good 

quality of content is an important aspect of overall indexing and retrieval 

process. 

2. User satisfaction: Proposing methods that allow users to express their 

information need as a query and then provide relevant search results that are of 

interest to the user.  But because the web consists of billions of documents, an 

answer to a query may consist of thousands, millions or even billions of 

potentially relevant documents. Addressing the challenges surrounding how a 

large answer is handled and how the ranking of documents is performed is of 

great significance to the retrieval process. 

 

The motivation for the research presented in this thesis was inspired by the challenges 

related to user satisfaction. The design and proposal of effective retrieval techniques that 

deliver highly relevant results will always play a leading and important role in web 

information retrieval research as long as the quest for the perfectly accurate system 

continues to exist.  
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1.3 Aims and Objectives 

The objective of this research is to propose and investigate new techniques for web 

information retrieval that when used as part of the retrieval process, improve retrieval 

effectiveness by retrieving more highly relevant documents in response to an inputted 

query. These techniques should be easily “pluggable” into current and future web IR 

systems with a minimal need to make architectural changes or modifications. The research 

questions addressed by the research are: 

1. How can conceptual information represented in an ontology be intelligently 

interpreted, exploited and used effectively for retrieval?  

2. How can term context in both documents and queries be captured and used to 

improve retrieval? 

3. What new term and document weighting measures can be derived as substitutes 

or co-contributors to existing term significance indicators?  

4. How can the above questions be addressed by proposing solutions that are well 

suited for web information retrieval? 

 

Consequently, the main aims of this research are to: 

1. Propose and investigate a concept-based technique for the weighting of query 

terms. 

2. Propose and investigate a context-based technique for the weighting of 

document terms. 

3. Propose and investigate neural techniques for the combination of term weights 

and the ranking of documents. 

1.4 Original Contributions 

This research proposes novel query term and document term weighting techniques along 

with new fusion and combination methods for document ranking. Namely, the major and 

original contributions of this research are: 

1. A concept-based term weighting (CBW) technique that weights query terms 

based on conceptual information observed in ontologies. It is a technique that 

intuitively interprets and analyses ontological information in a novel way to 

derive term importance values that can be potentially substituted for inverse 

document frequency (IDF). Unlike IDF, this technique is totally independent of 

document collection statistics, making it fundamentally different. 
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2. A context matching (CM) technique that analyses term context in documents to 

derive document term significance. It relies on terms in documents occurring in 

a relevant context to the query to be considered important. It is a technique that 

captures context of query and matches this with the occurrence of a term in a 

document to derive document term confidence that can be potentially used as a 

substitute for or combined with term frequency (TF). Unlike TF, a term that 

occurs only once in a document can potentially be assigned a high importance or 

confidence using context matching. Vice versa, a term that occurs multiple times 

in a document can potentially be given a low importance or confidence. 

3. Fusion techniques to combine these new term weighting measures with existing 

term weighting measures for the ranking and retrieval of documents. These 

include both linear and neural fusion for the generation of term confidences and 

weighted and neural ranking for the calculation of document rank scores. 

1.5 Organisation of Remainder of Thesis 

This thesis is organised into 6 chapters followed by references and appendices.  

Chapter 2 gives a review of the pertinent web information and traditional 

information literature most related to the aims of this research. It gives an overview of a 

typical web information retrieval system and reviews a variety of techniques and 

approaches ranging from term significance, document ranking, concept and context-based 

retrieval, machine learning and performance evaluation measures.  

Chapter 3 presents the research methodology and the novel techniques proposed in 

this research. Concept-based term weighting is presented as an alternative term weighting 

technique to IDF for the weighting of query terms. Context matching is presented as a 

document term weighting technique that can be used to derive the significance of terms in 

documents dynamically at retrieval time. Chapter 3 also describes term weighting 

combination techniques based on both linear and neural fusion for the ranking of web 

documents during retrieval.   

Chapter 4 presents the experimental results obtained from tests performed using 

the proposed techniques individually and in a combined approach. Each of the techniques 

was implemented and a number of experiments were performed on a benchmark document 

collection. This provided a basis for investigating each of the techniques and the approach 

as a whole. A number of standard evaluation measures such as average precision, precision 

at 20 and number of relevant documents retrieved were used to ascertain system 

performance and provide a consistent evaluation methodology across all experiments. 
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Chapter 5 presents an analysis and comparison of the experimental results. It 

provides an explanation as to why each of the experiments performed with an 

improvement or degradation in retrieval performance. Various comparisons are made at 

both the component and system level. Also, further comparisons are made between both 

individual queries and the entire query set for the document collection. Comparisons with 

previously best performing published results are also made.  

Chapter 6 forms the conclusion of this thesis and outlines a direction for future 

research. In particular, an emphasis on improving CBW through further proposals and 

investigations based on the application of an evolutionary algorithm are made.  

A section listing the references used in this thesis follows Chapter 6. Appendixes 

A, B, C and D follow the references and present additional results that were not directly 

included in Chapter 4. 
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Chapter 2 

Literature Review 

The focus of this chapter is to review the most relevant research that has been undertaken 

in web information retrieval that is related to the proposed approach. Section 2.1 reviews 

measures of term significance. This is followed by section 2.2 that reviews the core 

ranking algorithms for both content-only and hyperlink-based approaches. Section 2.3 

presents retrieval approaches that exploit web structure to improve retrieval. Section 2.4 

presents context-based approaches while concept-based retrieval is reviewed in section 2.5. 

Section 2.6 presents machine learning approaches for document retrieval through the use 

of neural networks and genetic algorithms. Section 2.7 discusses evaluation measures for 

web information retrieval performance. Finally, section 2.8 provides a summary of the 

literature review. 
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Figure 2.1: High-level architectural overview of a web information retrieval system. 

 

Figure 2.1 shows an overview of the most significant components of a typical web 

information retrieval system. A crawler is usually responsible for gathering the documents 

and storing them in the document repository. The indexer then processes these documents 

and typically creates an inverted index and an index based on hyperlinks. Depending on 

the application, it may be the responsibility of the indexer to perform some additional 

concept or context-based processing. Once the indices are built, document ranking can be 

performed using the information stored in the index to weight terms, analyse hyperlinks 

and other content and return the set of retrieved documents. Most of the literature reviewed 
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in this chapter relates directly to the ranking and retrieval or to the processing and analysis 

of documents performed during indexing. 

2.1 Term Significance 

Most information retrieval systems are based on retrieval strategies and ranking algorithms 

that require information indicating how significant or insignificant a particular term is [13]. 

Term significance ultimately allows the system to effectively retrieve and rank potentially 

relevant documents, by giving an indication of the importance of a term. Generally 

speaking, an important or significant term is one that is more likely to contribute toward 

the relevance of a document, where a term that is not important or insignificant is one that 

is less likely to contribute toward the relevance of a document.  

Term importance is typically indicated through the assignment of a weight to a 

term that is generated by some kind of term weighting technique. Such a technique assigns 

a value to a term, where a value close to zero typically indicates insignificance and where 

larger values indicate greater significance. Subtle variations of term weights often have 

significant impact in the retrieval performance of a system. Thus, the choice of the term 

weighting technique and the combination of terms weights during retrieval is an important 

aspect of the information retrieval system.  

While many different variations of term weighting techniques exist, most of them 

are based on either term frequency or inverse document frequency [14,15]. These 

formulations, including their variations, are discussed in the following sections. These can 

be used for web information retrieval or even for traditional approaches. 

2.1.1 Term Frequency 

Luhn [2,16] was the first to perform significant investigations into computerised encoding 

and retrieval of literary information. In this pioneering work, Luhn states that authors tend 

to repeat certain words when advancing an argument or elaborating their discussion on a 

particular subject. In the approach presented, which auto-generates document abstracts 

from a full body of text, Luhn bases the identification of significant terms by the frequency 

of that term in the body of text being considered. Consequently, this work laid the 

foundation for using term frequency (TF) as an indicator of term significance within a 

document for retrieval.     

In fact, term frequency is still today considered the salient measure of document-

term significance [13]. In its most simplest form, the weight wt,d given to a term t in a 
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document D is the sum of how many times (i.e. frequency) ft,D that term appears within the 

document it occurs within: 

DtDt, fw ,=  (2-1) 

Variations to this formula include logarithmic formulations 

DteDt, fw ,log1 +=
 

and a normalised formulations such as 
(2-2) 
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where WD and max fD are normalisation factors and are the total number of terms in D and 

is the maximum of all ft,D derived from D respectively. In a more parameterised 

formulation, OKAPI weighting [17,18] calculates term frequency weighting component 

through 
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where K is a normalisation factors equating to k1((1-b)+b.dl/avdl) and k1, b and k3 are 

parameters that depend on the nature of length of the query. qtf is the frequency of term 

within the query topic. dl is the document length and avdl is the average document length 

measured in some suitable unit. The advantaged of such parameterised formulation is that 

tuning for optimal settings contributes to superior retrieval accuracy. From the reverse 

perspective, this is also a disadvantage because it burdens the user of such a formulation 

with the responsibility and overhead of attempting to correctly find the optimal settings.  

The exact choice of formulation seems to be one that is subjective rather than 

objective. Common to all formulations is the use of the term frequency component, based 

on the observation made of its effectiveness as an indicator of term significance by Luhn 

many years ago.  

Normalisation 

The tuning of normalisation factors for term frequency weighting has received attention in 

past research. Singal et al [19] proposed an effective technique called pivoted document 

length normalisation. In their technique, document length statistics of a document 

collection are used as a basis of calculating the probability gradients of both retrieval and 
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relevance. The point at which both gradients meet is considered the pivot point and it is 

used to tilt the normalisation of a given document. One side of the pivot point represents 

the distribution of document lengths that are retrieved with a higher probability of 

relevance where as the other side represents the distribution of document lengths that are 

retrieved with a lower probability of relevance. The tilting, that corresponds to increasing 

or decreasing the effect of the normalisation factor, positively effects the final term 

frequency calculation and ultimately the retrieval performance of the system. In related 

work, He et al [20] performed a study on the tuning of parameter values for term frequency 

normalisation. 

Integral Impacts 

An interesting technique to transform document term weights (impacts) such as TF  into 

small integer impacts for efficient and effective retrieval is presented by Anh et al [21,22]. 

The new term impacts can improve retrieval accuracy but also result in very fast query 

processing especially when pruning techniques are applied. Essentially, the process 

consists of three main steps. First, a parsing phase processes a document and identifies 

unique terms and their term frequencies. Second, a sorting phase sorts the terms based on a 

primary and secondary key that are based statistical measures of the terms. Third, the 

sorted list of terms is mapped into integer range from k down to 1 using a mapping 

method, such as a logarithmic ruler. The idea is that every document will have its terms 

mapped into the integer range k to 1 and then these integer term impacts can be stored in 

an impact sorted index that allows for extremely fast retrieval. Experimental results are 

presented on web data and effectiveness is also shown to improve.  

The mapping of terms into the integer scale k to 1, can be also thought of as a type 

of smoothing technique, where the gap between moderately high and moderately small 

term weights is reduced. This changes the distribution of terms throughout the document 

collection and results in better retrieval. Consequently, the sorting phase using the primary 

and secondary keys is a very important aspect of the approach as this controls the nature of 

the order of the sorted terms before they are mapped into the integer impact space. Anh et 

al proposed several potential sorting keys based on TF, IDF, word length, term position 

and tags.  

2.1.2 Inverse Document Frequency 

Inverse document frequency (IDF) was first proposed by Sparck-Jones [23] as a statistical 

measure of determining term significance. It attempts to capture how significant or 
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insignificant a particular term is to a document collection by interpreting how many 

documents a term appears in relative to the document collection: 

( ) ( ) 1+−= tt nfNfIDF  (2-6) 

where N is the number of documents in the collection and nt is the number of documents in 

which term t occurs. It is based on the notion that terms that occur in many documents in a 

document collection are more general and considered less important than terms that occur 

in fewer documents, which are considered more specific and thus more important. From a 

retrieval perspective, this means that a specific term should provide a higher degree of 

potential relevancy to a document than a less specific term. A popular variation of the 

original formula takes the logarithmic form 

1log +=
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while other variations include the hyperbolic formulation 
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and the normalised formulation 
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where max n is the observed maximum number of document a single terms appears in.  

Since the original work presented by Sparck-Jones, IDF and its variations have 

been used as the salient term importance indicators in information retrieval approaches 

[24,25]. It is typically combined with term frequency to form the TFIDF measure. TFIDF 

has been confirmed by Salton et al [25] as the best term weighting method. 

2.1.3 Robertson Sparck-Jones Weight 

The Robertson Sparck-Jones weight [26] is another type of statistical term weighting 

scheme. Similar to IDF, it too relies on observing how many documents a term appears 

within, but extends IDF by incorporating relevance information about terms that may be 

available. Given a query Q, the Robertson Sparck-Jones weight for term t in Q is: 
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where rt is the number relevant document containing t and R is the number of relevant 

documents known to be relevant for Q. Although this type of weighting scheme has been 

used and proven to perform effectively as part of the OKAPI weighting formulation [18], 
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the disadvantage of it is that it makes the system inherently more dependent on having to 

obtain relevance judgements to be able to complete the formulation. A simpler variation to 

the Robertson Sparck Jones weighting that does not base its formulations on relevance 

information is the weighting formulation used as part of OKAPI BM25 [27]: 

5.0
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2.2 Document Ranking 

Ranking is ultimately the most important aspect of an information retrieval system. The 

aim of a ranking method is to use term weights for the calculation of similarity or 

relevance between a query Q and a document D. Web information retrieval approaches 

typically use a type of inner product or cosine based similarity measure for content-based 

retrieval but can also incorporate hyperlink-based evidence for ranking. These techniques 

and related work are discussed over the following sections. 

2.2.1 Inner Product  

Given a submitted query Q, its similarity with potentially relevant documents can be 

calculated through the inner product [28] of the query vector Q with the document vector 

D 

Dt
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QtDQ wwSim ,,, ×=∑
∈

 (2-12) 

where wt,Q and wt,D is the term weight of term t in the query vector and document vector 

respectively. Traditionally, inner product forms the basis for TFIDF ranking where IDF is 

used for wt,Q and TF is used for wt,D. In a recent web information retrieval system [29], 

TFIDF ranking was employed for the ranking of web documents. But this does not 

necessarily have to be the case. An inner product type ranking formulation can be used 

with other combinations of weights. Essentially, wt,Q should give an indication of query 

term significance while wt,D should give an indication of document tern significance. Such 

as example is the OKAPI similarity function that can be modelled as an inner product 

similarity measure for retrieval [27].  

The Nature of Inner Product Ranking 

As shown in Equation (2-12), inner product requires term weights to be specified for both 

queries and also for documents to be ranked. Once term weights have been calculated and 



 13

are available, performing inner product calculation is straight forward. Essentially, the 

inner product similarity of a document to a query is the weighted sum of the document 

term weights for all terms in the query that also occur in the document. Each document 

term weight is weighted by the corresponding query term weight and added to the 

similarity score. To illustrate the impact of term weighting with inner product similarity, 

firstly consider Table 2.1. 

 

Table 2.1: Inner product similarities –  Scenario 1.  

  Term Weights Similarity 
  black  cat   

Query 1 1  
      

Document 1 0.3 0.5 0.8 
Document 2 0.5 0.3 0.8 

 

 

Term weights have been assigned to query terms using a query term weighting technique 

and term weights have been assigned to documents using a document term weighting 

technique. Term weights are in the range [0, 1] where a value of 1 or close to 1 indicates 

high importance and a value of 0 or close to zero indicates low importance. In the scenario 

illustrated in Table 2.1, both query terms have been assigned the same query weight of 1. 

This results in both documents 1 and 2 having the same inner product similarity of 0.8. 

That is, they are both of equivalent rank or relevance to the query. Now consider Table 2.2. 

 

Table 2.2: Inner product similarities –  Scenario 2.  

  Term Weights Similarity 
  black  cat   

Query 0.8 1  
      

Document 1 0.3 0.5 0.74 
Document 2 0.5 0.3 0.7 

 

 

In this scenario, the query term black has been down-weighted to 0.8 and all other weights 

have remained the same. But because the query term cat now has a higher weighting than 

black, document 1 results in having a higher similarity score of 0.74 as compared with the 

similarity score for document 2 of 0.7. This is because the weight for cat in document 1 of 
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0.5 is greater than the weight for cat in document 2 of 0.3, a difference of 0.2. A difference 

of 0.2 also exists between the two documents for the term black. But because black is 

weighted less important than cat in the query, the significance of difference of 0.2 for 

black is less than it is for cat. There for, document 1 is ranked higher with a similarity 

score of 0.74.  

 

Table 2.3: Inner product similarities –  Scenario 3.  

  Term Weights Similarity 
  black  cat   

Query 0.8 1  
      

Document 1 0.2 0.5 0.66 
Document 2 0.5 0.3 0.7 

 

 

But if the weight for the term black in document 1 was reduced to 0.2, as shown in Table 

2.3, the ranking of the document would be reversed with document 2 now having a higher 

rank of 0.7 and document 1 a lower rank of 0.66.  

 The impact of term weights on the ranking of documents is significant. In a setting 

where there may be a number of query terms and a large document collection, just the 

slightest modification of term weights can have a significant influence on the ranking of 

the retrieved documents and consequently affect a system’s accuracy and ultimately its 

effectiveness.    

2.2.2 Cosine and the Vector Space  

The vector space model (VSM) is the classical information retrieval model and it is the 

most popular and widely used of all the models. In the VSM, both documents and queries 

are represented as vectors, and during retrieval a similarity measure is used to determine 

the closeness between a document vector and a query vector [30]. This measure of 

similarity translates to the degree of relevance between a query and a document.  

The model first constructs multidimensional document vector representations for 

each document in the collection. This is usually performed by generating a document-term 

matrix, in which each row represents a document and each column represents a single 

unique term. A document vector is represented by the term space derived from the entire 

document collection. Formally, vector space model can be described as follows. If x is the 

number of unique terms in the collection, then each query and document is a vector d ⊂ Tx. 
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Also, if N is the number of documents in the collection, then dj is a document in the 

document collection DN. Thus, Tx represents the term space derived from the document 

collection and dji refers to the i th element in document j. The element dji holds the count or 

weighted measure of the importance of term i in document j.  

In its simplest form, the document-term matrix contains a count of the number of 

times a term occurs within a document. But various weighting schemes based on TF and 

IDF have been proposed that go beyond this simple count scheme. The most popular being 

TFIDF weighting. From a retrieval perspective, TFIDF encapsulates the notion that the 

more a term appears within a particular document and the less it appears in other 

documents in the document collection, the more important the term is at describing that 

document.  

 

terms
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Figure 2.2: Vector space model. 

 

Generating the weighted document-term matrix is the first main requirement of the vector 

space model. Another requirement is to choose an appropriate similarity measure that will 

responsible for generating a rank score for a document during retrieval. Once a query Q is 

submitted, a query vector is built in the term space and it is compared with all document 

vectors in the collection using a similarity measure such as the cosine angle 
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where D is a document vector and wt,D is the weight of term t in the query vector D and wt,Q 

is the weight of term t in the query vector Q. Others include the inner product, dice, 

pseudo-cosine and overlap measures [31]. If the cosine measure is used, the document with 
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the smallest cosine angle, when compared with the query vector, is ranked as the highest 

scoring document.  

The extended vector space model is an elaboration of the vector space model [32]. 

In this model, multiple sub-vectors are used to represent one document. Each sub-vector 

represents a different concept class of information such as authors name, terms and 

bibliographic citations. The model is quite intuitive and it is possible to improve the 

effectiveness of retrieval by taking advantage of the information represented in the 

conceptual classes. Crouch et al [33] developed an automatic query generation method for 

the extended vector space model. 

It was proposed that indexing by phrases rather than single words may improve 

retrieval in the VSM [34,35]. Intuitively, one would think that by considering phrases and 

word order for document indexing, retrieval performance could be improved. Contrary to 

this, experimental results show that this is not the case with retrieval performance 

decreasing in the studies reported in [34,35]. 

The VSM has become the most widely used approach to information retrieval 

because of its simplicity, ease of implementation, effective and resilient retrieval 

performance.  

2.2.3 Probabilistic  

A good review of probabilistic approaches in information retrieval is given by Fuhr [36]. 

By applying probability theory to information retrieval, a document can be retrieved based 

on the probability that it is relevant to a query. Taking a set of documents, a set of queries 

and a set of relevance judgements as training data, the weighted probability for every term 

in every document can be calculated. The weight for each term reflects the probability the 

document is relevant given that the term exists in the query as well. An assumption made 

by the probabilistic model is independence of terms. The model assumes that the 

occurrence between terms in documents have no dependency or relationship with each 

other. Although this is an unrealistic limitation of the probabilistic model, it is important 

because the calculation of the term and query weights is based off this assumption. To not 

uphold this assumption would mean an unrealistic number of joint probability calculations 

would have to be made for all the combinations of terms. This is obviously not a feasible 

option. 

Inference networks can be considered as a type of probabilistic model [37,38,39]. 

They use evidential reasoning to estimate whether or not a document is relevant to a query. 

In the work of Indrawan et al [40], a Bayesian inference network is used as a retrieval 
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engine for document retrieval and ranking. A document network consisting of keywords, 

concepts and links to documents interacts with a temporal query network that represents 

the information need of a particular query. Retrieval is performed by propagating the belief 

from the query network down to the document network. The document network then 

calculates the belief of relevance for each document with respect to the current query. A 

list of ranked documents can then be generated by interpreting these beliefs as probabilities 

of relevance for each document.   

Inquery [41] uses a variation of TF and IDF to calculate the belief of a term within a 

document. OKAPI weighting [27], which is soundly based on probability theory [42], uses 

Equation (2-11) for wi,Q and Equation (2-5) for wi,D and can be simplified to the following 

equation when not incorporating relevance information or the multiple occurrence of query 

terms: 
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OKAPI weighting has been used by the latest web information retrieval systems [43,44,45] 

for the calculation of content-based scores. Fujitsu Labs [46] present another type of web 

information retrieval system that uses a variation of OKAPI weighting along with query 

expansion and phrase boosting.  

 Language models, which are also based on probability theory and attempt to 

estimate the probability that given document has generated the query, have been applied to 

web information retrieval [44,47]. In [47] multiple sub-document representations are 

formed for each document based on the structure of the web document and these 

representations are used as a basis for generated multiple language models. When a query 

is submitted, for each document, linear interpolation is used to combine the probability of 

each of its respective sub-documents generating the query. Query independent probabilities 

(beliefs) are also leveraged in the calculation of final rank scores. 

2.2.4 Fuzzy 

Fuzzy set theory [48] has been applied to information retrieval in an attempt to deal with 

the imprecise nature of the information retrieval process [49]. Document and query 

representations are imprecise and it is always difficult to calculate the true importance or 

significance of a term as a descriptor. Furthermore, the matching process that is 

responsible for actually retrieving and ranking documents that are relevant to a query, is 

not an exact process. Fuzzy set theory or fuzzy logic, naturally provides a framework to 

deal with the imprecise nature of information retrieval [50]. 
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Lucarella et al [51] present a Fuzzy Information Retrieval SysTem (FIRST), in 

which they model, design and implement a knowledge-based information retrieval system 

using fuzzy logic. A concept network is used as a knowledge base whose links represent 

relationships between concepts and documents. Each link between concepts or between a 

concept and a document has an associated weight, which is assigned through the use of a 

membership function. When a query is submitted to the retrieval process, the concept 

network is actioned through spreading activation and a number of fuzzy inference rules are 

applied. This results in a list of documents determined relevant to the query. Various 

experiments are performed using an α-level cut off value as a threshold and results are 

compared with the traditional VSM. They report on promising results that are comparable 

with the VSM. 

A different way of incorporating fuzzy logic into information retrieval is proposed 

by Ogawa et al [52]. They use a term-term similarity matrix, which they call a keyword 

connection matrix, to convert crisp values for terms in a document representation into 

fuzzy document representation. Subsequently, a fuzzy retrieval algorithm is devised to 

compute relevance values for documents in response to a query. A query is subdivided into 

sub-queries depending on the logical operators (AND, OR, NOT) that are used. Each sub-

query is then compared to each document to determine its relevance, creating a fuzzy set 

for each sub-query. Overall relevance is then determined based on the intersection or union 

of two fuzzy sets. They also present a learning method to update the weights in the 

keyword connection matrix that uses relevance feedback from the user. A comparison 

against a crisp method shows improved performance when utilising the fuzzy approach. 

A more logical framework and structured approach to using fuzzy logic for 

information retrieval is discussed in [53]. To describe this fuzzy information retrieval 

framework consider the quadruple 

 〉〈= ψ,,, TQDI    

where D is the set of documents representing all documents in the systems collection, Q is 

a set of queries, T is a set of terms or descriptors used by documents and queries, and ψ  is 

the retrieval algorithm that responds to a query q ∈ Q, by determining whether a document 

d ∈ D from the document collection is relevant to it or not. 

The fuzzy representation for a document in the collection is a fuzzy set Fd derived 

from the set of terms T. The fuzzy set takes the form 

 },|),(,{ TtDdtdtF F ∈∈〉〈= µ  

with a membership function 
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that gives a value indicating the extent to which term t belongs to document d. This 

relation describes the degree to which a term is relevant to a document, rather than 

indicating the importance or probability of that term. This interpretation is a very 

significant difference between the fuzzy logic approach to information retrieval and other 

approaches such as the vector space model or the probabilistic model.  

Once the fuzzy set representations for each document have been generated, the 

document retrieval process can be actioned. Its aim offcourse is to return a list of relevant 

documents in response to a query. When a query is submitted it is transformed into a 

complex descriptor C that represents the search pattern for the query. A search pattern may 

take the following form  

 )( 4321 ttttC ∨∧¬∧¬=  

where t1, t2, t3 and t4 are query terms. By applying the complex descriptor to the document 

representations, it is possible to determine a relevance value for each document.  

2.2.5 Hyperlinks 

Hyperlink information can be a very valuable source of evidence for web information 

retrieval and it is either based on a set of retrieved documents during retrieval or on a 

global analysis of the entire document collection during indexing [54]. With web searches 

often returning many thousands, millions or potentially billions of pages in response to 

broad queries, hyperlink information can play a useful role in deciding which of that 

information is actually of good quality. Finding this good quality information should result 

in a higher satisfaction for the user. 

Kleinberg [55] illustrates how hyperlink information in web pages can be used for 

web search when using a set of retrieved documents. Kleinberg’s algorithms are based on 

the notion that if page p points to page q then p has some measure of conferred authority 

on q. Thus, the more pages that point to q, the more authoritative q should be as an 

authority of information on the topic it represents. From a reverse perspective, a hub is 

identified as being a page that has multiple links to authoritative pages. Thus a good hub is 

a page that points to many good authoritative pages and a good authority is a page pointed 

to by many good hubs. This mutually reinforcing relationship can be used as a basis of 

ultimately measuring of quality of pages during the ranking of search results. When an 

initial query is submitted a list of resulting documents is obtained and from these a starting 

graph of hyperlinked documents is obtained. This graph is augmented to a greater link 

depth and this forms the neighbourhood graph that is analysed for the calculation of 
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authority and hub scores that are ultimately used to determine document ranking. This 

method is also known as HITS. 

 

hubs authorities
 

Figure 2.3: Relationship between hubs and authorities. 

 

Bharat et al [56] propose algorithms based on Kleinberg’s work. They identify some 

inherent problems with using hub and authority calculations from neighbourhood graphs 

such as mutually reinforcing relationships between hosts, automatically generated links 

and non-relevant nodes. They present techniques to deal with these problems and proposed 

new algorithms to combine content and hyperlink-based information for the retrieval and 

ranking of web documents. Essentially, they use the neighbourhood graph as a basis for 

determining which documents to calculate a content-based relevance ranking for. Once 

relevance ranking scores have been determined, pruning is performed based on the 

thresholding of relevance scores. As a final step, regulation of the influence of nodes in the 

graph is performed by combining relevance weights with hub and authority scores. They 

report on effective retrieval effectiveness by showing how their algorithm improves 

accuracy by 45% over Kleinberg’s baseline. An approach that also uses the characteristics 

of link information from a set of retrieved documents for topic distillation is presented by 

Amitay et al [57].  

Another way of interpreting hyperlinks is by analysing the hyperlink information 

in the document from a global document collection perspective, as opposed to Kleinberg’s 

method which deals only with hyperlinks between a retrieved set of documents. PageRank, 

as proposed by Brin et al [58], is hyperlink-based retrieval algorithm that calculates 

document scores by considering the entire hyperlink connected graph represented by all 

the links in the entire document collection. It uses link information to model user 

behaviour by calculating the probability that a user will eventually visit a certain page. 

This probability or PageRank of a page is used to prioritise its ranking during retrieval. 
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Similar to the observations made by Kleinberg, PageRank exploits the implied 

authoritativeness of a page through pages that link to it.  

A modified version of PageRank has been proposed by Xue et al [59] for the 

searching of small document collections derived from intranets. In their approach, they 

overcome the problem of sparse links in a small collection by interpreting user browsing 

patterns to derive implicit link information. Eiron et al [60] proposed another modified 

PageRank algorithm by factoring the impact of both pages undiscovered by crawlers and 

old pages that are no longer maintained.  Tsoi et al [61] proposed an adaptive method of 

ranking web pages by modifying PageRank with linear constraints and reducing the 

parameters needed by introducing a clustering method. 

Dean et al [62] propose two different hyperlink-based algorithms to find sets of 

related pages on the web for a submitted query URL u. The first algorithm, called the 

companion algorithm, starts by building a vicinity graph by following links starting from u 

and then calculates authority and hub weights that are used for document scoring. A 

documents score is its calculated authority score, which is iteratively composed of hub 

weight scores of hubs connected to it. The second algorithm, called the co-citation 

algorithm, is based on interpreting the number of common parent nodes two nodes may 

have in common. Other hyperlink based algorithms based on the flow of traffic on the web 

also have been proposed [63]. 

2.2.6 Content vs. Hyperlink 

The combination of content and hyperlink information is an important aspect of web 

information retrieval, since both provide valuable sources of evidence from different 

perspectives.  

Plachouras et al [64] proposed a dynamic technique based on query scope to 

decide whether to use content-only, hyperlink-based or a combination of both for ranking. 

If the query scope is deemed to be a general query by the decision mechanism, then 

hyperlink information is used for retrieval. If the query is deemed to be specific, content-

only retrieval is performed. Query scope is determined through three main measures. The 

first measure is a statistical observation of how many documents were retrieved for the 

original query and the other two measures are based on grouping URL information of each 

document retrieved according to domains and performing a site analysis. They report on 

results that improve retrieval effectiveness when their technique is employed to 

dynamically combine evidence from content and hyperlink analysis.  
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In other work by Plachouris et al [65], a query-biased approach to the combination 

of content and hyperlink evidence is proposed using a conceptually organised hierarchy as 

a basis for calculating query scope. A probabilistic measure of term generality or 

specificity is derived from the WordNet hierarchy and used as a basis for calculating query 

scope. The scope is then used as the uncertainty factor in Dempster-Shafer’s theory of 

evidence to combine rank scores of retrieved documents from content-only runs and link-

based runs. They conclude though that Dempster-Shafer’s theory of evidence is not an 

effective method for combining such evidence and a linear combination method is 

preferred.  

Kang et al [66] propose an approach by which queries are classified into one of 

three different task groups: topic relevance task, homepage finding and service finding 

tasks. Classification is performed by observing the distribution, mutual information, anchor 

text and part of speech information of query terms according to the developed language 

model. Depending on the type of query classification that is made, the appropriate type of 

retrieval function is selected. They concluded that link information is not useful for the 

topic relevance task but very effective for the homepage finding task. OKAPI weighting 

was also found to be more effective than TFIDF for the calculation of content-based 

scores. 

A simplistic but effective method of combining content and link-based information 

is to perform linear combination [43]. This involves tuning of the weighted parameters that 

fuse the information and is typically a static approach. Other examples of systems that 

combine content and linked-based information for retrieval are [44,29].  

IBM’s Juru system [67] is another type of web information retrieval system that 

combines both content and hyperlink information for retrieval. Once a query has been 

submitted, Juru then estimates the expected number of documents edf that will be retrieved 

for that query based on the number of documents each term occurs within. The edf of a 

query is then compared to a threshold to decide whether the query is of type informational 

or navigational. It is proposed that informational queries, typically queries that retrieved a 

smaller set of documents, will benefit from a bias toward content based scores. Where as 

navigational queries, that are typically queries that are expected to retrieve a larger set of 

documents, will benefit more from hyperlink based scores. Depending on the query type, 

Juru tunes three main parameters to bias the ranking either way. These parameters are 

 

 

 



 23

• Boost for different Token Types: The contribution of a term to its textual score 

is based on whether it appears in a certain tag in the text of the document, as 

part of the anchor text from in-links, the documents URL or the documents 

snippet. 

• Lexical Affinity Weight: Lexical affinities are pairs of terms whose weighting 

is based on TFIDF. 

• Static Score Coefficient: A hyperlink based score calculated from a documents 

in-links. 

 

Also different three different filters are applied to refine the list of documents retrieved, 

which is especially for beneficial for topic distillation. These include duplicate elimination, 

site compression and a cohesiveness entropy based filter. 

 Tsikrika et al [39] investigated the use of an inference network model to combine 

hyperlink and content-based measures. The inference model has the desirable property of 

being suitable for the combination of evidence at term level within a single ranking 

algorithm or at a system level where it could combine similarity scores for a document 

from systems using different retrieval and ranking algorithms. Tsikrika et al based their 

experiments on the WT2g TREC collection. They investigated different types of link-

based evidences, such as the evidence given by the HITS algorithm and augmented 

document representations based on links, but found that more emphasis should be given to 

content-only evidence when fusing content evidence with link-based evidence. Also, when 

using each of the link-based evidences alone as a single source of evidence for the ranking 

of documents, they found that none of them performed as well as when just using content-

only. 

 A Bayesian Network model been used to combined content and link-based 

evidence for web document classification as presented by Calado et al [68]. Web 

documents from the Brazilian web directory were used to train classifiers for various 

categories. Experiments were performed with kNN, SVM and Naïve Bayes classifiers to 

obtain content-based category confidences and investigations were made into deriving 

link-based evidence from bibliographic coupling, co-citation and the companion algorithm. 

In contrast to other conclusions made from web information retrieval results when utilising 

link-based evidence, Calado et al report on the best results when using link-only evidence 

for categorisation and further improvements are made when combining both link and 

content-based evidence. The co-citation and companion link-based evidences provide the 

most effectiveness across their experimentation.  
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2.3 Exploiting Web Structure 

Along with hyperlink-centric techniques that exploit the graph structure of the web, other 

structures and characteristics specific to the web and its documents can be exploited to 

provide useful information that can incorporated into retrieval [69,70,45]. 

The segmentation of web pages into blocks or regions has been shown to be an 

effective way of dealing with their multi-topic and semi-structured nature, as presented by 

Cai et al [71]. They propose four different ways of partitioning a page: fixed-length page 

segmentation, DOM-based page segmentation, vision-based page segmentation and a 

combined approach. Their hypothesis is that retrieval and query expansion effectiveness 

can be improved based on these page segments, much like the idea behind traditional 

passage retrieval approaches [72]. They report on promising results and conclude that web 

page segmentation can significantly improve retrieval performance. 

 A similar web information retrieval system is presented in by Microsoft Research 

Asia [45] in TREC 12. After an initial search is performed using OKAPI weighting, web 

documents are segmented into blocks and then all blocks are treated as sub-documents and 

ranked using the same initial ranking function. For each document, the highest ranking 

block score from all blocks associated with that document is linearly combined with the 

original rank score to give the final document ranking. Query expansion is also performed 

based on selecting terms from the ranked block scores. 

Anchor text propagation has been identified as an effective way of improving the 

content of a document [70,73]. This involves augmenting a page by propagating the text 

associated with an anchor link on a certain page to the destination page it links to. Anchor 

link information has been used to refine TFIDF vectors during the indexing of a collection 

[74]. The content of a document can be augmented by the content from its hyperlinked 

pages, both from in-links and out-links. The hypothesis is that the resultant document 

vector should be a better description of its representative document and result in more 

effective retrieval. Craswell et al [70] proposed a technique where two separate document 

representations were generated for web document collections of millions of pages. The 

first based on the original document and the second based only on anchor text from in-

links. OKAPI weighting was used for ranking for both types of document representations. 

Through comparisons it was found that by just utilising anchor text, retrieval was twice as 

effective than if only the original content was used for site finding.   

Kraaij et al [69] proposed that prior probabilities of relevance of non-content 

features such as document length, in-links and depth of a document’s URL can be used 

effectively for homepage finding. They evaluated their system by observing the number of 
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relevant pages at the top ranking positions and found that the document’s URL form 

provided the most powerful predictive feature providing a 70% improvement over the best 

content-only result. 

Ogilvie et al [75] investigated methods to combine evidence when retrieving from 

different document representations derived from web page structure. They present six 

different types of documents: full document text, in-link text, title text, image alternative 

text, large font text and meta tag keywords and descriptions. During retrieval a query term 

score is generated either by OKAPI or by the language model for each of the six document 

representations. These scores are then combined to give a final rank score. Meta-search 

combination of evidence is applied and compared against linear and exponential based 

combination. They found that even though evidence from a single document representation 

may perform poorly when used alone, it can be combined with other evidences from other 

document representations to substantially improve retrieval. This supports their final 

observation that a relevant document representation would not necessarily have a low 

variance of rank scores across its six different document representations. 

Xue et al [76] proposed a technique to utilise click-through data from web search 

engine query logs to enhance retrieval performance. In their approach, click-through data 

is modelled as a weighted directed bipartite graph where queries are associated with 

relevant documents. Connections and weightings are made using the log data and a naïve, 

co-citation and iterative algorithm are proposed to combat the issues of noise, sparsity and 

incompleteness of the data. Essentially, a document is extended by metadata (query 

associations) proposed by the model and this information is supposedly a better description 

of the content of the document. They report on significant improvements in search 

performance as a result of their approach. 

In other work, Pasca [77] proposed a light-weight method for extracting categorised 

named entities from large web document collections that can be used as an application for 

web search. Anh et al [78] used URL text, title text, both incoming and outgoing anchor 

text, metadata and content text as a basis for counting term frequencies and sort terms for 

their impact transformation. 

There are endless ways in which the exploitation of web structure can be performed. 

It certainly does add a new dimension to the retrieval process, allowing for additional 

information to be considered during the ranking process. Expectedly, this does seem to 

provide reasonable improvements in retrieval accuracy across various applications.   
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2.4 Concept-based Retrieval 

The term concept-based information retrieval does not refer to a strict information 

retrieval model, approach or paradigm. There has been no proposal of a comprehensive or 

universally practical concept-based retrieval model. Many different approaches have been 

proposed over the years, all of which attempt to improve retrieval effectiveness by some 

how incorporating or using the conceptual or semantic information implied by words into a 

retrieval methodology. Some use a knowledge base [79,80,81] and other approaches do not 

[82, 83]. The common goal across all approaches is to either perform effective retrieval by 

going beyond keyword matching or to utilise conceptual information in an effective way to 

improve retrieval performance.  

2.4.1 WordNet 

WordNet [84,85] is a knowledgebase in the form of a lexical database that stores the 

meaning of words and the relationships between them in a conceptually organised 

hierarchy.  Each word in WordNet belongs to a logical structure called a synset. A synset 

represents a group of synonymous words that specifically represent one underlying 

concept. An example of a synset is: 

• frog, toad, toadfrog, anuran, batrachian, salientian: any of various tailless 

stout-bodied amphibians with long hind limbs for leaping; semiaquatic and 

terrestrial species.     

 

There is close semantic relationship between all the words belonging to a synset such that 

if a word from a particular synset is used in a sentence, it should be able to be replaced by 

any of other words in the synset without affecting the meaning of the sentence. Effectively, 

every synset helps distinguish the sense of a word. In the above example, the sense implied 

for frog refers to “the amphibian with long hind legs.”  Other synsets refer to other senses 

of the word frog such as “a person of French descent” and “a decorative loop of braid or 

chord.”  

Synsets are organised into a conceptual hierarchy where synsets are linked together 

through various relations: 

• Hypernym: Synset-A is a Synset-B.  

• Hyponym: Synset-B is an instance of Synset-A. 

• Meronym: Synset-C is a member of Synset-A. 

• Holonym: Synset-C is a part of Synset-B. 

• Antonymy: Synset-D is opposite of Synset-B. 
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vertebrate

ribtailbelly

salamanderfrog, toadurodel,
cordate

mammalamphibianbirdfetus, foetus

Hypernym/Hyponym

Meronym/Holonym  
Figure 2.4: A portion of the WordNet hierarchy. 

 

Using the hypernym relation, it is possible to deduce from WordNet that a frog is a 

amphibian which is a vertebrate which is a chordate and so on (see Figure 2.4). Using the 

meronym relation, is is possible to deduce that a frog has a belly, tail and rib as parts. 

Every concept in  WordNet can be traced up to a root concept called a unique beginner, 

which represents the most top level abstract concept in WordNet. Any noun can be traced 

to one of the nine unique beginner synsets in the noun hierarchy:   

• entity, physical thing: that which is perceived or known or inferred to have its 

own   physical existence (living or nonliving). 

• psychological feature: a feature of the mental life of a living organism. 

• abstraction: a general concept formed by extracting common features from 

specific examples. 

• state: the way something is with respect to its main attributes; "the current state 

of knowledge"; "his state of health"; "in a weak financial state". 

• event: something that happens at a given place and time. 

• act, human_action, human_activity: something that people do or cause to 

happen.  
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• group, grouping: any number of entities (members) considered as a unit.  

• possession: anything owned or possessed. 

• phenomenon: any state or process known through the senses rather than by 

intuition or reasoning.  

 

Along with nouns, WordNet stores information about verbs, adjectives and adverbs. Table 

2.4 shows a breakdown of the word and synset count for the different parts of speech. 

Nouns dominate the WordNet vocabulary with 109195 of 146350 words being nouns. Of 

the 109195 nouns, 94685 are monosemous and 14510 are polysemous.  

 

Table 2.4: Number of words and synsets in WordNet. 

Part of Speech Unique Words Synsets 

Noun 109195 75804 

Verb 11088 13214 

Adjective 21460 18576 

Adverb 4607 3629 

Total 146350 111223 

 

As a knowledgebase covering the general domain, WordNet has proven to be a very useful 

resource for various natural language processing and information retrieval tasks because it 

is a rich source of information for word relations, concepts, meaning, senses and part of 

speech. It has excellent coverage of the English language and an accurately organised 

conceptual hierarchy. But sometimes the fine grained nature of WordNet definitions can 

cause problems. WordNet can be very specific in its definitions and include senses of 

words that are sparsely used. This can sometimes prove to be a disadvantage to an 

approach that does not expect such rare and specific information. For example the word 

boat in WordNet has two senses. The first sense refers to the boat as in “a small vessel that 

travels of water”, which is obvious. But the second sense refers to boat as in “a dish for 

serving gravy sauce.” While the first sense is totally acceptable, one could question the 

need to include the second sense of boat, even if it is sometimes used in that sense. Such 

questionable inclusions can sometimes cause problems for some approaches.  

2.4.2 The Semantic Web 

The semantic web is an extension of the existing web in which human comprehendible 

information is transformed into structured and organised knowledge that can be effectively 
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exploited by humans and automated computer programs (agents) [86]. Essentially, this 

requires the semantic web to be reliant upon: 

• knowledge representation for information to be encoded to have structured 

meaning, 

• ontologies to form a basis for knowledge representation and provide a 

framework to resolve ambiguities, and 

• agents to perform automated inferencing tasks on knowledge across the 

semantic web. 

 

Central technologies allowing information to be transformed into structured knowledge are 

XML (eXtensible Markup Language) and RDF (Resource Description Framework) [1], a 

standard for encoding web metadata. These combine to form a powerful method of 

organising information into meaningful and useful structured knowledge. Concepts, which 

can be identified through a universal resource identifier (URI) such as a uniform resource 

locator (URL), can be established on the semantic web by linking it with existing 

knowledge already encoded in RDF schemas.  

 Ontologies provide definitions of concepts and relationships between them along 

with inferencing rules required for effective deduction. They can be exploited to improve 

the effectiveness of web search or used in a more advanced fashion to related information 

with knowledge and knowledge with rules. Languages for ontology construction and 

knowledge representation for the semantic web have been proposed [87] and techniques to 

perform automatic integration of web taxonomies have been shown to be effective [88]. 

Also, information retrieval techniques have been applied to assist in the construction of 

ontologies for the semantic web [89]. 

Agents, that accept both knowledge and ontologies, can use these resources to 

reason and perform intelligent automated tasks [86]. By taking advantage of the rich 

semantic environment and framework that characterises the semantic web, they should be 

able to perform advanced tasks that were previously not possible with just the original 

web. 

 Information retrieval can play an important role in retrieving information from the 

semantic web. Mayfield et al [90] presented a framework in which inference and retrieval 

can be coupled through the integration of the semantic web with information retrieval. 

They illustrate the deficiencies of current information retrieval approaches as a candidate 

for a semantic web retrieval and inferencing. These are mainly centred around the use of 

ontologies and semantic mark-up in documents to facilitate effective retrieval on the 
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semantic web [91]. They proposed that semantic queries can be encoded as plain text 

queries through swangling and submitted to a web search engine for retrieval. Ranked 

pages can then be scraped of their semantic mark-up information and this information can 

be fed to the inference engine. Mayfield et al also describe the OWLIR system, a semantic 

web retrieval and inferencing system. It can extract concepts from plain text, match them 

in an ontology and associate related inferencing rules with them. 

 Guha et al [92] present a semantic search framework called TAP. They show how 

it can be used to augment a web search engine by providing semantic search capabilities. 

Once a simple text query is submitted it is mapped to one or more denotations, specified by 

the sematic web. This is performed through a set of heuristics or explicitly by the user. For 

example if the query Paris was submitted, the query would first be denoted as either Paris 

the capital of France, Paris the city in Texas or Paris the music group. During retrieval, 

documents from the text based search engine are filtered and ranked according to the 

estimated likelihood that the document belongs to the chosen denotation. The results are 

also augmented to display specific class type information derived from the semantic web.       

2.4.3 Semantic Distance  

Kim et al [93] used a knowledge-based approach through the use of a hierarchical concept 

graph for retrieval. At the core of their approach is a matching algorithm that uses the 

concept graph to compute the semantic distance between two terms.  This distance 

measure is used to ultimately calculate the semantic similarity between queries and 

documents. The less edges in the graph that separate two words or concepts, the more 

semantically related they are interpreted to be. Various distance functions are investigated 

and it is found that the performance of some distance measures is similar to that of human 

experts. The main drawback of the approach is the difficult and knowledge intensive task 

of building a good hierarchical concept graph that can be used by the distance function.  

A similar method called the Knowledge-based Extended Boolean Model (KB-

EBM) is presented by Lee et al [94]. This method calculates the conceptual distance 

between weighted terms in a is-a hierarchy. The method was specifically designed to be 

integrated into the extended Boolean model to appropriately handle weighted terms in 

queries and documents. It is shown that the proposed distance measure performs better 

than other distance measures that do not consider weights associated with queries and 

documents.  

Richardson et al [95] use WordNet [96] in a knowledge-based approach to 

information retrieval to compare the use of two different word semantic similarity 
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measures. Similar to the approach outlined above, both similarity measures calculate the 

semantic closeness of two words. The first measure is based on information content [97] 

and the second is based on conceptual distance [98]. Both measures use WordNet in 

different ways to compute term-term similarity. They report on disappointing results and 

show that the classical TFIDF approach outperforms their knowledge-based approach.    

Although logical and intuitive, the biggest disadvantage of the approaches outlined 

above is the computational complexity required by their retrieval algorithm. When 

calculating the overall distance measure between a query and a document, the distance 

between every term in a given query and every term in a document is calculated. If a query 

has 3 terms and a document has 100,000 terms, this would mean that 300,000 term-term 

distance calculations would have to be made just to calculate the distance between the 

query and a single document. These approaches are not suited to retrieval systems 

requiring fast retrieval. They are also not well suited to retrieval systems handling large 

document collections. 

2.4.4 Conceptual Indexing 

Some of the most recent and significant work undertaken to perform concept-based 

information retrieval is presented by Woods [99], of Sun Microsystems. The conceptual 

indexing system proposed has the ability to automatically extract conceptual information 

from documents and build hierarchical concept graphs dynamically. During retrieval 

intelligent matches can be made between queries and the conceptual information for a 

document. It can match more general terms with more specific terms and vice versa by 

exploit the conceptual index. The system was tested and evaluated on Unix manual pages 

and another document collection from Sun Microsystems. The conceptual indexing system 

was compared against a number of other systems.  Precision and recall were recorded 

along with a new measure called success rate. The success rate was defined as the 

percentage of queries that had a successful answer in the top ten results. In comparison, the 

conceptual indexing system outperformed the other systems by achieving a better success 

rate and recall rate. An elaborate explanation of the various techniques and details of this 

system can be found in [99].  The fact that the system can dynamically build conceptual 

hierarchies is very significant. A system that can accurately build its own conceptual 

knowledge representations can overcome the limitations of using a static hand made 

knowledgebase that has limited coverage such as WordNet. Of course, one must be 

sceptical at the quality and accuracy of the conceptual graphs that are dynamically 

generated.  
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2.4.5 Word Sense Disambiguation 

One way to potentially improve retrieval accuracy is to utilise word sense disambiguation 

(WSD) with information retrieval. The aim of WSD is to assign a given term occurring in a 

particular context, with the sense that is implied by that term. Senses are defined through 

concepts and thus WSD when combined with information retrieval can be considered as 

part of a concept-based retrieval approach. If words in a document and words in a query 

can be correctly disambiguate, then a system could possibly improve retrieval performance 

by returning more relevant documents to the user by matching senses. For example, 

consider the query river bank. By knowing that the word bank in the query is referring to 

the sloping land besides a body of water, only documents using bank in the same context 

need to be returned. Furthermore, by identifying the correct sense, the problem of 

synonymy and polysemy can also be solved. Additional relevant documents could also be 

retrieved that refer to “sloping land”, but do not actually use bank as a term in the 

document. To date, the information retrieval community has yet to propose a 

comprehensive model or approach to improve retrieval performance by matching senses 

and overcoming synonymy and polysemy.  

Sanderson [100] performed an insightful investigation into the effect of WSD on 

information retrieval. Specifically, Sanderson investigated the effect of erroneous 

disambiguation on information retrieval performance. To do this, a technique introducing 

“artificial” ambiguity into a document collection through the novel use of pseudo-words 

was proposed [101]. A pseudo-word is a concatenation of 2 or more words. Once a 

pseudo-word is created it is used to replace all original occurrences of all the words used in 

the pseudo-word. For example, if the words car and fish were the two chosen words, the 

pseudo-word would be car/fish. Taking car/fish, all occurrences of car or fish in the 

document collection are now replaced with the new pseudo-word car/fish. In doing this, an 

ambiguous document set is created. Sanderson ran a number of experiments using an 

ambiguous Reuters newswire collection where all words had been replaced by pseudo-

words and found that it made hardly any difference to retrieval performance. But when 

disambiguation was performed on the ambiguous set at various controlled levels of 

accuracy to simulate erroneous disambiguation, retrieval performance suffered as a 

consequence. When the WSD algorithm performed at 75% accuracy a degradation in 

retrieval performance was observed. Sanderson concluded that disambiguation accuracy 

needed to be at 90% or greater to observe an improvement in retrieval performance.           

An earlier and more elaborate study into the relationship between sense matches 

between query and document terms was performed by Krovetz et al [102]. They 
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discovered that when queries are a well formulated and describe an information need well, 

then lexical ambiguity is less of an issue. Consider the queries bank teller financial deposit 

and big bank where both queries use the word bank in the sense of a “financial institution.” 

Using the first query, an information retrieval system would be more likely to return 

documents only referring to a bank as the “financial institution” because the words in the 

query give a good indication of this. Where as an information retrieval system using the 

second query is just as likely to return documents about a bank, the “financial institution”, 

as it is to return documents about bank, the “sloping land beside a body of water.” This is 

called the collocation effect, referring to how groups of words tend to appear together and 

implicitly distinguish the sense of a word. They also studied the frequency of distribution 

of senses across the collection and found that certain senses of words tend to occur more 

frequently than other senses of the same word. 

Voorhees [103] performed an evaluation of retrieval effectiveness using a novel 

WordNet based WSD algorithm. She indexed the CACM, CISI, CRAN, MED and TIME 

collections using 3 sub-vectors to represent word sense information for each document and 

query. While not providing any indication as to the exact accuracy of the WSD algorithm, 

she observed a decrease in retrieval performance for the disambiguated sense based 

experiments when comparing them to the standard experiments. Voorhees also 

investigated the use of WSD for a query expansion approach and found that incorrect 

WSD will also degrade performance. It was clearly concluded that erroneous WSD is 

detrimental to retrieval performance.  

Gonzalo et al [104] investigated the indexing of the SEMCOR collection [105], a 

subset of the Brown Corpus. SEMCOR consists of about 130 documents that have been 

manually disambiguated with WordNet senses with 100% accuracy. The aim of their 

investigations was to 1) ascertain how effective WordNet could be utilised for information 

retrieval, and 2) test the effect of erroneous disambiguation on retrieval performance. They 

conducted their investigations using three different document indexing schemes that 

included indexing WordNet synsets, WordNet senses and terms. For each indexing 

scheme, they observed the effect of retrieval performance with no disambiguation error 

and also with different levels of disambiguation error. When running experiments with the 

original corpus that was fully and accurately disambiguated, they report on substantial 

improvements in accuracy. When comparing WordNet synset and WordNet sense indexing 

against the standard vector space model, they achieve a 14% and 11% gain in retrieval 

performance respectively. In the second phase of their experimentation, they alter the 

corpus to introduce erroneous disambiguation. They run various experiments with different 



 34

levels of disambiguation error and like Sanderson [100] conclude that disambiguation 

needs to be 90% accurate to observe any significant improvement over a standard 

approach. 

Liu et al [106] presented a heuristic WSD technique to disambiguate short queries 

using senses provided in WordNet. A disambiguated query can be expanded by identifying 

the most significant terms and phrases to be extracted from identified senses in WordNet. 

In their approach, each document is given a phrase-based score and a term-based score. 

The phrase-based score is a similarity score based on the matching of the phrases in the 

query with phrases in the document. It is independent of the frequency of phrases in a 

document and is calculated by summing the IDF scores of each phrases occurring in a 

document. The term-based score is a typical content-based score calculated by OKAPI. 

Documents are ranked first by their phrase-based score and then by their term-based score. 

The approach is tested on the WT10g web collection and significant improvements of 

23%-31% are observed over a standard OKAPI ranking technique that does not use WSD. 

The advantage of using WSD on the query only is that the computational expense and 

complexity of performing WSD on documents is avoided.  

2.5 Context-based Retrieval 

According to WordNet. context is defined in the two following ways: 

1. “discourse that surrounds a language unit and helps to determine its      

interpretation”  

2. “the set of facts or circumstances that surround a situation or event” 

 

Both these interpretations of context are acceptable in defining what context means from 

an information retrieval perspective. The first definition may refer to the terms that 

surround an occurrence of a term in document. The second definition may refer to any 

other information related to a query or a document that can provide additional information 

to the retrieval process. As reviewed in the following subsections, context has played a 

significant role in for various information retrieval approaches. But in addition to the 

retrieval approaches reviewed here, it is worthy to note that context has played a 

significant role in areas closely related to information retrieval. This includes the 

determination of term similarities [107,108,109] and categorisation of web pages [110]. 



 35

2.5.1 Context Vectors 

Jing et al [111] proposed a context vector-based approach to retrieval where the local 

contexts of terms in documents are used as a basis for assessing word meaning. During 

indexing, a weighted term context vector is created for each unique term in a document 

using the terms that have the highest frequency in its local context (within a window size) 

throughout the document. These context vectors are stored in the index along with global 

term-term similarity scores that are computed with mutual information using global co-

occurrence observations. At retrieval time, a query is treated as a pseudo-document and a 

context vector is generated for each query term using the same context vector generation 

technique used during indexing. At retrieval time, the distance between a query term 

context vector and the context vectors for the same term and its morphological variants in a 

document is calculated. When calculating the distance between two context vectors, term-

term similarity scores are used to determine the relatedness between terms in each vector 

and this is combined with their respective weights to give a distance value that is indicative 

of the closeness of their meanings. If the average distance is small then the query term and 

the document term are considered to have the same meaning. Otherwise they are 

considered to be different words when computing query document similarity, even if they 

have the same word form. Although an improvement of 8% in retrieval accuracy is 

reported when testing on a TREC-4 collection and using the SMART system as the 

baseline, the approach is highly computationally expensive especially when it comes to the 

generation of context vectors and computing their distance along with the computation of 

term-term similarities through mutual information. 

Billhardt et al [112] proposed an approach based on a method that generates a 

context vector for each document. Every element of a document context vector represents 

a concept or semantic entity that relates to other terms in the document. The method starts 

by first generating a term-document matrix, and from this, deriving term context vectors 

based on co-occurrence term frequency observations. These term context vectors are 

interpreted as being a semantic description of the concept underlying the word it 

represents. The term context vectors are then used by the next step of the method to 

convert the original document vectors into document context vectors. At the core of the 

approach is the idea of considering term dependencies when generating term context 

vectors and document context vectors. The approach was tested on the MED, 

CRANFIELD, CACM and CISI collections. The standard cosine similarity measure was 

used and the results reported indicate an improvement only for certain types of queries. 
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2.5.2 A Probabilistic Model 

In recent research, a probabilistic model for contextual information retrieval is proposed by 

Wen et al [113]. They site the issues relating to utilising context for retrieval and the 

challenges to over come in the development of a context model: 

• Incompatible context: When the context and documents are generated using a 

different type of information unit. For example in a PC trouble shooting 

application, a document about is written using terms, but the context is the state 

of the machine given in low level operating system specific format.  

• Noisy context: Whether all the contextual information that is available is actually 

useful and relevant for the need. 

• Incomplete query: Dealing with short or ill-formed queries that are not very 

descriptive of the users information need. 
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Figure 2.5: The contextual model with mutual information correlations across 

elements. 

 

Wen et al proposed a universal method to model queries, documents and context and 

propose various methods to use the model to address the three challenges described above. 

Correlations based on mutual information between query terms, contextual elements and 

document terms are formed at the core of the model. This overcomes the incompatible 

context issue. The correlations between query terms and context are then used as a basis 

for formulating what contexts are actually relevant to the query. This addresses the noisy 

context issue. To address the incomplete issue, the entire correlations across the model are 

used to generate expansion terms to add to queries to ‘complete’ them. 
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They proposed four methods of context-base retrieval to exploit correlations 

between the terms and elements in the model as solutions to the sited challenges. They 

include the context only, query-context independent, query-context dependent and context 

filtering methods. The query context method uses the query and context to assign high 

weights to those document terms that are tightly correlated to both the query and context. 

This can be used as a method of query expansion: 
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where d is a document term, Q is the query, q is a term in the query, C is the context, c is 

an element in the context and I(d,c) is the mutual information between the document term 

and contextual element and I(d,q) is the mutual information between the document term 

and the query term. 

 A nice property of the proposed contextual model that weighted correlations can 

be derived between information elements that are not necessary of the same type. 

Typically, a distance or similarity function would be used to calculate the distance between 

or similarity of two vectors. But in this case, the elements in the vector would have to be of 

the same information type such as terms. The fact that the model is information type 

independent is a desirable and attractive aspect of the model that allows for weighted 

relationships to be derived between any two objects, regardless of their element type. A 

less desirable characteristic of the approach is that query-context-document training data 

must be available for the model to calculate the mutual information correlations.  Also the 

calculation of mutual information is not an cheap process and usually requires computation 

across large matrices, especially if the term and element space is large.   

2.5.3 Term Significance 

Fukumoto et al [114] proposed an approach to extract keywords from articles based on the 

contextual dependency of that term to the domain in appears within. They utilised 

Watanabe’s term weighting method [115] to weight terms based on the domains they occur 

within and then propose some rules to extract the most significant keywords for each 

domain.  A term is considered a good representative of the paragraph, document or domain 

in occurs within if the paragraphs in appears are good representatives of the documents 

they appear in and the documents are good representatives of the domain they appear 

within. The degree of contextual dependency of a keyword to a domain and how strongly 

related a word is to a considered context is central to their approach. This is different to 
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performing a global statistical interpretation of a term in a document collection to derive 

term significance through measures such as IDF. By exploiting the hierarchal structure of 

domain classified documents from a contextual perspective, they presented a novel way of 

interpreting term significance.    

2.5.4 Hyperlinks 

Haveliwala [116] proposed a modified PageRank algorithm that is context-sensitive. 

Instead of calculating a single PageRank score of a document from a single, generic 

PageRank vector that is independent to the query, a dynamic technique is proposed by 

which a set of PageRank vectors, each of which is representative of a topic or category, are 

used to provide context-specific ranking of results. At retrieval time, the topic-sensitive 

PageRank is calculated by using the set of PageRank vectors for the topic the query 

belongs to. Thus the context of the query is used in to bias the document’s rank score. 

Improved retrieval accuracy is reported with minimal online processing overheads. 

Plachouris et al [117] proposed an information theoretic approach to determine 

whether the retrieval of documents in the context of a particular query should use 

hyperlink-based evidence or not. To be able to ascertain this, they use information theory 

to compare the distributions of content document scores for a set of retrieved documents 

with their hyperlink-based document scores calculated using the Absorbing Model. The 

entropy-based distance calculation derived from this comparison is used to determine 

whether or not hyperlink evidence should be used in calculating a documents rank score. 

2.5.5 Query Expansion by Relevance Feedback 

Query expansion is a traditional technique employed by information retrieval systems in an 

attempt to improve retrieval effectiveness by trying overcoming the keyword mismatch 

problem [13]. Queries, which are an expression of the user’s information needs, are often 

not an absolute and accurate description of what the user is actually looking for. Query 

expansion augments a query by adding new terms to it in an attempt to make it more 

descriptive and hopefully more indicative of the user’s information need. Query expansion 

by relevance feedback can be viewed as a type of context-based approach because 

documents are selected to be either relevant or not relevant in the context of the retrieved 

document set and the submitted query. 

 Early methods of query expansion such as Rocchio feedback [118] obtained 

relevance judgements from users by allowing them indicate which of the retrieved 
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documents were relevant or non-relevant documents. These judgements were then used to 

update the vector space representation of the original query.  

 Xu et al [119] investigated the differences in performance of query expansion 

based on global vs. local analysis. Global analysis refers to the interpretation and analysis 

of the entire document collection for the extraction of expansion terms where as local 

analysis refers to using only the top R documents retrieved locally for the submitted query. 

They found that local analysis (in particular local context analysis) was more effective than 

global analysis.  

Automated local analysis, or pseudo relevance feedback [120] is the method that 

most modern query expansion techniques follow.  It can be characterise through the 

following steps: 

1. Accept the original submitted query and retrieve initial ranked document set S. 

2. Select the top R number of documents from S as being assumed most relevant. 

3. From all terms that occur in the top R documents, select the best M terms for 

expansion. 

4. Expand the original query by adding the best M terms to it, re-weighting original 

query terms and assigning weights to expanded terms. 

5. Resubmit expanded query for retrieval. 

 

The choice of value for number of documents R and number of expansion terms M is 

typically one that is more subjective than objective. These are usually static values that are 

set and used for all queries for the document collection. Recent investigations into the 

effectiveness of these parameters have concluded that there is no obvious absolute way of 

determining the most ideal values for R and M [121]. There are typically cases where 

query expansion improves retrieval effectiveness with certain values for X and M on some 

queries, but the same values for R and M degrade performance for other queries.  

 Choosing the top M terms from all the terms occurring in all the top R documents 

is typically achieved by calculating a value of perceived usefulness for each term. Various 

proposals have been made for this. The term selection value TSV of a candidate expansion 

term can be calculated in various ways. Originally Robertson [122] suggested: 

ttt rwTSV .=  (2-16) 

where wt is the weight indicating the importance of term t and rt is the number of assumed 

relevant documents t occurs in. Boughanem [123] proposed a non-relevance version of 

Robertson’s TSV calculation:  
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)//.( SasRrwTSV tttt −=  (2-17) 

where ]1,0[∈a , S is the number of assumed non-relevant documents, s is the number of 

non-relevant documents t occurs in and wt, rt, R are as above. In more recent systems 

[18,121] a more sophisticated TSV calculated has been used: 
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where nt is the number of document term t appears in, N is the number of document in the 

collection and rt, R are as above.  

Mitra et al [124] introduced Boolean constraints and word correlation-based 

measures to refine the list of top R documents used as assumed relevant documents. In 

[125,71] a visual-based segmentation algorithm is proposed to divide web documents into 

blocks of information (similar to passages) to be ranked and then used as candidate 

pseudo-documents for the extraction of expansion terms.  

The re-weighting of original and expansion terms is an important aspect of query 

expansion. While Robertson [122] has suggested that expansion terms should be added to 

the original query and given a weight using the same weighting method used for original 

query terms, recent results tend to suggest otherwise [121,125]. In principle, the intuition 

behind re-weighting suggests that original query term weights should be boosted and 

expansion term weights should be suppressed. In other words, the amount of contribution 

the expansion terms make to the final document rank score during retrieval should be 

somewhat less significant than the contribution of the original terms in the query. Although 

this may not be the case when adding a large number of N expansion terms in a short 

original query.  

In an approach different to typical pseudo-relevance feedback, Cui et al [126] 

proposed a probabilistic approach to interpreting web query logs through term correlation 

to provide query expansion terms. Their method is based on the idea that a query log entry, 

which provides a list of associations between submitted queries and documents that users 

click on while browsing results for that query, gives a good indication of what is a relevant 

document for a queries. These associations can be exploited to provide quality expansion 

terms for a query. The desirable characteristics of their method is that 1) term correlations 

can be computed offline, 2) query associations come from different users to which means 

generalised term associations can be made that are a general representative of all users, 3) 

term correlations can easily evolve as more query log information becomes available. Ciu 

et al compare their expansion method to a baseline and a traditional method and report on a 
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significant improvement on retrieval effectiveness using their method. In related work, 

Billerbeck et al [127] also proposed a technique to use information accumulated from 

associated web queries for query expansion. Instead of the top R ranked documents as a 

source of candidate expansion terms and report on improved retrieval effectiveness.     

2.5.6 Latent Semantic Indexing 

Latent semantic indexing (LSI) [128,129] is a type of global query expansion approach 

that is an extension of the VSM. The relationship between terms and documents are 

mapped into a lower dimensional space to model the latent structures in the word patterns 

across a document collection. LSI uses a technique called singular value decomposition 

(SVD) that is closely related factor analysis and eigenvector decomposition.  

The LSI technique typically takes a term-document matrix and decomposes it into 

3 smaller matrices, typically containing 100 to 300 orthogonal factors. Documents and 

queries can then be approximated from these matrices and these approximations are then 

used for retrieval. The idea is that if two different terms are used in similar contexts in two 

separate documents, then the approximated representation in the dimensionally reduced 

LSI representation will be similar. In this way, LSI attempts to overcome the problem of 

polysemy and synonymy in information retrieval. Experiments have been performed with 

LSI on TREC collections with promising results [130]. Up to 30% improvement in 

retrieval performance has been reported when comparing LSI to the standard vector space 

model.  

LSI is not a scalable technique and therefore not well suited to large document 

collections such as the web. This computational complexity of LSI is a preventative factor 

for performing LSI on for large document collections. The larger the term-document 

matrix, the greater the computational complexity involved in performing LSI. 

2.5.7 Web Search Applications 

IntelliZap [131] is a web search engine that instead of relying on a short ill formed query 

from the user, requires the user to select a key word or collection of key words within a 

certain text. The text surrounding the key words selected is then considered as the context 

of the keywords. An algorithm analyses the context and forms a query that is then used to 

query a number of search engines on the web. When the results from each search engine a 

returned, a re-ranking algorithm integrates the search results according to their semantic 

proximity with the original context. The approach makes effective use of the contextual 

information in the immediate vicinity of the keywords selected, so that retrieval precision 
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can be improved. They compare their system with four other search engines using different 

queries and users and report on an overall improvement in precision accuracy. 

Inquirus [132,133] is another example of a meta-search engine that uses contextual 

information to improve search results. For every query a user must specify some 

contextual information, considered to be preferences pertaining to the query. These 

preferences provide a high-level description of the users information need and ultimately 

control the search strategy used by the meta-search engine. The ranking of the results relies 

on downloading and analysing each search result to give it a ranking score. This is 

different to most meta-search engines that rely on just result summaries for re-ranking and 

ordering of results. 

Sugiyama et al [134] proposed a personalised approach to web search that 

overcomes some of the inherent problems associated with obtaining personalised 

information from users. They state the main shortcoming as being the process of requiring 

the user to submit explicit information regarding the relevance of information they are 

browsing on specific information relating to their personal preferences or personal details 

such as demographics. They propose a personalised web search system that maintains long 

and short-term user preferences through term feature vectors from a user’s browsing 

history. A modified collaborative filtering algorithm is also proposed where similar users 

are identified and used to generate adapted preferences for the active user.  During 

retrieval, a web page’s similarity calculated in the context of the user’s preference and this 

is used as a rank measure. SearchPad [135] is a different type of personalised application 

that allows users to explicitly record their “search context” through storing past queries and 

marking relevant search results across different search engines. 

2.6 Machine Learning Approaches 

2.6.1 Neural Networks 

Neural networks have been typically combined with traditional retrieval models to form a 

type of neuro-retrieval approach. They represent information as an interconnection of 

weighted nodes that take some input data and interact together to produce an output. A 

survey of connectionist approaches for information retrieval is given by Doszkocs et al 

[136]. Some of the key features that neural networks bring to information retrieval are 

adaptiveness, interactive possibilities and transparency. The most attractive feature of the 

neural network retrieval models is their adaptive nature and their ability to deal with 

imprecise queries and closest-match searches.  
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Neural networks have the ability to learn user preferences through relevance 

feedback over time and adapt accordingly. Relevance feedback can be easily incorporated 

into a dynamic neural network model to make effective use of user relevance judgements 

[137,138,139,140] by using them as a basis for calculating error that can be backward 

propagated for adaptive learning.  

Kwok [140] proposed a neural network for probabilistic information retrieval. The 

initial weights of the network are calculated through the use of traditional probability 

theory. The weight associated with the connection between a query node and a term node 

or similarly between a document node and term node, represents the probability of the 

query or the document using the term it is connected to. In the work presented by Belew 

[141], an adaptive information retrieval (AIR) system is developed. Similar to Kwok, 

Belew showed that a connectionist approach to information retrieval can learn from 

relevance feedback. Weights between nodes are initially calculated using an inverse 

frequency weighting scheme and are adapted with novel learning algorithm. Mercure [138] 

which was presented at TREC, has a neuro-retrieval model that has been shown to improve 

retrieval accuracy. 

Crestani [142] proposed a type of hetero-associative memory model. Once the 

network has learnt from the training data, a query is represented to the network and a 

network output is produced. This output is then used by the matcher component to find the 

best matching documents in the collection. Typically, neuro-retrieval follows the following 

process. Once the network has been constructed, retrieval can be performed by feed-

forward activation starting from a node in the query layer. Each document node may then 

be evaluated for relevance based on whether or not a threshold value is exceeded. 

Relevance feedback can be performed by a similar spreading activation procedure through 

feed-backward activation starting from the document layer. The updating of the weights is 

performed as the network learns from relevance judgements over time.  

The Kohonen self-organising map has been used for the mining and information 

retrieval of large Usenet news group document collections from the web with the 

WEBSOM system [143]. It is based on a two-level self-organising map for the browsing of 

documents. The first map, the word category map, groups words based on their contextual 

similarity throughout the document collection. This map is then used as a basis to create 

document histogram representations that are then presented to the document map for 

clustering. The resultant map is a clustered visualisation of documents that can be browsed 

as part of the retrieval process. This approach seems promising because of its ability to 

group words of similar contexts and documents of similar meaning. A downside of this 
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approach is that some words and documents belonging to some clusters are of no relation 

to other words or documents in the same cluster.  Zakos et al [144] proposed a novel 

encoding technique based on term importance and the use a two level self-organising map 

approach for the clustering web documents. 
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Figure 2.6: WEBSOM - Organising large document collections for browsing and 

retrieval. 
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2.6.2 Evolutionary Algorithms 

Evolutionary algorithms have been previously applied to information retrieval [145]. In 

particular they have been used for optimisation of document structure weights. Trotman 

[146] presented a technique to optimise document structure weights through genetic 

algorithms to improve retrieval. In similar work, Kim et al [147] used a genetic algorithm 

to learn the most important structures in HTML documents. By being able to determine the 

importance of HTML tags that encapsulate terms in web pages through weights, these can 

be incorporated into the ranking and retrieval process result in contributing to a superior 

retrieval accuracy.  In other work [148,149,150] evolutionary algorithms were investigated 

for information retrieval with new mutation and crossover operators being proposed. 

Gordon [151] proposed a genetic algorithm-based approach to select best indexes for 

retrieval while Morgan et al [152] used a genetic algorithm to select additional terms from 

a dictionary.  

Zacharis et al [153] proposed a web search agent based on a two stage GA 

technique. A genetic algorithm was used to discover keywords and concepts that best 

represent a user’s interest so that these can be used for web searching to automatically 

recommend relevant web pages. Term information is stored in a dictionary that represents 

a history of the terms in documents that the user has viewed. The task for the first genetic 

algorithm is to suggest sets of terms chosen from the dictionary. The task for the second 

genetic algorithm is to suggest sets of logical operators. The idea is to combine an 

individual from each population to form a logically structured query that is submitted for 

meta-search. The fitness for each individual in both genetic algorithms is derived from 

comparing the document returned from the meta-search with the dictionary terms using 

cosine similarity. Standard random point cross over operations are performed during 

reproduction. Mutation is performed on the set of logical operators by randomly changing 

an operator to another operator randomly. For example, OR could be changed to AND or 

NOT and NOT could be changed to AND or OR. 

2.6.3 Symbolic Learning 

Compared to both neural and evolutionary algorithm based approaches, there have only 

been a limited number symbolic learning techniques proposed for information retrieval. 

The most promising techniques employ a type of inductive learning algorithm for the 

symbolic learning of document classification problems. They have the ability to learn the 

best set of attributes, typically concepts or keywords that represent a particular class, and 
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use this as a basis for forming hierarchical decision trees. It is these decision trees that are 

used to classify documents based on IF-THEN rules.  

Quinlan’s ID3 algorithm [154] is a symbolic learning algorithm that can be used 

for information retrieval. Firstly, it accepts a set of positively and negatively labelled 

documents for the given classifications as training data to construct the decision tree. Each 

input training document is a vector with binary valued elements representing the attribute 

set. Secondly, it calculates the entropy reduction for each attribute deemed to be a good 

descriptor of a class as a basis for selecting its position in the decision tree. Each node in 

the tree represents either a decision node representing a single attribute or a class node 

representing a single class. The higher a decision node is located in the tree, the greater its 

ability at maximising entropy reduction. Consequently, the better an attribute (decision 

node) is at discriminating between classes by minimising the uncertainty of the 

classification, the earlier it is selected as an ideal attribute and used in the construction of 

the tree. Thirdly, the decision process can be performed by accepting a document and 

using the decision tree through a top-down decision process. For classification (retrieval) 

of a document, the decision tree is used to make yes/no decisions at each node along the 

decision path based on whether that attribute represented at each node appears in the given 

document. When the decision path reaches the end (bottom) of the tree a classification is 

made accordingly. ID5R [155] is an extension of ID3 and was proposed to allow for the 

incremental updating of the decision tree. With ID5R a decision tree can be updated based 

on additional training information provided by the user or another source.  

Chen et al [156] tested and compared the performance of both ID3 and ID5R on a 

collection of 1000 documents but found no significant difference in performance between 

the them. This was because ID3 was able to effectively generate good attributes that were 

very similar to the attributes given by ID5R after updating. This meant that there was no 

significant difference between the decision tree constructed by both ID3 and ID5R and 

consequently no significant difference in retrieval performance. Other types of symbolic 

learning approaches closely related to ID3 and ID5R that are also based on the hierarchical 

arrangement of concepts and the production of decision rules are the UNIMEN system 

[157], COBWEB [158] and C4.5 [159]. C4.5 is an extension of ID3 and was proposed to 

deal with the shortcomings and limitations of ID3. In particular it addresses the issues of 

avoiding over-fitting of data, handling of continuous attribute values, choosing appropriate 

attribute selection measures and improving computational efficiency.   
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2.7 Performance Evaluation Measures  

There are two widely accepted measures for the retrieval accuracy performance of an 

information retrieval system: 

entsvant_Documer_Of_ReleTotal_Numb
entseved_Documvant_Retrier_Of_ReleTotal_Numb=Recall  (2-19) 

and 

mentsieved_Docuer_Of_RetrTotal_Numb
entseved_Documvant_Retrier_Of_ReleTotal_Numb=Precision  (2-20) 

 

Both measures are used to measure the accuracy of a system’s ability to retrieve 

documents with respect to a given query. Each query that is submitted has a number of 

associated relevant documents that are interpreted as being correct answers for the query. 

The golden aim of a information retrieval system is to return a list of documents, where 

every document in the list is relevant (precision) and where all documents in the document 

collection that are relevant are found and included in the list also (recall).  

 

precision

recall
 

Figure 2.7: A typical precision-recall graph. 

 

Precision is a measure of the relevancy of the retrieved list relative to the number of 

documents that appear in the list. So, if only 1 document is retrieved and that document is 

deemed to be relevant, then precision would be measured at 100% (1/1). But if 100 

documents were retrieved and 20 of those documents were deemed relevant, then precision 

would be measured at 20% (20/100). 

Recall is a measure of the relevancy of the retrieved list relative to the total 

number of relevant documents in the document collection. Unlike precision, it does not 
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take into consideration the length of the retrieved list. Consider a query that is associated 

with 20 relevant documents in a document collection of 100 documents. If this query is 

submitted to a system that retrieves 50 documents, with 10 of the 50 documents deemed 

relevant to the query, recall would be measured at 50% (10/20). This is because only 10 

documents relevant to the query appeared in the list out of a possible 20 relevant 

documents. The ultimate goal of an information retrieval system is to perform with 100% 

precision but also with 100% recall. It is possible to measure precision at different levels of 

recall. Generally, a system will record a high measure of precision at a low recall rate as 

depicted in Figure 2.7.   

 There are a number of more advanced and specific types of precision and recall 

measures that are used as modern evaluation measures. Particularly for ad hoc retrieval, the 

most indicative measures include: 

• Precision at cut-off level λ: Where λ is the upper limit threshold of the number 

of documents to consider in the retrieved set.    

• Recall(1000): Recall after 1000 retrieved documents. This is more practical than 

true recall over all documents since modern systems can return a huge number 

of results. 

• Precision at .5 Recall: Precision after half the relevant document have been 

retrieved. 

• R-Prec: Precision after R retrieved documents, where R is the number of 

relevant documents that exist for that query. 

• Average Precision: The average of the precision scores at every relevant 

document in the retrieved set. 

 

Buckley et al [160] evaluated these evaluation measures and concluded at average 

precision is the best indicator of system effectiveness and should be used with 50 queries 

to yield valid results for ad hoc retrieval.  

2.8 Advantages and Disadvantages 

This section discusses the advantages and disadvantages of the various techniques 

presented in this chapter.  

 The use of content vs. hyperlink based information for web document ranking 

varies according to the type retrieval process desired. The main advantage of employing 

the use of hyperlink information is that the exploitation of web structure provides a 
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potentially valuable source of additional information not given by text. Web pages with 

good authority can be easily identified and accurate responses to general queries can 

typically be obtained. This is because web document authors tend to link to good quality or 

authoritative pages as an extension of information presented on their page. The main 

disadvantages of employing hyperlink information for ranking is that it specific it does not 

provide effective information for specific queries and that additional and sometimes 

complicated and extensive hyperlink indexes have to be built accordingly to cater for 

retrieval.  

 Concept-based retrieval approaches aim to cater for the characteristics of human 

language and knowledge by introducing conceptual information into the retrieval process. 

They have the advantage of exploiting this additional information and incorporating it into 

the retrieval process to improve effectiveness. This information is usually provided 

through the use of manually created ontologies, which usually provide accurately human 

annotated information. But conceptual information can also be obtained through automatic 

techniques which extract concepts and relations between them to give artificial ontologies 

and other types of useful concept-based information. This is in contrast to a  keyword 

based system where all the information used for retrieval is based on a statistical 

interpretation of the keywords appearing within the collection. The main disadvantage is 

the limited term coverage of ontologies and the potential incompleteness of the annotated 

conceptual information. 

 Context-based retrieval approaches aim to provide a more complete retrieval 

process by incorporating contextual information into the retrieval process. Context can be 

defined in different ways and typically be exploited at the document, query and user level. 

This provides the advantage multiple sources of additional information that can be used for 

effective retrieval. The main disadvantage of using context is obtaining the context itself. 

Sometimes context has to be explicitly stated by the user or obtained by automatic methods 

which can be potentially error prone. 

 Machine learning based information retrieval has the advantage of introducing 

reasoning, generalisation, adaptiveness and inductive decision making into the retrieval 

process. The main advantage of most neural information retrieval approaches is their 

adaptive and generalisation abilities and they are able to naturally cater for the relevance 

feedback as part of their learning process. The disadvantages are that classical neural 

approaches can take long periods of time to learn from large document collections. In 

contrast to this, symbolic learning approaches are faster during learning and are better 
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suited to larger collections. Neural information retrieval approaches may achieve better 

retrieval performance because of good generalisation capabilities.                  

2.9 Summary 

This chapter has reviewed the pertinent literature related to web information retrieval in the 

areas of term weighting, document ranking, web structure, context-based retrieval, 

concept-based retrieval, machine learning and measures for performance evaluation. 

 Techniques combining both content and hyperlink information into the retrieval 

process have become prolific along with the exploitation of web structure characteristics to 

boost performance. While no comprehensive context or concept-based model for retrieval 

has yet to be proposed, useful contributions have been made in these areas. Evaluation 

measures for web information retrieval are well established and some of these will provide 

a basis for evaluating the proposed approach that is presented in the next chapter.   
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Chapter 3 

Research Methodology 

This chapter presents the novel techniques that combine to form the proposed approach in 

this research. Section 3.1 overviews the proposed approach, describes each component of 

the system and shows how each of the proposed techniques contribute to the retrieval 

process. Section 3.2 presents the concept-based term weighting technique. This is followed 

by section 3.3 that describes the context matching technique. Section 3.4 presents the 

techniques for the combination of document term weights and section 3.5 describes the 

document ranking algorithms proposed. In section 3.6 a description of the benchmark web 

document collection used for testing is presented. Section 3.7 provides a summary of the 

research methodology. 

3.1 Proposed Approach 

The goal of the proposed approach is to accurately retrieve relevant web documents from 

the document collection in response to an information need expressed by a user through an 

inputted query. A perfectly accurate retrieval system would be one that retrieves all 

relevant documents for a query and rank them in successive order of perceived relevancy 

starting from the first position in the retrieved document list. While this is the ultimate and 

desirable functionality of any information retrieval system, a realistic relaxation of this 

expectation is often accepted. Therefore, an accurately performing retrieval system is one 

that retrieves as many relevant documents as possible and ranks them as high as possible in 

the list of retrieved documents. 

All the techniques proposed in this research strive toward improving web 

information retrieval accuracy by attempting to rank relevant web documents higher in the 

set of documents retrieved. The four main aspects of retrieval that are addressed by the 

techniques are: 

1. Query term significance: The weighting of query terms of an inputted query to 

indicate their importance. 

2. Document term significance: The weighting of terms in documents to indicate 

their importance to the document and relevance to the inputted query. 
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3. Combination of term significances: The fusion of the document term weights 

into a singular document weight that is a combined representation of the original 

weights. 

4. Document Ranking: The utilisation of query and document term weights to 

calculate document relevancy through rank scores. This involves the fusion of 

these indicators.   

 

One of the techniques proposed is concept-based weighting (CBW). It is a technique that 

intuitively exploits the conceptual information in ontologies to derive query term weights. 

This technique is different from most query term weighting strategies, such as IDF and 

variations of IDF, in that it is independent of document collection statistics. CBW can be 

used as a substitute of IDF or potentially combined with it to form a hybrid term weighting 

measure.  

Another proposed technique is context matching (CM). It is a context-based term 

weighting technique that measures document term significance by interpreting the context 

in which a term appears in a document. Unlike term frequency (TF) that requires a term to 

frequently occur within a particular document to be considered important, context 

matching can potentially measure a term to be significant to a document even it occurs 

infrequently within that document.  

Techniques to combine document term weights derived from CM and TF are also 

proposed. These are based on linear combination and the application of neural network for 

document term neural fusion.  Ranking techniques such as weighted ranking and query 

term neural fusion are also proposed. These are responsible for using the term significance 

indicators generated by CBW and CM to calculate document rank scores.  

Figure 3.1 shows the architectural overview of the web information retrieval 

system proposed in this research. It shows the different aspects addressed by the various 

techniques proposed. Each of the techniques can potentially be plugged in or out of the 

system because of the independency that exists between them. Each of the following 

subsections describes each main component of the system. 
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Figure 3.1: System architecture. 
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Document Collection 

The document collection is a collection of web pages that form the input data to the 

system. The collection is typically constructed by crawling the web and storing the pages 

in a local repository. Each document is typically in HTML format. See section 3.6 for a 

full description of the benchmark web document collection indexed by the system. 

Document Processing 

The aim of document processing is to accept the input data, perform the necessary 

processing and prepare the output into a format expected by the index. During processing, 

the web document is first cleaned through the stripping of HTML tags. This is performed 

automatically by the execution of some simple rules which identify HTML tags that appear 

in the document and remove them accordingly. Punctuation characters are also 

automatically identified and removed from the document. After the stripping of HTML 

tags and punctuation, the remaining document contains only the text needed for indexing. 

Then, for each uniquely identified term in the document, its frequency and positions within 

the document is observed and stored in the inverted term index. For each document, the 

total number of terms is counted and stored in the document index along with its document 

name and ID. 

Query Term Weighting 

Once a query has been submitted to the system, it is the responsibility of the query term 

weighting component to transform the plain text query into tokens of weighted query 

terms. Each query term is annotated by a weight indicating its importance. This needs to be 

performed so that the similarity measure can use this weighting information during the 

calculation of rank scores for documents. Query term weighting is reliant upon IDF or 

CBW to derive term weights. As discussed in the previous chapter, IDF is a traditional 

measure of query term importance that is derived from a statistical interpretation of the 

document collection. CBW on the other hand, is a novel weighting technique proposed in 

this research that interprets conceptual information in ontologies to determine term 

importance.  

Document Term Weighting    

As is the case for query term weighting, the weighting of document term weights is an 

important aspect of the system. Its aim is to use the information stored in the indices to 

derive document term significance measures that can be used by the similarity measure 

during the calculation of rank scores for the documents. As discussed in the previous 
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chapter, TF is the traditional measure of document term significance based solely on 

observing the frequency of a term in a document. Document term weighting though is 

reliant upon weights derived from both TF and CM. In contrast to TF, which considers a 

term in a document to be important if it frequently occurs within a document, CM 

considers a term to be important if it occurs in the document in the context of the query. 

The document term weighting fusion technique is responsible for combining TF and CM to 

derive a single document term weight that can be used by ranking in the calculation of 

document rank scores. This combination is performed either through a linear combination 

or by document term neural fusion. 

Ranking 

The goal of ranking is to utilise the weight information generated by query term weighting 

and document term weighting to determine the rank score of a document. By default, the 

system employs the use of the inner product similarity measure to calculate document rank 

scores. But weighted ranking or query term neural fusion as proposed in this research can 

also be used here for ranking. Documents are ranked in descending order according to their 

rank score and then presented to the user or evaluated for retrieval effectiveness during 

experimentation.   

3.2 Concept-based Term Weighting 

The aim of concept-based term weighting (CBW) [161] is to calculate the importance of a 

given term by interpreting the conceptual information in the ontology related to that term. 

The resultant term weight is in the range [0, 1] where a value of 0 or close to 0 indicates a 

term with low importance and a value of 1 or close to 1 indicates high importance. The 

technique is based on the notion that the more general or vague a term is the less important 

it should be and the more specific and precise a term is the more important it should be. In 

fact, this is similar to what IDF attempts to capture in that the more documents a term 

appears in, the more general that term is considered to be and consequently the less 

important its IDF is calculated to be.  

 The philosophy behind CBW is based on the notion that information pertaining to 

the meaning of a word is a suitable indication of how conceptually specific or general it is. 

This measure of specificity vs. generality can then be interpreted from a perspective of 

term importance and used for retrieval. The motivational factors behind the proposal of 

CBW are based on the potential short comings of term weighting techniques such as IDF 

that perform a statistical interpretation of the document collection to calculate term 
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importance.  Term weighting measures such as IDF do not always provide the best term 

weights as they do not always accurately capture importance. Just because a term appears 

in many documents in a collection, it does not necessarily mean it is not important (see 

Equation (2-7)). Especially in the case of the web where data quality is a major issue [13], 

basing the calculation of term weights on a statistical interpretation of the document 

collection may not be an accurate reflection of term importance. Also with IDF, if a 

document is added to a collection, then the addition of that document affects the weight of 

every single term in the collection because N (number of documents in the collection) is 

incremented (see Equation (2-7)). This too may not contribute to the accurate calculation 

term weights. But this is the inherent nature of basing term weighting solely upon the 

document collection. By basing the interpretation of importance on the generality and 

specificity of a term through the exploitation of its conceptual information in an ontology, 

term importance values can be calculated independently of the document collection and 

potentially have more of a positive impact on retrieval performance.  

 

1. Extraction

noun

verb

adjective

# senses       # synonyms     level #     # children

2. Weighting

3. Fusion

WordNet

Conceptual Term Matrix
(CTM)

Concept-based
Term Weight

for q

Term q

 
Figure 3.2: Overview of concept-based term weighting. 
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CBW is fundamentally different to IDF in that it is not reliant on the document collection. 

With CBW, term significance is determined through the exploitation and intuitive 

interpretation of the conceptual information appearing in WordNet [84]. To calculate term 

importance for a given term, CBW exploits 4 types of conceptual information in WordNet: 

 

1. Number of senses. 

2. Number of synonyms. 

3. Level number. 

4. Number of children.  

 

Term generality and term specificity can be derived from these 4 types of conceptual 

information. The more senses, synonyms and children a term has and the shallower the 

level it appears on, then the more general or vague the term is deemed to be. Vice versa, 

the less senses, synonyms and children a term has and the deeper the level it appears on, 

then the more specific the term is deemed to be. General terms are weighted to indicate 

low importance (i.e. that is closer to 0) and terms deemed to be specific are weighted to 

indicate high importance (i.e. closer to 1) 

 

 

Generality

more senses
more synonyms
shallow level
more children

Specificity

less senses
less synonyms

deep level
less children
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Figure 3.3: Generality vs. Specificity. 

 

The idea is to first extract this conceptual information for a term from WordNet and then 

proceed to interpret this information to ultimately calculate its importance. Central to CBW 

is the use of the conceptual term matrix (CTM) in the process of calculating the term’s 

weight.  The CTM holds the conceptual information for the different sections (i.e. parts of 

speech (POS)) found in WordNet for the given term for which importance is being 

calculated. In this research the 3 POS sections in WordNet used by CBW are nouns, verbs 

and adjectives. Since the adverb section of WordNet is so small and because adverbs have 

a similar nature to adjectives, all adverbs are treated as adjectives. From a CBW 
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perspective, this effectively means that they belong to the adjective section of WordNet. 

This was done to limit the number of POS used by CBW.  

Each column Cm in the CTM represents each conceptual information type while each 

row Rn represents the different parts of speech. This forms an m x n matrix where m = 4 

and n = 3: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

V11 V21 V31 V41 

Verb 
R2 

V12 V22 V32 V42 

Adjective 
R3 

V13 V23 V33 V43 

 
 

Thus, the mth column in the matrix is a conceptual information vector  

 

Cm = { Vm1, Vm2, Vm3 }  

 

across the different parts of speeches for one conceptual information type. The nth row in 

the matrix represents a part of speech vector  

 

Rn = { V1n, V2n, V3n, V4n } 

 

The CTM stores confidence indicators for the different conceptual information types that 

are eventually used to derive a single importance value for a term. Given a term t, CBW 

can be outlined by the following steps: 

1. Extract conceptual information representative of t from WordNet in the form of  

integer values and store them in the CTM. 

2. Transform the integer values in the CTM into weighted values. 

3. Fuse the weighted values in the CTM to determine the final CBW value for term 

t. 

 

Each step of the technique is described in detail throughout the following subsections. But 

if a term does not appear in WordNet it is assigned a default value of 0.75. This decision 

was made based on the intuition that if a term does not appear in WordNet then it is 

probably a fairly specific term and thus should be considered to be fairly important. This is 
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because WordNet is a general purpose ontology with a term coverage not biased toward a 

specific domain. The absence of a term likely means that it is probably a specific term used 

in a specific domain and should be weighted to reflect precisely that. The optimisation of 

the default value for non-WordNet terms can be investigated experimentally.  

3.2.1 Extraction 

Given a term t, the first main aim of CBW is to extract the 4 types of conceptual 

information related to every POS of t and store it in the CTM. These are the integer values 

that will be weighted in the next step of the technique. To perform extraction, term t is first 

looked-up in WordNet to locate the set of synsets S in WordNet that t appears in. From the 

set of synsets, the final values for the 4 types of conceptual information for t for every POS 

can be obtained. The fact that a t can potentially belong to one or more synsets, poses the 

problem of fusing information across the set of synsets S to obtain a single value for each 

of the 4 types of conceptual information. For each conceptual information type, the value 

that is most indicative of generality across the set of synsets S is chosen as the value 

representative for that conceptual information type for that POS. This is because it is 

probably safer to assume a term to be general and consequently less important, rather than 

over estimating its importance through specificity. If information indicative of generality is 

selected during extracted, then the CBW value of a term will eventually be weighted with a 

lower importance as opposed to higher importance implied by specificity. Recalling that 

generality is indicated by more senses, more synonyms, a shallow level and more children, 

extraction is performed as follows:  

1. Initialise CTM to –1. 

2. For each POS 

a. Get the set of synets S in WordNet that t belongs to POS)qS ,WordNet(=  

b. Extract conceptual information from S: 

i. V1n = ( )SCOUNT  

ii. V2n = 
Ss
synonymss

∈
)(MAX  

iii. V3n =
Ss

levels
∈

)(MIN   

iv. V4n =
Ss
childrens

∈
)MAX(  

 

COUNT(S) simply counts the number of synsets in the set of synsets S to determine the 

number of senses. The MAX and MIN functions determine the maximum and minimum 
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values for the type of conceptual information being determined. Step 2.b is fusing the 

conceptual information across the set of synsets S. For example step 2.b.ii is selecting the 

maximum number of synonyms across all synets S as being the representative number of 

synonyms for t. By using MAX to fuse for number of synonyms, the largest number of 

synonyms across every synset in S will be selected, resulting in a value that is most 

indicative of generality for that type of conceptual information for t. After every type of 

conceptual information for every POS has been extracted for t using the extraction 

algorithm, the extraction process is finished. The resultant CTM may look something like 

this: 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

2 1 7 20 

Verb  
R2 

-1 -1 -1 -1 

Adjective 
R3 

4 5 0 0 

 

A term associated with this CTM appears both in the noun and adjective sections of 

WordNet. In the noun section (R1), this term has 2 senses, (i.e. it is associated with 2 

synsets) and across both those synsets the most synonyms is 1 and the most number of 

children is 20. The minimum (shallow) level across each of the synsets is 7. Notice how in 

the adjective row vector, level number and number of children are both set to 0. Adjectives 

are not organised as a conceptual hierarchy because they are only modifiers of nouns. 

Therefore it is not possible to extract their level number and number of children 

information from WordNet. After extraction, the CTM contains the conceptual information 

types in the form of integer values and is now ready for weighting. 

3.2.2 Weighting  

The next step of CBW is to weight the information in the CTM given by extraction. To 

perform this, 12 weighting functions are developed, each corresponding to an element in 

the CTM. The purpose of a weighting function is to accept each of the integer values 

already stored in the CTM by extraction and return a weight in the range [0, 1] for each 

one. This weight is indicative of term importance where a weight of 0 or close to zero 

indicates low importance and 1 or close to 1 indicates high importance. Given a CTM 

storing integer values, weighting is performed by 1) removing rows in the CTM that are 

exclusively –1, and 2) converting remaining elements in CTM from integer to weights 
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using their respective weighting functions. After weighting, the CTM would hold the 

following weights: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

0.715 0.683 0.462 0.677 

Adjective 
R3 

0.356 0.705 0.5 0.5 

 
 

The most significant aspect of weighting is the determination of the weighting functions.  

It is these functions that ultimately shape the nature of the final CBW value given to the 

term. There are 12 elements in the CTM and each has a corresponding weighting function 

that takes a value representing a conceptual information type as an integer and returns a 

weighted value. The method for determining the weighting functions is discussed in the 

following section. 

Determining Weighting Functions 

A statistical interpretation of the conceptual information in WordNet is performed to 

establish as basis for each of the weighting functions. By gaining an understanding of the 

distribution of terms in WordNet across the 4 types of conceptual information, suitable 

weighting functions can be eventually derived.  The following figures show the various 

distributions of number of senses, number of synonyms, levels and number of children for 

terms in WordNet across the three POS noun, verb and adjective.  
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Figure 3.4: Distribution of number of senses for noun terms.  



 62

0

1000

2000

3000

4000

5000

6000

7000

0 5 10 15 20 25 30 35 40 45 50 55 60 65 70

Number of Senses

N
um

be
r o

f V
er

b 
Te

rm
s

 

Figure 3.5: Distribution of number of senses for verb terms. 
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Figure 3.6: Distribution of number of senses for adjective terms. 

 

 

Figure 3.4, Figure 3.5 and Figure 3.6 show how most terms have only one sense across the 

parts of speech: nouns, verbs and adjectives. Consequently, it is not expected that sense 

information will provide much separation during the weighting of terms. These 

distributions are expected though because while a number of words in the English 

language and polysemous, most are unique and monosemous.   
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Figure 3.7: Distribution of number of synonyms for noun synsets. 
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Figure 3.8: Distribution of number of synonyms for verb synsets. 
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Figure 3.9: Distribution of number of synonyms for adjective synsets. 
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Figure 3.7, Figure 3.8 and Figure 3.9 show that most terms are not synonymous. This is in 

part related to the previously stated expectation that words are typically not polysemous. 

The less polysemous a word is, the less synonyms it is likely to have.    
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Figure 3.10: Distribution of levels for noun synsets. 
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Figure 3.11: Distribution of levels for verb synsets. 

 

Figure 3.10 and Figure 3.11 show the distribution of synset levels. Most noun synsets can 

be found at level six in the noun portion of the WordNet hierarchy while most verb synsets 

can be found at level three of the verb portion of the WordNet hierarchy.  Level 

information is relatively well distributed and should provide good separation during the 

weighting of terms in the CTM. 
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Figure 3.12: Distribution of number of children for noun synsets. 
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Figure 3.13: Distribution of number of children for verb synsets. 

 

Figure 3.12 and Figure 3.13 show that the majority of synsets have zero children. There are 

a few noun synsets with tens of thousands of children. These are the few top level nodes 

from which most other synsets indirectly stem from. 

To develop the weighting functions, the MIN, AVG and MAX statistics for each 

type of conceptual information for each POS were calculated as shown in Table 3.1. Then, 

thresholds were applied to override the MAX values to eliminate the impact of excessively 

large MAX values that are only representative of only a small portion of the data. For 

example, the maximum number of senses a noun can have is 32 as shown in Table 3.1, but 

MAX is applied threshold of 7 because only 310 of the 109195 noun terms have number of 

senses in the range [8-32]. A suitable threshold value can be determined by looking at each 

respective distribution and observing the point at which the distribution plateaus. For 
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example, looking at Figure 3.4 a threshold of 7 is determined to be suitable for the 

distribution presented within that figure. The threshold (th) values used for MAX are also 

shown in Table 3.1. When calculating the average values for senses across the different 

POS, values of 1 were omitted from the calculation to avoid biasing the average too much 

toward 1. Similarly, when calculating the average values for synonyms across the different 

POS, values of 0 were omitted from the calculation to avoid biasing the average too much 

toward 0. 

 
Table 3.1: Min, Avg and Max for POS. 

POS Type Min Avg Max (th) 
Noun Senses 1 2.76 32 (7) 

 Synonyms 0 1.58 27 (7) 
 Level 1 7.49 18 (16) 
 Children 0 31.02 41483 (77) 

Verb  Senses 1 3.54 63 (7) 
 Synonyms 0 1.96 22 (7) 
 Level  1 3.64 13 (8) 
 Children 0 10.8 1560 (29) 

Adjective Senses 1 2.79 30 (7) 
 Synonyms 0 1.7 23 (7) 
 Level n/a n/a n/a 
 Children n/a n/a n/a 

 

 

Using these statistics, 12 linear type functions were developed to be used as weighting 

functions for weighting the CTM. For number of senses, number of synonyms and number 

of children, a value occurring in the range [MIN, AVG] is considered to have a high 

importance [0.5, 1] because low integer values for these conceptual information types is 

indicative of specificity. Thus, a larger integer value occurring in the range [AVG, MAX] 

is considered to have a low importance [0, 0.5]. For level number, a value occurring in the 

range [MIN, AVG] should be considered to have a low importance [0, 0.5] because small 

integer values for level number is indicative of generality. Thus, a value occurring in the 

range [AVG, MAX] is considered to have a high importance [0.5, 1]. For all the functions, 

a value equal to AVG will always return 0.5. Since adjectives are not organised into a 

conceptual hierarchy, level number and number of children information is not available 

and these weighting functions always return 0.5. Figure 3.14, Figure 3.15 and Figure 3.16 

show the weighting functions for the conceptual information for nouns, verbs and 

adjectives respectively. 
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  c.              d. 

Figure 3.14: Weighting functions for POS noun: a. Senses b. Synonyms 

c. Level d. Children. 
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Figure 3.15: Weighting functions for POS verb: a. Senses b. Synonyms 

c. Level d. Children. 
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Figure 3.16: Weighting  functions for POS adjective: a. Senses b. Synonyms. 

 

If a term was to occur in WordNet as an adjective and have 2 senses then the weighting 

function (as shown by Figure 3.16a) will return a value around 0.75. Thus, the occurrence 

of this term as an adjective indicates a fairly high importance. On the other hand if a term 

was a noun and have 70 children then the weighting function (see Figure 3.14d) returns a 

small value indicating low importance of less that 0.1.  

3.2.3 Fusion 

Once weighting has been performed on the CTM, fusion can be performed on it as the final 

step of CBW. The aim of fusion is to combine the elements in the matrix through column 

and row fusion to obtain one single final value that is indicative term importance. While 

different fusion functions may be used, the fusion procedure always occurs by firstly 

fusing CTM columns to obtain a row vector and secondly fusing the row vector: 

1. Fuse each column of the CTM separately using a column fusion function f1(C). 

This gives a resultant row R where each element in the row is a single weighted 

value representative of the information in its corresponding column vector: 

R ={f1(C
1
), f1(C

2
), f1(C

3
), f1(C

4
)} (3-1) 

 

2. Fuse the row R generated in the previous step with a fusion function f2(R) to 

give the CBW of term t: 

 CBW
t
 = f2(R) (3-2) 

 

The three standard fusion functions for both row and column vector fusion are AVG, MIN 

and MAX. AVG averages the elements in the vector to give an average value. MIN selects 

the smallest element value in the vector and MAX selects the largest element value in the 
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vector as being representative of the vector. A more advanced fusion function that can be 

applied is weighted average: 

∑
∑ ×

=

m
m

m
mm

t W

WR
CBW  (3-3) 

where W is a set of weights with each element in the set being a value in the range [0, 1]. 

This fusion function has the ability to weight the importance of the different conceptual 

information types. When used for row fusion, the elements W1, W2, W3 and W4 correspond 

to the weights for number of senses, number of synonyms, level number and number of 

children respectively.  

Following the example CTM from the previous section, if AVG were to be used to 

fuse columns, the resultant row R would be 

 

R = { 0.535, 0.694, 0.481, 0.588 } 

  

If MIN were to then be used to fuse R as part of Step 2 for row fusion, the final CBW 

would be CBWt = 0.481. If AVG were to then be used to fuse R as part of Step 2, the final 

CBW would be CBWt= 0.575. If MAX were to then be used to fuse R as part of Step 2, the 

final CBW would be CBWt = 0.694. The best choice of fusion function for both columns 

and rows can be determined experimentally.  

The resultant CBWt value can now be used as a substitute for IDF or any other 

term importance indicator. It is the single term importance value outputted by the CBW 

technique that indicates term significance. Consequently, it can be used in any situation 

where term importance is required, especially in the weighting of query terms for retrieval. 

Instead of using IDF to assign the importance weight to a term, the CBW value calculated 

for the same term could be used a direct substitute.  
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3.3 Context Matching 

The aim of context matching (CM) [162,163] is to dynamically determine the significance 

of a term in a document based on the context in which that term occurs in the document. 

The context of both terms in documents and terms in queries is fundamental to CM. It is 

based on the notion that if a term occurs in a document in the same context as the query, 

then that term is deemed to be significant to that document. The main outcome of the 

technique is the generation of the context matching confidence (CMC) for a term. It is a 

measure of document term significance that can potentially be used as a substitute or co-

contributor of TF as a term confidence measure and used in the calculation of document 

rank scores. The two main motivational factors inspiring the proposal of context matching 

are: 

1. Term frequency based measures of document term significance are not always 

desirable. Sometimes a term occurs in a document infrequently, but should still 

be considered important. Consequently, new document term significance 

measures are needed that are not necessarily based on frequency. 

2. Performing traditional query expansion by adding expansion terms to the 

original query and resubmitting that query for retrieval does not always provide 

good results [121]. By using expansion terms in a novel way, then new measures 

of term significance can be derived to address the first motivation and also 

improve retrieval performance. 

 

The context matching technique is outlined in Figure 3.17. There are a few important 

aspects of CM that make it unique and different from existing techniques:  

1. Unlike traditional query expansion that adds expansion terms to the original 

query, CM interprets expanded terms to be a set of terms representing the 

context of the query.  

2. Unlike TF that relies on a term to occur frequently within a document to be 

considered significant or infrequently to be considered insignificant, CM is a 

term weighting technique that generates term significance based on the notion 

that a term in a document is significant only if it occurs in the context of the 

query. This makes it totally independent of frequency based measures. Through 

CM, a term appearing frequently within a document can potentially be assigned 

a low confidence.  Vice versa, with CM a term appearing infrequently within a 

document can potentially be assigned a high confidence.   
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3. CM is dynamic. It calculates term significance dynamically during retrieval 

rather than calculating it and storing it during indexing as is the case for TF.  

Retrieve Documents

Retrieve Documents

Generate
Query Context (QC)

Calculate
Term Confidence

(TC)

Matching

User

QC

Query Ranked
Documents

Ranked
Documents

TC

CM Confidences (CMC)

RankScore=TFxIDF

RankScore=TCxIDF

Context Matching (CM)

 

Figure 3.17: Overview of context matching as part of the retrieval process. 

 

Given an inputted query Q and a document collection DC, the technique can be used 

during retrieval following the algorithm: 

1. Retrieve initial set of ranked documents RD using term frequency (TF) and 

inverse document frequency (IDF): TFxIDF. 

2. Generate query context QC for Q. 

a. Perform query expansion using RD to obtain expanded terms QR. 

b. Form query context QC from Q and QR. 

3. Retrieve documents using QC. 

           For every query term q in Q. 

For every document D in DC containing q. 

a. Match QC with the term context of term q in D to calculate context 

matching confidence CMC. 

b. Calculate Term Confidence TC. 

     Combine CMC with TF to give term confidence TC for q in D. 

c. Add TC to the rank score of D using TCxIDF. 

 

The two most significant aspects of context matching are the generation query context and 

the matching sub-techniques. These are discussed in the following sections.  
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3.3.1 Query Context 

The context of a query consists of two sub-contexts, each of which are a set of terms with 

corresponding relatedness values:  

1. Set original query terms Q, and 

2. Set of related terms QR. 

 

These two sets of terms are sub-contexts and together they form the query context QC = 

{Q, QR}. Each term in each set has a relatedness value R in the range [0, 1] that indicates 

how related that term is to the original query Q. A value of 1 indicates maximum 

relatedness where a value of zero indicates that the term is not related. By default all terms 

have a relatedness value set to 1, unless assigned otherwise. 

To determine the set of related terms QR for the query Q, the technique relies on the use 

of query expansion using blind relevance feedback. Typically, an initial run is executed to 

obtain an initial list of ranked documents and the top n documents are assumed to be 

relevant. These n relevant documents are then interpreted and the best m terms are 

extracted and form set of related terms QR for the query Q. To rank candidate expansion 

terms  

ttt rwTSV .=  (3-4) 

is used to calculate a rank score for each candidate term, where wt is a weight (typically 

IDF) indicating the significance of term t, and rt is the number of assumed relevant 

documents t appears in. This same method and variations of it to select expanded terms has 

been used successfully for traditional query expansion in past work [122,123]. Terms are 

ranked using TSV and the top m are chosen to form QR. Once QR has been determined, it 

is used as part of the query context QC that can now be used for matching.  

3.3.2 Matching 

The aim of matching is to using the query context QC to determine the confidence that a 

query term that occurs in a document is significant to that document. If a query term occurs 

in a document and it occurs in the context of the query, then it is considered to be 

important and assigned a value indicating high significance. If a query term occurs in a 

document and it does not occur in the context of the query, then it is considered not to be 

important and assigned a value indicating low significance.  
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Context matching is based on three main notions:  

1. If two terms co-occur in the same document, then those two terms are related. 

This is supported by the principles already established by mutual information 

theory and has been successfully applied to term similarity calculations in 

previous information retrieval work [111].  

2. The second notion extends the first notion and states that the closer together two 

terms co-occur in the same document then the more related they are and the 

more significant they are to each other in presenting the information content of 

the document.  

3. If there is a term in a document that has multiple terms from the query context 

QC occurring close to it, then the occurrence of that term in that document is 

significant.  

 

Given a term q and a set of terms that constitute a context C (i.e. sub-context Q or QR), 

then the contextual importance (CI) of the occurrence of q in document D can be 

calculated 

∑
∑

≠∈

≠∈
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=
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c
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,
,

,,
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 (3-5) 

where c is a term in the context C, 

CDq,c,D is the closest distance between all of the occurrences of q and c in D,  

Rc is the relatedness of c to the original query Q (see previous section),  

Dist(CDq,c,D) is a function of distance importance that returns a value in the range 

[1,0]. The smaller CDq,c,D is the closer Dist(CDq,c,D) will be to 1. This function can 

be of type Gaussian, hard limiter or linear. 

 

Equation (3-5) is matching the context C with the context of the term in the document. A 

best match is when terms in C occur directly next to occurrences of q in D and results in a 

contextual importance value of 1 being calculated. A worst match is when none of the 

terms in C occur with or near the occurrences of q in D and results in a contextual 

importance value of 0 being calculated.  

For the given term q for which context matching is being performed, the technique 

separately calculates contextual importance using both sub-contexts of the query context 

QC. CI calculations are performed using the original query Q and related terms QR as 

contexts: CIq,Q,D and CIq,QR,D. Both these contextual importance values are considered to be 
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context matching confidences (CMC). That is, they are both indicative of the importance of 

term q in D. The closer each of them is to 1, the more indicative of term significance each 

is.  

The decision to keep separate sub-contexts Q and QR and use them in separate 

contextual importance calculations is an important one. Q is the original query and QR is a 

set of terms that should be fairly related to the original query. Thus, the contextual 

importance calculated using Q is in itself a separate entity of significance from the 

contextual importance calculated using QR. These two significance values can then be 

handled by a combination technique to give a single context matching confidence if 

needed. 

Combining Contextual Importance for Context Matching Confidence 

Contextual importance values can be combined to give a single context matching 

confidence value using a linear fusion function such as  

))1(()( ,,,,, w1CIw1CICMC DQRqDQqDq −×+×=  (3-6) 

where w1 is a weighting factor that is set to 0.5 by default.  

The resultant CMC is a value in the range [0, 1] where a value close to 1 indicates a 

high confidence that the term q occurring in document D is a significant term and 

important indicator of relevance for D given Q. A value close to zero indicates 

insignificance and a low confidence of relevancy. The more terms in the context that occur 

at a closer distance to the occurrence of the query term in the document, the higher the 

resultant confidence. On the other hand, the less related terms that occur a further distance 

from the occurrence of the query term, the lower confidence. 

Calculating Closest Distance 

Unlike TF that calculates term significance by counting the number of times a term occurs 

within a document, CM relies on the context of the query and the context of term in the 

document to determine importance. Consequently, it has the significant advantage of 

potentially giving high confidence to terms that occur infrequently within documents. For 

example, consider a document D in which term q occurs only once and each term in C 

occurs only once.  

If q is close to the occurrences of the terms in C, then the resultant CI will be high. 

This is further exemplified through the use of closest distance CDq,c,D in Equation (3-5). 

Even if both terms q and c appear only once in a document, if they are close to each other 

then their relationship of proximity will contribute towards a high CI score. On the other 
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hand a term that appears frequently within a document and not in the proximity of the 

occurrences of terms in C, will be given a low CI. 

But to calculate the proximity of the 2 terms q and c in a document, the minimum 

or closest distance CDq,c,D is calculated by considering all occurrences of q and c in the 

document D and determining the least number of terms separating the occurrence of q 

from an occurrence of c through the positional information available for both terms: 

 

closest distance CDq,c,D = -1 

For every positional occurrence posq of q in D 

 For every positional occurrence posc of c in D 

  Distanceq,c = absolute(posq – posc) 

  If CDq,c,D = = -1 

    CDq,c,D  = Distanceq,c  

  Else 

   If CDq,c,D  > Distanceq,c 

    CDq,c,D  = Distanceq,c 

  IF CDq,c,D == 1 

   return CDq,c,D 

return CDq,c,D  

Distance Functions 

Once the closest distance CDq,c,D has been determined, a distance function is used to 

convert the closest distance from an integer value to a weighted value indicating the 

significance of the distance that separates term q from term c. A distance function returns a 

value in the range [0, 1] where a value of 1 implies that terms q and c are very related to 

each other and a value of 0 implies the terms are not related to each other. In this context, 

relatedness refers to the likelihood that the two terms are related to each other in 

contributing to the discussion of the same topic or subject within the document being 

considered. The distance function is based on a predefined distance d value that defines the 

context size to consider. A distance function should typically return 0 if CDq,c,D surpasses d 

or close to zero as CDq,c,D approaches d. It should return 1 if CDq,c,D equals 1 or close to 1 

as CDq,c,D approaches 1. This research proposes three different distance functions: 

Gaussian, hard limiter and linear. 

The Gaussian function, as a measure of distance importance, takes the form shown 

in Figure 3.18. A simplified Gaussian formula is used 
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Figure 3.18: Gaussian distance function. 

 

where σ is Gaussian’s interpretation of standard deviation and is set to d/3, where d is the 

distance outer bounds. When CD-1 nears d the function returns close to zero. When CD-1 

nears 0, the function returns 1 or close to 1. This also applies for the linear function of 

distance that follows the form 

d
CDdCD )1()(Dist −−=  (3-8) 
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Figure 3.19: Linear distance function. 

 

The hard limiter function returns only 0 or 1 depending on whether CD is greater than d or 

not 
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Figure 3.20: Hard limiter distance function. 

 

The matching technique heavily favours terms occurring very close to each other. The 

further they are apart or the closer to a distance of d, the less important the relationship of 

proximity is. Looking at Equation (3-5), it is obvious to see that the more terms in the 

context that occur closer to the term, the more instances of smaller CD values there will be. 

This in turn will result in higher Dist(CD) values, which in turn contributes to higher CI 

values and eventually higher CMC values. 

3.3.3 A Case Study 

To clearly illustrate the effectiveness of using context matching, a case study is presented 

to describe a typical scenario where CM provides a better indication of relevance than TF. 

For the purposes of this example, accept that the CM parameters have been set as follows: 

• n = 20 

• m = 2 

• Dist(CD) = linear 

• d = 50 

 

Now, accept that the original query car accidents was submitted for retrieval. The first step 

is to retrieve an initial set of ranked documents and pass to them to the technique 

responsible for the generation of the query context. Using the top n = 20 documents, the 

top ranking m = 2 terms are obtained through query expansion and the query context QC  

is then formed: 
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 QC ={  Q = {car, accident}, 

  QR = {transport, driver}  } 

 

Now, the next step is to retrieve the final set of ranked documents but this time using QC 

for context matching and the generation of context matching confidences to be used for 

document ranking.  

Accept that there are only 3 documents in the collection and that each document is 

about transportation, specifically related to themes about cars and accidents, as shown 

Figure 3.21. Each document has a total of 100 appearing within it, but only the portions of 

the document that include the terms in the original query Q and related terms QR are 

shown along with the position in the document in which they occur in brackets. 

 

Travelling in a car (4) is often the best way to get around town. Drivers (13) of cars (15)
can avoid waiting for public transport (21) such as trains. Cars (25) are a ...

……
…...

Accidents (75) on trains have become increasingly dangerous with more and more
deaths each year. Terrible accidents (90), including accidents (92) on stationary trains,

usually occur during busy periods.

Cars (0) that have been involved in major accidents (7) should not be repaired.
Accidents (12) can cause a high impact of destruction on cars (21) while hurting the

driver (25) at the same time.
……
…...

While they are a convenient method of transport (87), cars (88) should be driven with
caution at all times to avoid accidents (100).

Document 1

Document 2

……
…...

If a driver (48) of a car (51) has witnessed another accident (55) then they should stop to
provide transport (62) to any injured passengers.

……
……

Document 3

 
Figure 3.21: Sample documents featuring the terms cars and accidents. 
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Typically, context matching would be used to calculate the contextual importance values 

CIq,Q,D and CIq,QR,D for every original query term. In this example, this means calculating 

the contextual importance values for the original terms car and accident. When calculating 

CIq,Q,D for an original query term q, the first step is to calculate the closest distance 

between q and all other terms in Q. The result of this calculation is shown in Table 3.2. In 

document 1, the term car occurs 3 times and the term accident also occurs 3 times. But the 

closest occurrence of the terms to each other is the occurrence of car at position 25 and the 

occurrence of accident at position 75. Thus the closest distance between the terms is a 

distance of 50. The closest distance between the terms in documents 2 and 3 is also shown 

in Table 3.2. 

 

Table 3.2: Closest distance CDq,c,D between original query terms and sub-context Q.  

 Document 1 Document 2 Document 3 

 car accident car accident car accident 

car - 50 - 7 - 6 

accident 50 - 7 - 6 - 

 

Having the closest distance values between original query terms and sub-context Q, the 

next step is to calculate the actual CI importance value for each of the original query terms. 

Following Equation (3-5), CIcar,Q,D is calculated as follows for document 1: 

 CIcar,Q,D = (1 x Dist(50)) / 1 = 0.02 

CIaccidents,Q,D = (1 x Dist(50)) / 1 = 0.02 

 

The closest distance CD value of 50 is passed in to the linear distance function to weight 

its importance. The default relatedness value of 1 is used for all terms in R. With distance d 

set to 50, any value CD approaching this distance will be given a small weighting. 

Following Equation (3-8) for the linear distance function, the weighting of the closest 

distance is calculated as follows: 

 Dist(50) = (50 – (50-1)) / 50 = 0.02 

All CIcar,Q,D and CIaccidents,Q,D values for all 3 documents are shown in Table 3.3. 

 

Table 3.3: CIq,Q,D values for original query terms.  

 Document 1 Document 2 Document 3 

car 0.02 0.88 0.90 

accident 0.02 0.88 0.90 
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Table 3.4 and Table 3.5 show the closest distance and CIq,QR,D calculations between the 

original query terms and the sub-context QR. These are calculated in the same way as 

shown above, but using QR as the sub-context. 

  

Table 3.4: Closest distance CDq,c,D between original query terms and sub-context QR.  

 Document 1 Document 2 Document 3 

 transport driver transport driver transport driver 

car 4 2 1 4 11 3 

accident 54 62 13 13 7 7 

 

Table 3.5: CIq,QR,D values for original query terms.  

 Document 1 Document 2 Document 3 

car 0.96 0.97 0.88 

accident 0 0.76 0.88 

 

The final but optional step that can be performed by context matching is to combine the 

CIq,Q,D and CIq,QR,D for each original term to determine the context matching confidence 

CMCq,D for each term in each document as shown in Table 3.6. This is performed using 

Equation (3-6). Following this equation, the CMCcar,D for document 1 is calculated as 

follows: 

CMCcar,D = (0.02 x 0.5) + (0.96 x (1 – 0.5))  = 0.49 

 

Table 3.6: CMCq, D values for original query terms.  

 Document 1 Document 2 Document 3 

car 0.49 0.925 0.89 

accident 0.01 0.82 0.89 

 

As can be seen, context matching gives a relatively low weighting for the term car in 

document 1 of 0.49 and an extremely low weighting for the term accident of 0.01. 

Document 2 weights both terms relatively high at 0.925 and 0.82 for terms car and 

accident respectively. Both car and accident occur 3 times in both document 1 and 

document 2, but have been assigned totally different CMCq,D values. By giving these 

weightings, the technique is indicating that the occurrence of car and accident in document 

2 is far more significant and relevant to the inputted original query, than the same 

occurrence of the terms in document 1. Context matching weights car and accident in 
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document 2 higher because it effectively captured the closeness of the terms in the context 

in the document. For document 3, context matching also weights the occurrence of car and 

accident highly even though both terms occur only once in the document. Each term in Q 

and QR occur in the same sentence in document 3 and this is captured by context matching 

and results in high context matching confidences. 

 This case study has clearly illustrated how context matching operates and how a 

different perspective of term significance it provided from TF. The various context 

matching parameters can be set optimally to suit the data being retrieved. The choice of 

Dist(CD), d, n and m is important, as a change in each parameter could potentially 

significantly alter the nature of the context matching calculations.  

For example, in the case study that was presented, changing the distance function 

to hard limiter would favour giving a high CIq,Q,D value to the occurrence of both car and 

accident in document 1. This is because the hard limiter distance function does not 

penalise closest distance CDq,c,D values approaching d. Hard limiter simply returns 1 or 0 if 

CDq,c,D is smaller than d or not. In the above example, a value of 50 would receive a return 

value of 1 using hard limiter. This would in turn result in a CIq,Q,D value of 1 being 

calculated for car and accident in document 1. This is in contrast to 0.02 that is given with 

the linear distance function. 

Altering the value for distance d could also have a similar type of effect. Since d 

ultimately defines the size of the context area, changing the value of d could be the 

difference as to whether a term appears in the defined context area or not. Also, because d 

is used by the distance function, it changes the way it performs its calculations as well. 

Parameters n and m control the nature of the terms that are consisted in QR. 

Making n too large or too small may result in too many or not enough top ranked 

documents to consider during query context generation. This may then affect the quality of 

the terms extracted that are set for QR. Since parameter m defines how many terms to set 

to QR, changing it will alter CIq,QR,D calculations. 

The optimisation of these parameters is an important aspect of the technique and 

something that needs to be considered and performed properly to achieve the most 

effective results with context matching. 

3.4 Combination of Document Term Weights 

The aim of the combination of document term weights is to accept the multiple document 

term weights indicating term significance and give a single value that is a final indicator 

term confidence. This research deals with three different types of document term weights, 
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each of which indicates the importance or significance of term q in the document D. The 

first is a term frequency based measure (TFq,D) and the other two are contextual importance 

(CIq,Q,D and CIq,QR,D) values generated by context matching. 

  

Fusion TechniqueCI

CI

TF

q,QR,D

q,D

q,Q,D
TC

q,D

 
Figure 3.22: Fusing document term weights for term confidence. 

 

As discussed in Chapter 2, term frequency (TF) has long been used as a reliable indicator 

of document term significance. In this research, it is incorporated it into the retrieval 

process by combining it with the CI values calculated by CM to give a final significance 

measure of a term in a document. Given that CM has been performed and CI values for a 

term q in a document D are available, the final step of the technique is to combine them 

with TF to give a final term confidence measure. TF is calculated by 

)1log(
)1log( ,
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Dq numWords
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TF  (3-10) 

where countq,D is the number of times term q occurred in document D and numWordsD is 

the total number of terms in D. Both countq,D and numWordsD are calculated by the 

document processing technique and stored in the term and document indices.  

 The next section introduces the linear combination method for document term 

weights and this is followed by document term neural fusion. 

3.4.1 Linear Combination 

Linear combination is a simplistic but effective way of performing the weighted 

combination of document term weights. It is easily implemented and integrated into the 

system with immediate results. Having both TFq,D and CMCq,D, the term confidence (TC) 

of term q in document D can be calculated by linear combination during retrieval 

))1(()( ,,, w2CMCw2TFTC DqDqDq −×+×=  (3-11) 

where w2 is a weighting factor that is set to 0.5 by default and CMCq,D is given by 

Equation (3-6). Although, the values for w1 in Equation (3-6) and w2 in Equation (3-11) 

are set to 0.5 by default, they can be optimised experimentally.  
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3.4.2 Document Term Neural Fusion 

The aim of document term neural fusion is to accept the three document term weights and 

use a neural network to produce the single term confidence as output. The technique 

employs the use of the back propagation neural network [164] that is trained with sample 

training data that is generated independently of data derived from document collection. 

The idea behind using the back propagation neural network is to exploit the generalisation 

properties of the network and rely on the networks variation in generalisation to provide a 

more effective method for calculating term confidence and ultimately a document’s rank 

score. By training the network with sample data at a range of intervals, the network can 

then generalise when real data is presented during testing and retrieval.   

The technique can be outlined with the following steps: 

1. Train the Network. 

a. Decide the input data points within the range [0, 1] for each input type. 

b. Generate training pairs. 

i. Generate combination input sets choosing values from data points for 

TFq,D, CIq,Q,D and CIq,QR,D. 

ii. Calculate desired output (term confidence) for each input set as a 

function of the input set. 

c. Perform training using training pairs. 

2. Test the network. 

a. Input a set of document term weights calculated from document: TFq,D, 

CIq,Q,D and CIq,QR,D. 

b. Accept output as term confidence TCq,D. 

 

The generation of a training pair first involves selecting a data point value for each of the 

inputs TFq,D, CIq,Q,D and CIq,QR,D. The second part entails using a method to combine inputs 

TFq,D, CIq,Q,D and CIq,QR,D to obtain the corresponding desired output for training. In this 

research, the function used to determine desired output is linear combination. The values of 

an input set are passed as inputs into linear combination and the output given by linear 

combination is used as the desired output for the training pair. Thus, document term neural 

fusion can be seen as an attempt to improve upon the ability of linear combination. By 

using linear combination calculations as desired outputs, the basis for network 

generalisation is formed off the linear model. 
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Figure 3.23: Architecture of document term neural fusion network. 

 

To clearly illustrate the training of the network, the following example is presented. To 

address the requirements of step 1.a input data points must be selected that are in the range 

[0, 1]. This is a subjective selection, but for the purposes of this example the data points 

0.3 and 0.7 are selected for each of the 2 input types as the only two input data points. The 

next step is 1.b.i and requires that input sets that are generated using combinations of data 

points. In this example, there are only two data points 0.3 and 0.7 and this results in the 

eight input sets as shown in Table 3.7 along with their corresponding desired output values 

calculated using linear combination. These form the training pairs for the network. 

 

Table 3.7: Sample training pairs for DTNF. 

Input Set Desired Output

TFq,D CIq,Q,D CIq,QR,D TCq,D 

0.3 0.3 0.3 0.3 

0.3 0.7 0.3 0.4 

0.3 0.3 0.7 0.4 

0.3 0.7 0.7 0.5 

0.7 0.3 0.3 0.5 

0.7 0.3 0.7 0.6 

0.7 0.7 0.3 0.6 

0.7 0.7 0.7 0.7 

 



 85

These training pairs are then used for the training of the network as specified by step 1.c. 

Once the network is trained on this data, it is then integrated into the live system where 

real input values are presented and the given output is interpreted as the TC. 

3.5 Document Ranking 

The aim of the ranking technique is to accept the pairs of query term importance values 

(IMPq) and corresponding document term confidences (TCq,D) and combine these values to 

give a single rank score for a document. The higher the rank score is, the greater the 

implied relevancy of the document to the query. Documents are sorted in descending order 

according to their final rank score before presented back to the user. 

In the most typical scenario, each respective IMPq and TCq,D pair for every term in 

the query is fused to give a term score TSq,D for term q in document D. Thus, there is a 

calculated term score for each term in the query.  

 

Fusion Technique

TC

IMPq

q,D

TS
q,D

 
Figure 3.24: Fusing query term weights for term score. 

 

The rank score of a document is typically the sum of term scores for all terms in the query 

∑
∈

=
Qq

DqDQ TSscore ,,  (3-12) 

 

This research investigated the use of a number of document ranking (similarity) 

techniques. They include the inner product, weighted ranking and query term neural 

fusion. All of the techniques have the same aim, that is to calculate a document’s rank 

score, but each is fundamentally different in the way it does so.   

3.5.1 Inner Product 

Inner product is a well known method for performing a type of weighted sum rank score 

calculation. Refer to Chapter 2 for a full description of inner product and its characteristics.  
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3.5.2 Weighted Ranking 

The idea behind weighted ranking is to modify a document’s rank score, given by another 

ranking function, by a weighted value that has been calculated by considering the set of 

query term importance values and term confidences as a whole. Consider the weighted 

ranking function 

DQDQDQ Wscorescore ,,, ×=  (3-13) 

where scoreQ,D is the rank score for document D given by another ranking method 

(typically by inner product) and WQ,D  is the weight value 

∑
∑
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where f(wq,D) is a function of the document term weight wq,D and wq,Q is the importance of 

term t in the query Q. By default f(wq,D) is a hard limiter function 
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The choice or design of f(wq,D) may vary from application to application to have the 

desired affect. A variation of f(wq,D) may be a graded or fuzzy function that weights 

different ranges of values of  wq,D with varying degrees of importance. 

Regardless of the choice of function, the idea behind weighted ranking is to favour 

documents that have occurrences of the more important terms in the query, rather than the 

0

1

w
t,D

 
Figure 3.25: Hard limiter function for weighted ranking. 
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less important terms in the query. Also, it favours documents that have more occurrences 

of query terms, rather than those documents with less occurrences of query terms. To 

clearly illustrate these aspects of weighted ranking, consider Table 3.8 and Table 3.9. Both 

tables show a query, two documents and their respective weights. The rank score 

calculated by inner product is also shown along with the weight WQ,D calculated using 

Equation (3-14) as part of weighted ranking for that document. Also, the final rank score 

given by weighted ranking is shown. For weighted ranking calculations, Equation (3-13) is 

used where scoreQ,D is the inner product rank score. 

 

Table 3.8: Weighted ranking vs. inner product –  Scenario 1.  

  

Query (Q) 
 

black       cat 

Inner 

Product 
WQ,D 

Weighted 

Ranking 

Query Weights (wq,Q) 0.1 0.9    
      

Document 1 (wq,D) 0.9 0 0.09 0.1 0.009 
Document 2 (wq,D) 0 0.1 0.09 0.9 0.081 

 

Table 3.8 shows document 1 as having the term black occur with a weight of 0.9 and 

document 2 having the term cat occur with a weight of 0.1. Although both documents do 

not share an occurrence of the same query term, they are still given the same rank score by 

inner product of 0.09. Weighted ranking on the other hand ranks document 2 with a score 

of 0.081 which is greater than the rank score of document 1 at 0.009. The intuition behind 

this is that since document 2 has an occurrence of a query term cat that is considered more 

important than the occurrence of the query term black that occurred in document 1, that 

document 2 should be given a higher rank score. The calculation of WQ,D using Equation 

(3-14) weights document 2 higher than document 1 with weights of 0.9 and 0.1 

respectively: 

 

 Document 1:    WQ,D = (wblack,Q x f(wblack,D) + wcat,Q x f(wcat,D)) / (wblack,Q  + wcat,Q) 

          = (0.1 x f(0.9) + 0.9 x f(0)) / (0.1 + 0.9) 

          = (0.1 x 1 + 0.9 x 0) / 1 

          = 0.1 

 Document 2:    WQ,D = (wblack,Q x f(wblack,D) + wcat,Q x f(wcat,D)) / (wblack,Q  + wcat,Q) 

       = (0.1 x f(0) + 0.9 x f(0.1)) / (0.1 + 0.9) 

          = (0.1 x 0 + 0.9 x 1) / 1 

          = 0.9 
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By using the inner product rank score for scoreQ,D in Equation (3-13), the weighted ranking 

rank scores are calculated 

 

 Document 1: scoreQ,D = scoreQ,D x WQ,D 

     = 0.09 x 0.1 

     = 0.009 

Document 2: scoreQ,D = scoreQ,D x WQ,D 

     = 0.09 x 0.9 

     = 0.081 

 

Thus, document 2 is ranked higher than document 1 with weighted ranking. 

 

Table 3.9: Weighted ranking vs. inner product –  Scenario 2.  

  

Query (Q) 
 

black       cat 

Inner 

Product 
WQ,D 

Weighted 

Ranking 

Query Weights (wq,Q) 0.1 0.9    
      

Document 1 (wq,D) 0 0.5 0.45 0.9 0.405 
Document 2 (wq,D) 0.5 0.4 0.41 1 0.410 

 

Table 3.9 shows a different scenario where document 1 has only the occurrence of query 

term cat with an inner product rank score of 0.45 and document 2 has occurrences of both 

query terms black and cat with a slighter lower inner product rank score of 0.41. But 

weighted ranking scores document 2 with a slightly higher rank score of 0.410 over 

document 1 that is scored at 0.405. The intuition behind this is that because document 2 

has more occurrences of query terms, then it should be weighted more favourably than 

document 1 which only has a single occurrence of a query term.  

 The amount of favourability through weighting given to a document is calculated 

through WQ,D. It uses the query term importance wq,Q values in its calculation to provide a 

potentially very effective weighting mechanism that is relative to the inputted query. 

Typically inner product or a ranking method that gives a similar outcome to inner product 

should be used as the rank method to provide scoreQ,D for weighted ranking in Equation 

(3-13). Since weighted ranking provides a bias toward documents that have occurrences of 

more important query terms and documents with multiple occurrences of query terms, it is 

best to use weighted ranking with ranking methods that do not already have such a bias 

influencing the calculation of the initial scoreQ,D value. The selection of a base ranking 
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method to use to obtain scoreQ,D  can be confirmed experimentally through the observation 

of its effectiveness.   

3.5.3 Query Term Neural Fusion  

The aim of query term neural fusion is to accept the query term weight IMPq and its 

corresponding TCq,D for term q in document D and use a neural network to produce a 

single term score value as the output. Term scores outputted by the network are summed to 

give the document score scoreQ,D. The technique employs the use of the back propagation 

neural network [164] that is trained with sample training data that is generated 

independently of data derived from document collection. It can then be integrated into the 

system for testing with real data. As with the neural fusion of document term weights, the 

idea behind using the back propagation neural network is to exploit the generalisation 

properties of the network and rely on this variation in generalisation to provide a more 

effective method for calculating term scores and ultimately a document’s rank score. By 

training the network with sample data at a range of intervals, the network can then 

generalise when real data is presented during testing and retrieval.  

The technique can be outlined with the following steps: 

1. Train the Network. 

a. Decide the input data points within the range [0, 1] for each input type. 

b. Generate training pairs. 

i. Generate combination input sets from data points data points for IMPq 

and TCq,D, 

ii. Calculate desired output (term score) for each input set as a function of 

the input set. 

c. Perform training using training pairs. 

2. Test the network. 

a. Input set of query term weights calculated from document: IMPq and TCq,D. 

b. Accept output as term score TSq,D. 

 

The generation of a training pair first involves selecting a data point value for each of the 

inputs IMPq and TCq,D. The second part entails using a method to combine the inputs IMPq 

and TCq,D to obtain the desired output. In this research, the function used to determine 

desired output is multiplication. The values of an input set are multiplied and the resultant 

value is used as the desired output for the training pair. Thus, query term neural fusion can 

be seen as an attempt to improve upon the ability of multiplication, as performed by inner 
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product. By using multiplication calculations as desired outputs, the basis for network 

generalisation is formed off inner product ranking. 

 

.

.

.TC

IMP
q

q,D

TS q,D

input layer hidden layer output layer
 

Figure 3.26: Architecture of query term neural fusion network. 

 

To clearly illustrate the training of the network, the following example is presented. To 

address the requirements of step 1.a input data points must be selected that are in the range 

[0, 1]. This is a subjective selection, but for the purposes of this example the data points 

0.3 and 0.7 are selected for each input type as the only two input data points. The next step 

is 1.b.i and requires that input sets that are generated using combinations of data points. In 

this example, there are only two data points 0.3 and 0.7, so this results in the four input sets 

as shown in Table 3.10 along with their corresponding desired output values calculated 

using multiplication. These form the training pairs for the network. 

 

Table 3.10: Sample training pairs for QTNF. 

Input Set Desired Output 

IMPq TCq,Q TSq,D 

0.3 0.3 0.09 

0.3 0.7 0.21 

0.7 0.3 0.21 

0.7 0.7 0.49 

 

Once the network is trained on this data, it is then integrated into the live system where 

real input values are presented and the given output is interpreted as the term score. 
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3.5.4 Using Document Term Neural Fusion with Query Term Neural Fusion 

Document term neural fusion and query term neural fusion can be combined to form a 

complete neural ranking solution as shown in Figure 3.27. The output of document term 

neural fusion provides the term confidence (TC) as input to query term neural fusion. 

Query term neural fusion then proceeds to calculate the term score (TS) for term q in 

document D by combining the TC and query term importance pairs. These term scores are 

summed to give the document’s rank score. The training of each network is performed 

independently as described in previous sections. This 2-layered approach for neural fusion 

is formed by first training each network separately then joining them during integration for 

testing and retrieval.  

.
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Figure 3.27: Architecture of the 2-layered neural ranking technique. 

3.6 Benchmark Document Collection 

The WT2g web document collection [165] developed by the Text Retrieval Conference 

[166] (TREC) is used as the benchmark data for the testing of the proposed research 

methodology.  TREC is a conference held annually to provide a common forum for the 

testing, evaluation and comparison of performance of various types of information 

retrieval systems. There are a number of different types of benchmark data, known as 

tracks, which are used by TREC participants, depending on the focus on their research and 

the aim of their system. Available tracks now range from the genomic track to question 

answering track to the interactive track to the web track.     

WT2g is the small web track and consists of 247,491 web documents and 50 topics 

(queries), each of which has corresponding relevance judgements indicating which 

documents in the collection are relevant to it. It is two gigabytes in size and it is a subset of 

the VLC2 collection, otherwise known as the large web track. WT2g was first introduced 

in the year 2000 for TREC8 [165] and in that year 17 participants used the WT2g 
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collection to submit runs as part of the small web task. Participating organisations from 

industry included Microsoft, Fujitsu, and Claritech and academic researchers from 

organisations such as University of Massachusetts, University of Waterloo and Seoul 

University. 

WT2g uses TREC topics 401 to 450. Each topic contains a title, description and 

narrative section. Topics 401 and 446 are listed below: 
<top> 
<num> Number: 401  
<title> foreign minorities, Germany  
<desc> Description: What language and cultural differences 
impede the integration of foreign minorities in Germany? 
<narr> Narrative: A relevant document will focus on the 
causes of the lack of integration in a significant way; that 
is, the mere mention of immigration difficulties is not 
relevant.  Documents that discuss immigration problems 
unrelated to Germany are also not relevant. 
</top> 
<top> 
<num> Number: 446  
<title> tourists, violence  
<desc> Description: Where are tourists likely to be subjected 
to acts of violence causing bodily harm or death? 
<narr> Narrative: A relevant document must contain accounts 
of known harm to tourists.  Evidence of single, isolated 
incidents are not relevant. 
</top> 

 

The title section contains a brief, usually one to four term description representative of the 

information need of the topic it is held within. The description section is usually a question 

or statement that elaborates the information need in a more expressive way. The narrative 

gives a brief but precise explanation of what type of document is specifically relevant or 

even not relevant. A typical baseline experiment for a system that participates in a TREC 

task is to use both the title and description sections of the topic as information from which 

to construct input queries. All 247,491 web documents within WT2g are real HTML web 

pages originally crawled from the web to generate the VLC2 web collection. In the 

collection, each document is assigned a document number and certain HTTP details at the 

time of the request of the document during the crawl is recorded and stored within the 

document’s header section. A portion of a typical document is shown in Figure 3.28. 

Relevance judgements are stored as flat list of records, with each indicating the topic and 

an associated relevant document. During experimentation, the list of retrieved documents 

given by the proposed approach for a given topic is interpreted using relevance judgements 

and evaluation indicators such as average precision, precision at 20 and the number of 

relevant documents retrieved are calculated.  



 93

 

 
Figure 3.28: A typical web document in the WT2g collection. 

<DOC> 
<DOCNO>WT05-B01-284</DOCNO> 
<DOCOLDNO>IA046-000816-B003-318</DOCOLDNO> 
<DOCHDR> 
http://phoenix.gov.com:80/gov/monitor.html 198.145.144.201 
19970119012117 text/html 3163 
HTTP/1.0 200 OK 
Server: WN/1.16.0 
Date: Sat, 18 Jan 1997 17:24:00 GMT 
Last-modified: Fri, 18 Oct 1996 21:58:11 GMT 
Content-type: text/html 
Content-length: 2910 
Accept-Ranges: bytes, lines 
Title: an article on NSA and CIA domestic intelligence 
</DOCHDR> 
 
<html><title>an article on NSA and CIA domestic 
intelligence</title><body> 
<a href="os2pgp.html">back to Net Catapult OS/2 PGP security 
</a><b><pre> 
 
………………… 
 
Date: Fri, 8 Mar 1996 14:37:14 -0500 (EST) 
From: Frank Sudia <sudiaf@btec.com> 
Subject: CIA & NSA Run Remailers (Viktor Mayer-Schoenberger via 
Lisa Pease) 
 
>Date: Mon, 4 Mar 1996 16:52:42 -0800 (PST) 
>From: Lisa Pease <lpease@netcom.com> 
>To: jfk-conspiracy <jfk-conspiracy@netcom.com> 
>Subject: CIA & NSA run remailers (fwd) 
 
I attended last week's ``Information, National Policies, and 
International 
Infrastructure" Symposium at Harvard Law School, organized by 
the Global 
Information Infrastructure Commission, the Kennedy School, and 
the Institute 
for Information Technology Law & Policy of Harvard Law School. 
 
During the presentation by Paul Strassmann, National Defense 
University, and William Marlow, Science Applications 
International Corporation, entitled ``Anonymous Remailers as 
Risk-Free International Infoterrorists'', the question was 
raised from the audience (Professor Charles Nesson, Harvard Law 
 
………………… 
 
 
</pre></b></body></html> 
 
</DOC> 
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3.7 Summary 

This chapter has presented the proposed research methodology. Each of the techniques 

proposed can be used together in a novel approach for web information retrieval or they 

can be individually integrated independently into existing systems.  

 Concept-based term weighting is a technique that intuitively interprets conceptual 

information in WordNet to derive query term importance. It can be used as a substitute of 

IDF in the retrieval and ranking of documents. Context Matching (CM) was presented and 

it was shown how document term significance weights can be derived from interpreting 

context in queries and documents. Contextual Importance (CI) indicators are dynamically 

generated by context matching, each of which is a term weighting indicator that indicates 

the significance of a term in a document.  

Techniques to perform the combination of CI indicators with TF through linear 

combination and document term neural fusion were also presented. The outcome of these 

techniques is the calculation of term confidence (TC), a single value indicating the 

significance or relevance of a term in a document. This term confidence value can then be 

used by a ranking algorithm to contribute toward a document’s rank score. 

  Weighted ranking and query term neural fusion were also proposed as techniques 

to combine TC and query term importance indicators in the calculation of document rank 

scores. It was shown how both techniques are based on inner product ranking. 

 All the techniques proposed within were implemented and tested. Experimental 

results are presented in the following chapter. 
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Chapter 4 

Experimental Results 

All the techniques presented in Chapter 3 were implemented and tested using the WT2g 

benchmark document collection. This chapter presents the results of this experimentation. 

Section 4.1 outlines the experimental setup employed across all experiments. Section 4.2 

presents the baseline result for which most results were compared against. Section 4.3 

presents experimental results obtained for concept-based term weighting. This is followed 

by the results obtained for experiments conducted with the context matching technique in 

section 4.4. Section 4.5 presents experimental results from the combination of document 

term weights while section 4.6 presents results from the different ranking algorithms 

proposed. Section 4.7 presents results obtained when using query term importance weights 

other than IDF and CBW. Finally, section 4.8 provides a summary of the experimental 

results. 

4.1 Experimental Setup 

Retrieval experiments were run on the WT2g TREC benchmark web document collection. 

It consists of 247,491 web documents and 50 queries with corresponding relevance 

judgements as described in the previous chapter. Four major sets of experiments were 

conducted. The first experimentation phase tested concept-based weighting. The second set 

of experiments tested context matching while the third focussed on the combination of 

document term weights. The final set of experiments tested the different ranking functions. 

Unless stated otherwise, the results presented in this chapter are compared against 

the performance of the baseline run and the percentage change (%∆) is shown. Consistent 

with standard IR evaluation methods for web information retrieval, only the top 1000 

documents retrieved were considered for evaluation. The average precision, precision at 20 

and number of relevant documents retrieved were calculated for the top 1000 retrieved 

documents for every experiment. The average precision is the most important evaluation 

measure as it gives a true indication of the performance effectiveness of the system and can 

be used as a genuine measure for comparison with other results. Precision at 20 gives an 

insight into the accuracy of the system at the top ranked documents, but is less stringent 
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than average precision in that the rank position of documents within the top 20 is only 

considered.  By observing the number of relevant documents retrieved, recall is measured 

and an indication of the overall number of relevant documents in the top 1000 is obtained.  

Across all experiments, term stems were used when locating the occurrences of an 

original query term in a document. Any term sharing the same stem as the original query 

term was considered an occurrence of the original query term. Porter’s stemming algorithm 

[167] was used to determine term stems. 

4.1.1 System Implementation 

The proposed approach was implemented using C++ on a Microsoft Windows 2000 

platform. The document processing was implemented to generate standard inverted term 

index to store the indexed collection as a binary file. Each key in the index corresponded to 

a unique term that appeared in the document collection. Each key pointed to a list of nodes 

each of which consisted of document ID, the frequency of the term key in the document 

and each position of the term in the document. Up to 16 bits were used to store each term 

position allowing for a maximum term position value of 65535. Any terms in documents 

exceeding position 65535 are applied a threshold and assigned a maximum value 65535. 

For the 2 gigabyte document collection, the size of the index was quite large at 

approximately 4 gigabytes because no compression was performed and because of the 

storage of term positions. The document index was just a flat list of records, each of which 

stored a document name, ID and the total number of terms in the document.   

 The WordNet API was used to query the WordNet knowledgebase access the 

conceptual information related to a term. WordNet ships with lib and DLL files that allow 

for programmable access and interaction. There are also a number of header files that 

define WordNet data structures that are used to pass in and out of the API calls. WordNet’s 

API gives users of WordNet substantial scope and functionality to easily be able to obtain 

and access every aspect of encoded information existing within its knowledgebase. Also, 

because its knowledge is stored in ASCII data files in a structured and understandable 

format, it was easy to write applications with direct access to the knowledge data. It was 

more efficient to iterate through the data files for tasks requiring global statistical 

interpretations by reading directly from them instead of using the API calls available.    

4.2 Baseline Run 

An experiment was performed to obtain a result using a standard and traditional term 

weighting and ranking configuration. This result would represent the absolute baseline and 
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provide a reference for comparison of results obtained when using the proposed 

techniques. Thus, none of the techniques presented as part of the proposed approach were 

used in any way for the baseline run.  

Table 4.1 shows the result of the baseline run which utilises IDF (Equation (2-7)) 

for wi,Q and TF (Equation (3-10)) for wi,D in the inner product ranking function (Equation 

(2-12)). It is a standard TFIDF approach for the retrieval and ranking of documents. 

 

Table 4.1: Result of baseline run. 

Avg. Prec. Prec. @ 20 # Rel. Docs
0.2990 0.345 1775 

 

4.3 Concept-based Term Weighting 

The main aim of experimenting with CBW was to obtain results that would  

1. Give an overall indication of the retrieval accuracy achieved when using CBW 

to calculate query term importance, 

2. Allow for comparison against the baseline result, and  

3. Give indications as to what aspects of CBW are most significant and effect 

retrieval accuracy the most. 

 

For all CBW experiments, inner product ranking (Equation (2-12)) was used for retrieval. 

This is consistent with the baseline run which also used the same ranking function. The 

only difference was that the calculated concept-based weight given by CBW was used for 

wi,Q as a substitute of IDF. As with the baseline run, TF (Equation (2-3)) was used for wi,D. 

This consequently forms the ranking function 

∑
∈

×=
Qq

qDqQD CBWTFscore ,,  (4-1) 

4.3.1 AVG, MIN and MAX Fusion 

These experiments tested the performance of the three main fusion functions AVG, MIN 

and MAX for both row and column fusion of the conceptual term matrix (CTM). All 9 

combinations of functions were tested and the results are shown in the following tables. 

These results give an indication as to what types of column and row fusion and what 

combinations of them perform best in the calculation of concept-based weights for terms.  
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Table 4.2 shows the results of using AVG for row fusion against the 3 fusion 

functions for column fusion. 

 

Table 4.2: CBW results using AVG for Row Fusion f1(R). 

Column Fusion f2(C) Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
AVG 0.276 -7.69% 0.306 1681 
MIN 0.268 -10.37% 0.294 1629 
MAX 0.272 -9.03% 0.309 1679 

 
 

Table 4.3 shows the results of using MIN for row fusion against the 3 fusion functions for 

column fusion. 

 

Table 4.3: CBW results using MIN for Row Fusion f1(R). 

Column Fusion f2(C) Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
AVG 0.229 -23.41% 0.250 1609 
MIN 0.213 -28.76% 0.225 1508 
MAX 0.237 -20.74% 0.257 1609 

 
 

Table 4.4 shows the results of using MAX for row fusion against the 3 fusion functions for 

column fusion. 

 

Table 4.4: CBW results using MAX for Row Fusion f1(R). 

Column Fusion f2(C) Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
AVG 0.264 -11.71% 0.300 1625 
MIN 0.266 -11.04% 0.294 1599 
MAX 0.267 -10.70% 0.293 1615 

 

4.3.2 Weighted Average Fusion 

To gain an insight into how CBW can be advanced to overcome some of its deficiencies, it 

is helpful to understand the significance of each type of conceptual information type. 

Consequently, some experiments were performed utilising weighted average for row 

fusion. The aim of the experiment was to determine which conceptual information types 

were most significant and which combinations had the greatest impact on retrieval 

accuracy. The results of these findings provide the basis of developing a more advanced 

fusion technique in the future. 

The 4 conceptual information types number of senses, number of synonyms, level 

number and number of children were combined with W1, W2, W3 and W4 respectively as 
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part of weighted average row fusion. Weights were assigned the value of 0, 0.5 or 1. All 81 

combinations of 0, 0.5 and 1 were applied across the 4 weights for each of the conceptual 

information types. Table 4.5 shows the results of experiments using different combinations 

of weights for weighted row fusion using Equation (3-3). For all these experiments, 

column fusion was performed using AVG.  

 

Table 4.5: CBW results when using weighted average for row fusion. 

W1 W2 W3 W4 Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
0 0 0.5 0.5 0.2838 -5.09% 0.3130 1700 
0 0 1 1 0.2838 -5.09% 0.3130 1700 

0.5 0.5 0 0.5 0.2832 -5.28% 0.2990 1666 
1 1 0 1 0.2832 -5.28% 0.2990 1666 
0 0 0.5 1 0.2812 -5.95% 0.3190 1695 
0 0 1 0.5 0.2810 -6.03% 0.3160 1679 

0.5 0.5 1 1 0.2805 -6.19% 0.3090 1683 
1 0.5 1 0.5 0.2800 -6.36% 0.2960 1671 

0.5 0.5 1 0.5 0.2792 -6.63% 0.3060 1678 
0.5 0.5 0.5 1 0.2784 -6.87% 0.3100 1685 
0.5 0 1 1 0.2772 -7.30% 0.3080 1707 
0.5 0 0.5 1 0.2766 -7.51% 0.3070 1705 
1 0.5 1 1 0.2765 -7.51% 0.3060 1688 

0.5 0.5 0.5 0.5 0.2762 -7.62% 0.3060 1681 
1 1 1 1 0.2762 -7.62% 0.3060 1681 

0.5 1 0.5 1 0.2761 -7.65% 0.3070 1679 
1 1 0.5 1 0.2759 -7.74% 0.3010 1677 
1 0.5 0.5 0.5 0.2757 -7.79% 0.2950 1672 
1 0 1 0.5 0.2755 -7.85% 0.2950 1693 
0 0.5 1 1 0.2755 -7.86% 0.3170 1691 

 
 

Table 4.6 shows the results of experiments using only a single type of conceptual 

information in the calculation of CBW. By setting the weight to 1 for a certain information 

type and setting the remainder of the weights to 0, only that conceptual information type 

will contribute to the calculation of the final concept-based weight for a term. 
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Table 4.6: CBW results when utilising only a single type of conceptual information. 

W1 W2 W3 W4 Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
1 0 0 0 0.2532 -15.31% 0.2990 1666 
0 1 0 0 0.2239 -25.12% 0.2610 1568 
0 0 1 0 0.2606 -12.84% 0.2720 1651 
0 0 0 1 0.2754 -7.88% 0.3170 1657 

 
Refer to Appendix A for the full set of experimental results across all configurations of the 

weights. 

4.3.3 Non-WordNet Terms 

The CBW for non-WordNet terms by default is set to 0.75. This is based on the intuition 

that a term not appearing in WordNet is probably fairly specific. But to determine the most 

ideal default CBW value, 21 further experiments were run testing every value between 0 

and 1 at intervals of 0.05. AVG was used for column fusion and weighted average for row 

fusion using the set of weights that performed the best in the previous experiment shown in 

Table 4.5. The weights were W1 = 0, W2 = 0, W3 = 0.5 and W4 = 0.5. The results for a range 

of default CBW values for non-WordNet terms are shown in Figure 4.1.  
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Figure 4.1: Performance of runs for non-WordNet terms at a range of CBW defaults. 

 

The best result was at a default value of 0.6 where that experiment achieved an average 

precision of 0.2880, a precision at 20 of 0.317 and retrieved 1690 relevant documents. 
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4.4 Context Matching 

Various context matching experiments were performed to ascertain the significance of 

each of its parameters and give an indication of its ability to contribute to the accurate 

retrieval of documents.   

As shown by Figure 3.17, when context matching is used as part of the retrieval 

process there are two separate retrieval phases that are performed. The first set of 

documents are retrieved using TFIDF to calculate document rank scores through inner 

product ranking: 

∑
∈

×=
Qq

qDqQD IDFTFscore ,,  
(4-2) 

These initial set of documents retrieved by this ranking method are then used for the 

generation of the query context. Having the query context, the second retrieval phase is 

performed utilising the query context for matching. The contextual importance values 

CIq,Q,D and CIq,QR,D given by matching are then combined with TFq,D to calculate term 

confidence (TC) using Equation (3-11). Term confidence TCq,D is then combined with IDF 

by inner product ranking to retrieve the final set of ranked documents that are returned to 

the user: 

∑
∈

×=
Qq

qDqQD IDFTCscore ,,  
(4-3) 

The retrieval process described above is the standard context matching retrieval process. 

Variations include expanding the original query by adding the terms from the sub-context 

QR and re-submitting the expanded query for retrieval. 

4.4.1 Traditional Query Expansion 

The purpose of these experiments was to observe the performance accuracy of the system 

when adding the expansion terms that constitute QR to the original query and re-submitting 

the expanded query for retrieval. The query importance for all expansion terms is 

β×= qq IDFIDF  (4-4) 

where β is a weight in the range [0, 1] that is set to 0.3 for all experiments. This means that 

the weights for expansion terms are down-weighted by about a third. This is consistent 

with other query expansion techniques [121]. 

These experiments investigated the performance of using only TF for document 

term weighting verses using CM to generate term confidence. Table 4.7 shows the results 
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of runs utilising traditional query expansion, where the document term significance is only 

derived only from TF as opposed to TC. The retrieval process followed the steps: 

1. Use Equation (4-2) for the retrieval of the initial set of ranked documents.  

2. Use query expansion technique to extract expansion terms QR using initial set 

of retrieved documents.  

3. Add expansion terms to original query Q and down weight their importance 

using Equation (4-4). 

4. Using the expanded query Q, retrieve final set of ranked documents using 

Equation (4-2).  

 

For all these experiments n was set to 20.  

 

Table 4.7: Results for traditional query expansion using only TF. 

m Avg. Prec. %∆ Prec. @ 20 #Rel. Docs 
3 0.3303 +10.46% 0.3570 1825 
5 0.3364 +12.51% 0.3550 1845 
7 0.3308 +10.63% 0.3630 1861 

10 0.3066 +2.54% 0.3410 1869 
15 0.2978 -0.40% 0.3300 1867 
20 0.2918 -2.42% 0.3360 1848 

 

Table 4.8 shows the results of runs utilising traditional query expansion, but where the 

term confidence is derived only from CM. The retrieval process followed the steps: 

1. Use Equation (4-2) for the retrieval of the initial set of ranked documents  

2. Use query expansion technique to extract expansion terms QR using initial set of 

retrieved documents  

3. Add expansion terms to original query Q and down weight their importance 

using Equation (4-4). 

4. Construct query context QC from original query Q and expansion terms QR. 

5. Using the expanded query Q, retrieve final set of ranked documents using QC 

for context matching and Equation (4-3). 

 

For all these experiments n was also set to 20. The parameters d and Dist(CD) were set to 

255 and linear respectively. These parameters are shown to be ideal in sections that follow. 
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Table 4.8: Results for traditional query expansion using CM. 

m Avg. Prec. %∆ Prec. @ 20 #Rel. Docs 
3 0.3903 +30.52% 0.4020 1837 
5 0.3955 +32.29% 0.4140 1866 
7 0.3957 +32.34% 0.4010 1867 

10 0.3829 +28.06% 0.4000 1880 
15 0.3670 +22.73% 0.3920 1902 
20 0.3621 +21.12% 0.3760 1901 

 

4.4.2 Combinations of Parameter Settings 

To initially test the effectiveness of context matching and its parameters, a number of 

experiments were performed by manually selecting the values the parameters number of 

terms m, distance d and distance function Dist(CD). For each experiment: 

• m was set to either 3, 5, 10 or 20,  

• d was set to either 10, 30, 50, 100, 250, 1000 or 65535, and 

• Dist(CD) was set to Gaussian, linear or hard limiter.  

 

Experiments were performed with all 84 combinations of these values for m, d and 

Dist(CD). For all experiments, n was set to 20. Of the 84 experiments performed, Table 4.9 

shows the top 10 performing experimental results and Table 4.10 shows the 10 worse 

performing runs. For all these experiments the expansion terms derived by the query 

expansion technique were not added to the original query. They were only used to generate 

sub-context QR as part of the generation of the query context QC. CM used QC to perform 

matching and to calculate context importance values for the original query terms only. This 

is the standard CM run. 

Table 4.9: Top 10 Context matching results. 

m d Dist(CD) Avg. Prec. %∆ Prec. @ 20 #Rel. Docs 
10 50 Linear 0.4142 +38.68% 0.4170 1864 
5 100 Linear 0.4137 +38.49% 0.4200 1864 
5 250 Gaussian 0.4136 +38.47% 0.4330 1853 
10 100 Linear 0.4135 +38.44% 0.4170 1864 
10 250 Gaussian 0.4130 +38.27% 0.4160 1858 
5 250 Linear 0.4125 +38.10% 0.4320 1859 
5 100 Gaussian 0.4112 +37.66% 0.4200 1869 
20 250 Linear 0.4097 +37.15% 0.4170 1861 
10 100 Gaussian 0.4095 +37.09% 0.4150 1867 
20 100 Linear 0.4092 +37.00% 0.4100 1869 
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Table 4.10: Bottom 10 Context matching results. 

m d Dist(CD) Avg. Prec. %∆ Prec. @ 20 #Rel. Docs 
20 65535 Linear 0.3536 +18.38% 0.3760 1854 
5 65535 Gaussian 0.3531 +18.23% 0.3770 1839 
10 65535 Gaussian 0.3527 +18.09% 0.3850 1864 
20 65535 Gaussian 0.3517 +17.74% 0.3760 1851 
10 65535 Hard Limiter 0.3514 +17.64% 0.3850 1864 
20 65535 Hard Limiter 0.3499 +17.15% 0.3720 1850 
5 65535 Hard Limiter 0.3494 +16.98% 0.3770 1839 
3 65535 Linear 0.3447 +15.40% 0.3760 1850 
3 65535 Gaussian 0.3428 +14.75% 0.3740 1849 

 

Refer to Appendix B for the full set of experimental results for all combinations of context 

matching parameter settings. 

Taking the combination of parameters m = 10, d = 250 and Dist(CD) = linear that 

yielded the best average precision of 0.4142, further experiments were conducted with 

varying values of n to ascertain a more ideal value for n.  Table 4.11 shows these 

experimental results. 

 

Table 4.11: Context matching results for different settings of n. 

n Avg. Prec. %∆ Prec. @ 20 #Rel. Docs
2 0.3850 +28.88% 0.4070 1824 
5 0.4070 +36.26% 0.4100 1843 

10 0.4107 +37.52% 0.4250 1857 
30 0.4004 +34.04% 0.4190 1858 
50 0.3916 +31.11% 0.4080 1863 

 

4.4.3 Relatedness 

By default, all terms in the query context QC are set a relatedness value R of 1. But 

experiments using IDF and TSV as a measure of relatedness were performed to identify 

which measure is the best indicator of relatedness. While IDF is typically used more as a 

measure of importance, it is interpreted here as a type of relatedness measure for this 

experiment. TSV though is a score used to rank potential terms for expansion and makes 

an ideal type relatedness interpretation. These experimental results give an indication of 

what type of relatedness weighting achieves the best results and these are shown in Table 

4.12. 
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Table 4.12: Results for different techniques for obtaining R. 

R Avg. Prec. %∆ Prec. @ 20 #Rel. Docs
1 0.4142 +38.68% 0.4170 1864 

IDF 0.4124 +38.08% 0.4190 1865 
TSV 0.4160 +39.27% 0.4200 1863 

 

4.4.4 Optimisation Using an Evolutionary Algorithm 

An evolutionary algorithm was used in an attempt to identify optimised parameters for 

context matching [168]. Previous experiments with manual combinations of parameter 

settings had given indications as to what were good parameters, but a confirmation of those 

results and a further investigation into the settings of ideal parameters was needed. This is 

the reason for the application of an evolutionary algorithm for optimisation. 

Each individual in the population was represented by a candidate set of parameters 

where 

• m is an integer between 1 and 20, 

• n is an integer between 1 to 50, 

• d is an integer value between 1 and 65535, and 

• Dist(CD) is a value that can be 0 (Gaussian), 1 (hard limiter) or 2 (linear). 

 

1-point crossover with the crossover rate 0.9 is used. The mutation for every parameter in 

the individual is performed separately with mutation rate 0.02: 

• For parameters m and Dist (CD) are mutated by adding or subtracting a value 

of 1.  

• For parameter n, mutation is performed by changing n with a value between 1 

and 5.  

• For parameter d, a random integer value between 1 and 10 is added or 

subtracted. 

 

The roulette wheel selection strategy is used in the algorithm for parameter selection. The 

fitness of the chromosome is calculated according to the average precision produced by the 

evolved parameter set. There were 30 individuals in each population. At the very start of 

the algorithm, 29 of these individuals were initialised randomly and the remaining member 

was set with the parameters discovered to be most effective through the trial of different 

manually selected combinations (see section 4.4.2). This was performed to give the 

evolutionary algorithm a better idea as to what is a good combination of parameters, 
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instead of requiring it to start with a full random set of individuals.  The fitness of an 

individual is determined by calculating the retrieval effectiveness (i.e. average precision) 

using the set of parameters specified by that individual. The evolutionary algorithm stops 

processing after no or little change in the average fitness of a population over a number of 

successive generations. 

As in previous experiments the expansion terms derived by the query expansion 

technique were not added to the original query. They were only used to generate QR as 

part of the query context QC that CM used to calculate context importance values for the 

original query terms only. 

 

Table 4.13: Optimal 10 combinations of parameters for context matching from 

evolutionary algorithm. 

m d Dist(CD) n Avg. Prec. %∆  Prec. @ 20 #Rel. Docs. 
7 255 Linear 20 0.4190 +40.27% 0.430 1860 
7 250 Linear 20 0.4189 +40.25% 0.427 1859 
6 255 Linear 20 0.4168 +39.55% 0.432 1859 
11 250 Linear 20 0.4163 +39.36% 0.415 1863 
10 250 Linear 20 0.4142 +38.67% 0.417 1864 
11 260 Linear 20 0.4142 +38.66% 0.416 1865 
10 250 Gaussian 16 0.4103 +37.36% 0.412 1858 
6 551 Linear 20 0.4101 +37.31% 0.433 1870 
6 560 Linear 20 0.4094 +37.07% 0.433 1872 
11 551 Linear 20 0.4078 +36.53% 0.421 1862 

 

4.5 Combination of Document Term Weights 

The experiments performed in this section test the effectiveness of both the linear and 

neural combination of the document term weights TFq,D, CIq,Q,D and CIq,QR,D to give term 

confidence TCq,D. While performances of linear combination can be compared against the 

baseline run, the results achieved by neural fusion can be compared against results 

achieved by linear combination. The neural fusion of document term weights is based 

partly on the settings of weights in linear combination and can be considered as an attempt 

to improve upon linear combination results. For all experiments in both linear combination 

and neural fusion, inner product ranking was used. 

4.5.1 Linear Combination 

While w1 and w2 are set to 0.5 by default, it is important to ascertain the most ideal 

settings for both these parameters. Not only is it important to tune the system for optimal 
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performance, but w1 and w2 give an insight in to the significance of the sub-contexts and 

of TF vs. CMC respectively. A number of experiments were performed by setting each 

weight to one of the following values 

0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1 

 

All 121 combinations of values for w1 and w2 were tested. CM parameters were set to n = 

20, m = 10, d = 250 and Dist(CD). These were the best set of parameters determined to be 

most ideal from the earlier experiments performed with manually selected combinations of 

parameters. The top 5 performing combinations are shown in Table 4.14. 

 

Table 4.14: Top 5 results for combinations of w1 and w2. 

w1 w2 Avg. Prec. %∆ Prec. @ 20 #Rel. Docs 
0.5 0.4 0.4143 +38.70% 0.4160 1861 
0.5 0.3 0.4142 +38.67% 0.4200 1863 
0.5 0.5 0.4142 +38.66% 0.4170 1864 
0.3 0.5 0.4137 +38.51% 0.4130 1880 
0.4 0.5 0.4136 +38.47% 0.4160 1870 

 

Table 4.15 shows the results of experiments for various combinations of w1 and w2. These 

results give an indication as to which indicators are more effective than others. That is, 

whether CI indicators when used alone or combined together achieve better results than 

TF. It also shows whether TF has a detrimental or positive effect on retrieval when used 

with CI indicators.   

 

Table 4.15: The effect of TFq,D , CIq,Q,D and CIq,QR,D on retrieval. 

# w1 w2 Indicators 
Used Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 

1 0 0 CIq,QR,D 0.3468 +16.10% 0.3800 1525 
2 0 0.5 CIq,QR,D, TFq,D 0.3652 +22.27% 0.3870 1870 
3 0.5 0 CIq,Q,D ,CIq,QR,D 0.3980 +33.25% 0.4080 1756 
4 1 0 CIq,Q,D 0.3264 +9.28% 0.3140 1487 
5 1 0.5 CIq,Q,D,, TFq,D 0.3745 +25.40% 0.3900 1811 

 

When both w1 and w2 are set to 0, only the CI for QR is actually used as part of the final 

TC value. When w1 = 0 and w2 = 0.5 both the CI for QR is used along with TF. By setting 

w1 to 0.5 and w2 to 0, only the CI values from both sub-contexts Q and QR are used. 

Setting w1 to 1 and w2 to 0 only the CI value for Q is used. When w1 = 1 and w2 = 0.5 the 

CI value for Q is used along with TF. 
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4.5.2 Document Term Neural Fusion  

The purpose of document term neural fusion experiments was to test the effectiveness of 

using neural fusion for the combination of document term weights TFq,D, CIq,Q,D and 

CIq,QR,D to give term confidence TCq,D. Term confidence can then be used in the ranking of 

documents since it is a representative of the significance of a term in a document. The 

results of document term neural fusion can be compared against linear combination as it is 

linear combination that is used for the calculation of desired outputs.  

Preparation of Training Pairs 

The first step in the preparation of training pairs is to decide on the input data points for 

each input type TFq,D, CIq,Q,D and CIq,QR,D. These data points are the range of values from 

which each element in the input set is assigned. The data points for each input type were 

selected to be  

0.05, 0.15, 0.25, 0.35, 0.45, 0.55, 0.65, 0.75, 0.85, 0.95 

 

where all values are in the range [0,1] at even intervals of 0.1 starting at 0.05. 

The second step in the preparation of training pairs is to generate the prospective 

input sets using the range of data points given above. In the case of document term neural 

fusion, there are three values that are consisted in an input set: TFq,D, CIq,Q,D and CIq,QR,D. 

To cover all combinations of data point across the 3 input values, 1331 input sets are 

formed. 

 The third step is to generate desired outputs for the 1331 input sets, which is done 

through linear combination. The results of linear combination can be seen in the previous 

section where the default values of 0.5 for both w1 and w2 proved to be ideal settings. The 

3 values from an input set are combined linearly and the given value is assigned to be the 

input set’s desired output. Some examples of training pairs are shown in Table 4.16. 

 

Table 4.16: Example training pairs for document term neural fusion. 

Input 1 
TFq,D 

Input 2  
CIq,Q,D 

Input 3  
CIq,QR,D 

Desired Output 
TCq,D 

0.45 0.65 0.85 0.6 
0.45 0.55 0.95 0.6 
0.15 0.45 0.25 0.25 
0.75 0.45 0.35 0.575 
0.15 0.95 0.25 0.375 
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The intention is to give the network a range of data points at different intervals with the 

corresponding desired output during training. When real data is input during testing it can 

generalise to give an actual output value.  

Testing 

Testing of document term neural fusion involved integrating the trained network into the 

retrieval system as part of the ranking algorithm. The trained network would then accept 

real values and then proceed to calculate a term confidence as the given output. The 

optimised parameters of m = 7, d = 255, Dist(CD) = linear and n = 20 were used for 

context matching to generate contextual importance values CIq,Q,D and CIq,QR,D that with 

TFq,D form the input to the network. The term confidence TCq,D output given by the 

network is then used as part of inner product ranking in the calculation of a document’s 

rank score. 

  

Table 4.17: Top 20 Results of document term neural fusion. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. @ 
20 

# Rel. 
Docs 

12 0.1 0.1 0.001 1000 0.4117 0.4270 1979 
15 0.1 0.1 0.001 1000 0.4116 0.4270 1979 
10 0.1 0.1 0.001 1000 0.4116 0.4270 1980 
4 0.1 0.1 0.001 1000 0.4115 0.4270 1980 
5 0.1 0.1 0.001 10000 0.4114 0.4280 1979 

20 0.8 0.4 0.001 100000 0.4114 0.4290 1980 
20 0.1 0.1 0.001 100000 0.4114 0.4280 1979 
20 0.7 0.4 0.001 50000 0.4114 0.4290 1980 
12 0.3 0.9 0.001 10000 0.4114 0.4290 1980 
17 0.1 0.1 0.001 100000 0.4114 0.4280 1979 
15 0.2 0.2 0.001 100000 0.4114 0.4280 1979 
15 0.1 0.1 0.001 100000 0.4114 0.4280 1979 
20 0.1 0.1 0.001 50000 0.4114 0.4280 1979 
7 0.1 0.1 0.001 25000 0.4113 0.4280 1979 

15 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
10 0.1 0.1 0.001 100000 0.4113 0.4280 1979 
17 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
10 0.1 0.1 0.001 25000 0.4113 0.4280 1979 
12 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
10 0.1 0.1 0.001 50000 0.4113 0.4280 1979 

 

A number of experiments were performed with various combinations of network settings. 

Number of hidden units was set to 4, 5, 7, 10, 12, 15, 17 or 20. Learning rate and 

momentum were set to 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8 or 0.9. RMS error as a stopping 

criteria, was set to 0.001 for all experiments. Number of iterations was set to 1000, 10000, 
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25000, 50000, 100000 or 1000000. The top 20 experimental results achieved are shown in 

Table 4.17. Refer to Appendix C for the full set of DTNF experimental results.  

4.6 Document Ranking 

The experiments performed in this section test the effectiveness of both weighted ranking 

and neural combination of the term weights for the calculation of document rank scores. 

The baseline run for these experiments is the result of standard inner product ranking. Both 

weighted ranking and query term neural fusion are based on inner product ranking and are 

attempting to improve upon it by provided superior retrieval accuracy.    

4.6.1 Weighted Ranking 

Weighted ranking was testing with both TCq,D and TFq,D for wq,D as part of the weights 

ranking method (Equation (3-13)). The aim was not only to obtain results that could be 

compared against inner product ranking, but also to test the effectiveness of the technique 

for when TCq,D and TFq,D were used. 

Table 4.18 shows the result of weighted ranking using IDFq for wq,Q and TCq,D for 

wq,D for retrieval. Optimised parameters were used for CM. 

 

Table 4.18: Result of weighted ranking using TCq,D. 

Avg. Prec. Prec. @ 20 # Rel. Docs
0.4105 0.43 1974 

 

Table 4.19 shows the result of weighted ranking using IDFq for wq,Q and TFq,D for wq,D for 

retrieval. 

Table 4.19: Result of weighted ranking using TFq,D. 

Avg. Prec. Prec. @ 20 # Rel. Docs
0.3354 0.365 1947 

 

4.6.2 Query Term Neural Fusion 

The aim of these experiments was to investigate the effectiveness of using of neural fusion 

for the combination of query term weights. As the calculation of desired outputs is based 

on multiplication, as used by inner product ranking, these neural fusion experiments can be 

seen as an attempt to improve upon inner product.  
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Preparation of Training Pairs 

The first step in the preparation of training pairs is to decide on the input data points for 

each input type IMPq and TCq,D. These data points are the range of values from which each 

element in the input set is assigned. The data points are in the range [0,1] at even intervals 

of 0.1 starting at 0.05: 

0.05, 0.15, 0.25, 0.35, 0.45, 0.55, 0.65, 0.75, 0.85, 0.95 

 

The second step in the preparation of training pairs is to generate the prospective input sets 

using the range of data points given above. In the case of query term neural fusion, there 

are two values that consist in an input set: IMPq and TCq,D. To cover all combinations of 

data points across the two input types, 100 input sets are formed. 

 The third step is to generate desired outputs for the 100 input sets, which is done 

through multiplication. The two input types from an input set are combined through 

multiplication and the given value is assigned to be the input set’s desired output. Some 

examples of training pairs are shown in Table 4.16. 

 

Table 4.20: Example training pairs for document term neural fusion. 

Input 1 
IMPq 

Input 2 
TCq,D 

Desired Output 
TSq,D 

0.35 0.05 0.0175 
0.75 0.95 0.7125 
0.95 0.55 0.5225 
0.45 0.85 0.3825 
0.05 0.65 0.0325 

 

As is the case with document term neural fusion, the idea is to give the network a range of 

data points at different intervals with the corresponding desired output during training. 

This is because when real data is input during testing it can generalise to give an actual 

output value.  

Testing 

Testing of document term neural fusion involved integrating the trained network into the 

retrieval system as part of the ranking algorithm. The trained network would then accept 

real values and then proceed to calculate a term confidence as the given output. The 

optimised parameters of m = 7, d = 255, Dist(CD) = linear and n = 20 were used for 

context matching to generate contextual importance values CIq,Q,D and CIq,QR,D that with 

TFq,D form the input to linear combination. Linear combination generated the term 

confidence TCq,D which along with IMPq,D form the input to the network.. 
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Many different experiments were performed with various combinations of network 

settings. Number of hidden units was set to 4, 5, 7, 10, 12, 15, 17 or 20. Learning rate and 

momentum were set to 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8 or 0.9. RMS error as a stopping 

criteria, was set to 0.001 for all experiments. Number of iterations was set to 1000, 10000, 

25000, 50000, 100000 or 1000000. The top 20 experimental results are shown in Table 

4.21. Refer to Appendix D for the full set of DTNF experimental results. 

 

Table 4.21: Top 20 Results of query term neural fusion. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. @ 
20 

# Rel. 
Docs 

7 0.1 0.1 0.001 1000000 0.4190 0.4260 1863 
7 0.1 0.5 0.001 1000000 0.4166 0.4270 1873 

15 0.3 0.4 0.001 50000 0.4153 0.4240 1884 
15 0.9 0.9 0.001 1000 0.4140 0.4250 1983 
7 0.3 0.2 0.001 1000 0.4137 0.4240 1986 

17 0.9 0.8 0.001 100000 0.4137 0.4280 1979 
4 0.1 0.1 0.001 1000 0.4137 0.4270 1979 
5 0.1 0.1 0.001 1000 0.4137 0.4270 1978 

12 0.7 0.2 0.001 1000 0.4137 0.4280 1984 
20 0.7 0.7 0.001 100000 0.4136 0.4280 1983 
20 0.1 0.1 0.001 10000 0.4136 0.4290 1983 
12 0.1 0.1 0.001 10000 0.4136 0.4300 1984 
12 0.4 0.9 0.001 25000 0.4134 0.4270 1986 
17 0.1 0.7 0.001 25000 0.4134 0.4260 1980 
15 0.4 0.2 0.001 25000 0.4134 0.4230 1978 
10 0.8 0.8 0.001 25000 0.4134 0.4280 1982 
12 0.5 0.2 0.001 100000 0.4133 0.4280 1984 
12 0.7 0.5 0.001 50000 0.4133 0.4290 1984 
7 0.5 0.7 0.001 50000 0.4132 0.4310 1983 

17 0.1 0.1 0.001 50000 0.4132 0.4260 1981 
 

4.6.3 Document Term Neural Fusion and Query Term Neural Fusion 

As a final neural fusion experiment, the configuration that achieved the best result for 

DTNF and QTNF respectively was chosen. A combined fusion approach where DTNF is 

used to fuse document term weights that would provide the TC input for QTNF is used. 

QTNF is used to fuse TC with query term importance weights to give term score (TS) 

values. The aim of this experiment was to investigate how a complete neural fusion 

approach to the combination and ranking of term weights would perform compared to 

using linear combination and inner product ranking. The result is shown below in Table 

4.22. 
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Table 4.22: Result of 2-layer neural fusion: DTNF with QTNF. 

Avg. Prec. Prec. @ 20 # Rel. Docs
0.4103 0.426 1978 

4.7 Other Query Term Importance Weights 

A final set of experiments were conducted to observe the performance of both TF and TC 

when used with query term importance weights other than CBW or IDF for document 

ranking. The aim of these experiments was to investigate the retrieval effectiveness when 

there is no variation in query term importance weighting and when there is random 

variation. These experimental results give an insight into the resilience and stability of TF 

vs. TC as term significance indicators and also give perspective to the effectiveness of 

CBW vs. IDF.  

Utilising inner product as a ranking method, wt,Q was set to either 1 or a random 

value in the range [0,1] and wt,D was set to either TFq,D or TCq,D. The results are shown in 

Table 4.23 and Table 4.24. In Table 4.23, comparisons (%∆) are made against the baseline 

run. In Table 4.24, comparisons (%∆) are made against the previous best achieving CM 

result given by the evolutionary algorithm.  

 

Table 4.23: Results using TF with other query importance weights. 

wt,Q wt,D Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
random TFq,D 0.2049 -31.47% 0.241 1423 

1 TFq,D 0.2620 -12.36% 0.285 1577 
 

Table 4.24: Results using TC with other query importance weights. 

wt,Q wt,D Avg. Prec. %∆ Prec. @ 20 # Rel. Docs 
random TCq,D 0.4115 -1.77% 0.419 1755 

1 TCq,D 0.4158 -0.75% 0.427 1803 
 

4.8 Summary 

This chapter has presented experimental results for concept-based term weighting, context 

matching, document term neural fusion and document ranking. The retrieval accuracy of 

various configurations of each technique was reported and now an analysis and 

comparison of the results can be performed. 
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 A number of CBW experiments were conducted testing the different CTM fusion 

techniques and the default value given to non-WordNet query terms. Through these 

experiments the effectiveness of the 4 conceptual information types could be tested. The 

best result achieved by CBW was that which utilised average weighted row fusion and a 

default CBW value of 0.6 that achieved an average precision of 0.2880. This is only a 

3.5% degradation from the baseline performance which uses IDF for query term 

importance.  

 The various parameters of CM were tested vigorously. Experiments were 

conducted testing manually selected combinations of parameters. Also, further experiments 

were conducted through the application of an evolutionary algorithm to optimise the 

parameter set. These experiments achieved the best results with parameters (n = 20, m = 7, 

Dist(CD) = linear, d = 255) given by the evolutionary algorithm outperforming all results 

obtained through manually selected parameters. Other experiments were conducted testing 

different values of relatedness R and traditional query expansion. 

 A number of experiments were also performed with the combination of document 

term weights and ranking.  Experiments utilising linear combination and neural fusion for 

the combination of document term weights were performed. Also, experiments using inner 

product, weighted ranking and query term neural fusion were also performed. A final set of 

experiments combining TF and TC with query term importance weights other than IDF 

and CBW were also performed.  

 All the experimental results presented in this chapter were investigated through 

thorough analysis and comparison. This is presented in the following chapter. 
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Chapter 5 

Analysis and Comparison 

This chapter presents a comprehensive analysis of the results presented in the previous 

chapter. The analysis of concept-based term weighting, context matching, combination of 

document term weights and document ranking are presented in sections 5.1, 5.2, 5.3 and 

5.4 respectively. Section 5.5 provides a comparison of the best results achieved in this 

research with previously published results. Section 5.6 provides a summary of the analysis 

and comparison. 

5.1 Analysis of Concept-based Term Weighting 

This section provides an analysis and comparison of the different aspects of concept-based 

term weighting. In particular, this section analyses which of the four conceptual 

information types contribute to an improvement or degradation of the retrieval accuracy 

and why this effect on retrieval occurs. Also, investigations are performed into how CBW 

values calculated for certain terms compare to their IDF equivalents. Investigations into 

fusion methods for the conceptual term matrix (CTM) are also performed. 

5.1.1 AVG, MIN and MAX Fusion  

The fusion of the CTM to give a single CBW value is an important step in the process of 

CBW. By understanding what type of fusion works best, it provides an initial insight into 

the nature of the four conceptual information types for the 3 parts of speech used by CBW.  

As shown in Table 4.2, Table 4.3 and Table 4.4, the best performing CBW result for 

all experiments utilising AVG, MIN or MAX fusion achieved an average precision of 

0.276.  This is a degradation of only 7.69% in retrieval accuracy when compared to the 

IDF baseline. This run used AVG for both column and row fusion. When comparing this 

result topic by topic with the IDF run, there were 21 queries in which CBW performed 

more accurately than IDF, 26 queries where IDF outperformed CBW and 3 queries where 

the retrieval accuracy remained the same. As for the number of relevant documents 

retrieved, there were 8 instances where CBW retrieved more relevant documents than IDF, 

22 instances where IDF retrieved more relevant documents and 30 instances where the 
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same number of documents were retrieved. All experiments that used AVG for row fusion 

performed the most accurate amongst the CBW runs, with only a 7 to 10% degradation in 

performance from the baseline. Results shown in Table 4.4 that used MAX for row fusion, 

were the next best performing runs, all with an average precision around 0.26. These 

results achieved around 10 to 11 % under the baseline.  MIN row fusion contributed to the 

worst performing runs, all with a degradation in retrieval accuracy of over 20% from the 

baseline as shown in Table 4.3.  

The best results for CBW were achieved by AVG because AVG uses the multiple 

types of conceptual information available in the CTM to calculate the final score. During 

column fusion, MAX and MIN fusion disregard 2 of the 3 parts of speech. During row 

fusion, MAX and MIN perform fusion by disregarding 3 of the 4 types of conceptual 

information.  Consequently, potentially useful conceptual information needed for accurate 

term importance weighting is omitted.  

While the analysis of AVG, MIN and MAX fusion does not give any indication as to 

which conceptual information types are most significant, it does imply that multiple 

combinations of information types are definitely needed for successful CBW. In a later 

section, an analysis into weighted average row fusion is performed, closely investigating 

the effect of each conceptual information type and the different weighting configurations.     

5.1.2 CBW values vs. IDF values 

This section provides an analysis of IDF vs. CBW values for 10 of the 50 queries in the 

benchmark collection. The analysis in this section will investigate how similar CBW 

values are to IDF values. Furthermore, it will attempt to uncover the reasons as to why 

some queries when weighted using CBW perform better or worse than when weighted with 

IDF. 

The CBW values shown in this section were calculated using AVG for both row 

and columns fusion and 0.75 as the default value for terms not appearing within WordNet. 

Using AVG for fusion, this configuration uses every element in the conceptual term matrix 

(CTM) in the calculation of final CBW values and was shown to be the best performing 

configuration in the previous section.  

Table 5.1 shows a selection of 10 of the 50 queries with their respective IDF and 

CBW values calculated for each of the query terms. In this table, all IDF values have been 

normalised by the maximum IDF value possible 

1
1

log_ += NIDFMAX et  (5-1) 
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where N is the number of documents in the collection and is equal to 247,491 in this case. 

The values in Table 5.1 are IDFt divided by MAX_IDFt. This allows for an even 

comparison with CBW as both sets of values are now in the range [0, 1].  

 

 

Table 5.1: TDF vs. CBW. 

# Term IDF CBW 
402 behavioral 0.364 0.676 

 genetics 0.416 0.813 
405 cosmic 0.482 0.680 

 events 0.207 0.112 
408 tropical 0.359 0.545 

 storms 0.436 0.505 
410 schengen 0.656 0.750 

 agreement 0.228 0.244 
420 carbon 0.315 0.493 

 monoxide 0.444 0.823 
 poisoning 0.434 0.522 

421 industrial 0.223 0.559 
 waste 0.241 0.352 
 disposal 0.313 0.482 

427 uv 0.468 0.702 
 damage 0.249 0.486 
 eyes 0.299 0.846 

433 greek 0.381 0.615 
 philosophy 0.295 0.287 
 stoicism 0.751 0.621 

449 antibiotics 0.454 0.633 
 ineffectiveness 0.562 0.688 

450 king 0.284 0.132 
 hussein 0.474 0.631 
 peace 0.265 0.342 

 

 

Table 5.2 shows the same 10 queries, but this time each term weight has been normalised 

by the maximum weight of the query terms it appears with. For example, looking at Table 

5.1, the original IDF weights for behavioral and genetics in topic 402 is 0.364 and 0.416 

respectively. genetics has the maximum weight of the two query terms with a weighting of 

0.416. To obtain the normalised equivalent for these set of IDF weights, each term weight 

is divided by 0.416. Consequently, the normalised weights for behavioral and genetics is 
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0.875 and 1 respectively. This normalisation is performed for every topic for both IDF and 

CBW sets and the result is the normalised weights as shown in Table 5.2. These 

normalised values allow for a more suitable comparison of IDF vs. CBW. 

 
 

 
Table 5.2: Normalised IDF vs. CBW. 

# Term IDF Avg. Prec. CBW Avg. Prec. %∆ 

402 behavioral 0.875  0.831   

 genetics 1 0.318 1 0.321 +0.93% 

405 cosmic 1  1   

 events 0.429 0.05 0.165 0.052 +3.85% 

408 tropical 0.823  1   

 storms 1 0.154 0.927 0.124 -24.19% 

410 schengen 1  1   

 agreement 0.348 0.498 0.325 0.55 +9.45% 

420 carbon 0.709  0.599   

 monoxide 1  1   

 poisoning 0.977 0.326 0.634 0.27 -20.74% 

421 industrial 0.712  1   

 waste 0.770  0.630   

 disposal 1 0.266 0.862 0.366 +27.32%

427 uv 1  0.830   

 damage 0.532  0.574   

 eyes 0.639 0.361 1 0.274 -31.75% 

433 greek 0.507  0.990   

 philosophy 0.393  0.462   

 stoicism 1 0.432 1 0.086 -402.33%

449 antibiotics 0.808  0.920   

 ineffectiveness 1 0.215 1 0.259 +16.99%

450 king 0.599  0.209   

 hussein 1  1   

 peace 0.559 0.15 0.542 0.112 -33.93% 
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Table 5.2 shows that topic 402 performed nearly 1% better when CBW was used. Looking 

at the normalised weights for both behavioral and genetics, it can be seen that IDF and 

CBW gave very similar values. This is why there is a very similar result in retrieval 

accuracy for this topic. A small improvement in retrieval accuracy is also achieved by 

using CBW for topic 405. In this case the normalised CBW value for events is 0.165, a 

0.264 difference with its IDF counterpart that is weighted at 0.429. This though, does not 

seem to affect the retrieval accuracy significantly. This is probably because the term 

weight given to cosmic by both CBW and IDF is so much greater than the weight given to 

events. There for, the weighting for term cosmic significantly dominates during the 

calculation of the rank scores. A similar scenario can be observed for topic 410. Also, 

notice how in topic 410 the term schengen, which does not appear in WordNet, is given a 

default value of 0.75. This is actually ideal and can be somewhat justified by looking at its 

corresponding IDF value of 0.65, which is nearby.  

But when looking at the term weights and retrieval accuracy for both IDF and 

CBW for topic 449, it can be seen that a slightly greater weight given to antibiotics by 

CBW results in a 16.99% improvement in average precision. This is because both 

ineffectiveness and antibiotics share similar weights and even a slight difference in their 

weighting can have a significant effect on retrieval accuracy.  

Topic 408 underperforms by 24.19% when CBW values are used. CBW gives 

tropical the highest normalised weight and weights storms close by at 0.927. This is in 

contrast to IDF that weights storms as the highest and tropical at 0.823. To understand why 

CBW gave a higher value to tropical over storms, it is necessary to observe the conceptual 

term matrix (CTM) through each step of CBW. Recall that CBW follows three main steps: 

1. Extraction 2. Weighting, and 3. Fusion.  

First consider the CTM for tropical after extraction: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

-1 -1 -1 -1 

Verb  
R2 

-1 -1 -1 -1 

Adjective 
R3 

3 1 0 0 

 

As can be seen, tropical appears in the adjective section of WordNet with 3 senses and 1 

synonym.  Now consider the CTM for storms after extraction: 
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 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

3 1 4 20 

Verb  
R2 

5 2 2 0 

Adjective 
R3 

-1 -1 -1 -1 

 

As can be seen, storms appears as a noun and verb in WordNet. In the noun section it has 3 

senses, 1 synonym, a level number of 4 and 20 children. In the verb section, it has 5 senses, 

3 synonyms, a level number of 2 and no children. 

 The transformation of these integer values obtained by extraction into floating 

point weighted values is performed by weighting. Weighting plays a major role in 

contributing to the final CBW value of a term by essentially capturing the generality or 

specificity of the term through the weighting functions. Consider the CTM for tropical 

after weighting: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Adjective 
R3 

0.475 0.706 0.5 0.5 

 

The -1 row vectors are removed and each element in the adjective row vector is weighted 

using its respective weighting function. Consider the CTM for storms after weighting: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

0.472 0.684 0.231 0.678 

Verb  
R2 

0.289 0.496 0.189 1 

 

As can be seen, the level number 4 for the noun occurrence of storms is weighted quite low 

at 0.231. The same can be witnessed for the occurrence of storms in the verb section. The 

level number and number of senses information is weighted quite low. These values 

contribute to a low overall CBW value for storms. The final step of CBW is to fuse the 

CTM by using AVG first column fusion and then row fusion. After performing column 

fusion on the CTM for tropical using AVG, the following row vector is obtained:  

 

R = { 0.475, 0.706, 0.5, 0.5 }  
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After performing column fusion on the CTM for storms using AVG, the following row 

vector is obtained:  

 

R = { 0.380, 0.590, 0.210, 0.839 } 

 

Performing row fusion on each of these row vectors results in the CBW values 

 

CBWtropical = 0.545 

CBWstorms = 0.505 

 

The CBW value for storms is weighted lower than the CBW for tropical because some 

information relating to storms in the noun and verb sections of WordNet is regarded to be 

very general by CBW. The weighting functions reflect this by giving low weights to the 

values in the CTM. 

CBW performed more accurately than IDF for topic 421 with a 27.32% 

improvement in retrieval accuracy. CBW achieved an average precision of 0.366 and 

retrieved 36 relevant documents while IDF achieved an average precision of 0.265 and 

only retrieved 25 documents. In this particular example, a notable difference between the 

two weighting schemes is that CBW gave the term industrial a high weighting, making it 

the highest weighted term in the query. Looking at the IDF weights for the same topic, the 

term industrial is given a low weight and has the lowest weight of all the terms. 

To understand why industrial is weighted so highly by CBW compared with the 

other terms in the query, it is necessary to view the CTM for each of the terms at every 

step through the CBW process. After extraction, the respective CTM matrices for 

industrial, waste and disposal are as follows: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

-1 -1 -1 -1 

Verb  
R2 

-1 -1 -1 -1 

Adjective 
R3 

5 0 0 0 
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 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

5 3 2 26 

Verb  
R2 

10 4 2 12 

Adjective 
R3 

2 4 0 0 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun  
R1 

4 2 5 12 

Verb  
R2 

-1 -1 -1 -1 

Adjective 
R3 

-1 -1 -1 -1 

 

As can be seen in the CTM for industrial, the only indication that it is a general term is the 

fact that it has 5 senses. The other terms waste and disposal have a number of indications 

that they are more general terms than industrial. For example, waste appears in the noun 

portion of WordNet with 5 senses and in the verb section with 10 senses. Also the 

synonym counts are 3 and 4 and the level numbers are 2 and 2 for noun and verb sections 

respectively. disposable appears in the noun section with 4 senses. These values are 

indicative of generality and this is reflected in the weighting of each of the respective 

CTMs for industrial, waste and disposal: 

 

 # Senses  
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Adjective 
R3 

0.238 1 0.5 0.5 

 

 # Senses 
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun 
R1 

0.236 0.369 0.077 0.581 

Verb 
R2 

0 0.298 0.189 0.467 

Adjective 
R3 

0.721 0.283 0.500 0.500 

 

 # Senses 
C1 

# Synonyms
C2 

Level # 
C3 

# Children 
C4 

Noun 
R1 

0.354 0.461 0.308 0.807 
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The row vectors after AVG column fusion for industrial, waste and disposal are as 

follows: 

 

R = { 0.238, 1, 0.5, 0.5 } 

R = { 0.319, 0.317, 0.255, 0.516 } 

R = { 0.354, 0.461, 0.308, 0.807 } 

 

After row fusion, the resultant CBW values for each of the terms are determined: 

 

CBWindustrial = 0.559 

CBWwaste = 0.352 

CBWdisposal = 0.482 

 

The main reason industrial was weighted higher is because it only appeared in the 

adjective section of WordNet with no synonyms. This meant that even if it had 5 senses, 

the higher weighting given to the other conceptual information types was enough to weight 

industrial higher than the other query terms. Both waste and disposal had a number of 

conceptual information types that indicated generality and were consequently weighted 

lower.  

The worst performing topic for CBW was topic 433 with CBW achieving an 

average precision of 0.086 corresponding to a very noticeable drop of 402.33% when 

compared with IDF. Looking at the term weights, the main difference lies in the weight 

given to term greek. CBW weights greek rather highly giving it a weighting of 0.615 in 

comparison with the IDF weight of 0.381. The reason greek is weighted highly is because 

it appears in the noun section of WordNet with only 2 senses, few synonyms and no 

children. It also appears in the adjective section of WordNet with only one sense. 

Consequently, it is given a fairly high importance. This though, in the context of query 433 

is undesirable and significantly affects the precision of the retrieval.  

From the 50 queries that are part of the benchmark document collection, there are 

only a few other queries that perform significantly worse when CBW is used. These “bad” 

performing queries severely affect the overall average precision and degrade performance 

of CBW as a consequence. The lack of performance of CBW is a combination of the type 

of weighting functions used, the fusion technique and the limited coverage of term 

information in WordNet that does not always accurately reflect the true generality or 
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specificity of a term. The next section takes an in-depth look at the weighted combination 

of the four conceptual information types during row fusion.  

5.1.3 Weighted Average Fusion 

Weighted average fusion has the ability to give custom weighting to each of the 4 

conceptual information types during the calculation of the final CBW value by row fusion. 

This is a nice property as it allows for the higher and lower weighting of the conceptual 

information types during the same fusion operation. The results of weighted average row 

fusion give a clear indication as to which conceptual information types perform better than 

others. In other words, which types provide improved retrieval accuracy and which types 

degrade retrieval performance and to what extent. 

Table 4.5 shows the results of weighted average fusion. The highest achieving 

weight sets {0, 0, 0.5, 0.5} and {0, 0, 1, 1} both achieved an average precision of 0.284, 

which is only 5% degradation when compared with IDF. It is also a 2% improvement on 

the previous highest achieving CBW result (0.276) that used the standard approach of 

AVG for fusion of both rows and columns. This implies that conceptual information types 

level and children are the most important of the 4 types. 

But this does not automatically imply that the other conceptual information types 

number of senses and number of synonyms should be totally disregarded. As shown in 

Table 4.5, there were various other high achieving results that used all 4 types of 

conceptual information. The best fusion technique probably lies in a more specific 

weighted average calculation where the weights have been suitably optimised. 

But to gain an insight into the significance of each of the conceptual information 

types, it is useful to compare the retrieval performance of CBW when weighting is set such 

that only a single conceptual information type is allowed to contribute to the calculation of 

the CBW value of a term. Table 4.6 shows the results of the experiments that tested each 

conceptual information type. These results are presented comparatively in Figure 5.1 and 

Figure 5.2. 

When only the conceptual information type number of children is used, an average 

precision of 0.2754 is achieved. Of the four conceptual information types, this is the best 

performing result, only 7.88% worse performing than the baseline run. The next best 

performing conceptual information type is level number that achieves an average precision 

of 0.2606, 12.84% worse than the baseline run. Number of senses follows as the third best 

performing conceptual information type with an average precision of 0.2532, a 15.31% 

degradation from the baseline. The conceptual information type number of synonyms is the 
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worst performing conceptual information type of the four, achieving an average precision 

of 0.2239, 25.12% worse than the baseline run.  
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Figure 5.1: Comparison of retrieval accuracy when using a single conceptual 

information type in CBW. 
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Figure 5.2: Comparison of  # relevant documents retrieved when using a single 

conceptual information type in CBW. 
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A similar trend in retrieval accuracy can be seen in Figure 5.2 that shows the number of 

relevant documents retrieved by each type. Number of senses retrieved the most number of 

relevant documents with a total of 1666. Number of children was next best with 1657 and 

level number third best with 1651. Consistent with previous observations, number of 

synonyms performs the worst of the 4 conceptual information types, retrieving only 1568 

relevant documents. 

The main question asked at this point is why do the conceptual information types 

number of children and level number perform so consistently well. Firstly, number of 

children is derived by observing the number of concepts that subsume a given concept in 

the conceptual hierarchy. Secondly, level number is derived observing the depth of a given 

concept in the conceptual hierarchy. Thus, both types of conceptual information are 

essentially derived according to their position in the conceptual hierarchy. This is unlike 

the conceptual information types number of senses and number of synonyms that are not 

reliant upon the conceptual hierarchy. They are simply derived from the analysis of sets of 

synsets relating directly to the given term, rather than related concepts that appear above or 

below it in the conceptual hierarchy.  

Deriving importance through observations made that are reliant upon the position 

of a concept in the conceptual hierarchy seems to be a good indicator of generality vs. 

specificity. Consequently, these are also good indicators of term importance. This is 

understandable because the conceptual hierarchy is intuitively organised to reflect meaning 

with abstract concepts appearing at a shallow depth and more specific concepts appearing 

at greater depths. Even with a language that was not polysemous or synonymous, a 

conceptual hierarchy could still be formed to reflect the meaning of the concepts in the 

language and to reflect generality vs. specificity. This means level number and number of 

children information will always be available for any language as they are related to the 

most fundamental aspects of the organisation of knowledge and meaning.  With this in 

mind, it is reasonable to expect number of children and level number to be the best 

performing conceptual information types.   

 To gain a further insight into the affect each 4 conceptual information types have 

on retrieval accuracy, it is useful to observe the performance of pairs of conceptual 

information types. For example, it is interesting to observe how the retrieval performance 

is affected when number of senses is combined with number of synonyms or with level 

number. The affect of combining one conceptual information type with another, 

contributes to the understanding of each of the conceptual information types.  
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Figure 5.3 shows a comparison of performance results when combining number 

senses with each of the other conceptual information types. As can be seen, the 

performance accuracy is at a high when combining number of senses with level number. 

The retrieval accuracy also improves when number of senses is combined with number of 

children. But a degradation in performance is observed when it is combined with number 

of synonyms. Figure 5.4 shows a comparison of performance results when combining 

number of synonyms with each of the other three conceptual information types. In each 

case, retrieval accuracy is improved. It is at a high when combined with number of 

children. Number of senses and level number perform with roughly the same accuracy.  
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Figure 5.3: Combining # senses with each other conceptual information type. 

 

Figure 5.5 shows the affect of combining level number with the other conceptual 

information types. As already has been established, the best performing result is when 

level number and number of children are combined. When level number is combined with 

number of senses, then a slight improvement in retrieval accuracy is also observed. As was 

the case when combining number of senses with number of synonyms, a degradation in 

retrieval accuracy was observed when combining level number with number of synonyms. 

Figure 5.6 shows the affect of combining each conceptual information type with number of 

children. Unlike level number that shows an improvement in performance when combined 

with number of senses, when number of children is combined with number of senses a 
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slight degradation in retrieval accuracy is noticed. Consistent with earlier observations, 

number of synonyms negatively affects performance when used for retrieval.  
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Figure 5.4: Combining # synonyms with each other conceptual information type. 
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Figure 5.5: Combining level # with each other conceptual information type. 
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Figure 5.6: Combining # children with each other conceptual information type. 

 

Quite clearly, the best performing conceptual information types are number of children, 

level number and number of senses. These three consistently provide improved 

performance when combined with other conceptual information types and can be 

considered the most significant contributors to CBW. 

5.1.4 Non-WordNet Terms 

Figure 4.1 shows the experimental results achieved for CBW when the default importance 

for terms that do not appear with in WordNet is set to a range of values. The best 

performing run was when the default weight was set to 0.6 and also used weighted average 

row fusion with the set of weights that were previously found to give the best result. This 

run retrieved 1690 relevant documents and achieved an average precision of 0.288, only 

3.5% less that that achieved by IDF. This improves upon the previous best CBW run of 

0.284 shown in Table 4.5.  As expected when the default value for non-WordNet terms is 

set to smaller values (i.e. 0-0.4) the retrieval accuracy is at an overall low.  

Initially, the default importance was set to 0.75 for preliminary experiments. This 

was based on the intuition that if a term does not appear within WordNet, then it is 

probably a fairly important term. Since WordNet has a general coverage of terms and 

consists of common terms, it is not biased toward any specific domain. Consequently, a 
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term not appearing in WordNet probably means it is not a regularly used term because it is 

specific and can therefore be considered a fairly important term.     

The main limitation of WordNet is its limited term coverage. This affects CBW 

both directly and indirectly. It affects CBW directly because a term simply may not appear 

in WordNet. It affects CBW indirectly because although a term may appear in WordNet, it 

may be missing children or synonym information through the lack of inclusion of that term 

in WordNet. Both these factors affect CBW and also contribute to its degradation in 

performance. 

5.1.5 Query Terms in WordNet 

This section provides a statistical interpretation of all the query terms in the document 

collection in relation to their occurrence in WordNet. Table 5.3 shows statistics pertaining 

to the occurrence of queries and query terms in WordNet.  

 

Table 5.3: WordNet statistics for queries. 

Total # query terms across all queries 122 
# Query terms appearing in WordNet 105 (87.5%) 

Total # of queries 50 
# Queries where all terms appear in WordNet 35 (70%) 

 

WordNet has a limitation in that its coverage of terms is limited to 146350 terms. It is 

interesting to observe how many query terms appear in WordNet and how many queries 

have all their terms appearing in WordNet. As shown in Table 5.3, 105 of the 122 query 

terms appear in WordNet. This means that only 17 are non-WordNet terms that were 

assigned a default CBW value. Of the 50 queries, 35 of them had all terms occurring in 

WordNet. The high occurrence of the number of query terms in WordNet supports the 

argument that WordNet has an acceptable coverage of terms, even if it is limited to 146350 

terms. Considering the limitation in coverage, the 3.5% degradation in retrieval 

performance of CBW is fairly insignificant.   

5.1.6 Best CBW Result vs. Baseline 

This section provides a comparison of the best achieving CBW result against the baseline 

performance that uses IDF for query term importance. The top achieving CBW result used 

AVG for column fusion, weighted average for row fusion with weight settings {0, 0, 1, 1} 

and 0.6 as a default value for non-WordNet query terms. The interpolated recall-precision 

graph comparing the best CBW result to IDF is shown in Figure 5.7.  
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Figure 5.7: Interpolated recall-precision graph for IDF and CBW. 

 

The baseline slightly outperforms CBW across recall levels 0 to 0.5, while CBW achieves 

greater precision from recall points 0.6 to 1. This is an encouraging observation. Also, a 

topic by topic comparison between the baseline and the best CBW result as presented in 

Figure 5.8 shows that CBW achieved a higher precision in 21 topics, achieved a lower 

precision in 27 topics and had 2 topics with the same precision. CBW retrieved more 

documents for 9 topics but less for 21 topics with 20 topics having the same number of 

documents retrieved.  
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Figure 5.8: Per topic average precision performance of best CBW result vs. baseline. 
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Figure 5.9 shows a comparison of using weights other than IDF or CBW for query term 

weights. It shows that when the query term weight is set to a random value the average 

precision performs very poorly, 31.47% below the baseline run with only 1423 relevant 

documents retrieved. When the query term weight is set to 1 for all query terms, the 

performance degradation is 12.35% lower than the baseline.  These results give some 

perspective to the encouraging performance of CBW, that achieved a best result retrieving 

1700 relevant documents with an average precision only 3.5% less than the baseline. This 

is an encouraging result considering the limitations of WordNet. 
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Figure 5.9: Performance of CBW vs. other query term importance indicators. 

5.2 Analysis of Context Matching 

This section provides a comprehensive analysis of the context matching results. It 

endeavours to determine which of the context matching parameters are most significant 

and analyse the effect of TC on retrieval. An analysis into the efficiency of CM and 

relatedness of the query context terms is also performed.  

5.2.1 Relatedness of Query Context 

The generation of related terms as a sub-context of the query context QC is an important 

step of CM. It is vital to generate a sub-context of related terms that relate well to the 

theme of the query and ultimately to the context of terms in documents. The following is a 

list of original queries Q, along with the top 10 expanded terms that constitute QR that 

were obtained by the context generation technique through query expansion: 
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Q = { parkinson’s disease } 

QR = { dopamine, neurons, brain, levodopa, alzheimer's, dementia, disorder, 

patients, dyskinesia, substantia } 

 

Q = { tropical storms } 

QR = { trps, cyclones, hurricanes, hurricane, rain, rainforests, cyclone, amazonia, 

pacific, typhoons }  

 

Since it was not the focus of this research to formally evaluate the relatedness of query 

context terms, an intuitive analysis of the terms in the query contexts QR was performed. 

From this, it was reasonable to conclude that they are fairly related to the original query 

and are consequently suitable terms to be used for context matching. To illustrate the 

relatedness of the expansion terms to the original query, a couple of examples are 

presented. Looking up the original query parkinson’s disease in WordNet, it is defined as 

“a degenerative disorder of the central nervous system characterised by tremor and 

impaired muscular coordination” and has the hypernyms as shown in Figure 5.10.  

 

 

Figure 5.10: Hypernyms for parkinson’s disease. 

 

The terms brain and disorder that appear in QR, appear as hypernym information of 

parkinson’s disease and can be considered to be directly related terms. The definition of 

the term dopamine, which also appears in the set of QR terms, indicates that it is related to 

the term brain: 

 “a monoamine neurotransmitter found in the brain and essential for the normal 

functioning of the central nervous system; as a drug it is used to treat shock and 

hypotension”  

 

Another QR term levodopa directly indicates through its definition that it is related to 

parkinson’s disease: 

=> brain disorder, encephalopathy, brain disease  

             => nervous disorder, neurological disorder, neurological disease

                => disorder, upset  

                 => condition, status  

                 => state    
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“the levorotatory form of dopa; as a drug it is used to treat Parkinson's disease” 

 

Following this intuitive analysis of the definitions and related terms for parkinson’s 

disease, it is reasonable to conclude that the relatedness of the terms in QR to the original 

query is fairly good. 

 

 
Figure 5.11: Hyponyms for storms. 

 

Now consider the second original query topical storms introduced earlier. Figure 5.11 

shows the hyponym information when looking up the term storms in WordNet. The QR 

terms cyclone, hurricane and typhoon can all be found as hyponyms of storms and thus can 

be considered to be closely related to storms. The relatedness of terms in QR to the original 

query is an important aspect of the CM technique. Reasonable relatedness is required to be 

=> firestorm  

        => storm center  

        => northeaster, noreaster  

        => hailstorm  

        => ice storm, silver storm  

        => rainstorm  

             => line storm, equinoctial storm  

             => thundershower  

        => blizzard, snowstorm  

        => thunderstorm, electrical storm, electric storm  

        => windstorm  

             => cyclone  

                 => hurricane  

                 => tornado, twister  

                      => waterspout  

                 => typhoon  

             => dust storm, sandstorm, sirocco  

             => tempest  

             => whirlwind  

                => dust devil 
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achieved for the technique to have any hope of performing well and the same expectation 

applies for traditional query expansion as well. 

5.2.2 Significance of Parameters 

Context matching is heavily reliant upon 4 main parameters. They are 

• n: number of top ranking documents to use for the generation of QR during 

query expansion. 

• m: number of terms to extract from the n top ranking documents for QR. 

• Dist(CD): the distance function to use for the weighting of closest distance CD. 

• d: the distance threshold used by the distance function as an upper bound for the 

weighting of closest distance CD values.   

 

Parameters m and n are used by query context generation for the selection of QR terms. 

Parameters Dist(CD) and d are used by the matching technique. Deciding on the optimal 

values for each of these parameters is an important aspect of this research. These 

parameters’ settings play an important role in the overall effectiveness of context 

matching. To understand the significance of each of the parameters, it is necessary to 

analyse the results obtained from experiments that were performed with different 

combinations of values for these parameters.  Table 4.9 shows the combinations of 

parameter settings that give the top performing results and Appendix B shows the full set 

of results achieved by all manually selected combinations of parameters tested. 

The best context matching result observed during experimentation with manually 

selected combinations of parameter settings was when n = 20, m = 10, d = 250 and 

Dist(CD) = linear. This combination of parameters achieved an average precision of 

0.4142, 38.68% better than the baseline run. This is very promising. In fact, all of the top 

performing CM results shown in Table 4.9 comfortably outperformed the baseline run and 

all the traditional query expansion runs. These results utilised 5 or more terms for the sub-

context context QR at a distance of 250 or 100. Also, all of them utilised linear or Gaussian 

functions for distance. This confirms the observation that terms appearing in a close 

context to each other are a good indicator of significance. The linear and Gaussian 

functions capture this by rewarding smaller CD values with a value closer to 1, where as 

the hard limiter distance function ignores this with its constant return value for all CD 

values smaller than d.  

Table 4.10 shows the 10 worst performing runs. The worst performing CM run 

was when m = 3, d = 65535 using the Gaussian distance function. This is not surprising at 
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all as 3 terms do not provide much contextual information and 65535 positions is a large 

context area to be considering during matching. This is effectively the same as ignoring 

distance and just observing whether the terms co-occur in the same document. This run 

though still achieved an average precision of 0.3428, still 14.75% better than the baseline 

run. But in comparison to the 38.68% improvement in average precision achieved by the 

best combination of parameters, this result is a mediocre achievement. 
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Figure 5.12: Average performance for parameters d, m and Dist(CD) across all runs. 

 

Figure 5.12 shows the average performance of each of the parameters across all the 

experiments performed with the different combinations of parameters. The distance 

parameter d seems to be the most significant parameter as there is a large variation in 

average precision across its different values tested for d. It seems that a distance d of 100 

or 250 or somewhere in between is an ideal setting for d. Gaussian and linear distance 

functions are confirmed as the best performing functions by outperforming the hard limiter 

distance function. As for the number of QR terms m, around 5 to 10 seems to be most 

effective. Fewer than 5 QR terms does not seem to provide enough context for the 

matching technique to perform well. More than 10 QR terms seems to introduce more 

noise rather than good quality related terms for context.  

Taking the best combination of parameters m = 10, d = 250 and Dist(CD) = linear 

that yielded the best average precision of 0.4142, some experiments with varying values of 

n were performed. These results are shown in Table 4.11. None of these experiments 

though surpassed the previous best average precision of 0.4142 and this suggests that n = 

20 is probably ideal. This is confirmed with experiments performed using an evolutionary 
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algorithm that is discussed in a later section. In contrast to traditional query expansion, CM 

performs remarkably well when using the same expanded terms for QR instead of adding 

them to the original query. The fact that CM performs considerably better than traditional 

query expansion is quite significant. Traditional query expansion techniques that add 

expanded terms to the original query have been long accepted as the most effective way of 

dealing with expanded terms. CM presents a novel and effective way of using expanded 

terms as a type of context to improve retrieval. 
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Figure 5.13: Per topic average precision performance of best context matching result 

vs. baseline. 
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Figure 5.14: Interpolated recall-precision graph: best CM run vs. baseline. 
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As shown in Figure 5.13, the best performing CM run achieved a higher average precision 

over the baseline in 43 of the 50 topics. The remaining 7 topics only marginally performed 

worse than the baseline. In terms of number of relevant documents retrieved, CM runs 

retrieved more documents in 27 topics and only retrieved less documents than the baseline 

in 6 topics.  Figure 5.14 shows that across all levels of recall, the best combination of CM 

parameters comfortably outperform the baseline run.  

Relatedness Indicators 

An additional CM parameter that has a slight affect on retrieval is the setting of the 

relatedness values R for each of the terms in the query context QC. Table 4.12 shows the 

results of setting are to 1 (default), TSV (the score given to the terms during query 

expansion) and IDF. Table 4.12 shows that TSV gives the best result yielding an average 

precision of 0.4160, 39.27% better than the baseline run and slightly better than when R = 

1 or when R = IDF. But there is no significant difference between setting R to 1, TSV or 

IDF and it is reasonable to conclude that R = 1 as a default value is an acceptable and 

effective R value for all context terms. Setting R = 1 is easily justified by the intuition that 

terms added to the query should all be very related to the original query. Since CM only 

uses as small number of related terms for QR (i.e. 1 to 20), the notion of different grades of 

relatedness should not have a significant affect. If a large number of terms were used for 

QR, then the use of weighted relatedness would definitely be more an issue. The more 

terms used for QR the higher the likelihood that bad terms or less related terms would be 

introduced and weighted setting of R would play more of a role in CM. But this would also 

then raise more serious questions about how to properly weight R for the different terms.   

5.2.3 Performance of Evolutionary Algorithm Optimisation 

Table 4.13 shows the results of the 10 best performing combination of parameters given by 

the evolutionary algorithm. Each combination set here represents an individual in the 

population. When initialising the population, one of the individuals was set with the best 

set of parameters (n = 20, m = 10, d = 250, Dist(CD) = linear) observed from the previous 

set of experiments with manually selected combinations. The evolutionary algorithm ran 

for 73 generations, producing a total of 30x73 = 2190 prospective individuals during the 

evolutionary search process. 

The fittest individual given by the evolutionary achieved an average precision of 

0.4190 with m = 7, d = 255, a linear distance function and n = 20. These parameter settings 

are similar to the best achieving settings discovered through manually selected 

combinations. But this result is approximately 1.6% better than the best performing result 
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obtained through the manual selection of parameters that achieved a slightly lesser average 

precision of 0.4142. The most significant difference between the best performing sets of 

parameters for evolutionary algorithm vs. manual combination is: 

1. The evolutionary algorithm found that a value for m of 6 or 7 was most 

effective. 

2. The linear distance dominated the evolutionary algorithm results as the most 

ideal distance function. 

3. The evolutionary algorithm found a distance of 560 to be an effective distance 

value. There was no manual combination that explored this range for distance 

d, but it was found to contribute to effective retrieval by the evolutionary 

algorithm.  

 

The evolutionary algorithm can optimise the parameter set very efficiently. Figure 5.15 

shows that after just 20 generations the overall population fitness had reached a relatively 

high state. By about 65 generations, the fitness plateaus and an optimal state has been 

reached. This is in contrast to the potentially thousands of iterations that would be needed 

to fully exhaust parameter settings with manual combinations.   

Figure 5.15 also shows the variation of the minimum fitness value of an individual 

in a population across generations. It is interesting to observe how the minimum and 

average lines roughly correlate and the minimum line tends to emphasise lulls in the 

average line. As is desirable though, both lines follow a continuous upward trend toward 

higher precisions across the number of generations that were processed.   
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Figure 5.15: Average and minimum fitness of population across generations. 
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The first chromosome with a fitness better than the best result obtained by manually 

selected combinations occurred at generation 29. Overall, this ended up being the fourth 

best achieving combination of parameters given by the evolutionary algorithm with an 

average precision of 0.4163. The parameter settings were m = 11, n = 20, d = 250 and 

Dist(CD) = linear. The most unfit individual occurred during generation 2 at a fitness of 

0.3082 with parameter settings n = 48, m = 2, d = 28848 and Dist(CD) = hard limiter.  
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Figure 5.16: Per topic average precision performance of best evolutionary algorithm 

result vs. baseline. 

 

As shown in Figure 5.16 the best performing CM run achieved a higher average precision 

over the baseline in 44 of the 50 topics. The remaining 6 runs, only marginally performed 

worse than the baseline. This is a small improvement upon the best CM result obtained 

using manually selected combinations of parameters that had 43 topics that achieved a 

better average precision over the baseline. In terms of number of relevant documents 

retrieved, the best evolutionary algorithm based CM run retrieved more documents in 28 

topics and only retrieved less documents than the baseline in 6 topics. The best CM result 

from the manually selected combinations of parameters had 27 topics retrieving more 

relevant documents than the baseline, 1 topic less than the best evolutionary algorithm 

result.  

Figure 5.17 shows a topic by topic comparison of the differences in average 

precision between best evolutionary algorithm result and the best previous result achieved 

by manually selected combinations of parameters. In 30 of the 50 topics, the optimal 

settings as determined by the evolutionary algorithm helped improve retrieval accuracy. 
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The most significant improvement can be observed at topic 436. It retrieved with over 20% 

more accuracy. In terms on number of relevant documents retrieved, the optimal settings 

given by the evolutionary algorithm retrieved more documents in 9 of the 50 topics and 

less documents in 7 topics. 
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Figure 5.17: Per topic average precision performance of best evolutionary algorithm 

result vs. best manual combinations result. 

 

The evolutionary algorithm confirmed and improved upon the results achieved with 

experiments using manual combinations of parameters. This supports the effectiveness of 

evolutionary algorithm application to such optimisation challenges and solidifies the 

observations made previously about what may be ideal context matching parameters.  

5.2.4 Term Confidence vs. Term Frequency  

This section provides a comprehensive analysis into the differences between term 

confidence (TC) and term frequency (TF). TC is the document term significance measure 

derived by combining the contextual importance values given by context matching with 

TF. The first subsection provides a comparison of retrieval performance results when using 

TC vs. TF. The second subsection provides an analysis of the characteristics of TC vs. TF 

and presents an insight into the nature of each of the document term indicators.  The third 

subsection closely analyses the effect on ranking of TC vs. TF and shows exactly why 

relevant documents are ranked higher in the retrieved set when TC is used for retrieval. 
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Comparison of Retrieval Performance 

Table 4.23 and Table 4.24 show the results of performing retrieval with random and 

constant query term importance values with TF and TC respectively. These results give 

further insight into the nature of both TF and TC. In particular they show how resilient 

both TF and TC actually are. That is, how much each indicator is affected when used with 

alternative or unconventional query term importance values for retrieval. Query term 

importance values of 1 or random provide results that can be used as a basis for 

comparison with the performance of IDF and CBW.  

A document term significance indicator should positively contribute toward the 

rank score of a document when combined with its corresponding query term importance 

value. A desirable characteristic of a document term significance indicator is to contribute 

toward the relevancy of a document’s score even in the case where the query term 

importance value it is being combined with is not totally ideal.  

Table 4.23 shows that when TF is combined with random query term importance 

values, the performance of the system is affected significantly with a degradation in both 

retrieval accuracy and number of relevant documents retrieved. A comparison with the 

baseline performance gives a degradation of 31.47% in average precision. Also, only 1423 

relevant documents are retrieved as compared with 1775 relevant documents retrieved by 

the baseline. Table 4.23 also shows that when all query term importance values are set to a 

constant of 1, a degradation in retrieval accuracy of 12.46% is observed with only 1577 

relevant retrieved documents. This is expectedly better than random query importance 

weights. 

 But in contrast to the poor results achieved when using TF, the results shown in 

Table 4.24 for TC are far more favourable. TC, which is a combination of TF and 

contextual importance values given by context matching, is a more resilient and stable 

indicator of term significance. When random query term importance values are used with 

TC, only a degradation in performance of 1.77% is observed when comparing to the 

previous best result which used IDF as query term importance with TC (see Table 4.13).  

This result retrieved 1755 relevant documents, only 105 less than the previous best of 

1860. When a constant query term importance value of 1 is used with TC, only a 

degradation of 0.75% is observed in retrieval accuracy and only 57 fewer relevant 

documents are retrieved. This is a very encouraging result as it shows that TC alone is an 

extremely useful indicator of term relevancy in a document. 

  



 143

 

0 

0.05 

0.1 

0.15 

0.2 

0.25 

0.3 

0.35 

0.4 

0.45 

TC TF

Random 1 IDF CBW

A
ve

ra
ge

 P
re

ci
si

on
 

 
Figure 5.18: Comparison of average precision of TC vs. TF for various query term 

importance weights. 
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Figure 5.19: Comparison of precision @ 20 of TC vs. TF for various query term 

importance weights. 
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Figure 5.20: Comparison of # relevant documents of TC vs. TF for various query 

term importance weights. 

 

The 1.77% and 0.75% degradation of TC results for random and constant runs respectively 

is relatively insignificant when compared to the extent of degradation observed when using 

TF. Being more resilient to changes in query term importance values is a more desirable 

characteristic as it is less vulnerable from the introduction of noise and potential 

shortcomings in the calculation query term importance. Figure 5.18, Figure 5.19 and 

Figure 5.20 present a comparison of the retrieval accuracy of TC vs. TF when using the 

various query term importance weights random and 1, along with the retrieval accuracy 

achieved when using IDF and CBW. TC outperforms TF in every evaluation measure 

across all experiments. Even when query term importance values are set to random or 1, 

TC performs very well. It is clearly a more stable and reliable indicator of document term 

significance. IDF is the best query term importance weight, consistently outperforming 

random, 1 and CBW across the accuracy indicators shown.  

It is also useful to compare the performance of TC vs. TF when performing 

traditional query expansion. As can be seen from experimental results shown in Table 4.7 

that uses only TF in the calculation of document term weights, traditional query expansion 

performs worse than the baseline run when m is set to 15 or 20. But it does perform with 

some improvement over the baseline when m is 3, 5, 7 or 10. The best performing 
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traditional query expansion result is when m is 5, achieving an average precision of 0.3364. 

This is only a 12.51% improvement over the baseline.  

 But when using TC to calculate document term confidence for traditional query 

expansion, all experiments performed better than the baseline as shown in Table 4.8. In 

fact, the best result was achieved when m = 7 with an average precision of 0.3957. This is a 

32.34% improvement over the baseline run. In all TC experiments involving traditional 

query expansion, the same terms that were added to the original query (as per the 

requirements of traditional query expansion) were also added to the QR sub-context to be 

used by CM. Figure 5.21, Figure 5.22 and Figure 5.23 show a comparative presentation of 

TC vs. TF across the different values used for m when traditional query expansion is 

performed. 
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Figure 5.21: Comparison of average precision for TF vs. TC with traditional query 

expansion. 
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Figure 5.22: Comparison of precision @ 20 for TF vs. TC with traditional query 

expansion. 
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Figure 5.23: Comparison of # relevant documents retrieved for TF vs. with 

traditional query expansion. 
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CM outperforms TF for all values of m across average precision, precision at 20 and 

number of relevant documents. It is a comprehensively better indicator of document term 

significance whether being used with or without traditional query expansion. 

 Figure 5.24 shows the comparison of the recall-precision graphs for the best results 

achieved by the standard CM run (TC), traditional query expansion using only TF (TQE) 

and traditional query expansion using CM (TC+TQE) against the baseline. The standard 

CM run outperforms all the other results at every recall point. The TC+TQE run performs 

with a similar precision at higher levels of recall, but overall the standard CM run is the 

best performing result. Traditional query expansion performs better than the baseline but 

less than both the runs that utilise CM.  

 TC is clearly a more effective measure of document term significance than TF. It 

consistently performed very well across a number of experiments, outperforming TF in 

every way. But to understand exactly why this is the case, it is necessary to closely analyse 

the nature of the values generated for both TC and TF. The following sections provide a 

comprehensive analysis of TC vs. TF by analysing the specific characteristics of all 

document term weight values and provide clear explanations as to why TC is a more 

reliable and effective indicator of document term significance. 
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Figure 5.24: Recall-precision graph of best TC and traditional query expansion runs.  
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Distribution Characteristics of Document Term Weights 

The analysis of the distribution of document term weights uses a range of data points as a 

basis for performing the necessary analysis. Table 5.4 shows the data points and their 

respective ranges. For example, the reference to data point 0.25 effectively means that a 

reference to values in the range 0.2 to 0.3 is being made. The analysis of distribution that 

follows below uses these data ranges as a basis for forming organised intervals that 

describe the data being analysed.   

   

Table 5.4: Data point ranges. 

Data Point Min Max 
0.05 0 < 0.1 
0.15 0.1 < 0.2 
0.25 0.2 < 0.3 
0.35 0.3 < 0.4 
0.45 0.4 < 0.5 
0.55 0.5 < 0.6 
0.65 0.6 < 0.7 
0.75 0.7 < 0.8 
0.85 0.8 < 0.9 
0.95 0.9 <= 1.0 

 

To gain an insight into the types of values that characterise relevance and non-relevance 

for the different types of document term weights, the probability of relevance and 

probability of non-relevance for each document term weight across each data point was 

calculated. For the calculation of relevant value distributions, this is calculated by counting 

the number of values that occur within the range of a certain data point and dividing the 

count by the total number of relevant values in the set of relevant values. The set of 

relevant values are all values for the given indicator that are associated with a relevant 

document that was ranked in the top 1000 retrieved documents. The same applies for non-

relevant distributions with the only difference being that the set of values are associated 

with non-relevant documents. Each figure below shows the distribution of relevant and 

non-relevant values for the three indicators TFq,D, CIq,Q,D, CIq,QR,D and TCq,D respectively.  

A good indicator of relevance is one that has a high distribution of relevant values 

at higher data points and a high distribution of non-relevant values at lower data points. 

For each indicator, higher relevancy is implied as its value approaches 1. Consequently, 

the higher the distribution of relevant values approaching 1 and lower the distribution of 

non-relevant values approaching 1, the better that measure is at indicating relevancy.       
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Figure 5.25: Distribution of TFq.D values. 

 

Figure 5.25 shows that in the set of relevant TFq,D values, that is all TFq,D values that were 

generated for relevant documents that ranked in the top 1000 documents retrieved, most 

occurred at the data point 0.15. This is in contrast to the set of non-relevant TFq,D values 

that has a highest distribution at data point 0.35. Overall though, there is no significant 

difference between both relevant and non-relevant distributions. 
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Figure 5.26: Distribution of CIq,Q,D values. 

 

Figure 5.26 shows the distribution of CIq,Q,D values for both relevant and non-relevant sets. 

The two most obvious observations that can be made are the spikes at data points 0.95 and 
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0.45 for relevant and non-relevant values respectively. More than half of the set of relevant 

CIq,Q,D values occur in the range 0.9 to 1.0 with the next most significant range being 0.4 to 

0.5 at data point 0.45. These two data points consist most of the relevant values for CIq,Q,D.  

The significant difference in probability at data point 0.95 between the relevant 

and non-relevant values confirms that CIq,Q,D is a good indicator of relevance   

(remembering that an ideal characteristic of a relevance indicator is that it should have  a 

high distribution of values closer to 1). This also confirms that relevant documents have 

original query terms that occur in close proximity to each other. This is because CIq,Q,D  is 

calculated using only terms in the original query Q for matching. But a high distribution at 

data point 0.95 is somewhat expected for CIq,Q,D  values of relevant document since the 

original query Q typically only contains a few terms. The probability of just a few terms 

occurring close to each other is obviously greater than many terms occurring in close 

proximity. This also suggests that if original query terms occur close to each other in a 

document then that document is highly likely to be relevant. This is in contrast to a 

document where the original query terms may appear further apart from each other.  

A less desirable observation that can be made from the distribution of CIq,Q,D 

values is the few data points where the probability of occurrence of relevant values are 

greater than non-relevant values from data points 0.05 to 0.65. Although most of the 

relevant values are distributed around data point 0.95, it still remains desirable to have 

distributions of relevant values higher than non-relevant values distributions at other data 

points. 
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Figure 5.27: Distribution of CIq,QR,D values. 
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Figure 5.27 shows the distribution of CIq,QR,D values for both relevant and non relevant 

sets. While most values from both sets are consisted in the lower data points there is a 

consistent spread of the distribution of values amongst the higher data points. Unlike 

CIq,Q,D, the desirable characteristic of CIq,QR,D is the higher distribution of relevant values 

over non-relevant values at a number of data points. From data point 0.35 to data point 1, 

the probability of occurrence of relevant CIq,QR,D values over non-relevant CIq,QR,D is 

greater. While both relevant and non-relevant distributions follow the same trend, the 

consistently higher distribution of relevant values indicates some desirable separation 

between relevant and non-relevant sets. 

 The reason most CIq,QR,D values occur at a lower data points for both relevant and 

non-relevant values is because the number of terms in the sub-context QR that occur close 

to term q is limited. There are usually either just a few terms in QR that occur close to q in 

the document, or a number of QR terms that occur at larger distances from q. The more 

related the terms in QR the greater the chance for them occurring closer to q and 

consequently the higher the resultant CIq,QR,D score that will be calculated by the matching 

technique.  

 

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.05 0.15 0.25 0.35 0.45 0.55 0.65 0.75 0.85 0.95

Data Point

Pr
ob

ab
ili

ty
 o

f O
cc

ur
en

ce

Relevant Not Relevant

 
Figure 5.28: Distribution of TCq,D values. 

 

Figure 5.28 shows the distribution of relevant and non-relevant sets of TCq,D values. As can 

be seen, most non-relevant values are distributed amongst the lower data points. Most 

relevant TCq,D values are distributed between data points 0.35 and 0.75. As was the case 

with CIq,QR,D, TCq,D values have a higher distribution of relevant values from data point 

0.35 and onward. This is definitely a desirable characteristic as it means TCq,D values tend 
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to be higher values when calculated for relevant documents than when calculated for non-

relevant documents. This positively impacts the rank positions of relevant documents by 

giving greater rank scores to them and lesser rank scores to non-relevant documents when 

TCq,D is used. Overall, this provides a significant improvement in retrieval accuracy. The 

distribution of TFq,D as shown in Figure 5.25 does not have the same desirable 

characteristics as TCq,D. Consequently, TCq,D has proved to be a more reliable and accurate 

indicator of relevancy than TF as supported by the superior results achieved during 

experimentation. 

Effect on Ranking 

Table 5.5 shows the TFq,D, CIq,Q,D and CIq,QR,D values for each of the query terms in topic 

413 for the known 16 relevant documents as specified by the relevance judgments. Over 

58,000 documents in the document collection consisted of the full list of retrieved 

documents for this query, only of which 16 were deemed relevant. The aim of the system 

of course is to retrieve all the relevant documents and rank them as high as possible in the 

full set of retrieved documents. Also shown in the table is the rank position given to each 

of the relevant documents when TC was used for ranking and also when only TF was used 

for ranking. As can be observed in Table 5.5, all of the relevant documents were ranked at 

a higher position when TC was used for retrieval, except for documents wt23-b39-61 and 

wt24-b40-334. When using TF the best ranked relevant document (wt27-b31-17) was 

positioned at number 5 in the set of retrieved documents. This means at positions 1 to 4 

there were non-relevant documents. When TC was used for retrieval the relevant document 

wt27-b31-17 that was previously at position 5 was now ranked as the first document in the 

retrieved set. Document wt26-b26-48 was also highly ranked using TC, moving from 

position 9 to position 3. Using TC, 5 relevant documents were ranked in the top 10 in 

comparison with only 2 relevant documents when using TF. Looking at some of the 

changes in rank positions for other documents when using TF vs. TC, it can be seen that:  

• Document wt12-b07-234 jumps from position 358 to 101, an improvement of 

257 places. 

• Document wt26-b26-65 jumps from position 773 to 102, an improvement of 

671 places. 

• Document wt07-b21-35 jumps from position 6808 to 2181, an improvement of 

4626 places. 
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Table 5.6 shows the effect of TC on a selection of the non-relevant documents for topic 

413. Unlike the relevant documents shown in Table 5.5, TC ranks nearly all of the non-

relevant documents lower than the rank given by TF, except for document wt14-b39-509 

that remains at position 2. In the documents shown, the main difference between the 

conceptual importance values for relevant and non-relevant documents is the lower value 

given to CIq,QR,D for non-relevant documents compared to the CIq,QR,D values given to 

relevant documents. 

 

Table 5.5: The effect of TC on retrieval for relevant documents with topic 413. 

q = steel 
IDF = 0.322 

q = production 
IDF = 0.2 

Rank 
Pos. 
using 
TF 

Rank 
Pos. 
using 
TC 

Document 
TFq,D CIq,Q,D CIq,QR,D TFq,D CIq,Q,D CIq,QR,D 

5 1 wt27-b31-17 0.416 1.000 0.708 0.407 1.000 0.686 
9 3 wt26-b26-48 0.377 1.000 0.701 0.440 1.000 0.697 
10 4 wt09-b38-215 0.372 1.000 0.706 0.432 1.000 0.700 
17 6 wt02-b40-17 0.338 0.996 0.755 0.434 0.996 0.576 
18 7 wt03-b40-13 0.338 0.996 0.755 0.434 0.996 0.576 
28 11 wt07-b20-113 0.354 0.859 0.701 0.376 0.859 0.955 
64 41 wt27-b31-13 0.397 0.992 0.425 0.221 0.992 0.235 

102 53 wt03-b34-7 0.326 0.965 0.396 0.275 0.965 0.262 
358 101 wt12-b07-234 0.239 0.973 0.283 0.255 0.973 0.276 
773 102 wt26-b26-65 0.207 0.953 0.378 0.250 0.953 0.275 
656 290 wt10-b36-13 0.168 0.984 0.012 0.343 0.984 0.131 
148 352 wt14-b03-19 0.268 0.808 0.139 0.322 0.808 0.000 
1406 1401 wt23-b39-61 0.239 0.482 0.000 0.103 0.482 0.000 
4004 2002 wt24-b40-334 0.234 0.000 0.278 0.000 0.000 0.000 
6808 2181 wt07-b21-35 0.145 0.000 0.275 0.091 0.000 0.000 
3061 2499 wt09-b38-242 0.249 0.000 0.109 0.000 0.000 0.000 

 

Using TF, an average precision of 0.147 was achieved. When TC was used, an average 

precision of 0.410 was achieved. This is a significant 180% improvement in retrieval 

accuracy and is a result of the higher ranking of the relevant documents when 

incorporating the CI values given by CM for the calculation TC. 

The scenario presented is typical of all of the 50 queries tested. The reason most 

relevant documents had a much improved ranking is mainly because of the higher 

contextual importance values (CIq,Q,D and CIq,QR,D) that were given by context matching 

compared to those values given to non-relevant documents. The reason higher values were 

given is because the query terms occurred in the document in a context that was similar to 

the query context. The matching technique was able to capture this and reflect it in the 
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calculation of the contextual importance values. The lower contextual importance values 

that were given to non-relevant documents reflects the fact that the query terms occur in a 

context that is considered less similar to the query context and therefore they are deemed to 

be less significant.  

 

Table 5.6: The effect of TC on retrieval for non-relevant documents with topic 413. 

q = steel 
IDF = 0.322 

q = production 
IDF = 0.2 

Rank 
Pos. 
using 
TF 

Rank 
Pos. 
using 
TC 

Document 
TFq,D CIq,Q,D CIq,QR,D TFq,D CIq,Q,D CIq,QR,D 

1    5 wt27-b30-411 0.471 1.000 0.554 0.444 1.000 0.501 
2    2 wt14-b39-509 0.455 1.000 0.548 0.460 1.000 0.680 
3  34 wt04-b38-330 0.567 1.000 0.263 0.237 1.000 0.109 
4  12 wt18-b19-20 0.546 1.000 0.537 0.255 1.000 0.409 
6  13 wt02-b33-39 0.427 0.996 0.652 0.381 0.996 0.312 
7  14 wt03-b28-39 0.427 0.996 0.652 0.381 0.996 0.312 
8  76 wt25-b28-141 0.479 1.000 0.000 0.297 1.000 0.000 

53 153 wt17-b33-60 0.257 0.937 0.000 0.469 0.937 0.118 
54 154 wt17-b33-122 0.257 0.937 0.000 0.469 0.937 0.118 
55 100 wt13-b06-1 0.248 0.965 0.143 0.478 0.965 0.062 
56 103 wt25-b35-156 0.370 0.925 0.142 0.281 0.925 0.136 
57 174 wt06-b34-21 0.396 0.961 0.000 0.229 0.961 0.000 
58 847 wt25-b38-63 0.359 0.569 0.000 0.289 0.569 0.000 
59 848 wt25-b39-244 0.359 0.569 0.000 0.289 0.569 0.000 
60 36 wt02-b36-11 0.315 0.941 0.522 0.359 0.941 0.345 
61 37 wt03-b36-1 0.315 0.941 0.522 0.359 0.941 0.345 
62 92 wt14-b02-356 0.378 0.976 0.142 0.258 0.976 0.141 
63 114 wt03-b25-73 0.398 0.816 0.276 0.221 0.816 0.178 

 

To clearly illustrate this, consider the relevant document wt03-b34-7 shown in Table 5.5. It 

is ranked at position 102 when using TF. Now consider the non-relevant document wt17-

b33-60 in Table 5.6 that was initially ranked at a higher position than document wt03-b34-

7 using TF at position 53. After performing CM though and using TC for ranking, wt03-

b34-7 moved up to position 53 and document wt17-b33-60 moved down to position 153. 

This change in position for both documents reflects the effect of both CIq,Q,D and CIq,QR,D 

on retrieval. Relevant document wt03-b34-7 has a CIq,Q,D value of 0.965 for both query 

terms steel and production. The non-relevant document wt17-b33-60 though has a lower 

CIq,Q,D value of 0.937 for steel and production. Also the CIq,QR,D values for document wt03-

b34-7 are 0.396 and 0.262 for steel and production respectively. This is comfortably higher 
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than the CIq,QR,D values of 0 and 0.118 for steel and production given to the non-relevant 

document wt17-b33-60. 

The difference in CIq,Q,D and CIq,QR,D values for relevant and non-relevant 

documents significantly contribute to the improved performance when TC is used. Of 

course the combination of these values with TF must be performed to give TC, but it is the 

introduction of contextual importance information that provides the substantial 

improvement in retrieval results by ultimately ranking relevant documents higher and non-

relevant documents lower. This translates to a substantial improvement in retrieval 

accuracy when measured. 

5.2.5 Efficiency 

The added complexity of the CM technique results in processing time overheads during 

retrieval. This is mainly because of the calculation of the closest distance between terms q 

and c that must be determined during matching so that the chosen distance function can 

determine its importance as part of CI calculation. 
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Figure 5.29: Processing overhead for number of QR terms. 

 

Figure 5.29 shows the online processing overhead at across a different number of QR 

terms. When there are no QR terms, then CM is only about 11% slower when used as part 

of the retrieval process than the baseline run of TFIDF that does not perform CM at all. In 

this instance, only Q is being used as part of the query context QC for context matching. 

This means that only CIq,Q,D is being calculated during CM. That is, only original query 

terms are being considered as part of the context. But as the number of terms added to QR 

is incremented, the processing overhead increases and follows a linear upward trend. An 
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overhead of approximately 2.5% can be observed for every additional QR term that is 

added. The processing time observations did not measure the time taken for query 

expansion. The processing time was recorded for just the matching technique itself. This 

assumes the query context QC has already been generated and is available for matching.  

The effect on the average precision across the number of QR terms is shown in 

Figure 5.30. Unavoidably, a trade-off between precision and processing overhead exists 

that peaks at seven QR terms. Additional numbers of QR terms beyond seven only result in 

greater overhead and a degradation in precision. 
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Figure 5.30: Average precision for numbers of QR terms. 

 

Improved efficiency for CM could be achieved by developing advanced functionality in 

the determination of the closest distance between terms q and c. At the moment, the 

positional information stored for each occurrence of a given term in a document is stored 

as a flat list of integers in memory. So when calculating the closest distance between an 

occurrence of another term and the list of occurrences of the given term, distance 

calculations are performed iteratively across every position of the given term in the list to 

determine the closest distance. This can be thought of as a type of linear searching and is 

probably the most exhaustive and inefficient method of performing the determination of 

closest distance for context matching. But on the other hand this type of data structure is 

easily created and managed during the reading of the term index from file. Other methods 

such as a binary tree based search may be introduced to improve efficiency, but was 

outside the scope of this research and not investigated. 
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5.3 Analysis of Combination of Document Term Weights 

This section provides an analysis of the linear and document term neural fusion of the 

document term weights. Linear combination is first analysed and then the analysis of 

document term neural fusion is presented based on a comparative evaluation to linear 

combination. 

5.3.1 Linear Combination 

The results shown in Table 4.14 confirm that when w1 and w2 are set to around 0.5, the 

best results are obtained. A high value for w1 favours CIq,Q,D over CIq,QR,D  (see Equation 

(3-6)) where as a high value for w2 favours TF over CMC (see Equation (3-11)).   

Figure 5.31 shows the average of the average precision across all runs of w1 at 

intervals of 0.1. As can be seen, both contextual importance indicators contribute to the 

performance of the technique fairly evenly between intervals 0.2 to 0.8. But at small values 

of w1 when the technique favours CIq,QR,D , the precision drops to a low level. This is lower 

than what is observed at high levels of w1 that favours CIq,Q,D. Overall, this means that 

CIq,Q,D is a slightly more reliable indicator of document term significance than CIq,QR,D. 

This is understandable and expected since Q is the original query containing the user’s 

information need where QR is an artificially generated extension to the query obtained 

through query expansion. 
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Figure 5.31: Overall performance of w1 at intervals of  0.1. 

 

Figure 5.32 shows the average of the average precision across all runs of w2 at intervals of 

0.1. The precision is at a maximum between 0.3 to 0.6. When w2 is 1, this only considers 
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TF information in the calculation of TC. When w2 is 0, this only considers CMC 

information in the calculation of TC. CMC alone is an important contributor to the 

precision of the system with high levels of precision through w2 = 0 to 0.6. At higher 

values of w2 the precision drops off considerably because this weighting favours TFq,D. 

This means that CMC is a better and more reliable indicator of document term significance 

than TF.  
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Figure 5.32: Overall performance of w2 at intervals of  0.1. 

 

Table 4.15 shows the results of various experiments with alternating values for w1 and w2. 

In the first run, w1 = 0 and w2 = 0. This in effect is using only the CI calculated using 

related terms QR for term confidence. No TF information is used here for retrieval. This 

run yields an impressive average precision of 0.3468. This is 16.10% better than the 

baseline run which only uses TF. But the number of relevant documents retrieved is only 

1525 as compared with the baseline that retrieved 1775 relevant documents. This is totally 

understandable though as documents that had no or few occurrences of terms in QR would 

result in a CIq,D,QR value of zero or close to zero being calculated. This means these 

documents would not get retrieved or would be ranked outside the top 1000 in the retrieved 

set. Never the less, this run proves the effectiveness of CIq,D,QR as a reliable indicator of 

term significance. Run 4 used only the CI calculated from original query terms Q. This too 

outperforms the baseline run by 9.28%, but similar to run 1 the number of relevant 

documents retrieved decreases. Run 3 used only CMC for retrieval and achieved an 

average precision of 0.4080, a 33.25% improvement over the baseline. This is extremely 

encouraging especially since the 1756 number of relevant documents retrieved is close to 

the number retrieved by the baseline run. 
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Figure 5.33: Comparison of precision for different combinations of document term 

significance indicators. 

 

Runs 2 and 5, which used TF information as part of the TC calculation, retrieve more 

relevant documents as expected. This is because non-zero TF values exist for all the 

relevant documents where as CMC or CI values may be zero because of lack of contextual 

information in QC or in the document.  CI indicators seem to be more useful indicators of 

term significance. Whether used alone or combined with TF, they outperform the baseline 

run that uses only TF. Figure 5.33 and Figure 5.34 show a performance comparison when 

using the different combinations of document term weights. 
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Figure 5.34: Comparison of # relevant documents retrieved for different 

combinations of document term significance indicators. 
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5.3.2 Document Term Neural Fusion 

To evaluate the effectiveness of DTNF, a comparison is first made between it and the best 

result achieved by linear combination. As shown in Figure 5.35, DTNF achieved a higher 

average precision in 17 topics but a degradation in performance was observed in the 

remaining 33 topics. As for the number of relevant documents retrieved, DTNF retrieved 

more in 17 topics and only retrieved less relevant documents in 6 topics. In fact overall, 

DTNF retrieved 1979 relevant documents in contrast to linear combination that retrieved 

only 1860 relevant documents, a difference of 119 documents. 
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Figure 5.35: Per topic average precision performance of DTNF vs. linear 

combination.  

 

To understand why DTNF retrieved more relevant documents, an investigation of the rank 

position of retrieved documents was performed. Of interest was the rank position of the 

document using linear combination and its new rank position using DTNF. Of particular 

interest were the documents that were ranked outside the top 1000 with linear combination, 

but with DTNF were ranked inside the top 1000. In the discussion that follows, a reference 

made to a data point x implies a reference to the range that data point represents. The range 

has a lower bound of x-0.05 and upper bound of x+0.05. 

After performing an initial investigation into the change of rank positions, it was 

observed that most relevant documents that were pushed up into the top 1000 ranked 

documents with DTNF, had more than 1 query term occurring in the document. The non-

relevant documents that were pushed down in rank position usually only had 1 occurrence 

of a query term. The reason the relevant documents were initially ranked so low, even 
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when having more than 1 occurrence of an original query term, is that the term confidences 

of those query terms in the document were very small (i.e. at the data point 0.05). The non-

relevant documents that were ranked higher with only 1 occurrence of a query term  

because the single term confidence for that term was greater (i.e. usually at data point 0.15, 

0.25 or 0.35) than the sum of the small term confidences for multiple occurrences of query 

terms in the relevant documents. But when DTNF was used instead of linear combination, 

DTNF gave higher term confidence values for values at data point 0.05 than linear 

combination. Also it gave lower term confidence values for values at data points 0.15, 0.25 

and 0.35 than linear combination. Table 5.7 and Table 5.8 illustrate the scenario. 

 

Table 5.7: Rank position and term confidence when using linear combination. 

Doc. # Relevant? Rank Position Term Confidence (TCq,D) Rank Score 
   behavioral genetics  

1 No 720 0.12 0 0.12 
2 Yes 1310 0.06 0.05 0.11 

 

Table 5.8: Rank position and term confidence when using DTNF. 

Doc. # Relevant? Rank Position Term Confidence (TCq,D) Rank Score 
   behavioral genetics  

1 No 1452 0.113 0 0.113 
2 Yes 678 0.07 0.065 0.135 

 

Table 5.7 shows document 1 having only the query term behavioral occurring within it 

with a term confidence of 0.12. It subsequently has a rank score of 0.12. It is a non-

relevant document at a rank position of 720. Document 2 has both query terms behavioral 

and genetics occurring within it but with low term confidences. It is a relevant document at 

a lower rank position than document 1 at position 1310. Remembering that inner product 

similarity is being used for retrieval, document 2 is ranked lower because the sum of the 

term confidences in document 2 for both query terms is lower than the rank score for 

document 1 that is based on the occurrence of only behavioural.  

But Table 5.8 shows that when DTNF is used in place of linear combination, 

document 2 is ranked higher than document 1. This is because DTNF gives higher term 

confidences for behavioral and genetics in document 2 and a lower confidence for 

behavioral in document 1 that results in giving document 2 a higher rank.   

The calculation of term confidences for both scenarios relied on the input of the 

same document term weights. The main difference was that DTNF calculated term 

confidence higher than was expected for the data point 0.05 and lower than expected for 

other higher data points. 
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To obtain a complete overview of the deviation of DTNF term confidences from 

term confidences resulting from linear combination, an investigation to measure the 

average deviation of values from linear to DNTF was performed. The result of this 

investigation is shown in Table 5.9.  

 

Table 5.9: Average deviation of DTNF output from linear combination output. 

Data Point Average Deviation 
0.05 +0.020 
0.15 -0.007 
0.25 -0.013 
0.35 -0.005 
0.45 +0.007 
0.55 +0.012 
0.65 +0.003 
0.75 -0.016 
0.85 - 
0.95 - 

 

It shows that on average, when linear combination accepts the document term weights and 

calculates a TC value that is in the range [0, 0.1] (i.e. at data point 0.05), DTNF calculates 

the TC to be 0.02 greater than what linear combination calculated to be. At some data 

points, DTNF on average gave a higher value than what linear combination gave and at 

other data points it is giving a lower value. The deviations across the data points explain 

the observations made earlier in this section. Term confidence scores that were given very 

small values by linear combination are given higher values by neural fusion. Also, term 

confidence scores in the range 0.1 to 0.4 are now given lower values by neural fusion than 

that given by linear combination. This natural variation and generalisation of calculations 

across the different data points provided the difference in the calculation of document rank 

scores in retrieving additional relevant documents in the top 1000 documents retrieved. 

5.4 Analysis of Document Ranking 

In this section an analysis of the combination of query term weights and document term 

weights for the ranking of documents is performed. Firstly, weighted ranking is examined 

and then query term neural fusion is analysed by basing a comparative evaluation against 

the inner product method. A section providing a discussion of combining document term 

neural fusion with query term neural fusion is also included.  
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5.4.1 Weighted Ranking 

Two weighted ranking experiments were performed. As shown in Table 4.18, the first 

experiment utilised TCq,D for wq,D and IDFq for wq,Q and achieved an average precision of 

0.4105, a precision at 20 of 0.43 and retrieved 1974 relevant documents. This can be 

compared to the result of using the same TCq,D indicator with inner product ranking that 

achieved an average precision of 0.4190, a precision at 20 of 0.43 and retrieved 1860 

relevant documents. Weighted ranking achieves an average precision that is only 0.0085 

less than the average precision achieved by inner product but weighted ranking retrieves 

114 more relevant documents. 

Figure 5.36 shows the topic by topic comparison of the number of documents 

retrieved for weighted ranking vs. inner product when using TCq,D. In 16 of the topics, 

weighted ranking retrieved more relevant documents. In particular in retrieved over 75 

more relevant documents for topic 418. In 9 of the 50 topics, weighted ranking retrieved 

less relevant document than inner product, but this degradation is very marginal and does 

not have a significant effect on the degradation of the overall result. In the remaining 25 

topics, the number of relevant documents retrieved was the same for both weighted 

ranking and inner product. 
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Figure 5.36: Per topic performance of  # relevant documents retrieved using TCq,D: 

weighted ranking vs. inner product.   
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Figure 5.37: Per topic performance of  # relevant documents retrieved using TFq,D: 

weighted ranking vs. inner product.   

 

As shown in Table 4.19, the second weighted ranking experiment utilised TFq,D for wq,D 

and IDFq for wq,Q and achieved an average precision of 0.3354, a precision at 20 of 0.365 

and retrieved 1947 relevant documents. This result is a significant improvement over the 

baseline, that used the same query term and document term indicators but with inner 

product ranking to achieve an average precision of 0.2990, a precision at 20 of 0.345 and 

1775 relevant documents. Weighted ranking performed 12% more accurately than inner 

product while retrieving 172 more relevant documents.  

Figure 5.37 shows the topic by topic comparison for number of relevant 

documents retrieved for weighted ranking vs. inner product when using TFq,D. In 24 of the 

50 topics, weighted ranking retrieved more relevant documents. As in the first comparison 

made earlier, topic 418 performs notably retrieving close to 75 relevant documents when 

weighted ranking was used. Weighted ranking only retrieved less relevant documents in 6 

of the 50 topics. The remaining 20 topics retrieved the same number of relevant document 

for both weighted ranking and inner product. When comparing average precision topic by 

topic, weighted ranking performed with a greater accuracy in 35 of the 50 topics and a 

degradation in average precision was only observed in 12 topics.  

Weighted ranking definitely provides additional intuition to the ranking process 

through the way WQ,D is calculated and applied to ranking. Its ability to improve document 

scores that are usually ranked low by inner product results in weighted ranking retrieving 

more relevant documents without harming the retrieval accuracy. This is because weighted 
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ranking awards occurrences of the more important query terms in a document and also 

awards multiple occurrences of query terms.  

5.4.2 Query Term Neural Fusion 

To evaluate the effectiveness of QTNF, a comparison is made with inner product ranking. 

The best QTNF result achieved an average precision of 0.4190, a precision at 20 of 0.4260 

and retrieved 1863 relevant documents. This is a similar to the best inner product result 

that achieved an average precision of 0.4189, a precision at 20 of 0.430 and 1860 relevant 

retrieved documents.    
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Figure 5.38: Per topic average precision performance of QTNF vs. inner product. 

 

Comparing the techniques topic by topic, QTNF achieves a greater average precision in 21 

topics, a lesser average precision in 26 topics and the same average precision in 3 topics. 

Figure 5.38 shows a topic by topic comparison of average precision differences. When 

looking at the number of relevant documents retrieved QTNF retrieved more documents in 

7 topics, less in 5 topics and had the same number of retrieved documents as inner product 

in 38 topics. 

To gain an insight into how QTNF varies in its calculation of term scores TSq,D 

from term scores given by inner product, an investigation of the deviation of term score 

values across the different data points was performed. Table 5.9 shows the average 

deviation of QTNF term scores TSq,D from term scores given by inner product which uses 

multiplication.   
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Table 5.10: Average deviation of QTNF output from inner product output. 

Data Point Average Deviation 
0.05 +0.001 
0.15 -0.017 
0.25 -0.018 
0.35 -0.003 
0.45 +0.022 
0.55 - 
0.65 - 
0.75 - 
0.85 - 
0.95 - 

 

It shows that for values occurring at data point 0.45, QTNF on average gave a value 0.022 

greater than that of inner product when the same query term importance IMPq and term 

confidence TCq,D were used as inputs. But at data point 0.25, QTNF on average gave a 

value 0.018 lower than that of inner product. As discussed above, there is no significant 

difference in performance of QTNF and inner product. The small deviations do not affect 

the overall performance of the system.   

5.4.3 Document Term Neural Fusion and Query Term Neural Fusion  

There seems to be no significant advantage of combining document term neural fusion 

with query term neural fusion. While the average precision of 0.4103 and precision at 20 of 

0.4260 is slightly below the best result achieved by utilising linear combination of 

document term weights and inner product ranking, the neural fusion techniques continue to 

retrieve more relevant documents. This is mainly due to the performance of DTNF that has 

been shown to retrieve more relevant documents through its calculation of document term 

weights.  

 It is normal for neural approaches to be time consuming during training. The 

proposed term neural fusion technique is no exception to this. It can potentially suffer from 

extensive computation time for the neural network to learn properly during training. While 

this may be the case for some training processes, the proposed technique fortunately and 

most importantly does not suffer from this during testing. This is because the learning 

process is performed offline during training and only the resultant network configuration is 

used online to perform the fusion of real term weights during retrieval. The good retrieval 

performance achieved by many of the term neural fusion experiments show that it learned 

properly during training and produced interpretable results suitable for retrieval.  
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5.5 Comparison with Previous Results 

In this section, a comparison of the performance of the best context matching technique 

against previous best performing published results that use the same benchmark data is 

made. The configuration of parameters for context matching that achieved the best average 

precision were m = 7, n = 20, d = 255 and Dist(CD) = linear. These were found to be 

optimal by the evolutionary algorithm. When context matching used these parameter 

settings for the calculation of term confidence (TC), a top average precision of 0.4190 was 

achieved along with a precision at 20 of 0.43 and 1860 relevant retrieved documents. A 

comparison of the retrieval accuracy of CM with the top 3 previously best performing 

systems is shown in Figure 5.39. 
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Figure 5.39: Comparison of CM with previous best performing systems. 

 

To be able to draw any conclusions as to exactly why CM performs better than the other 

systems, it is necessary to consider each feature of each of the systems: 

• Microsoft [18]: OKAPI term weighting and ranking, traditional query 

expansion through blind relevance feedback and the query generated from 

both the title and description sections of the topic. 
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• Fujitsu [46]: Modified OKAPI term weighting, traditional query expansion 

through blind relevance feedback, bi-gram boosting and the query generated 

from both the title and description sections of the topic.  

• INQUERY [41]: A Bayesian inference network model that is based on a 

modified TFxIDF belief based ranking function, query expansion through 

blind relevance feedback using local context analysis and the query generated 

from both the title and description sections of the topic 

 

Essentially, all of the systems are based on a TFxIDF model and utilise traditional query 

expansion by blind relevance feedback to obtain expansion terms to add to the original 

query. All systems use both the title and description part of the topic to generate the 

inputted query except for the CM experiments that used only the title part.  

The bi-gram boosting technique of the Fujitsu system is the only feature that 

stands out as totally unique amongst the systems reviewed and worth describing here. Bi-

gram boosting is a technique that boosts the rank scores of documents that contain 

“phrases” of the original query terms. It does this by performing query expansion to extract 

bi-grams that are used to re-rank documents. These re-ranked documents are then used to 

perform traditional query expansion, where the expansion terms are permanently added to 

the original query.  In this system, a phrase is considered to be the co-occurrence of 

original query terms in a document within a specified window. This technique is somewhat 

based on the same philosophy as context matching in that closely occurring original query 

terms are an indication of relevance, but it is essentially a different technique.  

Before experimenting with CM on TREC's WT2g benchmark data, the best 

performing system was that of Microsoft Research that achieved at average precision of 

0.3829 at TREC 8 [18]. It is based on OKAPI weighting which was recently successfully 

used for the content-based retrieval part of topic distillation runs in TREC [43]. The main 

difference between the ranking and retrieval approach proposed in this research and all the 

other systems is the utilisation of the context matching technique for the generation of 

document term weights and term confidence. All the other systems base their document 

term significance measure only on TF. CM significantly improves retrieval accuracy and 

outperforms the previous best system of Microsoft by 9.43% with its top performing result 

of 0.4190. This obviously is a very encouraging and significant result and supports TC as a 

good measure of relevancy that can substantially improve retrieval accuracy.  
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5.6 Summary 

This chapter has provided analysis of the CBW, CM, document term weight combination 

and ranking techniques proposed. It showed why each of the techniques performed the way 

it did, whether or not the technique provided an improvement or degradation in the 

retrieval accuracy. 

It was shown that CBW is a promising technique and performs comparatively to 

IDF. CBW underperforms by only 3.5% with a number of individual queries achieving a 

higher accuracy over IDF when CBW was used. It was also discovered that level number 

and number of children were the most significant conceptual information types that 

contributed the most to the effective performance of CBW. 

 The analysis of context matching shows that it is an encouraging technique that 

achieves good results. This research investigated the optimisation of context matching 

parameters and showed how the evolutionary algorithm was able to find optimal settings 

that confirm previous investigations of manual combinations of parameters. The most 

optimal parameters were when n = 20, m = 7, d = 255 and Dist(CD) = linear and these 

performed with an improvement of 40.27% over the TF baseline. Also, the contextual 

importance term indicators resulting from CM were also shown to outperform TF when 

used alone. When combined together with TF to form term confidence (TC), an 

improvement of 9.43% on the retrieval accuracy over the previous top performing system 

was observed. A detailed investigation into TC vs. TF clearly showed that TC is a more 

suitable indicator of term significance and relevance. TC was the main reason substantial 

improvements in retrieval accuracy were observed.     

 This chapter also investigated each of the term combination and ranking 

techniques. While weighted ranking, QTNF and DTNF do not provide an overall 

significant improvement on retrieval accuracy, they do provide some useful enhancements 

in being able to retrieve more relevant documents.  
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Chapter 6 

Conclusion and Future Research 

This chapter concludes the research presented in this thesis. Section 6.1 presents the 

conclusion while section 6.2 outlines the direction of future research. 

6.1 Conclusion 

This research has proposed a novel approach for web information retrieval. It consists of a 

number of techniques addressing query and document term weighting, the combination of 

document term weights and ranking. Each proposed technique was implemented and tested 

on benchmark data and a comprehensive analysis and comparison was performed. Each of 

the following subsections highlights the significant aspects of each of the techniques and 

draws consequent conclusions. 

6.1.1 Concept-based Term Weighting 

Concept-based term weighting (CBW) was proposed as a novel and intuitive way of 

interpreting conceptual information in an ontology to derive query term importance 

weights. The chosen ontology was WordNet. It exploited four types of conceptual 

information as a basis for calculating term importance. These types included number of 

senses, number of synonyms, level number and number of children. It was proposed that a 

combination of these conceptual information types can contribute toward the CBW value 

of a term. Also, a default method for handling terms not appearing in WordNet was also 

proposed as part of the technique. The conceptual term matrix was proposed as a central 

storage method for the technique. The weighting and fusion of values in the conceptual 

term matrix ultimately affects the CBW value calculated. This research tested and 

investigated the different aspects of CBW, in particular the fusion of the conceptual term 

matrix to derive a single CBW value for a given term. 

 It was discovered that AVG column and row fusion of the conceptual term matrix 

was a good fusion method with only a 7.69% degradation in retrieval accuracy observed 

from the baseline. This is in comparison to a 20.74% or 10.74% potential degradation that 
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could be observed for MIN and MAX respectively, if they were to be used as part of the 

fusion process.  

 In order of significance of contribution to accurate and effect retrieval, the 

conceptual information types are listed as follows: 

1. Number of children. 

2. Level Number. 

3. Number of Senses. 

4. Number of Synonyms. 

 

It was discovered that when number of children and level number are combined and used 

as the only conceptual information types for the calculation of CBW values, the most 

effect retrieval accuracy was observed. The best CBW result performed with only a 3.5% 

degradation from the baseline. This encouraging result was obtained when utilising AVG 

for column fusion and average weighting for the row fusion of the level number and 

number of children conceptual information types.  

Overall, CBW performed comparably to IDF. It improves precision for many 

queries and could potentially outperform IDF if the technique was investigated further and 

advanced. It provides a promising alternative to using IDF as a method of determining 

term importance. 

6.1.2 Context Matching        

Context matching (CM) was proposed as a new method for determining document term 

significance by exploiting the context of the occurrence of a term in a document. The 

technique relies on first generating query context QC which can then be used by matching 

in the calculation the contextual importance of a term occurring in a document. It was 

shown how the original query terms Q and the expansion terms QR obtained by a 

traditional query technique can be used to form query context QC.  

 The main characteristics of CM that were ultimately shown to provide a significant 

advantage over other techniques were: 

1. It can determine a term in a document to be significant even if it appears with 

that document infrequently. 

2. It can determine a term in a document to be insignificant even if it appears 

within that document frequently. 

3. It can utilise query expansion terms effectively as a type of context. 
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CM achieved excellent results with over 40% improvement observed over the baseline 

when run with optimal parameter settings determined by an evolutionary algorithm. When 

utilising the same terms that form the context matching sub-context QR for traditional 

query expansion, an increase in retrieval accuracy of only 12.57% is observed over the 

baseline. This shows that CM is a far superior technique to traditional query expansion, 

where expansion terms are added to the original query and the new query is re-submitted 

for retrieval. While CM adds no ability for the system to overcome the keyword matching 

issue, it improves accuracy by being able to determine significance based on context of 

original query terms occurring in the documents. An increase in retrieval accuracy of more 

than 9% was observed when comparing the best CM result with the previously best 

published results. 

Context matching is well suited to the nature of the web information retrieval. This 

is mainly due to the fact the web queries are typically short (2-4 terms) and most 

documents that are relevant typically contain at least 1 occurrence of the original query 

term. This means that context matching can effectively boost these types of documents by 

matching context, rather than relying on the addition of new terms to the original query.  

A nice property of CM is that it provides contextual importance (CI) values CIq,Q,D 

and CIq,QR,D as a measure of the significance of a term in a document. These context-based 

impacts can be combined to form context matching confidence (CMC) and also be fused 

with TF to form a single value indicative of term significance called term confidence (TC). 

TC was shown to comfortably outperform TF in every way when used as a measure of 

document term significance. 

6.1.3 Combination of Document Term Weights 

The combination of CMC with TF maintains the perspective of calculating a local value of 

document term significance for each query term occurring in the document. This is 

different from an alternative approach that could be based on a global interpretation of 

document relevancy. Maintaining the notion of term significance impacts, this permits the 

continued use of known similarity measures such as inner product and avoids the need of 

introducing a new combination technique. This would be the case if a global approach was 

introduced. 

The linear combination of term frequency TFq,D with the context importance 

indicators CIq,Q,D and CIq,QR,D  provided the best method of combination to derive term 

confidence. Optimal weights were determined for linear combination and these were used 

as a basis for training the document term neural fusion (DTNF) technique. Although 
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DTNF did not provide any significant improvement in retrieval accuracy, except for the 

ability improve recall, it did provide a number of examples where it was able to retrieve 

more relevant documents than when simple linear combination was used. 

6.1.4 Document Ranking  

The main document ranking techniques proposed were weighted ranking and query term 

neural fusion (QTNF). They were both presented as algorithms based on the principles of 

inner product. Weighted ranking, presented as a weighted inner product type ranking 

algorithm, did not provide a significant improvement in retrieval accuracy. While it did not 

improve upon the average precision achieved by inner product ranking, it did manage to 

improve recall quite considerably. QTNF, which was trained using inner product as a basis 

for determining desired outputs for training, gave only a small improvement in average 

precision. Both techniques though achieved encouraging results in their own way.  

6.2 Future Research 

The focus of this section is to outline the direction for future research and the advancement 

of the CBW and CM techniques. The following subsections present possible further 

investigations that could be performed and potentially result in improving the techniques 

so that they contribute to an even higher retrieval accuracy.  

6.2.1 Optimising and Advancing Concept-based Term Weighting 

The optimisation of CBW is an important aspect of the technique that remains to be 

investigated. There are two main aspects of CBW optimisation that need to be addressed: 

1. Fusion of the conceptual term matrix. 

2. Determination of weighting functions. 

 

Currently, the fusion of the conceptual term matrix relies on the use of AVG, MIN and 

MAX row and column fusion. These are primitive techniques and do give adequate 

weighting to each of the elements in the conceptual term matrix during fusion. The 

proposed weighted average row fusion technique is a step in the right direction though. 

This attempts to weight each of the conceptual information types in a more sophisticated 

way. But the weighted average technique is not a complete technique in that only addresses 

row fusion after column fusion has been performed using AVG, MIN or MAX. A 

complete fusion technique would be one that combines the conceptual term matrix with a 
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weighted matrix that stores weights corresponding to each element in the conceptual term 

matrix. This is depicted in Figure 6.1. 
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Figure 6.1: Fusing the conceptual term matrix with an optimised weights matrix. 

 

The idea here is to first perform column fusion by combining the columns from the CTM 

with columns from the optimised weight matrix (OWM) using the weighted average 

method. After this initial step, a resultant row vector will be obtained and this can also be 

fused with weighted average fusion. The determination of the optimal weights for this type 

of fusion technique would be determined by an evolutionary algorithm. Each individual in 

the population would represent the weights in the OWM and the additional weight vector 

needed for row fusion. This technique could be investigated to potentially optimise the 

CBW technique to outperform IDF. 

 The determination of weighting functions for the transformation of the conceptual 

information types from integer values to weighted values is another significant aspect of 

the technique. Currently, these weighting functions are based upon global statistics 

obtained from interpreting the conceptual information in WordNet as a whole. The 

investigation and optimisation of these functions would surely provide functions that 

perform weighting more accurately. These improved functions along with a complete 

weighted fusion technique would hopefully result in the improved retrieval performance of 

CBW that can potentially outperform IDF. 

 One final aspect of CBW that was not considered by this research is the 

advancement of the technique to use document collection statistics. Currently, the 

technique is totally independent of document collection statistics and does not have any 

reliance what so ever on the document collection. While this from a certain perspective is 
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considered a desirable characteristic of CBW, it may be preventing CBW from performing 

with higher accuracy. Intuitively, the extraction of information from the document 

collection could assist in providing more suitable importance values. Investigations can be 

made into techniques that combine statistical interpretations of the occurrence of a term in 

the collection with the current technique. This would result in a powerful hybrid CBW 

technique that could exploit the document collection and conceptual information of terms 

at the same time.  

6.2.2  Alternative Matching Algorithms for Context Matching 

Context matching currently performs matching by basing its calculation on the closest 

distance between the occurrence of terms in documents. While this has been shown to 

achieve encouraging results, it is ignoring the exploitation of term position information 

from other perspectives.  The global positions of a term in a document in relation to other 

terms appearing within the same document can be investigated further. Following the same 

principle algorithm already established by CM, different interpretations of the relationship 

between the occurrence of two terms in a document can be proposed instead of only 

calculating the closest distance between the occurrence of two terms. The proposal and 

investigation of techniques to address context matching from this perspective may result in 

the adaptation of known distance and similarity measures to deal with computing the 

difference between terms and their positions in documents.   

 Ideally, these new matching techniques would produce a single value that can be 

used as an interpretation of the relatedness between two terms in the document in the 

context of the query. This would mean that the current Equation (3-5) would remain the 

same except for substituting Dist(CD) for the new measure of distance or similarity 

between terms q and c in document D.  Changing the distance function would mean that 

the nature of the contextual importance values calculated by the equation would be 

different. This would mean that the optimisation of the linear combination method would 

have to be performed again to ensure accurate retrieval. This would need to be 

investigated. 
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Appendix A 

The experimental results included in this appendix tested weighted average row fusion of 

the 4 conceptual information types for CBW. The 4 conceptual information types number 

of senses, number of synonyms, level number and number of children were combined with 

W1, W2, W3 and W4 respectively as part of weighted average row fusion. AVG was used for 

column fusion of the CTM. Comparisons (%∆) against the baseline are made for each 

experiment.  

 

 

Table A.1: Results of CBW when using weighted average for row fusion and W1 = 1. 

W1 W2 W3 W4 
Avg. 
Prec. %∆ Prec. 

@ 20 
# Rel. 
Docs 

1 1 1 1 0.2762 -7.62% 0.3060 1681 
1 1 1 0.5 0.2737 -8.46% 0.2990 1668 
1 1 1 0 0.2574 -13.91% 0.2920 1652 
1 1 0.5 1 0.2759 -7.74% 0.3010 1677 
1 1 0.5 0.5 0.2706 -9.49% 0.2970 1670 
1 1 0.5 0 0.2526 -15.51% 0.2810 1654 
1 1 0 1 0.2832 -5.28% 0.2990 1666 
1 1 0 0.5 0.2614 -12.58% 0.2920 1674 
1 1 0 0 0.2480 -17.04% 0.2790 1654 
1 0.5 1 0.5 0.2800 -6.36% 0.2960 1671 
1 0.5 1 1 0.2765 -7.51% 0.3060 1688 
1 0.5 1 0 0.2606 -12.84% 0.2930 1662 
1 0.5 0.5 0.5 0.2757 -7.79% 0.2950 1672 
1 0.5 0.5 1 0.2747 -8.12% 0.3050 1686 
1 0.5 0.5 0 0.2582 -13.66% 0.2820 1657 
1 0.5 0 1 0.2736 -8.50% 0.3040 1672 
1 0.5 0 0.5 0.2698 -9.77% 0.2880 1664 
1 0.5 0 0 0.2526 -15.51% 0.2800 1649 
1 0 1 0.5 0.2755 -7.85% 0.2950 1693 
1 0 1 1 0.2743 -8.27% 0.3040 1707 
1 0 1 0 0.2718 -9.08% 0.2820 1655 
1 0 0.5 0.5 0.2749 -8.06% 0.2960 1691 
1 0 0.5 1 0.2723 -8.94% 0.3020 1699 
1 0 0.5 0 0.2615 -12.55% 0.2780 1654 
1 0 0 0.5 0.2716 -9.17% 0.2950 1665 
1 0 0 1 0.2701 -9.65% 0.2970 1675 
1 0 0 0 0.2532 -15.31% 0.2760 1636 
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Table A.2: Results of CBW when using weighted average for row fusion and W1 = 0.5. 

W1 W2 W3 W4 
Avg. 
Prec. %∆ Prec. 

@ 20 
# Rel. 
Docs 

0.5 1 1 0.5 0.2749 -8.05% 0.3040 1660 
0.5 1 1 1 0.2741 -8.33% 0.3090 1679 
0.5 1 1 0 0.2558 -14.46% 0.2870 1650 
0.5 1 0.5 1 0.2761 -7.65% 0.3070 1679 
0.5 1 0.5 0.5 0.2690 -10.04% 0.2960 1667 
0.5 1 0.5 0 0.2506 -16.18% 0.2830 1645 
0.5 1 0 1 0.2733 -8.60% 0.3090 1671 
0.5 1 0 0.5 0.2646 -11.51% 0.2970 1667 
0.5 1 0 0 0.2402 -19.68% 0.2720 1648 
0.5 0.5 1 1 0.2805 -6.19% 0.3090 1683 
0.5 0.5 1 0.5 0.2792 -6.63% 0.3060 1678 
0.5 0.5 1 0 0.2603 -12.95% 0.2910 1651 
0.5 0.5 0.5 1 0.2784 -6.87% 0.3100 1685 
0.5 0.5 0.5 0.5 0.2762 -7.62% 0.3060 1681 
0.5 0.5 0.5 0 0.2574 -13.91% 0.2920 1652 
0.5 0.5 0 0.5 0.2832 -5.28% 0.2990 1666 
0.5 0.5 0 1 0.2733 -8.61% 0.3080 1682 
0.5 0.5 0 0 0.2480 -17.04% 0.2790 1654 
0.5 0 1 1 0.2772 -7.30% 0.3080 1707 
0.5 0 1 0.5 0.2747 -8.13% 0.3010 1695 
0.5 0 1 0 0.2718 -9.08% 0.2900 1662 
0.5 0 0.5 1 0.2766 -7.51% 0.3070 1705 
0.5 0 0.5 0.5 0.2743 -8.27% 0.3040 1707 
0.5 0 0.5 0 0.2718 -9.08% 0.2820 1655 
0.5 0 0 1 0.2748 -8.09% 0.3050 1676 
0.5 0 0 0.5 0.2701 -9.65% 0.2970 1675 
0.5 0 0 0 0.2532 -15.31% 0.2760 1636 
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Table A.3: Results of CBW when using weighted average for row fusion and W1 = 0. 

W1 W2 W3 W4 
Avg. 
Prec. %∆ Prec. @ 

20 
# Rel. 
Docs 

0 1 1 0.5 0.2717 -9.14% 0.3000 1657 
0 1 1 1 0.2709 -9.39% 0.3100 1675 
0 1 1 0 0.2510 -16.06% 0.2880 1613 
0 1 0.5 0.5 0.2702 -9.63% 0.2990 1652 
0 1 0.5 1 0.2700 -9.68% 0.3090 1678 
0 1 0.5 0 0.2452 -18.01% 0.2750 1609 
0 1 0 0.5 0.2644 -11.57% 0.2930 1637 
0 1 0 1 0.2632 -11.98% 0.3070 1678 
0 1 0 0 0.2239 -25.12% 0.2610 1568 
0 0.5 1 1 0.2755 -7.86% 0.3170 1691 
0 0.5 1 0.5 0.2727 -8.80% 0.3110 1672 
0 0.5 1 0 0.2609 -12.74% 0.3000 1625 
0 0.5 0.5 1 0.2749 -8.05% 0.3170 1691 
0 0.5 0.5 0.5 0.2709 -9.39% 0.3100 1675 
0 0.5 0.5 0 0.2510 -16.06% 0.2880 1613 
0 0.5 0 1 0.2716 -9.16% 0.3210 1686 
0 0.5 0 0.5 0.2632 -11.98% 0.3070 1678 
0 0.5 0 0 0.2239 -25.12% 0.2610 1568 
0 0 1 1 0.2838 -5.09% 0.3130 1700 
0 0 1 0.5 0.2810 -6.03% 0.3160 1679 
0 0 1 0 0.2606 -12.84% 0.2720 1651 
0 0 0.5 0.5 0.2838 -5.09% 0.3130 1700 
0 0 0.5 1 0.2812 -5.95% 0.3190 1695 
0 0 0.5 0 0.2606 -12.84% 0.2720 1651 
0 0 0 0.5 0.2754 -7.88% 0.3170 1657 
0 0 0 1 0.2754 -7.88% 0.3170 1657 
0 0 0 0 0.0145 -95.16% 0.0040 268 
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Appendix B 

The tables listed in this appendix show the full set of context matching based experimental 

results obtained by testing the 84 manually selected combinations of parameter values 

when: 

• m was set to either 3, 5, 10 or 20,  

• n was set to 20, 

• d was set to either 10, 30, 50, 100, 250, 1000 or 65535, and 

• Dist(CD) was set to Gaussian, linear or hard limiter.  

 

Comparisons (%∆) are made against the baseline for each experiment.  

 

 

Table B.1: Context matching results when m = 3. 

m d Dist(CD) Avg. Prec. %∆  Prec. @ 20 #Rel. Docs. 
3 10 Gaussian 0.3647 +22.10% 0.363 1843 
3 10 Hard Limiter 0.3765 +26.06% 0.383 1840 
3 10 Linear 0.3681 +23.25% 0.373 1850 
3 30 Gaussian 0.3833 +28.31% 0.389 1857 
3 30 Hard Limiter 0.3893 +30.34% 0.405 1839 
3 30 Linear 0.3902 +30.63% 0.390 1851 
3 50 Gaussian 0.3954 +32.39% 0.401 1845 
3 50 Hard Limiter 0.3911 +30.95% 0.411 1836 
3 50 Linear 0.3968 +32.86% 0.403 1839 
3 100 Gaussian 0.3997 +33.83% 0.410 1847 
3 100 Hard Limiter 0.3886 +30.11% 0.404 1813 
3 100 Linear 0.4039 +35.22% 0.408 1836 
3 250 Gaussian 0.4018 +34.51% 0.413 1831 
3 250 Hard Limiter 0.3863 +29.34% 0.403 1837 
3 250 Linear 0.4029 +34.89% 0.413 1838 
3 1000 Gaussian 0.3916 +31.11% 0.406 1846 
3 1000 Hard Limiter 0.3586 +20.04% 0.380 1847 
3 1000 Linear 0.3901 +30.59% 0.410 1854 
3 65535 Gaussian 0.3428 +14.75% 0.374 1849 
3 65535 Hard Limiter 0.3419 +14.48% 0.371 1848 
3 65535 Linear 0.3447 +15.40% 0.376 1850 



 196

 

 

 

 

 

 

 

 

 

Table B.2: Context matching results when m = 5. 

m d Dist(CD) Avg. Prec. %∆  Prec. @ 20 #Rel. Docs. 
5 10 Gaussian 0.3686 +23.40% 0.379 1850 
5 10 Hard Limiter 0.3841 +28.61% 0.388 1847 
5 10 Linear 0.3731 +24.90% 0.388 1850 
5 30 Gaussian 0.3907 +30.80% 0.394 1860 
5 30 Hard Limiter 0.3992 +33.66% 0.411 1849 
5 30 Linear 0.3950 +32.23% 0.403 1863 
5 50 Gaussian 0.3989 +33.54% 0.402 1862 
5 50 Hard Limiter 0.4014 +34.40% 0.420 1864 
5 50 Linear 0.4037 +35.15% 0.408 1857 
5 100 Gaussian 0.4112 +37.66% 0.420 1869 
5 100 Hard Limiter 0.4045 +35.42% 0.422 1835 
5 100 Linear 0.4137 +38.49% 0.420 1864 
5 250 Gaussian 0.4136 +38.47% 0.433 1853 
5 250 Hard Limiter 0.3986 +33.45% 0.420 1854 
5 250 Linear 0.4125 +38.10% 0.432 1859 
5 1000 Gaussian 0.3962 +32.64% 0.421 1860 
5 1000 Hard Limiter 0.3673 +22.99% 0.392 1853 
5 1000 Linear 0.3960 +32.58% 0.421 1865 
5 65535 Gaussian 0.3531 +18.23% 0.377 1839 
5 65535 Hard Limiter 0.3494 +16.98% 0.377 1839 
5 65535 Linear 0.3554 +19.00% 0.376 1840 
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Table B.3: Context matching results when m = 10. 

m d Dist(CD) Avg. Prec. %∆  Prec. @ 20 #Rel. Docs. 
10 10 Gaussian 0.3674 +22.99% 0.381 1838 
10 10 Hard Limiter 0.3846 +28.75% 0.391 1842 
10 10 Linear 0.3726 +24.76% 0.387 1843 
10 30 Gaussian 0.3903 +30.66% 0.397 1852 
10 30 Hard Limiter 0.4034 +35.04% 0.410 1854 
10 30 Linear 0.3953 +32.36% 0.397 1856 
10 50 Gaussian 0.4003 +34.04% 0.400 1855 
10 50 Hard Limiter 0.4026 +34.80% 0.413 1867 
10 50 Linear 0.4035 +35.09% 0.411 1854 
10 100 Gaussian 0.4095 +37.09% 0.415 1867 
10 100 Hard Limiter 0.4069 +36.25% 0.413 1845 
10 100 Linear 0.4135 +38.44% 0.417 1864 
10 250 Gaussian 0.4130 +38.27% 0.416 1858 
10 250 Hard Limiter 0.3966 +32.77% 0.417 1850 
10 250 Linear 0.4142 +38.68% 0.417 1864 
10 1000 Gaussian 0.4010 +34.25% 0.417 1860 
10 1000 Hard Limiter 0.3719 +24.51% 0.399 1866 
10 1000 Linear 0.4020 +34.58% 0.411 1872 
10 65535 Gaussian 0.3527 +18.09% 0.385 1864 
10 65535 Hard Limiter 0.3514 +17.64% 0.385 1864 
10 65535 Linear 0.3543 +18.63% 0.386 1867 
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Table B.4: Context matching results when m = 20. 

m d Dist(CD) Avg. Prec. %∆  Prec. @ 20 #Rel. Docs. 
20 10 Gaussian 0.3593 +20.31% 0.380 1846 
20 10 Hard Limiter 0.3843 +28.67% 0.393 1842 
20 10 Linear 0.3704 +24.02% 0.382 1845 
20 30 Gaussian 0.3888 +30.18% 0.396 1854 
20 30 Hard Limiter 0.3985 +33.43% 0.409 1852 
20 30 Linear 0.3946 +32.11% 0.396 1852 
20 50 Gaussian 0.3980 +33.26% 0.402 1859 
20 50 Hard Limiter 0.4016 +34.47% 0.406 1871 
20 50 Linear 0.4006 +34.13% 0.406 1859 
20 100 Gaussian 0.4088 +36.87% 0.410 1868 
20 100 Hard Limiter 0.4031 +34.96% 0.404 1844 
20 100 Linear 0.4092 +37.00% 0.410 1869 
20 250 Gaussian 0.4068 +36.19% 0.416 1860 
20 250 Hard Limiter 0.3934 +31.72% 0.411 1859 
20 250 Linear 0.4097 +37.15% 0.417 1861 
20 1000 Gaussian 0.3906 +30.76% 0.409 1869 
20 1000 Hard Limiter 0.3684 +23.33% 0.386 1866 
20 1000 Linear 0.3916 +31.11% 0.401 1871 
20 65535 Gaussian 0.3517 +17.74% 0.376 1851 
20 65535 Hard Limiter 0.3499 +17.15% 0.372 1850 
20 65535 Linear 0.3536 +18.38% 0.376 1854 
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Appendix C 

Listed in this appendix are a number of experimental results that were obtained for 

document term neural fusion with various combinations of network settings when: 

• Number of hidden units was set to 4, 5, 7, 10, 12, 15, 17 or 20, 

• Learning rate and momentum were set to 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8 or 

0.9,  

• Number of iterations was set to 1000, 10000, 25000, 50000, 100000 or 

1000000, and 

• RMS error as a stopping criteria, was set to 0.001 for all experiments.  

 

Each network configuration was trained on sample data and then integrated into the 

retrieval system for testing with real input data.  

 

 

 

 

Table C.1: DTNF results when using 4 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

4 0.1 0.1 0.001 1000 0.4115 0.4270 1980 
4 0.1 0.1 0.001 10000 0.4112 0.4280 1979 
4 0.1 0.1 0.001 25000 0.4112 0.4270 1979 
4 0.1 0.1 0.001 50000 0.4112 0.4270 1979 
4 0.1 0.1 0.001 100000 0.4113 0.4280 1979 
4 0.3 0.7 0.001 25000 0.4102 0.4280 1979 
4 0.4 0.9 0.001 1000 0.4089 0.4300 1980 
4 0.8 0.7 0.001 10000 0.4109 0.4290 1980 
4 0.8 0.2 0.001 50000 0.4100 0.4270 1980 
4 0.8 1 0.001 100000 0.1746 0.1600 1604 
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Table C.2: DTNF results when using 5 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

5 0.1 0.1 0.001 1000 0.4112 0.4260 1980 
5 0.1 0.1 0.001 10000 0.4114 0.4280 1979 
5 0.1 0.1 0.001 25000 0.4113 0.4270 1979 
5 0.1 0.1 0.001 50000 0.4112 0.4280 1979 
5 0.1 0.1 0.001 100000 0.4113 0.4280 1979 
5 0.2 1 0.001 25000 0.1746 0.1600 1604 
5 0.3 0.9 0.001 1000 0.4085 0.4280 1981 
5 0.7 0.7 0.001 100000 0.4100 0.4280 1979 
5 0.8 0.4 0.001 10000 0.4101 0.4290 1980 
5 1 0.9 0.001 50000 0.4096 0.4250 1980 

 

 

 

 

 

 

Table C.3: DTNF results when using 7 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

7 0.1 0.1 0.001 1000 0.4113 0.4280 1980 
7 0.1 0.1 0.001 10000 0.4111 0.4270 1979 
7 0.1 0.1 0.001 25000 0.4113 0.4280 1979 
7 0.1 0.1 0.001 50000 0.4112 0.4280 1979 
7 0.1 0.1 0.001 100000 0.4113 0.4280 1979 
7 0.3 0.8 0.001 25000 0.4106 0.4290 1980 
7 0.4 0.6 0.001 10000 0.4109 0.4280 1980 
7 0.4 0.4 0.001 100000 0.4109 0.4280 1979 
7 0.5 0.5 0.001 1000 0.4109 0.4280 1979 
7 0.8 0.8 0.001 50000 0.4091 0.4290 1980 
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Table C.4: DTNF results when using 10 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

10 0.1 0.1 0.001 1000 0.4116 0.4270 1980 
10 0.1 0.1 0.001 10000 0.4112 0.4290 1979 
10 0.1 0.1 0.001 25000 0.4113 0.4280 1979 
10 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
10 0.1 0.1 0.001 100000 0.4113 0.4280 1979 
10 0.3 0.9 0.001 1000 0.4105 0.4290 1979 
10 0.5 0.3 0.001 100000 0.4109 0.4290 1980 
10 0.9 0.9 0.001 10000 0.4091 0.4250 1981 
10 0.9 0.5 0.001 25000 0.4106 0.4290 1980 
10 1 0.9 0.001 50000 0.4092 0.4250 1981 

 

 

 

 

 

 

Table C.5: DTNF results when using 12 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

12 0.1 0.7 0.001 50000 0.4111 0.4280 1979 
12 0.1 0.1 0.001 1000 0.4117 0.4270 1979 
12 0.1 0.1 0.001 10000 0.4111 0.4280 1979 
12 0.1 0.1 0.001 25000 0.4110 0.4280 1979 
12 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
12 0.1 0.1 0.001 100000 0.4112 0.4280 1979 
12 0.3 0.7 0.001 1000 0.4108 0.4290 1980 
12 0.3 0.9 0.001 10000 0.4114 0.4290 1980 
12 0.6 0.8 0.001 100000 0.4108 0.4290 1980 
12 0.7 0.5 0.001 25000 0.4107 0.4290 1980 
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Table C.6: DTNF results when using 15 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

15 0.1 0.1 0.001 1000 0.4116 0.4270 1979 
15 0.1 0.1 0.001 10000 0.4111 0.4290 1979 
15 0.1 0.1 0.001 25000 0.4111 0.4280 1979 
15 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
15 0.1 0.1 0.001 100000 0.4114 0.4280 1979 
15 0.2 0.7 0.001 10000 0.4112 0.4290 1980 
15 0.2 0.2 0.001 100000 0.4114 0.4280 1979 
15 0.3 0.8 0.001 50000 0.4107 0.4290 1980 
15 0.5 0.3 0.001 25000 0.4112 0.4290 1980 
15 0.9 0.8 0.001 1000 0.4107 0.4290 1980 

 

 

 

 

 

 

Table C.7: DTNF results when using 17 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

17 0.1 0.1 0.001 1000 0.4112 0.4270 1980 
17 0.1 0.1 0.001 10000 0.4111 0.4290 1980 
17 0.1 0.1 0.001 25000 0.4111 0.4280 1979 
17 0.1 0.1 0.001 50000 0.4113 0.4280 1979 
17 0.1 0.1 0.001 100000 0.4114 0.4280 1979 
17 0.3 0.1 0.001 50000 0.4113 0.4280 1979 
17 0.3 0.8 0.001 100000 0.4110 0.4290 1980 
17 0.5 0.8 0.001 25000 0.4112 0.4290 1980 
17 0.6 0.7 0.001 1000 0.4108 0.4290 1980 
17 0.9 0.2 0.001 10000 0.4109 0.4290 1980 
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Table C.8: DTNF results when using 20 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

20 0.1 0.1 0.001 1000 0.4112 0.4270 1980 
20 0.1 0.1 0.001 10000 0.4111 0.4290 1979 
20 0.1 0.1 0.001 25000 0.4111 0.4280 1979 
20 0.1 0.1 0.001 50000 0.4114 0.4280 1979 
20 0.1 0.1 0.001 100000 0.4114 0.4280 1979 
20 0.5 0.2 0.001 25000 0.4111 0.4290 1979 
20 0.6 1 0.001 1000 0.0665 0.0350 923 
20 0.7 0.8 0.001 10000 0.4112 0.4280 1980 
20 0.7 0.4 0.001 50000 0.4114 0.4290 1980 
20 0.8 0.4 0.001 100000 0.4114 0.4290 1980 
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Appendix D 

Listed in this appendix are a number of experimental results that were obtained for query 

term neural fusion with various combinations of network settings when: 

• Number of hidden units was set to 4, 5, 7, 10, 12, 15, 17 or 20, 

• Learning rate and momentum were set to 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8 or 

0.9,  

• Number of iterations was set to 1000, 10000, 25000, 50000, 100000 or 

1000000, and 

• RMS error as a stopping criteria, was set to 0.001 for all experiments.  

 

Each network configuration was trained on sample data and then integrated into the 

retrieval system for testing with real input data.  

 

 

 

 

 

Table D.1: QTNF results when using 4 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

4 0.1 0.1 0.001 1000 0.4137 0.4270 1979 
4 0.1 0.1 0.001 10000 0.4107 0.4210 1955 
4 0.1 0.1 0.001 25000 0.4094 0.4220 1954 
4 0.1 0.1 0.001 50000 0.4084 0.4240 1956 
4 0.1 0.1 0.001 100000 0.4081 0.4230 1957 
4 0.3 0.8 0.001 25000 0.4090 0.4230 1954 
4 0.4 0.1 0.001 10000 0.4087 0.4230 1955 
4 0.5 0.2 0.001 1000 0.4110 0.4230 1950 
4 0.6 0.2 0.001 100000 0.4085 0.4190 1956 
4 0.6 1 0.001 50000 0.0149 0.0110 164 
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Table D.2: QTNF results when using 5 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

5 0.1 0.1 0.001 1000 0.4137 0.4270 1978 
5 0.1 0.1 0.001 10000 0.4107 0.4240 1956 
5 0.1 0.1 0.001 25000 0.4090 0.4240 1955 
5 0.1 0.1 0.001 50000 0.4086 0.4230 1955 
5 0.1 0.1 0.001 100000 0.4082 0.4220 1955 
5 0.3 0.2 0.001 25000 0.4082 0.4220 1955 
5 0.3 1 0.001 100000 0.2263 0.2370 1230 
5 0.8 0.3 0.001 1000 0.4116 0.4230 1955 
5 0.8 0.5 0.001 10000 0.4087 0.4230 1954 
5 0.8 0.5 0.001 50000 0.4094 0.4200 1953 

 

 

 

 

 

 

 

Table D.3: QTNF results when using 7 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

7 0.1 0.1 0.001 1000 0.4103 0.4250 1976 
7 0.1 0.1 0.001 10000 0.4125 0.4260 1983 
7 0.1 0.1 0.001 25000 0.4126 0.4280 1983 
7 0.1 0.1 0.001 50000 0.4126 0.4280 1981 
7 0.1 0.1 0.001 1000000 0.4190 0.4260 1863 
7 0.1 0.5 0.001 1000000 0.4166 0.4270 1873 
7 0.3 0.2 0.001 1000 0.4137 0.4240 1986 
7 0.3 0.7 0.001 25000 0.4132 0.4280 1984 
7 0.5 0.7 0.001 50000 0.4132 0.4310 1983 
7 0.8 0.7 0.001 10000 0.4132 0.4290 1982 
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Table D.4: QTNF results when using 10 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

10 0.1 0.1 0.001 1000 0.4102 0.4250 1979 
10 0.1 0.1 0.001 10000 0.4130 0.4280 1983 
10 0.1 0.1 0.001 25000 0.4129 0.4270 1983 
10 0.1 0.1 0.001 50000 0.4130 0.4280 1981 
10 0.1 0.1 0.001 100000 0.4123 0.4240 1976 
10 0.1 0.2 0.001 1000 0.4100 0.4240 1980 
10 0.3 0.4 0.001 10000 0.4125 0.4270 1985 
10 0.4 0.5 0.001 50000 0.4131 0.4280 1984 
10 0.5 0.3 0.001 100000 0.4131 0.4280 1984 
10 0.8 0.8 0.001 25000 0.4134 0.4280 1982 

 

 

 

 

 

 

 

Table D.5: QTNF results when using 12 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

12 0.1 0.1 0.001 1000 0.4105 0.4240 1979 
12 0.1 0.1 0.001 10000 0.4136 0.4300 1984 
12 0.1 0.1 0.001 25000 0.4130 0.4280 1983 
12 0.1 0.1 0.001 50000 0.4129 0.4280 1983 
12 0.1 0.1 0.001 100000 0.4125 0.4240 1977 
12 0.4 0.2 0.001 10000 0.4127 0.4270 1983 
12 0.4 0.9 0.001 25000 0.4134 0.4270 1986 
12 0.5 0.2 0.001 100000 0.4133 0.4280 1984 
12 0.7 0.2 0.001 1000 0.4137 0.4280 1984 
12 0.7 0.5 0.001 50000 0.4133 0.4290 1984 
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Table D.6: QTNF results when using 15 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

15 0.1 0.1 0.001 1000 0.4101 0.4230 1977 
15 0.1 0.1 0.001 10000 0.4131 0.4280 1983 
15 0.1 0.1 0.001 25000 0.4125 0.4270 1983 
15 0.1 0.1 0.001 50000 0.4129 0.4280 1983 
15 0.1 0.1 0.001 100000 0.4122 0.4240 1974 
15 0.3 0.4 0.001 50000 0.4153 0.4240 1884 
15 0.4 0.1 0.001 10000 0.4125 0.4270 1983 
15 0.4 0.2 0.001 25000 0.4134 0.4230 1978 
15 0.6 0.3 0.001 100000 0.4131 0.4280 1985 
15 0.9 0.9 0.001 1000 0.4140 0.4250 1983 

 

 

 

 

 

 

 

Table D.7: QTNF results when using 17 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

17 0.1 0.1 0.001 1000 0.4102 0.4230 1977 
17 0.1 0.1 0.001 10000 0.4130 0.4280 1981 
17 0.1 0.1 0.001 25000 0.4129 0.4280 1980 
17 0.1 0.1 0.001 50000 0.4132 0.4260 1981 
17 0.1 0.1 0.001 100000 0.4115 0.4220 1931 
17 0.1 0.7 0.001 25000 0.4134 0.4260 1980 
17 0.3 0.2 0.001 1000 0.4127 0.4240 1981 
17 0.6 0.2 0.001 10000 0.4126 0.4280 1985 
17 0.8 0.5 0.001 50000 0.4111 0.4310 1979 
17 0.9 0.8 0.001 100000 0.4137 0.4280 1979 
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Table D.8: QTNF results when using 20 hidden units. 

# 
Hidden 
Units 

Learning 
Rate Momentum RMS # 

Iterations
Avg. 
Prec. 

Prec. 
@ 20 

# Rel. 
Docs 

20 0.1 0.1 0.001 1000 0.4097 0.4230 1977 
20 0.1 0.1 0.001 10000 0.4136 0.4290 1983 
20 0.1 0.1 0.001 25000 0.4129 0.4270 1983 
20 0.1 0.1 0.001 50000 0.4130 0.4240 1981 
20 0.1 0.1 0.001 100000 0.4123 0.4220 1899 
20 0.1 0.7 0.001 1000 0.4119 0.4240 1979 
20 0.4 0.9 0.001 25000 0.4103 0.4290 1974 
20 0.6 0.7 0.001 50000 0.4110 0.4300 1978 
20 0.7 0.7 0.001 100000 0.4136 0.4280 1983 
20 0.9 0.6 0.001 10000 0.4110 0.4310 1980 

 


