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Abstract
The application of concepts from quantum information science to the task of measuring properties of physical systems allows precision and perspectives going beyond
that available through classical approaches. This thesis presents experimental and
theoretical work that demonstrates this in the context of optical quantum systems,
with particular emphasis on photonics.
We firstly study a series of algorithms to measure an optical phase using interferometry, where no prior information about the phase is given. The standard
√
quantum limit, ∆φ = O(1/ N ), describes the classical limit of phase estimate
uncertainty ∆φ as a function of the number of resources N when N grows large.
Optimal entangled quantum states and entangling measurements allow for phase
measurement uncertainty at the Heisenberg limit, ∆φ = O(1/N ), but the practical
implementation of this is impossible with current techniques. A different technique,
the quantum phase estimation algorithm from quantum computation science, can
employ NOON entangled states or multipassed single photons. We experimentally
demonstrate this algorithm with the latter, showing that it does not attain the
Heisenberg limit, but rather scales as the standard quantum limit.
We construct new schemes to go beyond the standard quantum limit, beginning with
a new hybrid scheme where the results of standard phase measurements are combined
with those of the quantum phase estimation algorithm. We show, theoretically
and experimentally, that this new scheme exhibits scaling near 1/N 3/4 , beyond
the standard quantum limit. We then generalise the quantum phase estimation
algorithm using multiple adaptive measurements, and show experimentally that this
new algorithm exhibits performance scaling as the Heisenberg limit, 1/N . Next, we
remove the adaptivity from the scheme, constructing a new scheme by carefully
engineering the way individual resources are allocated.

We show, theoretically

and experimentally, that this new nonadaptive algorithm also exhibits performance
scaling as the Heisenberg limit, 1/N .

iv
We also consider the application of entangled multiphoton states to the problem of
phase measurement. Typical approaches attempt to engineer the optimal multiphoton states for phase measurement in a top-down fashion. Here, we demonstrate a
new bottom-up approach where the measurement algorithm is tailored to a set of
available nonideal entangled states. We illustrate this with the example of dual Fock
states, and experimentally demonstrate phase measurement using this approach with
uncertainty below the standard quantum limit.
Secondly, we study a set of local measurement schemes to discriminate a pair of
nonorthogonal states with minimal error, where N copies of the state are available.
Where the overlap of the two states is t, and the prior probability of having each
state is q± , we begin with three schemes applied to pure states: a majority vote
scheme which exhibits error probability scaling as tN , a unanimity vote scheme with

error probability equal to min(q+ , q− )t2N , and a locally optimal adaptive scheme

with error probability q+ q− tN in the large N limit. Notably, the adaptive scheme

has error probability equal to an optimal collective measurement performed over all
N copies. We demonstrate the performance of each local scheme experimentally.
Following this, we consider the performance of these schemes as depolarising mixture
is applied to the states, finding the remarkable result that, beyond a specific number
of copies, the majority vote exhibits lower probability of error than the optimising adaptive scheme. In response, we construct through dynamic programming a
globally optimal adaptive scheme that exhibits the lowest probability of error of
any local measurement scheme given any number of copies N . In addition, we
extend each of the pure state schemes to suit the condition of mixture by employing
Bayesian analysis. Then, by applying depolarising mixture through measurements,
we experimentally demonstrate these four schemes for various levels of mixture. We
also present a theoretical analysis of the scaling of discrimination schemes in the
limit of large N .
Finally, we investigate the application of weak measurements to Bell’s theorem.
Employing the negative joint probabilities obtained through weak values allows
us to view the observed violation of local hidden variable models by correlated
measurements in a new way where locality is favoured over objective realism. We
demonstrate this approach experimentally by weakly measuring the polarisation
state of entangled photon pairs. We observe violation of the CHSH inequality in
terms of negative joint probabilities of outcomes of noncommuting measurements.
We also examine the change in probabilities as the tangle of the photon states
produced by the source is varied.
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Chapter 1

Introduction
Scientific measurement is the foundation of modern technology. Historically, advances in our ability to perform accurate and precise measurements have gone handin-hand with the development of new technologies and the improvement of existing
ones. In addition to this, probing the limits of measurement has frequently led to
breakthroughs in scientific understanding, affording new insights into the nature of
the physical universe and opening up new avenues of scientific inquiry.
Control of dynamic systems based on measurement is vital to many modern technologies. In order to achieve their desired outcomes, many modern technologies make
use of sophisticated control techniques where parameters of the dynamic system are
adjusted through a process of feedback. Often, this process relies on measurements
of the environment and the outputs of the system—for example, a cruise control
system of a vehicle maintains a desired speed by measuring the current speed
and adjusting the throttle appropriately. Numerous technological control systems
operate according to these principles, where measurement is at the heart.
From its inception in the early twentieth century [1, 2], one of the most significant scientific revolutions to impact our understanding of measurement was the
development of the theory of quantum mechanics.

Distinct from the intuitive

concepts of classical physics, with well-defined continuous observable properties,
the fundamentally probabilistic quantum mechanical theory presented a new model
of the physical universe in which strange and frequently counterintuitive properties
such as quantisation, superposition, and entanglement are basic components.
As measurement is itself a physical process, it is limited by the quantum nature of the
physical universe. Effects such as shot noise [3–5], measurement back-action [6–9],
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the no-cloning theorem [10, 11], and the Heisenberg uncertainty principle [12, 13]
conspire to limit our ability to perform precise measurements using the techniques
conventional to classical physics. It is not surprising that for many years quantum
mechanics was commonly viewed as a restriction of precision measurement.
It has been only recently that the remarkable potential to productively utilise
quantum mechanics to improve measurement and other information tasks has been
identified. Feynman’s 1982 proposal [14] to use an inherently quantum mechanical machine as a basis to efficiently perform simulations of quantum systems—a
task that is believed to be impossible to achieve efficiently with classical computer
systems—marked the beginning of the field of quantum computation science. This
potentially productive use of quantum mechanics, having clear applications for the
development of technologies that operate at the quantum level (such as nanoengineering and medical applications), contrasts the previously held view that quantum
mechanics necessarily implies limitation.
In addition to using quantum computers as simulators of quantum systems [15–
17], the discovery of algorithms with efficiency better than the best known classical algorithms [18, 19], including algorithms for integer factorisation [20], database
search [21], and processing systems of linear equations [22], motivate present day
research with the aim to actualise a quantum computer [23]. At the same time,
protocols based on encoding of information in quantum systems, such as physically
secure encryption [24–26], authentication [27], anonymous voting [28], and more [29],
make clear the broader potential of the field of quantum information science, of
which quantum computation is a part [30]. Though commercialisation of quantum
information systems is in its infancy, some of these technologies have recently become
available as commercial products [31].
The potential power of embracing a quantum approach is not limited only to the
processing of information. The intimate link between information processing protocols and the acquisition of information through the process of measurement [32, 33]
ensures that measurement itself also possesses the potential for enhancement using
quantum techniques. Quantum measurement science [34], itself a part of quantum
information science, makes use of counterintuitive quantum mechanical properties
such as superposition and entanglement to enhance measurement beyond what can
be achieved using classical approaches.
The potential applications of quantum-enhanced measurements are manifold [35],
including applications to technologies as diverse as microscopy [36], lithography [37,
38], frequency standards [39, 40], positioning [41], clock synchronisation [42], imag-
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ing [43], and reference frame alignment [44]. In addition to these practical applications, the study of quantum measurement also helps to illuminate more fundamental
properties of the universe, such as the ultimate limits of spacetime resolution [45]
and the relationship of the concepts of locality and objective realism to experimental
observations [46].
While quantum mechanical theory implies such improvements to measurement precision are possible, the practical implementation of the quantum states and measurements required to ideally realise these improvements remains challenging. Indeed,
in some contexts, a practical method to implement the theoretically ideal quantum
measurement is unknown. On top of this, the delicate nature of the quantum states
typically required makes operating in real-world conditions, with imperfectly manufactured devices and subject to environmental noise, highly difficult to accomplish.
It is our aim to realise the measurement potential predicted by quantum mechanics.
Because of the quantum “veil” which obscures this potential, it is necessary to
devise and test measurement schemes that can uncover enhancement of measurement
precision. The ultimate goal of such schemes is to realise measurement performance
at the fundamental limits that quantum mechanics theory predicts. To do so, we
also require that such schemes are capable of accounting for some of the challenges
of practical implementations.
A promising strategy to address these issues is through the use of adaptive measurement, where the results of previous instances of measurements form a base to
optimise the parameters for a subsequent measurement, maximising the knowledge
obtained. In the context of measurement of quantum systems, this is an example of
quantum control [34], applying broadly the concepts of control of classical systems,
and feedback in particular, to the quantum regime. There are many examples of
the usefulness of adaptive measurement and quantum control [47–51]. One clear
example is the measurement-based quantum computation paradigm, where quantum
algorithms are implemented through multiple measurements and adaptive control
of multiparticle systems prepared in highly nonclassical states [52, 53].
Adaptive measurement and quantum control offer us powerful strategies to approach
problems of quantum measurement. We investigate the application of these strategies to important measurement problems, and the performance we can achieve from
such application. Reaching the optimal bounds for these measurement problems
requires cleverly designing and implementing measurement schemes in order to
optimally extract the information in the quantum system. Here we construct and
demonstrate such schemes. We do this in the context of photonic quantum optics.
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For some of the earliest considerations of quantum-enhanced measurement, the use
of novel quantum states of light was central [54–56]. Through interferometry, light
has been used as a precision measurement tool for over a century [57], and a great
deal of research conducted in the present day is dedicated to investigating novel
quantum states of light suitable for high-sensitivity interferometric measurements
(different states possessing various advantages and disadvantages). Answering the
question of how such states can be generated experimentally is an active area of
research [58].
The implementation of quantum information protocols in optics is appealing in a
number of respects. Light has long been known to be an excellent communications
medium [59] for its transmission speed, and the relative ease with which optical
signals can be isolated from environmental noise. Many modern communications
systems depend upon the transmission of (classical) information by light, inside or
outside of the visible spectrum. The important role light plays in communication
continues to motivate research into the development of photonic classical-information
systems (see, for example, Ref. [60]).
For quantum information science and technologies, photonic implementations [61–
63] have additional advantages, in that it is in many respects relatively easy to
generate and control photons compared to other quantum information platforms [23].
The main challenges of photonic-based systems, however, lie in the difficulty of
achieving strong photon-photon interactions, and of storing quantum information in
place for any duration. Techniques to contend with these challenges in optics, such
as measurement-induced nonlinearity [64,65] and optical quantum memories [66–68],
are in continued development.
Currently, the state of the art in quantum information systems experiments is the
demonstration of simple algorithms with only a few quantum bits (tens at best,
compared to the billions of bits available to typical desktop classical computers). As
well as the possibility to implement full-scale protocols, optical approaches offer a
convenient test-bed for the demonstration and development of novel quantum information procedures and measurements. Indeed, initial demonstrations of a number of
quantum information protocols have been performed in optics (e.g. Refs. [65,69–76]).
In this thesis I present theoretical and experimental investigations of the use of the
quantum properties of measurement and control to enhance our ability to obtain
information from, and understand, physical systems. We examine a number of
important quantum measurement tasks, employing the tools of quantum information
science to three different regimes of quantum measurements, with applications to
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precision metrology, communications, and fundamental quantum theory. Throughout this thesis we will keep mind of real-world concerns such as environmental noise,
and, where appropriate, explicitly address them using advanced quantum control
techniques.
Of course, before attempting to communicate the results of these investigations it
is necessary to establish a “common language”. Chapter 2 presents a brief overview
of the language of quantum information science, and of quantum optics in terms of
quantum information. Here we introduce the fundamental concepts and experimental components that are used extensively in the experiments described in subsequent
chapters.
The bulk of this thesis, Chapters 3–8, covers three main areas of work. Chapters 3–
5 detail the experimental realisation of several protocols to measure a continuous
parameter, an unknown interferometric phase, where precision is enhanced beyond
the classical limit, and ultimately reaching the fundamental limit, utilising quantum
control. In contrast to this, in Chapters 6 and 7 we consider a discrete measurement
problem, investigating and experimentally demonstrating protocols to discriminate,
with minimal error, the state of a quantum system from two possibilities given
multiple copies. Then, in Chapter 8, we consider a yet different class of quantum
measurement, where weak interactions with multiple identically prepared systems
elucidate fundamental aspects of quantum measurement, interpretations of nonclassical correlations, and the incompatibility of locality and objective reality.
There are a number of concepts and approaches common within and between these
three different areas. In writing this thesis I have attempted to present these areas
in a way such that they can be read independent of each other. However, in order to
maintain a coherent picture, the chapters that make up a given area are presented
in a linear fashion, with each chapter building upon the previous. Unless the reader
is already familiar with an area of interest, each chapter should be read in sequence.
Chapter 3 introduces the task of interferometric phase measurement, a process
used for numerous precision measurements of properties including distance, time,
and materials properties. The canonical phase measurement algorithm from quantum computation theory—the quantum phase estimation algorithm (QPEA)—is
presented and implemented experimentally using a multipass interferometer and
single photons. This is compared to a traditional approach demonstrated using the
same apparatus. We show that the unmodified QPEA and traditional or standard
measurement approach exhibit approximately the same precision for a given number
of resources.
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In Chapter 4 we demonstrate a “hybrid” phase measurement protocol employing
concepts from both standard measurements and the QPEA, showing that an improvement in precision can be obtained in this way. We then show how a generalisation of the QPEA, with adaptive measurement and quantum control, can
achieve phase measurement precision scaling at the fundamental limit imposed by
Heisenberg’s uncertainty principle. Following this, we show how even the adaptivity
of the measurements can be removed and precision at the Heisenberg limit retained
by careful allotment of resources. This chapter presents the results of the first ever
experimental demonstrations of measurements of unknown phases scaling at the
Heisenberg limit.
The real-world concerns of environmental noise, measurement speed, and difficulty
in generating ideal multiphoton states are the focus of the final phase measurement
chapter, Chapter 5. Here we illustrate a new approach to the construction of an
interferometric phase measurement algorithm, suited to the set of readily available
entangled states. We demonstrate this approach experimentally with a conceptually simple, nonideal set of multiphoton states, and detail the methods used to
experimentally generate and detect these states. Employing precharacterisation and
adaptive measurements, we show that phase measurement precision can be improved
beyond the classical limit, using this technique, even without ideal states.
In Chapter 6 we move to the problem of quantum state discrimination. Specifically,
we introduce the problem of discrimination with multiple copies, with applications in
quantum encryption, error correction, and communication of quantum information.
Here our task is to perform measurements to optimally distinguish quantum states
that are not perfectly distinguishable even in principle. We examine three notable
schemes for performing two-state discrimination, and their performance in terms
of the probability of error. In this chapter, we experimentally demonstrate that it
is possible to employ local measurements and adaptive measurements to reach the
absolute fundamental limit of error probability in the discrimination of pure states
in a noise-free environment.
Our consideration of multiple-copy quantum state discrimination continues in Chapter 7, where we turn to the discrimination of states in the presence of noise, or
mixed states. We study the effect of a particular kind of noise, called depolarising
mixture, relevant to real-world quantum communications.

We see that, in the

presence of even small amounts of noise, the schemes that showed good performance
for pure states can perform remarkably poorly, even when adaptive measurement
is employed. Following this, we use dynamic programming techniques to, for the
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first time, construct and then experimentally demonstrate a new adaptive state
discrimination scheme that performs at the limit of optimality on multiple copies of
mixed states using local, individual measurements. Finally, we employ sophisticated
numerical approaches to theoretically investigate the performance of schemes as the
number of copies grows large.
In Chapter 8 we consider an alternative regime where the interaction of a measurement apparatus and the system is very weak. In a sense, such weak measurements
allow us to “bypass” the Heisenberg uncertainty principle. An application of this
to precision measurement has recently been demonstrated [77]. In this chapter we
apply weak measurements to a particular kind of nonclassical entangled state—a
Bell state. We demonstrate experimentally how one of the most profound, and
counter-intuitive, results of quantum mechanics—the incompatibility of locality and
objective reality as mandated by Bell’s theorem—can be explained in terms of the
negative probabilities that result from weak-valued measurements. In doing so, we
illustrate a formalism in which the physical world is local, but not objectively real
without measurement.
Finally, the thesis concludes in Chapter 9 with a discussion of the major results
presented within, and future avenues of research.

8

Introduction

9

Chapter 2

A Quantum Optics Toolkit
2.1

Introduction

While there are a number of different platforms in which quantum information
may be encoded, quantum states of light have several advantages compared to
other systems, such as their robustness against environmental noise and the relative
convenience with which quantum optical circuits can be constructed. In this chapter
we introduce the basic concepts of quantum information and how we implement
them in photonics, covering the quantum optical tools that are used throughout this
thesis. This is not an exhaustive review of possible approaches that one may take to
perform experiments in quantum optics; rather this chapter illustrates the approach
to quantum optical experiments that will be employed in following chapters.
We begin with an overview of the fundamental abstract components of quantum
information—qubits—and the basic operations that can be applied to them to
process quantum information. We then examine a physical implementation of qubits
in photons and the corresponding photon operations. Finally we detail how photons
suitable for quantum information encoding may be generated through the process
of spontaneous parametric down-conversion and their states measured with photon
detectors.

2.2

Quantum Information and Qubits

As the field of quantum information science is far too broad to cover in its entirety
here, we instead introduce the key concepts necessary to understand the work that
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will be presented in subsequent chapters. For a thorough introduction to the field,
consult Ref. [30].
In classical information systems, the fundamental unit of information is the bit, or
binary digit. It is an abstract concept with a number of physical implementations,
and represents the minimal amount of notational freedom required to represent
nontrivial information—the two logical states 0 or 1. Multiple bits taken together
can be used to represent higher-dimensional or more complex data. Basic operations
on bits, such as negation, conjunction, etc., suitably arranged, enable the processing
of bit-encoded information.
However, information is physical [33]. How information can be learned and transmitted in the physical world is dictated not by classical information theory but by
quantum mechanics. As only recently discovered, and as we shall see through this
thesis, thinking in terms of quantum information allows us to achieve processing and
measurement performance beyond that of the classical approach.
In an analogous fashion to the classical bit, the quantum bit or qubit [30] is a
fundamental unit of information in quantum information systems. Similar to a
classical bit, a qubit can be thought of as being constructed from two “basis”
quantum states, which we represent using Dirac notation as |0i and |1i. Unlike a
classical bit, a qubit |ψi can exist in a superposition state—i.e. a linear combination
of these two basis states,

|ψi = α |0i + β |1i ,

(2.1)

where |α|2 +|β|2 = 1. The basis states are orthogonal and normalised (orthonormal):
their inner products are h0|0i = h1|1i = 1, and h0|1i = h1|0i = 0 (where |xi† = hx|
is the Hermitian adjoint).

A more general form of qubit representation that allows the quantification of the
classical probabilistic uncertainty, or mixture, of a state, is as a density matrix [30]
ρ̂ = a11 |0i h0| + a12 |0i h1| + a21 |1i h0| + a22 |1i h1|
=

"

a11 a12
a21 a22

#

.

(2.2)
(2.3)

The diagonal matrix elements quantify the probability of finding the qubit in the
|0i or |1i state upon measurement (in the {|0i , |1i} basis; see below), while the

off-diagonal elements quantify the degree of coherence between the basis states. For

a pure state |ψi = α |0i + β |1i, the corresponding density matrix ρ̂ = |ψi hψ| has

the coefficients a11 = |α|2 , a22 = |β|2 , and a12 = a∗21 = α∗ β. As mixture of the state
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increases, coherence decreases and the off-diagonal elements approach 0.

A general qubit state can be represented equivalently with any pair of orthonormal
basis states. For example, |ψi = α |0i + β |1i can be expressed as
|ψi =

√1 [(α
2

+ β) |+i + (α − β) |−i],

(2.4)

√
√
where |+i = (|0i + |1i)/ 2 and |−i = (|0i − |1i)/ 2. Measurement results in this

{|+i , |−i} basis are then governed by probabilities

1
2

|α + β|2 and

1
2

|α − β|2 . It

is the dependence on the measurement basis that distinguishes quantum coherence

from classically uncertain mixture—for example, the statistics for a system prepared
completely randomly (maximal classical mixture) would be the same regardless of
the measurement basis.
Like classical bits, multiple qubits taken together can be used to represent higherdimensional data. This is represented by the tensor product, with the symbol ⊗,

which is sometimes omitted for brevity when it is clear in context. For example,

a two-qubit state made up of two independent qubits |ψ1 i and |ψ2 i can be written
variously as |ψ1 i ⊗ |ψ2 i, |ψ1 i |ψ2 i, or sometimes shortened to |ψ1 ψ2 i. In the more

general density matrix representation, the ⊗ symbol is necessary to avoid confusion
with matrix multiplication: ρ̂1 ⊗ ρ̂2 .

The collective states of multiple qubits, when suitably prepared, have the ability to
exhibit nonclassical correlations: quantum entanglement. These nonclassical aspects
of quantum information—coherent superposition and entanglement—are the unique
and oftentimes counterintuitive properties that facilitate the remarkable quantum
information protocols that surpass the efficiency of classical information protocols.
An example of a two-qubit entangled state is
|ψi =

√1 (|0i |0i
2

+ |1i |1i).

(2.5)

As this is a superposition of both qubits being in the state |0i and both qubits being
in the state |1i, one cannot predict beforehand which of the |0i or |1i states will be

found upon measuring either of the two qubits. However, the result of measuring
the first qubit will always correspond to the result of measuring the second qubit.
For this reason, this two-qubit state is referred to as a maximally entangled state.
Conceptually opposite to maximally entangled states, multiqubit states which have
no correlation between measurement results are unentangled, and a range of partially
entangled states exist where the measurement results will correspond with some
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|ψin i

|ψout i

X̂

Figure 2.1: Example of a quantum circuit diagram representation of the application of a
single-qubit gate—the X̂ gate is illustrated here. Reading left-to-right, an input qubit |ψin i
is transformed by the gate to give the output state |ψout i such that the amplitudes of the
|0i and |1i basis states are swapped, following the definition of the X̂ gate operation.

intermediate probability. A comprehensive review of quantum entanglement and its
various quantifications and characterisations can be found in Ref. [78].

2.3

Qubit Operations

As with classical bits, quantum information processing algorithms using qubits rely
on the suitable assembly of a number of basic qubit operations, also referred to
as gates. One of the simplest single-qubit operations is the X̂ gate, which can be
represented as [30]
X̂ = |1i h0| + |0i h1|
=

"

0 1
1 0

#

.

(2.6)
(2.7)

The gate is illustrated in the simple quantum circuit diagram shown in Fig. 2.1.
This gate’s application to a pure qubit |ψi = α |0i + β |1i transforms the qubit to

the output state α |1i + β |0i. The X̂ operator is variously referred to as the Pauli-X
gate, σ̂x , and the NOT gate due to its direct analogy to the NOT gate for classical

bits. Other similar gates in the Pauli family include the Ŷ = i |1i h0| − i |0i h1|
gate, and the Ẑ = |0i h0| − |1i h1| gate. The identity operator Iˆ = |0i h0| + |1i h1| is
sometimes also included in this family.

The Pauli operators are significant because they describe the three bases in which
qubits are commonly measured. This is due to the fact that a general qubit state
can be described in terms of the expectation values of these three operators and
the identity operator. The Ẑ gate, for example, is comprised of the difference
of projective measurement operators in the logical basis—i.e. |0i h0| and |1i h1|.

Similarly, X̂ is the difference of the projectors of the {|+i , |−i} basis, and Ŷ of
√
√
the basis {(|0i + i |1i)/ 2, (|0i − i |1i)/ 2}, and measurements in these bases are

often referred to as X̂, Ŷ , or Ẑ measurements [30].
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•




X̂

(a)

(b)

•

Figure 2.2: Equivalent representations of a circuit diagram of the two-qubit CNOT gate. The
form of (a) is the most commonly used, whereas (b) illustrates the more general controlled
operator presentation. In both cases the X̂ (NOT) operation is applied to the second qubit
conditional on the state of the first qubit. In general, the output two-qubit state cannot be
written as two independent and uncorrelated (separable) qubit states.

Useful quantum information processing requires the ability to perform operations
that depend on more than a single qubit, just as classical information processing
occurs on more than one bit. One simple, but powerful, multiqubit gate is the
controlled NOT, or CNOT, gate. This gate takes two inputs, |ψ1 i and |ψ2 i, and
performs the X̂ (NOT) operation on qubit |ψ2 i on the condition that |ψ1 i is in the

|1i state. Otherwise it does nothing to the state. Notably, the general two-qubit

output state can exhibit nonclassical correlations between each qubit if the input
control qubit is in a superposition state. In other words, for certain inputs, the
CNOT is an entangling gate.
CNOT gates are significant in the context of quantum information because, when
coupled with single-qubit operations, they can be used to perform any multiqubit
unitary operation on any number of qubits. That is, single-qubit and CNOT gates
are universal, capable of implementing any quantum computation algorithm [30].

2.4

Photons as Qubits

As with classical bits, qubits are abstract entities which can be implemented in a
number of different physical systems. A range of physical qubit implementations are
in active development, including trapped atoms or ions, nuclear magnetic resonance,
quantum dots, and photons—see Ref. [23] for a review. In particular, photons
were among the first particles recognised as a significant and important basis for
quantum information protocols, due to their ability to maintain coherence while
travelling large distances (advantageous for communication), their robustness to
environmental noise, and the relative ease with which individual photons can be
controlled and manipulated [61].
Photons, the quanta of the electromagnetic field, possess a number of properties that
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may be used to encode quantum information as qubits—for example, two beam paths
could be used to represent the |0i and |1i qubit states. A photon travelling in one

path would represent the corresponding qubit state, whereas a photon travelling
with wave-like amplitude in both paths—a superposition of the spatial modes—
would represent a qubit in a corresponding superposition state.
A mode refers to some manipulable property of light, for example position and
direction (spatial/path mode), frequency, and polarisation. Typically, modes used
to encode qubit states are well isolated from each other—this is inherently true of
the polarisation mode. Spatial modes, on the other hand, may overlap due to the
finite uncertainty of the photon’s spatial extents. This is sometimes useful (as we will
see in Ch. 8), but independently manipulating photons in such overlapping modes
(assuming other properties are identical) is impossible. For this reason, spatial
modes in which quantum information is encoded are usually well separated from
each other.
A single photon possessing a particular set of these properties is said to be in a
particular mode. In the nomenclature of quantum theory, a photon in a mode,
which we label m, can be represented as |1im = â†m |0im , where â†m is the creation
operator for that mode [79,80]. Note that here, the kets |0im and |1im represent the

number of photons in a mode, not to be confused with the logical qubit states |0i and

|1i. Of course, photons are bosons and allow the simultaneous existence of not just

one but any number of photons in the same mode (i.e. having identical properties).
Within photon number and creation operator notation, it is not difficult to show that
an n-photon Fock state1 in a mode m can be expressed as |nim = (n!)−1/2 (â†m )n |0im .
Photon polarisation is particularly suited to the encoding of qubit information due to
its tight conceptual correspondence and the relative ease with which polarisation can
be experimentally controlled. Indeed, polarisation modes will be used extensively
throughout this thesis. Often (though not always) the horizontal linear polarisation
(|Hi) is defined to represent the |0i qubit state, with the orthogonal vertical polari-

sation (|V i) representing the qubit state |1i. It is easy to see that the superposition
state |+i is thus represented by a linear polarisation along the diagonal between

|Hi and |V i (|Di), and its orthogonal |−i is represented by polarisation along the
antidiagonal (|Ai) [81].

Qubit operations in the photon polarisation representation are easily achieved with a
1
There are a wide range of light states, of which n-photon states where n is well defined—socalled Fock states—are only one family. Other states of light, however, can be described in terms
of Fock states [79, 80].
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few fundamental optical components, in particular half- and quarter-wave plates [81].
A wave plate is an optically flat birefringent crystal that induces a delay between the
horizontal and vertical (relative to the plate’s optic axis) components of polarisation
of light. For a half-wave plate (HWP), this delay is one half of a wave at a designated
wavelength; similarly, a quarter-wave plate (QWP) induces one quarter of a wave of
delay.
Photon polarisation can be manipulated using a wave plate rotated around its surface
normal axis so that its optic axis does not align with the horizontal direction of the
laboratory frame. This results in a rotation of the polarisation state. For example,
a HWP rotated 45◦ from its optic axis implements a half-wave delay between |Di

and |Ai (in the laboratory frame) polarisations. This results in flipping the |Hi

component of photons to |V i (and |V i to |Hi), implementing the X̂ qubit gate.

The operations performed by half- and quarter-wave plates are given by
ÛH (θ) = i
and
ÛQ (θ) =

√1
2

"

cos 2θ

"

sin 2θ

#

(2.8)

sin 2θ − cos 2θ

1 + i cos 2θ

i sin 2θ

i sin 2θ

1 − i cos 2θ

#

(2.9)

respectively, where θ is the angle of rotation between the laboratory and wave plate
frames of reference.
In general, any polarisation state can be rotated to any other polarisation state by
the combination of three wave plates with appropriate rotations: a QWP, followed by
a HWP, followed by a QWP. One can show that with this strategy, any (unitary)
single-qubit operation can be implemented. In practice, this Q-H-Q sequence is
sometimes more than is necessary to implement the desired operation, in which case
unnecessary components can be omitted.
It is sometimes necessary, or more convenient, to convert between path and polarisation encodings in order to perform certain operations (e.g. measurement—
see below) on photon-encoded qubits. This is achieved using polarising elements
such as polarising beam splitters (PBSs) and polarising beam displacers (PBDs).
There are a number of different ways in which such devices may be manufactured,
however the operation they perform, redirecting photons according to polarisation,
is conceptually the same. Often, the term “polarising beam displacer” refers to a
birefringent crystal such as calcite cut to induce a displacement of the horizontal
polarisation component of a beam (leaving the vertical polarisation component
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|ψi

ÛH (θ) |ψi

(a) Half-wave plate (HWP).

|ψi

ÛQ (θ) |ψi

(b) Quarter-wave plate (QWP).

ÛQ (θ1 ) ÛH (θ2 ) ÛQ (θ3 )

|ψi

Û |ψi

(c) Quarter-, half-, and quarter-wave plates to implement an arbitrary
single-qubit unitary operation Û = ÛQ (θ3 )ÛH (θ2 )ÛQ (θ1 ).

Figure 2.3: Wave plates for the manipulation of qubit information encoded in polarisation.
With light propagating left-to-right, a polarisation qubit in state |ψi transforms to the
respective state Û (θ) |ψi upon passing through the wave plate. Alternatively, a polarisation
qubit passing through the wave plate right-to-left undergoes the inverse transformation.
These devices will appear in the form illustrated here numerous times throughout this thesis.

α |Hi + β |V i

α |Hi

α |Hi
β |V i

(a) Polarising beam splitter (PBS).

α |Hi + β |V i

β |V i

(b) Polarising beam displacer (PBD).

Figure 2.4: Polarising optical elements, allowing the transfer of qubit information between
path and polarisation encodings. With light propagating left-to-right, the polarising elements split polarisation modes into separate spatial modes. Alternatively, light propagation
in the reverse direction combines polarisations into a common spatial mode.
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undeviated) such that the two components exit the crystal in parallel.

A major challenge of using photons as qubits lies in the difficulty in making individual
photons interact with each other.

While the lack of significant photon-photon

interaction ensures that photons are able to maintain coherent states over long
distances, it also makes the construction of entangling multiqubit gates necessary for
quantum information processing, such as the CNOT gate, challenging. Nevertheless,
techniques based on nonclassical interference and measurement-induced nonlinearity
can be employed to facilitate this [65]. In principle, such techniques can be made
efficiently scalable [61, 64].

2.5

Generating and Measuring Photons

Using photons to encode qubit states requires the implementation of a source of
photons that are coherent, i.e. with well-defined wavelength and polarisation. Predictably generating photons possessing these properties, with adequate flux, is a
significant challenge, and a great deal of work has been (and continues to be) invested
in developing high-power sources of suitable photons.
Many such sources, and the ones that will be used in this thesis, are based on the
process of spontaneous parametric down-conversion [82]. Most common materials
exhibit only weak nonlinear response to incident electromagnetic fields, but certain
materials, such as β-barium borate (BBO), potassium titanyl phosphate (KTP), and
bismuth borate (BiBO), exhibit a significant nonlinear response that gives rise to
three-wave mixing effects. Spontaneous parametric down-conversion (SPDC) is the
process where, within such a material (given geometry-dependent “phase matching”
conditions are suitably met), an incident high-energy photon will, with some probability, convert into a pair of lower-energy photons, with known polarisation states2
and total energy and momentum equal to that of the incident photon. Figure 2.5
illustrates this.
Typically, the high-energy input photons are supplied by a bright laser generating a
coherent state of light (approximately), while the outputs of the crystal are filtered
such that only pairs of photons with equal energies (each of the pair with energy half
that of the input photon) propagate from the SPDC source. The resulting output
2
The polarisation states of the down-converted photons depend on the properties of the crystal,
with two types of polarisation output possible. Type-I SPDC produces pairs of photons with
identical polarisations, whereas type-II SPDC produces pairs of photons with opposite polarisations.
We use type-I SPDC.
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a

pi

SPDC crystal

po

b

(a) Spontaneous parametric down-conversion
to degenerate photons. A high energy laser
(mode pi ) pumps a nonlinear crystal. Coincident photons with equal energies are collected
from opposite sides (modes a and b) of the
SPDC cone.

(b) Cross section of the concentric cones of
light produced by type-I SPDC. Degenerate
coincident photons can be found in a circle
corresponding to half the energy of the pump
beam (marked in black)—collecting opposite
sides of this circle (black crosses), one obtains
the desired single-photon pairs.

Figure 2.5: Spontaneous parametric down-conversion. High energy input photons spontaneously split into pairs of lower-energy photons, conserving energy and momentum. This
process produces concentric multispectral cones of light. Coincident single photons are
obtained by collecting degenerate-energy photons on opposite sides of a cone, for example
by filtering and coupling to single-mode optic fibres. Detection in coincidence ensures highfidelity single-photon states.

state can be written in the photon number basis as
|ψia,b ≈ |0ia |0ib + η |1ia |1ib + η 2 |2ia |2ib + · · · ,

(2.10)

where a and b label the two output modes of the SPDC crystal. Here, η is an
efficiency coefficient that is determined by the properties of the crystal, including
its nonlinearity and geometry, and the power of the pump laser.
The state |ψia,b exhibits nonclassical correlations in the number of photons present
in each mode. In an ideal environment, the detection of a single photon in output
mode a, for example, guarantees that a single photon was generated in output mode
b. This knowledge can be exploited to announce single-photon generation by SPDC:
with an appropriate delay placed on the detection of a photon in one mode (a, say),
and the other mode (b) guided through an experimental apparatus, the coincident3
detection of a photon in each of those modes ensures that a single photon traversed
the experimental apparatus. This technique of coincident detection of single photons
generated by SPDC is used extensively to supply the experiments conducted in this
thesis with the required single-photon Fock states.
Single photons can be detected by a number of different mechanisms, though these
3

That is, coincident within some small window of time. This is typically limited by detection
electronics—for our experiments, the size of this window is of the order of a few nanoseconds.

Conclusion

19

mechanisms exhibit different performance in terms of quantum efficiency (how likely
a particular photon incident on the active area of the device is to be successfully
detected), dead time (the length of time the device is inactive after each detection),
dark count rates (false detections due to, for example, thermal excitations), and ease
of use [63]. In this thesis we make use of silicon avalanche photodiode single-photon
counting modules by Perkin Elmer (SPCM-AQR-14-FC).
In the operating condition, a high reverse bias voltage is applied to the active area
of the device. A photon impacting the active area (guided in, for example, by an
optical fibre) triggers avalanche breakdown, resulting in a macroscopic voltage—a
“click”—that is transmitted through electrical wires to coincidence logic and fast
counting electronics.
With single-photon detectors, wave plates, and polarising beam splitters or displacers, measurements of photon-encoded qubits can be implemented in any chosen
basis (including the X̂, Ŷ , and Ẑ measurement bases). For the {|0i , |1i} basis of Ẑ

measurements, the equivalent measurement basis in polarisation is {|Hi , |V i}. This

can be achieved by coupling the two outputs of a polarising beam splitter to the
inputs of single-photon detectors (typically via optical fibres). The detector that
“clicks” thus indicates the polarisation state of the photon. The implementation
of the other measurements requires only rotation of bases, achievable by half- and
quarter-wave plates.
The single-photon detection devices described here differentiate between zero and
at least one photon, but they cannot directly measure the number of photons that
are simultaneously incident on the active area. While truly photon-number resolving detectors have been recently developed [63], they are often difficult to obtain
(e.g. being not commercially available) and work with (e.g. operating at cryogenic
temperatures). However, the inability to resolve photon number is typically not a
problem for the detection of single photons generated by SPDC as the η coefficient
is so small (η  1) that terms with two or more photons are highly unlikely4 relative

to single-photons (or, indeed, no photons) because η 2  η.

2.6

Conclusion

In this chapter we have covered the fundamental unit of quantum information,
the qubit, its operations, and the components that form the basis of a photonic
4

That is not to say that these higher-order terms are never important. Nor is it to say they are
never useful, as we will see in Ch. 5.
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implementation. In the following chapters we shall see in various ways the use of
quantum information theory in the enhancement of precision measurements.
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Chapter 3

Phase Measurement with the
Quantum Phase Estimation
Algorithm
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3.1

Introduction

Probing the limits of precision measurement is beneficial both for practical purposes
and for better understanding the nature of the physical world. A famous example
of this is the Michelson–Morely experiment [57], the results of which were pivotal in
the negation of the theory of the luminiferous aether as a physical substance.
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At the heart of the Michelson–Morely experiment is the measurement of a phase
shift, that is, an offset in time (or space) of an oscillating wave as compared to
some reference. The principle of the measurement of a phase shift, in the context of
classical or quantum optical implementations and in a plethora of other equivalent
implementations, has become a vital precision metrological tool, useful, for example, in measurements of length and distance, velocity and acceleration, time and
frequency, properties of materials, and so on.
A phase shift cannot be measured directly—it must be inferred from some other
quantity.

One standard approach is through optical interferometry, where the

interference of light waves allows phase to be inferred from measurements of optical
intensity. The precision that can be achieved from interferometric measurements
depends on a number of parameters, key ones being the states of light used and the
scheme by which measurements are collected and analysed.
We can quantify precision of a phase measurement scheme in terms of the uncertainty
that can be achieved when using a certain number of resources (e.g. photons). By
doing so we can derive fundamental limits that describe the measurement precision
that can be achieved under some basic conditions. For a particular phase measurement scheme, the important question is whether or not it can meet or beat these
limits.
Here we begin an investigation of phase measurement techniques with the goal of
reaching the ultimate limit of phase measurement precision. In this chapter we
introduce the fundamental concepts in detail. We start with an analysis of the
problem of phase measurement and solution by interferometry, the phase measurement regimes we consider, and the detailed quantification of performance in terms
of uncertainty in the phase estimate and the counted resources. Following this, we
consider the classical limit to phase measurement uncertainty, the standard quantum
limit, and illustrate a “standard” phase measurement scheme that exhibits phase
estimate uncertainty at this limit.
We then consider the ultimate limit to phase uncertainty as dictated by quantum
physics, the Heisenberg limit, and note the significant challenge in achieving this
limit. We investigate existing techniques that may be useful in reaching this limit,
including phase superresolution and the quantum phase estimation algorithm. Finally, we present an experimental demonstration, showing how the standard phase
measurement scheme and the quantum phase estimation algorithm both only achieve
phase measurements at the standard quantum limit. Despite this, the concepts
presented in this chapter are fundamental to understanding the new and expanded
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concepts and improved approaches presented in the following chapter, where we
show how phase measurement at the Heisenberg limit can be achieved.

3.2

Phase

The concept of phase originates from wave mechanics. To see, consider a coherent
monochromatic plane wave of wavelength λ. The amplitude at a position x and time
t can be described in the usual way using the complex function [82]
U (x, t) = Aei(ωt−kx+φ) ,

(3.1)

where ω = 2πc/λ is the angular frequency, k is the wavevector, and φ is a phase
offset.
Two plane waves, U1 and U2 , propagating in the same mode with equal ω, k, and
A, each with a respective phase offset φ and θ, will interfere such that the intensity
I = |U |2 of the combined waveform is

I = |U1 + U2 |2

(3.2)

= |U1 |2 + |U2 |2 + U1∗ U2 + U1 U2∗

(3.3)

= 2A2 1 +

(3.4)

"

ei(φ−θ) + ei(−φ+θ)
2

= 2A2 [1 + cos (φ − θ)].

#

(3.5)

Clearly, the resulting intensity is a function only of the difference between the two
phase offsets. If this phase difference is zero or a multiple of 2π, i.e. φ − θ = 2πd for

any integer d, the interference is constructive and the total intensity is a maximum
(4A2 ). But if φ − θ = (2d − 1)π, the interference is destructive, and the intensity

is zero. It is easy to see how a measurement of intensity, therefore, can be used to
infer knowledge of φ and θ.
These properties are fundamental to interferometry. Here, a light beam (which, for
our treatment, we assume is monochromatic and coherent), or some other system
with wave-like properties, is split such that it traverses two paths, is later recombined, and the intensity (or equivalent property) is measured. As the interfering
waves have the same origin, the phase offsets φ and θ (phases, for brevity) wholly
depend on the properties of the paths traversed (such as their relative lengths and
any elements that may cause a phase shift).
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Figure 3.1: The Mach–Zehnder interferometer. Path lengths are balanced, that is, with the
phase shift elements φ and θ absent, input photons (in mode a) incident on the first beam
splitter will recombine at the second beam splitter with full constructive and destructive
interference ensuring that all photons will exit in mode f, and none in mode g. With nonzero
phases φ and θ, the probabilities of photons exiting the interferometer in modes f and g are
functions of the phase difference φ − θ. For an interferometric phase measurement device,
the phase φ represents an unknown phase which we wish to measure, and θ represents a
known reference phase which can be controlled.

One type of interferometer, which we will refer back to throughout this thesis, is the
Mach–Zehnder interferometer, a conceptual picture of which can be seen in Fig. 3.1.
Here light input is equally split into two paths by a 50:50 beam splitter. If, for the
moment, we assume that the phase elements labelled φ and θ impart zero phase
(i.e. φ = θ = 0), the lengths of the top (b, d) and bottom (c, e) paths are equally
balanced. When the light waves recombine at the second beam splitter (also 50:50),
constructive and destructive interference results in intensities at the output ports (f
and g) corresponding directly to the light incidence at the inputs. If a light beam is
injected into the input of the first beam splitter (labelled a), the interference of the
waves ensures that light exits only the output f of the second beam splitter.
Consider the effect of introducing unequal phases φ and θ. The phase difference will
no longer be zero, thus the intensity at output f will decrease following Eq. (3.5).
By the conservation of energy, the intensity at output g will increase by the same
amount. By conservation of energy, one can conclude that the phase of the two
outputs of a single beam splitter must differ by π/2, a fact that we will make use of
later on.
In an optical interferometer the phase elements might be implemented with glass
or some other transparent dielectric, in which case the extra effective optical path
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length that the light must travel for the top mode is ∆l = (nt − 1)xt , where nt and
xt represent the refractive index and length, respectively, of the phase shift element

in the top arm. Alternatively, the phase elements might simply be a conceptual
representation of the mode traversing a path of extra length ∆l additional to the
path length of the other mode. In either case, the result at the final beam splitter
is an effective phase shift of φ = 2π∆l/λ for that mode.
By inferring the phase from intensity measurement (and given the wavelength of
the light used) one can calculate ∆l = φλ/(2π). Such a scheme can measure
a displacement of size up to the wavelength of light—visible light, for example,
equates to measurement below a micrometre. A path length difference greater than
λ, however, cannot be distinguished from that same length minus λ, due to the
periodicity of the intensity fluctuations for phase differences modulo 2π.
In addition to measurement of the path length difference, one could calculate the
wavelength of light λ (given path length difference ∆l), or determine the refractive
index nt of the phase shift element (given its length). One can also make use of time
dependence to perform measurements of velocity and acceleration. Further, other
interferometer designs can be useful for other problems, for example the Sagnac
interferometer for measurement of rotational velocity [82].
The concept of phase generalises to the regime of quantum mechanics. As one
might expect, the wave-particle duality of light ensures that the principle of phaseshift-induced interference in the intensities at the output ports of an interferometer
holds while the power of the input light is turned down even to the level of single
photons. The form of Eq. (3.5) also holds in this regime, with intensity becoming
the probability of detection of a photon at a photon detector in an output mode.
Indeed, the concept of phase applies generally throughout quantum mechanics in
the complex amplitudes of quantum states. For example, a Ramsey spectroscope,
useful as an atomic clock, works on principles of interference of quantum mechanical
states of atoms, conceptually equivalent to those of optical interferometry [86, 87].
Further, phase properties of qubits are vital to the operation of quantum algorithms.
A phase measurement process, for example, is at the heart of Shor’s famous integer
factorisation algorithm [20]. As we will see later, interferometry can itself be formulated in the circuit language of quantum computation theory [86, 87]. This is a
powerful equivalence, and one that we will exploit.
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Measurement Regimes

The task of estimating a phase is found in a wide range of applications in different
types of classical and quantum systems, and as these systems vary in type, size,
purpose, etc., approaches to phase measurement also vary. However, we can group
the approaches into several classes depending on the parameter regime [34]. For our
purposes, it is necessary to identify two elementary classes of phase measurement
tasks.
The first task is phase sensing, where the phase shift being measured is small or
already known to within some limited range. For example, gravity wave detectors—
themselves giant interferometers—attempt to measure extremely small shifts in
path length caused by the effect of gravity waves on a suspended mass. For this
application, the phase is measured continuously over time, with a shift in phase
indicating the anticipated path length change. The phase at any point in time is
already known to a high degree of accuracy—the task is to precisely sense the phase
as it deviates by tiny amounts from a set value over time.
We can compare this to applications in which the phase being measured is initially
completely unknown, such as is the case for the measurement of the optical properties
of the sample, performing length measurement ab initio, or in a more general sense,
estimating the eigenvalue of a quantum mechanical operator. In a situation such
as these, the task is to accurately determine the unknown phase φ within its full
measurable range, 0 to 2π, without any prior knowledge of its value. This is the
regime in which the work of this thesis is focussed.

3.4

Performance

The performance of a given phase measurement scheme is a quantification of the uncertainty in the results that can be achieved when some limited number of resources
are applied. It gives us a metric by which alternative schemes may be compared.
To properly examine phase measurement schemes in this way it is, of course, vital
that we specifically define what it is that we are actually quantifying with the terms
“resource” and “uncertainty”.

Performance

3.4.1
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Resources

Traditionally, in the context of optical phase measurement, each photon passed
through the interferometer is considered to be a single resource. The total number
of resources N used for any phase measurement scheme is then the total number
of photons employed (or in the case of photon-number-superposition states, such
as coherent states, the mean photon number). Similarly for quantum computing
contexts, where oftentimes computational results are encoded into the phases of a
register of qubits [30]. Here, N is typically considered to be the number of register
qubits.
This simple definition is, in fact, incomplete. One of the clearest evidences that
this is the case is that it would be possible, at least in principle, to inject only
a single photon into the interferometer, measure it indirectly through quantum
nondemolition measurements [88–90], and redirect the photon back through the
interferometer. With such an approach, a phase measurement scheme could be
entirely implemented to arbitrarily high precision with only one resource—the single
photon. Such a definition would be therefore useless.
While the details are not a part of this thesis, we show in Ref. [85] that a complete
and consistent definition of N can be made in such a way as to be independent
of the system. Any phase measurement scheme can be wholly represented by the
preparation of a pure quantum system, |ψ(φ)i, parametrised by the phase φ, followed

by measurement. N , then, is defined as the minimum size of the interval that
supports the Fourier transform of |ψ(φ)i.
From this analysis it follows that, for optical implementations using states with
well defined photon number, the number of resources N is equal to the number of
applications of the phase shift [85]. This also makes intuitive sense, as any extraction
of information about the phase shift through the interaction of it with a photon is
accounted for.

3.4.2

Uncertainty

The uncertainty in a phase estimate quantifies how far from the correct value the
estimate may be. There are a number of different ways in which such a parameter
can be represented. For example, a commonly used quantification of uncertainty in
the context of quantum information protocols is the probability of error [30]. This
quantification is related to the confidence interval, recording the likelihood that a
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calculation returns a result that deviates from the correct result within the number
of digits relevant to the problem. As protocols for the measurement of phase have
been discovered and utilised in the context of quantum algorithms (see Sec. 3.8),
the probability of error metric has also been used to assess their uncertainty—most
quantum computing treatments take this approach.
Such an approach, however, does not include any consideration of the magnitude of
estimation errors. In many situations the more important property is not whether
or not the measurement deviates from the true value beyond a given threshold, but
by how much the estimate deviates. This would be the case where an estimate that
deviates wildly from the true value may be more costly in an application than one
that deviates only a small amount, yet both could be equivalently considered to be
outside the error threshold. For example, the fidelity of a real quantum gate with
the ideal gate is typically closely related to the standard deviation, rather than a
probability of error.
The standard deviation, widely used in measurement outside the context of quantum
computation theory, is a quantification of uncertainty that takes the magnitude of
the deviation of the estimate into consideration. The measurement of a continuous
variable, such as phase, can be modelled in the form of a statistical distribution
with mean x (the true value), from which random variables x0 —the measurement
results—are taken. The variance of such a distribution is
V =
The standard deviation is

√

D

x0 − x

2 E

.

(3.6)

V . This quantification of uncertainty in the estimate

is a particularly appealing choice because if the performance of a phase measurement scheme characterised by the standard deviation is optimal,1 the performance
characterised by other measures of uncertainty will also be optimal. The reverse,
however, is not generally true [91].
There is a complication, however, in that phase is a cyclic property—phases φ + 2πd
are equivalent for any integer d. Usually, φ is taken to be in the range [0, 2π). This
problem is illustrated by considering a phase φ ≈ 0 and an estimate φest ≈ 2π − φ.

While the angular distance between the estimate and the true phase is ≈0 radians,
their difference is ≈2π, and it is this difference that typically appears in the standard

deviation. The phase could equivalently be taken (with the addition of an integer
multiple of 2π) to be in the range [φ0 , 2π + φ0 ) for any real φ0 , yet different values
of the phase “cut” φ0 could yield wildly different standard deviations [92].
1

In terms of scaling; see below.
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The appropriate quantity to use in this case is the root of the Holevo variance [93],
VH = ei(φ−φest )
D

E−2

− 1.

(3.7)

This respects the cyclicity of φ, and closely approximates the normal variance for
distributions peaked well away from the phase cut. In our discussion of phase
measurement we will use the standard deviation based on the Holevo variance as
√
our quantification of phase estimate uncertainty, ∆φ = VH .

3.5

The Standard Quantum Limit

With our quantification of resources and uncertainty in place, we can now consider
the two canonical limits of phase measurement performance. The first is the standard quantum limit (SQL) which is the limit to phase measurement performance
attained by classical techniques, such as using independent single photons passed
once through the phase shift.
This limit can be found by considering Heisenberg’s uncertainty principle applied to
phase [93, 94],
∆φ∆n ≥ 12 ,

(3.8)

where n is an eigenvalue (which must be a nonnegative integer) of an operator n̂. For
the case of the two-mode optical interferometer, this is simply the photon number
operator for the mode which passes through the phase shift φ, n̂e = â†e âe .
With a single photon input to the interferometer, the average photon number in each
of the two interferometric arms must be

1
2

due to the initial 50:50 beam splitter.

As there can only be zero or one photon in each arm, each occurring with 50 %
probability, it is easy to show that the average squared number of photons in each
mode must also be 21 . Thus with hne i =
is V = n2e − hne i2 = 41 .

1
2

and n2e = 21 , we find the variance in ne

The variance in photon number for N independent photons is therefore simply N/4,
√
√
thus the uncertainty ∆ne = V = N /2. Replacing into Eq. (3.8) we find
1
∆φ ≥ √ .
N

(3.9)

To see how a scheme performing at this limit might operate, consider again Fig. 3.1
(page 24). In this scheme, single-photon Fock states are injected one-by-one into
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one arm of the interferometer and detected at its outputs. For an ideal apparatus,
the probability of detecting a photon in either output arm is
Pr[Λ | φ, θ] =

1 + Λ cos(φ − θ)
,
2

(3.10)

where Λ ∈ {−1, +1} labels the outcome. In a real application, however, imperfections in materials and calibration introduce noise. A simple and effective way to
model such noise is using the visibility, v:
1 + vΛ cos(φ − θ)
.
2

Pr[Λ | φ, θ] =

(3.11)

The visibility v of an apparatus can be found by employing the expression
v=

max Pr[Λ] − min Pr[Λ]
max Pr[Λ] + min Pr[Λ]

(3.12)

for a given outcome, where the extrema are taken over θ ∈ [0, 2π), for any unknown

phase φ.

For some conditions labelled A and B, Bayes’ theorem [95, 96],
Pr[A | B] =

Pr[B | A] Pr[A]
,
Pr[B]

(3.13)

allows one to determine the likelihood of a precondition A, given observed results B,
from the probability of obtaining the results B given that precondition. Analysing
the measurement results using Bayes’ theorem then allows one to construct a probability distribution for the phase, P (φ), that precisely quantifies the likelihood that
a given phase φ produced the detected results [97]. For practical purposes, it is
convenient to represent P (φ) in terms of a Fourier series with coefficients aj ,
P (φ) =

1 X
aj e−ijφ .
2π j

(3.14)

As the probability distribution is real and normalised, a−j = a∗j and a0 = 1. The
distribution is initially flat (aj = 0 for all j 6= 0), and it can be found, by applying

Bayes’ theorem, that the transformation of these coefficients following a photon
detection measurement with outcome Λ is
aj := aj + Λ


v  iθ
e aj−1 + e−iθ aj+1 ,
2

(3.15)

(we use the := symbol, pronounced “gets”, to indicate the assignment of a value)
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with subsequent renormalisation to ensure a0 = 1.

Because cos(φ − θ) = cos(2π − φ + 2θ − θ), fixing the position of the controllable
phase θ can lead to an ambiguous estimate of the unknown phase φ. If θ < φ, then

φest ≈ φ and φest ≈ 2π − φ + 2θ are equally valid alternatives. Thus the controllable

phase θ should not remain fixed for every photon detection. This can be achieved,
for example, by incrementing it by π/N ; doing so ensures that for large N we obtain
an estimate φest with error that is independent of the true phase φ.
Following all N measurements, the phase estimate φest is extracted from the probability distribution for the phase. The estimate which minimises the uncertainty ∆φ
is [98]
φest = arg

Z 2π
0

P (φ)eiφ dφ

= arg a1 ,

(3.16)
(3.17)

where a1 is the coefficient of the eiφ term in the Fourier expansion of P (φ).

3.6

The Heisenberg Limit

The SQL is the best performance that can be achieved using classical techniques.
Quantum theory, however, places a different limit on the optimal achievable performance. A lower bound on ∆φ can be derived from Heisenberg’s uncertainty principle
for phase, Eq. (3.8). If n is upper-bounded by N , then ∆n ≤ N/2, and therefore
∆φ ≥

1
,
N

(3.18)

with precision scaling quadratically better than the SQL. As this bound is derived
from Heisenberg’s uncertainty principle, it is often called the Heisenberg limit (HL).
While this limit, as presented here, represents a lower bound on precision which can
be achieved for phase sensing, the HL for full phase measurement, with φ ∈ [0, 2π),

is defined by the performance of optimal quantum states [92, 98, 99] and optimal
“canonical” measurements [100, 101]. The exact HL for phase measurement [102] is
π
,
∆φ ≥ tan
N +2




(3.19)

which is approximately π/N for large N . We can write this limit as O(1/N ) by
invoking “big-O” notation: for some function f (N ), we may write f (N ) = O(g(N ))
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if and only if limN →∞ f (N )/g(N ) < ∞. This notation is useful as it succinctly

captures the important scaling behaviour as N grows large.

The canonical measurement using optimal input states presents the best achievable
performance according to the limits imposed by quantum mechanics. Unfortunately,
the procedure to practically realise these states and measurements (within the usual
two-mode interferometer design), if it even exists, remains unknown. The canonical
measurement is a projection onto states of the form
|Φi ∝

N
X
n=0

eiΦn |ni |N − ni .

(3.20)

Here, |ni represents the quantum state of n photons in one arm of the interferometer

(n̂ |ni = n |ni), and |N − ni represents N − n photons in the other arm. Berry and
Wiseman showed [98] that this projection cannot be implemented using photon
counting. In addition, the optimal input state is of the form
|ψopt i ∝

N
X
n=0

sin



(n + 1)π
|ni |N − ni .
N +2


(3.21)

If it was possible to generate such states and measure them as prescribed, then one
could achieve Heisenberg limited phase measurement for any phase in [0, 2π). As the
physical implementation of this protocol remains undiscovered and, indeed, appears
to be extremely difficult, any phase measurement scheme which displays Heisenberg
limited scaling in phase uncertainty using states and measurements which are known
to be physically produceable (as we show in Ch. 4) is highly significant.

3.7

Superresolution and Supersensitivity

There are a number of ways in which quantum mechanical properties of states and
measurement apparatuses can be exploited in order to improve phase sensitivity
(as distinct from phase measurement) beyond the SQL. Phase superresolution is
often quoted as an indication of multiphotonic mode entanglement that can lead
to better-than-SQL phase uncertainty (phase supersensitivity), although this is not
guaranteed.
It can be seen that the uncertainty of a phase estimate φest inferred from interferometric detections is related to the gradient of the phase fringe—i.e. the probability
of a measurement outcome, such as a photon detection, as a function of the phase
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(a) Phase sensitivity of single photons.
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(b) Phase supersensitivity by superresolution.

Figure 3.2: Illustration of the relationship between uncertainty in an inferred phase and the
fringe gradient. In this example, φ = π/4. Given an uncertainty of detecting a photon in
an output of the interferometer, black horizontal lines, the uncertainty in a phase estimate
∆φ is shown as red vertical lines. If the fringe could be “squashed” such that the gradient
is increased, a lower uncertainty in the phase estimate could be obtained.
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φ
|ψin i
b

a
c

e

d

f

g
h

θ

|ψout i

Figure 3.3: A Mach–Zehnder interferometer, following Fig. 3.1, with modes labelled a–h.
The two-mode input state, labelled |ψin i, transforms to the two-mode output state labelled
|ψout i by the action of the interferometer and the phase shift elements φ and θ. Detectors
at the output ports are omitted.

shift, as illustrated in Fig. 3.2. Quantitatively,
∆φ =

∆A
∂hÂi
∂φ

(3.22)

,

where A is the observable from which the phase is inferred. If A were to represent,
for example, an optical power, the uncertainty in Â, ∆A, could arise from vacuum
fluctuations [54]. The concept also applies to the regime of counting single photons,
with Â being the operator corresponding to the output port in which the photon is
detected.
Apart from decreasing ∆A, the precision in the phase estimate can also be improved
by increasing |∂hÂi/∂φ|, that is, the gradient of the phase fringe (Fig. 3.2). For

example, while the fringe gradient of single-photon inputs is

1
2

sin φ, the gradient

of the canonical supersensitive state, the maximally entangled n-photon “NOON”
state, is 21 n sin nφ (see below). With sufficient visibility, this superresolution in phase
can allow one to achieve supersensitivity [103].

3.7.1

NOON States

Suppose we could engineer a photonic state, incident on the two input modes of the
first beam splitter of the interferometer labelled a and b (see Fig. 3.3), such that
inside the interferometer there exists an equal superposition of n photons in one arm
√
with 0 photons in the other, and vice versa. This state, (|nic |0id + |0ic |nid )/ 2,
where c and d represent the two optical modes just prior to the phase shift elements,
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Figure 3.4: Phase fringe of a four-photon NOON state, with parity measurements at the
outputs of the interferometer. This figure shows the probability of detecting a difference
in photon number at the outputs of the interferometer, Λ, such that Λ/2 is even. Relative
to a single-photon phase fringe, the four-photon NOON state exhibits an increase in the
magnitude of the fringe gradient, leading to increased sensitivity of the phase difference.

is called a “NOON” state.2 What is particularly interesting about this state is that
it is maximally entangled and exhibits optimal phase resolution [58].
It is easy to see how these states evolve under the application of a phase shift inside
the interferometer. Ignoring θ for the moment, we write the state in terms of creation
operators for each of the two interferometric modes, â†c and â†d , as
√


1  † n
(âc ) + (â†d )n |0ic |0id .
2n!

(3.23)

Applying the phase shift operation to only the top arm, â†c → eiφ â†e and â†d → â†f ,
we obtain the state
√



1  inφ † n
1 
e (âe ) + (â†f )n |0ie |0if = √ einφ |nie |0if + |0ie |nif .
2
2n!

(3.24)

In doing so, the NOON state has acquired an n-fold phase shift between the two interferometric arms after passing only once through the phase shift element φ. Introducing the second (controllable) phase shift element θ gives the state (ein(φ−θ) |nie |0if +
2

The moniker “NOON” makes more sense when the number of photons is represented by the
label N , as originally introduced by the Dowling group [86], rather than n as used here. However,
the number of photons in such a state is not necessarily equal to the total number of resources
used by a phase measurement scheme that may employ these states, as we shall see later. For
consistency, we label the number of photons in a NOON state n, and let N always refer to the total
number of resources used.
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√
|0ie |nif )/ 2 (ignoring an unmeasurable global phase factor).
One can extract the phase information with parity detection [39, 104]. At the final
beam splitter, as in the case for classical waves, a π/2 phase shift (eiπ/2 = i) is
induced between the two output modes following the principle of conservation of
energy. We can assume without loss of generality that this phase shift is applied to
the transmitted photon. A 50:50 beam splitter, with input modes e, f, and output
√
√
modes g, h, thus takes â†e → (â†g + iâ†h )/ 2 and â†f → (iâ†g + â†h )/ 2. The output
state will be

|ψiout = √

i
1 h in(φ−θ) †
e
(âg + iâ†h )n + (iâ†g + â†h )n |0ig |0ih
2n!


(3.25)


n


X
1
n
=√ 
(â†g )ng (â†h )nh inh ein(φ−θ) + ing  |0ig |0ih ,
2n! nh =0 nh

!

(3.26)

where ng = n − nh and nh correspond to the number of photons in each mode.
Performing photon number detection in the g and h modes reveals some ng and nh
with proportionate probability as a function of φ given by
Pr[ng , nh | φ, θ] ∝ inh ein(φ−θ) + ing

2

(3.27)

∝ e−i[n(φ−θ)+nh π/2] + e−ing π/2 ei[n(φ−θ)+nh π/2] + eing π/2
h

ih

∝ 2 + e−i[n(φ−θ)−(ng −nh )π/2] + ei[n(φ−θ)−(ng −nh )π/2]

∝ 1 + cos [n(φ − θ) − (ng − nh )π/2].

i

(3.28)
(3.29)
(3.30)

If n is even, then so is ng −nh , and (ng −nh )π/2 is an integer multiple of π. Therefore,
Pr[ng , nh | φ, θ] ∝ 1 + (−1)(ng −nh )/2 cos [n(φ − θ)].

(3.31)

In a similar fashion for odd n, ng − nh = 2ng − n must be odd, which leads to3
Pr[ng , nh | φ, θ] ∝ 1 − (−1)(ng −nh +1)/2 sin [n(φ − θ)].

(3.32)

For each of these cases (n even or odd) there are only two distinguishable outcomes:
one for a positive contribution of the common phase term, the other for a negative
contribution. The different photon number results can thus be binned into these
two outcomes, and each outcome’s probability totalled. By performing these measurements using n-photon NOON states, and binning the results, the experimental
3

The n = 1 NOON state case differs from the single-photon probabilities stated in Sec. 3.5 by
an additional phase term due to the operation of the beam splitter.
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φ

pθ
Figure 3.5: Schematic to achieve phase superresolution by passing a single photon multiple
times through a phase shift. The phase shift elements act in the same manner as in Fig. 3.1
(which this figure follows), however by redirecting one optical mode through the phase shift
φ multiple p times a total phase shift of pφ is achieved. This is equivalent to the nφ shift
exhibited using multiphoton NOON states. In addition, the controllable phase in the other
interferometric arm is set such that it induces a corresponding pθ phase shift.

probability for each outcome can be estimated. Therefore nφ can be reconstructed
entirely from the photon number difference at the outputs of the interferometer
Λ = ng − nh , using a parity measure (−1)Λ/2 .
Experimentally generating and measuring NOON states, however, is extremely challenging. Several experiments [103, 105–113] have demonstrated NOON states, or
NOON-like phase fringes using entangled multiphoton states, with n < 10, but
producing these states with higher n has not been accomplished.
This is not helped by the fact that in order to make full use of these states one
requires photon detectors that can efficiently and accurately resolve numbers of
photons up to n. While there are some photon-number-resolving detection schemes
in development that are promising (some techniques are discussed in Ch. 5), more
readily available methods relying on single-photon detectors have exponentially
decreasing probability of successfully resolving n photons.

3.7.2

Multipassing

Fortunately, phase superresolution can be achieved without multiphoton states. One
may achieve superresolution equivalent to that obtained using NOON states by
reconfiguring the interferometer, as shown in Fig. 3.5. Here, the interferometer is
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Figure 3.6: Phase fringe of a four-pass configuration, showing the probability of detecting
a photon in one of the output arms of the interferometer. For a given θ, various φ exhibit
four-fold phase fringe oscillations. The high-gradient phase fringes are identical to those
resulting from the four-photon NOON state.

configured such that an optical mode passes multiple p times through the phase φ,
causing a total phase shift on a single photon of pφ. (The other arm is balanced
appropriately to compensate for the extra free-space travel, though this is not shown
in the conceptual figure.) Thus, measuring the photon in the usual manner will
produce detection statistics with p-fold superresolution that are mathematically
identical to the superresolution of a NOON state with n = p photons.
There are a number of ways in which a multipass interferometer could be constructed,
one of the simplest being a spatial “zig-zag” layout with reflective mirrors guiding
the photons back and forth through the phase shift element. A more sophisticated
approach might cause the photon to traverse back and forth along the same positional mode, reflected by perpendicular mirrors, making use of electro-optic devices
such as a Pockels cell which, with suitably driven electronics with precision timing,
could be used to “switch out” the photon after an appropriate length of time.
Obviously, multiple passes and NOON states, while mathematically equivalent and
providing equivalent phase superresolution, are not physically the same. The construction of a multipass interferometer is simpler than designing schemes and constructing circuits to generate high-fidelity NOON states, and it requires only singlephoton detections, but it has the disadvantage that for the time it takes for a single
photon to traverse the phase shift just once out of p passes, a NOON state can
traverse the phase and acquire complete p-fold superresolution. For the multipass
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Figure 3.7: Phase ambiguity of a four-photon NOON state or four-passed single-photon
configuration. The direction of the slope of the phase fringe around φ can be determined by
adjusting the controllable phase θ. Here the phase is located on a downward sloping section
of the fringe. No adjustment of θ, however, can eliminate the four-fold ambiguity in the
inferred phase φest .

approach, time resources, in a sense, are being substituted for entanglement resources. This may be important for regimes where time resources are the limiting
factor, for example, when the phase may be varying in time.

3.7.3

Phase Ambiguity

While the improvement in precision afforded by the maximal superresolution of
NOON states (or equivalently, multiple passes) allows one to attain HL performance,
the estimate of the phase φest will be ambiguous because the measurement statistics
correspond not to φ mod 2π as usual, but to nφ mod 2π. This issue is illustrated
in Fig. 3.7. If φest is taken positive close to zero, i.e. φest ∈ [0, 2π/n), then it

follows that the true phase φ is equal to φest + 2πd/n for some unknown integer
d ∈ {0, . . . , n − 1}.
To eliminate this ambiguity one needs to obtain knowledge of the phase (either
prior or subsequent to the measurement) sufficient to determine m, and it is clear
that this knowledge must be precise to order n − 1. In other words, to use NOON
superresolution to find φ with high precision, one must already know φ to (only

slightly less) high precision. This condition may be met in the phase sensing regime,
where a slowly time-varying phase is precisely tracked based on the knowledge of the
phase at preceding times, but the condition is not met for the general measurement
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Û 2

K−1
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Figure 3.8: Circuit diagram of the quantum phase estimation algorithm. An encoding
step, using a register of qubits each controlling powers of two applications of the phase shift
operation Û , is followed by the inverse quantum Fourier transform (IQFT) and measurement
of each qubit in the computational basis, yielding binary digits of an estimate of φ/2π.

of an unknown phase. We now show how, in this situation, the problem of ambiguity
can be solved by employing an algorithm from quantum computing known as the
quantum phase estimation algorithm.

3.8

The Quantum Phase Estimation Algorithm

Frequently, the result of a quantum computation algorithm is encoded in a phase.
In the context of quantum computing, the canonical measurement algorithm for
an unknown phase is the quantum phase estimation algorithm (QPEA) of Cleve et
al. [114]. This algorithm is traditionally introduced as determining the phase of an
eigenvalue eiφ of a unitary operator Û . (In our case we are interested in applying
the algorithm to measure a physical phase.) Using multiple controlled applications
of this unitary, followed by an inverse quantum Fourier transform (QFT), the digits
of a binary expansion of φ/2π can be constructed.
Following Ref. [30], the quantum circuit diagram for the QPEA is illustrated in
Fig. 3.8. The algorithm has two inputs. The first is a register of K + 1 qubits each
√
prepared in the superposition state |+i = Ĥ |0i = (|0i + |1i)/ 2 (the operator Ĥ

in known as the Hadamard gate). At the end of the algorithm these qubits will be
measured in the logical basis, giving the binary digits of φ/2π. The second input is
a (not necessarily qubit) eigenstate |ui of the operator Û .

The first step of the algorithm takes each qubit in the register as the control qubit
for a controlled power-of-two multiple applications of Û on the |ui system. That

is, the kth qubit (k ∈ {0, . . . , K}) controls the operation Û 2 . The register qubit
k
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inputs each evolve to the state

1 
k
|rk i = √ |0i + ei2 φ |1i .
2

(3.33)

The power of this algorithm lies in the application of the inverse QFT. To see,
first consider the forward QFT. Suppose we have a real number j ∈ [0, 1) that
can be expressed as the binary fraction j =

PK

k=0 jk /2

k+1 .

For brevity we write

this as j = 0.j0 j1 . . . jK , where jk is a binary digit, 0 or 1. A set of qubit states
may be prepared so that each qubit |jk i is in a computational basis state |0i or
|1i corresponding to the respective binary digit jk . For convenience we can write
this collection of states as |ji = |j0 , . . . , jK i =

NK

k=0 |jk i.

operation defined as [30]
QFT

|ji −−−→ |j̃i = √

1
2K+1

|0i + e2πi×0.jK |1i





The QFT is a unitary

|0i + e2πi×0.jK−1 jK |1i

· · · |0i + e2πi×0.j0 j1 ...jK |1i .




(3.34)

The circuit diagram representing the implementation of the QFT is shown in Fig. 3.9.
To complete our description of the quantum phase estimation algorithm we need only
recognise that, if the phase φ can be exactly represented in the form 2π×0.j0 j1 . . . jK
for binary digits jk , the encoded state |ri =

NK

k=0 |rk i

takes the same form as |j̃i.

The inverse QFT thus takes the register qubits to the states |jk i, where measurement
of each in the computational basis yields the binary digits of φ/2π, from which φ is
inferred.
The QFT, and thus its inverse, is an entangling operation in general. Remarkably,
however, if one is only interested in the results of measuring the qubits in the logical
basis (as for the QPEA) it can be implemented using only local measurements and
adaptive feedback [115]. The qubit register is constructed and measured in descending order, with the number of applications (2k ) of the phase operator decreasing by
powers of 2 (i.e. with k = K, K − 1, . . . , 0). Extra feedback operations, controlled

by measurement results, are applied to remaining qubits as each is measured. The
circuit for the QPEA with the inverse QFT implemented in this manner can be seen
in Fig. 3.10.
Our goal is to measure a general unknown phase, anywhere in [0, 2π), and not necessarily one that is exactly representable by a binary fraction of finite length. Therefore
we can introduce a second classical “feedback” phase θ, known and controllable but
initially random, without detrimentally affecting the performance of the algorithm.
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Ĥ

···
..
.

π
)
R̂( 2K−2

•

π
)
R̂( 2K−1

•

···
···

Ĥ
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Figure 3.9: Circuit diagram of the quantum Fourier transform, where the operation R̂(α) ≡ |0i h0| + eiα |1i h1| represents the application of an α
phase shift on a qubit.
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Figure 3.10: Circuit diagram of the QPEA with QFT implemented using measurement and classical feedback.
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Figure 3.11: Circuit diagram of the QPEA, implemented using measurement and classical feedback, controlled by a classically valued rail
θ ∈ [0, 2π) (as indicated by the black diamond symbols, ). θ is initially random, and is adjusted by π/2k , as indicated by the D̂( 2πk ) operation,
conditional on the (classical) results of measurements performed on the register qubits. After the final measurement the classical rail is set to
equal the estimate of the phase, indicated by D̂(δθ).
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We can reform the algorithm by adding a classical rail representing the value of
θ ∈ [0, 2π) and using this rail to control the feedback operation of the adaptive

implementation, as illustrated in Fig. 3.11. After all measurements have completed,
θ is set to equal to the phase estimate φest , such that the value can be extracted from
this classical rail. This approach has a number of benefits, allowing us to encode our
knowledge of the phase into a single rail, and simplifying the circuit of the QPEA,
eliminating many of the controlled qubit gates. We will see this approach will be of
additional use in our analysis later on.
The natural implementation of this scheme in optics is one which uses singlephoton inputs to an interferometer that employs an adjustable number of multiple
passes through the phase shift φ, in the same way as shown in Sec. 3.7.2. In this
construction, the controlled application of a phase Û in the conceptual circuit simply
becomes a phase shift acting on photons (in the |+i superposition state generated

by the initial beam splitter) in one of the two arms of the interferometer. Phase
rotations (R̂ in the figures) become rotations of the feedback phase θ in the other
arm of the interferometer. Adjusting the number of passes p to follow the sequence
p = 2K , . . . , 1, with a single photon measured at each 2k passes, implements the 2k
applications of the Û operator. The setting of the feedback phase θ is then adjusted
between each photon detection according to each measurement result.
Alternatively, by the equivalence discussed in Sec. 3.7, n = 2k NOON states may
be used, rather than multipassed single photons. In this case the 2k applications of
the operator Û are obtained by the 2k -fold phase shift acquired by the NOON state.
Then, the multiple pass construction is replaced by a single pass of the phase shift,
and single-photon detectors are replaced by parity detection via number-resolving
detectors.
Now we have examined the operation of the QPEA, and seen how it can be implemented practically, but how well does the scheme perform? The traditional
analysis of the QPEA, in the context of quantum computation protocols, assumes
that precision accurate up to a number of bits T is desired, using K + 1 > T qubits.
Let  be the probability of the algorithm failing to obtain an estimate of the desired
accuracy. It can be shown [30] that
=

1
2



2K−T +1 − 2

−1

.

(3.35)

In this context, the uncertainty in the estimate is a function of the number of
correctly determined binary places. For an estimate (that is, φest /2π) correct to T
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places, the uncertainty in the estimate will scale as 2−T . We can choose K to be
larger than T such that  is small. Then,  ≈ 2T −K−2 , and thus the uncertainty
scales as 2−T ≈ 2−K−2 /. For a fixed probability of error, the uncertainty therefore

decays exponentially in the number of qubits K + 1.

Clearly the exponential decay of uncertainty does not correspond with what we
already know about the fundamental limit to phase measurement precision, the
Heisenberg limit, O(1/N ). This is because quantifying resources in terms of the
number of qubits assumes that Û 2 can be implemented without using any more
k

resources than Û , an assumption that is not justified outside the context of quantum
computation (see Sec. 3.4.1). For K + 1 qubits, the total number of applications of
Û is N = 2K+1 − 1, and with this quantification we arrive at 2−T ∼ 1/N .
This appears to be Heisenberg limited scaling, and serves to illustrate why quantifying resources as the number of applications of the phase shift is sensible. However,
characterising the uncertainty in terms of accuracy to T binary places (with some
probability of error) is not the usual one for the measurement of an interferometric
phase (see Sec. 3.4.2). Performing a correct analysis of the performance of this
scheme requires characterisation using the standard deviation of the resulting estimate, ∆φ [83, 85].
Using the formulae of Ref. [98], the exact result for the QPEA is
∆φ =
Thus as N grows large, ∆φ ∼

r

2
1
+ 2.
N
N

(3.36)

√ √
2/ N , scaling as the SQL (see also Ref. [116]).

We see that the QPEA, using phase superresolving states, and employing optimal
adaptive measurements on those states (Refs. [85, 102], and discussed further in
Ch. 4), actually exhibits uncertainty in the phase estimate that is worse than stan√
dard measurements by a factor of 2! The reason that it exhibits no improvement
over standard measurement lies in the fact that the input states themselves are not
optimal. The probability distribution of phase estimates resulting from the QPEA
is [85]
P (φest ) =

sin2 [(N + 1)(φest − φ)/2]
.
2π(N + 1) sin2 [(φest − φ)/2]

(3.37)

An example of this distribution is illustrated in Fig. 3.12.

The distribution is sharply peaked around φest = φ, which corresponds to the
good performance found when uncertainty is quantified using an error probability
measure. However, in the wings, the envelope of the distribution falls off only
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Figure 3.12: QPEA phase distribution, with φ = 0 and N = 15 resources. The sharp peak
of the distribution illustrates the likelihood of producing well-localised phase estimates, corresponding to favourable results in terms of confidence intervals, whereas the nonnegligible
wings illustrates the significant probability of producing phase estimates with large error.

as the inverse square of the error in the estimate, φest − φ. While the likelihood

of producing a phase estimate within the narrow central peak is large, it is the
significant probability of producing a phase estimate with large error that has such
a detrimental effect on the standard deviation. In other words, when accurate, the
QPEA gives an estimate with high precision, but there is a significant chance that
the QPEA will give an estimate that is wildly inaccurate, and it is these inaccuracies
that lead to SQL scaling of the standard deviation.
The QPEA fails to exhibit phase estimate uncertainty better than the SQL, let alone
reach the HL. However, we will see in Ch. 4 that by deriving a generalisation of
this algorithm it is possible not only to beat the SQL, but to achieve performance
scaling at the HL. Before we examine this and other schemes capable of betterthan-SQL performance, we introduce the experimental apparatus that allowed us to
demonstrate each of these schemes.

3.9

Experimental Demonstration

We have experimentally demonstrated a standard phase measurement scheme and
the QPEA using single photons with an apparatus like that depicted in Fig. 3.13.
We constructed a single-mode polarisation interferometer, equivalent to the Mach–
Zehnder interferometers depicted in previous conceptual diagrams. Such a construc-
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Figure 3.13: Phase measurement apparatus using a single-spatial-mode multipass polarisation interferometer. Phase shifts between the left- and right-circular interferometric
modes were induced by half-wave plates (HWPs). Single photons were generated by a
spontaneous parametric down-conversion (SPDC) source (not shown) and prepared in the
initial two-mode superposition state by a polarising beam splitter (PBS). After traversing
the controllable phase element θ (placed in a motorised rotation stage) and unknown phase
element φ, a polarising beam displacer (PBD) followed by optical fibre couplers and singlephoton counting modules (SPCMs) performed measurements in the X̂ basis. The results
were fed to a processor which updated the phase probability distribution P (φ) and, according
to the scheme being tested, controlled θ for each subsequent measurement. The number of
passes of the photon was adjusted by moving mirrors on motorised translation stages—the
single-pass case is illustrated as the faint configuration.

tion allows us to achieve high-visibility and high-stability interference between the
two interferometer modes.
Single photons were generated via the spontaneous parametric down-conversion
(SPDC) process described in Ch. 2. A mode-locked 820 nm Ti:sapphire laser was
frequency doubled, producing 410 nm pulses in a single mode. High-fidelity pairs
of 820 nm single photons were generated by a bismuth borate (BiBO) crystal, with
each output mode of the crystal passing through a 2 nm-bandwidth (full width half
maximum) interference filter before entering a single-mode optical fibre.
One of the photon pair was guided by an optical fibre to a single-photon counting
module (SPCM), connected to coincidence logic and counting electronics. The other
photon was guided by an optical fibre to the interferometer apparatus and used as
a single-photon input. After traversing the interferometer, detection in coincidence
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with the first photon ensured high-fidelity single-photon states were measured in the
circuit.
Right- and left-circular polarisations (|Ri and |Li) implemented the two modes

of the interferometer. The state of the photon input to the interferometer was

prepared by a polarising beam splitter (PBS)—horizontally polarised photons were
passed, resulting in an equal superposition of the two interferometric modes, |Hi =
√
(|Ri + |Li)/ 2. Phase shifts between the two modes were implemented by birefringent half-wave plates (HWPs)—a HWP rotated some angle α/4 from its optic

axis would induce a phase shift between the two modes, resulting in the state
 √
|Ri + eiα |Li / 2.
Following the PBS, the feedback phase θ was implemented using a 25 mm HWP in a
computer-controlled motorised
rotation mount
set to an angle of −pθ/4. The state

 √
of the photon thus becomes eipθ |Ri + |Li / 2 (to within an unmeasurable global
phase factor).

The system phase was implemented by a 50 mm-diameter HWP at a fixed angle
φ/4—despite being fixed, the randomised initial value of θ ensures our analysis is
equivalent to that of a phase φ ∈ [0, 2π). Multiple passes were achieved with two
parallelly aligned 50 mm-diameter mirrors, each preceded by quarter-wave plates

(QWPs)4 set at their optic axes—these were used to undo π phase shifts experienced
upon reflection. In order to use the full aperture of the QWPs, they were held in
place by card-holders, rather than rotation mounts. This has the disadvantage that
accurate calibration of the QWPs was made difficult.
Photons reflected off the large mirrors p times, traversing a “zig-zag” mode through
√
the phase shift HWP, resulting in a photon state of (eipθ |Ri+eipφ |Li)/ 2. A silver-

coated prism seated on a 100 mm computer-controlled motorised translation stage

selected the number of passes of the photon through the phase shift by intercepting
the photon and reflecting it into a mode perpendicular to the mirrors, common
(approximately) for all settings of the number of passes. The 50 mm apertures of
optical components limited the maximum number of passes with resolvable modes to
approximately 33, therefore the maximum number of passes that we demonstrated
with the QPEA is 32 (for K = 5).
For the single-pass component of the QPEA, and for standard measurements, the
photon was selected immediately after the initial application of the phase shift φ by
a silver-coated prism seated on a 25 mm translation stage on the opposite side of
4

For logistical reasons, all but results for K = 5 used 25 mm QWPs. To obtain K = 5 results,
50 mm QWPs were used.
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the φ HWP. This is indicated by the faint mode shown in Fig. 3.13.
A calcite polarising beam displacer (PBD) discriminated between |Hi and |V i

polarisations, implementing the X̂ measurement. Each output mode of the PBD
passed through a 10 nm-bandwidth interference filter held in place by a 50 mmlong 25 mm-diameter opaque cylinder to exclude background light. Immediately
following, the modes were coupled to multimode fibres. Photons entering these
fibres were guided to SPCMs.
The operation of the scheme was controlled by computer using a supervisor program
written in the LabVIEW language. Computer controlled stages were sent to their
initial positions, corresponding to a single pass for standard measurements and 32
passes for the QPEA, and a random initial feedback phase θ. To minimise the time
required for motion of the rotation stage in which θ was located, the periodicity of
the system was exploited by moving the stage to the nearest equivalent setting.
After stages arrived at the specified locations and motion ceased, the supervisor
program rapidly polled the photon counting electronics. Photons passing through
the experiment to SPCMs were detected in coincidence with pair photons generated
during the SPDC process. A suitably configured delay line between the photon
detector at the SPDC source and the coincidence logic and counting electronics
ensured that corresponding photons were counted using minimal time windows, such
that coincident detections were recorded for all numbers of passes 1 ≤ p ≤ 32. The

program waited until a uniquely identifiable detection (in coincidence) occurred in
either one of the two outputs of the interferometer.

Unavoidable imperfections (such as defects in manufacturing of half- and quarterwave plates or inaccuracies in their calibration, and imprecise mode matching) led
to visibilities of phase fringes less than the ideal unit visibility (Table 3.1). It was
advantageous, then, to use Bayesian analysis, allowing us to take the measured
nonunit visibility into account in the operation of the phase estimation algorithms.
We have already seen how this can be achieved for standard measurements, and a
similar process (described in more detail in Ch. 4) was also applied to the QPEA.
For the QPEA, adjustment of the feedback phase θ was controlled based on the
probability distribution for the phase, P (φ). θ was set such that the expected
phase uncertainty (standard deviation ∆φ) after the subsequent measurement was
minimised. With perfect visibility this procedure reduces to performing the QPEA
exactly as described in Sec. 3.8 (see Sec. 4.3). After each measurement, P (φ) was
updated via Bayes’ theorem (see e.g. Fig. 3.14), the number of passes was halved
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Figure 3.14: Example experimental operation of the Bayesian adaptive process for a single phase measurement by the QPEA. Here with K = 5
(thus N = 63), the first measurement performed with p = 2K = 32 passes and a random feedback phase θ results in a probability distribution
for the phase, P (φ), with 32 identical peaks (top left). As each measurement is performed (left to right, top to bottom), the number of passes is
halved (p = 2k = 32, 16, 8, 4, 2, 1 as k = K, . . . , 0), leading to suppression of alternate peaks in P (φ) until the phase is localised with measurement
at a single pass. Smaller secondary peaks remain in the probability distribution due to uncertainty inherent in the QPEA (see Fig. 3.12) and the
imperfect visibility of the interferometer.
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Number of passes
1
2
4
8
16
32

Vis. (Hmax , Vmin )
0.9963 ± 0.0006
0.9956 ± 0.0007
0.9889 ± 0.0013
0.9908 ± 0.0012
0.982 ± 0.002
0.961 ± 0.004

Vis. (Vmax , Hmin )
0.9974 ± 0.0005
0.9959 ± 0.0007
0.9886 ± 0.0014
0.9927 ± 0.0011
0.981 ± 0.002
0.960 ± 0.004

Table 3.1: Measured visibilities of the two output modes of the interferometric apparatus
for various number of passes through the phase shift. These results were derived from
single-photon counting in coincidence, as was done during the demonstration of the phase
measurement schemes. The controllable phase θ was set to minimise an output mode,
ideally maximising the opposite output; the middle column shows visibilities with the vertical
polarisation output (V ) minimised, the right column with horizontal polarisation output (H)
minimised. High visibilities were seen for the first several passes, with visibility decreasing
as the number of passes increases due to experimental imperfections. The QPEA was run
with the visibilities shown here, but standard (single-pass) phase measurements were taken
at different times with various (but very similar) visibilities. In all cases, Bayesian analysis
was performed on measurement results based upon the minimum of the pair of visibilities
recorded for each number of passes.

(following the sequence, p = 2K , 2K−1 , . . . , 1), and polling for measurements was
halted while stages were in motion. For standard measurements, θ was simply
incremented by π/N after each measurement.5
The results of running these schemes are plotted in Fig. 3.15. We demonstrated the
QPEA with K ∈ {1, . . . , 5}, corresponding to N ∈ {3, 7, 15, 31, 63} resources. We
demonstrated standard measurements with N ∈ {6, 18, 42, 90}.6 Each experimental
point on the plot corresponds to the standard deviation observed for 1000 estimates
of the phase φ. Figure 3.15 also shows the theoretical predictions of the standard
deviation of the schemes: the QPEA and HL are analytic predictions, and the SQL
is a numeric prediction based on a stochastic simulation with a large number of
samples.
The vertical axis of the plot is scaled by

√

N ; doing so has the effect of making the

SQL asymptote to a horizontal line with value 1, allowing it to be easily differentiated
from the HL. Standard deviations are calculated from the root Holevo variance
described in Sec. 3.4.2.
Error bars are 95 % confidence intervals calculated using a bootstrap method. This
5

For standard measurement phase estimations of some N , θ was decremented by π/N after each
measurement to avoid a range limitation of the stage controller electronics. As the results in this
case are nonadaptive, either direction is equivalent.
6
These values of N for standard measurements, with the additional points N = 186 and 378,
were originally chosen to correspond with the points demonstrated for the generalised QPEA in the
following chapter.
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Figure 3.15: Standard deviations of estimates for phase measurement schemes over various
N
√ . Here the results of the QPEA and a standard measurement scheme are shown, scaled by
N such that the SQL asymptotes to a horizontal line. Each experimental point is derived
from statistical analysis of 1000 estimates of the phase shift. The results of the standard
measurement scheme correspond to the SQL to within error bars. The QPEA results closely
follow the analytically predicted result—experimental imprecision in calibration of QWPs
were the likely cause of an increased phase uncertainty for the 32-pass, N = 63 data point.
Clearly, the QPEA exhibits performance scaling as the SQL,
√ and is, in fact, worse than
standard measurements in the asymptotic limit due to a 2 factor overhead. The HL is
plotted for comparison.

allows us to estimate the uncertainty in the standard deviations without making
any assumption of the form of the population distribution [117]. The measured
data are used as a model of the distribution. For a measured data set of size m, a
large number of bootstrap sample sets are constructed by choosing m data samples
at random (data samples may be included in the same bootstrap sample set more
than once). An estimate of the quantity of interest (standard deviation of phase
estimates) is obtained from each of these bootstrap samples, and the uncertainty in
the quantity is extracted from the distribution of these estimates.7 In our analysis
we use ≈106 bootstrap samples.
All experimental points, bar one, agree with theoretical results within experimental
error—the one deviating point is likely a result of the cumulative effect, due to
multiple passes (in this case 32), of inaccuracy in calibration of QWPs placed before
the 50 mm mirrors. Despite this the trend is clear. Standard measurements show
7

These results were presented in Ref. [83] using a studentised bootstrap method to determine
95 % confidence intervals, as distinct from the non-studentised bootstrap (or simply “bootstrap”)
method used in subsequent publications and here. The difference between the two methods is minor
and technical, and not relevant to this discussion. The non-studentised bootstrap method appears to
be slightly more robust, however the difference relevant to our results is minimal. Non-studentised
bootstrap is used here throughout for consistency.
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standard deviations at the standard quantum limit. The results of the QPEA show
√
standard deviations at 2 times those predicted of standard measurements, and
scaling identical to the SQL. Clearly, the QPEA does not achieve Heisenberg-limited
scaling.

3.10

Conclusion

In this chapter we have introduced the task of phase measurement, a tool that
has a wide variety of uses in precision metrology and quantum algorithms. The
regimes in which the estimation of a phase is important were considered, noting the
difference between regimes suitable for phase measurement, the task of estimating
an unknown phase anywhere in [0, 2π), and regimes suitable for phase sensing, the
task of tracking an approximately known phase as it varies over time.
Focussing on phase measurement specifically, Sec. 3.4 considered the general quantification of performance of phase measurement scheme—the achievable uncertainty
in the phase estimate given the resources used to obtain that estimate. Naturally,
this required the precise definition of both resource and uncertainty in the context
of phase measurement. While many optical treatments presume a single resource is
a single photon (while treatments of quantum computation theory consider single
qubits and gates), we saw that quantification of resources based on this assumption
is incomplete. The complete quantification counts the number of applications of
the phase shift. Following this, we saw that quantification of uncertainty using the
standard deviation (derived from the Holevo variance) is appropriate as a scheme
that performs optimally under such a definition will also perform optimally for other
quantifications of uncertainty.
These definitions allowed us to present the two important limits to phase measure√
ment. The SQL, with estimate uncertainty ∆φ scaling as 1/ N , is achieved by
independent measurements and unentangled states. The HL, with estimate uncertainty scaling as 1/N , could be achieved by using the optimal entangled input state
and optimal joint measurement of the output, but doing so is not experimentally
feasible.
The concept of phase superresolution was introduced in Sec. 3.7, showing how
certain states (NOON) and configurations (multipass) can show increased phase
fringe oscillation, leading to increased phase precision. The caveat is an introduction
of ambiguity in phase estimates, making such schemes, by themselves, unsuitable for
phase measurement. The QPEA, an adaptive algorithm from quantum computing
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theory, provides a method to eliminate these ambiguities, using a method akin to
binary elimination. Its performance, however good when quantified using traditional
definitions of quantum computing, is not as good as the SQL when quantified
appropriately using the standard deviation and the total number of phase shift
applications.
Finally, we studied the construction of an experimental apparatus to test phase
measurement schemes, using single photons (generated by SPDC) multiply passed
through a polarisation interferometer. With phase shifts between left- and rightcircular polarisations implemented using HWPs, a standard measurement scheme
and the QPEA were demonstrated, with each used to generate 1000 estimates of
the system phase φ for several N . The uncertainties of those results (Fig. 3.15)
correspond well with the theoretical predictions.
While we have shown that the QPEA is insufficient to achieve scaling at the fundamental limit (the HL) due to high wings in the distribution, the algorithm holds
promise. In the following chapter we will see that by coupling the results of the
QPEA to the results of standard phase estimation precision below the SQL can be
achieved. Furthermore, we will see that a generalisation of the QPEA, and even a
nonadaptive scheme closely related to this, can indeed achieve precision with HL
scaling.
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Chapter 4

Beyond-SQL and
Heisenberg-Limited Phase
Measurement with Single
Photons
Acknowledgement
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4.1

Introduction

Quantum mechanics predicts that the physical limit of phase measurement, the
Heisenberg limit (HL), scales quadratically better than what can be achieved using
only classical protocols, the standard quantum limit (SQL), as discussed in the
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previous chapter. The techniques explored in previous work, however, fail in subtle
but important ways to reach this limit.
NOON states and multiple passes of single photons both exhibit phase supersensitivity in the ideal case. However, these approaches introduce ambiguity that, alone,
cannot be resolved, making them unsuitable for the measurement of a phase in the
full [0, 2π) range. The quantum phase estimation algorithm (QPEA) is a protocol
that can use these approaches while eliminating the ambiguity, but with phase
uncertainty properly quantified as the standard deviation, it offers no improvement
over standard measurements.
In this chapter we show that, despite this, extensions of the QPEA can indeed
perform phase measurement better than the SQL. First, we consider a protocol
in which QPEA measurements are supplemented by standard measurements. Even
though both measurement schemes are bound by the SQL independently, we show
theoretically and experimentally that the resulting hybrid protocol exhibits phase
uncertainty below the SQL.
We then consider a generalisation of the QPEA, with optimising adaptive feedback
and multiple measurements for each configuration of the number of passes or size of
the NOON state. We will see that such an approach allows us to perform phase
measurements with precision scaling as the HL. Following this we consider the
removal of adaptivity, proving theoretically and demonstrating experimentally, that
with careful apportioning of resources one can achieve phase uncertainty scaling at
the HL using a nonadaptive protocol.

4.2

A Hybrid Scheme

In Ch. 3 we saw that the QPEA fails to achieve Heisenberg-limited scaling of phase
estimate uncertainty when quantified by the standard deviation, due to the relatively
large oscillations in the wings of the distribution of phase estimates. This is despite
performing well when uncertainty is quantified by a confidence interval, because
of the distribution’s sharp peak. One would presume that the performance of the
algorithm could be improved (perhaps achieving HL scaling) if the support in the
wings could be extinguished while maintaining this sharp peak.
Notably, phase estimates from standard measurements (which are independent and
nonadaptive) do not exhibit such large wings—the distribution is approximately
Gaussian, which has exponentially suppressed wings. Perhaps, then, the results of
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the QPEA can be improved by consolidating them with the results from standard
measurements. Indeed, previously published numerical results [116], which studied a
scheme where standard measurements were combined with adaptive-n NOON-state
interferometry, suggest that such an approach might be successful.
Combining the results of the QPEA with the results of standard measurements is
straightforward. Running the QPEA for some configuration of 2K -maximum passes
(or equivalent NOON states) consumes NQ = 2K+1 − 1 resources (photon-passes

through the phase shift) and generates a probability distribution of the phase, P (φ).
The standard measurement scheme then operates with NS single photons passed once
through the phase shift, θ being incremented by π/NS after each photon is measured.
As before, Bayes’ theorem is used to update a phase probability distribution based on
measurement results, but rather than starting with a flat distribution, we continue
updating the P (φ) distribution determined by the QPEA measurements. After all
measurements are completed the estimate of the phase can be extracted from this
distribution in the usual manner (see Sec. 3.5), φest = arg a1 where a1 is the first
Fourier coefficient of P (φ).

4.2.1

Bounding the Performance

An upper bound on the asymptotic scaling of the performance of this scheme can
be found analytically1 by considering a model of the scheme (applied using an ideal
interferometer) with these simplifications:
1. Rather than incrementing θ by π/NS for standard measurements, we consider
that θ alternates between 0 and π/2.
2. Rather than consolidating the QPEA and standard measurement results via
Bayesian processing, we consider choosing the final estimate of the phase,
φest , according to whether or not the estimates from each part of the scheme
(labelled φQ and φS ) “agree” or “disagree”. If they differ by greater than
an amount 2δφmax , the estimates disagree, in which case we assume that the

high wings of the QPEA distribution are the cause, and choose the standard
measurements estimate, φS . Otherwise, the estimates agree, and we choose

the QPEA estimate, φQ .
Both of these simplifications would necessarily worsen the performance of the hybrid
scheme in the general case, thus the performance of the scheme as it is actually
1

The proof here reproduces (with additional detail) that which we published in Ref. [84]. For a
different approach that obtains a lower bound of order 1/N 3/4 , see Ref. [85].

60

Beyond-SQL and Heisenberg-Limited Phase Measurement with Single Photons
Im
2(P2 + ) − 1
2

2P2 − 1

√
2 2
2

2(P2 − ) − 1
δφ
φ

2(P1 + ) − 1

2P1 − 1

2(P1 − ) − 1

Re

Figure 4.1: Argand plane construction to assess the size of error in an estimate of φ given a
deviation in the estimates of P1 and P2 up to an amount . The error threshold  defines a
square centred about the point e√iφ with sides of length 4. Half the length of the diagonal
through the square is therefore 2 2. The angle between this diagonal √
and the line from the
centre to the origin is φ−δφ+π/4, and thus by the sine rule, sin δφ = 2 2 sin(φ−δφ+π/4).

implemented will be at least as good as results predicted here.
Within this model, we take an even NS standard measurements, the results of which
are governed by the two probabilities P1 = (1+cos φ)/2 and P2 = (1+sin φ)/2. From
these results we can estimate P1 and P2 , each from NS /2 measurements, labelling the
estimates ν1 and ν2 , respectively. It is easy to see that (2P1 − 1) + i(2P2 − 1) = eiφ .
Thus the phase estimate can be calculated as

φest = arg [(2ν1 − 1) + i(2ν2 − 1)].

(4.1)

Suppose we consider an error “threshold”  for the deviation of the estimates ν1 and
ν2 from P1 and P2 . We can see on the Argand plane that this threshold defines
a square, of side length 4, centred around eiφ . If |νj − Pj | ≤  (for j ∈ {1, 2}),

the maximum error in the phase estimate δφ is defined by the angle of the corners

of this square to the origin. By geometric construction (see Fig. 4.1) it is evident
√
that sin δφ = 2 2 sin(φ − δφ + π/4). The maximum error is therefore equal to
√
arcsin(2 2).
Sometimes the error in an estimate νj equals or exceeds . By Hoeffding’s inequality [118] we find that the probability of this event is
2

Pr[|νj − Pj | ≥ ] ≤ 2e−2NS  .

(4.2)
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Thus the probability that either estimate has error equal or greater than  is bounded
above by 4 exp(−2NS 2 ).
We choose to take

s

3f (NS )
(4.3)
32
√
√
for some f (NS ) ≤ 1. Clearly, then, 2 2 ≤ 3/2. Following this, and noting that
√
arcsin is convex over the range [0, 3/2], we find that
=

 √ 
πq
arcsin 2 2 ≤
f (NS ) = δφmax .
3

(4.4)

Thus, the probability that the error in the phase estimate is at least δφmax is bounded
by 4 exp [−3NS f (NS )/16].

To determine the overall uncertainty in terms of the standard deviation, i.e. the
square root of the Holevo variance VH (see Sec. 3.4.2), we first recognise that when
VH is small it is well approximated by [98]


VH ≈ V ≡ 4 sin2



φest − φ
2



.

(4.5)

Here hxi denotes the expectation value, which can be written in general terms as
P

x∈X

xP (x) where the summation is performed over the entire probability space

X. To obtain an upper bound for this expectation value where x is continuous, we
need only consider a set of subspaces Xi where each x is a value at least as large as
any element of Xi , and P (x) is at least the probability of obtaining a result falling
within Xi . Using this approach we can determine an upper bound for the variance.
Suppose that the phase estimate derived from these standard measurements is
inaccurate, in the sense that |φS − φ| ≥ δφmax . The probability of this condition is no

more than 4 exp [−3NS f (NS )/16]. By the argument above, and because sin(x) ≤ 1,
the contribution to V for this condition is no more than 16 exp [−3NS f (NS )/16].
If we choose f (NS ) = min[1, (32 log NS )/(3NS )], this contribution will be of order

1/NS2 .

For the alternative option, that the standard measurements phase estimate is accurate, suppose that the QPEA estimate and the standard estimate disagree, i.e.
that |φS − φQ | > 2δφmax . Because |φS − φ| < δφmax , it follows that the QPEA

estimate must be inaccurate, |φQ − φ| > δφmax . As we saw in Ch. 3 [Eq. (3.37)] the
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probability distribution for the QPEA is [85]
P (φQ ) =
≥

sin2 [(NQ + 1)(φQ − φ)/2]
1
2π(NQ + 1)
sin2 [(φQ − φ)/2]

(4.6)

sin2 [(NQ + 1)(φQ − φ)/2]
1
,
2π(NQ + 1)
[(φQ − φ)/2]2

(4.7)

because sin2 [(φQ − φ)/2] ≤ [(φQ − φ)/2]2 . The probability of obtaining a QPEA
estimate deviating from φ by more than δφmax is

P (|φQ − φ| > δφmax ) = 1 − P (|φQ − φ| ≤ δφmax )

(4.8)

P (φQ ) dφQ

(4.9)

=1−

Z φ+δφ
max

=1−2

φ−δφmax
Z φ+δφ
max
φ

P (φQ ) dφQ ,

(4.10)

by symmetry of P (φQ ). Therefore, replacing P (φQ ) for Eq. (4.7) above gives
P (|φQ − φ| > δφmax )
≤1−

1

π(NQ + 1)

Z φ+δφ
max sin2 [(NQ + 1)(φQ − φ)/2]

[(φQ − φ)/2]2

φ

We perform integration by parts,
sin2 [(NQ + 1)(φQ − φ)/2] and
0, we find that

dv
dx

R

dv
dx = uv −
u dx

R

dφQ .

(4.11)

v du
dx dx, by assigning u =

= [(φQ − φ)/2]2 . Noting that limx→0 sin2 (x)/x =

P (|φQ − φ| > δφmax )

sin2 [(NQ + 1)δφmax /2]
π(NQ + 1)
δφmax /4

(NQ + 1)Si[(NQ + 1)δφmax ]
+
,
2
1

≤1−

where Si(x) =



−

(4.12)

R x sin t
0 t dt, known as the sine integral. Rearranging, we have

P (|φQ − φ| > δφmax )

2(1 − cos [(NQ + 1)δφmax ])
1
≤
(NQ + 1)δφmax +
(NQ + 1)δφmax
π

2(NQ + 1)δφmax Si[(NQ + 1)δφmax ]
.
(4.13)
−
π
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To simplify Eq. (4.13) we find the maximum of the expression in the square brackets,
which we label y. Setting its derivative to 0,
2(NQ + 1)
dy
= (NQ + 1) −
Si[(NQ + 1)δφmax ] = 0,
dδφmax
π

(4.14)

we find that this expression has extrema where Si[(NQ + 1)δφmax ] = π/2. The ex-

pression is maximised for the first solution (greater than zero) of the inverse function
Si(−1) (π/2) = (NQ + 1)δφmax . It follows, then, that y ≤ 2(1 − cos[Si(−1) (π/2)])/π,

and thus the probability of obtaining a QPEA estimate deviating from φ by more
than δφmax is bounded as
(−1)
(π/2)
2 1 − cos Si

h

P (|φQ − φ| > δφmax ) ≤

π

i

(NQ + 1)δφmax

.

(4.15)

In this condition we know the estimate φQ differs from the true phase φ by more
than the standard estimate φS . Thus, we choose φest := φS , which has error
no greater than δφmax .

By an approach similar to that used for the previous

condition, we find that the contribution of this condition to V will not exceed
2
π (1

− cos[Si(−1) (π/2)])δφmax /(NQ + 1). Because

2
3 (1

the contribution to V will therefore not be larger than

− cos[Si(−1) (π/2)]) ≈ 0.90,

p

f (NS )/NQ [119].

One last condition must also be considered, that of when the standard estimate is accurate (|φS − φ| < δφmax ) and the standard and QPEA estimates agree (|φS − φQ | ≤
2δφmax ). In this condition we choose the QPEA estimate, φest := φQ , finding that
|φQ − φ| < 3δφmax . The probability that we obtain such an estimate is bounded by
the probability of the QPEA estimate deviating from φ by no more than 3δφmax ,
P (|φQ − φ| < 3δφmax ) =
=

1

Z φ+3δφ
max

P (φQ ) dφQ

φ−3δφmax
Z φ+3δφ
max

π(NQ + 1)

0

(4.16)

sin2 [(NQ + 1)(φQ − φ)/2]
dφQ .
sin2 [(φQ − φ)/2]

(4.17)

The contribution to V in this case is therefore upper-bounded by
4

Z φ+3δφ
max

π(NQ + 1)

0

sin2 [(φQ − φ)/2]

sin2 [(NQ + 1)(φQ − φ)/2]
dφQ
sin2 [(φQ − φ)/2]

sin [3(NQ + 1)δφmax ]
=
3δφmax −
π(NQ + 1)
NQ + 1
2

2
2 f (NS )
,
≤
+
NQ
πNQ2
p

!

(4.18)
(4.19)
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Number of passes
1
2
4
8
16
32

Vis. (Hmax , Vmin )
0.9980 ± 0.0005
0.9975 ± 0.0005
0.9971 ± 0.0005
0.9955 ± 0.0008
0.9870 ± 0.0017
0.964 ± 0.004

Vis. (Vmax , Hmin )
0.9982 ± 0.0004
0.9975 ± 0.0005
0.9975 ± 0.0005
0.9955 ± 0.0008
0.9890 ± 0.0016
0.964 ± 0.004

Table 4.1: Measured visibilities of the two output modes of the interferometric apparatus
for demonstrating the hybrid protocol (following Table 3.1). The minimum of the visibility
pair for each number of passes is used in the Bayesian analysis.

where we have employed the probability distribution formalism of the expectation
value.
With all three conditions enumerated we find, by summing each contribution, an
upper bound for the total phase variance V :




3 f (NS )
V ≤
+ O 1/NS2 + O 1/NQ2 .
NQ
p

(4.20)

With the total number of resources N = NQ + NS , this expression is minimised
(ignoring the slowly varying log term in f (NS )) when NS = N/3 and NQ = 2N/3.
We finally obtain
V =O

√

log N
.
N 3/2
!

Therefore the uncertainty—that is, the standard deviation ∆φ =

(4.21)
√

V —of this hybrid

scheme, using both standard and QPEA techniques, must scale as (log N )1/4 /N 3/4
or better.

4.2.2

Experimental Demonstration

We demonstrated this scheme with the same apparatus as was used in Ch. 3—see
Sec. 3.9 (page 47). Single photons, generated by spontaneous parametric downconversion (SPDC) and detected in coincidence, traversed a polarisation interferometer, passing multiple times though the unknown phase shift implemented by a halfwave plate. Detections by single-photon counting modules (SPCMs) were used to
update a probability distribution for the phase, with the phase θ changing adaptively
(QPEA) or nonadaptively (incrementing by π/NS ) according to the stage of the
hybrid protocol. The measured experimental visibilities of measurement outcomes
are given in Table 4.1.
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Figure 4.2: Standard deviations of estimates for the hybrid phase measurement scheme. As
in
√ the previous chapter, results are derived from 1000 phase estimates and are scaled by
N . The hybrid scheme demonstrates performance intermediate between the SQL and the
HL, both of which are plotted for comparison.

The measured standard deviations of this hybrid protocol for 1000 estimates are
plotted in Fig. 4.2. We demonstrated the protocol for various N = NQ + NS with
NQ = 2K+1 − 1 and NS = 2K by choice of K ∈ {1, . . . , 5}. The limited aperture of
optical elements (50 mm diameter) placed an upper bound on K. The number of
resources demonstrated is N ∈ {5, 11, 23, 47, 95}.
Experimental results (points) agree with numerical predictions (lines, generated by
stochastic simulations) well within error bars (95 % confidence intervals calculated
by a bootstrap method). For comparison, theoretical results for the SQL and the
HL are also plotted.
To more clearly demonstrate the asymptotic scaling, these results are reproduced
in Fig. 4.3 on a different scale. Here the vertical axis is the standard deviation
√
multiplied by N 3/4 (rather than N ). On this plot the performance of the hybrid
protocol asymptotes almost to a horizontal line, indicating scaling near to the
O(1/N 3/4 ) found analytically above.

4.3

Scaling at the Heisenberg Limit: The Generalised
Quantum Phase Estimation Algorithm

The hybrid scheme illustrated above has shown that the high wings of the distribution resulting from the QPEA can be suppressed with an extra number of resources
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Figure 4.3: Standard deviations of estimates for the hybrid phase measurement scheme,
results now scaled by N 3/4 . The slowly increasing trend of phase uncertainty of the hybrid
scheme as N increases illustrates scaling near O(1/N 3/4 ).

applied in the single-pass configuration, allowing one to achieve phase estimation
beyond the SQL exhibited separately by the QPEA and standard measurements.
Suppose that the idea of using extra resources for the single-pass configuration was
extended to each number-of-passes configuration in the QPEA. Specifically, suppose
that, instead of sending a single photon through the interferometer at each 2k -passes
(k ∈ {K, . . . , 0}), we send M single photons through the interferometer, measuring

each independently (although perhaps adaptively). The total number of resources
used would then be N = M (2K+1 − 1).

When we examine these inputs we find that, for a suitably chosen M , the resulting
state more closely resembles the optimal state [85]. This suggests that the measurement will result in a more accurate phase estimate given the same number of
resources. Not only is this the case, but this generalisation can in fact achieve HL
scaling of phase uncertainty, as we demonstrate below.

4.3.1

Measurement Procedure

To accommodate the extra photons, the measurement procedure presented in Sec. 3.8
must be suitably modified as the inverse quantum Fourier transform (QFT) cannot
be sensibly applied to these states. Like before, the generalised QPEA (GQPEA),
following each photon measurement, updates an initially flat phase probability distribution P (φ) based on measurement results using Bayes’ theorem. In this case,
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the probability distribution can be represented by the series
P (φ) =

1 X
k
aj e−ij2 φ ,
2π j

(4.22)

which is identical to Eq. (3.14) except for the single-pass phase parameter φ being
replaced with the multipass phase parameter 2k φ. The final estimate of the phase
φest is the most likely phase given this distribution after all measurements have
completed [Eq. (3.17)].
The feedback phase θ, initially random, is adjusted between each measurement such
that the expected phase uncertainty after the following measurement is minimised.
There are three possible solutions [91], θ± and θ0 . Where aj are Fourier coefficients

of P (φ),

v
u
u 2i Im(e−iα a2 ) ± (1 − |a2 |2 )
θ± = arg t
−iα
iα ∗ 2

(4.23)

θ0 = arg(a2 a∗1 − a1 ),

(4.24)

e

and

− e (a2 )

with α = arg(a21 − v 2 a2 ) and v being the classical visibility of the measurement.
Numerically we have found that θ− is always optimal for the GQPEA.

As in the QPEA, measurements take place with different configurations of photon
passes through the phase shift. The procedure begins with a maximum number of
passes 2K , and decreases by half after every M measurements, down to a single pass
through the phase shift. Figure 4.4 illustrates the algorithm for M = 2 and K = 2.
In addition to the transformation of Fourier coefficients after each measurement, the
coefficients must also undergo the transformation
a2j := aj ,

a2j+1 := 0,

(4.25)

as the number of passes changes after every M measurements.
If we set the parameter M to 1, so that a single photon traverses the interferometer
for each k, it can be shown that the feedback phases calculated after each photon
measurement are exactly the rotations required to implement the local-operationsand-classical-control (LOCC) implementation of the inverse QFT. In other words,
the M = 1 condition of the GQPEA implements the QPEA (which justifies titling
the algorithm “generalised”). For M > 1, the measurement is not the canonical
phase measurement [100, 101], but is a good approximation to it for M ≥ 4 [98].
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|+i
|+i
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Figure 4.4: Circuit diagram of the generalised QPEA for K = 2 and M = 2. As before, R̂(α) ≡ |0i h0| + eiα |1i h1|. The operator D̂(δθ) represents
an updating operation applied to the classical rail which encodes the value of θ. This value is determined conditioned upon all measurement
results through Bayesian analysis (as described in the text), signified by the circled-dot symbol, . After the final measurement the classical rail
is adjusted such that its value is the best phase estimate given all preceding measurement results, φest .
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Regarding the practicality of recording the phase probability distribution, it is only
necessary to calculate Fourier coefficients aj for 0 ≤ j ≤ 2M −1, since coefficients for

higher-order terms have no effect on the final phase estimate. Since generally M 
N , this is considerably fewer coefficients than is required for standard measurements
(dN/2e + 1), a fact which can be used to simplify the calculations.

The performance of the above algorithm is analysed by performing stochastic simulations. These numeric results indicate that for M = 1 and M = 2 the GQPEA gives
phase estimates with uncertainty at the SQL—analytical results confirm this [83,85].
For M = 3 we find phase uncertainty consistent with a scaling of 1/N 3/4 , better
than the SQL, and slightly better than the hybrid scheme. Most notably, however,
the numerical results show that, for M ≥ 4, the GQPEA exhibits performance only

a constant factor above the HL. This constant “overhead” factor depends on M ,
with the minimum overhead factor of 1.53 found at M = 5.

4.3.2

Experimental Demonstration

To demonstrate the GQPEA, we used a multipassed single-spatial-mode polarisation
interferometer with photons supplied by a SPDC source as before (see Sec. 3.9). We
chose M = 6 for our demonstration as numerical simulations indicate that this
configuration is more robust to imperfect visibility of the apparatus, with a very
small increase in the constant overhead factor (see below). The measured visibilities
for each pass configuration of the apparatus when running with the GQPEA are
listed in Table 4.2.
As in the demonstration of the QPEA, limited aperture of optical components
restricted us to K = 5. Thus the number of resources we demonstrated2 is N ∈
{6, 18, 42, 90, 186, 378}. An example of the probability distribution P (φ) as the

algorithm progressed is given in Figs. 4.5–4.8. The standard deviations calculated
from running the algorithm for 1000 phase estimates for each N are shown in Fig. 4.9.
Despite underperformance at 32 passes (due to imperfect calibration of quarter-wave
plates, as for the QPEA results), the results clearly show performance of the GQPEA
scaling at the HL.
The dependence of the constant overhead factor on the parameter M is illustrated
by considering a different approach to increasing the number of resources. This
concept is motivated by the limitation of a maximum 32 passes (K = 5), and thus
2

This is also the set of N s demonstrated in Ch. 3 for standard measurements. Indeed, the set
of N s used there was originally chosen to correspond to the set used here.
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Figure 4.5: Example experimental operation of the Bayesian adaptive process for a single phase measurement by the GQPEA. With K = 3 and
M = 6 (thus N = 90), the first measurement performed with p = 2k = 8 (k = K) passes and a random feedback phase θ results in a probability
distribution for the phase, P (φ), with 8 identical peaks (top left). M measurements (left to right, top to bottom), with θ optimised after each
measurement, enhance the sharpness of these peaks.
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Figure 4.6: Example experimental operation of the Bayesian adaptive process for a single phase measurement by the GQPEA. Following Fig. 4.5,
the number of passes is halved (here, k = 2), and a further M = 6 measurements eliminates alternate peaks in P (φ) and enhances the sharpness
of remaining peaks.
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Figure 4.7: Example experimental operation of the Bayesian adaptive process for a single phase measurement by the GQPEA. Following Fig. 4.6,
now measurements are performed for k = 1 (2 passes).
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phase φ with high precision, as indicated by the sharpness of the single peak in the final P (φ) probability distribution for the phase (bottom
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Number of passes
1
2
4
8
16

Vis. (Hmax , Vmin )
0.9930 ± 0.0007
0.9929 ± 0.0007
0.9926 ± 0.0007
0.9922 ± 0.0008
0.9961 ± 0.0006

Vis. (Vmax , Hmin )
0.9979 ± 0.0004
0.9985 ± 0.0003
0.9985 ± 0.0003
0.9984 ± 0.0004
0.9980 ± 0.0004

Vis. (Hmax , Vmin )
0.9988 ± 0.0003
0.9970 ± 0.0004
0.9892 ± 0.0009
0.9952 ± 0.0006
0.9876 ± 0.0011
0.961 ± 0.003

Vis. (Vmax , Hmin )
0.9978 ± 0.0004
0.9967 ± 0.0005
0.9896 ± 0.0008
0.9947 ± 0.0006
0.9864 ± 0.0011
0.954 ± 0.003

(a) For K < 5.

Number of passes
1
2
4
8
16
32

(b) For K = 5.

Table 4.2: Measured visibilities of the two output modes of the interferometric apparatus
for various number of passes through the phase shift. These results are derived from singlephoton counting in coincidence. For logistical reasons, data for K = 5 results were taken
after data for K < 5 and with changed optical elements. The visibilities, while similar,
are thus not identical in either case. Bayesian analysis, performed on measurement results
through the operation of the GQPEA, was based upon the minimum of the pair of visibilities
recorded for each number of passes.
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Figure 4.9: Measured standard deviations of estimates for the GQPEA. As for the QPEA,
experimental imprecision in calibration of quarter-wave plates is responsible for an increase
in phase uncertainty above the theoretically expected result at 32 passes, N = 378.
Nevertheless, experimental results (points) closely follow theoretical predictions (lines) and
clearly show the GQPEA exhibiting scaling of phase uncertainty a constant factor above
the HL. The HL theoretical prediction, as well as SQL and QPEA theory predictions and
experimental results are plotted for comparison.

Achieving Heisenberg-Limit Scaling Without Adaptivity

75

a maximum of N = 378 resources, in our experimental apparatus. Supposing that
we wished to use a higher N than this, as we can no longer increase K, the only
remaining variable which will alter N is M . Indeed we can increase M indefinitely—
generating additional single-photon states is relatively easy.
The adaptive algorithm can successfully make use of these resources. However
increasing M while leaving K fixed produces limited returns—Fig. 4.10 illustrates
this. Here, the standard deviations of phase estimates produced by the GQPEA with
a fixed K = 4 and variable M ∈ {1, 2, 3, 4, 5, 6, 7, 8, 10, 15, 20, 25, 30, 70} have been

plotted, points representing experimental data and lines representing theoretical
√
results, scaled by N to present the SQL as asymptoting to a horizontal line, as
usual.
The initial rapid decrease in uncertainty at M ≥ 3 (N ≥ 93) quickly deterio-

rates as the increasing resources results in only performance scaling as the SQL.
Clearly, increasing M alone is insufficient to achieve beyond-SQL phase measurement
performance—one must also increase the maximum number of passes, 2K .
As we conclude the discussion of the GQPEA, it is worth emphasising that, in the
same manner as for the QPEA and as an alternative to the multipass interferometer,
one could perform the GQPEA using NOON states due to the equivalence of the
two methods (discussed in Sec. 3.7). To do this requires access to an apparatus
to generate multiple (M ) 2k -photon NOON states, for each k, and performing
measurements of photon number difference at the outputs of the interferometer.
The algorithm is otherwise identical.

4.4

Achieving Heisenberg-Limit Scaling Without Adaptivity

With an adaptive scheme we can achieve scaling of phase measurement performance
at the HL. But we know from Sec. 4.2 that novel portioning of resources, even
nonadaptive resources, can have a positive effect on the performance of a scheme.
Can a nonadaptive scheme, then, using GQPEA-style binary elimination, achieve
scaling at the HL?
It is insufficient to simply eliminate the adaptivity of the feedback phase θ in the
GQPEA by replacing it with a fixed sequence, such as incrementing θ by π/M .
This is illustrated by numerical results plotted in Fig. 4.11. Such measurements
produce phase estimates that, in some conditions, perform better than the SQL,
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Figure 4.10: Measured standard deviations of phase estimates for the GQPEA with a fixed
K
√ = 4 and variable M ∈ {1, 2, 3, 4, 5, 6, 7, 8, 10, 15, 20, 25, 30, 70}. The results multiplied by
N as in (a) demonstrate that increasing the number of resources N only by increasing the
number of photons for each pass M results in performance only scaling as the SQL (although
below it). The expected standard deviations multiplied by N as in (b) show the optimality
of M = 5, consistent (within error) with the experimental result.
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Figure 4.11: Standard deviations of phase estimates using nonadaptive measurements, θ
incrementing by π/M after each measurement, calculated by numerical simulations, for
various values of M and K (recall N = M (2K+1 −1)). Measurements are made with photons
passing 2k times through the phase shift, k ∈ {K, . . . , 0}, similarly to the GQPEA. Unlike
the adaptive GQPEA, and even standard measurements, these nonadaptive measurements
permit no additional precision in the phase estimate beyond a fixed amount as N increases.
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Figure 4.12: Measured standard deviations of nonadaptive measurements with optimal MK .
Data observed using the single-spatial-mode polarisation interferometer. Lines, theoretical
predictions; points, experimental standard deviations of 1000 phase estimates each; error
bars,
√ 95 % confidence intervals. The experimental results are consistent with a predicted
O( log N /N ) scaling.

and even appear to be scaling near the HL. However, it is clear that, for a given M ,
improvement in phase uncertainty eventually ceases. Indeed, all such schemes have
a standard deviation that asymptotes to a constant.

4.4.1

Varying M for each K

There appears to be some advantage to be found, in terms of improved phase
uncertainty, if we were to relax the condition of a fixed M for a given K. Instead
of using a fixed M , we choose the optimal MK for each K. These optimal MK can
be determined by performing numerical simulations using various MK and choosing
the MK that produces the lowest phase uncertainty for a given K.
We have experimentally demonstrated this phase measurement scheme using the
numerically determined optimal values, MK = 2, 10, 12, 15, 16 for K = 1, . . . , 5
respectively, with a multipass polarisation interferometer as before. The results
are plotted in Fig. 4.12. It can be shown analytically that the phase uncertainty
√
∆φ is lower-bounded by O( log N /N ) (see below), and the experimental data3 are
consistent with this result. While this is phase uncertainty below the SQL, it is not
Heisenberg-limited.
3
These data were obtained some time after the results for the GQPEA, necessitating recalibration
of quarter-wave plate optic axes as well as coincidence windows and delays. This resulted in
improved results for 32 passes.
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Û 2

R̂(2θ) •

D̂( π2 ) 

X̂ 2534

Û
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Figure 4.13: Circuit diagram of the nonadaptive phase measurement protocol for MK,k = MK + µ(K − k), here with MK = 1, µ = 1, and K = 2.
The classical feedback rail θ is adjusted in a fixed way (incrementing by π/MK,k ) after each measurement independent of the result. After the
final measurement, θ is set such that it is equal to the most likely value of the phase φ, conditioned on all the measurement results via Bayesian
processing.
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Figure 4.14: Measured standard deviations of phase estimates of a nonadaptive protocol with
MK,k = MK + K√− k. Results are consistent with the theoretically expected asymptotic
scaling of ∆φ as log log N /N .

4.4.2

Varying M as a Function of K and k

The nonadaptive protocol can be enhanced further by not only varying M for each
K, but also for each k. That is, for each setting of the number of passes 2k , a different
number of photons may be measured. An example is illustrated as a quantum circuit
in Fig. 4.13. This approach is justified by the fact that the largest deviations in the
phase estimate are likely to be caused by inaccuracy in localising the phase when
the fewest numbers of passes are employed. For example, a phase estimate φest that
is highly accurate (although ambiguous) modulo π may deviate from the true phase
φ by as much as π if the M single-pass measurements happen to collect results
that, overall, correspond to the phase being located in the wrong semicircle of the
Argand plane. While the probability of such an event may be low, the impact on
the phase uncertainty is high. By letting MK,k vary, proportionately more resources
can be allocated to measurements at low k, decreasing the probability that these
high-deviation events occur.
Early in our investigation we considered a scheme where the number of photons
used at each setting of the number of passes 2k was incremented by one each time
k is changed.4 That is, MK,k = MK + K − k. Figure 4.14 shows the results of our
experimental demonstration of this scheme.

Numerical simulations allow us to determine the optimal MK under these conditions;
4
Since the scheme is nonadaptive, it is not strictly necessary that the measurements be performed
in the order k = K, . . . , 0. However, for simplicity we will continue to describe the scheme as though
it were performed in this order.
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Figure 4.15: Measured standard deviations of phase estimates using an optimal nonadaptive
protocol, where M = MK,k varies linearly with K and k. Here, MK,k = 2 + 3(K − k). The
experimental results are consistent with the prediction obtained by numerical simulation,
and are consistent with scaling at the HL with a constant overhead factor of 2.03 in the
asymptotic limit.

MK = 1, 7, 8, 9, 10 for K = 1, . . . , 5 respectively. The experimental apparatus was
the same as that used in previous demonstrations, however for logistical reasons
these results (and the results following) were obtained with photons generated by a
SPDC source pumped by a continuous-wave diode laser, rather than a mode-locked
laser, with an alternative arrangement of coincidence logic and counting electronics.
This made no significant difference to the performance of the apparatus. The results
√
of this demonstration are consistent with an uncertainty scaling as log log N /N ,
and this improvement in phase uncertainty affirms our justification. But while
log log N  N when N is large, we have not yet reached the HL.

4.4.3

Reaching the Heisenberg Limit

As we will see shortly, in order to achieve phase measurement performance scaling
at the Heisenberg limit, we need only consider a simple linear relationship:
MK,k = MK + µ(K − k).

(4.26)

That is, at 2K passes MK,k = MK photons are employed, with an extra µ > 0
photons added each time the number of passes is halved (i.e. each time k decreases
by 1).
The results of our experimental demonstration of this nonadaptive phase measure-
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ment protocol are plotted in Fig. 4.15. The standard deviations of phase estimates
correspond well with the theoretically expected values generated by numerical simulations.5 These numerical simulations were performed with up to N = 107 resources,
and indicate that the phase uncertainty of this scheme, with MK = 2 and µ = 3,
scales as the HL, with a constant overhead factor of 2.03 when N is large. This
compares favourably to the factor of 1.56 above the HL for the GQPEA with M = 6
(which we demonstrated) and 1.53 with M = 5 (optimal for the GQPEA). The
largest overhead demonstrated here (for K = 5) is 1.91.
The Heisenberg-limited scaling of a nonadaptive protocol of this form [Eq. (4.26)]
can be proven analytically, here following our work published in Ref. [84]. As the
measurements are nonadaptive and thus can be performed in any order, we may as
a convenience analyse the performance of the scheme starting with measurements
at k = 0 (one pass).
The scheme we analyse differs slightly from the scheme experimentally demonstrated.
Rather than incrementing θ by π/MK,k after each measurement, θ alternates between
0 and π/2. An even number, MK,0 , measurements are performed, of which half have
θ = 0, the other half having θ = π/2. The experimentally demonstrated scheme will
have uncertainty at least as good as this scheme.
Following the analysis of the hybrid scheme (Sec. 4.2), in particular Eq. (4.2), we
see that the phase estimate obtained by these measurements will deviate from the
√
true estimate by an angle of at least arcsin(2 2) with a probability no more than
4 exp −2MK,0 2 . We choose  =


p

3/32, and in doing so the phase is localised to

an open segment on the Argand plane of angular size 2π/3 with a probability of at
least 1 − 4 exp (−3MK,0 /16).
Analysing measurements with k = 1 (two passes) in the same manner, we find that
the phase is localised to two diametrically opposite open segments of angular size
π/3 with probability at least 1 − 4 exp (−3MK,1 /16). Only one of these segments

overlaps with the segment obtained for k = 0 measurements. The combination of
these two sets of measurements thus localises the phase to within a segment of size
π/3.
We can continue this analysis for k up to K. At each stage, MK,k measurements of
photons undergoing 2k passes through the phase φ localise the phase to a segment

5
We have found numerically small improvements in phase uncertainty for a given N can be
achieved by optimising MK and µ for each K. In the regime considered here, these parameters only
differ for the K = 1 and 2 cases, where (MK , µ) = (1, 1) and (1, 4) respectively. These configurations
were tested experimentally, but the results are omitted for clarity.
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Figure 4.16: Illustration of the progressive localisation of the phase in the Argand plane
by the nonadaptive protocol. Measurements at each k localise the phase φ (with some
probability) to within the shaded segments. As k increases, the size of the segments
decreases, leading to decreased phase uncertainty, but phase periodicity results in multiple
(k + 1) segments. The phase estimate, however, remains unambiguous due to the fact that
the intersection of all segments is itself a single segment.
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of size 2π/(3 × 2k ) with probability of at least 1 − 4 exp (−3MK,k /16).
For k = 0, the deviation of the phase estimate from the true phase, |φ − φest |, cannot

be larger than π. This condition, which exhibits variance no larger than 1, occurs
with probability 4 exp (−3MK,0 /16), thus the contribution to V [see Eq. (4.5)] for
this case is


4 exp (−3MK,0 /16) × 4 sin

2



φest − φ
2



≤ 16 exp (−3MK,0 /16).

(4.27)

For 1 ≤ k ≤ K, the maximum deviation in the estimate cannot be larger than the

size of the (k − 1)th segment, i.e. the deviation can be as large as 4π/(3 × 2k ). The

probability of this is bounded by 4 exp (−3MK,k /16), thus the contribution to V for
these conditions is no more than
16

K
X
k=1

e−3MK,k /16 sin2 2π/(3 × 2k ) ≤ 16(2π/3)2
h

i

K
X

2−2k e−3MK,k /16 ,

(4.28)

k=1

as sin(x) ≤ x for x ≥ 0.
If the phase is correctly localised in the Kth segment, the maximum deviation in
the estimate (|φest − φ|) is 2π/(3 × 2K ). Therefore the contribution to V for this
condition cannot exceed (2π/3)2 2−2K , so the total of all the contributions to the
variance V is upper-bounded by
V ≤ Vmax = 16e−3MK,0 /16 + (2π/3)2 2−2K + 16(2π/3)2

K
X

2−2k e−3MK,k /16 . (4.29)

k=1

From this equation we can see that if MK,k is independent of K and k, Vmax is
constant for given K, consistent with the numerical results plotted in Fig. 4.11.
If we allow MK,k to vary with K but not k we find the best scaling of Vmax for
MK,k ∝ K. Then, recalling N =

to a standard deviation scaling as

k
k=0 2 MK,k ,

PK

√

Vmax scales as log N/N 2 , leading

log N /N . This is the scaling demonstrated in

Sec. 4.4.1 (Fig. 4.12).

If we choose MK,k = MK + 16(log 2)(K − k), i.e. a linear relationship as in Eq. (4.26)
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with µ = 16 log 2, we find
Vmax = 16e−3(MK +16(log 2)K)/16 + (2π/3)2 2−2K
2

+ 16(2π/3)

K
X

2−2k e−3(MK +16(log 2)(K−k))/16

(4.30)

k=1

= 16e

2

−3MK /16 −3K

2 −2K

+ (2π/3) 2

2 −3MK /16 −3K

+ 16(2π/3) e

2

K
X

2k . (4.31)

k=1

Noticing that

k
k=1 2

PK

= 2 × 2K − 2, we have

Vmax = 1 − 2(2π/3)2 16e−3MK /16 2−3K + 4(2π/3)2 2−2K + 32(2π/3)2 e−3MK /16 2−2K
i

h

(4.32)

= 1 − 2(2π/3)2 16e−3MK /16 2−3K + 4(2π/3)2 1 + 8e−3MK /16 2−2K


i

h

≤ 4(2π/3)2 1 + 8e−3MK /16 2−2K .






(4.33)
(4.34)

Clearly Vmax scales at least as well as 1/22K , and because the number of resources

scales as 2K , it is easy to see that Vmax scales as 1/N 2 . Therefore, the uncertainty
in the phase estimate, ∆φ, scales as 1/N .
This proves that a nonadaptive scheme with a linear variation of MK,k can achieve
HL scaling of phase uncertainty. This is however with a large overhead factor
(approximately 54 for MK = 23), resulting from the simplifications made to facilitate
the analysis.

4.5

Conclusion

The measurement of a phase shift anywhere within the full range 0 to 2π is an
important metrological primitive. While sensitivity to the phase shift can be improved by making use of the quantum nature of the system, successfully using
this enhanced sensitivity to enhance measurement within the full range requires
sophisticated approaches. In the previous chapter we saw how the QPEA is unable
to perform better than standard measurements at the SQL, let alone reach the
HL. In this chapter we have constructed and demonstrated a number of schemes
that perform better than the SQL—the major results are reproduced in Fig. 4.17—
culminating in two schemes which exhibit phase uncertainty scaling at the HL.
We first saw that the QPEA could be improved simply by additionally performing
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Figure 4.17: A summary of key single-photon phase measurement results. Shown are
the standard deviations of the five notable phase measurement schemes which we have
demonstrated, obtained using the multipass single-spatial-mode polarisation interferometric
apparatus introduced in the previous chapter. Each data point is calculated from 1000
phase measurements, with 95 % confidence interval error bars determined using a bootstrap
method.

standard measurements, in order to eliminate large outliers from the QPEA phase
estimate.

This hybrid approach exhibits scaling of the phase uncertainty near

O(1/N 3/4 ),

and at least as small as O((log N )1/4 /N 3/4 ), illustrating the interesting

result that two schemes which separately give SQL phase estimates can combine
to produce estimates that beat the SQL. In our experimental demonstration of
the scheme the results of the QPEA were combined with independent standard
measurements through Bayesian analysis, and the results are consistent with the
expected scaling near O(1/N 3/4 ).
Obtaining scaling at the HL required more ingenuity. The QPEA illustrated that
the application of extra photon measurements at the k = 0 single-pass condition
improved results. Extending this concept for all k, we introduced the generalised
QPEA (Sec. 4.3), where M photon measurements are conducted for each k ∈

{K, . . . , 0}. The simple adaptive measurement scheme of the QPEA was extended
to accommodate these photons by implementing Bayesian processing and optimal

adaptive feedback in which the controllable phase θ is set prior to each measurement
such that it minimises the expected phase uncertainty after the measurement. For
M = 1 this exactly implements the QPEA. For M ≥ 4, this achieves HL scaling

of phase estimates, with an overhead factor of 1.56 times the HL for M = 6 as
demonstrated experimentally.
Finally, we examined how the removal of the adaptive feedback affects the per-
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formance of the scheme. The initial result, that nonadaptive measurements obtain
constant uncertainty asymptotically, did not bode well for the nonadaptive approach.
However, we saw that apportioning more resources to measurement settings with
lower numbers of passes, thus suppressing larger errors in the estimate, is sufficient
to improve performance and, ultimately, achieve scaling at the HL. We demonstrated this experimentally, illustrating the overhead factor of 2.03. We then proved
analytically that such a scheme scales at the HL.
The apparatus used to demonstrate these schemes experimentally was the same
as that employed in Ch. 3, with photons generated by SPDC undergoing multiple
passes of an unknown phase shift element φ in a single-spatial-mode polarisation
interferometer. In this way, we have shown that one can use easily producible
single-photon states, rather than highly entangled NOON states, and obtain HL
scaling.
Nevertheless, these schemes would be equally applicable if optimal 2k -photon NOON
states could be generated and measured efficiently. Doing so would have the advantage over the multipass approach in that the time taken to complete a single
measurement of a phase would be proportional to log N , rather than N . In some
contexts, however, the generation of the optimal states may be impractical. In
the following chapter, we examine a bottom-up approach to entanglement-enhanced
phase measurement, where we construct a phase measurement algorithm to suit a
given set of available multiphoton states.
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Chapter 5

Adaptive Multiphotonic Phase
Measurement
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apparatus. I performed the characterisation analysis process and primary processing
of the experimental data. The experimental apparatus was constructed by Guoyong
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myself.

5.1

Introduction

In the preceding chapter we saw that one can experimentally achieve measurement of
an unknown phase, anywhere in 0 to 2π, with uncertainty scaling at the fundamental
Heisenberg limit (HL). The protocol to achieve this requires measurements to be
performed (repeatedly, M times) using a configuration that exhibits 2k -fold phase
superresolution, where the integer k goes from a maximum k = K to k = 0.
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Our source of superresolution in Chs. 3 and 4 was single photons multiply passed
through the phase shift, but this approach may not be appropriate in the general
case for reasons of practicality. For example, the fact that a single photon’s traversal
through multiple p passes takes pτ time to complete,1 for some single-pass time
τ , may make such an approach less than ideal in the case of fluctuating phases,
where decoherence times are a concern, or where measurement bandwidth must be
maximised.
Alternatively, we could make use of the phase supersensitivity exhibited by single
passes of entangled multiphoton states. Ideally these would be the n-photon NOON
states, in which case the algorithms described in Ch. 4 could operate unmodified.
Of course, NOON states are in general difficult to generate for significant numbers
of photons [58], and the complex optical circuitry required to do so may also not be
practical for any given phase measurement task.
Suppose we are given a phase measurement task in which a set of particular multiphoton states may be generated and used as interferometric input states. In such a
case, the question becomes how to optimally utilise whatever entanglement-enhanced
sensitivity may be available through those states. Rather than the top-down approach of considering what states are optimal and how to use them, as presented
in many treatments of phase sensing and measurement (and indeed the previous
chapters), this task requires a bottom-up approach where a phase measurement
scheme must be constructed to make the best use of those available states.
In this chapter we present and experimentally demonstrate such a bottom-up approach to phase measurement using phase sensitive multiphoton states. Restricting
our consideration to a limited set of suboptimal states, we show how one can
construct an adaptive phase measurement procedure that makes optimal use of these
states, through Bayesian processing and optimising feedback, in order to surpass the
standard quantum limit (SQL). This follows on the back of the results presented in
the previous chapters, extending them for use on more general states.
We consider the n-photon dual Fock states as inputs to our interferometer. In
Sec. 5.2 we discuss the generation of these entangled states with up to 4 photons
and their use as states for interferometry. We will see how these states are related
to schemes that demonstrate approximate NOON states, and the problems that
arise because of this approximation. These problems are resolved as we introduce a
general adaptive measurement protocol based on the Bayesian analysis and feedback
algorithm demonstrated in Ch. 4.
1

Omitting any constant overhead.
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In order to use these states, we require a mechanism for number-resolving photon
detection at the outputs of the interferometer. We discuss some practical issues
arising out of this necessity, and the solutions we employ to experimentally address
these issues. In Sec. 5.5 we present the results of the experimental demonstration of
the adaptive multiphoton protocol using a single-mode polarisation interferometer,
similar in principle to that employed for single-photon interferometry in the previous
chapters, showing uncertainty in phase measurements (i.e. for random phases in 0
to 2π) below the SQL.

5.2

Multiphoton Entanglement from Dual Fock States

Quantum entangled states of light exhibit correlations beyond what can be achieved
classically. This encompasses a broad class of states [58, 98, 120–125]—of particular focus throughout this thesis have been the n-photon NOON states, (|ni |0i +
√
|0i |ni)/ 2, due to their optimal phase superresolution properties. See Sec. 3.7.1

(page 34).

The simplest NOON state, that with n = 1, is trivial to generate, requiring only a
single photon to be incident on a beam splitter, such as the first beam splitter of an
interferometer. Of course, these single-photon states are trivial in that they can only
ever result in phase uncertainty scaling at the SQL. The simplest nontrivial NOON
√
state contains two photons and has the form (|2i |0i + |0i |2i)/ 2. Compared to

NOON states of higher n, this state can be generated relatively simply by employing
the Hong-Ou-Mandel effect [56]. A single photon is injected into each input mode
of a 50:50 beam splitter. We can label these modes a and b, so the input is |ψin i =
|1ia |1ib . This is an n = 2-photon state of the form |n/2i |n/2i, which we call a dual

Fock state. Such a state can be generated, to a close approximation, by spontaneous
parametric down-conversion and postselecting on the number of photons detected at
the outputs. (This is the method we used. Alternatively, one could use the heralded
approach recently demonstrated in Ref. [126].) In terms of creation operators â†a
and â†b , |ψin i = â†a â†b |0ia |0ib .

√
√
Given the beam splitter operations â†a → (â†c + iâ†d )/ 2 and â†b → (iâ†c + â†d )/ 2

(continuing the convention of Sec. 3.7.1 of a π/2 phase shift on transmission) the
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Figure 5.1: A Mach–Zehnder interferometer with modes labelled a–h.

state after the beam splitter must then be
â† + iâ† iâ†c + â†d
√
|0ic |0id
|ψout i = c √ d
2
2
i
ih
= (â†c )2 + (â†d )2 |0ic |0id
2
i
= √ (|2ic |0id + |0ic |2id ),
2
#"

"

#

(5.1)
(5.2)
(5.3)

a two-photon NOON state, with a global phase i which can be ignored. This quantum interference effect, resulting in the cancellation of the |1ic |1id term, depends

upon the two input photons being precisely indistinguishable.

If this beam splitter is the first beam splitter of an interferometer, as in Fig. 5.1, the
two-photon NOON state traverses the interferometer as described in Sec. 3.7.1, resulting in a probability of detecting a single photon in each output arm (i.e. |1ig |1ih ,

with photon number difference Λ = 0) of 12 (1 + cos [2(φ − θ)]), and a probability of
detecting two photons in either output arm (Λ = ±2) of 12 (1 − cos [2(φ − θ)]). We
can write these probabilities in a condensed form as

P2 |Λ| = 2x φ, θ = Bx,0 + Bx,1 cos [2(φ − θ)]

(5.4)

1 1 1
B=
.
2 1 −1

(5.5)



where

"

#

Unfortunately, quantum interference of an n-photon dual Fock state at the inputs
of a beam splitter does not in general generate an n-photon NOON state for n >
2. Rather, the nonclassical interference at the beam splitter produces entangled
Holland–Burnett states [127]. For example, consider the four-photon dual Fock
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state input [128], |2ia |2ib = 12 (â†a )2 (â†b )2 |0ia |0ib . The first beam splitter transforms

this state to

#2 "

"

|ψic,d

#2

iâ†c + â†d
1 â†c + iâ†d
√
√
=
|0ic |0id
2
2
2
i
1h
= − (â†c )4 + 2(â†c )2 (â†d )2 + (â†d )4 |0ic |0id
8√
3
= − √ (|4ic |0id + |0ic |4id ) − 12 |2ic |2id ,
2 2

(5.6)
(5.7)
(5.8)

leaving a |2ic |2id term in what would otherwise be a four-photon NOON state.
Despite not being a NOON state, useful phase information can still be obtained.
Passing through the interferometer the state acquires phase shifts φ and θ in modes
e and f, evolving to
|ψie,f

√ 

3
= √ e4iφ |4ie |0if + e4iθ |0ie |4if + 12 e2iφ e2iθ |2ie |2if .
2 2

(5.9)

(Here we have dropped the global phase of −1.) Upon passing through the final

beam splitter, the output state is

†
1 4iφ iâ†g + âh
√
e
=
8
2

"

|ψig,h

2iφ 2iθ
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6 4iφ
e − 2e2i(φ+θ) + e4iθ |4ig |0ih + |0ig |4ih
=
16√


6  4iφ
−
4e − 4e4iθ |3ig |1ih − |1ig |3ih
8

1  4iφ
−
6e + 4e2i(φ+θ) + 6e4iθ |2ig |2ih
16

(5.11)

(5.12)

Clearly, there are three distinct classes of photon detection outcomes possible from
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this state. The probability of detecting two photons in each arm (Λ = 0) is

1  4iφ
6e + 4e2i(φ+θ) + 6e4iθ
16

2

11 + 12 cos [2(φ − θ)] + 9 cos [4(φ − θ)]
, (5.13)
32

=

the probability of detecting three photons in one output arm and one in the other
(Λ = ±2) is
√ 
2

√ 
6
4iφ
4iθ
+ − 86 4e4iφ − 4e4iθ
4e − 4e
8

2

=

3 − 3 cos [4(φ − θ)]
,
8

(5.14)

and the probability of detecting all four photons in one output arm (Λ = ±4) is
√ 

6 4iφ
2
e − 2e2i(φ+θ) + e4iθ
16

2

=

9 − 12 cos [2(φ − θ)] + 3 cos [4(φ − θ)]
.
32

(5.15)

Again, we can rewrite these expressions in a condensed form,
P4 |Λ| = 2x φ, θ =


where

11



Γ=

2
X
y=0

Γx,y cos [2y(φ − θ)],

12

9

(5.16)




1 
12
0
−12

.
32
9 −12
3

(5.17)

Note that the probability of detecting three photons in one output mode and one in
the other has the same form (up to a constant factor) as the phase superresolution of
a four-photon NOON state. This is due to the fact that only the |4ig |0ih and |0ig |4ih

terms inside the interferometer result in |3ig |1ih and |1ig |3ih terms following the

final beam splitter [110]. With a source generating photons at a constant rate,2

photon detection rate measurements can be performed with varying θ, and an
estimate of φ can be derived from the observed superresolved phase fringes.
As discussed in Sec. 3.7, such a technique may be suitable for phase sensing (indeed,
even taking into account the inherent inefficiency, this technique beats the standard
quantum limit for phase sensing [110, 112]), but for phase measurement we must
supplement the information gathered from this state with other phase information,
such that we can eliminate ambiguity in the resulting phase estimate.
An obvious approach might be to perform the generalised quantum phase estimation
2

That is, the probability of a photon being generated at any given time is constant.
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algorithm (GQPEA) discussed in Ch. 4. With this adaptive scheme, one would
perform M measurements with four photons (in this case, postselecting only the
|3ig |1ih and |1ig |3ih outcomes), then M measurements with two photons, then M

measurements with single photons, while building a probability distribution of the
phase, using Bayes’ theorem based on the measurement results, and optimising the
feedback phase θ after each measurement.
Unfortunately this approach cannot work.

The GQPEA operates according to

results of photon number differences |Λ|. But discarding all but the |3ig |1ih and

|1ig |3ih outcomes, to enforce the optimal form of states inside the interferometer,
ensures that |Λ| will always be equal to 2 regardless of the phase. In effect, informa-

tion about the phase in the output modes, when using four-photon dual Fock state
inputs, will be encoded only in the detection rate, and not the detection results
themselves.3
One cannot solve this problem simply by assuming that those inputs that are not
detected after postselection equate to the opposite outcome, since the inputs are not
NOON states. Moreover, even if this approach could work, it is inelegant because
it discards detection results that still possess useful phase information. It would
be preferable to construct a scheme which can make optimal use of this available
information, or indeed the available phase information of any state, to build an
estimate of the unknown phase φ. Rather than finding a way to construct the
optimal state for a given scheme, the question should be reframed to ask how we
can construct a scheme that fully utilises the states (and the phase information
encoded within) that are available in a particular context.

5.3

Using Entangled Multiphoton States

Taking inspiration from the GQPEA, we construct an adaptive algorithm that
performs a number of measurements using a set of available states. After each
measurement, a probability distribution of the phase P (φ) is updated using Bayes’
theorem, and the controllable feedback phase θ is set to optimise the subsequent
measurement result. In particular, we consider the states generated by dual Fock
inputs with two and four photons, the output probabilities of which are given by P2
and P4 in Eqs. (5.4) and (5.16).
3
While one would be able to estimate the phase using this detection rate, given the rate of
photon inputs as a reference, coupling such an approach to a scheme that efficiently eliminates the
ambiguities in this estimate may be challenging, is beyond the scope of this thesis.
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In order to fully eliminate ambiguity in the estimate we also require results that
exhibit single-photon phase contributions, thus we add single-photon inputs to our
set of usable input states. In line with P2 and P4 , the probability of detecting the
photon in either output mode of the interferometer can be written as
P1 (Λ = 2x − 1 | φ, θ) = Ax,0 + Ax,1 cos (φ − θ),

(5.18)

1 1 1
A=
.
2 1 −1

(5.19)

where

"

#

Note that, unlike for P2 and P4 , here the sign of the photon number difference Λ is
important—it denotes in which output mode the photon was detected.
For a given number of resources N , the scheme measures a sequence of these single-,
two-, and four-photon states.

Such a measurement sequence is defined as the

measurement of Mk nk -photon states, for an index k that goes from k = 0 to
k = 2. Here, nk ∈ {1, 2, 4} and Mk are chosen such that the resulting uncertainty
in the estimate ∆φ is minimised (discussed further below), and the total number of
resources is given by
N=

2
X

M k nk .

(5.20)

k=0

Note that, in contrast to Ch. 3 and 4, here we do not specify the order in which the
input states may be used, i.e. we do not restrict our consideration to the case where
nk = 2k .
Beginning with k = 0 and a random initial θ, nk -photon states are injected into the
interferometer, one by one. The results of photon-counting measurement of each
output state are used to update4 the initially flat phase probability distribution
P (φ) according to the measurement probability Pnk . After each measurement, θ is
adjusted such that it minimises the expected phase uncertainty following the next
measurement. For this scheme we consider all three analytical solutions for θ, θ±

and θ0 (see Sec. 4.3.1, page 66), and choose the one that gives minimal uncertainty.
This process is repeated Mk times, after which k increases by 1 and the next state in

the sequence is used in the same fashion. Once the measurement of all the elements
of the state sequence has completed, an estimate of the phase φest is constructed from
the phase probability distribution as in previous chapters (described in Sec. 3.5).
4
Like previous chapters, it is convenient to encode the distribution P (φ) in terms of its Fourier
coefficients, but unlike previous chapters, here this encoding must be made modulo 2π throughout,
independent of the value of k, as (generally) nk 6= 2k .
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Mk × nk -photon
6 × single-photon
4 × single-photon, 1 × two-photon
1 × two-photon, 4 × single-photon
2 × single-photon, 2 × two-photon
2 × two-photon, 2 × single-photon
2 × single-photon, 1 × four-photon
1 × four-photon, 2 × single-photon
Table 5.1: Valid sequences of multiphoton states for adaptive phase measurement using
N = 6 resources. Here, single-photon, two-photon, and four-photon states are available,
thus nk ∈ {1, 2, 4}. To ensure unambiguity, each sequence must contain at least one singlephoton input state. Any of these sequences may be the optimal sequence for N = 6;
numerical simulations show that six single-photon states is optimal.

Resources N
9
15
25
37
48

Optimal sequence
7 × single-photon, 1 × two-photon
9 × single-photon, 1 × two-photon, 1 × four-photon
5 × two-photon, 7 × single-photon, 2 × four-photon
4 × two-photon, 9 × single-photon, 5 × four-photon
10 × four-photon, 2 × two-photon, 4 × single-photon

Table 5.2: Optimal sequences of ideal multiphoton dual Fock input states for adaptive phase
measurement for various N .

The optimal sequence (Mk , nk ) for a given N is determined by exhaustive numerical
search. One can construct a finite number of valid sequences, i.e. permutations of
Mk ×nk -photon input states that employ at least 1 single-photon input, and for which

Eq. (5.20) holds for a given N (see, for example, Table 5.1). Stochastic simulations of
the scheme, where the Bayesian analysis is based on the output probability functions
P1 , P2 , and P4 , are performed using a large number of samples over random phases
for each of these sequences. The sequence which produces the lowest Holevo variance
in the distribution of phase estimates (and thus the lowest ∆φ) defines the optimal
sequence for that N . A sample of these optimal sequences for ideal dual Fock input
states is given in Table 5.2.
In principle, the probability functions Pnk as defined in Eqs. (5.4), (5.16), and (5.18)

precisely quantify the probabilities of the results of photon-number measurements

in the outputs of the interferometer. In practice, however, a number of technical
challenges and experimental imperfections can result in probabilities that deviate
from these ideal values. By characterisation of the apparatus it is possible to derive
operational coefficient matrices AO , BO , and ΓO which, to a close approximation,
encompass these imperfections in a way that the adaptive algorithm can account for
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in the Bayesian analysis process. This will be discussed further in Sec. 5.5.
It is worth reiterating that this approach to phase measurement can be used for
states other than the dual Fock input states we specifically consider here. This
includes states which may be easier to generate or otherwise more suited to the
given context, for example loss tolerant states [123–125] and other phase sensitive
states [104]. While some states have lower intrinsic uncertainty than others, the
algorithm will use all states in an optimal way. It follows from this that, should
high-n NOON states be available, this approach will utilise those states to achieve
performance at least as good as the GQPEA, which scales at the HL. This is because
any sequence of multiphoton states used by the GQPEA is also a valid sequence in
this approach, and will be tested for optimality. This serves to illustrate the power
of this bottom-up approach.

5.4

Detecting Multiphoton States

Typical commercially available photon detectors based on avalanche photodiodes
operating in Geiger mode, as discussed in Sec. 2.5, announce the detection of one
or more photons with a single electronic pulse. However, they are not number
resolving—they do not differentiate between the number of photons simultaneously
incident on the active detection surface. A single photon results in the same electronic pulse as any other nonzero number of photons.
In recent years significant progress has been made towards achieving the goal of
a device capable of photon-number-resolved detection with high efficiency and low
dark counts. Schemes have been proposed or demonstrated using bolometry and superconduction [129,130], coupling to atomic states in gas [131,132], and other methods [133–135], but such detection devices are not yet commercially available [63].
One can simulate number-resolving photon detectors using commercially available
non-number-resolving single-photon detectors by multiplexing the input. The input
is evenly split into multiple m modes. This may be, for example, in a “fan-out”
arrangement employing spatial modes, or fibre-induced delay windows employing
time modes [136–139]. Each mode is independently measured by a single-photon
detector (for time modes, the same detector can be used). A state with n ≤ m

photons may split into these modes such that each photon is incident on one detector.
Then, n detections signify an n-photon state.5 Spatial fan-out has an advantage over
5

Approximately. With some probability, n detections may have been caused by a greater number
of photons that did not completely split. Nevertheless, the approach works well in the context of
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Figure 5.2: Photon-number-resolving detection apparatus constructed using single-photon
detectors in a fan-out configuration: conceptual diagram. The input mode is evenly split
into d (here five) equivalent spatial modes, each incident on a single-photon detector.

R=

1
5

1
4

1
3

1
2

1
1

Figure 5.3: Photon-number-resolving detection apparatus constructed using single-photon
detectors in a fan-out configuration, implementation using a more typical beam splitter
construction. Each beam splitter is configured with a different reflectivity such that all
modes have equal intensities.

temporal fan-out in that the number-resolved detection can be (approximately)
instantaneous, whereas for a temporal fan-out configuration the photon-number
resolution is complete only after all time modes have passed. The temporal fan-out
configuration also requires relatively more complicated time-tagging and processing
of the detections in order to extract the results.
Of course, this fan-out method of photon-number-resolved detection is nondeterministic (due to random splitting into m modes) and approximate (due to nonunit efficiencies of single-photon detectors). However, the resulting detections are sufficient
to demonstrate a number of protocols requiring photon-number-resolved detection,
and are simple enough to be implemented using commercially available systems.
For this demonstration we perform photon-number-resolved counting using the spatial fan-out technique. The output modes are evenly split amongst an array of
single-photon counting modules (SPCMs). We use five detectors in each arm; ten
in total. In keeping with the phase measurement demonstrations of Chs. 3 and 4,
we choose to demonstrate the multiphoton algorithm using a single-spatial-mode
polarisation interferometer, thus we use polarising beam splitters (PBSs) and halfstates generated by spontaneous parametric down-conversion, such as here, because the probability
of generating higher-n states is low compared to lower-n states.
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Mode g Mode h
0
2
1
1
2
0
Total

Mode g Mode h
0
4
1
3
2
2
3
1
4
0
Total

Patterns
10
25
10
45

(a) Two-photon states

Patterns
5
50
100
50
5
210

(b) Four-photon states

Table 5.3: Numbers of possible photon-number detection patterns in the two output modes
of an interferometer, enumerated for each photon-number output that may be detected for
two and four photons, using five detectors in a fan-out configuration in each mode.

wave plates (HWPs) in the fan-out construction, each set to ensure that for a given
interferometer output mode, g or h, the intensities incident on each detector are
equal.
With the equal distribution of a mode across d detectors, an n-photon state will
probabilistically split into multiple lower-photon-number states. Then the probability of a single photon being incident at each of n SPCMs can be shown to be

n
Y
n−l+1
l=1

There are

d
n

d−l
d−l+1 d−l+1

n−l

(5.21)

.

ways in which this can happen, each constituting a unique detection

pattern, and multiplying by this amount gives the probability of a single photon
being incident at any n out of d detectors. We can think of this as the probability
of successfully projecting onto an n-photon state. For photon-number detection in
two modes, the probability of successful detection of a state is the simply product
of two such individual number detection probabilities.
Evidently this probability is not independent of n. For example, one finds that with 5
detectors in each arm, a |2ig |2ih state exiting the interferometer (and corresponding
to the outcome |Λ| = 0) has a higher probability of being successfully detected than
a |4ig |0ih or a |0ig |4ih state (|Λ| = 4);

16
25

= 0.64 versus

24
125

= 0.192 each. The

states |3ig |1ih and |1ig |3ih both have a projection probability of

12
25

= 0.48. This is

problematic for our implementation of the algorithm as it breaks the criterion that
the probability of measuring an output state depends only on φ and θ.
There is an additional technical limitation. The detection of n photons with d
detectors consists of

d
n

unique detection patterns, and this is multiplied for simul-
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Mode g
•◦◦◦◦
◦•◦◦◦
◦◦•◦◦
◦◦◦•◦
◦◦◦◦•
•••••
•••••
•••••
•••••
•••••

Mode h
•••••
•••••
•••••
•••••
•••••
•◦◦◦◦
◦•◦◦◦
◦◦•◦◦
◦◦◦•◦
◦◦◦◦•

Figure 5.4: The possible patterns for the detection of the outcome |Λ| = 4 (4 photons in one
output mode and 0 in the other) with a five-detector fan-out configuration in each mode.
The “light” symbol ◦ indicates a simultaneous photon detection by a single detector in an
array, while the “dark” symbol • indicates no photon detection at that time. Similar sets of
patterns can be constructed for the detection of other photon-number states in the outputs
of the interferometer.

taneous number state detection in two modes, as is illustrated in Fig. 5.4 for the
|Λ| = 4 outcome. Table 5.3 lists the number of patterns for each of the output

photon-number states we consider, with the total number of detection patterns for
any output of a four-photon input being 210. However, the counting electronics we
had available can each count only 64 different patterns simultaneously. To count
all 210 potential patterns would require four sets of these counting electronics, each
counting a different set of patterns, and each connected to the outputs of all ten
single-photon detectors.
For reasons of practicality, we instead use only two sets of counting electronics,
each connected to all ten single-photon detectors, and each counting one half of a
selection of 128 patterns. (We take as many patterns as we can to eliminate, as
much as possible, any bias introduced due to variability in detector efficiencies.)
This solution can, at the same time, help solve the problem of uneven projection
probabilities. By favouring patterns corresponding to states with low projection
probabilities, the difference between the probabilities of detecting any given output
states can be decreased.
Generally, though, assigning an integral number of patterns to each outcome may
only result in, at best, approximately equal projection probabilities across the possible measurement outcomes. To finally make the detection probabilities precisely
equal we must introduce state-dependent loss in processing. With a certain small
probability depending on the outcome, the supervisor program will ignore that
outcome and continue to operate as if it had not arrived.
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Numberresolving
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Interferometer
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Figure 5.5: Experimental apparatus for phase measurement using multiphoton states. States
were generated by an 820 nm spontaneous parametric down-conversion (SPDC) source and
guided to the experiment by polarisation-maintaining optical fibres. The single-spatial-mode
polarisation interferometer consisted of two PBSs surrounding two HWPs implementing the
φ (unknown) and θ (controllable) phase shifts. Photon-number counting was performed
using fan-out single-photon detector constructions of five detectors in each output mode of
the interferometer.

Note that none of this (rather elaborate) scheme to achieve even detection probabilities is actually fundamental to the bottom-up approach or the adaptive protocol.
Neither is it equivalent to discarding results in order to obtain states of the correct
form. Even if the ideal states were available one would still have to solve the problem
of number-resolving photon detection. In any case, alternative methods of photonnumber detection may be employed that have equal (or nearer to equal) projection
probabilities, and the technical limitations of electronics could be solved with better
electronics. Given those solutions, the strategies employed here to solve the problems
in the number-resolving photon detection scheme could be discarded.

Experimental Demonstration

5.5
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Our experimental implementation of the bottom-up approach to phase measurement
using multiphotonic dual Fock input states (Fig. 5.5) was based on the single-spatialmode polarisation interferometer, a concept familiar from previous chapters. Dual
Fock states at 820 nm wavelength and with horizontal polarisation were generated
by a β-barium borate (BBO) spontaneous parametric down-conversion (SPDC)
source pumped by a frequency-doubled mode-locked Ti:sapphire laser. Polarisationmaintaining optical fibres guided these multiphoton states to the inputs of the
interferometer, with a polarisation flip induced by a HWP in one input mode.
Multiphoton mode entanglement was thus generated at the exit of the first PBS.
A 3 nm (full width half maximum) interference filter reduced unwanted background
light.
The phase shifts φ and θ were implemented between the left- and right-circular
polarisations by HWPs, with θ mounted in a computer-controlled motorised rotation
stage. The final PBS split the resulting state into two output modes—photonnumber-resolved measurement was performed on these two outputs by a fan-out
configuration of five single-photon detectors in each mode. We made use of the
known polarisation of each output mode of the interferometer to ensure equal intensities at each detector using HWPs and PBSs. Detectors were coupled to the
free propagating modes by multimode optical fibres. The asymmetrical layout of
the number detection configurations was a result of logistical convenience.
Prior to the demonstration of the adaptive phase measurement protocol we characterised the apparatus, with the system phase φ removed from the circuit, using
the detection patterns that were to be employed for the demonstration of the
algorithm. The patterns used were selected at random. Based on some preliminary
measurements of the rates at which the various patterns occurred, we chose to take
all ten patterns for the |4ig |0ih and |0ig |4ih outcomes (|Λ| = 4), 74 patterns for the

|3ig |1ih and |1ig |3ih outcomes (|Λ| = 2), and 44 patterns for the |2ig |2ih outcome
(|Λ| = 0).

To reconstruct the probability of outcomes of the apparatus, we measured the rate
of counts per second (over 1600 s integration) of each outcome |Λ| with θ varied

between −π and π radians with a total of 33 points. These count rates result in

the phase fringe plots seen in Fig. 5.6. We performed least-squares fitting of the
counts to an equation of the same form as Eq. (5.16) with the coefficient matrix,
C4 , allowed to vary. The resulting fit curves are also plotted in Fig. 5.6. The
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coefficient matrix C4 thus quantifies the measured count rate of each outcome—the
experimental probabilities are proportional.
We wish that the total probability of detecting any outcome is independent of the
phases φ and θ. To ensure this, we determine the probability that an outcome should
be ignored by the system and an operational coefficient matrix ΓO = ξΓC . Here, ΓC
represents the outcome probability corresponding to the measured counts fit matrix
C4 , and



ξ0

ξ=
0
0


0

0

ξ1

0


0



(5.22)



ξ2

quantifies the probability that the system should process (not discard) outcomes,
with each ξx (x ∈ {0, 1, 2}) corresponding to 2x = |Λ|.
To find ΓO and ξ we make use of the fact that we require the total probability of
any outcome to be the constant 1. This condition can be written
h

1 1 1 ΓO = 1 0 0 .
i

h

(5.23)

i

From this, it is trivial to show that
(5.24)

ξ0 ξ1 ξ2 = 1 0 0 Γ−1
C .

h

i

h

i

Because the probability matrix ΓC is proportional to the counts matrix C4 , it follows
that
ξ0 ξ1 ξ2 =

h

i

i
1h
1 0 0 C4−1
c

(5.25)

where c is a constant. ξx ≤ 1, so to ensure that we process as many detections as
possible, we take c equal to the largest element of [1 0 0]C4−1 .

After this analysis we found the operational probability matrix for our apparatus is
11.206



ΓO =

9.829

7.596




1 
12.901
0.595
−10.192

,
32
7.893 −10.423
2.596

(5.26)

with ξ0 = 0.7696, ξ1 = 0.6605, and ξ2 = 1.
Our initial choice of the number of patterns is justified by observing the similarity
in magnitude of ξ0 and ξ1 . (The low projection probability of the |Λ| = 4 outcome

necessitates using all the available patterns for that case, resulting in it having
the highest processing probability, unity, with the probabilities for other results
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(a) For |Λ| = 0.
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(b) For |Λ| = 2.

Figure 5.6: Characterisation of the apparatus, with phase fringes for each possible fourphoton outcome. The unknown phase φ was removed from the apparatus and photonnumber counting was performed over a range of θ ∈ [−π, π]. Points represent measured
counts with 1600 s integration, error bars are plus or minus one standard deviation of the
Poissonian distribution of counts. Lines show least-squares fits to the functions defined by
Eq. (5.16). Continues over page.
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Figure 5.6: Characterisation of the apparatus, continued from previous page.

being lower to compensate.) It is evident that choosing the number of patterns
by considering only ideal projection probabilities would have, using this apparatus,
resulted in ξ0 and ξ1 differing by significantly more.
The same characterisation process is applied to the outcomes of the two-photon
dual Fock input state and the single-photon input state, resulting in the respective
operational coefficient matrices BO and AO with processing probabilities ζ and χ.
The experimental phase plots and least-squares fits are shown in Fig. 5.7 and Fig. 5.8
(both with 20 s integration and 21 points). The values resulting from analysis of these
fits are

1 0.989 0.940
BO =
2 1.011 −0.940
"

#

(5.27)

with ζ0 = 0.8025 and ζ1 = 1, and

1 0.999 0.976
AO =
2 1.001 −0.976
"

#

(5.28)

with χ0 = 1, χ1 = 0.8724, where χx corresponds to the outcome Λ = 2x − 1 [as in
Eq. (5.18)].

At the completion of this characterisation process we finally have the phase probability functions P4 , P2 , and P1 defined using the operational coefficient matrices ΓO ,
BO , and AO . These are the probability functions employed in the Bayesian analysis
of results and the updating of the probability distribution of the phase.
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(b) For |Λ| = 2.

Figure 5.7: Characterisation of the apparatus, following Fig. 5.6, for two-photon outcomes.
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Figure 5.8: Characterisation of the apparatus, following Fig. 5.6, for single-photon outcomes.
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Resources N
4
9
15
25
37
48
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Optimal sequence
4 × single-photon
7 × single-photon, 1 × two-photon
9 × single-photon, 3 × two-photon
13 × single-photon, 4 × two-photon, 1 × four-photon
8 × two-photon, 9 × single-photon, 3 × four-photon
10 × two-photon, 8 × single-photon, 5 × four-photon

Table 5.4: Optimal sequences for multiphoton dual Fock input states, as measured in the
experimental apparatus, for adaptive phase measurement for various N .

As detailed in Sec. 5.3, an exhaustive numerical search was performed using these
probability functions to determine the optimal sequences of input states. We chose
to demonstrate the protocol with N ∈ {4, 9, 15, 25, 37, 48}. Following the numerical

search, the sequences we used are the ones that exhibit the lowest phase uncertainty
for a given N —these are shown in Table 5.4.6
For each N demonstrated we generated 1000 phase estimates. This was done in
partial blocks for each input state. For example, with N = 37 we built 1000
phase probability distributions each by detecting 8 two-photon input states. Then,
each distribution was updated by detecting 9 single-photon states. Finally, each
distribution was updated by detecting 3 four-photon states, and the final phase
estimate φest was extracted.
Taking this approach allowed us to reconfigure the apparatus as necessary to suit
each input state we wished to process. The power of the SPDC pump laser was
adjusted for each state to avoid saturation of the counting electronics. For fourphoton detections we used 100 mW pump laser power, while two-photon detections
used 3 mW, and single-photon detections used 2 mW.
We measured single-photon states by redirecting one output of the SPDC source.
Rather than both outputs of the SPDC source being incident on the inputs of the
interferometer, one output was guided directly to a single-photon detector. By
performing detection in coincidence we ensured high-fidelity single photons traversed
the interferometer.
6
It was discovered after the data collection had finished that a typographical error had lead to
data being collected for a sequence totalling N = 52 resources where 50 resources were actually
expected. We choose to present N = 48 estimates, constructed by reanalysing this data with the
final four-photon measurement omitted from each estimate. Strictly, the sequence used for this
N = 48 data is slightly suboptimal (the optimal sequence replaces one two-photon input with
two additional single-photon inputs), however it exhibits only 0.43 % higher uncertainty in the
theoretical phase estimate, so we retain the N = 48 data.
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√
Standard deviation× N
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Standard quantum limit
Standard protocol
Adaptive multiphoton protocol
Adaptive multiphoton protocol with unit visibility
Heisenberg limit
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Figure 5.9: Standard deviations of phase estimates using the bottom-up adaptive scheme and
dual Fock entangled multiphoton input states. Curves showing the theoretically expected
standard deviations of a standard phase measurement scheme with the same apparatus,
and theoretically predicted curves corresponding to the experimental conditions and to ideal
conditions, are also plotted. The experimental results agree well with theoretical predictions,
showing phase measurement performance beating the SQL. Error bars are 95 % confidence
intervals calculated by a bootstrap method.

In addition to demonstrating the adaptive multiphoton algorithm, for comparison
we also demonstrated a standard algorithm using this apparatus. Single photons
traversed the interferometer and the controllable phase θ was incremented by π/N
after each measurement.
The uncertainties in the phase estimates resulting from these two schemes are plotted
in Fig. 5.9. The figure also shows theoretical calculations for the adaptive multiphoton protocol given a perfect apparatus (unit visibility), given the characterisation
of the experimental apparatus, and for the standard scheme given the experimental
single-photon visibility. The SQL and the HL are also plotted for comparison.
The separation between the expected uncertainties for an ideal apparatus and the
measured uncertainties lies in the experimental approximations and imperfections
necessary to construct and measure the dual Fock states. For example, when considering two-photon detections, four-photon states generated by the SPDC process may
potentially contribute to a decrease in the visibility observed in the apparatus on
the occasion that two of those photons are lost in transit. However, it is clear from
Figs. 5.6 to 5.8 that the empirical model [Eqs. (5.4), (5.16), and (5.18)] is largely
capable of taking these effects into account, and thus, via the operational coefficient
matrices AO , BO and ΓO , the algorithm operates optimally within the suboptimal
circumstances.

Conclusion
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The scaling of phase uncertainty of this scheme is clearly not Heisenberg-limited,
even in principle, due to the restricted set of states (up to n = 4-photon dual
Fock input states) we consider here. The power of the bottom-up approach used to
construct this scheme, however, is that any input state could be considered. NOON
states, for example, would achieve HL scaling using this approach.7
Even so, the scheme does clearly perform better than the SQL. This improvement
comes with the advantage that the time taken to complete the measurements (for a
total of N resources) is reduced by using entangled multiphoton states, as compared
to multipassed single photons, and the interferometer can in principle retain its
configuration (apart from the adjustable phase θ) throughout the measurement.

5.6

Conclusion

Demonstrations of phase measurement with precision beyond the SQL were achieved
in the preceding chapters by making use of the inherent supersensitivity of single
photons passed multiple times through the phase shift. However, such an approach
may not be desirable for a given phase measurement task. The alternative, using
multiphoton NOON states, may also not be a workable solution.
In this chapter we have attempted to address the middle-ground by taking a new
approach to phase measurement—here, the available phase sensitive multiphoton
states are predetermined. We take a bottom-up approach to construct an adaptive
phase measurement scheme that makes optimal use of whatever multiphoton states
are available. Through a process of characterising the apparatus prior to the phase
measurement, we are able to perform numerical simulations which allow us to search
for the optimal sequences using the available states for a given total number of
resources N .
To demonstrate this approach we chose the single-photon, and two- and four-photon
dual Fock states as available inputs to the interferometer. By succinctly encapsulating the relationship between the phases φ and θ with the probability of photonnumber outcomes in the output modes, we showed how one can characterise the
phase measurement apparatus in such a way that takes into account much of the experimental imperfections, including imperfections in the state generation (by SPDC)
7

As NOON states are interesting when they are present inside the interferometer, they would
not be directly injected into the inputs of the interferometer as the dual Fock states are here. One
could produce the desired behaviour by instead having the NOON state incident on an additional
beam splitter preceding the first beam splitter of the interferometer. Alternatively, the first beam
splitter could be taken away entirely.
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and detection method (by fan-out arrays of SPCMs) which we employed. In this
way, the adaptive algorithm is minimally affected by these imperfections. Numerical
simulations using the results of these characterisations allowed us to determine the
optimal sequences of the available states for this apparatus, minimising the phase
uncertainty for a given N .
The apparatus, a single-spatial-mode polarisation interferometer, was then used to
demonstrate phase measurements, producing phase uncertainties corresponding well
with the theoretical model, and clearly surpassing the SQL and a standard phase
measurement scheme demonstrated using the same apparatus. This is despite the
fact that the multiphoton states used are not optimal.
Of course, this approach is general, in that any phase sensitive multiphoton state may
be considered using such an approach. Certainly, given optimal states this approach
will achieve phase measurement uncertainty at least as good as the Heisenberglimited GQPEA. What we have achieved is the demonstration of an approach to
phase measurement which may be applied to any context in which the available states
are restricted, with an adaptive algorithm that will make optimal use of whatever
phase sensitive states it is given.
In this and the previous chapters we have seen the power of applying concepts from
quantum control, such as adaptive measurement, and quantum information to obtain
an enhancement of the uncertainty in the measurement of an unknown phase, going
beyond what is possible using classical techniques alone. In the following chapter we
will again see the usefulness of quantum information and control in measurement,
this time in a rather different context.
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Chapter 6

Adaptive Discrimination of
Pure Quantum States
Acknowledgement
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6.1

Introduction

In the preceding chapters of this thesis we examined the problem of optimally
measuring an unknown phase, a continuous parameter of a system. Now we consider
a measurement that falls into a different class, where the results of measurement
procedures come from a discrete set of possible outcomes. In particular, we consider
the discrimination of nonorthogonal quantum states.
Given a quantum system that is known to be in one of two orthogonal states, but
which state is unknown, it is possible perform a measurement that will, every time
and without error, reveal the state the system was in. For example, a photon that
is prepared in either horizontal or vertical photon polarisation can be measured
using one of any number of suitably calibrated polarising components, such as a
polarising beam splitter (PBS; see Ch. 2), whose outputs are coupled to a singlephoton detector. Given a perfect apparatus, the resulting photon detection will
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always correspond to the prepared state of the system.
This property does not generalise to pairs of states that are not orthogonal [30];
for example, horizontal and diagonal photon polarisations. In this case there will
be an uncertainty in the measurement, corresponding to the overlap of the two
states. This uncertainty is actually quite useful, being fundamentally important
for the mathematically absolute security of quantum cryptographic schemes [25,
26]. For example, the security of the well-known BB84 protocol [24] is derived
from the inability to deterministically discriminate between any two quantum states
taken from the four possibilities used to encode the encryption key. We now know
that in principle any pair of nonorthogonal states can form the basis of a quantum
encryption protocol [141]. How well these states can be discriminated is an important
factor in quantifying that protocol’s security.
The ability to distinguish two or more quantum states by various means is also of
fundamental interest as it represents a quantification of the limits of measurement
dictated by quantum physics.

Typically the problem is cast into two different

approaches: one where the measurement of the system must decide in favour of
one or the other state with least error, called minimum-error state discrimination,
and the other where the measurement may be inconclusive, but is otherwise without
error, called unambiguous state discrimination.
Beginning with pioneering work of Helstrom [142] (minimum-error discrimination)
and Ivanovic, Dieks and Peres [143–145] (unambiguous discrimination), much work
has been done to investigate the limits of these approaches to state discriminating
measurements in myriad regimes (see Ref. [146]). In addition, these two approaches
represent only the extreme ends of a continuum of approaches, for which accuracy
and determinism are traded, one for another [147]. (Curiously, it has even been
found that if a certain kind of time-travelling qubit were to exist, a highly exotic
idea itself, errorless deterministic discrimination of nonorthogonal states could be
accomplished [148].)
We focus our attention on the minimum-error discrimination of a system in one
of two known nonorthogonal quantum states. For individual systems of this form,
the optimal discriminating measurement in this regime is well known [34, 142], and
the result has been demonstrated experimentally [149]. However, interesting new
questions arise when we consider schemes to discriminate using multiple copies of the
unknown state, a situation we may find in the context of some quantum information
and communication protocols, for example quantum error correction codes. Here
a number of different measurement approaches may be taken, such as collective
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measurements, independent measurements on each copy, and adaptive measurement
schemes. As we saw in the preceding chapters, adaptive schemes are often able to
exhibit measurement performance improved over nonadaptive schemes.
A number of schemes for multiple-copy state discrimination have recently been
investigated theoretically [150] with the remarkable result that, given multiple copies
of pure states, an adaptive scheme employing local measurements is optimal, not just
in terms of scaling as the number of copies grows large (as for phase measurement
algorithms of previous chapters), but in absolute terms for any number of copies.
In this chapter we experimentally study these schemes for discrimination of pure
nonorthogonal states with multiple copies using local measurements. We begin by
introducing the theoretical approach to optimal minimum-error state discrimination
for single (Sec. 6.2) and multiple (Sec. 6.3) copies.

Following this, three local

measurement schemes originally proposed by Acín et al. [150] are detailed in Sec. 6.4.
In Sec. 6.5 we discuss the apparatus and the results of experimental demonstrations
of these schemes.
Continuing the emphasis throughout this thesis on considering real-world effects
such as noise, in the following chapter, Ch. 7, we will embark on an examination of
multiple-copy state discrimination schemes applied to quantum states in the presence
of noise—mixed states. To preface this, in Sec. 6.6 we present a discussion of
the primary components that constitute a multiple copy discrimination scheme—
measurement and analysis—and the role each component plays. Major results of
this chapter and final conclusions are presented in Sec. 6.7.

6.2

Optimally Discriminating a Single Copy: The Helstrom Measurement

Say we have a quantum system that we know exists in one of two possible nonorthogonal states given by |ψ+ i and |ψ− i. Our task is to determine in which of these states
the system was prepared. With some measurement procedure, we try to determine
that state, ending up with the result d ∈ {+1, −1}, where d = +1 corresponds to the

|ψ+ i state, and d = −1 corresponds to the |ψ− i state. Whatever the dimensionality

of the system, a pair of orthogonal basis states {|xi , |yi} can always be chosen that
lie in the plane spanned by |ψ+ i and |ψ− i so that the states can be written
|ψ± i = cos θ |xi ± sin θ |yi ,

(6.1)

116

Adaptive Discrimination of Pure Quantum States
|y

|ψ+ 
θ
θ

|x
|ψ− 

Figure 6.1: Hilbert space diagram of pair of nonorthogonal states separated by an angle 2θ.
The |ψ+ i state, shown in red, lies at an angle θ above, and the |ψ− i state, shown in blue,
lies at an angle θ below a suitably chosen orthonormal basis state |xi, with its perpendicular
pair state |yi lying in the plane of |ψ± i. The overlap of the two states t = hψ+ |ψ− i = cos 2θ.

where θ is an angle in the range (0, π/4), such as in Fig. 6.1. The overlap of the
states, which we will refer to as t, is t = hψ+ |ψ− i = cos 2θ.
Because we need only consider a two-dimensional subspace in our representation of
the states |ψ± i, we can consider without loss of generality the basis states {|xi , |yi}

as being exactly equivalent to the qubit basis states {|0i , |1i} discussed in Sec. 2.2.

We will continue to use the alphabetical labels, here, as they will become useful in
Sec. 6.3.
We define a general projective measurement in this subspace with a single angular
parameter φ ∈ [0, π/2] with the projector states
|φi ≡ cos φ |xi + sin φ |yi ,

|φ ⊥ i ≡ cos (φ − π/2) |xi + sin (φ − π/2) |yi .

(6.2)
(6.3)

An example, for φ = π/4, is shown in Fig. 6.2. Measurement of the system by
projecting onto the states {|φi , |φ ⊥ i} will yield a result, m ∈ {+1, −1}, with +1

corresponding to projection onto the |φi state, and −1 corresponding to projection

onto the |φ ⊥ i state.

Upon obtaining a measurement result of m = +1 we choose to conclude that the
preparation is |ψ+ i, thus d := +1 (recall that := denotes assignment), and similarly
for the m = −1 result, where d := −1. Sometimes this determination (d := m)
will be incorrect. The probability of making an erroneous discrimination, which we
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Figure 6.2: The nearest pair of unbiased basis states, labelled |φi and |φ ⊥ i. These states,
defined by the angle φ = π/4, constitute a projective measurement basis with which the
nonorthogonal states may be discriminated, with nonzero probability of error.

simply refer to as the cost, is defined as
C ≡ Pr[d | s 6= d],

(6.4)

where Pr[d | s] is the probability of making a determination of the state d given that

the state preparation was s.1 C will therefore depend on the measurement setting
φ.
We wish to minimise the cost C by choosing an optimal measurement setting. The
solution to this problem—determining the optimal measurement—was first shown
by Helstrom [142], and subsequently bears his name as the Helstrom measurement,
φHel . To find φHel , we follow a treatment based on that given by Fuchs [151]. Suppose

that the prior probability of the system being prepared in the state |ψ± i is given
by q± , where q± ∈ [0, 1] (that is, the state is not completely predetermined) and

q+ + q− = 1.2 Equation (6.4) expands to

C = q+ Pr[m = −1 | s = +1] + q− Pr[m = +1 | s = −1].

(6.5)

We derive the optimal measurement using the positive-operator-valued measure
(POVM) elements Ê± , where Ê+ + Ê− = Iˆ (Iˆ being the identity operator as
1

A more thorough treatment of the problem may consider a cost function that depends on
what state is determined. In a practical implementation it may be the case that an incorrect
determination of the + state has more significant implications than an incorrect determination of
the −; a suitable cost function may be chosen to reflect this. In this treatment, however, we treat
such costs as symmetric.
2
If q± are not known in a particular context, it is reasonable to assume q+ = q− = 12 .
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Figure 6.3: The probability of error, or cost C , for optimal discrimination of a pair of
unknown states separated by 2θ, assuming equal likelihood of preparing either state. A
single projective measurement performed on a system in one of these two states will give a
result corresponding to the state that was actually prepared with probability 1 − C . This
optimal value C Hel is known as the Helstrom lower bound.

before). Letting ρ̂± represent the two state density matrices (i.e. ρ̂+ = |ψ+ i hψ+ |

and ρ̂− = |ψ− i hψ− |), Eq. (6.5) can be written

C = q+ Tr ρ̂+ Ê+ + q− Tr ρ̂− Ê−

i

(6.6)

= q+ + Tr (q− ρ̂− − q+ ρ̂+ )Ê+ .

(6.7)

h

i

h

h

i

Defining Γ̂ ≡ q− ρ̂− − q+ ρ̂+ , the problem of finding the optimum measurement

becomes one of minimising Tr[Γ̂Ê+ ]. Γ̂ is Hermitian, thus by spectral decomposition
it can be written
Γ̂ =

X
j

γj |ji hj| ,

(6.8)

where eigenvalues of Γ̂, γj , may be positive, negative, or zero. Then
Tr Γ̂Ê+ =
h

i

X
j

γj hj|Ê+ |ji .

(6.9)

Clearly, 0 ≤ hj|Ê+ |ji ≤ 1 (for all j) since they are probabilities of measurement.
Thus, the minimal Tr[Γ̂Ê+ ] can be found by choosing Ê+ such that
hj|Ê+ |ji =


1

if γj < 0,

0

otherwise,

(6.10)
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requiring that
Ê+ =

X
j:γj <0

(6.11)

|ji hj| .

It is clear, then, that any eigenvector of the optimal measurement element Ê+ is
also an eigenvector of Γ̂.
By representing Γ̂ in a suitable basis we find that its eigenvalues are
γ± =

(q− − q+ ) ±

p

2

1 − 4q+ q− t2

(6.12)

(recall that t = cos 2θ). One can show, by inequalities or graphical inspection, that
γ− is the negative eigenvalue. Taking γ− , it is simple to thus derive the optimal

Helstrom measurement cost
C

Hel

=

1
2



1−

q

1 − 4(q+ q−

)t2



.

(6.13)

This is known as the Helstrom lower bound. The measurement that achieves this
bound is defined according to Eq. (6.2) with φ given by3
φHel (q+ ) = 21 arccot[(q+ − q− ) cot 2θ].

(6.14)

It is easy to show that in the typical case where q+ = q− , we have φHel = π/4, with

the measurement states {|φi , |φ ⊥ i} equally spaced around the states |ψ± i as in the
example Fig. 6.2 previous. Because the overlap of system and measurement states

(and thus probabilities of measurement) are correspondingly equal in this case, in
that hφ|ψ+ i = hφ ⊥ |ψ− i and hφ|ψ− i = hφ ⊥ |ψ+ i, we refer to the measurement setting

φ = π/4 as unbiased.

As the prior probabilities q± vary, the Helstrom measurement can then be said to bias
towards the more likely state. For example, if q+ > q− , the Helstrom measurement
setting φHel will be less than π/4 (and greater than θ), so that the angle between

|φi and |ψ+ i is smaller than the angle between |φ ⊥ i and |ψ− i. Figure 6.4 illustrates

two such cases to each side of equal prior probability.

It is worth also considering the measurement in terms of Bayesian analysis [34]. Such
an analysis for this case is very simple, but it is useful to consider the procedure
here as we will expand upon it for more complex problems in the following sections.
It is easy to show that the probability of obtaining a measurement result m given a
3

Where arccot[x] has the range (0, π) for all x ∈ R. Because q− = 1−q+ , they are interdependent
variables, so φHel can be defined simply as a function of either q+ or q− .
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(a) With q+ = 23 .

(b) With q+ = 13 .

Figure 6.4: Examples of bias of Helstrom measurement bases due to unequal prior probabilities. As q+ increases beyond 21 the Helstrom measurement setting φHel decreases so that
the angle between |φi and |ψ+ i is smaller than the angle between |φ ⊥ i and |ψ− i, resulting
in state overlaps hφ|ψ+ i > hφ ⊥ |ψ− i. Similarly, if q− increases beyond 21 then the bias is
directed in the opposite direction, and hφ ⊥ |ψ− i > hφ|ψ+ i. The higher the prior probability
of the state, the greater the overlap with its corresponding measurement.

system prepared in a state given by s is
Pr[m | s] = cos2 φ + π4 (m − 1) − sθ .




(6.15)

From the probability of getting a measurement result m given the state preparation
s, Bayes’ theorem allows us to calculate “posterior” probabilities—degrees of belief
or credulities—of having state preparation s given the result m. That is,
Pr[s]Pr[m | s]
.
0
0
s0 Pr[s = s ]Pr[m | s = s ]

Pr[s | m] = P

(6.16)

Writing this explicitly,
qs cos2 φ + π4 (m − 1) − sθ



.
Pr[s | m] =
q+ cos2 φ + π4 (m − 1) − θ + q− cos2 φ + π4 (m − 1) + θ




(6.17)

By enumerating the combinations of s and m in Pr[s | m], it can be shown that for

the optimal measurement φHel , Pr[s = m | m] > Pr[s 6= m | m] for all m ∈ {±1},
justifying our determination of the state, d := m.
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6.3

Discrimination with Multiple Copies

Until now, our discussion has focussed on the measurement for discriminating the
states of a single quantum system. While this is a fundamentally interesting regime,
quantum information tasks often operate using many quantum systems. Some of
these tasks will employ multiple copies of a state, that is, a set of N quantum systems
prepared in identical states. This raises the question: what is the probability of
successfully discriminating the states |ψ+ i and |ψ− i through various measurement

schemes on N copies?

We can consider the collective state of N copies of |ψ± i as a pair of composite states,

i.e. states that are the tensor products of all N copies:

(6.18)

|Ψ± i ≡ |ψ± i⊗N .

This pair of collective states together occupy a two-dimensional subspace of the full
H⊗N Hilbert space. Suppose they are half-separated in that subspace by an angle
Θ. If we let T be the overlap of these states, T ≡ hΨ+ |Ψ− i = (hψ+ |ψ− i)N = tN ,

and thus cos 2Θ = cosN 2θ. With appropriately chosen basis states |Xi and |Y i

(not to be confused with the Pauli operators X̂ and Ŷ ), we can write these pair of
composite states as
|Ψ± i = cos Θ |Xi ± sin Θ |Y i ,

(6.19)

formally identical to our representation of a single copy in Eq. (6.1).
In direct analogy to the single-copy case, the optimal collective (Helstrom) discrimination measurement is defined by
|Φi ≡ cos Φ |Xi + sin Φ |Y i ,

|Φ⊥ i ≡ cos Φ −

(6.20)

|Xi + sin Φ −


π
2


π
2

Φcol (q+ ) = 12 arccot[(q+ − q− ) cot 2Θ],

|Y i ,

(6.21)
(6.22)

following Eqs. (6.2), (6.3), and (6.14) above, respectively. It follows that the cost of
this measurement is of the same form as the cost of the single-copy measurement,
Eq. (6.13). Thus, the cost of the optimal collective measurement over N copies is
col
CN

=

1
2

col ≈ q q t2N .
When N is large, CN
+ −



1−

q

1 − 4q+ q−

t2N



.

(6.23)
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Local Discrimination Schemes

The practical implementation of the optimal multiple-copy measurement is not
straightforward. While the single-copy Helstrom measurement is a relatively simple
single-particle projective measurement in a basis given by φ, the multiple-copy
Helstrom measurement is a collective measurement over all copies at once. Indeed,
in general collective measurements involve nonlocal entangling operations which are
notoriously difficult to perform experimentally. As we will see in Ch. 7, for the case
of mixed states there is no local measurement scheme that will perform as well as
(i.e. with cost equal to) the Helstrom measurement—the optimal measurement on
N nonorthogonal qubits in the presence of mixture must be entangling. Here we will
consider whether local schemes can achieve the performance of the optimal collective
measurement for pure states.
In their theoretical treatment of this problem, Acín et al. [150] considered three local
measurement schemes—the “majority vote”, the “unanimity vote”, and an adaptive
scheme. In these schemes each copy is measured using a local measurement, with
measurement results encoded in a vector m
~ of length N . After all copies have been
measured a determination of the state d is made according to the measurements
performed and the results m.
~
These schemes, originally considered only for pure states, will form a foundational
basis for the theoretical and experimental treatment of both pure (this chapter) and
mixed states (Ch. 7) presented in this thesis, and we examine them below.

6.4.1

The Majority Vote

Possibly the simplest and most intuitive multiple-copy discrimination scheme, the
majority vote consists of a single-copy Helstrom measurement [defined by Eq. (6.14)]
on each available copy independently. The determined state d is chosen according
to whichever state |ψ± i has the most corresponding measurement results in m
~ =

{m1 , m2 , . . . , mN }. When N is even, it may be the case that there is a split vote,

where the number of +1 results is equal to the number of −1 results. In this
situation, d may be chosen randomly.

To determine the cost of this scheme, we can think of the task as a classical decision
problem. Consider the vector of measurement results m.
~ There are

N
n

possible ways

to have n measurement results for one particular state, +1 or −1. Then, for some
state preparation s, the probability of obtaining a sequence of measurement results

|φ⊥ 

|φ⊥ 

|x

|x
|ψ− 

|ψ+ 

|φ
|ψ+ 

|ψ− 

|φ

|y

|y

|φ⊥ 

|x

|ψ+ 

|ψ− 

|φ

...

Figure 6.5: Sequence of measurements performed by the majority vote. Multiple-copy discrimination of nonorthogonal states with the majority
vote consists of applying the same individually-optimal measurement to each copy independently. Each measurement result then constitutes a
vote for one or the other state—whichever is more likely given the result. After all N copies of the state are measured in this way, the determined
state is the state with the most votes.

|y
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with a total of n results corresponding to the incorrect state, and the remaining
N − n results corresponding to the correct state, is
Pnerr =

!

N
Pr[m 6= s | s]n Pr[m = s | s]N −n ,
n

(6.24)

because each measurement is independent. In addition, when N is even there is
some possibility of a split vote, occurring with probability
err
PN/2

=

!

N
(Pr[m 6= s | s]Pr[m = s | s])N/2 .
N/2

(6.25)

When this result is obtained, d is chosen randomly, so the probability of determining
the state incorrectly in this situation is 21 .
Noting that the majority vote scheme uses single-copy Helstrom measurements,
Pr[m 6= s | s] = C Hel and Pr[m = s | s] = 1 − C Hel . The cost of the scheme is then,
in general, the total probability of having a majority of results, n > N/2, in favour

of the incorrect state, plus the probability of randomly selecting the incorrect state
when the vote is split, i.e.
maj
CN

=

N
X
n>N/2

!

N −n
N  Hel n 
+ Ps
C
1 − C Hel
n

(6.26)

where the split vote contribution is


iN/2
h

 1 N C Hel 1 − C Hel
2 N/2
Ps =



0

if N is even,
if N is odd.

(6.27)

Remarkably, the cost for N = K copies, for some K odd, and the cost for an even
N = K + 1 copies are equal. It is easy to illustrate why this must be the case
with the following argument. For odd K measurements there is no possibility of
a split vote—the votes must necessarily favour a state d. Thus, by measuring one
additional copy, there are two possible outcomes:
1. The votes remain unsplit, in which case there will be no change in d.
2. The votes split evenly, in which case d can be chosen arbitrarily.
Because d is arbitrary in the second case, leaving it unchanged as in the first case
can have no performance benefit over choosing a state randomly. Both cases are
therefore equivalent to no change in the determined state d, thus the probability of
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error must also be unchanged.

For large N , the cost of the majority vote scheme is approximately proportional to
tN [150]. Compared to the collective measurement, this implies that the majority
vote performs quadratically worse than what is optimally achievable.

6.4.2

The Unanimity Vote

The unanimity vote is functionally very similar to the majority vote, using independent fixed measurements on each copy, and employing a voting mechanism in order
to make a final determination of the state. The key to the operation of this scheme is
in the measurements performed: instead of the single-copy Helstrom measurement,
the two orthogonal measurement vectors of the unanimity vote are set such that they
lie along, and perpendicular to, the more likely state. Quantitatively, if q+ > q− ,

then the measurement angle φ = θ, giving measurement and system state overlaps
hφ|ψ+ i = 1, hφ ⊥ |ψ+ i = 0, hφ|ψ− i = cos 2θ = t, and hφ ⊥ |ψ− i = sin 2θ. If q+ < q− ,
the measurement angle φ = π/2−θ.4 In a sense, these measurements are fully biased
towards the more likely state.
Assume, without loss of generality, that q+ > q− . After performing these measure-

ments on N copies of a system that is in the |ψ+ i state, the vector of measurement

results m
~ will contain only +1 outcomes. |ψ+ i will never collapse to its orthogonal

state, thus the measurement will never give a −1 result. Measurements on a system

in the |ψ− i state, however, have nonzero probability of giving a −1 result because
hφ ⊥ |ψ− i = t 6= 0.

With this in mind, the unanimity vote scheme will choose d := +1 if and only if all
the results, as encoded in m,
~ are +1. That is, d := +1 if mi = +1 unanimously.
Otherwise, d := −1. In a similar fashion, if q+ < q− , d := −1 if and only if no result
in m
~ is +1, otherwise d := +1.
uv , can be found simply. Assuming q > q , if the system
The cost of this scheme, CN
+
−

preparation is the state |ψ+ i then there is no chance of error and thus no contribution

to the cost. If the system is in the state |ψ− i, however, then the contribution to
the cost is the probability of obtaining a unanimous outcome in favour of the |ψ+ i
state, which is

Pr[m
~ = {+1, . . . , +1} | |ψ− i] =
4

N
Y
n=1

If q+ = q− then either measurement angle may be chosen.

t2 = t2N .

(6.28)
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Figure 6.6: Sequence of measurements performed by the unanimity vote, which consists of applying the same measurement to each copy
independently. Unlike the majority vote, the measurements of the unanimity vote are fully biased, i.e. one of the measurements is along a state
|ψ± i, the other being orthogonal. In this figure, the measurement |φi = |ψ+ i. When the unknown state is |ψ+ i, the results of measuring all N
copies will unanimously correspond to |φi. Otherwise, when the unknown state is |ψ− i, there is a nonzero probability of obtaining one or more
result that correspond to |φ ⊥ i. The unanimity vote determines that the unknown state is |ψ+ i if and only if all measurement results correspond
to |φi.
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The probability that this situation will occur is q− , so in this regime the cost is
uv
CN
(q+ > q− ) = q− t2N .

(6.29)

A similar argument can be constructed for the q+ < q− case by substituting the +
and − labels. Then, in general,

uv
CN
= min(q+ , q− )t2N ,

(6.30)

indicating that the unanimity vote strategy has the same scaling as the optimal
collective strategy when N is large. The absolute performance of this scheme,
however, can not match the collective strategy, as min(q+ , q− ) > q+ q− .

6.4.3

The Adaptive Scheme

The final scheme presented in Ref. [150] is more sophisticated than the previous two
schemes, and consists of adaptively changing the angle φ of the measurement basis
after each measurement result mi ∈ m
~ is obtained. The process is as follows. The

first copy is measured in the optimal basis φHel (q+ ) and a measurement result m1

obtained. Bayes’ theorem is used to determine the probability of having a system
in a given state, given m1 . Letting P1 represent our credulity of having a system in
state |ψ+ i given the first measurement result, from Eq. (6.17),
P1 = Pr s = +1 φHel , m1
h

i

q+ cos2 φHel + π4 (m1 − 1) − θ


=



q+ cos2 φHel + π4 (m1 − 1) − θ + q− cos2 φHel + π4 (m1 − 1) + θ


.

(6.31)

The next measurement is made in the optimal basis, given this new information, i.e.
in the basis defined by φHel (P1 ). The result m2 is obtained, and Bayes’ theorem is
applied to obtain P2 . This process continues until all the copies have been measured
in this manner. Because each measurement is the optimal measurement for a single
copy, the result of each measurement is also a best guess of the state given all the
preceding measurements. Thus the determination d is chosen equal to the final
measurement result mN .
This adaptive scheme, performing the optimal individual measurement given all
previous measurement results, is conceptually relatively simple and has appeared
in various forms in a number of contexts. Indeed, we have already seen a similar
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Figure 6.7: Sequence of measurements performed by the adaptive scheme. Each copy is measured using the optimal Helstrom measurement,
determined according to the measurement results of all preceding copies. Bayes’ theorem is used to calculate credulities Pn which are used to
find the Helstrom measurement φHel (Pn ) for each copy in turn. The final determined state is the one with highest credulity after all N copies
are measured. Starting with the optimal measurement for equal prior probabilities (q+ = q− ), illustrated here are two measurement settings that
follow measurement results of m1 = +1, then m2 = −1. As the number of copies increases, the measurements become more biased towards the
state with higher credulity.
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approach taken in Ch. 4 with the optimising adaptation of the generalised quantum
phase estimation algorithm for phase measurement. Furthermore, this approach has
previously been demonstrated in the context of discriminating nonorthogonal states
of coherent light using continuous measurements [51] (as opposed to the discrete
measurements considered here).
For our regime, Acín et al. showed [150] that the cost of this adaptive scheme is
ad
CN

=

1
2



1−

q

1 − 4q+ q−

t2N



,

(6.32)

exactly equal to the cost of the collective strategy, Eq. (6.23). This remarkable
result shows that, at least for pure states, collective measurement is not necessary
to achieve optimal discrimination of nonorthogonal states given multiple copies, as
an optimising adaptive local measurement scheme achieves the same performance.

6.5

Experimental Demonstration of Local Schemes

We tested local measurement schemes using the experimental apparatus depicted in
Fig. 6.8. The states |ψ± i were encoded in linear polarisation of single photons. A
bismuth borate (BiBO) crystal pumped by a 410 nm diode laser generated pairs of

820 nm horizontally polarised single photons by the spontaneous parametric downconversion (SPDC) process (see Sec. 2.5). These photons were coupled into singlemode optical fibres—one photon was guided to the discrimination apparatus, the
other directly to a single-photon counting module (SPCM). Detection was performed
in coincidence, ensuring high-fidelity single photons were measured in the experiment.
A PBS was used to filter the polarisation state of the generated single photons and
define the horizontal basis for the discrimination apparatus. Measurement in the appropriate polarisation basis was achieved by a half-wave plate (HWP) in a motorised
rotation stage followed by a polarising beam displacer (PBD), which decomposed
the orthogonal polarisation components into two spatial modes with high contrast.
To block environmental noise from background light, each measurement mode was
passed through an interference filter before being coupled into multimode optical
fibres, each connected to a SPCM. The polarisation contrast achievable was found
to be better than 1 − 10−4 .
Measurement outcomes are entirely dependent on the difference between the angle
of the state, ±θ, and the angle of the measurement axis, φ or φ − π/2. To maintain
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HWP
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Couplers
Filters
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Figure 6.8: Conceptual layout of the state discrimination experimental apparatus. Polarisation of 820 nm single photons generated by spontaneous parametric down-conversion
(SPDC) implemented the nonorthogonal states. Measurements were performed by a halfwave plate (HWP) and a calcite polarising beam displacer (PBD) and photons were detected
by single-photon counting modules (SPCMs) in coincidence with pair photons generated in
the SPDC process (not shown). The results were recorded by a processor. The HWP
controller determined the measurement basis—for the adaptive scheme this depends on the
measurement results (indicated by the dotted line).

high fidelity, we produced only the horizontally polarised state. For the |ψ+ i input

we offset this measurement axis by −θ, equivalent to measurement of a state at an

angle θ from the horizontal axis. In a similar fashion, the measurement axis was
offset by θ for the |ψ− i input. For our demonstration we chose the half-separation
of states θ = 15◦ and equal prior probabilities, q+ = q− .

Each scheme was tested 2000 times for values of N ranging from 1 to 10. The
maximum N we could accurately test was limited by the imperfect precision of
the motorised rotation stage and HWP retardance, which cause the measured costs
at higher values of N to deviate from the expected costs. Additionally, more tests
(exponentially increasing) would be required to measure the exponentially decreasing
costs as N grows, in order to avoid sampling error due to the discreteness of the
result of each test.
The measurement basis for each test was determined according to the scheme being
tested. For each test, a supervisor program written in LabVIEW randomly chose
the state to discriminate, |ψ+ i or |ψ− i. The HWP was rotated to a position defined

by the measurement angle φ and offset by ±θ according to the chosen input state.

The successful measurement of a single copy occurred when a single photon was
counted (in coincidence) in only one of the two measurement output modes. For
the adaptive scheme, the measurement angle φ for the next copy was determined
according to the latest measurement result. This angle was offset, and the HWP
rotated, before the next measurement was recorded.
Each test of the scheme constitutes a single Bernoulli trial, so the uncertainties in
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Figure 6.9: Measured error probability of multiple-copy pure state discrimination schemes.
Nonorthogonal states have equal prior probability and are half-separated by 15◦ . With this
separation the cost of the majority vote scheme is lower than the cost of the unanimity vote
for up to 5 copies—beyond this the opposite is true. Adaptive measurements exhibit the
best performance for any number of copies, N .

the results are governed by the properties of a binomial distribution [152]. The
probability of error CN was determined from the ratio of incorrect discriminations
to the number of tests, T . Error bars are plus or minus q
one standard deviation of
the mean of a binomial distribution; specifically, ∆CN = CN (1 − CN )/T .

The results of the experiment, Fig. 6.9, clearly correspond to the theoretically determined probabilities of error. The majority vote exhibits good initial performance,
but is beaten (in terms of achieving a lower cost CN ) by the unanimity vote after
5 copies. The adaptive scheme has the lowest probability of error of all schemes
tested.
The probability of error also depends on the overlap t = cos 2θ of the two states.
We can test this dependence by collecting data for a range of θ. We chose to sample
seven linearly spaced values of θ from 0.01◦ to 180/7◦ ≈ 25.71◦ , with each scheme

tested 1000 times. The resulting costs for these θ are shown in Figs. 6.10–6.16, and
summarised for the maximum N = 7 copies in Fig. 6.17.

It should be noted that while each test of a scheme was performed independently,
to conduct the experiment in reasonable time the cost for each value of N was
determined from analysis of the first N measurements of each test. In the limit
of large samples, such results are equivalent to those that would be obtained for
independent tests with N copies. However, for limited samples, it follows that for a
given scheme and given half-separation θ, the measured cost at any N is related to
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Figure 6.10: Discrimination of pure states half-separated by 0.01◦ . For states with such
high overlap, the probability of successful discrimination is approximately 50 %. Deviation
of experimental results from this value is due in large part to statistical variation (error bars
are plus or minus one standard deviation of the mean), although slight technical errors may
also contribute.

the costs at lower values of N . Thus, a large statistical deviation of the experimental
cost from the expected result at some low N is likely to be carried through to the
costs at subsequent N . This phenomenon is exhibited in some of the following
figures. Nevertheless, the results and error analysis remain valid.

6.6

On the Roles of Measurements and Analysis

Upon closing this chapter we discuss one final point. It is useful to recognise that
the state discrimination schemes introduced by Acín et al. [150], and experimentally
demonstrated in this work, can be conceptually split into two components. The
first component, measurement, dictates the basis used to measure each copy (or
the collective state of N copies, as in the collective measurement). The second
component, analysis, dictates how the final determination of the state is derived
from the results of the measurements. For example, the majority vote operates by
collecting results from the independent Helstrom measurement of each copy—this
is the measurement component—and the determined state d is chosen according to
the majority of outcomes—this is the analysis component.
Clearly, the analysis component depends on the measurement component. However,
we can consider the measurement component to be independent of the analysis
component. This view is valid even for adaptive schemes (where any one measure-
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Figure 6.11: Discrimination of pure states half-separated by ≈4.29◦ .

Probability of error, CN

0.5

0.2

Majority vote
Unanimity vote
Adaptive measurements
0.1
1

2

3

4

5

6

7

Number of copies, N

Figure 6.12: Discrimination of pure states half-separated by ≈8.58◦ . The deviation in the
cost, carried through subsequent measurements (discussed in text), makes it difficult to
ascertain a separation of experimental costs for the majority vote and unanimity vote in
this case. Nevertheless, adaptive measurements clearly have the lowest cost.
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Figure 6.13: Discrimination of pure states half-separated by ≈12.86◦ .
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Figure 6.14: Discrimination of pure states half-separated by ≈17.15◦ .
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Figure 6.15: Discrimination of pure states half-separated by ≈21.43◦ .
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Figure 6.16: Discrimination of pure states half-separated by 180/7◦ ≈ 25.71◦ . Out of 1000
discriminations, only a single incorrect result was obtained after 7 copies were measured
using the majority vote or the adaptive measurement schemes. The error bars for these two
data points extend below the plotted region to ≈5 × 10−7 . Reducing the size of these error
bars would require many more tests.
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Figure 6.17: Measured error probability of multiple-copy pure state discrimination with
varying θ for N = 7 copies. For this number of copies, the majority vote has lower error
probability than the unanimity vote for θ less than ≈15◦ . The opposite is true for greater
angles. The probability of obtaining an incorrect determination of the state decreases as the
separation between the two nonorthogonal states increases.

ment setting depends upon previous measurement results) if we include the process
of updating the credulities and determining the next measurement setting as part
of the measurement component. Analysis would then consist of a similar, though
conceptually separate,5 process performed on the measurement results after they
are obtained.
Each of the three schemes presented thus far can be separated into these two
components. The majority vote was used as an example above. The unanimity
vote, similarly, consists of N independent measurements (fully biased) constituting
the measurement component, with a voting strategy (unanimity) constituting the
analysis component. The measurement component of the adaptive scheme consists
of measurements that depend on the results of all previous measurements, while
the analysis component is much simpler, depending on only the final measurement
result.
Bayesian analysis is a general tool that can optimally fulfil the role of the analysis
component for any discrimination scheme. Because such analysis calculates the
probability of having a state s given all the measurements performed and results
obtained, the best determination of the state for a given set of measurement results
can always be made according to the result of Bayesian analysis. As it is a general
tool, it can replace the analysis component of any discrimination scheme and result in
5

To save time in practice, an implementation might simply reuse the results of calculations
performed as part of the measurement component.
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the lowest probability of error possible for the measurement component of the scheme
in question. With Bayesian analysis, the task is then to optimise the measurement
component.
It is also important to note that Bayesian analysis can be used to incorporate
information about the operational environment which may affect the outcome of
measurements, such as uncertainty in the measurement apparatus or other sources
of experimental noise. This capability will immediately become important in the
following chapter, when the effect of mixture becomes the focus of the investigations.
For pure states as they are demonstrated in this chapter, a Bayesian analysis approach gives identical performance for each of the three schemes as does the analysis
as originally presented. This is clearly true for the adaptive scheme due to its
inherent Bayesian-updating nature. It is also true for unanimity voting. For the
majority vote, Bayesian analysis and majority voting analysis produce the same
results, assuming q+ = 21 . (For q+ 6= 12 , the analyses obtain different results—see
Sec. 7.4.2.)

As we begin discussing local measurement discrimination schemes on mixed states
in the following chapter, the utility of this conceptual separation of measurement
and analysis will become evident.

6.7

Conclusion

In this chapter we have studied solutions to the problem of conclusively (with some
probability of error, or cost) discriminating two pure, nonorthogonal quantum states,
given multiple copies of that state. To begin, we reviewed the theoretical analysis
of the problem for single copies, culminating in the Helstrom measurement: the
optimal single-copy measurement, in terms of cost. The Helstrom measurement for
multiple copies is a simple generalisation, a collective measurement with cost given
by Eq. (6.23).
As such a collective measurement may be difficult, if not impossible, to achieve
practically, schemes employing only local measurements were considered in Sec. 6.4.
Three local measurement schemes considered theoretically in Ref. [150], the majority
vote, unanimity vote, and adaptive schemes, were detailed. Notably, the unanimity
vote has optimal scaling, and the adaptive scheme is absolutely optimal with cost
equal to the optimal collective measurement.
The experimental demonstration of these local schemes (Sec. 6.5) was performed in
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the single-photon polarisation basis. Schemes were each demonstrated in a highfidelity optical apparatus for up to N = 10 copies on states half-separated by 15◦
(Fig. 6.9), and also for up to N = 7 copies on states half-separated by various
amounts (Figs. 6.10–6.16 and Fig. 6.17). The experimental results confirm the theoretical predictions within expected statistical variation, demonstrating the expected
performance of the schemes relative to each other, and showing the optimality of
the adaptive scheme.
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Adaptive Discrimination of
Mixed Quantum States
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7.1

Introduction

Any technology, to be useful, must interact in some way with its environment, and
imperfections, both environmental and technical, necessarily impair the practical
application of technological devices and schemes. It is important that the effects of
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these imperfections are considered and, if possible, mitigated, in order to ensure that
technologies continue to operate with acceptable performance even in the absence
of the ideal conditions found in archetypal theoretical analyses.
Quantum technologies are particularly vulnerable to real-world imperfections. Generally, the effect of environmental noise on pure quantum states reduces the coherence of the system, producing states that exhibit a degree of incoherent mixture.
Nearly all quantum schemes derive their power from quantum coherence, and the
introduction of unwanted mixture may significantly impact their performance.
The previous chapter detailed the operation of several local measurement schemes to
discriminate pairs of nonorthogonal quantum states given multiple copies, with the
notable result that an adaptive local measurement scheme is capable of performing
with the same cost (probability of error) as the optimal collective measurement
scheme. The schemes demonstrated, however, assume ideal conditions—pure states
and perfect measurements—which may not be an accurate description of conditions
in real-world applications.
In this chapter, we consider the issue of minimum-error discrimination of multiple
copies of mixed states. We consider a particular kind of state mixture, depolarising
mixture [30], and, first, the detrimental effect this will have on local discrimination
schemes presented in Ch. 6. As foreshadowed in Sec. 6.6, Bayesian analysis of
measurement results is introduced, allowing us to partially counteract this effect by
taking the level of mixture into account.
Preliminary stochastic simulations (Sec. 7.5) demonstrate the counter-intuitive result that, for a wide range of parameters, a nonadaptive measurement scheme has
better performance than a scheme that performs the optimal individual measurement
on each copy adaptively (in contrast to the result of Ch. 6). Following this, in Sec. 7.6
we derive the optimal adaptive local measurement scheme using a technique from
dynamic programming [153], exhibiting the lowest cost of any local measurement
scheme applied to mixed (or pure) nonorthogonal states. We then experimentally
demonstrate these schemes for various levels of mixture.
Finally, in Sec. 7.8, we theoretically examine the performance of the schemes with
mixed states in the asymptotic limit of large numbers of copies of the state. Where
possible we analytically derive the asymptotic scaling of measurement schemes. For
schemes where this is not possible, we employ a sophisticated numerical approximation and fitting approach to estimate the scaling for large numbers of copies.
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Figure 7.1: Depolarisation of nonorthogonal states, represented on the equatorial plane
of the Bloch sphere. This representation is related to the Hilbert space diagram used in
Fig. 6.1 and others, however the angles represented here appear twice as large as those in
the corresponding Hilbert space. This is necessary to accurately pictorially demonstrate the
result of the application of depolarising mixture. As the amount of mixture ν applied to the
states σ̂± increases, the length of the resulting state vectors ρ̂± shortens as they approach
a completely mixed state at the centre of the diagram.

7.2

Depolarising Mixture

Depolarising mixture [30] is a common type of mixture exhibited in two-dimensional
(qubit) systems. We can view this type of mixture as probabilistically causing a state
to become completely depolarised. That is, with some probability ν, the initial state
ˆ
σ̂ will be transformed into the completely mixed state I/2.
If we let the depolarising
operation be represented by E, the resulting state can be written as
ˆ
E(σ̂) = (1 − ν)σ̂ + ν I/2.

(7.1)

This mixing operation may be due to imperfection of the communication channel
through which the nonorthogonal states are sent, or it may be a property of the
detection mechanism, or it may be due to another cause. The source of mixture is
irrelevant as the results are identical in any case. For convenience, we describe the
problem in terms of state mixture, but in the experimental demonstration (Sec. 7.7)
it will be more convenient to work within a picture of measurement-induced mixture.
We first need to consider how this depolarising operation affects the states we wish
to discriminate. The nonorthogonal states |ψ± i = cos θ |xi ± sin θ |yi, in the form of
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density operators σ̂+ = |ψ+ i hψ+ | and σ̂− = |ψ− i hψ− |, can be written
σ̂± = cos2 θ |xi hx| + sin2 θ |yi hy|

± (cos θ sin θ |xi hy| + cos θ sin θ |yi hx|)

(7.2)

= 12 (1 + cos 2θ) |xi hx| + 12 (1 − cos 2θ) |yi hy|
=

±
1
2



1
2

sin 2θ |xi hy| + 12 sin 2θ |yi hx|

(7.3)



Iˆ + Ẑ cos 2θ ± X̂ sin 2θ ,



(7.4)



ˆ X̂ and Ẑ are Pauli operators as in Sec. 2.3 (with |xi = |0i and |yi = |1i).
where I,
Applying the depolarisation operation to these states we have
ρ̂± = E(σ̂± ) =

1
2

h

Iˆ + (1 − ν) Ẑ cos 2θ ± X̂ sin 2θ


i

(7.5)

.

Equation (7.5) defines the states which we will discriminate, ρ̂± , with 0 ≤ ν ≤ 1
quantifying the amount of depolarising mixture that is applied. An illustration of
the effect of introducing mixture to the state vector (on the Bloch sphere) can be
seen in Fig. 7.1.

7.3
7.3.1

Optimal Discrimination
Single Copy

The optimal discrimination measurement for a single mixed state is the same as
the optimal discrimination measurement for a single pure state. To show this, we
consider the analysis used for pure states in Sec. 6.2. There, the operator Γ̂, whose
eigenvectors that correspond to negative eigenvalues define the optimal measurement
basis, is itself defined as Γ̂ ≡ q− ρ̂− − q+ ρ̂+ , with ρ̂± representing the states, and q±

representing the prior probability of each state. For states exhibiting depolarising
mixture quantified by an amount ν, we have that
Γ̂ = 21 q− Iˆ + (1 − ν) Ẑ cos 2θ − X̂ sin 2θ
h



− 21 q+ Iˆ + (1 − ν) Ẑ cos 2θ + X̂ sin 2θ
h

=

i

1
2

h



(q+ − q− )Iˆ + (1 − ν) (q+ − q− )Ẑ cos 2θ − X̂ sin 2θ


(7.6)

i
i

.

(7.7)

Note that the eigenvectors of an operator do not change when constant factors of
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the identity operator are added, as is easy to show:


Γ̂ + ιIˆ |ji = γ 0 |ji

(7.8)



∴ Γ̂ |ji = γ 0 − ι |ji = γ |ji .

(7.9)



ˆ The eigenvalues, however, do
Thus, |ji is an eigenvector of both Γ̂ and Γ̂ + ιI.

change: γ 0 = γ + ι.

For now we only wish to find the measurement bases, related to the eigenvectors,
therefore we need only consider the nonidentity component of Γ̂, namely
1
2 (1

− ν) (q+ − q− )Ẑ cos 2θ − X̂ sin 2θ .
h

i

(7.10)

This differs from the equivalent expression in the pure state case (ignoring its identity
component) only by a factor of 1 − ν, which has no effect on the direction of the
eigenvector (but does have an effect on the magnitude of the eigenvalue). Therefore,
the eigenvectors of Γ̂, and thus the directions of the optimal measurement bases, are
indeed the same for states under depolarising mixture as they are for pure states.

To determine the cost of this measurement we can follow the same procedure,
paying particular attention to the eigenvalues. From Ch. 6 we have the pure state
eigenvalues
γ± =

(q− − q+ ) ±

p

2

1 − 4q+ q− t2

.

(7.11)

The mixed state Γ̂ operator can be obtained from the pure state equivalent operator
ˆ Second, the result
in three steps. First, we subtract the identity component q+ −q− I.
is multiplied by 1−ν. Finally the identity component
of these three steps on the eigenvalues must be

2
q+ −q− ˆ
I is
2

γ± = (1 − ν)(γP + ι) − ι,

returned. The effect

(7.12)

where γP is the corresponding pure state eigenvalue, and ι = 21 (q+ − q− ) is the factor

of the identity component.

The eigenvalues for mixed states are then
(q− − q+ ) ± (1 − ν) 1 − 4q+ q− t2
γ± =
,
2
p

(7.13)
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and the cost is given by [151]
C Hel = q+ +

X

(7.14)

γj .

γj <0

Here, unlike for pure states, either or both eigenvalues may be negative or positive.
Indeed, in some circumstances, both eigenvalues have the same sign, in which case
no measurement is useful [154]. This is the condition that arises when the prior
probability is so extreme, relative to the amount of information that could be
extracted by some measurement, that the measurement action would be incapable
of causing the determined state to change from simply assuming the more a priori
likely state. The measurement would therefore be useless.
Assuming the measurement is useful, the optimal measurement setting φ is the same
as that used for pure states, φHel (q+ ) = 21 arccot[(q+ − q− ) cot 2θ]. For equal prior

probabilities this angle is simply π/4, and we find the cost
C Hel =

7.3.2

1
2

h

1 − (1 − ν) 1 − t2 .
p

i

(7.15)

Multiple Copies

As in the pure state case, the derivation of the optimal multiple-copy collective
measurement follows the same formalism as that for the single-copy measurement.
All N copies of the state ρ̂± are considered a collective system, ρ̂⊗N
± . Unlike the pure

state case, however, we cannot recast collective mixed states ρ̂⊗N
± in a “capitalised”

P̂± form1 identical to a single mixed state with a change of basis. This is due to the
action of the depolarising mixture on each state separately, rather than a generalised
depolarisation affecting the entire collective system.
In order to determine the cost of such an optimal collective measurement on these
mixed states, we must construct, and find the negative eigenvalues of, the operator
Γ̂ corresponding to the collective system given the number of copies. Such a computation rapidly becomes tedious as the number of copies increases, and is best left
to a machine.
1

P being the capital case of ρ.
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7.4

Local Discrimination Schemes

As in the pure state case, local measurements have advantages in terms of practical
applicability, so we consider how the introduction of mixture affects local discrimination schemes. We may begin by considering the schemes described in Sec. 6.4,
without modification. Naturally, we would expect them to perform worse compared
to the pure state case, at least in part due to the fact that no consideration of the
known level of depolarising mixture is taken into account by the schemes.
Additionally, the analysis components of the schemes described in Sec. 6.4 make
assumptions about measurement results that do not hold when mixture is applied.
For example, the unanimity vote assumes that the measurement results will never
⊥ i if the system is actually in the state |ψ i
yield a result corresponding to |ψ+
+

(assuming q+ ≥ q− ). But the probability of obtaining this contrary result, even

if the state sent is |ψ+ i, becomes non-zero when the state undergoes depolarising
mixture.

7.4.1

Bayesian Analysis

It is clear that the way some of these schemes analyse measurement results is
suboptimal when given mixed states. However, it is possible to optimally analyse
any measurements that are performed using Bayesian processing. Specifically, each
measurement result mn is used to calculate credulities via Bayes’ theorem, as
Pn =

Pn−1 Pr[mn | s = 1]
,
Pn−1 Pr[mn | s = 1] + (1 − Pn−1 )Pr[mn | s = 0]

(7.16)

where P0 = q+ , and
Pr[m | s] =


ν
+ (1 − ν) cos2 φ − π4 (m − 1) − sθ
2

(7.17)

generalises Eq. (6.15) for depolarised states [Eq. (7.5)]. After all N measurements
are considered, the determined state d is chosen according to whichever is the more
likely state, i.e. whichever d ∈ {±1} maximises Pr[s = d | ~φ, m].
~
Because the state credulity Pn derived through Bayesian analysis depends on the
level of mixture ν, this requires that the level of mixture of the state is known prior
to the analysis. In most practical situations the level of mixture can be measured
easily, so we assume that ν is a known parameter.
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The analysis of each local scheme of Ref. [150] shown in Sec. 6.4 can be replaced
with Bayesian analysis. In doing so, we derive a new set of local measurement
discrimination schemes, which we name according to the measurements performed:
“unbiased measurements” from the majority vote, “fully biased measurements” from
the unanimity vote, and “locally optimal local measurements” from the adaptive
scheme.
Simple analytical expressions for the cost of each scheme in the general case are
unknown. It is possible to calculate these using stochastic simulations (as we do in
the first instance, below). However, we will later see in Sec. 7.6 that the cost of each
scheme can be calculated exactly by a recursive method.

7.4.2

Unbiased Measurements

In the case of equal prior probabilities, q+ = q− , the unbiased measurements scheme

(employing Bayesian analysis) and the majority vote obtain identical results, for
mixed states just as for pure states. This is easily seen: the depolarising mixture
contributes equal probabilities to obtaining either measurement result—the results
will not be biased to either outcome—and so the majority remains as accurate a
determination as full Bayesian analysis.
This is not the case for unequal prior probabilities—indeed, in some cases, the majority vote will determine a different state than Bayesian analysis. For example, for
states with substantial mixture and heavily biased prior probabilities, say q+  q− ,

many measurement results in favour of |ψ− i will be required before Bayesian analysis
will decide in favour of the |ψ− i state. Otherwise, Bayesian analysis will determine

that the measurements results are more likely due to mixture. The majority vote,
on the other hand, will require only one more measurement result (for odd N ) in
favour of |ψ− i than |ψ+ i to decide in favour of that state.

In the case where q+ = q− , the cost of unbiased measurements has the same form
as the cost of the majority vote for pure states:
un
CN

N
X

=

n>N/2

with

!

N −n
N  Hel n 
C
1 − C Hel
+ Ps
n



iN/2
h

 1 N C Hel 1 − C Hel
Ps = 2 N/2



0

if N is even,
if N is odd.

(7.18)

(7.19)
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In this case C Hel is the cost of a single-copy Helstrom measurement on a mixed state.

7.4.3

Fully Biased Measurements

With fully biased measurements of mixed states the differences between determinations made by Bayesian analysis and those made by unanimity voting quickly
become apparent, and the costs resulting from the two analysis schemes quickly
separate. This is because the unanimity vote assumes that the states are pure and
that a measurement result will never correspond to the orthogonal of the true state,
an assumption not true of mixed states. Bayesian analysis, however, makes no such
assumption.
The known level of mixture allows the Bayesian analysis to quantify the credulity
of each measurement result. Unlike unanimity voting, Bayesian analysis of the
measurement results will require more than one orthogonal result, depending on
the level of mixture, before “believing” that the system really is in the alternative
⊥ i, only
state. In terms of the probabilities Pn , assuming we measure |ψ+ i and |ψ+

one contrary result is required to break unanimity, but it may take more than one
⊥ i before P <
result in favour of |ψ+
n

1
2.

This effect can be seen as discontinuities

in the cost function of fully biased measurements as N increases (for example, near

N = 7 in Fig. 7.3 below).

7.4.4

Locally Optimal Local Measurements

At each step of the adaptive scheme, the optimal measurement angle is calculated
based upon the previous measurement angle, the result, and the subsequent posterior
probability Pn . In this way, each measurement is “locally optimal”, optimising at
each step. As they are also local (i.e. not collective) measurements, this is the locally
optimal local measurements scheme, performing the optimal local measurement on
each copy in turn given all information obtained thus far. We need not alter this
scheme like we did for the previous two local measurement schemes, except to include
the known level of mixture in the Bayesian updating of credulities.

7.5

Simulation and Optimality

Stochastic simulations of these schemes operating with various levels of mixture allow
an initial analysis of the cost of the schemes to be performed with high precision
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Figure 7.2: Simulated costs of multiple-copy state discrimination with states exhibiting
2 % depolarising mixture. Each simulated multiple-copy discrimination is performed 107
times, and uncertainties (one standard deviation of the mean) are smaller than the symbols
plotted. The cost of the optimal collective measurement, calculated analytically, is plotted
for comparison. States are half-separated by 15◦ and have equal prior probability.

by using large numbers of samples. The implementation of these simulations is
straightforward, and the results, with θ = 15◦ , q+ = q− =
demonstrated using pure states in Sec. 6.5), and

107

1
2

(as was experimentally

samples, are shown in Figs. 7.2

to 7.5, with mixtures of 2 %, 10 %, 30 %, and 60 % respectively.
By inspecting the plots, we can conclude three things from these simulation results:
1. All schemes perform worse as the mixture (ν) increases from zero. The fully
biased scheme is affected noticeably more than the other schemes.
2. No local scheme, not even locally optimal measurements, can match the performance of the optimal collective measurement in the presence of mixture.
3. Unbiased measurements can, in some circumstances, outperform locally optimal measurements, with a sufficiently large N .
Conclusions 1 and 2 are not surprising. However the surprising third conclusion,
most clearly seen in Fig. 7.4 (30 % mixture) but also evident in Figs. 7.3 and 7.5,
shows that the locally optimal scheme is not the best local scheme in general for
mixed states, as unbiased measurements can outperform it in certain regimes. As
we will see later in Sec. 7.8, there exists a purity threshold for which unbiased
measurements will not outperform locally optimal measurements for any number of
copies. Even in this regime it remains true that neither scheme is the optimal local
measurement scheme for states with nonzero mixture. That is, neither scheme is
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Figure 7.3: Simulated costs of multiple-copy state discrimination with states exhibiting 10 %
depolarising mixture. 107 samples; θ = 15◦ ; q+ = q− = 12 .
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Figure 7.4: Simulated costs of multiple-copy state discrimination with states exhibiting 30 %
depolarising mixture. 107 samples; θ = 15◦ ; q+ = q− = 12 . Note that unbiased measurements
consistently outperform locally optimal measurements after 7 copies are measured.
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Figure 7.5: Simulated costs of multiple-copy state discrimination with states exhibiting 60 %
depolarising mixture. 107 samples; θ = 15◦ ; q+ = q− = 12 .

globally optimal.

7.6

Globally Optimal Local Measurements

We can construct the globally optimal local measurement scheme using dynamic
programming, an approach to problem solving in which the problem is recast in
terms of simpler subproblems [153]. To see how this construction takes place, we
first define a general local measurement scheme, which may depend on the number
of available copies as well as all previously considered parameters, represented by a
function φN,n (Pn ). As before, φ represents an angle that defines the measurement

basis by Eqs. (6.2) and (6.3) (page 116). The variable n specifies the number of
copies, out of a total N available, that have already been measured (0 ≤ n ≤ N ,

however φN,N need not be defined), while Pn represents the credence of having the
|ψ+ i state (with depolarising mixture applied) at that point, with P0 = q+ .

7.6.1

Backward Multistage Problem Solving

Begin by considering the case where N = 1. It is trivial to see that the globally
optimal local measurement in this case is just the single-copy Helstrom measurement,

Hel (P ), and the determined state is the result of this
Eq. (6.14). Thus, φgo
0
1,0 (P0 ) = φ

measurement.
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Now consider N = 2. Two measurements will be performed,2 and while we do not
yet know what the first measurement will be, we do know that the second, final
measurement must be the single-copy Helstrom measurement (given the updated
credence P1 ) since at this point there is only one copy available to measure. In fact,
it must be true in general that for any N the final measurement will be the singlecopy Helstrom measurement given the credence derived, using Bayes’ theorem, from
the results of measuring all the preceding copies.
Recall that the cost CN of a scheme is simply the probability of an erroneous
determination. Then for N = 2, the cost C2 of these pair of measurements is

the sum of the costs of the final measurement, for each possible outcome of the first
measurement, weighted by the probability of each outcome. That is,
C2 (P0 ) =

X

Pr m1 P0 , φ2,0 C1 (P1 ),
h

i

(7.20)

m1 ∈{±1}

where P1 is determined from the previous credulity P0 , the measurement angle φ2,0 ,
and its (hypothetical) result m1 by using Bayes’ theorem as in Eq. (7.16). The
optimal first-copy measurement, φgo
2,0 , is simply the measurement that minimises
Eq. (7.20)—this can be found by a numerical search for any given P0 .

Now consider N = 3. As before, the first measurement is as yet unknown. However, the final pair of optimal measurements will follow the 2-copy globally optimal
measurement scheme we have just derived. Again, minimisation of the cost by a
numerical search allows us to find the optimal first-copy local measurement angle,
φgo
3,0 .

For general N we may find the cost after the nth measurement in the protocol by
generalising Eq. (7.20) to give the recursive relationship
CN −n+1 Pn−1 , φN,n−1 =




X
mn ∈{±1}

Pr mn Pn−1 , φN,n−1 CN −n (Pn ).
h

i

(7.21)

By starting with the Helstrom measurement at n = N and iteratively minimising

go
the cost by choice of each measurement (defining φgo and CN
−n ) as we progress

down to n = 0, we find the cost of N measurements of the globally optimal local

go
measurement scheme, CN
.

2
As noted in Sec. 7.3.1, in certain circumstances, a measurement may not need to be performed
at all if it is not useful in decreasing the cost. Bayesian analysis will prevent such a measurement
from increasing the cost, so for simplicity, we assume that the measurement is performed regardless.
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Numerical Minimisation and Sampling Approximation

With the backward multistage problem solving approach we can see how the cost
of the globally optimal measurement scheme for a given N and prior probability q+
can be determined if we know the function for the cost for N − 1. The analytical

form of this function, however [Eq. (7.21)], is recursive—in fact, it is exponentially
so, as it requires two determinations of CN −n at each recursion step, i.e. each n.

When coupled with the fact that the function requires minimisation at each step, in
order to determine the optimal measurements, it becomes unfeasible to solve using
a direct approach.
To make this calculation manageable, we use an approximation method. Instead of
attempting to compute the recursive functions exactly, we construct two tables, one
representing costs CN −n , the other representing measurement angles φN,n (Pn ). The
columns of these tables represent discrete n, and rows represent a linearly sampled

set of credulities Pn ∈ [0, 1].
To begin generating these tables, the final columns are set to the values that
correspond to the known final measurement—the optimal single-copy Helstrom measurement, C Hel (PN ) and φHel (PN ). As we construct the tables by working backwards
from this final measurement, the evaluation of CN −n−1 or φN,n+1 in the minimisation
procedure then comprises simply extracting from the tables previously generated

values, from column n + 1 and the row corresponding to Pn+1 . An interpolation
method is used to estimate values in the (common) case that Pn does not fall

exactly on a table cell.3 This approach produces accurate results for moderate

N (with sufficiently fine sampling of Pn )4 and results in a procedure significantly
less computationally expensive than the full recursive search, making the problem
tractable.
Examples of these tables of globally optimal measurement settings φgo are shown in
Figs. 7.6 to 7.10 for various levels of mixture ν. We notice that the two extreme cases
reduce to measurement schemes that we have encountered previously. For ν = 0
pure states we find the Helstrom measurement applied to each copy, as expected,
exactly as in the adaptive scheme for pure states discussed in Ch. 6. As ν → 1, the

measurements performed tend towards unbiased measurements (especially for high

N ). Between these two extremes we notice peculiar patterns in the measurements.
(How and why these patterns arise is not yet understood in an intuitive sense.)
3
Linear interpolation was used for the experimental demonstration of the schemes (see Sec. 7.7).
Later, cubic interpolation was used in analysis of asymptotic behaviour of the schemes (see Sec. 7.8).
4
For an illustration of the issues of undersampling when N is large, see Sec. 7.8.
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Figure 7.6: Globally optimal local measurements for 10 copies of pure (ν = 0) nonorthogonal
states half-separated by 15◦ . Colour indicates the value of φgo following the key to the right
of the plot, where deep blue indicates a measurement angle φ = 0◦ , deep red indicates
a measurement angle φ = 90◦ , and white indicates a measurement centred around the
nonorthogonal states, angle φ = 45◦ (i.e. an unbiased measurement). The globally optimal
local measurement scheme is identical to the locally optimal local measurement scheme
φlo in this regime, with each single-copy measurement equal to the single-copy Helstrom
measurement φHel , given credulity Pn .
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Figure 7.7: Globally optimal local measurements for 10 copies of 15◦ half-separated states
with ν = 2 % mixture applied. Results were calculated using the sampling approximation
method, with cubic interpolation, and 2501 equally spaced samples of credulity Pn ∈ [0, 1].
The final measurement is the single-copy Helstrom measurement, by definition.
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Figure 7.8: Globally optimal local measurements for 10 copies of 15◦ half-separated states
with ν = 10 % mixture applied. Cubic interpolation; 2501 samples. “Noisy” values in highcredulity regions for n = 9 indicate circumstances where a measurement result will not alter
the credulity enough to change the final determination of the state. In this case the cost will
be independent of the measurement, and the minimisation algorithm will not be able to find
a true optimal value for φgo . Small computational errors due to floating point arithmetic
lead to the given values. Such regions where measurement is unnecessary also exist for
the final measurement, but these are not shown. The final measurement is the single-copy
Helstrom measurement, by definition.

0

90

Credulity, Pn

0.25

67.5

0.5

45

0.75

22.5

1

0
2

4

6

8

10

Angle (◦ )

Copy, n

Figure 7.9: Globally optimal local measurements for 10 copies of 15◦ half-separated states
with ν = 30 % mixture applied. Cubic interpolation; 2501 samples. High-credulity regions
where measurement is unnecessary have become more pronounced than in Fig. 7.8, being
evident for n ≥ 6.
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Figure 7.10: Globally optimal local measurements for 10 copies of 15◦ half-separated states
with ν = 60 % mixture applied. Cubic interpolation; 2501 samples. A pattern emerges as
the level of mixture increases. As N increases (or as n decreases) the initial globally optimal
local measurements more closely approximate unbiased measurements. As in Fig. 7.9,
“noisy” regions can be seen where measurement is unnecessary. In this plot, regions where
measurement is unnecessary are evident for all 10 copies, given sufficiently extreme credulity
(not shown for N = 10).

Once generated, these tables define the measurement procedure to be used in experiments. The initial optimal measurement angle is extracted from the first column
of the table5 and the row that corresponds to the prior probability P0 = q+ . The
measurement is performed, a result obtained, and the credulity P1 calculated using
Bayes’ theorem [Eq. (7.16)]. The next optimal measurement angle is extracted from
the second column of the table and the row the corresponds to the credulity P1 , and
performed in the same manner to find P2 . This process continues for all N copies,
traversing one branch of a binary tree of measurement results.

7.6.3

Application to Other Schemes

Previously, we saw that the Bayesian analysis of measurement results made it
difficult to determine the costs of schemes in Sec. 7.4 in the general case. However,
with backward multistage problem solving, we now have a methodology which allows
us to construct the costs of schemes using a recursive approach. The same procedure
is used as for the derivation of the globally optimal local measurement, except that
the measurement considered is already defined. For example, by considering the
fully biased measurement φfb = θ (for q+ ≥ q− , π/2 − θ otherwise) in Eq. (7.21), the
5

Or more accurately, the N th column from the right edge of the table.
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cost of the fully biased measurement for any prior probability and number of copies
can be calculated recursively. This is the method used to determine the costs of the
schemes, applied with mixed states, in the results following.

7.7

Experimental Demonstration of Local Schemes

As for the case for multiple copies of pure states in Sec. 6.5, we demonstrated
local discrimination schemes on mixed states using states encoded in single-photon
polarisation. A number of techniques could be used to implement tunable depolarising noise on a photonic polarisation state [155], for example using wedge
depolarisers [156], tilted polarising beam displacers [157], or detecting (and ignoring
some results of) multiphoton entangled states. Instead of attempting to encode
mixture into the state of the photon itself, we chose to encode depolarisation in
the measurement operation. That is, controlled proportions of appropriately chosen
stochastic noise operations were applied to the measurement basis to implement a
depolarising measurement on pure states in the statistical limit.
The resulting statistics are identical whether the noise is applied directly to the state
prior to measurement, or to the measurement bases as part of the measurement (as
a “noisy” measurement). Taking this approach allowed us to precisely control the
applied level of mixture ν while using an apparatus identical to that described in
Sec. 6.5 and shown in Fig. 6.8.
We can determine the appropriate operations to perform on the measurement to
apply depolarising mixture by starting with the observation that for any state σ̂,
Iˆ = 21 (σ̂ + X̂ σ̂ X̂ + Ŷ σ̂ Ŷ + Ẑ σ̂ Ẑ),

(7.22)

where X̂, Ŷ , and Ẑ are the Pauli operators. Replacing this in Eq. (7.1), we find


3ν
ν
E(σ̂) = 1 −
σ̂ +
X̂ σ̂ X̂ + Ŷ σ̂ Ŷ + Ẑ σ̂ Ẑ .
4
4


(7.23)

From this we can see that if we randomly apply (with probability ν/4) X̂, Ŷ , Ẑ,
or (with probability 1 − 3ν/4) Iˆ Pauli operations, depolarising mixture of states is

obtained. In the experimental implementation, this entails randomly flipping (i.e.
φ → −φ), mirroring (φ → π/2 − φ), or inverting (φ → π/2 + φ) the measurement
bases.

The four local measurement schemes we consider, unbiased measurements, fully

Experimental Demonstration of Local Schemes
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biased measurements, locally optimal local measurements, and globally optimal local
measurements, were performed by a supervisor program written in LabVIEW. Each
scheme was run with up to N = 10 copies6 over 1000 discrimination operations,
using parameters similar to those used in the pure state demonstration—states halfseparated by θ = 15◦ , and sent with equal prior probability. Bayesian processing of
measurement results for nonadaptive schemes was performed, after all measurement
results were obtained, in a separate procedure which was written in C++.
Appropriate measurement basis angles φ for all but the globally optimal local measurement scheme were calculated by the supervisor program on demand, as required
and, in the case of the adaptive scheme, according to the measurement results. Basis
angles for the globally optimal scheme, however, were read from a pregenerated table
of settings, such as that described in Sec. 7.6.2. Before the discrimination experiment
began, this table was generated by a Matlab (or Octave, used in later stages)
program, with 2501 equally spaced samples of credulity, using linear interpolation.
As the experiment ran, the value that defines the basis for the globally optimal
local measurement on the nth copy, given credulity Pn−1 (where P0 = q+ ), was

calculated from values in the nth column.7 The position of each cell in the column

corresponded to a sampled credulity value. If Pn−1 did not correspond exactly to the
position of a cell, the supervisor program determined the measurement angle φ by
linear interpolation of the two cells nearest Pn−1 . The credulity Pn was calculated
by the supervisor program according to the measurement result via Bayes’ theorem,
in the same manner as for the locally optimal local measurement scheme.
Results of running the experiment for the four local measurement schemes are
plotted in Figs. 7.11 to 7.14 for depolarising mixture of 2 %, 10 %, 30 %, and 60 %.
Also shown are the theoretically expected costs of collective measurements, for
comparison, determined by calculating the eigenvalues of Γ̂ as described in Sec. 7.3.2.
The experimental results follow closely theoretical predictions, with statistical variation consistent with error bars of plus or minus one standard deviation of the
mean. A summary of these results at N = 10 for various mixtures is shown in
Fig. 7.15, illustrating the crossover of unbiased measurements and locally optimal
measurements, and the optimality (in terms of local measurements) of the globally
optimal scheme.
6

As in the pure state case (Sec. 6.5), when possible, 10 copies were measured for each test of each
scheme, with the cost at each N being determined from analysis of the first N measurements. This
was not possible with the globally optimal local measurement scheme as the measurement settings
depend on N , so the cost had to be determined independently for each N for this scheme.
7
A table with 10 columns was generated, but only the rightmost N columns were considered for
each N .
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Figure 7.11: Measured costs of N -copy two-state discrimination for various schemes under
2 % depolarising mixture. States were half-separated by 15◦ and had equal prior probability.
Theoretical results (lines) were calculated exactly using the recursive approach detailed in
Sec. 7.6 or, if possible, using a direct analytical calculation. Experimental results (points)
correspond to 1000 runs of each state discrimination scheme, with error bars plus or minus
one standard deviation of the mean. The expected collective measurement cost is plotted
for comparison—with depolarising mixture, no local measurement scheme has the same
performance as collective measurements.
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Figure 7.12: Measured costs of N -copy discrimination schemes under 10 % depolarising
mixture. 1000 discrimination runs; equal prior probability; state half-separation of 15◦ .
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Figure 7.13: Measured costs of N -copy discrimination schemes under 30 % depolarising
mixture. 1000 discrimination runs; equal prior probability; state half-separation of 15◦ .
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Figure 7.14: Measured costs of N -copy discrimination schemes under 60 % depolarising
mixture. 1000 discrimination runs; equal prior probability; state half-separation of 15◦ .
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Figure 7.15: Measured costs of discrimination schemes for N = 10 copies of the unknown
state under various mixture ν (60 % mixture omitted for clarity). Pure state results (ν = 0)
are taken from the results in Ch. 6 with 2000 discrimination runs; other results have 1000
runs.

7.8

Behaviour in the Asymptotic Regime

As seen for phase measurement in Chs. 3 to 5, the asymptotic scaling of performance,
that is, the order of performance as N grows large, is a characteristic property of any
given scheme, giving a quantitative indication of performance that can be compared
between schemes. As we saw in Ch. 6, for pure states some local schemes, namely, the
locally optimal adaptive scheme and the unanimity vote, perform in the asymptotic
limit with the same scaling as the optimal collective measurement. On the other
hand, the majority vote scales quadratically worse than optimal, for pure states.
For the corresponding schemes applied to states under depolarising mixture, it is
clear that scaling results will be different. With regards to absolute performance with
moderate N , we know that local schemes no longer achieve the bound attained by
optimal collective measurements. Furthermore, fully biased measurements rapidly
fall away from this bound, as compared to other local schemes. Most remarkable, of
course, is that a scheme quadratically worse than optimal for pure states (unbiased
measurements/the majority vote) performs better for mixed states as N grows large
than an adaptive scheme that is optimal for pure states.
Here, finally, we theoretically investigate the scaling behaviour of discrimination
schemes in the asymptotic limit. We consider collective measurement, unbiased
measurements, locally optimal and globally optimal local measurements.

Fully

biased measurements are of less interest as they clearly scale poorly. In their place
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we consider an optimal fixed local measurement scheme.

We approach the task of characterising the asymptotic performance by making the
reasonable assumption, justified by the quantum Chernoff bound [158], that the
performance of each scheme closely follows an exponential decay when N is large,
i.e.
(7.24)

CN ∼ eλN .

Here λ denotes a (negative) “scaling” constant quantifying the asymptotic performance of schemes, with greater |λ| indicating better performance (faster scaling).
For example, with pure state schemes it is easy to see that λad = λun = 2λmaj ,

indicating the quadratic improvement of performance of the adaptive scheme and
the unanimity vote as compared to the majority vote.
The scaling constant λ can be determined from the gradient of the natural log of
the cost function in the large N limit, as
d log CN
∼ λ.
dN

7.8.1

(7.25)

Collective Measurements

For optimal collective measurements, the scaling constant λ is given by the quantum
Chernoff bound [158],

1−u
λcol = log min Tr ρ̂u+ ρ̂−
.

h

i

u∈[0,1]

(7.26)

It is useful to recognise that the states ρ̂± can be written in terms of pairs of

⊥ , as
orthogonal states, σ̂± and σ̂±

ρ̂± = 1 −

ν
2



σ̂± +

ν
2

 ⊥
σ̂± ,

(7.27)

⊥ = |ψ ⊥ i hψ ⊥ |, and similarly σ̂
where σ̂+ = |ψ+ i hψ+ | and σ̂+
− = |ψ− i hψ− | and
+
+

⊥ = |ψ ⊥ i hψ ⊥ |. These states define pairs of orthonormal bases in which the states
σ̂−
−
−

ρ̂± each have a diagonal representation,
ρ̂± =

1−

"

0

ν
2

0
ν
2

#

.

(7.28)
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Clearly, then, ρ̂u± = 1 −
λcol = log min Tr

1−

h

u∈[0,1]

= log min



u∈[0,1]

+


ν u
2

1−

1−


ν u
2 σ̂±

ν
2



+


ν u ⊥
2 σ̂± .

+


ν u
2 σ̂+

Substituting into Eq. (7.26),


ν u ⊥
2 σ̂+

h

⊥
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σ̂−

i
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ν 1−u
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ν u ν 1−u
Tr
2
2

Tr[σ̂+ σ̂− ] + 1 −


ν 1−u
Tr
2



h

Tr

h

⊥ ⊥
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ν 1−u ⊥
σ̂−
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+

⊥
σ̂+ σ̂−

i

(7.29)

i

i

(7.30)

.

⊥ σ̂ ⊥ ] = t2 and Tr[σ̂ σ̂ ⊥ ] = Tr[σ̂ ⊥ σ̂ ] =
It is easy to verify that Tr[σ̂+ σ̂− ] = Tr[σ̂+
+ −
−
+ −

1 − t2 . Therefore,
λ

col

"

2

2

= log t + 1 − t




min

h

u∈[0,1]

1−



ν u ν 1−u
2
2

+


ν u
2

1−


ν 1−u
2

#
i

(7.31)

.

In the usual manner, we set the derivative of the expression to be minimised, m, to
zero:
1−u
dm
= − 1 − ν2
du
1−u
+ 1 − ν2



ν u
log 1
2

−


ν u
log ν2
2

− 1−

ν
2






ν u ν 1−u
log 1
2
2

+ 1−



ν u ν 1−u
log ν2
2
2

−

ν
2



= 0.

(7.32)

Obviously, this equation is satisfied for u = 12 . One can show that this is a minimum,

and as the expression is convex [158], it must be the global minimum. Replacing
u=

1
2

in Eq. (7.31), we therefore find


λcol = log t2 + 2 1 − t2




= log 1 − 1 − t2


q



1−

1−

q

ν
2

 ν



(7.33)

2

1 − (1 − ν)2



.

(7.34)

col ∼ t2N , consistent
By setting ν = 0, we obtain the pure state cost scaling as CN

with the large N scaling of Eq. (6.23), as expected.

7.8.2

Unbiased Measurements

By rearranging Eq. (7.18), for equal prior probabilities and odd N we find
un
CN

= C


Hel

!
!n
N bN/2c
X N
1 − C Hel
n=0

n

C Hel

.

(7.35)
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This sum has the same scaling for large N as the integral
un
CN
∼ C Hel



N Z N/2

N
n

0

The binomial coefficient function

!

1 − C Hel
C Hel

!n

(7.36)

dn.

varies slowly when n ≈ N/2, but

N
n



1−C Hel
C Hel

n

increases exponentially as n → N/2. The scaling is therefore dominated by the



1−C Hel
C Hel

n

term, and can be approximated as
un
CN



∼ C

Hel

!Z

N
N/2

N

0



∼ C Hel


N
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1 − C Hel
C Hel

N/2

1−C Hel
C Hel

(7.37)

dn

N/2

N!
.

[(N/2)!]2 log 1−CHelHel

(7.38)

C

Taking the natural log,
un
log CN
∼ N log C Hel + log (N !) − 2 log [(N/2)!]





− log log



1−C Hel
C Hel



+ (N/2) log



1−C Hel
C Hel



(7.39)

.

To evaluate the log factorial terms we invoke Stirling’s approximation, resulting in
un
log CN
∼ N log N − N + 12 log N + 21 log(2π)

− 2 (N/2)(log N − log 2) − (N/2) + 12 log N + 21 log π
h

+ N log C Hel − log log




∼ N log C Hel + N log 2 −



N
2

1−C Hel
C Hel



+ (N/2) log

log C Hel +

N
2

− 21 log N + 12 log(2π) − log π − log log
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log 1 − C Hel




1−C Hel
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(7.40)





(7.41)



 q

∼ N log 2 C Hel (1 − C Hel ) − 21 log N
+ 12 log(2π) − log π − log log



1−C Hel
C Hel

(7.42)



Taking the derivative with respect to N , in the large N limit we obtain
 q

λun = log 2 C Hel (1 − C Hel )
=

1
2



log 1 − (1 − ν)2 1 − t2
h



(7.43)
i

,

(7.44)

un ∼ tN ,
where we have used Eq. (7.15). For pure states, we find cost scaling as CN
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as before.

7.8.3

Numeric Predictions for Other Schemes

Analytic solutions for the asymptotic scaling of performance of the other schemes
have as yet not been found. To determine these results, we turn to numerical
calculations using the sampling approximation method as described in Sec. 7.6.2.
We must find a “large” N regime where the gradient of the log of cost has settled to
a stable value, indicating asymptotic behaviour. The calculation of costs for N as
large as required here are lengthy and resource intensive. For this reason, we limited
our calculations to the case of equally probable 15◦ half-separated states. We are
interested in the asymptotic behaviour of schemes for various levels of mixture, ν,
however we will see that the most interesting regime for the given states is when
0 < ν < 3 %, so we will also limit our consideration to this range. Indicative
calculations have been performed in other regimes, to less precision, with results
suggesting that the more thoroughly derived results shown here are typical examples
of general behaviour.
The scaling constant λ is approximated by
log CN − log CN −2
d log CN
∆ log CN
≈
=
,
dN
∆N
2

(7.45)

for large N . In the following we approximate this gradient by determining CN for

large N and using a difference ∆N = 2. Approximating with ∆N = 2 rather than
∆N = 1 eliminates zeros in the unbiased measurement scaling constant at every
even N due to the split vote condition.
In the examination of preliminary results for this treatment it quickly became clear
that the accuracy of interpolative approximations of off-sample values of costs is
critical to the accuracy of calculated costs for high N . Therefore, in this treatment
we employ cubic interpolation, as opposed to linear interpolation used for the experimental demonstration, in order to enhance the accuracy of approximations for
off-sample values. It was found that for all ν considered here,8 N = 400 is sufficiently
high to demonstrate asymptotic behaviour (for example, see Fig. 7.16).
The scaling constant λ was calculated using the sampling method for the three

local schemes: unbiased measurements, locally optimal measurements, and globally
optimal measurements. In addition, for unbiased measurements we also have an
8

Also for several values of θ and ν which are not presented here, but were considered in
preliminary analysis.
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Scaling parameter, λ
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Figure 7.16: Asymptoting of cost scaling constant λ for large N . Results calculated
numerically using 2501 samples for 2 % mixture with equally probable states half-separated
by 15◦ . Similar plots have been constructed for other parameter regimes, with similar
results. The curve for each scheme quickly flattens, illustrating that N = 400 is well into
the asymptotic regime for these numerical calculations, and thus the value of λ at N = 400
is asymptotic.

analytical result (Sec. 7.8.2). Comparing these two results allows us to assess the
accuracy of λ calculated by the numerical method.
There appears, however, a discrepancy between these two results. Take for example
the case of 2 % mixture and equal prior probability. The analytical derivation gives
an asymptotic scaling constant λ of −0.1373. The numerical method, with 2501

samples, gives an asymptotic scaling constant of −0.1493, a difference of almost
9 %. Similar discrepancies are found with different parameters (θ, ν, q+ ).

Figures 7.17 to 7.19 illustrate the likely cause for this behaviour. The exact costs as
calculated analytically (Fig. 7.17) have a sharp, alternating pattern for varying N ,
and salient points (where the gradient is discontinuous) for varying q+ . As N grows
large, the costs calculated numerically using sampling approximation (Fig. 7.18)
smear into a smooth function of both N and q+ , noticeably dissimilar from the exact
cost function. In addition, the numerically derived costs underestimate (Fig. 7.19)
the actual costs of unbiased measurements.
The likely culprit for this smearing effect is the approximation of off-sample values
inherent in the sampling method. This hypothesis is reinforced by performing the
same calculation with more or fewer samples, showing the dependence of the results
on the number of samples. Figure 7.20 illustrates this for 2 % mixture—we can see
that the accuracy of the numerical method has a clear dependence on the number
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Figure 7.17: Analytically derived costs CN (q+ ) of unbiased measurements for up to 400
copies of states half-separated by 15◦ with 2 % mixture, normalised by the (analytic) cost at
equal prior probability for each N . Normalising the costs allows the shape of the cost function
to be observed for all N —a sharply defined alternating pattern can be seen throughout.
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Figure 7.18: Numerically derived costs CN (q+ ) of unbiased measurements for up to 400
copies of states half-separated by 15◦ with 2 % mixture, normalised by the (numeric) cost
at equal prior probability for each N . This numeric result was obtained using the sampling
approximation method with 2501 samples and cubic interpolation. In comparison to the
analytically derived costs (Fig. 7.17), the alternating pattern becomes less defined as sharp
features of the cost function in both the N and q+ axes blur due to the effects of the
interpolative approximations as N grows large.
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Prior probability, q+
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Figure 7.19: Numerically derived costs CN (q+ ) of unbiased measurements for up to 400
copies of states half-separated by 15◦ with 2 % mixture. Here, unlike Fig. 7.18, results
are normalised by the analytically derived costs at equal prior probabilities for each N ,
demonstrating that the numerically derived costs fall away from the analytically derived
costs as N grows large, underestimating the cost of the scheme.
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Figure 7.20: Numerically- and analytically-derived asymptotic costs for unbiased measurements. The horizontal line indicates the analytically derived scaling factor. Points indicate
the numerically calculated approximate asymptotic scaling constant λ taken at N = 400
for varying numbers of samples, s = 501 to 100 001 samples. A discrepancy is evident
between numerical and analytic results, and decreases with increasing numbers of samples.
2 % mixed, equally probable states half-separated by 15◦ .
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of samples used, more samples giving more accurate results.
The results displayed in Fig. 7.20 use up to 100 001 samples. Very large numbers
of samples such as this can be calculated for unbiased measurements due to the
symmetry and simplicity of the scheme. However, for the more complex adaptive
schemes, calculation of results with higher than even ≈104 samples becomes unfea-

sible. Furthermore, the effect of increasing the number of samples gives diminishing
returns—in Fig. 7.20, an increase from 10 001 to 100 001 samples gives less of an
improvement in absolute terms than an increase from 1001 to 10 001 samples.
The ideal solution is to let the number of samples s go to infinity, but this is of
course not possible. However, an approximation of this can be made by fitting an
equation to calculated results with varying s, and projecting that to s → ∞. Over
the range of mixtures ν in which we are interested, and for each scheme, we calculate

an approximation of the scaling constant with a given number of samples s, λs . With

s ∈ {501, 1001, 1501, 2001, 2501, 10 001},9 we fit the results to the equation
λs = a +

b
,
(log s)c

(7.46)

optimising the variables a and b, with c = 1.22 fixed, using a least squares method.10
Then, taking the parameter s → ∞, the estimated scaling constant λs → a = λ.
For ν = 2 % mixture with unbiased measurements, this s fitting method resulted
in a value of λ of −0.1349, different from the analytical result by less than 1.8 %,

and considerably better than result obtained using 100 001 samples. Despite this

improvement, however, this method appears to be fragile for very high purity (ν <
0.5 %), sometimes giving results that are well above or below the expected smooth
variation. As they are clearly incorrect, we may simply discard such results. Results
using the s fitting method will be used in the discussion below, and appear in
Fig. 7.22.

9

The range of s values chosen, while computationally intensive, can feasibly be used to calculate
costs of all schemes, given a sufficiently optimised algorithm. In general, Matlab/Octave implementations make heavy use of memory resources in favour of time resources, making them unsuitable
for this task. The algorithm was reimplemented in C to provide greater control of resource usage
and optimisation.
10
It was found that also optimising the variable c allowed the fit to vary wildly in some
circumstances. Relatively stable results were obtained by fixing c = 1.22, a value close to the
results of most fits that did not demonstrate such behaviour.
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7.8.4

Optimal Fixed Measurements

Here we introduce a new scheme as a replacement for fully biased measurements.
We know that fully biased measurements on pure states exhibit optimal asymptotic
scaling (see Ch. 6, also Ref. [150]). We have also seen that as mixture increases, the
optimal local measurement scheme is (near) identical to the unbiased measurement
scheme. Both are fixed measurement schemes, employing the same measurement
on every copy. This raises the question: what is the best asymptotic scaling of
performance that can be achieved by a sequence of fixed measurements, represented
by φof , given a level of mixture ν?
Following Ref. [159], we find the scaling constant of optimal fixed measurements,
given equally probable states, from the quantum Chernoff bound [Eq. (7.26)]. This
can be expressed as
λof =

min

min log

φ∈[0,π/2] u∈[0,1]

X
w∈{±1}

S(θ, ν, φ, u, w),

(7.47)

with the summand S given by
S = 21 (1 + w(1 − ν) cos(2θ − 2φ))u (1 + w(1 − ν) cos(2θ + 2φ))1−u ,

(7.48)

where φ represents the measurement angle. The minimisation of this expression is
performed here numerically. Hayashi showed that, remarkably, we should expect
the asymptotic scaling constant of this optimal fixed measurement scheme to be as
good as that for the adaptive globally optimal measurement scheme [160].
The measurement angles obtained by minimising Eq. (7.47) are plotted in Fig. 7.21.
For all levels of mixture above approximately 1.2 % the optimal fixed measurement
is unbiased. Below this level of mixture, however, the plot bifurcates, giving two
measurement angles that are equivalently optimal. This is consistent with the fully
biased measurement scheme for states of equal prior probability shown in previous
sections—indeed, we find that the optimal fixed measurement for pure states is fully
biased.

7.8.5

Putting It All Together

Finally, the asymptotic scaling constants, determined or approximated for each
scheme, for equally probably states half-separated by 15◦ , and for levels of mixture
ν up to 3 %, are plotted in Fig. 7.22. The slight difference between the numerically
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Figure 7.21: Optimal fixed measurements in the asymptotic limit as N → ∞, for equally
probable states half-separated by 15◦ , as a function of mixture ν. Measurement settings
were found using a numerical search from alternative edges of the problem space (see text
for details). The bifurcation of optimal measurement settings indicates the existence of two
equivalently optimal measurement settings when the purity of the states is sufficiently high
(ν is less than about 0.01). When the states are not in this high-purity regime, the optimal
fixed measurement is unbiased.
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Figure 7.22: Scaling of costs in the asymptotic regime for various levels of mixture, ν.
Solid lines are analytic calculations (unbiased measurements and collective measurement),
or the results of a direct optimising search (optimal fixed measurements). In the case
of unbiased measurements, both numeric and analytic results are plotted for comparison.
Dashed lines indicate numeric calculations obtained using the s fitting method described
in Sec. 7.8.3. Some clearly incorrect results, arising due to unreliability of the s fitting
method at very high purity (ν < 0.0005), have been omitted. For ν = 0, all but unbiased
measurements have optimal scaling, with each λ coinciding at the same value. As ν increases
the asymptotic scaling of local schemes rapidly degrades. For all but highly pure states,
unbiased measurements are the asymptotically optimal local measurements.
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and analytically calculated value for unbiased measurements give an indication of the
degree of error that is exhibited by the s fitting method used to obtain an estimate
of the the scaling constant for local measurement schemes.
The results in Fig. 7.22 confirm predictions. For pure states there are local schemes
which exhibit optimal scaling: optimal fixed measurements, locally optimal measurements and globally optimal measurements.11 Unbiased measurements, however, are
not one of these optimally performing schemes for pure states, exhibiting a scaling
factor half that of the optimal.
As the level of mixture ν is increased, the scaling constant of unbiased measurements
changes markedly slowly, unlike the other local measurement schemes which rapidly
fall away from the optimum. Locally optimal measurements scale worse than any
other scheme plotted when the level of depolarising mixture increases beyond about
0.25 %, a remarkably small amount. Globally optimal measurements fare better,
with scaling at least as good as any other local measurement scheme (as per definition). As predicted [160], optimal fixed measurements also exhibit scaling as good as
the best local measurement scheme for all levels of mixture. While some quantitative
details might change, such as the absolute values of the scaling constants and the
location of various crossover points, it is evident that all the results presented here
are indicative of the general qualitative behaviour of these schemes in the asymptotic
limit.
It should be remembered, though, that the discussion of this section has focussed
only on the relative scaling of schemes in the asymptotic limit of large N . This does
not take into consideration the constant overhead in the absolute performance of the
schemes for finite N , which is possibly more important in a real-world application.
Where the absolute best performance for a given N is required, the globally optimal
local measurement scheme gives the lowest cost of any local measurement scheme,
being beaten only by using collective, entangling measurements.

7.9

Conclusion

In this chapter we have taken the multiple-copy discrimination schemes demonstrated in Ch. 6 into the regime of states exhibiting depolarising mixture. With
the local measurement schemes originally designed to operate only on pure states,
11

Recalling, of course, that locally optimal and globally optimal measurements are identical for
pure states.
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we began by improving on them with the addition of Bayesian analysis of the
measurement results in Sec. 7.4.
The results of stochastic simulations demonstrated that the adaptive scheme which
was optimal for pure states, performing locally optimal measurements at each step,
was not optimal under depolarising mixture, performing worse than the predicted
performance of collective measurement. Furthermore, the simulations revealed that,
for certain parameter regimes and given enough copies, locally optimal measurements do not even comprise the best local measurement scheme. This result is made
more remarkable by the fact that, in such a regime, the locally optimal measurement
scheme is beaten by a fixed measurement scheme which performs quadratically worse
than the locally optimal scheme applied to pure states.
In response to this we constructed a globally optimal local measurement scheme
(Sec. 7.6), with the key insight that for any measurement scheme, the optimal
measurement on the final copy is the Helstrom measurement. By constructing a
table of measurement settings and associated costs via a backwards recursive process,
we demonstrated a procedure that allows us to generate the globally optimal local
measurement scheme for mixed states. In addition, we saw that the same process
can be used to exactly calculate the costs of each of the local measurement schemes
in this regime.
The globally optimal local measurement scheme represents an interesting application
of quantum control. The derivation of the scheme requires knowledge of the number
of available copies N . Thus the scheme cannot be formulated as a Markovian process,
unlike the locally optimal local measurement scheme.
We demonstrated these local schemes with photon polarisation states, as in Ch. 6.
Mixture was implemented statistically by altering the measurement bases at random with probability proportional to the level of mixture. Discriminations were
performed 1000 times, and results corresponded to theoretical predictions.
Finally, we considered the scaling of schemes in the asymptotic limit as N → ∞. Due

to the complexity and intensive nature of the numerical cost calculations, care was
necessary in order to obtain valid results. We saw that a finite number of samples in
the numerical calculation was unable to produce sufficiently accurate results alone.

However, by fit and projection, an estimate of infinite numbers of samples was
obtained. The asymptotic results confirm what we expected—that locally optimal
measurements scale relatively poorly for any significant level of noise, compared to
unbiased measurements and globally optimal local measurements.
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Ideally one would always employ a collective measurement over all the copies, but
this is often not feasible. In this chapter we have illustrated a family of localmeasurement discrimination schemes, each one suitable in a different regime. When
the number of copies is known beforehand, the globally optimal local measurement
scheme gives the lowest cost of any scheme in this family. For schemes that only
require fixed measurements, if the amount of mixture of the states is not very small,
the best results are obtained using unbiased measurements. For very pure states,
however, the optimal fixed measurement (for pure states, fully biased measurements)
will have lower cost.
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Chapter 8

Weak Measurements of
Bell-Entangled States
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8.1

Introduction

Early in the development of the quantum mechanics theory it was recognised that
the ability for two disparate quantum systems to exhibit classically-unexplainable
correlations implied significantly counterintuitive notions about the physical world.
Bell’s theorem entails that the correlations exhibited in quantum mechanical systems
cannot be explained by a theory in which both relativistic locality and objective
reality hold true, a result which has caused a great deal of consternation amongst
physicists.
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In the present chapter we experimentally address Bell’s theorem in a new way, using
weak measurements. The approach we take differs somewhat from the algorithms
detailed in previous chapters. Here we examine the statistics of measurements, and
how those statistics can be interpreted through the formalism of weak measurements.
In this way we see that the theory of weak measurements allows us to interpret
complex quantum phenomena in new ways.
We begin with a discussion of Bell’s theorem (Sec. 8.2), giving an account of its
development and implications. Weak measurements are then introduced in Sec. 8.3,
and we outline how they may be applied to measure entangled states in the examination of Bell’s theorem. In doing so, we see how the inference of negative joint
probabilities must arise for certain conditions under the theory.
We demonstrate this experimentally using photons. In order to do so, we first require
a source of photons in an entangled states—we use a “sandwiched pair” spontaneous
parametric down-conversion (SPDC) source to achieve this, as detailed in Sec. 8.4.
This construction allows us to tune the entanglement of the photon pair, from highly
entangled states to unentangled states.
We implement weak measurement on one of the produced photon pair by engineering
a small polarisation-dependent spatial displacement. Weakness is ensured by the
displacement being significantly smaller than the width of the photon beam itself.
This technique is discussed in Sec. 8.5.
The results of this demonstration are presented in Sec. 8.6. We see that the experimental results correspond to the theoretical approach when the entanglement of the
photons is maximised, including the conditions in which negative joint probability
is found. Following this, we show how the probabilities return to those expected
classically as the entanglement between the photon pair decreases. A summary of
these results is then presented in conclusion.

8.2

Bell’s Theorem and the CHSH Inequality

In 1935, Einstein, Podolsky, and Rosen (EPR) showed that the effects of quantum
mechanical entanglement were not congruent with the traditional notions of an
objective physical reality [161]. In this context, “reality” refers to properties of
physical systems being described by definite values existing independently of any
observation. EPR recognised that the theory of quantum mechanics did not satisfy
this reality condition—the properties of physical systems, according to quantum
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mechanics, depends on the measurements that are performed. EPR’s conclusion
was that the theory of quantum mechanics was, therefore, incomplete. It was later
proposed that the theory ought to be supplemented with extra variables, objectively
real and well-defined, but hidden such that they could not be measured.

In 1964, Bell proved that, under the assumption of relativistic locality (that an
effect may not propagate from its cause faster than light-speed), the theory of
quantum mechanics allows for measurable correlations between systems that cannot
be explained under any such hidden variable model [162]. That is, local hidden
variable models and quantum mechanical theory each predict a quantifiable, in
principle testable, and different result. If quantum mechanical theory is an accurate
description of the natural world, i.e. if physical systems can be shown to exhibit
nonclassical correlations as predicted by quantum mechanics, then it follows that
either, or both, of the assumptions used in Bell’s local hidden variable model must
be false. That is, the world is nonlocal, or the world is not objectively real.

Bell’s work inspired Clauser, Horne, Shimony and Holt (CHSH), who derived a
practically testable quantification of correlations that could be found in a local
hidden variable model [163]. To illustrate, consider a correlated pair of systems. The
traditional presentation has that one system is given to a party we call Alice, the
other to a party we call Bob. Alice and Bob each measure one out of a pair of binary
variables (the outcomes of which may be taken to be +1 or −1) of their system:

Alice measures A1 or A2 , while Bob measures B1 or B2 . To ensure independence
of these measurement results, Alice and Bob should be spatially separated—that
is, sufficiently distant from each other such that there can be no communication

between Alice’s and Bob’s systems (at light-speed) as the measurement results are
obtained.

CHSH showed that for such a situation, the expectation values of measurements
under a local hidden variable model are restricted by the inequality [78]
|h(A1 + A2 )B1 + (A1 − A2 )B2 i| ≤ 2.

(8.1)

In the terms of quantum mechanical theory, the variables Aa and Bb become quantum measurement operators Âa and B̂b , and the CHSH inequality becomes
Tr ŜCHSH ρ̂
h

i

≤ 2,

(8.2)
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where we have the CHSH operator
ŜCHSH = (Â1 + Â2 ) ⊗ B̂1 + (Â1 − Â2 ) ⊗ B̂2 ,

(8.3)

for any two-qubit quantum state ρ̂ that can be described by a local hidden variable
model.
Quantum mechanical theory, however, admits entangled states ρ̂ and observables
Âa , B̂b , that violate the CHSH inequality. We refer to states ρ̂ which are capable of
violating the CHSH inequality for some set of measurement bases as Bell-entangled
states. The limit imposed by quantum mechanics is given by the Cirel’son inequality [164],
Tr ŜCHSH ρ̂
h

i

√
≤ 2 2.

(8.4)

Violation of the CHSH inequality can be maximised by constructing any of the four
maximally entangled Bell states,
|Φ+ i =

|Φ− i =

|Ψ+ i =
|Ψ− i =

√1 (|0i |0i
2

+ |1i |1i),

(8.5)

√1 (|0i |0i
2

− |1i |1i),

(8.6)

√1 (|0i |1i
2

− |1i |0i),

(8.8)

√1 (|0i |1i
2

+ |1i |0i),

(8.7)

and measuring in appropriately chosen bases.
The canonical example is the singlet state, |Ψ− i, with one qubit measured using the

Â1 = X̂ and Â2 = Ẑ Pauli bases (see Ch. 2), and the other qubit measured using
the B̂1 = K̂ and B̂2 = L̂ bases, where

−1 
K̂ = √ Ẑ + X̂ ,
2

1 
L̂ = √ Ẑ − X̂ .
2

(8.9)
(8.10)

The eigenstates of these measurement operators are the states half-way between |0i,

|+i, |1i, and |−i. It is then straightforward to show that for ρ̂ = |Ψ− i hΨ− |,
Tr ŜCHSH ρ̂
h

i

√
= 2 2,

(8.11)

thus saturating the Cirel’son inequality, and violating the CHSH inequality.
The first experimental test of the violation of the CHSH inequality of Bell-entangled
states was performed in 1972 by Freedman and Clauser, who measured correlated
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photons emitted by an atomic cascade of calcium [165]. The predictions of quantum
mechanical theory were that these photons would demonstrate correlations beyond
those admitted by a local hidden variable model as specified by the CHSH inequality,
and their experimental results were consistent with quantum mechanics. Since
then, dozens of experiments have followed [166–186] aiming variously to increase
the certainty of the CHSH inequality violation, show the violation in alternative
domains for different states, and to convincingly close “loopholes” [187] such as
the (lack of) spatial separation of Alice and Bob. Experimental evidence is now
overwhelmingly in favour of the quantum mechanical model, and against any local
hidden variable model.
The conclusion of these results is that the universe does not obey locality or reality
(or possibly both). As the concept of there being an objective reality independent
of observation is an important assumption in the way many people approach science, often (though not always) it is locality that gets discarded. However, the
contradiction of this apparent nonlocality exhibited by entangled quantum states
and the locality enforced by relativity remains one of the most controversial aspects
of quantum mechanical theory.

8.3
8.3.1

Weak Measurements
Weak Coupling and Weak Values

The measurements we have discussed in this thesis so far have all been strong. For
such a measurement, the observable to be measured (some property of a system) is
coupled to a measurement device through an interaction such that, with a system
originally prepared in an eigenstate of the measurement, the result obtained definitively correlates to that preparation. In this way, maximum knowledge about the
observable is obtained by a strong measurement.
We can reduce the strength of the coupling between the measurement device and
the observable. For these measurements, each result will not definitively correlate
with the prepared observable as it would for strong measurement. Only a partial
correlation between observable and measurement result is observed—the knowledge
obtained by such a measurement is reduced, and the credulity of a result of any
individual measurement with weakened coupling is not the maximum that it otherwise could be. (Contrast this with strong measurements made of systems prepared
in states that are not eigenstates of the measurements, such as the nonorthogonal
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states studied in Chs. 6 and 7. There, the results of measurements can only partially
correspond to the system state due to the nonunit overlap of the measurement basis
and the prepared state, even though the measurement itself is strong.)
While reducing the coupling of the measurement to the observable reduces the
knowledge obtained about that observable, doing so can have a useful side-effect:
the measurement back-action is also reduced [188]. Whereas a strong measurement
causes the wavefunction of a general system to collapse1 to an eigenstate of the
measurement operator, destroying (generally) the quantum coherences of the state,
a reduction of the measurement coupling results in post-measurement states where
this disturbance is also reduced. In the limit of very weak coupling the disturbance
to the state becomes negligible [189].
These weak measurements, then, have the potential to open up areas of investigation
of the behaviour of quantum systems that have been previously held “off-limits” due
to the Heisenberg uncertainty principle. However, because weak measurements are
only weakly coupled to the observable, an individual weak measurement reveals
almost no information because the uncertainty of the result is large.2 This problem
is overcome by performing weak measurements of a large ensemble of identically
prepared systems. Statistics of these measurements can then be collected with low
uncertainty.
As for a strong measurement, the weak measurement of an observable A can be conceptualised as an interaction with the system resulting in a deviation in the position
of a pointer, the mean of this deviation being proportional to hÂi [191]. Interesting

results are found under pre- and postselection conditions, where a system initially
in a state |ψi i is later observed in the state |ψf i following the weak measurement.

For sufficiently weak coupling, the mean deviation of the pointer is proportional to
RehÂif i , where
hÂif i =

hψf | Â |ψi i
.
hψf |ψi i

(8.12)

Remarkably, this “weak value” hÂif i is not bounded by the maximum and minimum
eigenvalues of Â, as is the case for the expectation value of a strong measurement.

As was pointed out by Aharonov et al. in their seminal theoretical work [192], the
weak value can become extreme as the initial and final states |ψf i and |ψi i approach

orthogonality, resulting in mean deviations in the pointer beyond the normal limits
1

Invoking the Copenhagen interpretation of quantum mechanics.
That said, measurements of reduced strength can nevertheless be useful (even without ensemble
measurements), for example, to control and correct noise on nonorthogonal qubit states [190].
2
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(see also Ref. [193]). An experimental demonstration of this effect, confirming the
theoretical results, was carried out shortly after by Ritchie et al. [194].
One can find that, in certain circumstances, weak values imply that the outcomes
of weak measurements are governed by negative probabilities. Despite the counterintuitive and seemingly nonsensical nature of a probability lying outside the range
0 to 1, the formalism in which such values are encountered is consistent and its
results experimentally verifiable, and a number of arguments have been made to the
validity of negative probabilities [195–201].
Clearly, negative probabilities do not admit a frequentist interpretation—an event
cannot occur a negative number of times. Nevertheless, these probabilities are valid
in the sense that they otherwise obey the standard theory of probability. They are,
therefore, useful in understanding other events (which may be real and measurable)
probabilistically related to the unmeasurable events for which they arise, and which
cannot take place in reality. Of course, the (negative) probability of such unreal
events cannot be measured directly, but rather must be inferred from other results,
as here through the framework of weak measurements.
In the twenty years since the discovery of weak measurements, a number of theoretical derivations and experimental demonstrations have shown that these bizarre
properties of weak measurements facilitate new interpretations of quantum processes
and new insights into the properties of quantum mechanics [188, 191, 199, 202–209].
This includes the use of weak measurements in the explanation of unusual or seemingly paradoxical behaviour of quantum mechanical systems, such as Hardy’s paradox [210–212], “fast” light [213–216], and the momentum disturbance of “which way”
measurements [198,200,217–220]. Weak measurements allow these phenomena to be
studied and explained in terms of a consistent empirical formalism in which negative
probabilities are accepted.

8.3.2

Transient Density Matrices

A remarkable feature of weak measurement formalism is that it allows us to describe
a quantum state as a statistical superposition of nonpositive “transient” density
matrices, as recently showed by Hofmann [189].

Given measurement outcomes

enumerated by m, a useful way of representing a set of weak measurement operators
M̂m is

†
M̂m
M̂m = wm Iˆ + Ŝm .





(8.13)
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Here, 0 <   1 quantifies the measurement strength, Ŝm are Hermitian operators
P
independent of , and wm are normalising constants such that
M̂ † M̂m = Iˆ as
m

m

required by a positive-operator-valued measure (POVM). Because   1, we can
write M̂m as

M̂m ≈

√



wm


Iˆ + Ŝm .
2


(8.14)

The probability of obtaining a measurement outcome m given an initial state ρ̂i is
† ]. Suppose this weak measurement is subsequently followed
Pr[m | i] = Tr[M̂m ρ̂i M̂m

by a strong (postselective) measurement on the resulting state. Let this strong
measurement be given by the POVM elements Ω̂f with results enumerated by f
P
ˆ The joint probability of obtaining results m and f is given by
( f Ω̂f = I).
(8.15)

†
.
Pr[m, f | i] = Tr Ω̂f M̂m ρ̂i M̂m

i

h

By Eq. (8.14) we can expand this to
†
Pr[m, f | i] ≈ Tr Ω̂f wm ρ̂i + 2 ρ̂i Ŝm
+ 2 Ŝm ρ̂i +

h



†
2
4 Ŝm ρ̂i Ŝm

i

.

(8.16)

As  approaches 0, we can neglect the 2 term, giving us
†
Pr[m, f | i] ≈ Tr Ω̂f wm ρ̂i + 2 ρ̂i Ŝm
+ 2 Ŝm ρ̂i

h



≈ Tr

1
2 Ω̂f



1
2 Ω̂f



≈ Tr

1
2

h

≈ Tr

h

h 

(8.17)

i

†
ρ̂i wm (Iˆ + Ŝm
) + wm (Iˆ + Ŝm )ρ̂i
†
†
ρ̂i M̂m
M̂m + M̂m
M̂m ρ̂i

i

†
†
M̂m
M̂m Ω̂f + Ω̂f M̂m
M̂m ρ̂i ,

 i

i

(8.18)
(8.19)
(8.20)

† = Ŝ ).
where we have used the fact that Ŝm is Hermitian (Ŝm
m

The final measurement probabilities are given by
Pr[f | i] =

X
m

Pr[m, f | i] = Tr Ω̂f ρ̂i .
h

i

(8.21)

By invoking Bayes’ theorem we can determine the conditional probability of obtaining a weak measurement result m given the initial state i and postselection f ,
Pr[m | i, f ] =

Pr[m, f | i]
.
Pr[f | i]

(8.22)
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In the limit of weak measurements, this becomes
Tr

1
2

h 

Pr[m | i, f ] =

† M̂ Ω̂ + Ω̂ M̂ † M̂
M̂m
m f
f
m m ρ̂i

 i

Tr Ω̂f ρ̂i
h

i

.

(8.23)

This can be written in terms of a transient density matrix R̂if as
†
Pr[m | i, f ] = Tr M̂m
M̂m R̂if ,

h

where

(8.24)

i

Ω̂f ρ̂i + ρ̂i Ω̂f

R̂if =

2Tr Ω̂f ρ̂i
h

(8.25)

i .

R̂if is a representation of the state conditioned on input i and outcome f , and is
Hermitian with a trace of one, as for a traditional density matrix [189]. Unlike a
traditional density matrix, however, the transient density matrix R̂if may possess
negative (but real) eigenvalues.
Taking sum of transient density matrices over final measurement outcomes f , weighted
by their probability, we find
X
f

Pr[f | i]R̂if =
=

X

Tr Ω̂f ρ̂i
h

i Ω̂ ρ̂ + ρ̂ Ω̂
i f
f i
h
i

1
2

X

(8.26)

2Tr Ω̂f ρ̂i

f



Ω̂f ρ̂i +

1
2 ρ̂i

X

f

Ω̂f



(8.27)

f

= ρ̂i .

(8.28)

The state ρ̂i can therefore be fully described in terms of a combination of transient
density matrices R̂if . Note that there are no coherence terms in this decomposition—
it is entirely statistical. This formalism presents a model in which the action of the
measurement Ω̂f is to identify which of the transient matrices R̂if constitutes the
state [189].
Notably, for a pair of strong measurements, Ω̂f and Θ̂g , the joint probability of
obtaining outcome f via a corresponding weak measurement, followed by a strong
measurement Θ̂g , is
Pr[f, g | i] = Pr[f | i]Tr Θ̂g R̂if .
h

i

(8.29)

Alternatively, we may perform the weak measurement corresponding to Θ̂g , followed
by a strong measurement Ω̂f . The joint probability must be the same in both of
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these cases, i.e.
Pr[f | i]Tr Θ̂g R̂if = Pr[g | i]Tr Ω̂f R̂ig .
h

i

h

i

(8.30)

Indeed, by replacing the transient density matrices with their definition given in
Eq. (8.25), we find in both cases
Pr[f, g | i] = Tr

1
2

h 

Θ̂g Ω̂f + Ω̂f Θ̂g ρ̂i

 i

(8.31)
(8.32)

= Tr Υ̂(g, f )ρ̂i .
i

h

Here we have introduced the joint measurement operator,
Υ̂(g, f ) =

8.3.3

1
2



Θ̂g Ω̂f + Ω̂f Θ̂g .


(8.33)

Weakly Measuring Entangled States

The paradoxical correlations of Bell-entangled states can be considered using this
formalism, as also recently showed by Hofmann [46]. Recall the CHSH operator,
ŜCHSH = (Â1 + Â2 ) ⊗ B̂1 + (Â1 − Â2 ) ⊗ B̂2 ,

(8.34)

where Alice performs measurements Âa on her qubit, and Bob performs measurements B̂b on his qubit. Clearly, we can separate ŜCHSH into two components,
ŜCHSH = Ŝ1 + Ŝ2 , where Ŝ1 = (Â1 + Â2 ) ⊗ B̂1 and Ŝ2 = (Â1 − Â2 ) ⊗ B̂2 .

Given the singlet state |Ψ− i, Alice and Bob choose the measurements Â1 = X̂

and Â2 = Ẑ, and B̂1 = K̂ and B̂2 = L̂, respectively. Note, however, that the
measurements X̂ and Ẑ do not commute, and therefore measurement back-action
will prevent Alice simultaneously measuring X̂ and Ẑ, both of which are present in
each of Ŝ1 and Ŝ2 . For this reason, demonstrations of CHSH inequality violations

are typically performed using ensemble measurements, with one quarter of the total
measurements assigned to each of the four measurement combinations, X̂ ⊗ K̂, X̂ ⊗ L̂,

Ẑ ⊗ K̂, and Ẑ ⊗ L̂.

On the other hand, weak measurements can be employed to avoid this back-action,
and therefore determine measurement statistics of both X̂ and Ẑ measurements
of Alice’s qubit. From Eq. (8.32), the joint probability of obtaining measurement
results X ∈ {±1} and Z ∈ {±1} is
Pr[X, Z] = Tr Υ̂(X, Z)ρ̂
h

i

(8.35)
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S1

S2

+2

0

0

+2

−2

0

0

−2

X
1
−1
1
−1
1
−1
1
−1

Conditions
Z
K
L
1
1
−1 −1
−1
1
1
−1
1
−1
−1
1
−1
−1
1
1

Probability
60.36 %
60.36 %
−10.36 %
−10.36 %

Table 8.1: The four conditions for S1 , S2 satisfying |SCHSH | = |S1 + S2 | = 2. Each condition
is comprised of a pair of possible outcomes of the joint measurements on Alice’s qubit, X
and Z, and the outcome of the strong measurement of Bob’s qubit, K or L.

where
Υ̂(X, Z) =

1
2



Θ̂Z Ω̂X + Ω̂X Θ̂Z .


(8.36)

We implicitly assume the initial state given by ρ̂. Note that, here, ρ̂ represents Alice’s
single-qubit state. The operators Ω̂±1 = (Iˆ ± X̂)/2 and Θ̂±1 = (Iˆ ± Ẑ)/2 are the
measurement projectors associated with the Pauli operators X̂ and Ẑ respectively.

The set of joint measurement operators Υ̂(X, Z) has the four values
Υ̂(+1, +1) =

1
4



Iˆ + X̂ + Ẑ ,

(8.37)

Υ̂(+1, −1) =

1
4



Υ̂(−1, +1) =

1
4

Iˆ + X̂ − Ẑ ,

(8.38)



Υ̂(−1, −1) =

1
4



Iˆ − X̂ − Ẑ .

(8.40)





Iˆ − X̂ + Ẑ ,



(8.39)

The eigenstates of these operators are the states half-way between |0i, |+i, |1i,

and |−i—these are also the eigenstates of K̂ and L̂. For maximally entangled Bell
states, the values of K and L for Bob’s qubit can therefore be found deterministically

from this joint measurement of Alice’s qubit. The eigenvalues of Υ̂(X, Z), therefore,
√
equate to the joint probabilities of outcomes, and have the values 14 (1+ 2) ≈ 60.36 %
√
or 14 (1 − 2) ≈ −10.36 %. Clearly, then, the joint measurement operators Υ̂ differ
from standard measurement operators.

Consider, now, Ŝ1 and Ŝ2 . Because the measurement outcomes, X, Z, K, L, must
each be +1 or −1, there are four possible outcomes corresponding to the operators
Ŝ1 and Ŝ2 :

1. S1 = (X + Z)K = +2 and S2 = (X − Z)L = 0,
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2. S1 = (X + Z)K = 0 and S2 = (X − Z)L = +2,
3. S1 = (X + Z)K = −2 and S2 = (X − Z)L = 0,
4. S1 = (X + Z)K = 0 and S2 = (X − Z)L = −2.
Each of these conditions corresponds to a set of values of X, Y , K, and L shown in
Table 8.1.
Obviously, |S1 + S2 | = 2. However, the probabilities of obtaining each of these
outcomes—found using the joint probability Eq. (8.35) for each condition—are
Pr[S1 = +2, S2 = 0] = 14 (1 +

√

Pr[S1 = −2, S2 = 0] = 14 (1 −

√

Pr[S1 = 0, S2 = +2] = 14 (1 +

√

Pr[S1 = 0, S2 = −2] = 14 (1 −

√

2),

(8.41)

2),

(8.42)

2),

(8.43)

2),

(8.44)

given a singlet state. These probabilities thus result in an expectation value of ŜCHSH
√
such that |hŜCHSH i| = 2 2.
The important result of this analysis is that it suggests that the nonclassical behaviour is not due to nonlocal interaction, but instead directly attributable to
negative joint probabilities of measurements of the local system. The entangled
quantum state ρ̂i = |Ψ− i hΨ− | can already be decomposed in terms of a statistical

mixture of transient density matrices R̂if , in anticipation of the measurements. The
action of these measurements is to identify a R̂if that the state was already in.
The violation of the CHSH inequality is then merely an artefact of the classical
Bayesian update of probabilities given the negative joint probabilities one obtains in
the examination of conjugate measurements. The implication of this is that, under
this formalism, the violation of the CHSH inequality is consistent with locality and
inconsistent with realism [46].
The probabilities of the four outcomes can be measured experimentally, as we
now show using weak measurements of entangled photons. We do not address
the problem of closing various Bell-inequality “loopholes” in this treatment—other
demonstrations have done (e.g. Refs. [176, 178, 183, 184, 186]) and continue to do
so. Our aim is to measure the operators shown using weak measurements, and to
investigate the CHSH inequality in this context. To do so requires firstly a source of
pairs of entangled photons. One of the entangled photon pair is measured strongly
in the K̂ or L̂ basis, while the other of the entangled pair is guided to a weak
measurement apparatus where it is weakly measured in the X̂ or Ẑ basis, before
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Strong
Measurement,
K̂ or L̂

Entangled
Photon
Source

Weak &
Strong
Measurement,
X̂ and Ŷ

Processor

Figure 8.1: Conceptual layout of the experimental apparatus to weakly measure Bellentangled states. Pairs of entangled photons are generated by a source. One photon is
measured strongly in the K̂ or L̂ basis, while the other photon is measured weakly in the
Ẑ (or X̂) basis before being measured strongly in the X̂ (Ẑ) basis. Statistics of ensemble
measurements are recorded and analysed by the processor.
|Hi |V i
|Di

BiBO cut BiBO cut
for |V i for |Hi

|Hi |V i

Figure 8.2: A “sandwiched pair” as a source of entangled photons. Two bismuth borate
(BiBO) crystals, one cut for down-conversion of horizontally polarised incident light, the
other cut for down-conversion of vertically polarised incident light, are placed adjacent to
each other. The crystals are otherwise identical. Diagonally polarised incident light may
undergo down-conversion in either crystal, giving a pair of horizontally polarised or vertically
√
polarised photons. For sufficiently thin crystals, the entangled (|Hi |Hi + eiφ |V i |V i)/ 2
state is produced [221].

being measured in the conjugate (Ẑ or X̂ respectively) basis. This conceptual
apparatus is illustrated in Fig. 8.1, where the measurement results are fed to a
processor for analysis.

8.4
8.4.1

Generating Entangled Photon Pairs
The Apparatus

We use a simple extension of the type-I SPDC process (employed throughout previous chapters) to generate pairs of entangled photons: two birefringent bismuth
borate (BiBO) crystals cut for SPDC are mounted together, forming a “sandwiched
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pair”, such that their optic axes are orthogonal [181, 221, 222]. The process is
illustrated in Fig. 8.2. The first crystal is cut such that its phase matching conditions
require horizontally polarised incident light for down-conversion to occur. The downconversion then produces pairs of vertically polarised photons. The second crystal,
however, is cut such that its phase matching conditions require vertically polarised
incident light for down-conversion to proceed, producing horizontally polarised photon pairs.
With diagonally polarised incident light, SPDC may occur in either crystal (with
halved probability) producing pairs of vertically or horizontally polarised photons.
The small length of the crystals relative to the coherence length of the pump photons
ensures these two conditions act coherently, ideally producing pairs of photons in
the maximally entangled

√1 (|Hi |Hi
2

+ eiφ |V i |V i) state [222]. The phase term eiφ

depends on the particular phase matching conditions of the crystals and the properties of the pump light. Setting φ = 0 (e.g. by introducing a counteracting phase
shift on one of the photons) gives us the |Φ+ i Bell state. Changing the polarisation

of the incident light allows us to continuously tune the entanglement produced,
from states that exhibit no entanglement using horizontal or vertical polarisation,
to states exhibiting maximal entanglement using diagonal polarisation [181].
The degenerate-energy output cones of each crystal are well overlapped. By collecting photons from opposite sides of the down-conversion cones, it becomes indistinguishable which crystal they originate from, and we thus obtain pairs of entangled
photons. When collecting photons by coupling to single-mode optical fibres, this
procedure becomes easier as the thickness of the crystals decreases—the overlap of
the output cones increases. However, decreasing the crystal thickness also decreases
the likelihood of down-conversion spontaneously occurring. It is necessary, then,
to find a suitable crystal thickness and coupling, such that the total number of
entangled photons collected is maximised, while the number of photons collected
from each crystal is balanced. We use a pair of BiBO crystals each 0.5 mm in
length.
The birefringence of the BiBO crystals produces a longitudinal displacement as a
function of both wavelength and polarisation of photons passing through the material. This results in different arrival times for photon pairs generated by the first or
second crystals, introducing distinguishability and causing decoherence. To prevent
this occurring we use a precompensating piece of crystal quartz, 12.94 mm long and
cut so as to introduce a delay between polarisations to cancel the birefringent delay
in the down-conversion crystals, enforcing indistinguishability.
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To weak measurement
Strong measurement
Coupler
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HWP QWP
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To processor
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Figure 8.3: Layout of the of the entangled photon source. A frequency-doubled modelocked Ti:sapphire laser pumps a “sandwiched” pair of BiBO crystals, each cut for SPDC of
orthogonal polarisations, with 410 nm light. The tangle of the two-photon states produced
is tuned continuously by adjusting the pump polarisation using a half-wave plate (HWP).
A piece of crystal quartz precompensates for the longitudinal displacement caused by the
high birefringence of the BiBO crystal. Following down-conversion, one of the photons
produced is measured strongly using a HWP, quarter-wave plate (QWP), and polarising
beam splitter (PBS) before being filtered, coupled, and detected by a single-photon counting
module (SPCM). The other photon is coupled to a single-mode fibre and guided to the weak
measurement device. The tilted HWP helps correct unwanted phase shifts.
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The conceptual layout of the source is shown in Fig. 8.3. Incident light is provided by
a mode-locked Ti:sapphire laser frequency-doubled to 410 nm, similar to that used in
Chs. 3 to 5. The polarisation state of the laser light, initially |Hi, is adjusted using

a half-wave plate (HWP) in a rotation mount, producing diagonally polarised light

for a setting of 22.5◦ from its optic axis. After passing through the precompensation
crystal, the light is incident on the sandwiched BiBO crystals, where SPDC produces
pairs of 820 nm photons in an entangled state.

8.4.2

Measurements and Quantum State Tomography

One photon of the down-converted pair is coupled to a single-mode optical fibre
(after passing through a tilted HWP, described below), where it is guided to the
weak measurement device. Coupling to a single-mode fibre ensures that the photons
traverse the device in a Gaussian mode (see Sec. 8.5.1 for details). The polarisation
of the photons may be rotated between the source and the weak measurement device
due to the orientation and stress-induced birefringence of the optical fibre—we use
a manual fibre polarisation controller to correct this rotation.
The other photon of the down-converted pair immediately undergoes a strong measurement. This is implemented using a quarter-wave plate (QWP) followed by a
HWP, each in motorised rotation stages. Suitably rotated, this can map any given
photon polarisation state to |Hi. The measurement is performed by postselection

using a polarising beam splitter (PBS)—|Hi photons are transmitted through the

PBS to the optical fibre, while |V i photons are reflected and discarded. A 3 nm-

bandwidth (full width half maximum) interference filter rejects background light
from entering the single-mode optical fibre, which is connected to a single-photon
counting module (SPCM).
We collect statistics of measurement results by counting photon detections over
a length of time, with the wave plates rotated in various ways, to determine the
probability of each measurement outcome. Determining these probabilities, however,
requires photons to be produced by the source at the same rate for each measurement
setting. We have found that the rate of photon production of our source varied
only a small amount over a duration of hours, but to ensure the rate is consistent
across all measurement settings we make use of an iterative technique. Rather than
count for a long time for each measurement setting in order, we instead count for a
shorter time for each measurement setting, doing so over a number of iterations so
that the total counting time is the same. In this way, a slow variation in the rate
of photon generation will result in each iteration experiencing a slightly different
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average photon rate, however each measurement setting will, on average, experience
approximately the same rate.
As with previous experiments in this thesis, counting is performed in coincidence,
where the detection of two photons within some small window of time (here 3 ns) is
considered a successful measurement. The nonzero probability that two uncorrelated
photon detections or detector dark counts will coincide within that window means
that there will additionally be some number of accidental coincidences. Because we
are here collecting measurement statistics, we can estimate the rates of accidental
coincidences and subtract these from the total. We do so in the experimental
condition by simultaneously counting the coincidences of the detections of one SPCM
with a delayed copy of the detections of the other SPCM. The length of this delay
is the pulse width of the pump laser. In this manner, the number of individual
photon detections within a time period remains the same, but all these detections
are uncorrelated, and any coincidences must be accidental. Taking this approach
allows us to estimate the rate of accidental coincidences while making no assumptions
about its dependence on the measurement conditions.
We perform quantum state tomography [223] on the entangled photon states produced by the source, with the weak measurement device reconfigured to perform
only strong measurements (see below). Quantum state tomography allow us to
reconstruct the density matrix representation of the two-photon state from the
statistics collected for a set of 36 measurement settings.3 We quantify the amount
of entanglement exhibited by the produced state by calculating the tangle [225–228]
from the reconstructed density matrix. We have found a maximum tangle of approximately 0.85—a tangle of 1 represents a maximally entangled state, which is
extremely difficult to attain in practice.
We expect the state produced by the photon source to approach the |Φ+ i state,
however the construction of the weak measurement device induces a bit-flip op-

eration, turning this into a |Ψ+ i state. This is confirmed by the tomographical

reconstructions—for example, see Fig. 8.4. Initially these reconstructions revealed
imaginary components in the density matrix, indicating a phase shift between horizontal and vertical polarisations. Theoretically, it should be possible to correct this
phase shift using the manual fibre polarisation controller situated between the source
and the weak measurement device, but this was found to be difficult to accurately
calibrate in practice. For finer control, we have added a HWP calibrated to its optic
3
In principle one can reconstruct the density matrix of a two-photon state using only 16
measurement settings, but in practice more accurate results are obtained by using a maximum
likelihood estimation technique with an overcomplete set of measurements [224].
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Figure 8.4: Reconstructed density matrix of the two-photon entangled state produced by the
“sandwiched pair” SPDC photon source. Only strong measurements are used to determine
this reconstruction, however photons passing through the weak measurement apparatus
undergo bit-flips, changing the apparent state from |Φ+ i as produced by the BiBO pair,
to the state |Ψ+ i as illustrated here. The reconstructed state possesses a fidelity with the
optimal state of 94.77 ± 0.15 %, a fidelity with the nearest maximally entangled state of
95.7 ± 0.7 %, and a tangle of 0.841 ± 0.004.

axis (see Fig. 8.3). Tilting this wave plate induces a phase shift between horizontal
and vertical polarisations, cancelling the unwanted phase shift and suppressing the
imaginary terms in the density matrix.
Note that the joint probabilities in Table 8.1 correspond to the |Ψ− i state. While
one can convert between Bell states using certain single-qubit operations, we are able

to obtain equivalent results simply by swapping the sign of the outcomes of certain
measurements. Then, with perfect measurements performed on the reconstructed
density matrix ρ̂i in Fig. 8.4, we expect to be able to achieve a CHSH parameter of
|hSCHSH i| ≈ 2.67 with Â1 = X̂, Â2 = Ẑ, B̂1 = K̂ and B̂2 = L̂ measurements. This
√
is lower than Cirel’son’s bound of 2 2 ≈ 2.83, but this value is sufficient to clearly

violate the CHSH inequality and demonstrate negative joint probabilities through
weak measurements.

8.5
8.5.1

Implementation of Weak Measurements
The Theoretical Approach

The fundamental principle of operation of our weak measurement device is inspired
by the seminal experimental demonstration of weak measurements performed by
Ritchie et al. [194]. The weak measurement is implemented by coupling photon
polarisation to a small displacement transverse to the direction of propagation. The
electric field of photons exiting a single-mode optical fibre and passing through a
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collimating lens can be described by a Gaussian function, centred at a position r.
Weak measurements are achieved by engineering a polarisation-dependent displacement ∆r that is significantly less than the width of the Gaussian mode.
We design the apparatus to cause a displacement between |Hi and |V i photons.
Following this displacement, the centroid of the Gaussian profile of |Hi photons,

corresponding to Z = +1, is found at a position rH , while the centroid of |V i pho-

tons, corresponding to Z = −1, is found at a position rV . Measuring the position of
the Gaussian profile for a given photon state ρ̂i then corresponds to a Ẑ measurement
of the photon’s polarisation. The expectation value of this measurement is
hẐi =

Z ∞
rH + rV − 2r

∆r

−∞

P (r) dr,

(8.45)

where ∆r = rV − rH and P (r) is the probability density of detecting a photon at a
position r.

Because there are two outcomes to this measurement, corresponding to either |Hi
or |V i, we also have that

hẐi =

X

Z Pr[Z],

(8.46)

Z∈{±1}

where the Z = +1 (Z = −1) measurement result corresponds to the |Hi (|V i) state.
So

Z ∞
rH + rV − 2r

and therefore,

−∞

Pr[Z = +1] =

P (r) dr = Pr[Z = +1] − Pr[Z = −1],

(8.47)

(rH + rV − 2r)P (r) dr + Pr[Z = −1].

(8.48)

∆r

1
∆r

Z ∞
−∞

The measurement definitely occurs, so the probabilities of the outcomes must sum
to 1. Thus, Pr[Z = −1] = 1 − Pr[Z = +1], and we find
Pr[Z = +1] =

1
2∆r

For the same reason we see that

Z ∞
−∞

(rH + rV − 2r)P (r) dr +

−∞ P (r) dr

R∞

1
2

= 1, thus

∞
1
1 ∞
Pr[Z = +1] =
(rH + rV − 2r)P (r) dr +
P (r) dr
2∆r −∞
2 −∞
Z ∞
1
=
(rH + rV − 2r + ∆r)P (r) dr
2∆r −∞
Z ∞
1
=
(rV − r)P (r) dr.
∆r −∞

Z

(8.49)

Z

(8.50)
(8.51)
(8.52)

194

Weak Measurements of Bell-Entangled States

Similarly, we can also show that
1
Pr[Z = −1] =
∆r

Z ∞
−∞

(r − rH )P (r) dr.

(8.53)

Importantly, the expression P (r) dr models the probability of a photon passing
through a slit of width δr → dr (as the slit width approaches infinitesimal).
For our demonstration of joint probabilities of entangled two-photon states it is
necessary to introduce extra postselection conditions; for example,
1
Pr[Z = +1, X, K] =
∆r

Z ∞
−∞

(r − rV )P (r, X, K) dr.

(8.54)

Here, P (r, X, K) = P (r)Pr[X, K] is the probability density of a photon passing
through a slit at r, and the two-photon state being successfully postselected according to the variables X ∈ {±1} and K ∈ {±1}.

8.5.2

The Apparatus

We use a construction based on a polarising beam displacer (PBD) interferometer. Such interferometers are commonly used in linear optical demonstrations (e.g.
Refs. [65, 89, 103, 157, 229–231]) due to their inherent stability. In a typical PBD
interferometer, the two displacer crystals are of matched length to ensure the two
modes of the interferometer precisely recombine after their polarisations are swapped
by a HWP rotated 45◦ from its optic axis.
Here we wish that the two modes do not recombine completely, so we insert two
optical plates of equal length, tilted in equal but opposite directions—see Fig. 8.5.
Refraction causes the two modes to be displaced in opposite directions, by equal
magnitudes, following Snell’s law. (A related idea has been demonstrated previously in a three-rail Mach–Zehnder interferometer, using independently tilted plates,
polarising beam splitters, and coherent light [199].)
This construction has a number of advantages over other designs. There is no need
for complex telescoping lenses, making construction and calibration simpler. Also,
the inherent symmetry of this design—with both polarisations traversing the same
optical path length—avoids relative longitudinal displacement of polarisations, induced by birefringent materials, that causes decoherence. In addition, the deviation,
and thus the strength of the measurement, can then be tuned simply by adjusting
the angle of tilt of the optical plates.

HWP

PBD

Tilted
QWPs

HWP

PBD

Optional
QWP

HWP

PBS
Slit

Telescope

Filter

Coupler

SPCM

To processor

Figure 8.5: Apparatus to achieve weak measurements of X̂ and Ẑ. Photons exiting a single-mode optical fibre are collimated, resulting in a
Gaussian mode in free space. A displacement between the polarisation components of this mode is implemented by refracting plates (here QWPs
at their optic axes) placed in each mode of a balanced polarising beam displacer (PBD) interferometer. Each plate is tilted to approximately the
same angle but in opposite directions. Photons exiting the interferometer are thus displaced according to polarisation, indicated by the dashed
line. A HWP before the interferometer is used to change the basis of the weak measurement, while a HWP after the interferometer completes the
change of basis and, with the PBS following, implements a strong measurement in the complementary basis. A slit on a motorised translation
stage allows positional sampling of the intensity of the mode. Photons passing through the slit are filtered, coupled to a multimode optical fibre,
and detected by a SPCM. A telescoping system of lenses reduces the beam waist, helping to ensure maximum light is coupled into the optical
fibre. To perform quantum state tomography, a QWP on a manual translation stage is inserted and the slit removed.
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For logistical reasons it was convenient to use QWPs, calibrated to their optic
axes, to cause displacement of the interferometric modes. To avoid clipping it
was necessary to mount the QWPs in card-holders (similar to what was done in
Ch. 3). This made precise calibration of optic axes difficult, however the nature
of the apparatus ensures that misalignment results only in slight loss in either the
horizontal or vertical modes after recombination—output modes of the final PBD
other than the interferometric recombination mode are discarded.
As described, the measurement device makes a weak measurement of Ẑ, that is, of
the horizontal and vertical polarisation state of the photon. However, the form of
the joint probability operator described in Sec. 8.3 indicates that we can measure
either Ẑ or X̂ weakly and obtain equivalent results. In order to test this, a change of
basis is required in order to perform a weak measurement of X̂, and this is achieved
by adding HWPs before and after the interferometer, rotated 22.5◦ from their optic
axes. By rotating these HWPs back to their optic axes we return to the Ẑ weak
measurement.
A slit and filter/coupler arrangement at the end of the apparatus completes the
weak measurement. The slit is mounted on a motorised translation stage, allowing
us to sample the photon intensity at any point over a maximum 25 mm range along a
horizontal line transverse to the direction of propagation. Photons passing through
the slit are filtered with a 3 nm-bandwidth interference filter (as with the strong
measurement) and coupled to a multimode optical fibre. As the optical fibre is fixed
to the table, we use a simple telescoping system of lenses to shrink the spot size so
that coupling is maximised over the range of slit positions. The width of the slit
was measured to be approximately δr = 350 µm.
The final strong measurement (postselection) of the photon is achieved prior to the
slit using a QWP, HWP and a PBS, similar to the strong measurement performed
on the other photon at the source. The QWP is only necessary to perform state
tomography, so to improve counts the QWP is mounted on a manual translation
stage and moved out of the way in the experimental condition. The HWP remains
in place, and is also used to perform the change of basis.
To perform tomography (e.g. Fig. 8.4), the QWP is moved in, and the slit is moved
out of the way. Despite the two interferometric modes not quite overlapping, the
large size of the Gaussian modes relative to the displacement ensures that the
decoherence is negligible. It was found that tilting the QWPs degrades the fringe
visibility in the {|Di , |Ai} basis by less than 1 %.
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8.5.3

Calculating Joint Probabilities from Counting Statistics

Looking back at Eq. (8.54), we see that the finite width δr and range of the slit
causes the integral to become a sum approximation,
Pr[Z = +1, X, K] ≈

1 X
(rV − r)P (r, X, K) δr.
∆r r

(8.55)

Assuming the photon source produces states ρ̂i at a constant rate, there is a direct
proportionality between the probability P (r, X, K) δr and the rate of coincident
photon detections of successfully postselected two-photon states (after accidental
coincidences are subtracted). Let C(r, X, K) represent this rate of coincident detections. Then by appropriate normalisation we find
X

Pr[Z = +1, X, K] ≈



1
∆r



r

(rV − r)C(r, X, K)
X

C(r, X, K)

.

(8.56)

.

(8.57)

r,X,K

Similarly,
X

Pr[Z = −1, X, K] ≈



1
∆r



r

(r − rH )C(r, X, K)
X

C(r, X, K)

r,X,K

By measuring the coincidence rates C(r, X, K) and C(r, X, L) for all values of
X, K, L ∈ {±1} (or C(r, Z, K) and C(r, Z, L) for Z, K, L ∈ {±1}, via a change

of basis) and over the range of r, we can then calculate the probabilities of each of
the four conditions for S1 and S2 shown in Table 8.1.

8.6

Experimental Results

Running the experiment required first peaking the entangled photon source—the
tangle of the state produced was determined by performing quantum state tomography. Following this, the QWP was moved out and the slit moved in place. We
performed iterative scans (as described in Sec. 8.4.2) with the slit stepped over a
range that well encompasses the entire width of the Gaussian beams. The wave
plates were set according to each postselection condition in turn, for each iteration,
corresponding to all eight combinations of X, K, L ∈ {±1}.

Totalling over all

iterations for each condition gives us the complete set of C(r, X, K) and C(r, X, L)
results.
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Figure 8.6: Count rates measured while scanning the slit to characterise the positions of the
Gaussian modes for the displaced |Hi and |V i states. Points represent measured count rates
taken over 70 iterations with 10 s counting time at each position, with the slit moved by
increments of 87.5 µm. The uncertainty in the counts (due to Poissonian counting statistics)
is less than the size of the points drawn. Lines represent least squares fits of Gaussian
functions, with centres at positions rH = 9.2969 ± 0.0014 mm and rV = 9.4435 ± 0.0018 mm.

To determine the joint probabilities from these it was necessary to characterise the
centre positions rH and rV of each polarisation state |Hi and |V i. This was done by

postselecting |Hi and |V i photon states, respectively. We fit a Gaussian function to

the count rates of each—the centres of these fits define rH and rV . To ensure these
characterisation measurements accurately reflect the condition of the apparatus
while the weak measurements are performed, we included them as an additional part
of the iterative data collection process. An additional two measurement conditions
were introduced (making a total of ten) corresponding to the postselection settings
of the characterisation. These data were then extracted and analysed to determine
rH and rV . The joint probabilities were calculated from the count rates of the other
eight conditions.
We first demonstrated the joint probabilities in the condition of high entanglement.
The photon source was peaked to produce a highly entangled state. Quantum state
tomography was performed, resulting in the reconstructed state shown in Fig. 8.4,
possessing a tangle of 0.841 ± 0.004.
The optical plates in the weak measurement device were each tilted approximately
8◦ from perpendicular to the direction of propagation. The characterisation results
of running the experiment are shown in Fig. 8.6, with fits corresponding to Gaussian profiles with a weighted average beam radius of 983 ± 3 µm, displaced from

each other by ∆r = 147 ± 2 µm. This measurement was sufficiently weak for our
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Figure 8.7: Measured count rates for the eight conditions of X, K, L ∈ {±1} as the slit
was scanned over the Gaussian beam profiles, in the condition of weak Ẑ measurement.
Uncertainties in the counts are smaller than the size of the points. Lines are drawn between
the points to aid discernability of the Gaussian curves.

S1
+2
0
−2
0

S2
0
+2
0
−2

Ideal Pr[S1 , S2 ]
60.36 %
60.36 %
−10.36 %
−10.36 %

Measured Pr[S1 , S2 ]
60.7 ± 0.6 %
56.5 ± 0.6 %
−8.09 ± 0.14 %
−9.03 ± 0.17 %

Table 8.2: Measured probabilities of the outcomes of S1 , S2 satisfying |S1 + S2 | = 2. As
mentioned in Sec. 8.4.2, we relabel some measurement outcomes to simulate a |Ψ− i state
produced by the source. The results are in good agreement with the ideal theoretical
predictions, especially considering the imperfect tangle of the measured photon pairs.
Negativity in the probability of outcomes is clearly demonstrated by these results.

demonstration.
Figure 8.7 shows the count rate scans corresponding to each of C(r, X, K) and
C(r, X, L). From these scans, and using Eqs. (8.56) and (8.57), we obtain the
measured joint probabilities given in Table 8.2. The joint probability values correspond well with the theoretically predicted values, given the imperfect entangled
state produced by the source, experimental approximations and imperfections in the
apparatus.
The total measured probability is therefore 100.1 ± 0.8 %, consistent with the requirement of probability theory within experimental error. The measured joint

probabilities result in the expectation value of the CHSH operator, |hŜCHSH i| =

|hŜ1 i + hŜ2 i| = 2.686 ± 0.017, corresponding to the predicted value for this state

(2.67), and violating the CHSH inequality by 40.82 ± 0.07 standard deviations.
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Figure 8.8: Measured count rates for the eight conditions of Z, K, L ∈ {±1} as the slit
was scanned over the Gaussian beam profiles, in the condition of weak X̂ measurement.
Uncertainties in the counts are smaller than the size of the points. Lines are drawn between
the points to aid discernability.

S1
+2
0
−2
0

S2
0
+2
0
−2

Ideal Pr[S1 , S2 ]
60.36 %
60.36 %
−10.36 %
−10.36 %

Measured Pr[S1 , S2 ]
56.4 ± 0.5 %
58.2 ± 0.6 %
−7.83 ± 0.17 %
−6.22 ± 0.13 %

Table 8.3: Measured probabilities of the outcomes of |S1 + S2 | = 2 for weak X̂ measurements. Experimental imperfections, in the measured entangled photon state and precision
of the change-of-basis HWP, lead to results deviating slightly from the ideal theoretical
predictions. Nevertheless, these results also demonstrate the negative probabilities of
outcomes, consistent with the theoretical predictions.

The weak measurement formalism for the joint probabilities does not mandate which
measurement, X̂ or Ẑ, we choose to perform weakly on Alice’s qubit. For this reason,
we have also demonstrated the negative joint probabilities with weak measurements
of X̂, and strong measurements of Ẑ, by causing a change of basis by rotating the
first HWP to 22.5◦ from its optic axis. Ordinarily, to complete the basis change
the settings of the final HWP must also be adjusted by 22.5◦ , but as the strong
measurements performed are now of Ẑ rather than X̂, the resulting set of HWP
orientations is unchanged.
Statistics were thus collected for C(r, Z, K) and C(r, Z, L) in the same manner as
above for a state found to have a tangle of 0.857 ± 0.005. This produced the data
plotted in Fig. 8.8 and the joint probabilities given in Table 8.3. The total probability

is thus 100.6 ± 0.8 %, and the CHSH parameter is 2.574 ± 0.016. These results are
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Figure 8.9: Measured joint probabilities of pairs of outcomes which saturate the CHSH
inequality, |SCHSH | = 2. Each of the four plots corresponds to the joint probability of
obtaining one of the four possible measurement outcomes shown in Table 8.1. These
probabilities were determined using the strong and weak measurement apparatuses on
entangled states as the tangle produced by the photon source was tuned. The results
correspond well with the theoretical predictions (lines), with small deviations due to lingering
phase components of the two-photon state and experimental imperfections. These results
clearly demonstrate the negative joint probabilities of outcomes for states with tangle above
0.172. Horizontal error bars represent the range of tangles measured via tomography taken
before and after data collection; vertical error bars are plus or minus one standard deviation.

slightly farther from the ideal results than the joint probabilities obtained with Ẑ
weak measurements. We noticed the results were sensitive to the precise rotation of
the change-of-basis HWP. In addition, tomography performed soon after the data
were collected revealed the tangle had degraded slightly, to 0.821 ± 0.006. Neverthe-

less, these results show that the negative joint probabilities may be measured with
the weak measurement performed in either basis.
The correlations between the two systems determine the magnitude of CHSH inequality violation that is achievable. To demonstrate this effect in the context of
weakly measured joint probabilities, we measured the joint probabilities for states
with a range of tangles, obtained by tuning the photon source. The measured joint
probabilities are shown in Fig. 8.9.
The results obtained clearly demonstrate that as the tangle decreases so does the
magnitude of both the negative and positive joint probabilities. The measured CHSH
parameters are shown in Fig. 8.10. The total probability was found to be 100 %, to
within error, in all cases. The CHSH parameter decreases from its maximum to 2
√
as the tangle decreases to 3 − 2 2 ≈ 0.172. As the tangle further decreases towards
√
zero, the CHSH parameter approaches 2 while satisfying the CHSH inequality.
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Figure 8.10: The CHSH parameter |hŜCHSH i| = |hŜ1 i + hŜ2 i| calculated from the results of
joint probabilities by weak measurements for various tangles. Experimental data (points)
correspond well with theoretical predictions (lines), and the CHSH inequality |hŜCHSH i| ≤ 2
is clearly violated for tangles above 0.172. As in Fig. 8.9, horizontal error bars represent
the range of tangles measured via tomography taken before and after data collection, while
vertical error bars are plus or minus one standard deviation.

In principle, any pure two-qubit state with nonzero tangle can violate the CHSH
inequality [227], however this requires the measurement settings to be optimised for
the state, which we did not do in this experiment. (This is potentially an avenue
for future study.)

8.7

Conclusion

In this chapter we have considered the aspects of quantum measurement that demonstrate the fundamentally counterintuitive nature of the world as described by quantum mechanics.

First we reviewed the CHSH inequality, a limit to observable

correlations within a hidden variable model where locality and objective reality are
assumed, and saw that previous demonstrations of violations of the CHSH bound
suggest that either (or both) of these assumptions must be wrong. We then discussed the concept of weak measurements, achieved by reducing the strength of the
interaction in the measurement process, and how the weak values and probabilities
inferred from such measurements may lie outside the normal range.
We then saw how the formalism of weak measurements could be invoked to give
a new interpretation of the correlations that violate of the CHSH bound. Weak
measurements allow one to gain information about a system while reducing the
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measurement back-action towards insignificance. Using this, we showed that the
joint probabilities of sets of outcomes for the CHSH parameter can be inferred, and
that in the case of maximally entangled quantum states, these joint probabilities
may be negative. In doing so, the CHSH violation depends on the joint outcomes
of measurements of only a local state, suggesting the preservation of locality rather
than objective realism.
Following this we proceeded to experimentally demonstrate violation of the CHSH
inequality using weak measurements. We used a “sandwiched” pair of BiBO crystal
as our source of pairs of entangled photons, ideally generating photon pairs in the
|Φ+ i Bell state. With this source the entanglement of the produced photon states

could be tuned—the maximum measured tangle was approximately 0.85. One of
these photons was immediately measured strongly. The other was coupled to a
single-mode optical fibre and guided to a weak measurement apparatus.
The weak measurement was performed by engineering a small, polarisation-dependent
displacement of the Gaussian mode of the photon beam. We did this using a
PBD interferometer, where symmetric refracting plates ensured the two polarisation
modes imperfectly recombine without temporal displacement. This was followed by
a strong postselection measurement. By sampling the intensity of the resulting
beam using a slit on a motorised translation stage we obtained Gaussian profiles,
from which the expectation value of the measurement, and thus the probability of
outcomes, was calculated.
The results confirmed the theoretical predictions of both positive and negative joint
probabilities of outcomes of components of the CHSH parameter, both with weak
measurements being performed in the Ẑ basis and in the X̂ basis. As the tangle of
the photon pair was decreased, the magnitude of measured negativity also decreased,
consistent with prediction of the joint probabilities and the expected decrease in the
CHSH parameter for states with less-than-maximal entanglement.
In this chapter we have shown experimentally that by considering the joint outcomes
of noncommuting measurements through weak measurement analysis, the resulting
negativity of joint probabilities of outcomes can be used as a method to interpret
measurements violating the CHSH inequality in a way that does not require an
appeal to nonlocality via a description of quantum states as statistical compositions
of transient density matrices. This approach, however, requires discarding the notion
of an objective reality independent of measurement.
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Chapter 9

Discussion and Conclusions
Although information can be described in abstract terms, the concepts are necessarily grounded in the behaviour of the physical systems in which information is
encoded and manipulated. Physical systems and the concepts of information are
intimately linked, and this fact is well represented by physical measurements within
quantum information science. In this thesis we have explored several concepts and
algorithms relating to quantum measurement. We have demonstrated, theoretically
and experimentally in photonic implementations, the precision improvements and
new perspectives that can be obtained when the fundamental quantum nature of
the physical world is embraced. Here I summarise and discuss the key results of the
work presented in this thesis, conclusions that can be drawn from these results, and
directions in which future work may progress.
The first key result of this thesis is the demonstration of a number of quantum
algorithms to measure a completely unknown interferometric phase shift, an important primitive operation both in the context of measuring physical properties and
in a number of quantum information processing algorithms. As we demonstrated in
Ch. 3, the canonical quantum phase measurement algorithm of quantum computing,
the QPEA, exhibits the same scaling of estimate uncertainty as does a “standard”
scheme that makes no fundamental use of the quantum mechanical nature of the
system.
Following this, in Ch. 4 we established and experimentally demonstrated a series
of new phase measurement algorithms, each employing techniques from quantum
information science to achieve measurement precision beyond the standard quantum
limit (SQL). This included the demonstration of a hybrid of QPEA and standard
measurements, both independently SQL scaling, yet together achieving phase pre-
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cision enhanced beyond the SQL.
Two more phase measurement algorithms were demonstrated, commencing with a
generalisation of the QPEA. The GQPEA (an adaptive scheme) and a nonadaptive scheme both exhibit phase uncertainty scaling at the fundamental limit, the
Heisenberg limit, by optimising the use of the total available resources.
Our demonstrations of these algorithms used multipass interferometry. However,
use of multiphoton entangled states has in-principle advantages over this approach.
Such states are extremely difficult to engineer in the ideal case. For these reasons
we examined an alternative approach in Ch. 5, showing how an adaptive phase measurement scheme can be tailored to suit a set of entangled states that are available in
a given experimental context. We illustrated this approach with up to four-photon
dual Fock states. We constructed a Bayesian adaptive measurement protocol using
optimal configurations of those input states, and demonstrated experimentally the
improvement in precision that is attainable.
This approach to multiphoton phase measurement may consider any multiphoton
entangled states as interferometric inputs. This includes NOON states—in this case,
the protocol will, like the GQPEA, exhibit performance scaling with the HL. There
are a number of other interesting and potentially useful input state candidates that
would be worth investigating with this approach, such as loss-tolerant states. The
performance (and demonstration) of the phase measurement scheme with such states
remains an open question for future work.
The second key result of this thesis is the construction and demonstration of a number of protocols for the discrimination of pairs of nonorthogonal states, given multiple
copies. The distinguishability of nonorthogonal quantum states is an important
factor in consideration of the security of quantum key distribution schemes, as well
as providing fundamental insights into the nature and capabilities of measurements
of quantum systems.
In Ch. 6 we considered three local measurement schemes applied to pure states. We
demonstrated each of these schemes experimentally, and showed that an adaptive
scheme, performing the optimal measurement for each copy in turn, produces discrimination results with cost (probability of error) equal to the predicted cost for
optimal collective measurements.
Real-world imperfections clearly have a detrimental effect on these schemes, as we
examined in Ch. 7. When the states experienced depolarising mixture, we saw that
the performance of all schemes degrades. Most remarkably, though, we found that
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the cost of the adaptive scheme was not always optimal for local measurements
in this regime—it was, in some cases, beaten by a simple fixed-local-measurement
scheme acting independently on every copy.
To address this, we constructed, and then demonstrated experimentally, a globallyoptimal adaptive measurement scheme. The distinction between local optimality and
global optimality allows this new adaptive scheme to exhibit the best performance
of any local measurement scheme, for any amount of mixture, for any N .
We additionally investigated the asymptotic performance of these schemes, using a
combination of analytical and numerical techniques. Our results showed that the
globally optimal local measurement scheme is superior to other local measurement
schemes, except for the optimal fixed measurement scheme which has the same
scaling.
While much of the analysis presented in these two chapters is applicable to the
case where the prior probability of having one or the other states is not equal, the
experimental results presented here are predicated on sending one or the other state
with equal probability. One path for future study is to bias the prior probability of
the input state in a subsequent experimental demonstration. The challenge is that
the lower cost that would result from doing so would require a significant increase
in the number of samples necessary to achieve a conclusive demonstration, given the
same number of copies.
There are also a number of other avenues for further investigation. For instance,
while the process for generating the globally optimal set of measurements is well
understood, we currently do not possess an intuitive understanding of the measurements themselves. Why do they seem to exhibit oscillating, alternating patterns
(Fig. 7.10, for example)? Another open question, in the context of asymptotic
scaling, is how the region in which the scaling parameters for the unbiased scheme,
the locally optimal scheme, and the globally optimal scheme cross might change
as one varies the prior probabilities and state separation angles. It may also be
interesting to consider how the performance of discrimination schemes is affected
in the presence of types of mixture other than depolarising mixture (e.g. dephasing
mixture).
Much of the focus of this thesis has been towards improving the precision of measurement protocols through the use of uniquely quantum approaches. But, while these
results represent potentially useful advances in a technological sense, examination
of the physical world through the unique properties of quantum measurements has
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the potential for new insights into how we can model and interpret nature.
The third and final key result of this thesis is the demonstration of such an examination: we demonstrated an approach to Bell’s theorem in which nonclassical
correlations between entangled systems are framed in a novel way using the unusual
properties of weak measurements. We showed that, through weak measurements,
negative probabilities of joint outcomes can be inferred, implying violation of the
limit of correlations imposed by local hidden variable models whilst preserving the
concept of locality.
Of course, the controversy surrounding the counterintuitive implications of Bell’s
theorem will continue. Our results demonstrate the validity of an analysis in which
locality is preserved, but this comes at the cost of a physical world that is not
objectively real. In addition, we do not address the problem of loopholes in this
demonstration. These are issues that could be addressed in future work.
In this thesis we have experimentally demonstrated an array of new kinds of measurements with key results from several contexts, including enhanced estimation of
continuous parameters, enhanced estimation of discrete parameters, and illustration
of new perspectives on the unusual behaviours of nonclassically correlated systems.
A common element of many of these demonstrations is the application of the techniques of quantum control and adaptive measurement.
While it is certainly the case that adaptive measurement schemes can be a useful
tool, it is clear that they must be carefully designed to make full use of their potential.
For example, in order to make optimal use of N general resources, it is necessary
to properly consider them all in a global sense, and not merely piecewise. This is
perhaps best illustrated by the distinction between the locally optimal and globally
optimal nonorthogonal state discrimination schemes. The locally optimal scheme
makes optimal use of the available resources only in the case where those resources
are very pure—a small change in purity of the system can have a significantly adverse
effect on the performance of the measurement scheme. In order to ensure that the
global collection of available resources is utilised to the fullest extent, the derivation
of the globally optimal scheme is notably more sophisticated than the derivation of
the locally optimal scheme.
Similar is the case for the nonadaptive phase measurement algorithm. There, each
resource must be carefully allocated in order to maximise the precision not at each
stage of the protocol, but rather after all the intermediate measurements have taken
place. Again, measurements must be considered in a global sense in order to achieve
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the desired results (in this case, phase measurement precision scaling at the HL).
Taking such an all-encompassing approach is, of course, more difficult than a simple
piecewise approach, making advanced techniques of quantum control a necessity.
From the results presented in this thesis, one might be tempted to conclude that
adaptive measurements are not required in order to achieve scaling at the fundamental limits mandated by quantum mechanics. Indeed, in terms of scaling, this is
the case for phase measurements (using the nonadaptive protocol of Sec. 4.4) and
for discrimination of nonorthogonal states (using the optimal fixed measurement,
Sec. 7.8.4). It would be an interesting and fundamentally important question as to
how general this phenomenon is.
We should keep in mind, however, that while scaling is a useful quantification of
the performance of schemes, it only describes the performance in the limit of large
numbers of resources N (photon passes in the case of phase measurement, or numbers
of copies of the state in the case of discrimination measurements). It does not
quantify the absolute performance of schemes for any N . Strictly speaking, we
cannot know from the scaling alone if one scheme has better performance than
another for a given N . In a given real-world application it is the performance for
finite N which is likely to be the most important factor in choosing a measurement
scheme (after all, one can never really use an infinite number of resources).
What we have seen in this thesis, then, is that adaptive measurements allow us
to optimally extract information from the given quantum system such that the
maximum amount of knowledge is obtained. In doing so, we see that adaptive
measurements afford the best performance using only local measurements. Better
performance (in theory) could only come from the use of collective quantum states
and measurements, which is not feasible to implement with current technology.
Nevertheless, if certain conditions are met, such as states of high purity, adaptive
measurements can exhibit performance only marginally above (by a small constant
factor), or even exactly at, the fundamental limit.
While the traditional quantum mechanical approaches to modelling reality have
been sufficient for our examination of phase measurement and state discrimination
algorithms, the study of weak measurements has helped illuminate a perspective
on new descriptions of the universe that might be possible.

If we are able to

overcome our natural tendency to resist negative probabilities (of events that cannot
be measured), we find a new description which, while not possessing an objective
reality, is useful in elegantly explaining a number of effects, including the apparent
nonlocality of quantum correlations. It remains to be seen what other paradoxical
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aspects of quantum mechanics might be as elegantly explained in these terms, and
to what extent these new descriptions might be usefully applied to real problems.
In this thesis we have constructed a number of new measurement schemes and
presented proof-of-principle experimental demonstrations of each. The obvious next
step is then to apply these schemes (and examine their performance) in the context
of real problems. The potential applications of phase measurement procedures, for
example, are quite clear as it is such a universal measurement primitive. In the
case of the algorithms demonstrated here, particular real applications where such
algorithms may be of benefit are those in which the interaction with the sample
must be minimised, such as might be the case for measurements of photo-sensitive
biological samples. Implementing the phase measurement algorithms for this case
would be an interesting, and ultimately very useful, engineering challenge.
Quantum control will be central to making practical these real-world applications.
Indeed, as technology further miniaturises and the potential applications of quantum
technologies (enhanced measurements, communication, encryption, computation)
become actual applications, quantum measurements and quantum control will be
vital for successful implementations in order to mitigate the problems associated
with necessarily imperfect devices.
Here we have examined only a narrow selection of measurement problems, although
covering a range of different and important contexts. There are, however, other
contexts that we have not covered in this thesis (e.g. continuous-in-time measurements). Despite this, the following is clear: exploration of the formalism of quantum
measurement and its applications has the potential to offer both significant improvements in measurement precision, as well as unique and fundamentally interesting new
outlooks of the nature of the physical world itself.
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