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“A great discovery solves a great problem, but there is a grain of discovery in the

solution of any problem. Your problem may be modest, but if it challenges your

curiosity and brings into play your inventive faculties, and if you solve it by your

own means, you may experience the tension and enjoy the triumph of discovery.”

George Pólya



Abstract

The belief state of a rational agent may be viewed as consisting of sentences that

are either beliefs, disbeliefs or neither (non-beliefs). When probabilities are used

to model the belief state, beliefs hold a probability of 1, disbeliefs a probability of

0, and non-beliefs a probability between 0 and 1. Probabilistic belief contraction

is an operation on the belief state that takes a belief as input and turns it into a

non-belief whereas probabilistic belief revision takes a disbelief and turns it into a

belief. Given a probabilistic belief state P , the contraction of P by an input a is

denoted as P−a and can be determined as the mixture of P and P ∗¬a, where P ∗¬a is

the belief state that is a result of revising P by ¬a. The proportion of P and P ∗¬a

that are used in the mixture is set by the mixing factor. Thus, the mixing factor

has an important role to play in determining the contracted belief state P−a .

In this thesis, we address some important issues concerned with the principal actors

in the mixture, namely the mixing factor and P ∗¬a, that can affect the contracted

belief state P−a . From a functional point of view, the role of the mixing factor

is clear but questions about it remain that have received little or no attention in

the literature. It has been suggested that the mixing factor is somehow related

to the closeness between belief states but this issue hasn’t been taken up further.

We address this by studying how the the mixing factor may be related to another

notion of closeness from the literature, namely the Kullback-Leibler divergence.

There is also the question of how the mixing factor comes to obtain its value.

This is taken up next and we propose two plausible ways to interpret the mixing

factor and demonstrate how they lead to feasible ways of computing its value.

Lastly, we shift our attention to the other principal actor, P ∗¬a. The revision of a

belief state is not trivial as disbeliefs have a probability of 0, and techniques like

Bayesian conditioning fail. Thus, appropriate methods to compute the revised

belief state are needed. We address this issue by presenting three intuitive ways

of constructing P ∗¬a and show that they have some nice properties.
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Chapter 1

General Introduction

Throughout the course of our lives, we constantly adopt new beliefs and discard

old ones. The ability to adapt beliefs is a trait common to all humans. It allows

us to gain new knowledge for without it, we would still believe that the earth is at

the center of the Solar System and that thunder is caused by fiery dragons roaring

in the sky.1 Understanding how we change our beliefs is important not only for

expanding our knowledge of human cognition but also for the quest of Artificial

Intelligence (AI) to build truly intelligent agents. The field of belief change [Al-

chourrón et al., 1985] is concerned with the formal study of how rational agents

adjust their beliefs when information inconsistent with their beliefs is received.

What these necessary adjustments are and how exactly to make them are the

central questions of belief change. This thesis is an attempt to address some of

the issues that arise when rational agents must change their beliefs. We begin

this chapter with a short survey of the field of belief change in order to prepare

the ground for later chapters.2 This is followed by some notes on the research

contributions of this thesis which is presented as a summary of the work done in

Chapters 2, 3, and 4.

The following example will be used to introduce the main ideas of belief change.

Example 1.1. Kado has lived all his life in the Northern Hemisphere. He visits

Australia for the first time. After arriving in Sydney on a cold winter day, he

travels south to Melbourne to visit his friend. He believes Melbourne is warmer

1This may only be true for a reader who has grown up Asia, in particular East Asia.
2Two excellent works for learning about belief change are [Gärdenfors, 1988, Peppas, 2008].

1



Chapter 1. General Introduction 2

than Sydney for it is a received wisdom in his country that going south means it

will get warmer.

Let Kado’s current set of beliefs consist of the following sentences:3

a: If I travel south, it will become warmer.

b: Melbourne is south of Sydney.

c: Melbourne is warmer than Sydney.

We will refer to his current set of beliefs as a belief set and represent it by K.

So, Kado believes it to be true that if he travels south anywhere on earth, it will

get warmer. This belief is denoted by a. Similarly, he believes that b is true as

well. His belief c follows from his beliefs a and b together and is thus included as

one of his beliefs. Arriving in Melbourne, he is surprised to find that it is in fact

colder than Sydney, which is in direct conflict with his belief c. Let c’ represent

the fact that Melbourne is colder than Sydney. What is Kado to make of this?

He is certain his senses are not deceiving him and after a bit of reflection realizes

that perhaps he may have held a mistaken belief all along. He decides to no longer

retain c as a belief and instead chooses to believe c’. He is now faced with the

question of how best to bring this change about.

A straightforward way that Kado may adopt is to simply give up c and accept c’

instead. His new set of beliefs then would include:

a: If I travel south, it will become warmer.

b: Melbourne is south of Sydney.

c’: Melbourne is colder than Sydney.

However, there is a problem as a and b together imply his old belief c. In other

words, if Kado retains both a and b as beliefs it means he would have to retain c

as well but this contradicts c’. Thus, further modifications to Kado’s beliefs are

required and he has several ways of doing this. He may choose to:

i) only give up a,

3Only beliefs that are relevant to this example are shown and not all of his beliefs.
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ii) only give up b, or

iii) give up both a and b.

All three choices block the possibility of inferring c that would contradict c’. Dif-

ferent individuals will make different choices according to their mental dispositions

and the resulting belief sets will be different. If Kado is an individual who would

like to keep as many of his beliefs as possible, then the third choice is no longer

viable because he would end up losing two beliefs compared to one. This is helpful

but he still needs to narrow down his choice to one. Let us assume that amongst

the remaining two, Kado places higher value in his belief b than in a.4 Thus, his

remaining beliefs include:

b: Melbourne is south of Sydney.

c’: Melbourne is colder than Sydney.

His belief a has been removed and all the remaining beliefs are consistent with

each other. Not only does this example illustrate the basics of belief change but it

also shows that belief change is all about making choices and that ways to refine

the available choices are needed.

1.1 The Ideal Doxastic Agent

Modelling how beliefs change in humans is no easy task. Rather, the approach

taken in the field is to assume that an agent like Kado whose belief set is undergoing

change is an ideal doxastic agent. Such agents are characterized by certain features

that make the belief change process more amenable to analysis. The following are

some of the salient features of an ideal doxastic agent:

Base vs Theory

I’ve used the word belief set rather casually to talk about an agent’s set of

beliefs but this deserves a more careful treatment. A belief set of an agent is

4A belief valued higher is said to be more epistemically entrenched [Gärdenfors and Makinson,
1988]. For instance, it may be that we place higher value in beliefs that have proved to be more
useful in our daily lives compared to other beliefs that maybe less useful.
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a set of sentences that is deductively closed. It is also said to be closed under

logical consequence. Intuitively, it means that a sentence that follows from

any of the other sentences in the set must also be in the set, i.e. considered

a belief. Consider Ex. 1.1 above where Kado believes that Melbourne is

south of Sydney. Now if he is asked by someone whether he believes that

Melbourne is either south or north of Sydney, he would surely say yes. The

latter follows from the first5 and thus is also considered a belief. The set of

all logical consequences of a set of sentences S is denoted as Cn(S), where

Cn(S) = {x : S ` x}.6 A belief set K is a collection of beliefs where

everything that can be inferred has been inferred. It can be seen as being in

equilibrium in some sense. Thus:

K = Cn(K).

K is sometimes also referred to as a theory. Amongst the beliefs in Kado’s

belief set, one may distinguish between two kinds of belief: a belief that is

implicit and an explicit belief requiring no justification and that is used to

infer other beliefs. Under the so called coherence view, all beliefs are treated

as equal as long as they cohere (are consistent) with each other. On the

other hand, according to the foundational view, uninferred beliefs are given

special treatment.7 They form a special set (the foundation) that is called

a belief base [Hansson, 1989]. To understand why this distinction must be

made, consider the following:8

Recall that Kado’s initial beliefs included a, b, and c where c is a

logical consequence a and b. Let d be the sentence Melbourne is

north of Sydney. A logical consequence of b is that b ∨ d is also

true, i.e. Melbourne is either south or north of Sydney, and hence

it must also be accepted as a belief. Thus, his beliefs consist of

a, b, c and b ∨ d. Now if he is no longer certain about the truth of

b, not only must he discard b from his set of beliefs but it must be

done along with the inferred beliefs c9 and b∨d, and what remains

5This pattern of reasoning is called disjunction introduction.
6S ` x is read as “From S we can infer x”.
7These two competing views are intimately linked to the study of epistemic justification in

philosophy. See [Olsson, 2014].
8This is a modification of the Hamburger example in [Hansson, 1989].
9Recall c is inferred from a and b.



Chapter 1. General Introduction 5

then is only a. Now consider a slightly different scenario, where

Kado’s initial beliefs consist of a and b ∨ d. If he learns b is true,

his beliefs will consist of a, b, c and b ∨ d. This is similar to the

previous scenario. However, if he is no longer sure about b’s truth,

he must give up c but shouldn’t have to give up b∨d as it was not

inferred using b; it was there prior to b. Thus, even though the

same beliefs are exhibited under deductive closure, it is possible

that the removal of b produces different results because the initial

scenarios are different. Hence, the case for belief bases and the

need for distinguishing between inferred and uninferred beliefs.

The foundational view certainly makes a strong case for adoption, however,

in this thesis, we adopt the coherence view and treat all beliefs equally.

Consistency

At any point in time the agent maintains its beliefs such that they are all

consistent with each other. Thus, after modifying its beliefs due to new

information, the resulting belief set of an agent must also be consistent.

Throughout this thesis, we also adopt this convention. However, it is worth

pointing out that humans on the other hand may entertain inconsistent

beliefs. For instance, consider the president of a country who believes in a

fully transparent government, yet also believes that for certain matters there

is a need for total secrecy. Problems related to inconsistent beliefs have

received philosophical treatment in the form of epistemic paradoxes, the two

most well known ones being the Lottery Paradox [Kyburg, 1961] and Preface

Paradox [Makinson, 1965]. The gist of the problem in both these paradoxes is

that individually the beliefs of an agent are consistent but taken collectively,

they could be an inconsistent bunch.

Success

In this thesis, we assume that the information (sentence) that brings about

the change in beliefs is successfully accepted as a new belief by the agent.

Thus, any old belief that contradicts this information or can be used to de-

rive contradictions must be removed to maintain consistency. However, this

requirement is not without its criticism as some researchers have argued that

receiving new information should not always change one’s beliefs [Boutilier

et al., 1998, Friedman and Halpern, 1999]. In the example above, Kado hav-

ing just arrived in Melbourne and noticing that Melbourne is colder than
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Sydney may simply attribute it to a weather anomaly. Unperturbed, he

may keep his beliefs as they are and not accept the new information.

Omniscience

Ideal agents also have as beliefs all logical truths. This follows from the

the fact that belief sets exhibit deductive closure and as logical truths follow

from any set of propositions, they must be included in the belief set.10 Thus,

in this sense, they are omniscient. To be able to arrive at and store all

logical truths as beliefs therefore must also mean that such agents are neither

physically nor computationally restricted.

Choice

A principal component of belief change is about making the right choice

and an ideal agent must be equipped with suitable tools to achieve this. A

choice consists of two things: beliefs that one wants to keep, and beliefs

that one is prepared to give up in order to accept the new information.

Often times it is not clear what the the right choice is and this raises the

question as to whether there are some basic principles that one can resort

to when a choice must be made. A principle that many in the field of belief

change advocate is called the principle of information economy or simply

information economy [Gärdenfors, 1988]. We will also refer to it as the

principle of minimal change. This principle states that when a rational agent

must adjust its belief set in order to accept belief contravening information,

it must make a choice so that the number of beliefs lost is minimal. The

rationale behind this principle is that information doesn’t come for free and

hence where possible it must be preserved. Perhaps, this principle can also

be seen as being cognitively efficient [Lycan, 1988] which is roughly the idea

that making changes (removing beliefs) expends a certain amount of energy

and that in order to conserve energy it is better to preserve as many of the

old beliefs as possible. Information economy as a tool is certainly useful

but is not sufficient on its own as we saw in Ex.1.1. What Kado further

more needed was a selection mechanism to choose amongst his remaining

choices. The selection mechanism that Kado used was based on the epistemic

entrenchment of beliefs which, in a very rough sense is a valuation of his

beliefs. Given a choice between two beliefs to discard, an agent should prefer

to throw away the lower valued (less epistemically entrenched) belief. In Ex.

10Since most literature in belief change deal with the propositional logic, logical truths are
tautologies.
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1.1, Kado discarded a instead of b as he valued b more than a. Of course,

there may be a selection mechanism based on other principles, but this one

has received the most attention in the literature.

1.2 Belief Attitudes and Operations

In Ex.1.1, the beliefs of Kado have been represented qualitatively. Under this

setting, Kado displays three doxastic attitudes toward a sentence:

1. a belief, also called a full belief, is a sentence that he accepts as true,

2. a disbelief is a sentence that he accepts as being false,11 and

3. a non-belief is a sentence that he neither believes nor disbelieves, i.e. he

withholds any judgment with regards to the truth of the sentence.

So initially for Kado, Melbourne is warmer than Sydney is a belief, Melbourne is

colder than Sydney is a disbelief,12 and the sentence it rains more in Melbourne

than in Sydney is a non-belief. Under this classification of sentences, we may

identify three ways the doxastic status of a sentence could change with respect to

an agent’s belief set. They are collectively known as belief change operations and

go by the following names:

expansion + : non-belief  belief

revision * : disbelief  belief ; belief  disbelief

contraction - : belief  non-belief

Expansion(+) corresponds to taking a non-belief (the new information) and adopt-

ing it as a belief. This is the simplest belief change operation because the only

adjustment required is to simply take the non-belief and change its status to a

belief by adding it to the current set of beliefs. No further adjustments are needed

as there is nothing in the existing belief set that contradicts the newly accepted

belief. In the preceding example, Kado may simply add the non-belief it rains

11If a sentence is accepted as true, its negation must be false. Thus, if a sentence is accepted
as a belief then its negation must be a disbelief.

12The negation of this sentence is taken to be Melbourne will be warmer than Sydney.
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more in Melbourne than in Sydney to his set of beliefs. To comply with the def-

inition of a belief set, we then find the logical consequences of the non-belief and

the original belief set, and add them as beliefs. Thus, given a non-belief a and a

belief set K, the result of expanding K by a is a belief set denoted as K+
a , and

defined as:

K+
a = Cn(K ∪ a).

Revision(∗) is the operation required when a sentence that is a disbelief (belief)

must be turned into a belief (disbelief). The disbelief comes in the form of new

information the agent receives. Ex.1.1 is a case of revision where Kado is faced

with the conflicting information that Melbourne is colder than Sydney. Given a

disbelief a and belief set K, the result of revising K by a is a belief set denoted

as K∗a .

Contraction(−) is the final belief operator and it transforms a belief into a non-

belief. This may happen when we start doubting our beliefs but are not yet ready

to turn them into disbeliefs. For instance, instead of disbelieving Melbourne is

warmer than Sydney, Kado may reserve judgement about which place is actually

colder by turning it into a non-belief. Note that this means the disbelief Melbourne

is colder than Sydney is also turned into a non-belief. Given a belief a and belief

set K, the contraction of K by a is a new belief set denoted as K−a .

The definition for K+
a above is a constructive definition. Given any belief set

K and non-belief a, it shows us how to construct a unique belief set K+
a where

a is a belief and all of the old beliefs contained in K is preserved. This is in

total agreement with informational economy. In general, there is no unique way

of constructing revised and contracted belief sets simply based on informational

economy. This issue will be discussed in more detail in Section 1.4.3.

1.3 Relating Revision and Contraction

Consider the original belief set of Kado in Ex.1.1. For the moment, let us assume

that all the beliefs Kado has are in the set {a, b, c}. If he contracts c from his

beliefs, he is left with the singleton {b}.13 Now he learns c′ and as there is now

nothing in the current set of beliefs that contradicts it, he may simple expand

13a is also removed as it is less epistemically entrenched than b and, b and a imply c.
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this set by c′ to get {b, c′}. But this set of beliefs is exactly what we obtained in

Ex.1.1 after revision by c′. This suggests that in order to revise by c′, one must

first prepare the ground by removing anything that can contradict it (contraction

by c) and once done, simply add c′ (expansion by c′). For belief sets, given new

information a, this intuition is captured by the Levi Identity, which is defined as

follows:

(Levi Identity) K∗a = (K−¬a)
+
a .

Similarly, contraction can be seen in terms of revision as well. This is given by

the Harper Identity, which is defined as follows:

(Harper Identity) K−a = K ∩K∗¬a .

While it is not as intuitive as the Levi Identity, perhaps the following figure may

help in better understanding the Harper Identity.

2

K
*
−a

K

1 3

Figure 1.1: Illustrating the Harper Identity.

In Fig 1.1, the solid circle represents the current belief set K. The dotted circle

represents the belief set K∗¬a. The idea is that to construct K∗¬a, we want to

keep as many of the beliefs in K that are consistent with ¬a as possible. This

is represented by region 2. K∗¬a also includes region 3 which consists of ¬a and

beliefs that follow from ¬a and beliefs in 2. Now, 2 is also exactly what we would

get if we contract K by a. It is the largest subset of beliefs in K that doesn’t

contain or be used to infer a as we’ve said beliefs in it are consistent with ¬a.14

Thus, the rationale behind the Harper Identity.

The Levi Identity, owing to its simplicity, has clearly more intuitive appeal than

the Harper Identity. This has led many to see contraction as the more basic belief

14The largest subset is called a maximal subset and will be explained further in Section 1.4.3.
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change operation and has resulted in it being more in the limelight. But does this

simplicity mean contraction is also more basic? Let us ask ourselves how often we

suspend beliefs? This question is relevant because contraction is the suspension

of belief, i.e. turning a belief into a non-belief. Now, if we think we hold more

non-beliefs than full beliefs, it perhaps suggests that we contract beliefs more

than revise them and thus makes contraction more basic. However, it could be

argued that in general humans are opinionated creatures. Consider the case of the

existence of God. As far as we know, there is no concrete evidence for or against

it but most people it could be guessed belong either to the theistic or atheistic

(revision) camp, and fewer so in the agnostic (contraction) camp. It is not to say

people do not hold suspended beliefs, of course they do, but if the only options

available are to believe, disbelieve or withhold judgement, for many things that

matter in their lives, people’s attitude for the most part would be either to believe

or disbelieve something. Viewing this way makes one wonder whether revision and

not contraction should be considered the more basic operator.

1.4 AGM Model

The AGM model refers to the approach to belief change pioneered by the authors

in [Alchourrón et al., 1985] and, on which most formal studies of belief change are

based. An agent’s beliefs in the AGM model are represented by a belief set K,

which consists of sentences from some language L. From our previous discussion,

we know that given a belief set K and a belief a, the contraction of K by a is a new

belief set K−a in which a is a non-belief. The requirement that a be a non-belief

in K−a has its origins in the definition of contraction. The question then is if there

are other such requirements for contraction? Identifying these requirements, not

just for contraction, but for revision and expansion as well, is a key feature of

the AGM model. These requirements for the most part have intuitive origins and

are referred to as the AGM rationality postulates. Some of the features of an ideal

doxastic agent discussed in Sec 1.1 are directly related to some of these postulates.

These postulates do not prescribe how to construct a new belief set K ′ but rather

can be seen as properties that a belief change operator (+, ∗,−) used to construct

K ′ is expected to possess. Before delving further, it is worth mentioning that there

is a special belief set denoted by K⊥ and called the absurd belief set. All sentences
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of L are in K⊥. An agent with belief set K⊥ believes in both a and ¬a and thus

has an inconsistent belief set.

1.4.1 AGM Postulates for Revision

The AGM postulates for revision are divided into two, namely the basic (K*1 -

K*6) and supplementary (K*7 - K*8) postulates.

(K*1) K∗a is a belief set.

(K*2) a ∈ K∗a .

(K*3) K∗a ⊆ K+
a .

(K*4) If ¬a 6∈ K, then K+
a ⊆ K∗a .

(K*5) K∗a = K⊥ iff ` ¬a.

(K*6) If a↔ b, then K∗a = K∗b .

(K*7) K∗a∧b ⊆ (K∗a)+
b .

(K*8) If ¬b 6∈ K∗a , then (K∗a)+
b ⊆ K∗a∧b.

(K*1) says the beliefs of an agent at any time must be deductively closed. (K*2)

says the sentence to be accepted as a belief must be part of the new belief set.

If the new information a is consistent with K, we know the belief operation to

use is expansion because of informational economy. (K*3) and (K*4) together say

that in no case can K∗a have more beliefs than K+
a and, if a is consistent with

K, then K∗a must be the same as K+
a . (K*5) says if the agent starts believing in

a contradiction a, then it believes in everything.15 (K*6) says only information

is relevant and the same information received using two different representations

should produce the same revised belief set.16 (K*7) and (K*8) together capture

the intuition that the minimal change made to K so that a and b are included

should be the same as the first revising K by a to get K∗a , and then expanding the

result by b as long as b is consistent with K∗a .

15 ` ¬a means that ¬a is a logical truth. This means a is a contradiction which is always false.
16For instance, if you speak both English and French, and someone says to you either “It is

cold outside” or “Il fait froid dehors”, it should cause you to transform your beliefs in the same
way. In propositional logic, a↔ b means that a and b are tautologically equivalent.
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1.4.2 AGM Postulates for Contraction

(K-1) K−a is a belief set.

(K-2) K−a ⊆ K.

(K-3) If a 6∈ K, then K−a = K.

(K-4) If not ` a, then a 6∈ K−a .

(K-5) If a ∈ K, then K ⊆ (K−a )+
a .

(K-6) If a↔ b, then K−a = K−b .

(K-7) K−a ∩K−b ⊆ K−a∧b.

(K-8) If a 6∈ K−a∧b, then K−a∧b ⊆ K−a .

(K-1) and (K*1) are similar. (K-2) says if you remove a belief, the resulting belief

set cannot be bigger than the original. (K-3) says if you try to remove something

that is not a belief, there should be no change to the original belief set. (K-4)

says removal of beliefs that are not logical truths are successful. (K-5) is called

the recovery postulate and says that if you remove a belief and add it back, at

least all of the original beliefs must also be restored. In fact, it can be shown

that the recovered belief set (K−a )+
a is exactly the original belief set.17 (K − 6)

is similar to (K ∗ 6). Similar, to revision (K-1) - (K-6) form the basic postulates

for contraction where as (K-7) and (K-8) are the supplementary postulates. (K-7)

says that if a sentence c remains as belief when either giving up a or giving up b,

then c should be kept when giving up the conjunction of a and b. Finally, (K-8)

says that if a 6∈ K−a∧b, then K−a∧b cannot be larger than K−a as K−a represents the

minimal change made of K to remove a.

1.4.3 Constructing Contraction

Revision and contraction operations are functions that take a belief set K and new

information a, and map them to new belief states K∗a or K−a . The postulates for

17We know K−a ⊆ K from (K-2). Now, let us consider what we get when we add a back to
K−a and to K as well. We should expect that (K−a )+

a is contained in K+
a since K is bigger. But

since a is already in K, K+
a is K as nothing new is added. So, we get (K−a )+

a ⊆ K. Now (K-5)
says, K ⊆ (K−a )+

a . We know if A ⊆ B and B ⊆ A, then A = B. Thus, (K−a )+
a = K.
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revision and contraction do not specify how to actually construct these functions,

they only stipulate what properties these functions should have. What remains

then is to come up with explicit constructs for revision and contraction that are

in line with these postulates. As mentioned in Sec 1.3, many take contraction as

the more basic operator and use the Levi Identity to define revision. We take the

same route here and only discuss the construction of contraction functions.

To comply with informational economy, when giving up a belief a in K, we look for

a maximal subset ofK that does not include a. To get an intuitive understanding of

maximal subsets, consider Fig.1.2 where a maximal subset is shown as a balloon

inside K. The balloon has been blown up with beliefs from K such that (i) a

doesn’t follow from any of the beliefs in the balloon and, (ii) the addition of even

one more belief from K in the balloon will cause it to explode. The explosion

signifies that a starts to follow from the beliefs in the balloon.

Maxiamal

Subset

K

Figure 1.2: A maximal subset of K represented by the balloon inside K.

The problem is that in general there may be many ways of blowing up the balloon

(different maximal subsets). Let us denote the set of these maximal subsets by

K ⊥ a. A peculiar feature of maximal subsets is that when contracting K by a

belief a, for any sentence b either a∨ b or a∨¬b is in any maximal subset. To get

an intuitive understanding,18 consider any sentence b and a maximal subset K ′ of

K. Since K is a belief set and a is a belief, a ∨ b and a ∨ ¬b are both in K. Now

when giving up a from K, we must also give up either a∨ b or a∨¬b because if we

keep them both, a follows from the two.19 If we give them both up, K ′ wouldn’t

be maximal, thus we must keep one of a ∨ b or a ∨ ¬b in K ′.

18For a more formal proof, see Lemma 4.5 in [Gärdenfors, 1988].
19Consider that you believe both a ∨ b and a ∨ ¬b are true. b could be either true or false.

Assume first, b is true. This means a must be true because it is the only way to make the
disjunction a ∨ ¬b true. Now if b is false, a has to be true again to make the disjunction a ∨ b
true. So either way, a has to be true if we accept this conjunction as true. This is called the
resolution principle.
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The question then is which element in K ⊥ a to pick for K−a and to help with

this, one makes use of selection functions. A selection function, γ(·), is defined

as γ(K ⊥ a) = {K ′ : K ′ ∈ K ⊥ a}, i.e. it is a subset of K ⊥ a. Once we have

γ(K ⊥ a), the construction of the contracted belief set is completed by finding the

beliefs common to all maximal subsets returned by γ. Perhaps, the first thing that

occurs in our mind is to use a selection function that chooses exactly one element

from K ⊥ a, i.e. |γ(K ⊥ a)| = 1.20 This style of contraction is called maxichoice

contraction. Unfortunately, maxichoice contraction has the problem that after

contraction, if we use the Levi Identity to revise the belief set by ¬a, it results in

a complete theory which is a belief set in which every sentence or its negation is

included a belief.21 In other words, an agent with such a belief set has a true/false

opinion about everything and this is certainly not ideal. An alternative way would

be to use a selection function that returns all the elements of K ⊥ a and then

find the common beliefs, i.e. K−a =
⋂
Ki, where Ki ∈ K ⊥ a. This is called

fullmeet contraction and unfortunately, this has the opposite effect of maxichoice

contraction. Instead of having too many beliefs, after applying the Levi Identity,

the agent ends up only believing in ¬a and its consequences.22 It has given up too

much information and again this is not desirable. Perhaps, a better way then would

be to have a selection function that only chooses some of the elements of K ⊥ a

as the best ones, and then look at the common beliefs. This style of contraction

is called partial-meet contraction and it does not have the undesirable property

of either losing too much or gaining too much information like the previous two.

It can also be shown to satisfy the basic contraction postulates (K-1) - (K-6).

In order to guarantee that the selection function produces belief sets that satisfy

the supplementary postulates, (K-7) - (K-8), we require an additional assumption

that there is an ordering on the elements in K ⊥ a. This ordering is based on

the relative epistemic value of elements in K ⊥ a and a selection function that

selects the best elements according to this ordering is called transitively relational.

20For a set A, its cardinality |A| is the number of elements it has.
21Maxichoice contraction picks one maximal subset from K ⊥ a. We’ve just seen that in every

maximal subset either a∨ b or a∨¬b is present. Now using the Levi Identity, we simply expand
K−a by ¬a to get (K−a )+

¬a = K∗¬a. Assume a ∨ b is in K−a . It must also be in K∗¬a as expansion
is preservative. Since a is not a belief and we know ¬a, the only way a ∨ b to be true is if b is a
belief in K∗¬a. For the case, of a ∨ ¬b, we can show similarly that ¬b must be a belief in K∗¬a.
Thus, K∗¬a is a complete theory.

22If a ∈ K, it turns out that for fullmeet contraction, a sentence b ∈ K−a iff b ∈ K and ¬a ` b.
In other words, the beliefs in K that are also in K−a , are only the ones that follow from ¬a.
[Alchourrón and Makinson, 1982]. Note that ¬a 6∈ K−a . Now if we use the Levi Identity, we
simply add ¬a to K−a along with its consequences (some of which have already come from K)
to get K∗¬a. All that is contained in K∗¬a then are ¬a and its consequences.
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It has been shown that transitively relational selection functions satisfy all the

contraction postulates (K-1)-(K-8) [Alchourrón et al., 1985].

As we’ve seen, a transitively relational selection function assumes an ordering on

the elements in K ⊥ a each of which is a belief set. Rather than inducing an

ordering on sets of beliefs, can an ordering on individual beliefs themselves based

on their epistemic value help in the construction of contraction functions and

thereby with revision? Such an approach was taken in [Gärdenfors and Makinson,

1988] where the notion of epistemic entrenchment was introduced. For a doxastic

agent, a belief a is said to be more epistemically entrenched than a belief b if the

agent is more reluctant to give up a compared to b when modifying its belief set K.

More formally, an epistemic entrenchment is a preorder23 � on all the sentences

in a language L such that for two sentences a and b, a � b means b is at least

as epistemically entrenched as a. Different agents may value the same sentence

differently. Thus, two agents with the same identical belief sets can subscribe to

different epistemic entrenchment relations. The following conditions are imposed

on any entrenchment relation �:

(EE1) If a � b and b � c, then a ≤ c. (transitivity)

(EE2) If a ` b, then a � b. (dominance)

(EE3) For all a and b in L, a � a ∧ b or b � a ∧ b. (conjunctiveness)

(EE4) When K 6= K⊥, a 6∈ K iff a � b for all b. (minimality)

(EE5) If a � b for all a, then ` b. (maximality)

(EE1) says � is transitive which is reasonable. (EE2) says if from a you can

conclude b and there is a choice of giving up either a or b, a should be given up

since giving up b would require giving up a as well whereas it is perfectly ok to

give up a and keep b as is. This as we can see is an argument from informational

economy and justifies why a � b. Similarly for (EE3), the intuition is that one of

a or b is as likely to be removed as a ∧ b during contraction of the belief set by

a∧ b . (EE4) says disbeliefs and non-beliefs are less epistemically entrenched than

beliefs, whereas (EE5) says logical truths are maximally entrenched and thus, are

the hardest to be given up.

23A preorder is a binary relation that is reflexive and transitive.
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Now, let C(-) be a contraction function defined as follows:

C(-) b ∈ K−a iff b ∈ K and either a ≺ a ∨ b or ` a.

C(-) says that when contracting a from K, you keep a belief b from K in K−a iff a∨b
is more epistemically entrenched than a, or if a is a logical truth in which case you

do give up any beliefs as a cannot be removed. C(-) not only shows how to clearly

construct the contracted belief state but it has been shown that if the entrenchment

relation � satisfies (EE1)-(EE5), then C(-) satisfies all the contraction postulates

(K-1) - (K-8) [Gärdenfors and Makinson, 1988]. Furthermore, it also turns out

that if one takes any contraction function satisfying the contraction postulates,

then there is an epistemic entrenchment � that satisfies both (EE1)-(EE5) and

C(-).

1.5 Possible Worlds Approach

Let us view the world as being in one of many possible states at any given time.

Each state corresponds to a particular configuration of the different variables in

the world. For instance, there could be one variable rainingInSahara which is

assigned a value of true if it is raining in the Sahara right now and false otherwise.

More formally, each state is called a possible world and we then take the belief

state of an agent to be a set of possible worlds and the agent believes one of them

is the real world. We will often refer to a possible world simply as a world. To

distinguish from a belief set K which consists of sentences, we use [K] to denote

the belief state based on possible worlds. Now, if for some possible world in [K],

rainingInSahara is true, then we say that the sentence “It is raining in the

Sahara” is true in that possible world. If rainingInSahara is true in all worlds

in [K], then we say that sentence “It is raining in the Sahara” is a belief in [K].24

This leads to the following definition:

Definition 1.1. A sentence x is a belief in a belief state [K] if and only if x is

true in every possible world ω ∈ [K].

24Of course, there is the supposition here that the agent has a language to describe the
world and that the sentence “It is raining in the Sahara” is associated with the variable
rainingInSahara.
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For any sentence a, the set of all possible worlds in which a is true is denoted

by [a]. By a-world and K-world, we mean a world in which a is true and all the

sentences in the belief set K are true, respectively. Defintion 1.1 above is thus

equivalent to saying that a is a belief in [K] iff [K] ⊆ [a]. If a is a belief, then

¬a is a disbelief, and thus no world in [K] is a ¬a-world, i.e. [K] ∩ [¬a] = ∅.
For a non-belief b, some of the worlds in [K] must be b-worlds and some must be

¬b-worlds. This means for b to be a non-belief in K, it must be that [K]∩ [b] 6= ∅
and [K] 6⊆ [b].

Given a belief set K, the belief state [K] is defined as:

[K] = {ω ∈ Ω : every sentence x ∈ K is true in ω}.

It is helpful to note that the more you know, the more beliefs you add to the

belief set K, thus increasing the number of beliefs in K. On the other hand, the

more you know, the more worlds you start ruling out from the belief state [K]

as being possible candidates for the real world, thus decreasing the number of

possible worlds in [K]. To understand the belief change process in the possible

worlds approach, it is useful to keep in mind that gaining information decreases

the number of possible worlds, while losing information increases the number of

possible worlds and this is what we do next.

Let us now see how belief change could occur in a belief state [K] based on possible

worlds. Consider expansion first. We know expansion is the process of turning a

non-belief into a belief. If a is a non-belief then, [K]∩ [a] 6= ∅ and [K] 6⊆ [a]. Now,

if we learn that a is actually true, we interpret it as saying the real world is a state

where a is true. The reasonable thing then to do is get rid of the worlds in [K]

which are not a-worlds. Since [K] ∩ [a] 6= ∅, the new belief state after expansion

[K+
a ] is simply [K] ∩ [a]. Expansion is gaining information, so as expected the

number of possible worlds becomes less. Next consider the contraction of [K] by a

belief a. We know that [K] ⊆ [a]. In this case, the new information is interpreted

as saying that the real world could be a state where ¬a is true. So here, to get

[K−a ], we must add some ¬a-worlds to [K]. Thus, [K−a ] has more worlds than [K]

and this should be the case since contraction involves giving up a belief which can

be seen as losing information. The sentence a is now no longer a belief in [K−a ] as

[K−a ] 6⊆ [a]. Finally, in the case of revision of [K] by ¬a, the new information is

interpreted as saying the real world is a state where ¬a is true. Now, none of the
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worlds in [K] are ¬a-worlds as a is a belief. The only thing then to do is discard

the worlds in [K] completely and choose some of the ¬a-worlds for [K∗¬a].

We can see here that just like the expansion of a belief set K, the expansion of

a belief state [K] is straightforward whereas the contraction and revision of belief

states are just as complex as those for belief sets. For instance, in the contraction

of [K] by a, it is not clear which ¬a-worlds should be chosen to be incorporated

into [K]. Should it be one, some, or all of the ¬a-worlds? If it is some, which

worlds should make up the some? In Section 1.3, we saw how the revision of belief

sets can be defined in terms of contraction using the Levi Identity. For the possible

worlds approach, we can do the same. In order to revise the belief state [K] by a

disbelief ¬a, we first contract [K] by a to get [K−a ]. Now ¬a is a non-belief in [K−a ]

because some but not all worlds in [K−a ] are ¬a-worlds. The revised belief state

[K∗¬a] is then simply [K−a ] ∩ [¬a]. This process is analogous to the Levi Identity,

and as done previously we will focus on contraction.

In the contraction of a belief state [K] by a, the question is how to determine

the ¬a-worlds to be added to [K] in order to get [K−a ]. As for belief sets, we will

assume there is a selection mechanism but this time not picking out maximal belief

sets but possible worlds. Let γ[K] be a selection mechanism such that γ[K]([¬a]) =

{ω : ω ∈ [¬a] }, i.e. γ[¬a]([¬a]) is a subset of ¬a-worlds. So, γ[K]([¬a]) picks out

¬a-worlds that we are going to add to [K]. Assume that γ[K]([¬a]) consists of

exactly one ¬a-world, say ω. Thus, [K−a ] = [K] ∪ {ω}. Now to revise [K] by ¬a,

we take [K−a ]∩ [¬a] and so [K∗¬a] consists of exactly of one world, namely ω. Given

a single possible world, we can determine whether a sentence is true or false in

that world. So if the belief state of an agent has only one world, it means that

the agent has an opinion about every sentence. Selecting one world from [¬a] is

reminiscent of maxichoice contraction and there is good reason for that. It turns

out that adding a single world from [¬a] to [K] in order to construct [K−a ] is the

same thing as selecting one element from K ⊥ a. Recall that K ⊥ a is the set of

all maximal subsets of K in which a is not included. In other words, choosing one

maximal subset corresponds to [K−a ] having only one ¬a-world.25

25To see why this is the case consider a maximal subset K ′. We know K ′ ⊆ K, which means
[K] ⊆ [K ′]. Assume for reductio that there are two worlds ω1 and ω2 from [¬a] that are in [K ′].
Now there must be some sentence b that is true in ω1 but false in ω2. a cannot be true in [K ′]
because [K ′] contains two ¬a-worlds and so [K ′] 6⊆ [a]. b cannot be true because of ω2 and so
[K ′] 6⊆ [b]. Similarly, for ¬b and ω1. Thus, we have a case where neither a∨ b is true or a∨¬b is
true, and we get a contradiction because recall from Section 1.4.3 that maximal belief sets must
contain either a ∨ b or a ∨ ¬b.
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Consider now that γ[K]([¬a]) = [¬a], i.e. all ¬a-worlds are selected. We get

[K−a ] = [K] ∪ [¬a], and [K∗¬a] = [K−a ] ∩ [¬a] = [¬a]. Recall that a sentence b is a

belief if and only if [K∗¬a] ⊆ [b]. Thus, the only beliefs that the agent has are the

sentence ¬a and all other sentences b that follow from ¬a. This coincides with

fullmeet contraction. The final thing left is when γ[K]([¬a]) ⊂ [¬a] and this, as

one expects, coincides with partial meet contraction.

1.5.1 System of Spheres

c(−a)

[K]

s2

s3

s1

[−a]

Figure 1.3: Grove’s System of Spheres: The spheres are [K], S1, S2, S3 and
Ω, which is represented by the rectangle. s1, s2 and s3 are bands of worlds
between two spheres. Thus, S1 = [K] ∪ s1, S2 = S1 ∪ s2 and so on. The most
plausible worlds are in the innermost sphere [K]. The dotted line demarcates
the ¬a-worlds from the a worlds. c(¬a) is the region consisting of the most

plausible ¬a worlds.

The next thing to ask is whether there is an analogue of transitive relational selec-

tion functions that was presented in Section 1.4.3? Instead of ordering maximal

belief sets, is there a way of ordering the possible worlds in [a] so that it can be

used for the contraction of belief state [K] by a? Indeed, such an approach was

considered in [Grove, 1988] where not only the a-worlds but all worlds in Ω are

ordered relative to [K]. A system of spheres centered on [K] is a collection S of

subsets of Ω such that:

(S1) S is totally ordered with respect to set inclusion, i.e. if V, U ∈ S, then V ⊆ U

or U ⊆ V .
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(S2) The smallest sphere in S is [K].

(S3) Ω ∈ S and hence is the largest sphere in S.

(S4) For any sentence a, if there is a sphere in S intersecting [a], then there is a

smallest sphere in S intersecting [a].

The intuition behind the system of spheres is that for two worlds ω1 and ω2, ω1 is

considered more plausible than ω2 if and only if the smallest sphere intersecting ω1

is a subset of the smallest sphere intersecting ω2. In Fig. 1.3 above, the smallest

sphere intersecting [¬a] is S2. We know that for a belief a, [K] ⊆ [a] and therefore

the smallest sphere intersecting [a] would be [K]. Condition (S1) says one can

always compare two worlds and determine which one is more plausible. Similarly

(S2) says the most plausible worlds are the worlds in [K], i.e. the most plausible

worlds are the worlds that the agents believes the real world could be in, and (S3)

says all worlds belong to some sphere. Finally, (S4) says for a sentence a, we can

always find a smallest sphere that contains an a-world. If a is inconsistent, i.e.

[a] = ∅, the smallest sphere is taken to be Ω.

Given a system of spheres centered on [K] and a belief a, let c(¬a) be the worlds in

the smallest sphere that intersects [¬a] (see Fig. 1.3 above). It has been shown in

[Grove, 1988] that if we define a revision function ∗ such that [K∗¬a] = c(¬a), then

∗ satisfies all eight revision postulates (K*1) - (K*8). Conversely, given a belief

set K and a revision operator ∗, it has been shown that there exists a system of

spheres centered on [K]. Similarly, with regards to contraction, it can be shown

that if a contraction function − is defined such that [K−a ] = [K] ∪ c(¬a), then −
satisfies all contraction postulates (K-1) - (K-8). The converse is also true. Thus,

there is an intimate connection between the revision and contraction of belief sets

and belief states using the transitive relational and system of spheres approach,

respectively.

1.6 Representing Uncertainty

When belief sets are used to model beliefs, an agent is uncertain about the truth

of a sentence if it is a non-belief. The bigger (smaller) the set of non-beliefs

(beliefs/disbeliefs) is, the more uncertain (certain) the agent is. Thus, if the set of

non-beliefs is empty then the agent has no uncertainty at all because it is certain
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about the truth of any sentence. When belief states are used, an agent is uncertain

about the possible worlds in [K]. As long as there is more than one world in [K],

the agent is uncertain about which world in [K] is the real world.26 The bigger

[K] is, the more uncertain the agent is. If there is only one world in [K], the agent

has no uncertainty about the real world.

In both belief sets and belief states, the objects that the agent is uncertain about,

namely non-beliefs and possible worlds, are lumped together into a single group

and there is no way of comparing the relative uncertainties between objects in

this group.27 They are in a sense all equal. For instance, consider the sentence

It is raining in Arica right now and its negation It is not raining in Arica right

now.28 If you are not sure whether it is raining or not in Arica, neither sentence

can be in your belief set K. They are both non-beliefs. However, if you are more

inclined to believe that it is raining in Arica right now than not, there is nothing

in beliefs sets that allows you to express this inclination. Similarly, in the possible

world case, [K] must consist both of worlds where It is raining in Arica right now

is true, and of worlds where It is not raining in Arica right now is true. Again,

there is no way to express that a possible world where it is raining in Arica is more

likely to be the real world than one where it is not. It is clear then that we must

enhance belief sets and belief states in an appropriate way so that it is possible to

account for the relative uncertainties of non-beliefs and possible worlds. So, how

might we go about this?

1.6.1 Probability over sentences

Let us look at sentences first. To each sentence in the language in L, assume that

the agent assigns a numerical value that reflects the relative uncertainty that it

26It is interesting to note that for belief sets, an agent is certain about the truth of the sentences
in K and therefore uncertainty lies outside the belief set K, whereas for belief states, the agent
is certain that no world outside [K] could be the real world and therefore the uncertainty lies in
[K].

27One may wonder whether having an epistemic entrenchment relation or a system of spheres
can somehow capture the relative uncertainties of sentences and worlds. An epistemic entrench-
ment relation � only tells us that non-beliefs are less epistemically entrenched than beliefs in
K (EE4) and there is nothing to tell us if one non-belief is more epistemically entrenched than
another, so it can’t be used to capture relative uncertainty between non-beliefs. If we have a
system of spheres, we know the worlds in [K] are considered the most plausible worlds but again
there is nothing to tell us if one world in [K] is more plausible that another in [K]. The system
of spheres is only helpful for worlds outside [K] but that is not what we are interested in.

28Arica in Chile is said to be the driest inhabited place on Earth.
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has towards that sentence. The higher the value, the more certain the agent is

that the sentence is true. Let this assignment be represented by a function P that

takes as input a sentence of L. P is called a probability function if it satisfies the

following conditions:29

(PS1) 0 ≤ P (a) ≤ 1 for any sentence a ∈ L.

(PS2) P (>) = 1, where > denotes a logical truth.

(PS3) For two sentences a and b, if a and b are logically disjoint, then P (a ∨ b) =

P (a) + P (b).

We will also refer to the probability function P as a probability distribution over

L and use the two interchangeably. P (a) is called the probability of a. The first

condition says the probability of any sentence is between 0 and 1. The second

condition says if the sentence is a logical truth it must be assigned a probability

of 1. For the third condition, let us first understand what we mean by logically

disjoint sentences. Two sentences a and b are logically disjoint if they cannot be

true at the same time.30 For example, consider two sentences a: Kado is in Sydney

and a′: Kado is in Melbourne. Both these sentences cannot be true at the same

time. So, the probability of Kado being in Sydney or Melbourne, P (a∨a′), is taken

as the probability of him being in Sydney, P (a), plus the probability of him being

in Melbourne, P (a′), i.e. P (a) + P (a′). Now let a′′ be Kado is in the Southern

Hemisphere. Accepting that Kado is in Sydney implies accepting that he is in the

Southern Hemisphere as well and so, a and a′′ cannot be logically disjoint. In this

case, it is not correct to take P (a∨a′′) to be P (a)+P (a′), as being in the Southern

Hemisphere subsumes the condition31 that he is in Melbourne. Rather, P (a ∨ a′′)
should be the same as P (a′′) in this case.

Given a belief set K, we will say that a probability function P is associated with

a belief set K if and only if every belief a in K is assigned a probability of one by

P , i.e. P (a) = 1.32 Since a is a belief, ¬a is a disbelief. It follows from conditions

29In [Stalnaker, 1970], a different set of axioms can be found that don’t rely on the notion of
logical disjointedness.

30Another way to say a and b are disjoint is to say that ¬a ∨ ¬b is a logical truth, i.e. it is
always the case that either a is false or b is false.

31By saying condition, we are starting to appeal to the semantics.
32This agrees with condition (PS2) since ideal doxastic agents have logical truth as beliefs and

P (>) = 1.
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(PS1)-(PS3) above that P (¬a) = 0.33 The only kind of sentence that has not yet

been ascribed a value by P are the non-beliefs. Since 0 and 1 have already been

allocated, we take that a non-belief b has a probability between but not including

0 and 1, i.e. 0 < P (b) < 1. Thus, given a probability function P over L, we can

determine all the beliefs in K as well as the disbeliefs, and the non-beliefs. There

is a small caveat to this association between belief sets and probability functions.

The set of sentences assigned a probability of 1 by P is called the top of P . So

given a probability function P , the belief set K is its top but P is not the only

probability function whose top is K. It is possible that there is another function

P ′ which has the same top. This is called the Non-uniqueness Problem and more

on this issue and on the suggestions to circumvent it can be found in [Lindström

and Rabinowicz, 1989]. Note that this problem arises because the assumption is

that we have in our hand a belief set K and then try to map it to a probability

function P . However, if we take probability functions as representing the epistemic

state of the agent, then P maps to a unique belief set K. We do not have to worry

about the non-uniqueness problem this way and this is the approach that I will be

taking. The main reason for using probability functions is to be able to represent

the relative uncertainties of the non-beliefs of an agent, and since the probability

of non-beliefs can be any real number between 0 and 1, we thus have a way of

doing this.

1.6.2 Probability over possible worlds

While it is convenient to talk about the probabilities of sentences, a more common

and perhaps more intuitive approach is to first assign probabilities to possible

worlds and then determine the probabilities of sentences. This approach comes

directly from probability theory whose mathematical underpinnings are based on

measure theory. Instead of mapping sentences, in the possible worlds case, the

mapping is from sets of possible worlds to a numerical value. More formally, let Ω

be a non-empty set of possible worlds and 2Ω be the power set of Ω.34 A function

P is called a probability function if:

33Let P (a) = 1. Now a ∨ ¬a is a logical truth. So, from (PS2), P (a ∨ ¬a) = 1. (PS3) says
P (a ∨ ¬a) = P (a) + P (¬a) = 1 + P (¬a). This means P (¬a) must be 0 as any other value for
P (¬a) will not satisfy condition (PS1).

34The power set is simply the set of all subsets of Ω. Eg. If Ω = {a, b}, then 2Ω =
{∅, {a}, {b}, {a, b}}.
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(PW1) 0 ≤ P (W ) ≤ 1 for any subset W ∈ 2Ω.

(PW2) P (Ω) = 1.

(PW3) P (W1∪W2) = P (W1)+P (W2), for allW1,W2 ∈ 2Ω such thatW1∩W2 = ∅.

We will also refer to P as a probability distribution over Ω. We can roughly think

of the probability here as telling us the certainty with which we can find the

real world in a particular set of worlds. The lower the probability of a subset of

worlds, the lower the chance of finding the real world in that subset. (PW1) says

any subset of Ω including the empty set, must be assigned a probability between 0

and 1. (PW2) says that the probability assigned to the set of all possible worlds,

Ω, is 1, i.e. it is certain that one of the worlds in this set is the real world. Finally,

(PW3) says if two subsets have no common elements (disjoint), then we may

take the probability of the union of W1 and W2 to be the sum of their individual

probabilities. Note that P (∅) = 0.35 These three conditions together are known

as Kolmogorov’s Axioms and they are reminiscent of conditions (PS1)-(PS3) in

the previous section. There is in fact a one to one correspondence between those

conditions. Sentences, as we know, correspond to subsets of possible worlds, so

(PW1) can be taken to say that the probability of a sentence must be between

0 and 1 which is exactly (PS1). Logical truths are true in all possible worlds so

they correspond to Ω, so (PW2) says logical truths have probability one which is

exactly (PS2). Finally, since two logically disjoint sentences, a and b cannot be

true in the same world, we get that [a]∩ [b] = ∅ and thus (PW3) and (PS3) say the

same thing. Another way of showing the correspondence between these conditions

is to show that if we have a probability function P over Ω, then a function P ′ over

L such that P ′(a) = P ([a]) is also a probability function and vice versa.36 Given

a probability function over the set of all worlds Ω, the probability of a sentence a

is then computed as:

P (a) =
∑

ω∈Ω, ω|=a

P (ω).

35Ω ∩ ∅ = ∅. From (PW2) and (PW3), P (Ω ∪ ∅) = P (Ω) + P (∅) = 1 + P (∅). Thus, from
(PW1), P (∅) = 0.

36Let a be any sentence and [a] be the set of a-worlds in Ω. Let P be a probability function
over 2Ω and P ′ be some function over L such that P ′(a) = P ([a]). Let us show that P ′ is also
a probability function. For any sentence a, it immediately follows that 0 ≤ P ′(a) ≤ 1 thus
satisfying (PS1). Let a be a logical truth which by definition is true in all possible worlds, i.e.
[a] = Ω . So, P ′(a) = 1 which satisfies (PS2). Let a and a′ be logically disjoint. We know
P ′(a∨ a′) = P ([a∨ a′]). Since a and a′ are logically disjoint, it means there is no world in which
both of them are true, i.e. [a]∩ [a′] = ∅. So, [a∨a′] = [a]∪ [a′]. We get P ′(a∨a′) = P ([a]∪ [a′]) =
P ([a]) + P ([a′] = P ′(a) + P ′(a′) which satisfies (PS3). Thus P ′ is a probability function. The
converse can be shown similarly.
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It is easily seen that P (>) = 1 since > is true in every world and P (Ω) = 1. We

will also refer to P (ω) as the probability mass of ω.

1.6.3 A final word on probability and uncertainty

Two individuals may both believe their team will win the match tomorrow but

their degrees of belief in that outcome may be different. Therefore, any framework

that is considered for modelling the epistemic state of an agent is necessarily

subjective, i.e. it depends on the individual. If we use probability functions, then

we are subscribing to the so called subjective interpretation of probability. On the

other hand, the objective interpretation sees probability as being independent of

the individual. Clearly, probability functions allows us to represent the relative

uncertainty that we have in sentences but do we need do adhere to conditions

such as (PS1)-(PS3) or (PW1)-(PW3) at all? For instance, if there are only two

places, Melbourne and Sydney, someone could be, the probability of that person

being either in Melbourne or Sydney must be 1. What if instead we assigned a

probability greater than 1 thus violating (PS1)? According to an argument known

as the Dutch Book or Money Pump Argument [De Finetti, 1937, Ramsey, 1926],

it is possible to show that a series of bets can be made against the person who

violates the probability conditions such that he is guaranteed to lose money.37 This

give us one reason to adopt probability functions to represent epistemic states but

it is not without its criticism.38

There are other ways besides the probability functions we considered to model un-

certainty. The probability functions that we considered take unconditional prob-

abilities as basic or primitive. Conditional probabilities on the other hand are

37Assume there are two bets: a)pay $0.50 for a coin to land heads and win $1 or b)pay $0.6
for the coin to land tails and win $1. Now assume you take on both bets, so that you invest
$1.10. It doesn’t matter if it comes up heads or tails, you will lose $0.10. The argument is that
a rational agent takes on a bet only if she thinks the bet is fair and this in turn reflects the
agent’s degree of belief that the event is going to happen. So, betting on heads reflects that you
believe the probability it lands heads will be 0.5. Now, because you took on both bets, you have
assigned a total probability of more than 1 to the coin landing heads or tails. This violates the
axioms of probability and whenever you do this, bets can be made so that you are guaranteed
to lose money like the above. No rational agent would ever take such a bet so they would never
violate the axioms of probability.

38For an introduction to the philosophical treatment of probability including its interpretations
and criticism, see the works in [Hájek, 2012][Lyon, 2009].
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probabilities of a sentence or a set of worlds given some evidence39 and are com-

puted from unconditional probabilities. However, this is subject to the condition

that the evidence has non-zero probability. This requirement causes certain prob-

lems which have led some to consider conditional probabilities as being the more

primitive [Hájek, 2011]. Axiomatizations based on conditional probabilities such as

Reyni’s Axioms are therefore available as alternatives. Finally, besides probabil-

ity, there are other formalisms for representing uncertainty such Dempster-Shafer

belief functions [Shafer et al., 1976], possibility measures [Dubois et al., 1994] and

ranking functions [Spohn, 1988]. An excellent survey of these formalisms including

probability measures can be found in [Halpern, 2005].

1.7 Probabilistic Belief Change

In this section, we look at the probabilistic counterparts of the belief change op-

erators for belief sets that was presented in Section 1.2. For the remainder of

the thesis, we will work with a belief state P that is represented by a probability

distribution over the set of all possible worlds Ω. In probabilistic belief change,

given a belief state P , we are interested in a new belief state P ′ that is the result

of expanding, revising or contracting P by a sentence a, and which is also a prob-

ability function. We will let K be the top of P . The worlds in [K] are exactly the

worlds which have non-zero probability assigned by P . The input for the belief

change process is still a sentence a but since we know [a], i.e. the set of worlds in

which a is true, we will interpret the input as saying the real world must be an

a-world.

1.7.1 Operations on Probabilistic Belief States

Probabilistic Belief Expansion is the operation by which a non-belief a in belief

state P is accepted as a belief in a new belief state P+
a , i.e. 0 < P (a) < 1 and

P+
a (a) = 1. Some of the worlds in [K] must be a-worlds so that P (a) > 0. The

new information a tells us that the real world is an a-world so the logical thing to

do is to eliminate the ¬a-worlds from [K] and keep only the a-worlds. However,

what are we going to do with the probability mass of the ¬a-worlds in [K]? One

39Evidence simply refers to other sentences or other sets of possible worlds.
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way is to distribute the mass of the ¬a-worlds equally amongst the a-worlds in

[K]. It turns out we can do just that with the following equation:

P+
a (W ) =

P (W ∩ [a])

P ([a])

for each W ∈ 2Ω. Thus, only worlds in [K] that are also a-worlds will have non-

zero probability assigned by P+
a .40 The equation above is called the ratio formula

and this way of updating P to a new belief state is called Bayesian conditioning

or simply conditioning. It turns out that P+
a obtained this way is a probability

function. Furthermore, conditioning allows a belief in P to remain a belief in P+
a ,

i.e. if P (b) = 1, then P+
a (b) = 1, thus preserving its status and adhering to the

principle of informational economy. These properties make a strong case for the use

of conditioning as the right belief expansion operator to use for probabilistic belief

states.41 Thus, similar to expansion for belief sets, we have here a constructive

definition for probabilistic belief expansion.

Probabilistic Belief Revision is the operation by which a disbelief a in belief state P

becomes a belief in a new belief state P ∗a , i.e. P (a) = 0 and P ∗a (a) = 1. [K] consists

of only ¬a-worlds but the new information a requires that the new belief state P ∗a

assign probability mass only to a-worlds so that P ∗a (¬a) = 0. The problem here is

more complicated than expansion since we must first identify which a-worlds get

non-zero probability mass and secondly, determine how probability mass from the

[K] worlds is to be distributed among those a-worlds we identified. It is important

to note here that conditioning will not work here. The denominator in the ratio

formula is P ([a]) which is 0, and the formula becomes undefined.

Probabilistic Belief Contraction turns a belief a in belief state P into a non-belief

in a new belief state P−a , i.e. P (a) = 1 and 0 < P−a (a) < 1. [K] consists of only a-

worlds whereas the new information a requires that the new belief state P−a assign

probability mass to both a and ¬a-worlds. The problem we face here is similar to

that of revision. We must first identify which ¬a-worlds get non-zero probability

mass and secondly, determine how probability mass from the [K] worlds is to be

distributed among those ¬a-worlds.

40Take any element W of 2Ω that contains no a-worlds. This also includes all subsets of [K]
with no a-worlds. W ∩ [a] = ∅ and since P (∅) = 0, P (W ) = 0. Now, there could also be a-worlds
that are not in [K]. Let Φ be the set of those worlds. It is easy to see that for every W in 2Φ,
P (W ∩ [a]) = 0 as P (W ) = 0.

41However, not all agree with this. For instance, see [Voorbraak, 1999]
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The situation we have here is analogous to those of belief sets in Section 1.2.

We already have a constructive way of performing probabilistic belief expansion

via conditioning and as we’ve seen it has many desirable properties. On the

other hand, there is no clear cut way of constructing contraction and revision

functions. It should also be mentioned that postulates for probabilistic revision

and contraction similar to the AGM postulates also exist. They, along with further

discussions on ways to construct probabilistic revision and contraction functions,

will be presented in later chapters.

1.7.2 Counterparts to the Levi and Harper Identities

We conclude this short survey of belief change by briefly mentioning the proba-

bilistic counterparts of the Levi and Harper Identity that were presented in Section

1.3. Let us begin with the Levi Identity. The reasoning here is similar to those

of belief sets. Consider revision first. Assume ¬a is a belief in P . To be able

to accept a, we first contract ¬a from P to get P−¬a. Since a is now no longer

inconsistent with P−¬a, we may simple expand P−¬a by a to get P ∗a . The equation

below captures this intuition:

P ∗a = (P−¬a)
+
a .

The contraction of P by a to get the new belief state P−a can be viewed as the

mixture of the original belief state P and the belief state P ∗¬a that is the result of

revising P by ¬a. The mixture takes a portion of P and P ∗¬a, and these portions

are determined by a mixing factor, ε. Thus, for all sentences x in the language

under consideration and some ε, 0 ≤ ε < 1:

P−a (x) = ε · P (x) + (1− ε) · P ∗¬a(x),

We will often write the mixture as P−a = PεP ∗¬a. The belief state P−a has as

its beliefs all the beliefs that are common to P and P ∗¬a as long as 0 < ε < 1.42

Thus, the mixture above can be seen as the probabilistic counterpart of the Harper

Identity in belief sets. Since the contraction of P defined this way is sensitive to

42 Let a be a belief in P . [K] and [K∗¬a] are the worlds with non-zero mass assigned by P
and P ∗¬a. For any belief b that is common to both P and P ∗¬a, it must be that [K] ⊆ [b] and
[K∗¬a] ⊆ [b] in order that P (b) = 1 and P ∗¬a(b) = 1. It follows then that [K]∪ [K∗¬a] ⊆ [b] . Since,
0 < ε < 1, the set of worlds [K−a ] assigned non-zero mass by P−a is exactly [K] ∪ [K∗¬a], and it
follows that P−a (b) = 1.
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ε, this kind of contraction is called the ε-contraction of P .43 The ε-contraction of

P is central to this thesis and we will have more to say about it later on. We now

look at the problems related to probabilistic belief change that are addressed in

this thesis.

1.8 Research Contribution

In belief change, the revision and contraction of belief sets have attracted much

attention from researchers and they continue to do so. It is less so for belief change

in the case of probabilistic belief states except for belief expansion or conditioning,

which has gained much prominence due to the popularity of Bayesian Networks

[Pearl, 2014]. This thesis falls under the probabilistic camp and it is hoped that the

three chapters that follow can make a small contribution to the field. The chapters

are related to one another but in order to make them somewhat independently

readable, some presentation matters from earlier chapters are repeated in later

chapters when required. Central to this thesis is the probabilistic counterpart of

the Harper Identity, where the contracted belief state is obtained as the mixture

of the original belief state P and the belief state P ∗¬a that is the result of revising

P by ¬a. More specifically, P−a = PεP ∗¬a, where ε is the mixing factor. From

a functional point of view, the role of ε is clear. It determines how much of the

original belief state P to retain. ε has been interpreted in [Gärdenfors, 1988] as

a measure of the degree of closeness to the beliefs in P . This view is in line with

the extreme cases. When ε = 1, contraction fails, indicating the agent totally

closes up her mind and keeps its belief state unchanged. On the other hand, when

ε = 0, contraction is reduced to revision by ¬a and the agent is totally open

to accepting P ∗¬a as its new belief state. In the non-extreme cases 0 < ε < 1,

the agent opens up its mind partially and is willing to part only with a certain

proportion of her belief state. However, many questions about ε remain open.

What exactly is ε? How does ε obtain its value and how does one justify that

value? To the best of our knowledge, there is not much work in the literature

addressing such questions. The little there is just a remark made in passing in

[Gärdenfors, 1988] which we mentioned above. In this thesis, we try to develop a

better understanding of each component in the mixture PεP ∗¬a. Chapters 2 and

3 are dedicated to understanding ε, and in Chapter 4 different ways to construct

43In [Gärdenfors, 1988], a is used instead of ε and the mixture is called a-contraction.
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P ∗¬a are considered. Chapter 5 concludes the thesis and discusses some future work

that could be pursued. The following sections present a brief summary of and the

motivation behind Chapters 2, 3, and 4.

1.8.1 The mixing factor and the Kullback-Leibler Diver-

gence

Probabilistic belief states contain information. There is information not only about

what the beliefs, disbeliefs and non-beliefs are, but also information about the

probabilities (relative uncertainties) of the non-beliefs. Consider the contraction

of a belief state P by a to get a new belief state P−a . In keeping with the principle

of informational economy, we would like to lose as little information as possible

when going from P to P−a . Not only do we want to keep as many beliefs as

possible but also preserve the probabilities of the non-beliefs as best we can. In

information theory, the Kullback-Leibler (KL) divergence [Kullback and Leibler,

1951] measures the amount of information lost when going from one probability

distribution to the other. Thus, choosing a probability function for P−a that has

the smallest Kullback-Leibler divergence seems the most rational thing to do. This

is called the Principle of Minimum Cross-Entropy. Consider the ε-contraction of

P . We know ε is some kind of measure of closeness to beliefs in P . If ε is larger

than 0.5, the closer P−a is to P where as if it is smaller than 0.5, the closer P−a is

to P ∗¬a.
44

Given that both ε and the KL divergence invoke notions of closeness, it is inter-

esting to investigate what the relation between the two exactly is. There are two

main results in this chapter. Intuitively, P−a depends on P ∗¬a, thus different prob-

ability functions for P ∗¬a will produce different probability functions for P−a with

probably different KL divergence. Hence, some probability functions for P−a will

be preferred to others. However, we show that once ε is fixed, the KL divergence

of P−a from P is given by ln(1
ε
). This is somewhat surprising since it seems to

suggest that any probability function used for P ∗¬a to obtain P−a is equally good.

We also provide a much needed justification as to why P must be scaled uniformly

by ε. It turns out that any other (non-uniform) way of scaling P will result in the

contracted belief state P−a having a larger KL divergence.

44We say closer since a larger proportion of either P or P ∗¬a is being used in the mixture.
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1.8.2 Two Interpretations of the mixing factor

Technically, ε is the mixing factor determining the portion of P and P ∗¬a to be

used in the mixture P−a = PεP ∗¬a. However, a pressing question that requires our

attention is how ε comes to obtains its value? Gärdenfors himself has nothing to

say about it except that ε is a measure of closeness to the beliefs in P but it is

difficult to understand what he really means. In the contracted belief state P−a ,

the probability of a, which has just lost its status as a belief is ε, i.e. P−a (a) = ε.

This leads one to wonder whether the belief a itself somehow influences the value

of ε. In other words, ε may be sensitive to the input a that we wish to contract

from P . Assuming ε is sensitive to the input a, the question then is what are the

origins of this sensitivity?

One viable candidate could be the epistemic entrenchment of the input a. The

rationale is that the more epistemically entrenched a is, the more it resists change,

and thus, the final probability assigned to it by P−a should be in some kind of

proportion to its epistemic entrenchment. There is a problem however. Epistemic

entrenchment is only a relational ordering between beliefs and as we don’t have

numbers, it doesn’t help us in computing the value of ε. To circumvent this

problem, we will see how a well known connection between epistemic entrenchment

and the Grove’s system of spheres can be used to define the epistemic rank of a

sentence which can then be used to compute ε.

We also consider an alternate way of interpreting ε in this chapter. This time the

hint is provided by Gärdenfors himself when he says that P−a can be viewed as a

compromise between the belief states P and P ∗a , and this immediately conjures up

an image of two individuals involved in an argument and trying to reach some sort

of agreement. The ε-contraction of P is envisioned as a situation where an agent

X with a belief state P and a belief a is being challenged by another agent Y with

belief state P ∗¬a to drop his belief in a and accept ¬a instead. By using some basic

ideas from argumentation theory, we show how X and Y can form valid arguments

in order to participate in a argumentation process. The end result of this process

is a value for ε that is determined by the winner of the argumentation process.
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1.8.3 Revision via Imaging

In Chapter 4, we shift our focus from ε to the P ∗¬a, which is the other important

component in the mixture P−a = PεP ∗¬a. As we’ve said previously, P ∗¬a represents

the belief state obtained after the revision of P by ¬a. The question we are

interested in is how to go about constructing P ∗¬a? Note that P doesn’t assign any

non-zero probability mass to ¬a worlds since a is a belief while P ∗¬a doesn’t assign

any non-zero probability mass to a worlds. There are two aspects to constructing

P ∗¬a. First, we must identify in some rational way the ¬a-worlds that are to have

non-zero probability mass. Once we’ve done that we must figure out how the non-

zero probability mass from the a-worlds are distributed amongst the identified

¬a-worlds.

The approach we take is based on the idea that for each world in the belief state,

there is a world in the set of all possible worlds that is most similar to it called

its image.45 In order to capture the notion of similarity, we assume that there is a

pseudo-distance function that returns the distance between two worlds. Thus, the

smaller the distance between two worlds, the more similar they are. Based on this

distance function, we propose three ways of identifying the ¬a-worlds along with

how these worlds receive probability mass from the a-worlds. We also show that

any belief state P ∗¬a obtained using the three ways is guaranteed to be a probability

function and in addition they have some nice properties.

45Imaging was first introduced by David Lewis in his work on the probability of conditional
sentences [Lewis, 1976].
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The mixing factor and the

Kullback-Leibler divergence

2.1 Introduction

Cognitive agents use new information to form beliefs, and change, or even discard,

existing beliefs. In AI, the field of belief change [Alchourrón et al., 1985] studies

how a rational agent’s set of beliefs, represented as sentences, may change when

a piece of new information is acquired. It is convenient to view beliefs probabilis-

tically when a finer grain of uncertainty is desired. The belief state of an agent

is then represented by a probability distribution. The two main operations that

are employed to represent change in a belief state are contraction and revision.

Contraction removes sentences that are beliefs whereas revision accommodates in-

formation that is possibly inconsistent with existing beliefs. The results of both

these operations are (usually) new belief states.

One of the main guiding principles in belief change is that of minimal information

loss which says that in the process of belief change the loss of information should be

minimised. As belief states are probability distributions, researchers have resorted

to the principle of minimum cross-entropy from information theory which is a

technique that minimizes relative information loss (entropy) and thus provides

a way of selecting new belief states. The principle of minimum cross-entropy is

based on the Kullback-Leibler divergence which can be seen as a measure of the

similarity between two probability distributions.

33
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Following [Gärdenfors, 1988], we will represent the contracted belief state P−a as

the ε-mixture of two states: the original belief state P , and the resultant state P ∗¬a

of revising P by ¬a. The factor ε determines the proportion of P and P ∗¬a to be

used in this process. ε has been interpreted in [Gärdenfors, 1988] as a measure of

the degree of closeness to the beliefs in P but it is not exactly clear what is meant

by that. To get a better understanding of ε, it is interesting then to see whether

it is related to the Kullback-Leibler divergence as both are concerned with the

notion of closeness.

In this chapter, we study the relation between ε and the Kullback-Leibler di-

vergence between the original belief state P and the contracted belief state P−a

obtained via the ε-mixture. The main contribution in this chapter is a simple but

somewhat surprising result that the value of the Kullback-Leibler divergence can

be solely determined by ε. This chapter also contains a much needed justification

for why the mixing factor ε must be used in a uniform fashion by showing that the

minimal divergence of P−a from P is achieved only when uniformity is respected.

2.2 Prelminaries

In what follows, L represents a propositional language consisting of a finite set of

propositional atoms along with the standard logical connectives ∧, ∨, ¬ and →.

The background logic represented by the provability relation ` is taken to be the

classical logic. Lower case Roman letters like a and b represent sentences of L
and a set of sentences is represented by upper case Roman letters such as A. An

interpretation or a possible world over L is a function from the set of propositional

atoms to {0, 1}. A model of a sentence x is an interpretation that satisfies x, and

by [x] we represent the set of all such models of x. Lower case Greek letters like α

and β denote worlds, ω⊥ the absurd world where every sentence holds, upper case

Greek letters denote sets of worlds and Ω the set of all worlds. Given the finitary

nature of L, the belief set of an agent can be represented as a single sentence.

The letters k and K are reserved to represent the belief content of an agent when

represented as a sentence, and when represented as a set of sentences respectively.

In the probabilistic setup, a belief state may be represented as a probability func-

tion which is as a distribution of probability mass over all the possible worlds in Ω,
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and the probability of a sentence a is the sum of the mass assigned to its models.

More formally,

Definition 2.1. A belief state is a probability distribution P over Ω such that

P (ω) ≥ 0 for all ω ∈ Ω, and
∑

ω∈Ω P (ω) = 1, with the proviso that either

P (ω⊥) = 0 or P (ω⊥) = 1.1 In the latter case, the probability function P is called

the absurd belief state, and denoted by P⊥.

Given P and a sentence a, the probability of a should be equal to the sum of the

probabilities of the worlds where a is true. Thus, for instance, P⊥(a) = 1 for all

sentence a.

Definition 2.2. For all sentences a ∈ L:

P (a) =
∑

ω∈Ω, ω|=a

P (ω).

Beliefs in this set up are full beliefs, propositions to which the epistemic agent

assigns the full probability, 1. Given a probability function P and its associated

belief content k, a sentence a is said to be consistent with k (or with P , by

extension) if P (a) > 0. If P (a) is 1, then the sentence is accepted/believed and

is called a belief. If P (a) is 0, the sentence is rejected/disbelieved and is called a

disbelief. For all other cases, a is called a non-belief. The set of sentences assigned

a probability of 1 by P is called the top of P . The belief set associated with P is

denoted as K and is the top of P . The set of worlds assigned non-zero probability

mass by P is [K]. We also use [k] to refer to it sometimes since [k] = [K].

2.3 Probabilistic Belief Revision and Probabilis-

tic Belief Contraction

The two belief change operations we are interested in are probabilistic belief revi-

sion and probabilistic belief contraction. They are denoted by ∗ and − respectively.

Belief revision provides a mechanism for accommodating belief contravening infor-

mation while retaining consistency if the new information is self-consistent. Thus,

a belief becomes a disbelief as a result. Let P be the current belief state of an

1It is also possible to define a probability distribution over L. See Section 1.6.



Chapter 2. The mixing factor and the Kullback-Leibler divergence 36

agent with P (a) = 0, i.e. P (¬a) = 1. Upon receiving word that a is true, the agent

revises P by a to transform P to a new belief state represented by P ∗a such that

P ∗a (a) = 1 and P ∗a (¬a) = 0. In the case of belief contraction, an existing belief a

is discarded/suspended and thus its status is reduced to that of a non-belief. The

contraction of P by a is represented by the new belief state P−a . Thus, P (a) = 1

but 0 < P−a (a) < 1. Revision and contraction are functions that map belief states

and input sentences to belief states. Thus, given the set of all belief states P and

and the language (set of all sentences) L, ∗ : P× L → P and − : P× L → P.

2.3.1 The postulates

We expect that when we revise a belief state P by a, the revision function *, should

produce a belief state P ∗a such that P ∗a (a) = 1. This property of a revision function

along with several others comprise the set of rationality postulates proposed in

[Gärdenfors, 1986, 1988] for probabilistic belief revision. They are analogous to

the AGM revision postulates for belief sets presented in Section 1.4. Given a belief

state P with P (a) = 0, the following are the probabilistic revision postulates :

(P ∗1) P ∗a is a probability function.

(P ∗2) P ∗a (a) = 1.

(P ∗3) ` a↔ b, then P ∗a = P ∗b

(P ∗4) P ∗a 6= P⊥ iff not ` ¬a.

(P ∗5) If P (a) > 0, then P ∗a = P+
a .

(P ∗1) says the result of revision must be a probability function, i.e. it obeys the

axioms of probability. (P ∗2) says the new information a must be accepted as a

belief in the new belief state P ∗a . (P ∗3) says logically equivalent sentences produce

the same revised belief states. (P ∗4) says if one tries to accept a contradiction as

a belief, the resulting belief state will be the absurd belief state P⊥. Recall that

a sentence b is consistent with P if P (b) > 0. (P ∗5) says if the new information

a one receives is consistent with one’s beliefs, then the outcome of revising P by

a should be the same as conditioning P by a. (P ∗1) - (P ∗5) are called the basic

postulates for revision. There is also an additional postulate:
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(P ∗6) If P ∗a (b) > 0, then P ∗a∧b = (P ∗a )+
b .

After revising P by a, if b is consistent with P ∗a , then in order to accept b as a

belief, we simply conditionalize P ∗a by b since conditioning preserves all the current

beliefs.2 (P ∗6) says this result should be the same as revising P by the composite

belief a ∧ b.

Similarly, for probabilistic belief contraction, given a belief state P with P (a) = 1,

the following postulates are also proposed in [Gärdenfors, 1986, 1988]:

(P−1) P−a is a probability function.

(P−2) P−a (a) < 1 iff not ` a.

(P−3) If ` a↔ b, then P−a = P−b .

(P−4) If P (a) < 1, then P−a = P .

(P−5) If P (a) = 1, then (P−a )+
a = P .3

(P−1) and (P−3) are similar to (P ∗1) and (P ∗3) respectively. (P−2) says you

can turn all beliefs except ones that are logical truths into non-beliefs. (P−4)

says that the belief state remains unchanged if you try to contract it by a sen-

tence that is already a non-belief. There is nothing controversial about postulates

(P−1) − (P−4) except for (P−5) named Recovery. It captures the intuition that

all the information lost in the process of giving up a belief a should be regained by

reinstating a as a belief. It is a relatively controversial requirement, and discussion

of it can be found, for instance, in [Hansson, 1991]. These are the basic postulates

for contraction.4

2.3.2 The semantics

The semantics of the revision and contraction of probabilistic belief states is given

by the movement of probabilities between the worlds in Ω. Let us consider revision

2See Section 1.7 for other properties.
3P+

a is simply Bayesian conditioning.
4There is an additional postulate (P−6): If P−a∧b(¬a) > 0, then P−a (c | ¬a) = P−a∧b(c | ¬a)

for all c. where P (x | y) is the conditional probability, i.e. P (x∧y)
P (y) . This postulate is not

included because it is the least intuitive. Essentially, it is a postulate requiring the probability
ratios amongst sentences that imply ¬a to be the same, i.e. P−a (c | ¬a) = P−a∧b(c | ¬a), if
P−a∧b(¬a) > 0.
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Figure 2.1: Semantics of probabilistic belief revision.

first. On the left side of Fig.2.1, the current belief state is P and it assigns

non-zero probability mass only to the worlds in [K], where K is the belief set

associated with P . The worlds in [K] along with the three solid dots make up

the a-worlds. Observe also that P (a) = 1. In order to revise P by ¬a, there are

two things to be done. We must first identify which ¬a-worlds are to receive non-

zero probability mass and secondly, how to distribute the entire mass from the

worlds in [K] amongst the identified ¬a-worlds. The right side of Fig.2.1 shows

the revised belief state P ∗¬a. Two ¬a-worlds have been identified and they receive

a probability mass of 0.66 and 0.34 respectively. Note that they sum up to 1. As

required, P ∗¬a(¬a) = 1 and P ∗¬a(a) = 0.

The semantics of contraction works in a similar way. The same belief state P is

shown on the left side of Fig.2.2 and as before P (a) = 1. In order to contract P by

a, we must again identify which ¬a worlds are to receive non-zero probability mass

but after that is done, we only distribute some and not the entire mass contained

in the [K] worlds amongst the identified ¬a-worlds. In Fig.2.2, each world in [K]

loses 40% of its mass for a total of 0.4. This mass is distributed amongst two

¬a-worlds, one receiving 0.16 and the other 0.24. We get P−a (a) = 0.6 which is

less than 1 as required.

2.4 Information Theory and Probabilistic Belief

Contraction

What makes one function suitable for probabilistic belief contraction compared

to another? To begin with, if we accept postulates P−1 − P−5 as we’ve done in
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Figure 2.2: Semantics of probabilistic belief contraction.

this thesis, then any contraction function must satisfy them and this constrains

the set of allowable probabilistic contraction functions. However, they do so only

weakly and more plausible methods are needed to help further narrow down the

potential candidates. As we’ve just seen, the first step in the contraction of P by

a involves identifying the ¬a-worlds that will gain some probability mass. From

Section 1.5.1, we know that each ¬a-world corresponds to one maximal subset of

K that doesn’t include a, and they are attractive because they preserve as many

beliefs as possible. We could choose just a single ¬a-world or all ¬a-worlds to

distribute the probability mass to, but this is highly undesirable as we can end up

believing/disbelieving everything or losing too many beliefs if revision is defined

via such contraction functions.5 This suggests contraction functions that avoid

these two extremes are preferable and provides us with another criteria to assess

probabilistic contraction functions.

While preserving as many of the old beliefs as possible is important, it is equally

important to try and preserve the uncertainties (probabilities) associated with the

non-beliefs. For instance, if b is a non-belief with probability between 0 and 1,

the contraction of P by a should keep the probability of b unchanged, however if

this cannot be avoided, the change should be as small as possible. The rationale

for this is that in contracting P by a, all we know is that a along with whatever

follows from it are no longer to retain their status as beliefs. We are not told

anything about b so when moving from one belief state to the other, the change in

the probability of b should be kept to a minimum. In other words, we should act

in accordance with Occam’s razor and minimize any assumptions that we might

5See fullmeet and maxichoice contraction functions in Section 1.4.3.
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make with respect to the probability of b.6 Since we are dealing with probabilistic

belief states, the probability of b is given by the sum of the probabilities of the

b-worlds. To keep the change in b’s probability to a minimum means to keep the

change in the probabilities of the b-worlds to a minimum. Of course, we must not

only do this for b but do it for the other non-beliefs as well. In order to address

this issue, we resort to some ideas from information theory.

Definition 2.3. Given a belief state P over the set of all possible worlds Ω, the

entropy of P is defined as:

H(P ) = −
∑
w∈Ω

P (ω) lnP (ω).7

The entropy of a belief state P is a measure of its uncertainty8 and it takes

into account the uncertainty of each of the possible worlds in Ω and, thereby the

uncertainties associated with the non-beliefs. In Definition 2.3 above, if P (ω) is 0

or 1, then P (ω) lnP (ω) is 0.9 With the notion of entropy in hand, we look at how

it may be used for probabilisitc belief contraction.

2.4.1 The Kullback-Leibler Divergence

Recall that we are interested in how an agent’s belief state is to be changed from

P to P−a . We would also like to preserve the probabilities associated with the

non-beliefs as best we can. Since entropy gives us a a way of measuring the

overall uncertainty in a belief state, what is needed now is a way of measuring

the relative change in entropy between two belief states. Such a measure already

exists in literature and is known as the Kullback-Leibler divergence [Kullback and

Leibler, 1951].

6Occam’s razor says that the better explanation is the one with the fewest assumptions. In
some sense, we are trying to explain why a has lost its status as a belief, but changing b’s
probability should not be used as part of the explanation for there is nothing to do with b as far
as we know.

7It is more common to define the entropy as the entropy of a random variable X. In our case,
if Ω = {ω1, . . . , ω|Ω|}, then X can be thought to takes on values 1, . . . , |Ω|.

8Information entropy was introduced in Shannon’s seminal work on information theory [Shan-
non, 1948].

9If P (ω) = 1, then ln 1 is 0. In fact, this would mean that agent is certain which world is the
real world and it would have an opinion about every sentence in the language L. If P (ω) is 0,
then 0 ln(0) is taken to be 0 as lim

P (ω)→0
P (ω) lnP (ω) = 0.
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Definition 2.4. Given two discrete probability distributions P and Q over the set

of possible worlds Ω, the Kullback-Leibler (KL) divergence of Q from P is defined

as:

DKL(P ‖ Q) =
∑
ω∈Ω

P (ω) ln

(
P (ω)

Q(ω)

)
.

Intuitively, the KL divergence measures the difference between two probability

distributions. If P is the real distribution then it measures how good an approx-

imation Q is of P or alternatively how close Q is to P . It can also be viewed as

measuring how much information is lost in moving from P to Q. Note that the

Kullback-Leibler divergence is defined only if Q(ω) = 0 implies P (ω) = 0, for all

ω. The following are some important properties of the KL divergence:

1. DKL(P ‖ Q) ≥ 0,

2. DKL(P ‖ Q) = 0 iff P (ω) = Q(ω) for all ω ∈ Ω, and

3. DKL(P ‖ Q) 6= DKL(Q ‖ P ).

The first property says that the KL divergence is always non-negative. The second

property says that the KL divergence between two distributions is 0 if and only

if the distributions are equal. The third property says that in general the KL

divergence is not symmetric. We will also adopt the convention that 0/0 = 0.

Example 2.1. Consider Table 2.1 where three probability distributions P , Q and

Q′ over the set of worlds Ω = ab, ab̄, āb, āb̄. Let us interpret P as the origi-

nal probability distribution and, Q and Q′ as distributions that are trying to ap-

proximate P . We would like to compute the KL divergence of Q and Q′ from

P to see which distribution is a better approximation of P . We can see that

DKL(P ‖ Q′) < DKL(P ‖ Q), and hence Q′ is closer or a better approximation of

P .

The KL divergence leads us to the principle of minimum cross-entropy (PME)

which says that in selecting a probability distribution for the new belief state

P−a , the agent should choose a probability distribution with the minimum KL di-

vergence from P . Thus, the KL divergence along with PME, provides us with

another way of selecting functions for probabilistic belief contraction. The use of

information theory for belief change is not new. For instance, in [Kern-Isberner,
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ω P (ω) Q(ω) Q′(ω)

ab 0.2 0.2 0.1

ab̄ 0.3 0.2 0.4

āb 0.4 0.2 0.3

āb̄ 0.1 0.4 0.1

DKL(P ‖ ·) 0 0.26 0.09

Table 2.1: Table showing the KL divergence of probability distributions Q
and Q′ from P . The divergence of Q from P , DKL(P ‖ Q) is 0.26 and the
divergence of Q′ from P , DKL(P ‖ Q′) is 0.09. This implies that Q′ is a better

approximation or is closer to P than Q.

2008] the author studies the problem of updating probabilistic conditional knowl-

edge bases based on a propositional language. This is further extended to deal

with relational languages in [Potyka et al., 2013] where as in [Ramachandran et al.,

2012], the problem of probabilistic belief contraction in a setting similar to ours

is considered. The common theme in all these works is the use of two important

ideas from information theory, namely the principle of maximum entropy [Jaynes,

1957] and the principle of minimum cross-entropy which was just presented.

2.5 The mixing factor and the KL divergence

We now turn to the main focus of this chapter. Rather than looking at contraction

directly, we assume that a revision function satisfying P ∗1−P ∗5 is already available

and take contraction to be defined via revision as follows:

Definition 2.5. [Gärdenfors, 1988] Given P with P (a) = 1, for all x ∈ L and

some ε, 0 ≤ ε < 1:

P−a (x) = ε · P (x) + (1− ε) · P ∗¬a(x).

Thus, P−a is a mixture of P and P ∗¬a, and is often also written as PεP ∗¬a. It

is understood that in the trivial case when a is not a belief, i.e. P (a) < 1, the

contraction is vacuously trivial, and this is achieved by setting ε = 1.10 Recall from

our previous discussion that the two things requried for the contraction of P by a

are to identify some ¬a-worlds and then determine how much non-zero probability

mass each world gets. In the mixture above, these two things are determined by

10This is in line with postulate (P−4).
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P ∗¬a. The following theorem guarantees that probabilistic contraction functions

obtained via Definition 2.5 satisfy the contraction postulates.

Theorem 2.6. [Gärdenfors, 1988] If a revision function satisfies P ∗1−P ∗5, then

the contraction function generated by Definition 2.5 satisfies P−1 − P−5, where

P ∗1− P ∗5 are probabilistic revision postulates.

In Defintion 2.5, what is intriguing about this equation is the role of ε. [Gärdenfors,

1988] interprets P−a in the definition above as “a compromise between the states

of belief represented by P and P ∗¬a, where ε is a measure of degree of closeness to

the beliefs in P .” This view of ε raises the question of whether it has any relation

to the KL divergence since both ε and the KL divergence deal with the notion of

closeness between belief states (probability distributions). Recall from Definition

2.4, that Q(ω) = 0 implies P (ω) = 0, where Q in this case is P−a . It is easy to show

that this condition is respected.11 We begin by presenting some simple results.

Observation 2.1. Given P , P ∗¬a and ε,

1. If ε = 1, then DLKL(P ‖ P−a ) = 0,

2. If 0 < ε < 1, then 0 < DLKL(P ‖ P−a ) <∞ and,

3. If ε = 0, then DLKL(P ‖ P−a ) is undefined, i.e. it is ∞.

When ε = 1, contraction does not change the beliefs, so there should be no di-

vergence. When ε = 0, contraction results in a drastic change of beliefs so the

divergence should be maximum.

Observation 2.2. Given P , P ∗¬a and ε, DLKL(P−a ‖ P ) is undefined, i.e. ∞.

One of the main things we are intersted in is to see if there is any relation between

ε and DKL(P ‖ P−a ). It turns out that the connection between the two is relatively

straightforward as shown by the following theorem:

Theorem 2.7. Let Ω be the set of all worlds and, P and P ∗¬a be probability distri-

butions over Ω where a is accepted as a belief in state P and P ∗¬a is obtained after

the revision of P by ¬a. Let P−a = PεP ∗¬a. Then, DLKL(P ‖ P−a ) = ln(1
ε
).

11We are interested in showing that in the ratio P (ω)

P−a (ω)
, if P−a (ω) = 0, then P (ω = 0) . We

may rewrite this ratio as: P (ω)

ε·P (ω)+(1−ε)·P−a (ω)
. The denominator is 0 iff both P (ω) and P−a (ω)

are 0. But, this means that the numerator is also 0. Thus, the condition is respected.
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Note that the claims made in Observation 2.1 agree with this theorem. When

ε = 1, we get ln(1
1
) = 0. At the other extreme, if ε = 0, ln(1

0
) is infinitely big.

Theorem 2.7 also offers a quick way of computing the KL divergence once one

knows what ε is.

Theorem 2.7 is at first glance a little surprising. Observe from Defintion 2.5 that

P−a is a function of the P , ε and P ∗¬a. Prima facie, this suggests that the KL

divergence of P−a from P will itself be a function of P , ε and P ∗¬a. However,

assuming we are given the old belief state P , the crucial factors really are ε and

P ∗¬a. Intuitively, this suggests that the best combination of the two should be

chosen in order to minimize the KL divergence and that the divergence of P−a

from P would also depend on both of them. But as Theorem 2.7 shows, the

divergence of P−a from P is fully determined by ε alone once we know what it is.

This is illustrated in Example 2.2 below.

Example 2.2. Let the language L and the corresponding set of possible worlds Ω

be generated from the atoms c, d and e. Let P be a probabilistic belief state such

that [k] = {ω ∈ Ω | P (ω) 6= 0} = {c̄de, cd̄e, cde} (see Table 2.2 below). Thus,

the belief content k is (c ∨ d) ∧ e. Let a ≡ (c ∧ ¬d) ∨ (d ∧ e), whereby k |= a,

i.e. a ∈ K. Let ∗1 and ∗2 be two distinct probabilistic revision functions and ¬a
be a belief in both P ∗1¬a and P ∗2¬a. Let ε = 0.1, and P−1

a and P−2
a be obtained from

Definition 2.5 using P , and P ∗1¬a and P ∗2¬a respectively. Using Definition 2.4, we get

D′KL(P ‖ P−1
a ) = D′KL(P ‖ P−2

a ) = 2.3026. This is exactly equal to ln(1
ε
) = 2.3026

which we previously derived.

ω [k] [a] P P ∗1¬a P−1
a P ∗2¬a P−2

a

c̄d̄ē 0 0.35 0.315 0 0

c̄d̄e 0 0 0 0.1 0.09

c̄dē 0 0.5 0.45 0.2 0.18

c̄de X X 0.25 0 0.025 0 0.025

cd̄ē X 0 0 0 0 0

cd̄e X X 0.4 0 0.04 0 0.04

cdē 0 0.15 0.135 0.7 0.63

cde X X 0.35 0 0.035 0 0.035

Table 2.2: Check marks under k and a show their models. Refer to Exam-
ple 2.2 for details.

This clash of Theorem 2.7 against our intuition can be resolved upon further

analaysis of Definition 2.4 of the KL divergence. The critical part in that definition



Chapter 2. The mixing factor and the Kullback-Leibler divergence 45

ω P P’ P”

ω1 0.2 0.02 0.01

ω2 0.3 0.03 0.06

ω3 0.5 0.05 0.03

ω4 0 0 0

Table 2.3: Two partial belief states P ′ and P ′′ that are obtained from P via
scaling by ε = 0.1. ε is applied uniformly to obtain P ′ and non-uniformly to

obtain P ′′. Note that the probabilities assigned by P ′ and P ′′ sum to ε.

is the ratio P (ω)
Q(ω)

, where Q is PεP ∗¬a. Note that this ratio is always zero whenever

P (ω) is 0. This happens exactly when P ∗¬a(ω) is not zero as P assigns non-zero

probability mass only to a-worlds and P ∗¬a only to ¬a-worlds. In other worlds,

P ∗¬a(ω) doesn’t really contribute to the KL divergence, and what really matters

then are the probabilities of the a-worlds and how they are scaled by ε.

The following corollary is a simple consequence of Theorem 2.7.

Corollary 2.8. Let belief state P , the mixing factor ε, belief a, and revision op-

erators ∗ and ∗′ be given. Let P−a = PεP ∗¬a and P−
′

a = PεP ∗
′
¬a. Then DLKL(P ‖

P−a ) = DLKL(P ‖ P−′a ).

We next look at the relation between the uniform scaling of probabilities and the

KL divergence. For ease of explanation, let P−a = Q+Q′, where Q is ε · P and Q′

is (1− ε) · P ∗¬a. Thus, DLKL(P ‖ P−a ) would be:

DLKL(P ‖ P−a ) =
∑
ω∈Ω

P (ω) ln

(
P (ω)

Q(ω) +Q′(ω)

)

In both cases Q and Q′ are obtained by scaling P and P ∗¬a uniformly and results in∑
ω∈Ω Q(ω) = ε and

∑
ω∈Ω Q

′(ω) = 1−ε. This raises an interesting question. Why

should Q and Q′ be obtained by uniform scaling? To make the idea of uniform

scaling clearer, consider Table 2.3. We obtain the partial distribution P ′ by taking

the probability of each world assigned by P and uniformly scaling it by ε. For

P ′′, each world is scaled by a different factor but the sum of the probability mass

in P ′′ still ε. What if we only adhere to the condition that
∑

ω∈Ω Q(ω) = ε and∑
ω∈Ω Q

′(ω) = 1− ε but not bother that they are obtained by scaling P and P ∗¬a

uniformly? Of course, we also require that Q(ω) 6= 0 iff P (ω) 6= 0, and similarly

for Q′ and P ∗¬a. Would the divergence DLKL(P ‖ P−a ) be less in this case when
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the scaling is non-uniform? A little reflection will show that in calculating the

DLKL(P ‖ P−a ), Q′ really has no influence. This is because in the ratio P (ω)
Q(ω)+Q′(ω)

when P (ω) 6= 0 or equivalently Q(ω) 6= 0, we have Q′(ω) = 0 and vice versa. This

means we only have to focus on the case where
∑

ω∈Ω Q(ω) = ε and Q 6= ε · P .

To help answer the question regarding DLKL(P ‖ P−a ), we first introduce the

following theorem from information theory:

Theorem 2.9. [Cover and Thomas, 1991, ln Sum Inequality] For positive num-

bers, a1, . . . , an and b1, . . . , bn,

n∑
i=1

ai ln

(
ai
bi

)
≥
( n∑

i=1

ai

)
ln

(∑n
i=1 ai∑n
i=1 bi

)

with equality iff for all i, ai
bi

= constant.

A bit of work and the application of Theorem 2.9 gives us the following theorem:

Theorem 2.10. Given P , P ∗¬a, and ε, let [k] be the set of worlds such that P (ω) >

0 and
∑

ω∈[k] P (ω) = 1. Let Q be such that a)
∑

ω∈Ω Q(ω) = ε, b) Q(ω) 6= ε ·P (ω)

for some ω ∈ [k],12 and c) Q(ω) 6= 0 iff P (ω) 6= 0. If P−a (ω) = ε · P (ω) + (1− ε) ·
P ∗¬a(ω) and P−

′
a (ω) = Q(ω) + (1− ε) · P ∗¬a(ω), then DLKL(P ‖ P−a ) < DLKL(P ‖

P−
′

a ).

Theorem 2.10 gives us the answer that we were seeking, namely, when constructing

P−a using Definition 2.5, scaling P uniformly is preferable since it will produce

a belief state P−a with the smallest divergence. In other words, when giving up

probabilities from the [k] worlds to the selected ¬a worlds, each world in [k] should

contribute an equal proportion of its probability mass so that the KL divergence

is minimized. This provides a much needed justification for the uniform scaling of

P as conceived by Gärdenfors.

2.6 Interim Discussion

In moving from a belief state P to a belief state P−a , which is the result of con-

tracting P by a, minimizing the change in the probabiities of the possible worlds

is important. An appropriate tool for measuring the overall change between two

12This is the same as saying it is not the case that Q(ω) = ε · P (ω) for all ω ∈ [k].
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belief states comes in the form of the KL divergence from information theory.

The smaller the KL divergence between two belief states, the smaller the change

between them.

The result of the contraction of P by a, P−a , can also be given by the ε-mixture of

the original state P and the revised belief state P ∗¬a. In this chapter, we examined

the connection between the KL diverence and ε, and it was shown that the KL

divergence of P−a from P can be simply computed as ln(1
ε
). This result is at first

slightly suprising but upon futher analysis, the outcome can be attributed to the

way the KL divergence is defined. In any case, the implication of this is that

neither P nor P ∗¬a plays any direct role in the determination of the KL divergence

of P−a from P . All that matters is the mixing factor ε. This raises an important

questions: how does ε obtains its value? This question has received little attention

in literature, and we take up this issue in the next chapter.

It should also be pointed out that we could have used distance measures other

than the KL divergence to measure the closeness between two belief states. For

instance, we could have used the probability distribution with the smallest Man-

hattan distance (City Block) from P to be the contracted belief state P−a . The

Manhattan distance dCB between two probability distributions P and Q is defined

as follows:

Definition 2.11 (Manhattan Distance).

dCB =
∑
ω∈Ω

|P (ω)−Q(ω)|.

We have the following result:

Theorem 2.12. Given P , P ∗−a and ε, the Manhattan distance between P and P−a

is 2 · (1− ε), where P−a = PεP ∗¬a.

As we can see, the Manhattan distance is given by 2 · (1 − ε). The interesting

thing to note here is that ε is again the only factor that affects the Manhattan

distance just like in the case for the KL divergence. Neither P nor P ∗¬a feature in

the formula. This reasserts the importance of trying to understand how ε gets its

value.

Finally, we also looked at the ramifications of not scaling P uniformly by ε to

obtain P−a . It was shown that any non-uniform scaling will result in a belief state
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P−a that has a bigger KL divergence from P compared to one obtained by uniform

scaling. Thus, uniform scaling guarantees that the belief state P−a obtained in

such a way preserves the most amount of uncertainty.



Chapter 3

Two Interpretations of the mixing

factor

3.1 Introduction

We saw in the previous chapter that when a belief state is represented as a proba-

bility function P , the contracted belief state, P−a , is obtained by scaling P by the

mixing factor ε and P ∗¬a by 1− ε, where P ∗¬a is the belief state that is the result of

revising P by ¬a. We showed that the Kullback-Liebler (KL) divergence provides

a reasonable way of choosing a probability distribution for P−a and this serves as

a guarantee that P−a will be a belief state that preserves as much information as

possible about the uncertainty of the beliefs in P . We saw that the KL divergence

is solely determined by the mixing factor ε.1 But where does ε come from, i.e.

how does it obtain its value? To the best of our knowledge, there is no work in

the literature that deals with this question. Given the importance of ε’s role in

determining the KL divergence, this question deserves more attention than what

has been afforded to it and this is what we do next.

In this chapter, we look at two ways of interpreting and ultimately determining

the value of ε. Both draw on the notion that some beliefs are harder to give up

compared to others. The first way is to look at how epistemically entrenched

the belief to be removed is and then exploit it in some way to determine the

value of ε. The rationale behind this approach relies on the meaning of epistemic

1See Theorem 2.7 in Section 2.4.1.

49
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entrenchment. A belief a is said to be more epistemically entrenched than another

belief b if the agent is more reluctant to give up a compared to b. We know that

contraction takes a belief with probability 1 and turns it into a non-belief with

some non-zero probability less than 1. If an agent is more reluctant to give up

a compared to b, it is reasonable to expect that this reluctance should also be

reflected in the probabilities retained by a and b after giving them up as beliefs.

In other words, given a belief state P , if b is more epistemically entrenched than

a, then it should be that P−b (b) > P−a (a). We will see how this idea has a simple

connection with ε and can lead us to a way of computing its value. We call this

the entrenchment view of ε.

The second approach is based on the idea that the reluctance to give up a belief

could also be influenced by how strongly it is supported by other beliefs.2 The

stronger the support of a belief, the more reluctant we will be to give up that

belief. Assume there is an agent with belief state P and belief a. We imagine

that a dialogic process is going on between the agent and an adversary, the agent

defending its belief a and the adversary pushing for ¬a. A typical case would be

when there is some support for a, but the agent is prepared to open up its mind

and consider the adversary’s proposal. In this case the agent suspends the belief a

without disbelieving it altogether, retains a measure of probability depending on

how firmly it was defended in the first place. This is exactly what belief contraction

is. Hence, what we need is an argumentation framework that stipulates what the

allowed arguments are and the rules for the dialogic process. We propose such a

framework and show how it allows us to determine the value of ε. We call this the

probabilistic view of ε as the strength of the arguments will be derived from the

probabilities associated with the beliefs.

3.2 Preliminaries

Let L be a propositional language consisting of a finite, nonempty set of propo-

sitional variables (atoms) PS along with the standard logical connectives ∧, ∨,

¬ and →. The background logic represented by the provability relation ` is the

classical logic. Lower case Roman letters like a and b represent sentences of L and

a set of sentences is represented by upper case Roman letters like A and B. Given

2Here, beliefs refer both to full as well as partial beliefs, i.e. with probability less than 1.
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the finitary nature of L, the information content of an agent’s belief state can be

represented as a single sentence. The sentence k is reserved for this purpose. Al-

ternatively, K is reserved to represent the information content of an agent’s belief

state when it is represented as a set of sentences. An interpretation or a possible

world of L is a function from the set of propositional atoms to {0, 1}. A model

of a sentence x is an interpretation that satisfies x, by [x] we represent the set of

models of x and by |[x]| the number of models of x. We also say two sentences x

and y are equivalent, denoted as x ≡ y, if they have exactly the same set of models,

i.e [x] = [y]. By extension, A ≡ x iff
∧
A ≡ x. Lower case Greek letters like α

and β denote worlds, upper case Greek letters denote sets of worlds and Ω is the

set of all worlds. ω⊥ ∈ Ω, called the absurd world, is a special world where every

sentence holds. ω⊥ allows an agent to have inconsistent beliefs, i.e. it believes in

contradictions. The letter P is reserved for representing probability (distribution)

functions that assign a non-negative probability mass to each member of Ω such

that the total mass of Ω is 1, with the proviso that P (ω⊥) = 1 or P (ω⊥) = 0. Note

that if P (ω⊥) = 1, then all other worlds will have zero probability mass.3 The

probability of any sentence x ∈ L is the sum of the probability mass assigned by

P to its models.

Let P be a probability function over Ω representing the belief state. The belief

set K (mutatis mutandis, k) is the top of P , that is, the set of all sentences that

have a probability of 1. Given a probability function P and its associated belief

set K, a sentence a is said to be consistent with K (and, by extension, consistent

with P ) if P (a) > 0. If P (a) is 1, then the sentence a is a belief, if P (a) is 0, it is

a disbelief, and otherwise it is a non-belief.

A probabilistic contraction function maps a probability function, under a sentential

input, to another probability function. Contraction is the process by which a

sentence a that is initially a belief becomes a non-belief. Semantically, if the agent’s

belief state prior to the contraction is P , then P assigns non-zero probability mass

to the a-worlds but not to the ¬a-worlds whereas after contraction both a-worlds

and ¬a-worlds will have non-zero probability mass. We let P−a represent the

belief state obtained as a result of contracting belief a from P . [Gärdenfors, 1988]

proposed five basic postulates (P−1) − (P−5). The postulates are not presented

here but can be found in Section 2.3.

3To respect
∑
ω∈Ω P (ω) = 1 (Kolmogorov’s Second Axiom).
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3.3 Two views on the mixing factor

While it is possible to independently define contraction functions, we take revision

as the more basic belief change process and define contraction in terms of it. For

this work, it suffices to know that the revision of a belief state P by a sentence

¬a results in a new belief state P ∗¬a where ¬a is a belief and a is a disbelief, i.e.

P ∗¬a(a) = 0 and P ∗¬a(¬a) = 1. We restate the following defintion4 from Chapter 2

below which relates contraction with revision:

Definition 3.1. Given P with P (a) = 1, for all x ∈ L and some ε, 0 ≤ ε < 1:

P−a (x) = ε · P (x) + (1− ε) · P ∗¬a(x).

So, P−a is the ε-mixture of P and P ∗¬a. Often, the equation above is written as:

P−a = PεP ∗¬a. By K∗¬a and K−a , we denote the belief sets associated with P ∗¬a and

P−a respectively.

In [Gärdenfors, 1988], it is claimed that P−a in Definition 3.1 is “a compromise

between the states of belief represented by P and P ∗¬a, where ε is a measure of

degree of closeness to the beliefs in P .” It is not clear from this statement what

the nature of ε exactly is. Neither has there been any work that we know of which

explicitly discusses ε. Hence the nature of ε merits more discussion. First, is ε

sensitive to the input a in P−a ? More precisely, if the current belief state is P and

there are two beliefs b and b′ such that b 6≡ b′, should the value of ε be the same or

different while constructing P−b and P−b′ respectively? Consider the example below

for the purpose of illustration.

Let’s assume that John believes: b: Betty’s new car is green, and g:

grass is green. If someone raises doubt about the colour of Betty’s new

car, chances are that John, who always believed that Betty’s favourite

colour is red, will discard the belief b and the new probability he will

assign to it will be relatively low. On the other hand, if John were

to suspend the belief that grass is green, it is likely to be with much

reluctance that he will do so, and assign relatively high probability to

g.

4 See Definition 2.5.
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This example indicates that ε should be sensitive to the input. Indeed, Gärdenfors

himself has hinted support for it when he points out that P−a (a) = ε, which is easily

verified:

P−a (a) = ε · P (a) + (1− ε) · P ∗¬a(a)

= ε · 1 + (1− ε) · 0

= ε. (3.1)

So ε is the probability that an agent would assign to a belief just discarded. Pre-

sumably, a belief that an agent very reluctantly discards will retain a higher degree

of probability than one she happily discards. We may now ask whether there ex-

ists some sort of measure that could be used to represent John’s reluctance (or

willingness) to give up a belief as in the example above. One obvious candidate is

the epistemic entrenchment which is the degree of resistance of a belief to change.

The idea that ε is linked to the epistemic entrenchment of a belief being removed

is called the entrenchment view of ε and is presented next in Section 3.4. Another

candidate for modelling the reluctance to give up a belief comes from the idea that

if we have strong reasons to support our belief in something, it will be harder to

make us give it up. These reasons may be modelled as arguments and we explore

later how the strength of these arguments derived from probabilities can help us

in obtaining a value for ε. We call this the probabilistic view of ε. This is presented

in Section 3.5.

Before we begin the presentation of the two interpretations, we first classify a

belief state P as either being stable, unstable, or maximally stable. This will be

useful for the analysis of the two interpretations.

Definition 3.2. Given a belief state P , we say:

• P is stable iff P (ω⊥) = 0,

• P is unstable iff P (ω⊥) = 1 and,

• P is maximally stable iff P is stable and for all ω, P (ω) > 0, where ω 6= ω⊥.

Note that all maximally stable belief states are also stable but not all stable

belief states are maximally stable. When we refer to a belief state as stable, we

mean stable but not maximally stable unless otherwise noted. If P is unstable,

[K] = {ω⊥}. Thus contradictions form part of the belief set K and we will say
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K or P is inconsistent. If P is stable, then [K] ⊂ Ω and contingent sentences

form part of K. If P is maximally stable, then [K] = Ω and K only consists of

tautologies. In this case, P assigns non-zero probability mass to all worlds in Ω

except ω⊥. We will assume that the epistemic agent is not opinionated, that is,

there is at least one sentence in L that she neither believes nor disbelieves.5 This

is captured by the assumption that the agent’s beliefs allow at least three models,

i.e. |[K]| ≥ 3.6

Any sentence considered as a belief by an agent could be one of three types: a

tautology, a contradiction or a contingent sentence. The combination of different

types of belief states and beliefs give rise to what we call contraction scenarios

as shown in Table 3.1. The first step in our work is to identify which scenarios

are possible and which are not. This will help us to focus on what kind of belief

state and beliefs we should be looking out for. It is worth keeping in mind that

the semantic interpretation of revision of P by ¬a means none of the a worlds

will have non-zero probability mass assigned by P ∗¬a or in other words, the total

probability mass is completely contained within the ¬a worlds.

P a ¬a P ∗¬a

(S1) stable contingent contingent stable

(S2)* stable contra. tautology stable

(S3) stable tautology contra. unstable

(M1)* maximal contingent contingent stable

(M2)* maximal contra. tautology maximal

(M3) maximal tautology contra. unstable

(U1) unstable contingent contingent stable

(U2) unstable contra. tautology maximal

(U3)* unstable tautology contra. unstable

Table 3.1: Table showing different contraction scenarios according to the type of belief

state P , belief to be contracted a, its negation ¬a, and the revised belief state P ∗¬a that may

be used for contraction. * indicates the scenario is either not possible or uninteresting.

5An agent with a unstable belief state is opinionated since it believes in every sentence.
6It is 3 (not 2) to account for ω⊥ which is the model of any sentence.
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In Table 3.1,7 a represents a current belief that we desire to remove, and hence ¬a
is the sentence by which we must revise the belief state in the process. The cases

(S2, M1, M2) and (U3) need some discussion. (S2) is not “possible” since the

agent in a stable belief state does not have any contradictory beliefs to remove.

Similarly, in (M1) and (M2), an agent in a maximal belief states has only tautolog-

ical beliefs, and there are no contingent or contradictory beliefs to remove. As to

(U3), we stipulate that removal of a tautology from an unstable belief state leaves

it unchanged, that is contraction is not successful. The last column describes the

intermediate state P ∗¬a that the process is assumed to go through. Consider (S3)

for instance. We intend to remove a tautological belief a from a stable belief state

P . The negation of a tautology, ¬a, is a contradiction so the revised belief state

P ∗¬a will be unstable as this is the only state where contradictions are believed.

The five contraction scenarios that interest us are (S1), (S3), (M3), (U1) and

(U2). As we will show later, the latter four are limiting cases where ε takes on

extremal values.

3.4 Entrenchment view of the mixing factor

An epistemic entrenchment is a preorder � on all the sentences in a language L
such that for two sentences a and b, a � b means b is at least as epistemically

entrenched as a.8 The more highly entrenched a belief is the more reluctant an

agent is to discard it. Epistemic entrenchment serves primarily as an extra-logical

tool when having to choose between which beliefs to give up but here we want to

see how it can be used to obtain ε.

3.4.1 From entrenchment to a system of spheres

Consider an agent with belief state P and, beliefs a and b such that a � b. Let

P−a be PεaP
∗
¬a and P−b be PεbP

∗
¬b. Note that the mixing factors εa and εa are

fixed relative to the input. From Eqn. 3.1 above, it is clear that P−a (a) = εa and

P−b (b) = εb. In giving up either a or b, the amount of probability mass the agent

is willing to part with for b should not be more than that for a since a � b. It

follows then that P−a (a) ≤ P−b (b) or εa ≤ εb. This gives us the intuition but we

7We recall that by stable, we mean stable but not maximally stable belief states.
8More details about epistemic entrenchment be found in Section 1.4.3.
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still do not have a way of extracting the value of epsilon. The first hurdle we

face is that an epistemic entrenchment is a binary relation which only give us the

relative entrenchment of beliefs where as ε on the other hand is a numerical value.

To overcome this hurdle, we will characterize epistemic entrenchment semantically

.
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Figure 3.1: Grove’s system of spheres for a stable belief state: Semantics
for Epistemic Entrenchment. The inner most sphere [K] represents the set of
worlds considered most plausible by the agent and have an ordinal value of 0.
Let a be contingent sentence. The dotted area represents all ¬a-worlds except
ω⊥, and the shaded area represents the most plausible ¬a-worlds which is in the
band with an ordinal value of 2. Note that ω⊥ is the outermost world and all
other worlds are considered more plausible than it. See (R1) in the next page.

via Groves’ System of Spheres [Grove, 1988, Nayak, 1994]. First, we give a quick

overview of the system of spheres.9 A system of spheres as shown in Fig. 3.1

represents the relative plausibility of worlds in the set of all possible worlds Ω. Each

“solid” sphere may be viewed as consisting of a number of smaller spherical bands.

Each band in this system consists of subsets of worlds that are considered equally

plausible. The further out a band is from the centre, the less plausible the worlds

contained in it are. Thus, the innermost sphere [K] contains the most plausible

worlds. Ordinal values, 0, 1, 2, . . ., are used to denote the relative plausibility

of worlds in the bands. Thus, [K] being the set of most plausible worlds has

an ordinal value of 0. Now, it turns out that there is an interesting connection

between the system of spheres and epistemic entrenchment [Nayak, 1994, Peppas

and Williams, 1995]:

(ES) Given two consistent sentences a and b such that 6` a and 6` b,
a � b iff S¬a ⊆ S¬b,

9See Section 1.5.1 for more on the System of Spheres.
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Figure 3.2: System of spheres for Maximally Stable (left) and Unstable (right)
belief states. Let a be contingent sentence. For the maximally stable case, [K]
represented by the smallest sphere consists of all the worlds except ω⊥. All
worlds except ω⊥ are inside the sphere as required by (R1). For the unstable
case, [K] consists of only ω⊥ represented by the smallest sphere, which is con-
sidered the most plausible world. All other worlds are outside this sphere as

required by (R2).

where S¬a and S¬b are the innermost spheres intersecting [¬a] and [¬b] respectively.

Note also that if a ≺ b, i.e. a is strictly less epistemically entrenched than b, then

S¬a ⊂ S¬b.
10

Recall that we have identified three types of belief states: stable, unstable and

maximally stable. For technical reasons, we impose the following condition on a

system of spheres centered on [K]:

(R1) If a belief state is stable or maximally stable, the absurd world

ω⊥ is the only world in the outermost sphere, which is assigned an

ordinal value of ∞.

(R2) If a belief state is unstable, all worlds except ω⊥ are in the out-

ermost sphere.

The intuition behind (R1) is that if a belief state P is either stable or maximally

stable, your beliefs are either contingent sentences or tautologies so worlds that

entertain contradictions as beliefs should be considered the least plausible relative

to all other worlds. The value of ∞ as allows us to account for the extremal

cases when the value of ε is either 0 or 1. The system of spheres for maximal and

unstable belief states are shown on the left and right of Fig. 3.2 respectively. In

10Assume a ≺ b. It is still true that S¬a ⊆ S¬b. Now, assume for contradiction that S¬a 6⊂ S¬b.
This means S¬a = S¬b and thus it is true that S¬b ⊆ S¬a. From (ES), this implies b � a but
this cannot be as we said a ≺ b. This contradicts the assumption that S¬a 6⊂ S¬b .
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both cases, there are only two spheres, [K] and Ω. Recall that Ω is considered

the largest sphere. In the maximal case, [K] consists of all the worlds except

ω⊥ where as in the unstable case, [K] consists of only ω⊥, i.e. if you believe in

contradictions, then you consider ω⊥ the most plausible world as it is the only world

where contradictions are true. According to (R2), as far as the agent is concerned

all other worlds are equally implausible and so they belong to the outermost sphere.

3.4.2 Determining the mixing factor

(ES) along with (R1) and (R2) allow us to view an epistemic entrenchment rela-

tion, �, as inducing a system of spheres that is centered on [K]. Now in order

to determine how epistemically entrenched a belief a is, we look at the innermost

band that intersects [¬a]. In the Fig. 3.1 above, the innermost band has an ordi-

nal value of 2 which we assign to be the entrenchment rank of a and is denoted

as EE(a). Note that even though a is belief, i.e. P (a) = 1, it is still not maxi-

mally entrenched since EE(a) 6=∞. Observe also that any tautology is maximally

entrenched as EE(⊥) =∞.11

We would expect that epistemic entrenchment can help with the determination

of ε when contracting a belief a from P . Since we argued above that both ε and

epistemic entrenchment have to do with the reluctance to give up beliefs, it is

reasonable to assume that ε should be determined by EE(a). Given P and two

beliefs a and b, what we are then aiming for is a relation between ε on the one

hand, and EE(a) and EE(b) on the other that satisfies the following criteria. For

all beliefs a and b where P−a = PεaP
∗
¬a and P−b = PεbP

∗
¬b,

(EP-1) if EE(a) ≤ EE(b), then εa ≤ εb, and

(EP-2) 0 ≤ εa, εb ≤ 1.

We know that P−x (x) = ε, for any belief x in P . The first criteria says if belief a

is less epistemically entrenched than belief b, then when we contract a from P the

probability assigned to a should be less than the probability assigned to b when

we contract b from P . The following definition satisfies the criteria above:

11Strictly speaking Gärdenfors epistemic entrenchment is completely relational, and using
ordinals in this way is used for convenience only. Our approach may be taken to be closer to
Spohn’s degree of beliefs modelled via Ordinal Conditional Functions [Spohn, 1988].
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Definition 3.3. Given an epistemic entrenchment relation, �, and the corre-

sponding epistemic ranking function, EE(·):

εa = 1− 1

EE(a) + 1
,

where a is the belief to be contracted and EE(a) is the epistemic rank of a.12,13

It is easily seen that the more entrenched a belief is, the closer will be the value of

ε to 1 and the less entrenched a belief is, the closer ε will be to 0. Recall that the

five contraction scenarios that interest us are (S1), (S3), (M3), (U1) and (U2).

Thus, we must determine what the value of epsilon will be in each of these cases.

The following results will help us answer this question:

Proposition 3.4. Given a system of spheres satisfying (R1) where P is a stable

belief state, and a is a contingent belief, then 0 < EE(a) <∞.

Proposition 3.5. Given a system of spheres satisfying (R1) where P is a belief

state and a is a belief:

• if P is unstable, then εa = 0,

• if P is maximally stable, then εa = 1,

• if P is stable and a is a tautology, εa = 1,

• if P is stable and a is contingent, 0 < εa < 1.

where εa = 1− 1
EE(a)+1

.

In most cases, we will be dealing with stable belief states and the contraction of

contingent beliefs. Proposition 3.4 assures us that in such cases, for any contingent

belief a, EE(a) is well defined. We are now ready to look at the contraction

scenarios (S1), (S3), (M3), (U1) and (U2).

Let us start with (S3) where the current belief state P is stable and the belief a to

be removed is a tautology. Proposition 3.5 tell us that in this case ε = 1. Note that

12The 1 in the denominator of the fraction is required for making εa non-zero when we are
dealing with a stable belief state and a belief a to be contracted such that EE(a) = 1.

13We assume that a 6≡ k. The special case when the agent discards all that it believes will need
special treatment, and will digress us to the discussion of special forms of belief contraction such
as pick contraction and bunch contraction that are not directly relevant to the main contribution
of this paper.
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Belief State P Belief a ε

(S1) stable contingent (0,1)

(S3) stable tautology 1

(M3) maximal tautology 1

(U1) unstable contingent 0

(U2) unstable contradiction 0

Table 3.2: Contractions scenarios and the value of ε. P is the original belief
state and a a belief in P .

we have dropped the subscript a here as we know which belief is being contracted.

Thus, as P−a = ε ·P + (1− ε) ·P ∗¬a, we get P−a = P . This means the belief state P

remains as is and it makes sense because tautologies cannot be dropped as beliefs.

For (M3), the belief state P is maximal and again the belief to be removed is a

tautology. Proposition 3.5 tells us ε is 1 as desired and so P−a = P . In both (U2)

and (U3), the belief state is unstable and ε is 0 in both cases. So, (1− ε) = 1 and

P−a = P ∗¬a. Thus, we get revision and P−a becomes either stable or maximal (See

Table 3.1.). The most common case is that of (S1) where the belief state is stable

and the belief to be removed contingent. Here, ε is between 0 and 1 and a portion

of P and P ∗¬a are used to produce P−a . The result is summarized in Table 3.2.

A system of spheres based on an epistemic entrenchment relation offers a simple

way of determining ε. The procedure for computing ε and thereby obtaining P−a as

we’ve just seen is averse to producing inconsistent (unstable) belief states. When

necessary it will either maintain its status quo or move to a consistent belief state

and this is certainly an appealing feature.

On a final note, it is interesting to ask whether epistemic entrenchment is in

someway connected to probabilities. If so, then ε may possibly be computed

simply from the probabilities assigned by P . Thus, for two sentences, the one

with a lower probability can be taken to be the one less epistemically entrenched.

However, the problem with this reasoning is that all sentences of probability 1

should be maximally entrenched. According to [Gärdenfors, 1988], one should find

it harder to give up beliefs in natural laws than beliefs in single factual sentences.

Thus, the former is more epistemically entrenched than the latter even though

they may be both maximally probable. Indeed, as [Levi, 1983] notes,
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“It is tempting to correlate these grades of corrigibility with grades of

certainty or probability. According to the view I advocate, that would

be a mistake. All items in the initial corpus L which is to be contracted

are, from X’s point of view, certainly and infallibly true. They all bear

probability 1.”

What Levi describes as “grades of corrigibility” can be roughly seen as the degree

of epistemic entrenchment. So, statically speaking, the connection between proba-

bility and epistemic entrenchment is rather tenuous since only sentences with max-

imal probability have a nontrivial entrenchment ranking. However, our approach

indicates that the connection between probability and epistemic entrenchment is

dynamic in nature – epistemic entrenchment is a prime driver of the probability

assigned to non-beliefs. We now depart from the epistemic entrenchment view

of ε, and instead look at how ε might be determined from probabilities alone via

logical argumentation.

3.5 Probabilistic view of the mixing factor

In order to remind ourselves that we are dealing with arguments, henceforth I

will us the distinguished symbol h to talk about the belief we are interested in

removing. The idea behind the use of argumentation is very simple. Since P−h is

determined by P , P ∗¬h and ε, we can view belief contraction as a dialogue between

two agents X and Y with belief states P and P ∗¬h. X argues for h whereas Y
argues for ¬h and the goal is to reach a compromise which is represented by the

contracted belief state P−h . Thus, the input for a belief change process is not only

a naked piece of information – it is also accompanied by arguments to support it.

We will make the notion of arguments precise and show how X and Y can generate

arguments of different strengths. A simple protocol that X and Y use to exchange

arguments is proposed which culminates with the emergence of a winner, or of

winners if there is a tie. This result is then used to make an informed choice as to

what the value of ε should be.
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3.5.1 Argumentation Framework

While Pollock is widely considered to be the founder of formal argumentation

systems [Pollock, 1987], most current work on argumentation is based on the

abstract argumentation framework of [Dung, 1995]. There is a lot of literature on

abstract argumentation frameworks but for our purposes the basic definition of an

abstract argumentation system will suffice.

Definition 3.6. An abstract argumentation framework is a pair (A, R) where A
is a set of arguments and R is a binary relation over A (i.e., R ⊆ A×A).

ca b

Figure 3.3: An simple abstract argumentation framework where A = {a, b, c}
and R = {〈a, b〉, 〈b, c〉, 〈c, b〉}.

R is called the attack relation. We can view argumentation frameworks as a

digraph where the nodes are arguments and the directed edges represent the attack

relation. This is shown in Fig.3.3 where we have three arguments a, b and c.

Argument a attacks b, while b and c attack each other.

In abstract argumentation systems, the arguments are atomic and they have no

internal structure. Neither is it specified what an argument is or what it means

for one argument to attack another. For all practical purposes, abstract argu-

mentations systems must be instantiated by using a formal language to represent

knowledge, and exactly laying out the rules for how arguments are constructed

and when attack relations occur. The instantiation we work with is based on a

logical argumentation framework as found in [Amgoud and Cayrol, 1998, Amgoud

and Prade, 2004]. We also borrow ideas from [Hunter, 2013] where probabilistic

arguments are considered. We begin by defining what exaclty an argument is.

Definition 3.7. An argument is a pair (H, h) where h is a sentence of L, H ⊆ L
and, a) H is consistent, b) H ` h, c) there is no proper subset H ′ of H such that

H ′ ` h and, d) H 6= {h′}, where h′ ≡ h.

Example 3.1. Examples of valid arguments:
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{{p, p→ q}, q}
{{p ∨ q, p ∨ ¬q}, p}.

H is called the support of h. First, we need to make the notion of consistency clear

as in our framework we have the absurd world ω⊥. We will say H is consistent iff

[H] 6= {ω⊥}. Thus, an argument that has a contradiction as support is considered

invalid. Definition 3.7 is essentially the same as those in [Amgoud and Prade,

2004, Hunter, 2013] except that it imposes an extra condition (d). Thus, in our

framework, we refrain from arguments whose conclusion and support are logically

equivalent. Traditionally arguments of this sort are considered to be suffering

from the fallacy of petitio principii [Iacona and Marconi, 2005] – we accuse one of

this when we claim that they are begging the question, so to speak. An amusing

example of petitio principii in use is shown below:14

A: What a brain! And you know how to prove things, like the big

shots?

B: Yeah, I have a special method for that. Ask me to prove something

for you, something real hard.

A: All right, prove to me that giraffes go up in elevators.

B: Let’s see. Giraffes go up in elevators ... because they go up in

elevators.

A: Good, that was great! . . . Suppose I asked you to prove giraffes

don’t go up in elevators.

B: That’s easy. I just prove the same thing, but the other way around.”

Let A denote the set of all arguments that can be generated from L. Defeasibility

of arguments is captured by the following definition:

Definition 3.8. Let (H1, h1) and (H2, h2) be two arguments in A. Argument

(H1, h1) rebuts (H2, h2) iff h1 ≡ ¬h2, and (H1, h1) undercuts (H2, h2) iff h ≡ ¬h1

for some h ∈ H2.

Example 3.2. Let (H, h) be the argument {{p, p → ¬q},¬q}. The argument

{{r, r → q}, q} rebuts (H, h) whereas the {{r, r → ¬p},¬p} undercuts (H, h).

14This dialogue is from the play The Car Cemetry by the Spanish playwright Fernando Arra-
bal.
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Now we consider the strength of an argument. While undercuts and rebuttals

are tools for comparing arguments, it is also useful to quantify the strength of

arguments as this gives us an additional way to compare arguments. We assume

that the strength of an argument will be sensitive to the joint probability of its

premises. This is in line with the approaches taken in [Hunter, 2013, Skyrms, 1986].

In [Pollock, 1987, Prakken and Horty, 2012], the weakest link principle, that an

argument’s strength is the minimum of the strengths of the argument’s premises,

is endorsed as a way to determine an argument’s strength. Unfortunately, in using

probabilities to quantify uncertainty, one cannot assume that the probability of the

conclusion is equal to the minimum of the probability of its premises. For instance,

consider the belief state P in Table 3.3 below where Ω = {ab, ab̄, āb, āb̄}. Let (H, h)

be the argument {{a, a → b}, b}. We see that P (a) = 0.5, P (a → b) = 0.7 and

P (b) = 0.3. The minimum of the probability of the premises of (H, h) is 0.5 but

this is greater than P (b), the probability of the conclusion. This tells us that if we

take the strength of an argument to be the probability of the conclusion, we may

believe the argument is stronger than it actually is.

ω ab ab̄ āb āb̄

P 0.2 0.3 0.1 0.4

a X X

b X X

a→ b X X X

a ∧ a→ b X

Table 3.3: Checkmarks indicate the models of sentences. The probabilities of
the sentences are P (a) = 0.5, P (b) = 0.3, P (a→ b) = 0.7, P (a ∧ a→ b) = 0.2

However, for two sentences s and t it is true that P (s ∧ t) ≤ P (s) and P (s ∧
t) ≤ P (t). The probability of the conjunction of the premises P (a ∧ (a → b))

is 0.2. This is less than both P (a) and P (a → b). Since b follows from H,

P (b) ≥ P (a ∧ (a → b)). So the probability of the conjunction of the premises

cannot be greater than the probability of any conjunct and if we take that to be

strength of the argument,in some sense it conforms to the weakest link principle.

Thus, we have the following definition:

Definition 3.9. Given a probability distribution P and an argument (H, h) where

H = {h1, . . . , hn}, the strength of the argument is denoted as level(H, h) and is

given by the probability of the conjunction of its support P (h1 ∧ . . . ∧ hn).
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Example 3.3. Consider the argument {{a, a→ b}, b} again and Table 3.3 again.

The level of this argument is P (a ∧ a→ b) which we have just seen is 0.2.

Given a belief state P , we denote the set of arguments that can be generated

for a conclusion (belief) h as APh . The strength of each argument in APh can be

determined from P as in Definition 3.9. Next we define how one argument may

defend itself from another:

Definition 3.10. Let (H1, h1) and (H2, h2) be two arguments in A. If (H2, h2)

rebuts or undercuts (H1, h1), then (H1, h1) defends itself against (H2, h2) iff

level(H1, h1) ≥ level(H2, h2).

Example 3.4. Consider Table 3.3 and the two arguments (H1, h2) = {{a, a →
b}, b} and (H2, h2) = {{b, b → ¬a},¬a}. The (H2, h2) undercuts (H1, h2) but

(H1, h2) defends itself as level(H1, h1) = 0.2 is greater than level(H2, h2) = 0.1.

3.5.2 Contraction via Argumentation

We are now ready to present our framework for determining the value of ε. Assume

there is an agent X whose belief state is P and amongst other sentences has h

as one of its beliefs. Recall that the new belief state P−h of X after h has been

removed from its set of beliefs can be computed by the mixture PεP ∗¬h as given in

Definition 3.1. Though P ∗¬h represents the revision of X ’s belief state P by ¬h, it

is convenient for illustrative purposes to think of P ∗¬h as the belief state of another

agent Y . We now give the basic idea of the argumentation process and its role in

determining ε.

We imagine that X has been approached by Y to give up its belief in h. However, X
is reluctant to do so and an argumentation process ensues. Since h is the sentence

of interest, X equips itself with the set of arguments APh for h and similarly Y
with AP ∗¬h for ¬h.15 X and Y begin by presenting to each other their best possible

arguments. If X defends itself against Y ’s argument and Y can’t do the same,

then the situation favors X and P−h should be closer to X ’s belief state P . The

value assigned to ε should then reflect this. Should the situation favor Y , we must

again take this into account in determining ε. If however, there is a tie, i.e. both

X and Y defend against each other’s arguments, then the argumentation process

15We have abused notation here to improve readability and represented AP
∗
¬h
¬h as AP∗¬h.
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P h ¬h P ∗¬h

(S1) stable contingent contingent stable

(S3) stable tautology contra. unstable

(M3) maximal tautology contra. unstable

(U1) unstable contingent contingent stable

(U2) unstable contra. tautology maximal

Table 3.4: Contraction Scenarios. This is exactly the same as Table 3.1 but
presented here for ease of readability.

continues with the agents resorting to comparing the number of arguments that

they possess in order to break the tie. The details of the argumentation process

are presented later. For ease of readability, Table 3.1 from the previous section is

presented again as Table 3.4 showing only the relevant contraction scenarios.

Any belief state and belief in (S1), (S3), (M3), (U1) and (U2) belong to one of

five types: (T1)− (T5) that are shown in Table 3.5. This is useful as it will allows

us to learn about the existence and level of arguments in the various contraction

scenarios as shown in Proposition 3.11 below and summarized in Table 3.5 as

well. For instance for (S3), we need to consider only argument sets that can

be generated from (T2) and (T4). More specifically, in (T2) we only need to

consider arguments from stable belief states whose conclusion is a tautology and,

in (T4) arguments from unstable belief states whose conclusion is a contradiction.

Furthermore, arguments in T2 are of level 0, level 1 and level between 0 and 1 as

seen in Table 3.5.

Proposition 3.11. Given a belief state P and a belief h:

• if P is stable and h is contingent or a tautology, then there are arguments of

level 0, level 1 and level between 0 and 1 in APh ,

• if P is maximal and h is a tautology, then there are only arguments of level

between 0 and 1 in APh ,

• if P is unstable and h is a contradiction, then there are no arguments in APh ,

• If P is unstable and h is contingent or a tautology, then there are only

arguments of level 1 in APh .
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P h [0] (0, 1) [1]

(T1) stable contingent X X X

(T2) stable tautology X X X

(T3) max tautology × X ×
(T4) unstable contra. × × ×
(T5) unstable contingent × × X

Table 3.5: Table showing different belief states and the possible arguments
levels. The last three columns represent the possible level of arguments where
the closed set [0], [1] mean levels 0, 1 respectively and the open set (0, 1) means

level between 0 and 1.

Given an agent’s argument set APh , ideally we would not want an argument

(H, h) ∈ APh to be attacked by other arguments in APh . An argument that is

attacked should at least be able to defend itself. The next propositions offer us

this reassurance.

Proposition 3.12. Given a belief state P and a belief h, if:

• P is stable and h is contingent (T1) or,

• P is stable and h is a tautology (T2, T3) or,16

• P is unstable and h is a contradiction (T4) or,

• P is unstable and h is contingent (T5),

then there are no rebuts nor undercuts in APh .

We are interested in contraction scenarios (S1), (S3), (M3), (U1) and (U2). In

each scenario, there are two argument sets we are interested in: argument set

APh of X and AP ∗¬h of Y . An argumentation process will generally involve both

rebuttals and undercuts. However, as the following simple theorem shows APh and

AP ∗¬h do not have any undercutting arguments:

Theorem 3.13. For any (S1), (S3), (M3), (U1) or (U2), if (H, h) and (H ′,¬h)

are arguments in APh and AP ∗¬h respectively, then (H, h) and (H ′,¬h) only rebut

but do not undercut each other.

16Here, stable includes maximally stable belief states as well.
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Theorem 3.13 greatly simplifies the argumentation process as X and Y no longer

have to worry about their arguments being undercut by the other and we use this

feature to define when one argument set is preferred over the other simply based

on the strength of the arguments that they possess.

Definition 3.14. Two arguments (H, h) and (H ′, h′) are equivalent iff h ≡ h′ and

H ≡ H ′.

Example 3.5. Arguments ({p, p → q}, q) and ({p, ¬q → ¬p}, q) are equivalent

since p ∧ (p→ q) ≡ p ∧ (¬q → ¬p).

Definition 3.15. Given APh , by APh/∼, we denote the set of equivalence classes of

APh where each class consists of arguments of the same level.

Definition 3.16. Given APh/∼ and a ∈ APh/∼,

• level(a) is the level of a and,

• uniq(a) is the number of arguments unique upto logical equivalence in a,

• cP is the equivalence class of the highest level not equal to 1,

• if cP exists then best(APh/∼) = level(cP ) else best(APh/∼) = 0.

Example 3.6. Let PS = {a, b, c} and k ≡ a ∨ b → a ∧ b ∧ c̄. Thus, [k] =

{āb̄c̄, āb̄c, abc̄}. Let P (āb̄c̄) = 0.35, P (āb̄c) = 0.4, P (abc̄) = 0.25.17 Let h = a ↔ b.

Since [h] = [k]∪{abc} and P (h) = 1, h is a belief. Any argument (H, h) such that

[H] ⊂ [h] is a valid argument. However, only if [H]∩ [k] 6= ∅ will level(H, h) > 0.

It is clear that for any argument (H, h) with level 1, it must be that [k] ⊂ [H].

In this example, all arguments with level 1 must be equivalent to k, since [k] is

the largest proper subset of [h]. Thus, if a is the equivalence class in APh/∼ s.t.

level(a) = 1, then uniq(a) = 1. The next highest level possible for arguments is

0.75. For any argument (H, h) of level 0.75, it must be that either [H] = {āb̄c̄, āb̄c}
or [H] = {āb̄c̄, āb̄c, abc} as these are the only two subsets of [h] whose probabilities

sum to 0.75. Let a′ ∈ APh/∼ s.t. level(a) = 0.75, then cP = a′, uniq(cP ) = 2 and

best(APh/∼) = 0.75.

Definition 3.17. Given APh/∼ and AP ′h′/∼:

17Recall that only k-worlds have non-zero probabilities.
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Case I: APh and AP ′h′ are equally preferred ( APh ≈ AP
′

h′ ) iff best(APh/∼) =

best(AP ′h′/∼) and uniq(cP ) = uniq(cP
′
),

Case II: AP ′h′ is strictly preferred to APh (APh ≺ AP
′

h′ ) iff

a: best(APh/∼) < best(AP ′h′/∼) OR,

b: best(APh/∼) = best(AP ′h′/∼) and uniq(cP ) < uniq(cP
′
).

In Definition 3.16, best(APh/∼) returns the highest level amongst all equivalence

classes in APh/ ∼ that are not of level 1, and 0 if there is no such class. We

have adopted the view in Definition 3.17 that where possible the winner of an

argument should be the one who possesses stronger (higher level) arguments (II-

a). However, if two agents have arguments of the same strength, then the winner is

decided by counting the number of arguments (II-b). Thus, level(·) has precedence

over uniq(·). In [Amgoud and Prade, 2004], arguments with a small number of

formulas in the support are preferred in order to reduce the chances of being

undercut. However, as we do not have undercutting arguments (Theorem 3.13),

we do not differentiate between the arguments in cP or cP
′
. The reader will note

that in the definition of best(·), level 1 classes are ignored. Consider scenario (S1)

where both argument sets for X and Y are of type (T1) and thus always have level

1 arguments. This means preference over the arguments are determined using Case

II-b. It is easily seen then that there is no need to use a probabilistic belief state

in the first place as ties may be broken simply based on the number of models of

an argument. Thus to exploit probabilities, we refrain from classes of level one.

Finally, for the sake of simplicity, we focussed only on one equivalences class in

Definition 3.17 but it is certainly possible to take other classes into consideration.

3.5.3 Determining the mixing factor

Recall that the contracted belief state P−h will be constructed according to the

formula P−h = ε ·P + (1− ε) ·P ∗¬h. For each case in Definition 3.17, we justify and

show how ε is determined. If the argument sets of X and Y are equally preferred,

then the proportion of X and Y ’s belief state to be used for computing P−h should

be equal as shown below.

Case I: If APh ≈ AP
∗

¬h then ε = 0.5.
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Now if X ’s argument set is preferred to Y ’s, because its arguments are at a higher

level compared to Y ’s, then a greater proportion of X ’s belief state should be

“retained” in P−h . This proportion should depend on how much stronger X ’s

argument is and this is captured in Case II-a below. If X wins then ε > 0.5 and

if X loses, then ε < 0.5.

Case II-a: If APh 6≈ AP
∗

¬h, then:

ε =
best(APh/∼)

best(APh/∼) + best(AP ∗¬h/∼)
.

The final case is when X ’s argument set is preferred to Y ’s because it has more

arguments than Y even though their arguments are of the same level. It is tempt-

ing to normalize the number of arguments but this is not very desirable. Let

uniq(cP ) = 1 for X and uniq(cP
∗
) = 2 for Y . By normalizing uniq(cP ), we get

ε ≈ 0.33. ε becomes disproportionately skewed and a large proportion Y ’s be-

lief state will be used for P−h even though Y has only one more argument than

X . Instead, in such a case, we imagine that a losing agent (one with fewer ar-

guments) commits to retaining at most a certain proportion of its belief state,

represented by αmax which must be less than 0.5. At the same time, no matter

how many more arguments the winning agent has, the losing agent is determined

to retain a certain proportion of its belief state and this is represented by αmin,

where 0 < αmin < αmax. The actual proportion of the losing agent’s belief state to

be used in the mixture, α, will be between αmin and αmax, and depend on the dif-

ference, diff , between the number of arguments of the two agents. The minimum

value of diff will be 1 at which point we need α = αmax and for all other values of

diff , α < αmax. A desirable feature for α is for it to not jump too much between

small changes of diff , i.e. we would like it to decrease slowly towards αmin as diff

becomes bigger. A function for α that has these properties is the slowly decreasing

log function shown below:

Case II-b: If APh 6≈ AP
∗

¬h, let:

α =
1

ln(diff + δ)
+ αmin

where δ = e
1

αmax−αmin − 1 and diff = |uniq(cP )− uniq(cP ∗)|. 18

(i) If APh ≺ AP
∗

¬h, then ε = α, else

18e is Euler’s number. αmin is the horizontal asymptote.
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(ii) If AP ∗¬h ≺ APh , then ε = 1− α.

Finally, remember that ε is the proportion of X ’s belief state to keep. Therefore, if

X is the losing agent (IIb-i) then ε = α, whereas if X wins (IIb-ii) , then ε = 1−α.

3.5.4 Argumentation Scenarios

APh AP∗¬h best(APh/∼) best(AP∗¬h/∼) ε

(S1) (T1) (T1) [0,1] [0,1] (0,1)

(S3) (T2) (T4) (0,1) [0] 1

(M3) (T3 (T4) (0,1) [0] 1

(U1) (T5) (T1) [0] (0,1) 0

(U2) (T4) (T3) [0] (0,1) 0

Table 3.6: Contractions scenarios and the value of ε.

Table 3.6 shows the ε values of scenarios (S1), (S3), (M3), (U1) and (U2). The

reasoning behind the value of the latter four are similar and we discuss here only

(S3). (S1) is discussed separately. In (S3), X ’s argument set APh is of type (T2)

consisting of a stable belief state P and a tautological-belief h. X is challenged

by Y , whose belief state P ∗¬h is unstable and pushes for X to instead accept a

contradiction ¬h as a belief. From Table 3.5, we see that best(APh/∼) is some

non-zero number less than 1, where as best(AP∗¬h/∼) = 0 (see Definition 3.17).

Thus, AP∗¬h ≺ APh (Case II-a) and we get ε = 1. If X ’s belief state is stable or

maximally stable, and is challenged by Y whose belief state is unstable (as in cases

S3 and M3) then X wins outright and refuses to give up any of its beliefs and P−h

is the same as P . On the other hand, if X ’s belief state is unstable and Y with a

stable or maximally stable belief state challenges it (as in cases U1 and U2), then

Y wins outright and X is forced to give up all its beliefs. In the latter case, P−h

is simply P ∗¬h. The value of ε for (S1) is best illustrated by the Example 2 below.

In (S1), P and P ∗¬h are both stable, and beliefs h and ¬h are both contingent.

Example 3.7 (continued from Example 1). Recall that h = a ↔ b, uniq(cP ) =

2 and best(APh/ ∼) = 0.75. Let P ∗¬h be such that P ∗¬h(ābc̄) = 0.5, P ∗¬h(ābc) =

0.3, P ∗¬h(ab̄c̄) = 0.2. Note that P ∗¬h(h) = 0. By similar reasoning to Example 1,

we get uniq(cP
∗
¬h) = 2 and best(AP ∗¬h/∼) = 0.8. Since best(APh/∼) < best(AP ∗¬h/∼),
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APh ≺ AP
∗

¬h (Case II-a), and ε ≈ 0.75
0.75+0.8

≈ 0.48. Thus, P−h = 0.48P + 0.52P ∗¬h.

Consider now P ∗¬h(ābc̄) = 0.5, P ∗¬h(ābc) = 0.25, P ∗¬h(ab̄c̄) = 0.25, then best(APh/∼
) = best(AP ∗¬h/∼) = 0.75. However, uniq(cP

∗
¬h) = 4 > uniq(cP ). Thus APh ≺ AP

∗

¬h

(Case II-b). Let αmax = 0.49 and αmin = 0.1. We get diff = 2 , δ ≈ 11.99 and

α ≈ 0.48. Since APh ≺ AP
∗

¬h, we set ε = α ≈ 0.48 and P−h = 0.48P + 0.52P ∗¬h.

As we can see, (S1) is the only scenario where 0 < ε < 1 and neither X nor

Y are willing to give up all of their beliefs. In X ’s original belief state P , the

maximum level of support for ¬h is 0, where as in P−h , it has a maximum level of

1 − ε. It is interesting to note here that Table 3.6 above and Table 3.2 from the

previous section conincide on the values that ε attains in the different contraction

scenarios. For instance, in scenarios (S1), the value of ε is between 0 and 1 in

both the tables. The others can be verfied similarly. We used two distinct ways

to determine epsilon and it is reassuring to see that they agree on the values of

epsilon in the different scenarios. More comparisions of the two will be presented

in the discussion section that follows. This completes our presentation on the

probabilistic view of ε.

3.6 Interim Discussion

In this chapter, we provided two plausible ways of establishing the value of the

mixing factor ε that is used in the mixture for producing the contraction of a

belief state P by a belief a. Both ways were motivated by the fact that some

beliefs are harder to give up than others. The first way was based on the epistemic

entrenchment of beliefs and the other examined the support behind a belief which

led to a logical argumentation framework. Let us consider the two competing

views of ε in the context of the Kullback-Leibler divergence between the original

belief state P and contracted belief state P−a . Note that our results for the KL

divergence in Theorem 2.7 does not specify which of these two views that ε is

being interpreted under. That is, Theorem 2.7 may be interpreted under both

these views. We consider these two cases in a little more detail.

Let us look at the epistemic entrenchment view first. Consider two revision oper-

ators ∗ and ∗′. Presumably they are associated with two different entrenchment
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ranking functions.19 Let us further assume that both these ranking functions as-

sign the same rank to the belief a whereby the mixing factor ε is identical in both

the cases.20 Thus, given an initial belief state P , an existing belief a, the two

revision operators ∗, ∗′ and the mixing factor ε, we know from Corollary 2.8 that

the following holds: DLKL(P ‖ P−a ) = DLKL(P ‖ P−′a ), where P−a = PεP ∗¬a

and P−
′

a = PεP ∗
′
¬a. Since the states P−a and P−

′
a are both equally divergent from

the initial state P , they are equally attractive belief states to move to after the

contraction by a. Thus, according to the epistemic entrenchment view, ε is in-

dependent of different revisions of P by a as long as the presumed entrenchment

ranking functions assign equal rank to a. This is further confirmed by Proposition

3.5 where we saw the value of ε depended only on the original belief state P and

the kind of belief that was to be removed.

Let us now consider the probabilistic interpretation of ε. According to this view,

ε is a function of P , P ∗¬a and possibly some set of other parameters Θ. Differ-

ent revision operators ∗1, ∗2, . . . ∗ n will produce different probability functions

P ∗1¬a, P
∗2
¬a, . . . , P

∗n
¬a with possibly different values for ε. Accordingly we will obtain

different contracted states P−1
a , P−2

a , . . . , P−na . Since we know from Theorem 2.7

that DLKL(P ‖ P−a ) =
(

1
ε

)
, unlike the case of the epistemic entrenchment view,

some of the P−1
a , P−2

a , . . . , P−na are almost guaranteed to be preferable to others.

Thus, the probabilistic interpretation of ε leads to a more fine-grained account of

probabilistic belief contraction than the epistemic entrenchment interpretation.

The entrenchment view is based on a system of spheres which assumes a plausibility

ordering of the worlds in Ω. Assume that we contracted a from P to get the new

belief state P−a . Now, consider the contraction of P−a by a belief b to get a new

state (P−a )−b . We need a new plausibility ordering but we do not have access to

one. We cannot keep the old one because the center of the new system of spheres

should be centered around the worlds assigned non-zero probability by P−a ([K−a ]),

which is different from the old system of spheres. This is the general problem

of iterated belief change where we need to update not just the beliefs but the

entrenchment relation or the system of spheres. As we can see, the entrenchment

view is also susceptible to it. On the other hand, for the probabilistic view as

19Strictly speaking relations, but we make appropriate mental adjustments here.
20We note here in passing that even if a is assigned the same epistemic rank by the two ranking

functions, and hence the revised belief sets K∗¬a and K∗
′

¬a are the same, the revised probabilistic
states P ∗¬a and P ∗

′

¬a could be different. Support for this view can be obtained based on the
accounts of probabilistic belief revision developed in the next chapter.
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long as we have access to P ∗¬b and if it is a non-entrenchment based function, it is

possible to produce (P−a )−b . In the next chapter, we consider such a way.

It seems then that there is reason to prefer a probabilistic interpretation a epistemic

entrenchment interpretation of the mixing factor. Nonetheless, it remains to be

seen if the probabilistic interpretation of ε has the last word in this debate. We

suspect a more informative measure for belief revision such as provided in the

possibility theory Dubois et al. [1994] will be a strong contender. But that is a

topic for a future work.

In terms of work related to ours, the one in [Hunter, 2013] on probabilistic argu-

mentation frameworks is closely related to ours and it considers how two agents

that have arguments over two different probability distributions, Pi and Pj, may

combine their probability distributions to reflect their possibly conflicting views.

The combined probability distribution is defined as: Pi⊕j(A) = max(Pi(A), Pj(A)),

where A is any argument in A and Pi(A) is the level of the argument (Definition

3.9). However, it is also shown that Pi⊕j(A) will only be consistent iff Pi and

Pj do not diverge, which only occurs when Pi(ω) = Pj(ω), for all ω ∈ Ω. In all

the contractions scenarios that we considered in our work, P and P ∗¬h are fully

divergent since they do not agree on any models and using Pi⊕j(A) will result in

an inconsistent probability distribution which violates the first postulate (P−1)

for probabilistic belief contraction. Also, in [Amgoud and Prade, 2004], the main

focus is on two agents that use argumentation to negotiate over goals under a

possibilistic logic setting. In relation to belief revision, they define the revision of

a belief set by an argument (H, h) as a new belief where the argument is forced to

hold, i.e. with a possibility degree of 1. Since our work deals with contraction, we

do not fully accept arguments from AP ∗¬h except in scenarios (U1) and (U2) where

X ’s initial belief state is unstable.

Finally, it is worth noting that we considered a specific set of arguments all of whose

conclusion are either the sentence to be contracted or its negation, i.e. APh or AP ∗¬h.

However, the set of arguments may be expanded by considering other sentences as

conclusions as well which is another direction of research. Argumentation theory

offers an alternative way of accounting for and thinking about probabilistic belief

change in general, and this work is a first step in that direction.

Both the chapters so far have focussed exclusively on ε - the mixing factor. Ques-

tions about the other crucial component in the mixture, P ∗¬a, have deliberately
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been ignored and we’ve instead assumed that it is given to us. In the next chap-

ter, we drop this assumption and look at different ways that P ∗¬a could originate

based on the distance between possible worlds.



Chapter 4

Revision via Imaging

4.1 Introduction

The previous two chapters were dedicated to gaining a better understanding of the

mixing factor ε in the mixture PεP ∗¬a which is used to obtain the contracted belief

state P−a . Very little has been said about revised belief state P ∗¬a which had so

far been assumed to be given. In this chapter, we do away with that assumption

and look at ways of obtaining P ∗¬a given the original belief state P and the new

information a.

A cognitive agent, human or otherwise, needs access to an adequate mechanism

to appropriately change its beliefs when necessary. For instance, its response to a

perceived change in its environment (e.g., a cloudy sky) may include, among other

things (such as a propensity to carrying an umbrella when going out on a walk),

a fresh belief that it is going to rain. In general, this belief change mechanism

allows the agent to change its belief state given some received information. The

nature of this mechanism is sensitive to two major factors:

1. How the belief state of the agent is represented, and

2. What triggers the change in its beliefs.

As to the first issue, in the non-probabilistic tradition, a belief state is represented

by a set of one or more sentences representing the epistemic content of this state,

together with a selection mechanism that roughly indicates how deeply entrenched

76
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different beliefs are (and hence the “cost” of changing them). Alternatively, in

the probabilistic tradition, a belief state is represented by a probability function

which assigns probability 1 to exactly those sentences (propositions) that are fully

believed, 0 to those that are completely disbelieved, and an intermediate value to

others (partial beliefs). In either case, the belief change mechanism will map the

current belief state, given the input information, to a modified belief state of the

appropriate kind.

As to the second issue, if the received information indicates a change in the world

(i.e. the environment is dynamic), the belief change mechanism will behave in

one way, where as if the received information merely corrects (respectively com-

pensates) for some error (omission) in the current beliefs (in a possibly static

world), the belief change mechanism will behave very differently. The former kind

of change is called belief update, and the latter belief revision. The example that

follows may be used to motivate this difference. We note, however, that such

characterization of belief update is not entirely free of debate – it has been argued

that belief update has more to do with action progression than with a changing

environment [Lang, 2007].

Your family is embarking on a picnic trip. All you know at this point

is that Jack and Jill are occupying seats in different vehicles (SUV,

Sedan). You are still processing that last email from your boss before

leaving the house. Now consider the two scenarios:

(a) You ask Mary, “Where is Jack?”, and she informs you that Jack

is in the sedan. You still believe that the kids are in different

vehicles, and hence Jill must be in the SUV – your old belief that

they are in different vehicles is preserved.

(b) You ask Mary to ensure that Jack is seated in the Sedan, and Mary

goes out to do that. Knowing that Mary will do the needful, you

are no longer sure that the kids are in different vehicles. Your old

belief is no longer preserved.

Note that here the background belief state in each scenario is the same, as is the

received information (Jack is seated in the Sedan) which happens not to conflict

with the current beliefs. Yet the resultant belief states are different. Belief revision

is preservative; belief update is not.
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The preservative nature of belief revision lends relative simplicity to its represen-

tation when the received information does not conflict with the current beliefs. If

K is a set of beliefs, and a is the new information, then K+a = K∪{a} (possibly

subject to closure under logical consequences) can represent the resultant beliefs in

the non-probabilistic framework.1 This special case of belief revision is known by

its own name, belief expansion. In the probabilistic framework, similarly, P (· | a),

the result of conditioning the prior P by new information a, represents the result

of the revision if a is not disbelieved as per P , that is, if P (a) > 0.2 The nature

of the more general belief revision operation in the non-probabilistic framework

is also quite well studied, starting with the classic work [Alchourrón et al., 1985]

by the founders of the AGM framework3 Alchourrón, Gärdenfors and Makinson.

The semantics for this was originally provided by Grove using a preorder over

the worlds, conveniently represented as a system of spheres4 [Grove, 1988]. Simi-

lar generalisation of Bayesian conditioning to deal with received information with

zero prior however has proved to be rather stubborn, since the ratio principle has

no meaning when dealing with events with zero prior.

On the other hand, in a certain sense, treatment of belief update in the probabilis-

tic context precedes that in the non-probabilistic context. Lewis, in the context

of providing semantics for conditionals, distinguished conditional probability from

the probability of conditionals [Lewis, 1976]. While employing Bayesian condition-

ing for the former, he devised imaging based on similarity or closeness between

worlds to deal with the latter. To evaluate the probability of If kangaroos did

not have tails, they would topple over, one has to consider every possible world in

which kangaroos have tails, and move the probability associated with that world

to its closest counterpart world, image, in which kangaroos did not have tails.

Afterwards, summing up the mass associated with the worlds in which kanga-

roos topple over will give the probability of the conditional in question. Katsuno

and Mendelzon afterwards developed the classic account of non-probabilistic be-

lief update in a similar vein by associating with each world its own similarity (or

closeness) preorder [Katsuno and Mendelzon, 1991].5

1See Section 1.2.
2For more on conditioning, see Section 1.7.
3See AGM Model in Section 1.4.
4See Section 1.5.1.
5It is not quite clear if their work was influenced by Lewis’s work. The connection was first

pointed by Gärdenfors to the best of our knowledge (p.23, [Gärdenfors, 2003]).
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Gärdenfors attempted to combine the two notions, preservation and imaging, into

what is called preservative imaging as a means for probabilistic belief revision

[Gärdenfors, 1988]. However this approach is nonconstructive, and does not really

provide a way for performing probabilistic belief revision. In a recent work [Nayak,

2011], Nayak showed that despite the intuitive difference between belief update

and belief revision in the non-probabilistic context, revision may be viewed as a

special kind of update. In particular, revision of a body of beliefs K by a new piece

of information a can be obtained by updating by a a specific belief set K ′ that

contains K. In this chapter, we extend that idea and explore how probabilistic

belief revision can be performed by employing imaging on the models of K ′. We

propose three strategies towards this end, and show that each of them leads to a

proper probabilistic belief revision function.

We note that there are several related approaches to modelling beliefs and their dy-

namics employing belief functions [Shafer et al., 1976], possibilistic logic [Dubois

et al., 1994] and ranking functions [Spohn, 1988]. Boutilier has addressed the

problem of probabilistic belief revision employing Popper functions that take the

notion of conditional probability as primitive [Boutilier, 1995]. While Gärdenfors

views Bayesian conditioning (henceforth simply conditioning or conditionalization)

as a special case of probabilistic belief revision [Gärdenfors, 1988], it has been ar-

gued that these are indeed two very separate forms of belief change in [Voorbraak,

1999]. The approach taken in this chapter has instead been to to solve a simple

problem while staying close to the spirit of Gärdenfors’s approach to probabilistic

belief change.

4.2 Preliminaries

In what follows, we let L represent a propositional language consisting of a finite

set of propositional atoms along with the standard logical connectives ∧, ∨, ¬ and

→. We take the background logic represented by the provability relation ` to be

the classical logic. Lower case Roman letters like a and b represent sentences of L
and a set of sentences is represented by upper case Roman letters such as A. Given

the finitary nature of L, the belief set of an agent can be represented as a single

sentence. We reserve the sentence k to represent the belief content of an agent

when represented as a sentence, and K when represented as a set of sentences.

We will refer to k as the belief content and to K as a belief set. An interpretation
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or a possible world over L is a function from the set of propositional atoms to

{0, 1}. A model of a sentence x is an interpretation that satisfies x, and by [x] we

represent the set of all such models of x. Lower case Greek letters like α and β

denote worlds, ω⊥ the absurd world where every sentence holds, upper case Greek

letters denote sets of worlds and Ω the set of all worlds. We will use ∗ to represent

the belief revision operation and � to represent the belief update operation; thus

k ∗ a will represent the result of revising the beliefs k by the input information a,

and k � a the result of updating k by a.6

The rationality principles that constrain the construction of belief revision/update

operations are now common knowledge in the field. The AGM postulates for

revision were presented earlier in Section 1.4. For the sake of completeness, we

present here the KM postulates [Katsuno and Mendelzon, 1991] for belief update:7

(K � 1) k � a implies a.

(K � 2) If k implies a, then k � a is equivalent to k.

(K � 3) If both k and a are satisfiable, then k � a is also satisfiable.

(K � 4) If k ↔ k′ and a↔ a′, then k � a↔ k′ � a′.

(K � 5) (k � a) ∧ b implies k � (a ∧ b).

(K � 6) If k � a implies b and k � b implies a then k � a↔ k � b.

(K � 7) If k is complete then (k � a) ∧ (k � b) implies k � (a ∨ b).

(K � 8) (k ∨ k′) � a↔ (k � a) ∨ (k′ � a).

The postulates (K �1 - (K �5) correspond to the AGM revision postulates. (K �6)

says that if updating k by a guarantees b, and updating the same knowledge base

by b guarantees a, the two update operations have the same effect. Recall that

if k is complete, then any proposition or its negations follows from k, or in other

words there is only model for k. (K �7) says if k is complete and the same possible

world results from updating k with a or b, then this possible world must also result

6In previous chapters, we were working with belief sets represented using K and we denoted
the revision of K by a as K∗a . Here, we are using a slightly different notation as we are working
with the belief content k. We could have used k∗a but have chosen k ∗ a to keep in line with the
presentation style in [Katsuno and Mendelzon, 1991] who refer to k as a knowledge base.

7The KM postulate formulates for belief sets like the original AGM postulates can be found
in [Peppas, 2008].
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from updating k with a ∨ b. (K � 8) is called the disjunction rule and it serves to

guarantee that each model of k is considered independently.8 This is also reflected

in the semantics for update given below.

The semantics for standard belief revision and belief update are also well-known

[Alchourrón et al., 1985, Grove, 1988, Katsuno and Mendelzon, 1991]. We quickly

present them here:

Semantics of Revision: A global system of spheres, a total pre-order v[k],

also called a plausibility ranking, over Ω is assumed to be centred on the set of

worlds [k].9 The result of revising k by a piece of new information represented by

a sentence x is determined by the set of most plausible worlds where x holds:

[k ∗ x] = {ω ∈ [x] | ω v[k] ω
′ for all ω′ |= x}.

Semantics of Update:10 A number of local systems of spheres over Ω, one

centred on each world ω ∈ Ω are assumed. A system of spheres centred on a world

ω is represented by a total pre-order vω. One may take ω′ @ω ω′′ to mean that

from the vantage point of ω, the world ω′ is considered to be more plausible than

ω′′. The result of the update of k by x is determined by a big union, namely, that

of the sets of most plausible (from the perspective of each world ω ∈ [k]) worlds

in which x is true:

[k � x] =
⋃
ω∈[k]

{ω′ ∈ [x] | ω′ vω ω′′ for all ω′′ |= x}.

Probabilistic Belief States: In the probabilistic setup, a belief state may be

represented as a probability function which may be viewed as a distribution of

probability mass over all the possible worlds, and the probability of a sentence a is

the sum of the mass assigned to its models. A probability function is a probability

distribution P over Ω such that P (ω) ≥ 0 for all ω ∈ Ω, and
∑

ω∈Ω P (ω) = 1,

with the proviso that either P (ω⊥) = 0 or P (ω⊥) = 1. In the latter case, the

8Any logical formula can be written in disjunctive normal form (DNF). Thus, it is possible
to write k as a DNF.

9A total preorder is a binary relation that is reflective, transitive and total. On occasion we
will drop the subscript [k] when no confusion is imminent.

10The semantics of update we provide is based on minimal change as in the KM-paradigm
[Katsuno and Mendelzon, 1991]. This approach is not without criticism; see, for instance, [Herzig
and Rifi, 1999].
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probability function P is called the absurd probability function, and denoted by

P⊥. Given P and a sentence a, the probability of a should be equal to the sum

of the probabilities of the worlds where a is true. Thus, for instance, P⊥(a) = 1

for all sentence a. More formally, for all sentence a ∈ L: P (a) =
∑

ω∈Ω, ω|=a P (ω).

Beliefs in this set up are full beliefs, propositions to which the epistemic agent

assigns the full probability, 1. [k] represents the set of worlds assigned non-zero

probability by P . Given a probability function P and its associated belief content

k, a sentence a is said to be consistent with k (or with P , by extension) if P (a) > 0.

If P (a) is 1, then the sentence is accepted/believed and if P (a) is 0, the sentence

is rejected/disbelieved.

4.3 Probabilistic Belief Revision

The signature of a probability revision function is given as:

A probabilistic revision function ∗ is a mapping from the set P of all

probability functions and the language (set of all sentences) L to P,

i.e. ∗: P ×L → P.

The revision of a probability function P by a sentence a is denoted P ∗a . A special

case of probabilistic belief revision, called probabilistic belief expansion, denoted

by +, is simply taken to be Bayesian conditioning when the evidence is not belief-

contravening: P+
a (·) is equated with P (·|a) for every sentence a with non-zero

prior, and with P⊥ if P (a) = 0. Analogous to the standard revision postulates,

Gärdenfors proposed six rationality postulates [Gärdenfors, 1988] for probabilistic

belief revision:

(P ∗1) P ∗a is a probability function.

(P ∗2) P ∗a (a) = 1.

(P ∗3) ` a↔ b, then P ∗a = P ∗b

(P ∗4) P ∗a 6= P⊥ iff not ` ¬a.

(P ∗5) If P (a) > 0, then P ∗a = P+
a .
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(P ∗6) If P ∗a (b) > 0, then P ∗a∧b = (P ∗a )+
b .

These postulates were presented in Section 2.3 are easily motivated by appealing

to the rationality postulates of belief revision, with (P ∗6) being the joint analogue

of the two supplementary AGM revision postulates. Postulate (P ∗5) identifies

probabilistic revision with conditioning when the evidence has non-zero prior. Of

particular interest is (P ∗2) which corresponds to the Success postulate – that

revision is always successful, and hence after a is accepted, its probability must

equal 1. This postulate has interesting consequences when a is inconsistent with

k: while the prior P (a) = 0, the posterior P ∗a (a) = 1. Clearly probabilistic

revision cannot in general be equated with conditioning. We consider postulates

(P ∗1)−(P ∗4) to be the basic postulates for probabilistic revision, and (P ∗5)−(P ∗6)

the supplementary postulates.

In conditionalization, when k undergoes revision by a, worlds in which a is false

are assigned zero probability mass and the probabilities of the worlds where a is

true are proportionally blown up (normalized) so that they sum up to 1. The

normalisation works just fine when a is consistent with P , i.e. P (a) > 0, however

when a is inconsistent with P , conditionalization is undefined. An alternative

to condtionalization is the process of imaging that was originally conceived for

the study of conditionals in [Lewis, 1976]. For the version of imaging presented

in [Lewis, 1976], it is assumed that for every world ω and sentence a, there is a

unique closest world ωa that is most similar to ω and where a is true. For the

remainder of this paper, we work with this assumption which we call the unique

closest world assumption. Note that this is indeed a very strong assumption; we

discuss how this can be implemented by constructing a specific, concrete distance

measure in Section 4.6. Imaging is then the process by which a new probability

function P ′ is computed by shifting the probability of each world ω to ωa. We say

that P ′ comes from P by imaging on a.

4.4 Using Imaging for Belief Revision

Imaging invokes a notion of closeness between worlds as does the plausibility

ranking of worlds for belief revision and belief update mentioned in Section 4.2.

A distance function is a good choice for capturing such closeness between worlds.

As observed by Lehmann, Magidor and Schlechta in [Lehmann et al., 2001], a
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distance function can help constructing both AGM-rational belief revision and

KM-rational belief update functions in a single comprehensive framework. The

distance function proposed in [Lehmann et al., 2001] is defined as follows:

Definition 4.1. A pseudo distance function d : Ω×Ω→ Z satisfies the following

conditions. For all worlds ω, ω′ and ω′′:

1. d(ω, ω′) ≥ 0 (non-negativity)

2. d(ω, ω) = 0 (identity)

3. d(ω, ω′) = d(ω′, ω) (symmetry)

4. d(ω, ω′) + d(ω′, ω′′) ≥ d(ω, ω′′) (triangular inequality).

For technical reasons, we assume for all worlds ω and ω′ such that ω 6= ω⊥ and

ω′ 6= ω⊥: a) d(ω⊥, ω) = d(ω⊥, ω
′) and b) d(ω, ω′) < d(ω, ω⊥). In other words,

from ω⊥ all other worlds are seen as being equidistant from it11 and the distance

between any two worlds is less than that between either world to ω⊥. Given a

world ω and distance function d, we define a total preorder vdw as in [Nayak,

2011]:

Definition 4.2. vdw is a total preorder centered on ω such that ω′ vdw ω′′ iff

d(ω, ω′) ≤ d(ω, ω′′), for any two worlds ω′ and ω′′.

We drop the d in ω′ vdw ω′′ and instead write it as vw as it is now clear that a

distance function is involved. Given vw, a world ωa is said to be the closest (most

similar) a-world to ω if there is no ω′ ∈ [a] such that ω′ @w ωa. This counterpart

ωa of ω in [a] is called the image of ω in [a].

Observation 4.1. Given vω where ω ∈ [k], ωa is the vw-minimal element in [a].

The next definition generalises the distance function d, in order to obtain the

distance between a set of worlds ∆ and a world ω and vice versa.

Definition 4.3. For every world ω and a set of worlds ∆:

1. d′(∆, ω) = min{d(ω′, ω) | ω′ ∈ ∆}

2. d′(ω,∆) = min{d(ω, ω′) | ω′ ∈ ∆}.
11By symmetry, all other worlds see ω⊥ as being the same distance away.
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Function d′ is used to define d′′ that gives the distance between two sets of worlds:

Definition 4.4. For any two sets of worlds ∆ and ∆′:

d′′(∆,∆′) = min{d′(ω,∆′) | ω ∈ ∆}.

The symmetric nature of d′ and d′′ has been established in [Nayak, 2011]:

1. d′(∆, ω) = d′(ω,∆)

2. d′′(∆,∆′) = d′′(∆′,∆).

The distance d′′(∆,∆′) can be used to induce a total pre-order v[k] over [a] and

centred on [k] where as d′(ω,∆) can be used to induce a total pre-order centered

on each ω ∈ [k] over [a].. The revised belief set k ∗ x is formed by the minimal

elements of v[k] where as the big union of the minimal elements of vω form the

updated belief set k � a.
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Figure 4.1: Solid lines from each k-world extends to its closest a-world. The
number associated with a line (solid or dashed) shows the distance between
these two worlds in question. It is assumed (but not shown to avoid clutter)
that d(ω1, ω2) = 1, d(ω2, ω3) = 2, d(ω3, ω4) = 4, and d(ω1, ω4) = 7. Also,
P (k) = 1 and P (a) = 0, with probability of k worlds individually displayed.

Illustration. Consider Figure 4.1. Ω is the set of all worlds. The set of

worlds [k] = {ω1, . . . , ω4} model the belief content k that we wish to

revise by the input information a represented by the set of models [a] =
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{φ1, . . . φ4}. A solid line drawn from each world ωi points to its image

or closest world in [a], and this line is labeled by a number representing

the distance between these two worlds. (The role of the dashed lines

will be made clear later.) Next to each world in [k] is also provided its

current probability mass p(φi). The closest a-worlds from [k] are φ1

and φ3 both at a distance of 1 from [k]. Hence [k ∗a] = {φ1, φ3}. Since

φ2 the only world in [a] that is not the image of any world ωi ∈ [k],

the updated belief content k � a is given by its models {φ1, φ3, φ4}.

Note that in this illustration we have not made any use of the available probabil-

ities – we have only illustrated how non-probabilistic belief change (revision and

update) can be carried out. The unique closest world assumption easily resolves

the problem of probabilistic belief update – the mass associated with any k-world

is moved to its image in [a]. The problem is not as easy in the context of prob-

abilistic belief revision since we need to determine how the probability mass of

each k-world should be distributed amongst the worlds in [k ∗ a], the set of worlds

that are exactly d′′([k], [a]) distance away from [k]. A naive way would be to redis-

tribute the probability uniformly amongst the worlds in [k ∗ a] without regard to

the original probability mass of the [k] worlds. This might be justified by appeal

to the maximum entropy principle or the principle of indifference – that gratuitous

information gain should be avoided. In a recent work [Ramachandran et al., 2012]

have explored the application of this principle for probabilistic belief contraction.

However, in seeking to avoid gratuitous gain of information, this approach incurs

unwarranted loss of information – no use is being made of the information repre-

sented by the probability distribution over [k]. In the next section, we propose and

explore three intuitive strategies for constructing probabilistic belief revision that

do not suffer from this weakness; these strategies are based on a distance function.

An alternative approach would be to employ pignistic transformation based on

belief functions [Smets, 2013] that is beyond the scope of the current chapter.

4.5 Three Proposals

In this section we consider three intuitive strategies for a probabilistic belief revi-

sion function. We assume that the closeness relation between (sets of worlds) is

obtained from a contextually fixed distance function d. Furthermore, since both
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current knowledge k and evidence a are represented as sentences, the background

distance function d can be used to revise a by k as well.

Observation 4.2. Let ω ∈ [k] and ωa ∈ [a]. If d(ω, ωa) is equal to d′′([k], [a]),

then ω ∈ [a ∗ k].

This observation follows as an immediate corollary to Lemma 1 in [Nayak, 2011],

and is primarily due to the symmetric nature of d.

Lemma 4.5. Let ω ∈ [k] and ωa ∈ [a]. If ω ∈ [a ∗ k], then ωa ∈ [k ∗ a].

Lemma 4.5 is a form of converse of Observation 4.2. It says that the image of any

world in [a ∗ k] must lie in [k ∗ a]. It leads to the following interesting result:

Theorem 4.6. [a ∗ k] and [k ∗ a] have the same cardinality.

What is particularly interesting about Theorem 4.6 is that together with Lemma

4.5 it implies that the worlds in [a ∗ k] can solely be used to determine the worlds

in [k ∗ a]. In Figure 4.1, [a ∗ k] = {ω1, ω3} as they are the closest worlds in [k]

viewed from [a]. Note that the image of ω1 is φ1 and the image of ω3 is φ3 which

are both in [k ∗ a] as mandated by Lemma 4.5.

As the above results show, a special subset of [k], namely the worlds in [a∗k] have

a unique role to play in determining [k ∗ a] and perhaps that the transferring of

probability mass should also be guided by these worlds. As a guiding motivation,

consider [k] and [a] to be neighbouring countries which are made of towns. A

fugitive who was known to be in [k] has been reported to have moved in to [a].

What is the location of this fugitive? The set [k ∗ a] in this example may be taken

to be the border towns in [a] that border with [k]. Similarly, the set [a∗k] may be

taken to be the border towns in [k] that border with [a]. Since the fugitive “must”

have crossed over to [a] via some town in [a ∗ k], these towns will play a role in

determining the likelihood of the fugitive being in any particular town in [k ∗ a].

In what follows, we consider three ways of performing probabilistic belief revision.

Two of these show how [a ∗ k] can play a role in this example.

1. Naive. Use the prior probability that the fugitive is in some town or other

ω in [a ∗k] to determine the probability that the fugitive is in any particular

town in [k ∗ a].
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2. Gullible. Use the prior probability that the fugitive is in some town or other

ω in [k] to determine the probability that the fugitive is in any particular

town in [k ∗ a].

3. Cunning. Use the prior probability that the fugitive is in some town or

other ω in [k] together with its distance to different border towns in [a∗k] to

determine the probability that the fugitive crossed over via different towns

in [a ∗ k], and then apply method (1) above.

Accordingly we explore three strategies for probabilistic revision, denoted c1, c2,

and c3 respectively. Each candidate strategy ci will result in a new probability

function to be denoted by P ∗,cia where i ∈ {1, 2, 3}. In what follows we will use

Figure 4.1 to illustrate how each P ∗,cia is computed. Note that [a ∗ k] = {ω1, ω3}
and [k ∗ a] = {φ1, φ3}.

4.5.1 Naive (Strategy c1)

Under this strategy, the probability mass is transferred from a world ω in [k] to

ωa if and only if ω ∈ [a ∗ k]. For all other worlds in [k], their probability mass is

set to zero, and the probability in [a] is normalized. This method is essentially an

imaging from [a∗k] to [k ∗a]. Accordingly, in Figure 4.1, since the probabilities of

ω1 and ω3 have the ratio 1 : 3, we get P ∗,c1a (φ1) = 0.25, andP ∗,c1a (φ3) = 0.75. We

get P ∗,c1a (·) = 0 for every other world. This is formally captured by the following

definition:

Definition 4.7. Let P ∗,c1a be the Naive revision of the prior P by the sentence a.

For all ω ∈ Ω:

P ∗,c1a (ω) =

{
0 if ω 6= ω′a, for all ω′ in [a ∗ k]
1
α

∑
ω′∈[a∗k],ω′a=ω P (ω′) otherwise

where α =
∑

ω∈[a∗k] P (ω).

The following pseudocode implements the Naive probabilistic revision:

initialise P ∗,c1a (ω) = 0 for each ω ∈ Ω

for each world ω′ ∈ [a ∗ k]



Chapter 4. Revision via Imaging 89

add P (ω′) to P ∗,c1a (ω′a)

normalise P ∗,c1a

4.5.2 Gullible (Strategy c2)

Instead of transferring the probability mass only from the subset [a ∗ k] of [k],

as in Naive, we may consider transferring the entire probability mass from every

world in [k] to their closest world in [k ∗ a], i.e. we may consider imaging from [k]

to [k ∗ a]. Again, let us refer to Figure 4.1 for illustration purpose. The labeled

dashed lines from ω4 to φ1 and φ3 indicate the distance from ω4 to different worlds

in [k ∗ a]. Hence the closest world from ω4 in [k ∗ a] is φ1. Accordingly we

get, P ∗,c2a (φ1) = P (ω1) + P (ω2) + P (ω4) = 0.7 and P ∗,c2a (φ3) = P (ω3) = 0.3

and P ∗,c2a (·) = 0 for all other worlds. Since the total probability mass 1 is thus

transferred, there is no need for normalisation. This idea is formally captured as

follows:

Definition 4.8. Let P ∗,c2a be the Gullible revision of the prior P by the sentence

a. For all ω ∈ Ω:

P ∗,c2a (ω) =

{
0 if ω 6∈ [k ∗ a]∑

ω′∈[k],ω′k∗a=ω P (ω′) otherwise

where ω′k∗a represents the image of ω′ in [k ∗ a].

The pseudocode for the Gullible probabilistic revision strategy is given below:

initialize P ∗,c2a (ω) = 0 for each ω ∈ Ω

for each world ω′ ∈ [k]

add P (ω′) to P ∗,c2a (ω′k∗a)

4.5.3 Cunning (Strategy c3)

The Cunning revision strategy may be viewed as a judicious combination of the

Naive and the Gullible strategies. First the probabilities of the worlds in [k] are

transferred to their closest world in [a∗k], and this is akin to the Gullible strategy,

although with a different target. Note however that it effectively involves transfer-

ring the mass only from the worlds in [k]\[a∗k] to their images in [a∗k] in presence
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of the identity property of d. Next, the probabilities are transferred from the worlds

in [a∗k] to their images in [k ∗a] akin to the Naive strategy. In Figure 4.1, ω1 and

ω3 are their own closest worlds in [a ∗ k]. Also, since the closest worlds for ω2 and

ω4 in [a ∗ k] are ω1 and ω3 respectively, we get P ∗,c3a (φ1) = P (ω1) + P (ω2) = 0.3,

P ∗,c3a (φ3) = P (ω3)+P (ω4) = 0.7, and P ∗,c3a (·) = 0 for all other worlds. Accordingly

we define:

Definition 4.9. Let P ∗,c3a be the Cunning revision of the prior P by the sentence

a. For all ω ∈ Ω:

P ∗,c3a (ω) =

 0 if ω 6= ω′a, for all ω′ in [a ∗ k]∑
ω′′∈[k],ω′′a∗k=ω′,

ω′a=ω

P (ω′′) otherwise

where ω′′a∗k represents the image of ω′′ in [a ∗ k].

The pseudocode for implementing the Cunning probabilistic revision is given be-

low.12

initialize P ∗,c3a = 0 for each ω ∈ Ω

for each world ω ∈ [k] \ [a ∗ k]

add P (ω) to P (ωa∗k)

for each world ω ∈ [a ∗ k]

move P (ω) to P ∗,c2a (ωk∗a)

Thus far we have introduced three strategies, namely, Naive, Gullible and Cunning,

as potential probabilistic belief revision functions. However, it remains to be seen

whether they indeed are so, i.e. whether they satisfy postulates (P ∗1) − (P ∗4).

The theorem below shows that they do.

Theorem 4.10. P ∗,c1a , P ∗,c2a and P ∗,c3a are probabilistic belief revision functions.

It is of interest to see if there are conditions under which any of these strategies

are equivalent in any significant sense. Let P ∗,cia and P
∗,cj
a , where i, j ∈ {1, 2, 3}

and i 6= j, represent the resultant probability functions due to revision of P by a

employing strategy ci and cj respectively.

12There are two loops used for clarity; however the same could be achieved with a single loop.
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Definition 4.11. Given a probability function P , two probabilistic revision strate-

gies ci and cj are functionally equivalent iff P ∗,cia and P
∗,cj
a are identical probability

distribution functions, for every sentence a ∈ L.

Theorem 4.12. If [a ∗ k] = [k], then c1, c2 and c3 are equivalent.

Recall from Lemma 4.5 that if ω ∈ [a ∗ k], then ωa ∈ [k ∗ a]. So Theorem 4.12

effectively says that if the image ωa of each world ω ∈ [k] is in [k ∗ a], then no

matter whether we use Naive, Gullible or Cunning as the revision strategy, the

outcome will not differ.

Theorem 4.10 shows that the three strategies under discussion satisfy the basic

postulates for probabilistic revision. It would be interesting to explore how they

fare with respect to the supplementary postulates (P ∗5)−(P ∗6). It turns out that

only one of these strategies satisfies (P ∗5).

Theorem 4.13. The Naive strategy satisfies postulate (P ∗5), Gullible and Cun-

ning do not.

A principal feature of conditioning the way used used in (P ∗5) is that beliefs

are preserved under revision by evidence that does not contravene current beliefs.

That is, if P (a) > 0 and P (b) = 1, then P ∗a (b) = 1 for all propositions a and b.

This aspect of (P ∗5) is captured by the following definition:

Definition 4.14. A probabilistic revision function ∗ is preservative iff, for all

probability functions P and propositions a and b, if P (a) > 0 and P (b) = 1, then

P ∗a (b) = 1.

The need for a probabilistic revision function to be preservative is vital and seems

to be endorsed, more or less, by all Bayesian traditionalists [Gärdenfors, 1988].

Our next result shows that the three probability revision strategies we presented

are indeed are preservative.

Theorem 4.15. Naive, Gullible and Cunning are preservative strategies.

Finally we show that, similar to (P ∗5), only the Naive strategy satisfies postulate

(P ∗6).

Theorem 4.16. The Naive strategy satisfies postulate (P ∗6), Gullible and Cun-

ning do not.
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4.6 Interim Discussion

All the three strategies for probabilistic belief revision that we discussed in this

paper relied on the unique closest world assumption made by David Lewis in

[Lewis, 1976] where the concept of imaging was first introduced. This assumption

is very strong. Indeed, the usual distance measures used in the literature such as

the Dalal Distance [Dalal, 1988, Katsuno and Mendelzon, 1991] that is akin to

the Hamming Distance, or the Drastic Distance do not satisfy this assumption. A

minimum requirement imposed by this assumption is that the worlds are linearly

ordered, which in itself is quite strong indeed. A linear order over worlds can be

achieved by assuming a linear preference ordering over the atoms of the language

L as well as a preference over the valuation of the atoms in different worlds.13

For instance, if we assume that the language L is generated from the set of atoms

{a1, . . . ai, . . . an}, that ai is strictly preferred to ai+1 for each ai, 0 < i < n, and

that positive literals are preferred to negative literals, then we can impose a linear

order over the worlds based on the corresponding truth matrices. With n atoms in

the language, there are 2n truth matrices, and let us represent the corresponding

worlds by ω0, . . . , ωj, . . . ω2n−1 in the expected manner. We can now say that

ωj ≺ ωk (i.e., ωj is strictly less preferred to ωk) if and only if j < k. Even this

linear order over the worlds does not guarantee the unique closest world condition.

However a distance function d defined in the following way will guarantee it:

1. d(ωj, ωj+1) = 2j, for 0 ≤ j < 2n

2. d(ωj, ωk) =

{
0 if j = k∑k−1

i=j d(ωi, ωi+1) otherwise

The first condition effectively says that the distance between the first two worlds

is 1, and then it continues doubling as we focus on the next successive pairs. The

second condition says that distances add up. It can be verified that given a world

ω and a nonempty set of worlds ∆, there is unique closest world ω′ ∈ ∆ to ω.

Although this distance function shows that the unique closest world assumption

is viable, it also highlights how stringent this assumption is. It would indeed be

interesting to explore how this assumption can be relaxed, and it appears that this

can be done along the line suggested by [Dubois et al., 1998a].

13Note that in Hamming Distance and other related measures there is no preference between
different atoms or their valuations.
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We’ve shown that the three revision strategies, Naive, Gullible and Cunning are

viable candidates for probabilistic revision since they satisfy postulates P ∗1−P ∗4.

Furthermore, although only Naive satisfies both the supplementary postulates, all

the three have the desirable property of being preservative. It might be worth

examining if the notion of being preservative could be strengthened in the following

manner:

Strong Preservation: If P (a∧ b) > 0 and P (b) > p, then P ∗a (b) > p,

where p > 0 is a threshold value.

This threshold p may be viewed as the threshold value for moral certainty. It may

be reasonable to assume that a proposition considered to be morally certain will

remain so as long as the evidence has non-zero probability. Examination of such

a stronger form of preservation is a possible direction for future research.

We end this chapter by showing how a distance function may be used to induce a

system of spheres and thus allow us to obtain the entrenchment rank of a sentence

a. Recall that we defined the entrenchment rank of a sentence in Chapter 3 as the

value of the ordinal assigned to the innermost band that intersects [¬a].

Definition 4.17. Given a belief state P and a distance function d between the

worlds in Ω, a system of spheres vd induced by d is defined inductively as follows:

1. The innermost sphere S0 is [K].

2. If i > 0, then for all ω′ ∈ Ω \ Si−1,

ω′ ∈ Si \ Si−1 iff for some ω ∈ Si−1, d(ω, ω′) = d′′(Si−1,Ω \ Si−1).

It is important to keep in mind that for any i, Si ⊆ Si+1.14 Note also that

d′′(Si−1,Ω \ Si−1) gives the smallest distance between two sets of worlds.15 Step 2

in the definition above determines sphere Si given Si−1. To do this, we find the

worlds in the band between Si and Si−1, represented by Si \ Si−1. The worlds in

this band are exactly the worlds outside Si−1 that are minimally away from it. For

instance, to construct the second sphere S1 we find the worlds that are present in

the band between S0 and S1, i.e. the worlds in S1 \ [K]. We look at worlds outside

14See Section 1.5.1.
15See Definition 4.4.
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[K] that are minimally away from it and include them in the band S1\[K]. It is not

hard to verify that the inductive definition above satisfies conditions (S1)−(S4) for

a system of spheres. Observe that for stable and maximally stable belief states16

ω⊥ is the only world in the outermost sphere Ω as it is the furthest world from any

other world. For unstable belief states,17 the innermost sphere consists of only the

absurd world ω⊥, whereas the the outersphere consists of all other worlds since we

have assumed that all worlds are equidistant from ω⊥. Thus, the system of spheres

induced by a distance function coincides with the system of spheres considered in

Section 3.4.1 for various types of belief states.

The reverse operation of extracting a distance function from a system of spheres is

not taken up here but we briefly allude to the challenges that one may face in doing

so. Let K be the the set of all belief sets, i.e. K = {K ⊆ L | K = Cn(K)}. It is

clear from the previous paragraph that given a distance function d between worlds,

for each K ∈ K, we can generate a system of spheres centered on [K] using d. In

other words, there is enough information in d that allows us to do so. The reverse

problem then is that given a system of spheres centred on some [K], can we recover

the distance function that was used to generate it? Consider a system of spheres

where Ω = {ω1, ω2, ω2, ω4}. Let the innermost sphere S0 = [K] = {ω1, ω2}, the

second sphere S1 = S0 ∪ {ω3} and the outer most sphere S2 = Ω = S2 ∪ {ω4}. We

can tell from this sphere that if there is a distance function d that either d(ω1, ω3)

or d(ω2, ω3) or both are equal to d([K], [K] \Ω). But there is no more information

in this system of spheres that will help us confirm which one is true. Thus, a single

system of spheres in general contains insufficient information to derive a distance

function, and it seems that we must consider a multiple number of them. We only

considered four worlds here but the more the number of worlds in Ω, the more the

number of system of spheres, and we can imagine that this rapidly increases the

complexity of finding a distance function if there is one. This is all we have to say

about this problem here but it is certainly an interesting research question which

could be taken up in the future.

16From Section 3.3, recall that stable belief states have both contingent sentences and tautolo-
gies as beliefs whereas maximal states only have tautologies as beliefs.

17An unstable belief state has contradictions as beliefs.



Chapter 5

Conclusion

In this thesis, we studied probabilistic belief contraction, where a belief a in a

belief state P represented by a probability distribution is demoted to a non-belief.

The contracted belief state, P−a , was taken to be the ε-mixture: PεP ∗¬a. Since

we assume that we have the initial belief state P to begin with, the important

components in the mixture that really require our attention are ε and P ∗¬a, which

is the belief state obtained after revising P by ¬a. Chapters 2 and 3 were devoted

to getting a better understanding of the mixing factor ε whereas Chapter 4 looked

at ways to construct the revised belief state P ∗¬a.

Chapter Summary

• The primary motivation of this thesis can be traced back to Gärdenfors’s

suggestion that ε could be some measure of closeness to beliefs in the original

belief state P . What is implied by closeness is quite vague in his statement

and in Chapter 2, we proposed that one way of clarifying this could be by

viewing it as the Kullback-Leibler divergence from P to P−a . We showed

that the mixing factor ε solely determines the value of the Kullback-Leibler

divergence of P−a from P . Furthermore, we showed that P must be uniformly

scaled by ε since any other way of scaling P will increase the Kullback-

Leibler divergence of P−a from P . Thus, we not only provided a concrete

way of thinking about the closeness between P and P−a but we were also able

to put an exact number on this closeness in terms of the Kullback-Leibler

divergence between the two. The importance of ε was further confirmed by

95
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considering the Manhattan distance between P and P−a which also turned

out to depend on ε alone. It will be interesting to consider other distance

measures such as the Euclidean distance but we suspect that the results we

get will be similar to what we have.

• In Chapter 3, we proposed two ways of interpreting and ultimately deter-

mining the value of ε in the mixture PεP ∗¬a. Both ways relied on the idea

that we are often more reluctant to give up some beliefs compared to others

and that this reluctance should be reflected in the value that ε attains. The

first interpretation called the entrenchment view was based on the epistemic

entrenchment of a belief where the more epistemically entrenched a belief

is, the harder it is to give it up. The second was based on the idea that

we often have arguments to support our beliefs. The strength of the argu-

ment is taken to be the probability of the conjunction of the premises and

it dictates the amount of resistance we have towards giving up that belief.

The second approach is called the probabilistic view because the strength

of the argument is derived from probabilities. For each interpretation, we

presented a plausible way of obtaining the value of ε. It was seen that both

ways agree on the range of values that ε may take under different scenarios

in which belief contraction may occur.

The entrenchment view and the probabilistic view provide two ways of deter-

mining the value of ε. The entrenchment view is one-sided in the sense that

P ∗¬a doesn’t feature in the computation of ε. The computation itself is simple

and all that is needed is the entrenchment rank of the belief to be removed.

On the other hand, both P and P ∗¬a are required for calculating the value of ε

in the probabilistic view. The process here is more involved as we must first

determine what the valid arguments in the framework are. Specifically, they

consisted of arguments for and against the belief to be removed and they

were generated from P and P ∗¬h respectively. Those arguments were then

compared using a predefined process in order to obtain a value for ε. So, in

terms of simplicity, the entrenchment view could be considered to have the

advantage.

The entrenchment view is subject to the availability of an epistemic entrench-

ment relation, which is an ordering on the sentences in the language. Agents

change their beliefs not just once but many times and this means that each

time ε will need to be recomputed. The problem here is that after each time
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the belief state of the agent changes, a new epistemic entrenchment relation

is also required, for without it we cannot proceed to calculate ε. This is

the general problem of iterated belief change. It is clear then that unless we

have a mechanism to update the epistemic entrenchment relation as well,

the entrenchment view offers only a one shot calculation of ε. In this regard,

it could be said that the probabilistic view offers a better solution as it only

requires P and P ∗¬a. However, this is only true if the process by which P ∗¬a

itself is obtained is not one that is based on an epistemic entrenchment rela-

tion. One way for this is the distance based approach for revision provided

in Chapter 4.

• In Chapter 4, we addressed the other main component in the ε-mixture,

P ∗¬a, which is the belief state obtained after revising P by ¬a. We proposed

three ways of constructing P ∗¬a by exploiting the distance between possible

worlds. The rationale behind this approach is that the smaller the distance is

between two worlds, the more similar they are and hence, more compelling

is the reason to transfer the probability from the former to latter during

revision. We also showed that all three ways produce belief states that are

in line with most of the postulates for probabilistic belief revision.

Both the distance function and a system of spheres can help us with the

update and revision of belief states. However, as we showed, a distance

function contains enough information to induce a system of spheres but the

converse operation of using a system of spheres to generate a distance func-

tion may not always be feasible. Furthermore, distances between worlds do

not change, so once we have a distance function, it may be used for successive

belief change operations. Thus, distance functions are a permanent fixture

of an agent and we can immediately see that belief change operations using

a distance function are not cursed by the problem of iterated belief change

problem.

Future Work

We briefly discuss possible ways the work done in this thesis could be extended.

• The entrenchment view, as discussed above, suffers from the problem of

iterated belief change. Unless we have some mechanism for dealing with it,
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determining ε will remain a one shot affair. There have been several proposals

in the literautre that deal with the problem of iterated belief change such as

in [Hild and Spohn, 2008, Nayak, 1994, Nayak et al., 2007, Spohn, 1988]. An

immediate extension of this work would then be to combine the entrenchment

view with such frameworks so that the value of ε is always computable after

each iteration of belief change.

• In the argumentation framework for probabilistic belief contraction, we lim-

ited ourselves to a special set of arguments, namely arguments that have

as conclusion the belief to be removed or the negation of the belief to be

removed. This set may be expanded to include all valid arguments that can

be generated from the belief states P or P ∗¬a. We could start by focussing

on only the arguments that have as conclusion full beliefs and then go on

further to include non-beliefs as well. As one may imagine, nice properties

in our framework such as the absence of undercutting arguments will very

likely no longer hold and result in a more complex argumentation process.

• In Chapter 3, the bands of worlds in the system of spheres were assigned

ordinal values in a successive fashion with the innermost world receiving an

ordinal value of 1. These ordinal values were then used to calculate the

value of ε. The problem of going from ordinal to interval scaled values has

been studied in psychometrics, which is an area of research in psychological

measurements. Two prominent methods from the area are Thurstone’s Law

of Comparative Judgement [Thurstone, 1927] and the Bradley-Terry model

[Bradley and Terry, 1952]. Both methods take ordinal data that consists of a

list of pairwise comparisons between two objects in a set and returns interval

scaled values for the objects. It will be interesting to see how these two

methods could work with the system of spheres where pairwise comparisons

between worlds are available to us.

• The three proposals for belief revision in Chapter 3 assumed that there was

a unique closest world from each world. Admittedly, this is a strong assump-

tion which can be relaxed to get what is called general imaging [Gärdenfors,

1988]. The probability mass from each world here must be divided amongst

several closest worlds and this is especially important in the case of belief

update. The question remains as to how best to distribute this probability

mass and there have been some proposals as the one in [Dubois et al., 1998b],

where the mass is committed to the set of closest worlds as a whole but not
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to any of its subset. However, this results in not one probability distribution

but a family of them and it is unclear which distribution represents the up-

dated or revised belief state. So, this remains an open area for research and

alternative proposals are needed.

• Another area of exploration but one which requires an overhaul of how the

belief state is represented is to investigate probabilistic belief contraction

when upper and lower probabilities [Walley, 1991] are used to model proba-

bilistic belief states. Upper and lower probabilities are known to be better

at capturing ignorance than standard probability theory. For instance, in

standard probability theory, if you don’t know anything about a coin that

is about to be flipped, i.e. whether it is fair or not, one appeals to the prin-

ciple of indifference. This principle states that in the absence of any other

information, all elementary outcomes are equally likely. Thus, we assign a

probability of 0.5 to each of the outcomes. However, this doesn’t really show

ignorance. Rather, it can be argued that it shows you believe the outcomes

are equally likely or in other words, that you possess knowledge about the

bias of the coin which contradicts the fact that you don’t know anything

about it.

We conclude the thesis with some thoughts on the field of belief change in general.

Belief change is an exciting area of research where much work continues to be done

but it is fair to say that most of it, like this thesis, are normative. For instance,

in this thesis, we assumed that the agent whose beliefs we intend to model is

an ideal rational agent who obeys the rules of probability theory and support

for this view is provided by the Dutch Book theorem. However, the Ellsberg

paradox [Ellsberg, 1961] and the conjunction fallacy [Tversky and Kahneman,

1983] amongst others show that this view may not be entirely correct. What is

needed are theories of belief change that are more descriptive in nature and that

can accommodate and account for human behaviour which often appears to be

irrational and nonidealistic. Probabilities can help us but in its current state, it

can only give a partial account of belief change in humans and there is definitely

more work that needs to be done. Perhaps, with the advent of cognitive science,

our understanding of belief change can be propelled forward and lead to better or

even radically new formalisms that can accurately capture the intricacies of belief

change in humans.



Appendix A

Proofs for Chapter 2

Observation 2.1: Given P , P ∗¬a and ε,

1. If ε = 1, then DLKL(P ‖ P−a ) = 0,

2. If 0 < ε < 1, then 0 < DLKL(P ‖ P−a ) <∞ and,

3. If ε = 0, then DLKL(P ‖ P−a ) is undefined, i.e. it is ∞.

Proof. The observation follows directly from Definition 2.5. First consider when

ε = 1 and we get P−a = P . From property 2 of KL divergence, we know DLKL(P ‖
P−a ) = 0. Next consider when 0 < ε < 1, by virtue of Definition 2.5, any world

assigned non-zero probability mass by P is also assigned non-zero mass by P−a .

It is easily seen then that: a) the ratio P (ω)

P−a (ω)
is either 0 or greater than 0, and

b) there exists ω such that P (ω)

P−a (ω)
is positive and well-defined. It follows then

that 0 < DLKL(P ‖ P−a ) < ∞. For the final case when ε = 0, P−a = P ∗¬a and

there exists a world ω such that P (ω) > 0 and P−a (ω) = 0. This means P (ω)

P−a (ω)
is

undefined. Thus, DLKL(P ‖ P−a ) =∞.

Observation 2.2: Given P , P ∗¬a and ε, DLKL(P−a ‖ P ) is undefined, i.e. ∞.

Proof. This proof is similar to case 3 above. There are worlds that P−a assign

non-zero probability mass to but not by P .
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Theorem 2.7: Let Ω be the set of all worlds and, P and P ∗¬a be probability

distributions over Ω where a is accepted as a belief in state P and P ∗¬a is obtained

after the revision of P by ¬a. Let P−a = PεP ∗¬a. Then, DLKL(P ‖ P−a ) = ln(1
ε
).

Proof. We know from Definition 2.4

DKL(P ‖ P−a ) =
∑
ω∈Ω

P (ω) ln

(
P (ω)

P−a (ω)

)

Using Definition 2.5:

DKL(P ‖ P−a ) =
∑
ω∈Ω

P (ω) ln

(
P (ω)

ε · P (ω) + (1− ε) · P ∗¬a(ω)

)

Since for any ω ∈ Ω, either ω |= a or ω |= ¬a but not both, we can break the

summation into two parts. Let Ω = {ω1, . . . , ωi−1, ωi, . . . , ωn} where ω |= a for

ω ∈ {ω1, . . . , ωi−1} and ω |= ¬a for ω ∈ {ωi, . . . , ωn}. We get:

DKL(P ‖ P−a ) = D′KL(P ‖ P−a ) +D′′KL(P ‖ P−a )

where D′KL(P ‖ P−a ) and D′′KL(P ‖ P−a ) is the KL divergence applied to sets

{ω1, . . . , ωi−1} and {ωi, . . . , ωn} respectively.

Case a: Consider D′KL(P ‖ P−a ) first. We know that for each ω ∈ {ω1, . . . , ωi−1},
P ∗¬a(ω) = 0, since ω |= a, and

∑
ω∈{ω1,...,ωi−1}

P (ω) = 1. Thus,

D′KL(P ‖ P−a ) =
∑

ω∈{ω1,...,ωi−1}

P (ω) ln

(
P (ω)

ε · P (ω) + (1− ε) · 0

)

=
∑

ω∈{ω1,...,ωi−1}

P (ω) ln

(
1

ε

)

= ln

(
1

ε

) ∑
ω∈{ω1,...,ωi−1}

P (ω)

= ln

(
1

ε

)
.
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Case b: Now consider D′′KL(P ‖ P−a ). In this case, for any ω ∈ {ωi, . . . , ωn},
P (ω) = 0 since ω 6|= a. So we get,

D′′KL(P ‖ P−a ) =
∑

ω∈{ωi,...,ωn}

P (ω) ln

(
P (ω)

ε · P (ω) + (1− ε) · P ∗¬a(ω)

)

=
∑

ω∈{ωi,...,ωn}

0 · ln

(
0

ε · 0 + (1− ε) · P ∗¬a(ω)

)
=

∑
ω∈{ωi,...,ωn}

0 · ln(0)

= 0.

Therefore,

DKL(P ‖ P−a ) = D′KL(P ‖ P−a ) +D′′KL(P ‖ P−a )

= ln

(
1

ε

)
+ 0

= ln

(
1

ε

)
.

Corollary 2.8: Let belief state P , the mixing factor ε, belief a, and revision

operators ∗ and ∗′ be given. Let P−a = PεP ∗¬a and P−
′

a = PεP ∗
′
¬a. Then DLKL(P ‖

P−a ) = DLKL(P ‖ P−′a ).

Proof. Since ε is fixed, it easily follows from Theorem 2.7, that DLKL(P ‖ P−a ) =

ln(1
ε
) and DLKL(P ‖ P−′a ) = ln(1

ε
).

Theorem 2.10: Given P , P ∗¬a, and ε, let [k] be the set of worlds such that P (ω) >

0 and
∑

ω∈[k] P (ω) = 1. Let Q be such that a)
∑

ω∈ΩQ(ω) = ε, b) Q(ω) 6= ε ·P (ω)

for some ω ∈ [k],1 and c) Q(ω) 6= 0 iff P (ω) 6= 0. If P−a (ω) = ε·P (ω)+(1−ε)·P ∗¬a(ω)

and P−
′

a (ω) = Q(ω) + (1− ε) · P ∗¬a(ω), then DLKL(P ‖ P−a ) < DLKL(P ‖ P−′a ).

Proof. We want to prove that DLKL(P ‖ P−a ) < DLKL(P ‖ P ′−a ). First, we

compute DLKL(P ‖ P−a ). Since P is scaled uniformly by ε, from Theorem 2.7 we

1This is the same as saying it is not the case that Q(ω) = ε · P (ω) for all ω ∈ [k].
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know

DLKL(P ‖ P−a ) = ln
(1

ε

)
.

We next compute DLKL(P ‖ P−′a ). By definition,

DLKL(P ‖ P−′a ) =
∑
ω∈Ω

P (ω) ln

(
P (ω)

P−′a (ω)

)
.

We know P−
′

a (ω) = Q(ω) + (1− ε) · P ∗¬a(ω), thus

DLKL(P ‖ P−′a ) =
∑
ω∈Ω

P (ω) ln

(
P (ω)

Q(ω) + (1− ε) · P ∗¬a(ω)

)
.

Since Ω = [k] ∪ Ω \ [k], we can rewrite the equation above as follows:

DLKL(P ‖ P−′a ) = A+B

whereA =
∑
ω∈[k]

P (ω) ln

(
P (ω)

Q(ω)+(1−ε)·P ∗¬a(ω)

)
andB =

∑
ω∈Ω\[k]

P (ω) ln

(
P (ω)

Q(ω)+(1−ε)·P ∗¬a(ω)

)
.

Consider A first. Since ω ∈ [k], P (ω) > 0, Q(ω) > 0 and P ∗¬a(ω) = 0.

A =
∑
ω∈[k]

P (ω) ln

(
P (ω)

Q(ω) + (1− ε) · 0

)

=
∑
ω∈[k]

P (ω) ln

(
P (ω)

Q(ω)

)
.

Now consider B. Since ω ∈ Ω \ [k], P (ω) = 0 and Q(ω) = 0.

B =
∑

ω∈Ω\[k]

0 · ln

(
0

0 + (1− ε) · P ∗¬a(ω)

)
=

∑
ω∈Ω\[k]

0 · ln(0)

= 0.
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Thus,

DLKL(P ‖ P−′a ) =
∑
ω∈[k]

P (ω) ln

(
P (ω)

Q(ω)

)
.

This is the left side of the log-sum inequality. Thus,

DLKL(P ‖ P−′a ) ≥
(∑
ω∈[k]

P (ω)

)
ln

(∑
ω∈[k] P (ω)∑
ω∈[k] Q(ω)

)
.

Now we know
∑
ω∈[k]

P (ω) = 1 and
∑
ω∈[k]

Q(ω) = ε. Thus,

DLKL(P ‖ P−′a ) ≥ ln

(
1

ε

)
.

The equality in ≥ above only holds iff P (ω)
Q(ω)

= c or Q(ω) = 1
c
· P (ω), where c is a

constant. Assume there is a constant c, we get

∑
ω∈[k]

Q(ω) =
∑
ω∈[k]

1

c
· P (ω)

=
1

c

∑
ω∈[k]

P (ω)

=
1

c

as we know
∑

ω∈[k] P (ω) = 1. We also know
∑

ω∈[k] Q(ω) = ε so,

1

c
= ε

This means that Q(ω) = ε · P (ω) for all ω ∈ [k] which contradicts the assumption

we made at the beginning that Q(ω) 6= ε · P (ω) for some ω ∈ [k]. It follows that

there cannot be any constant c such that P (ω)
Q(ω)

= c and the equality in ≥ above no

longer holds. Thus,

DLKL(P ‖ P−′a ) > ln

(
1

ε

)
.

Since, DLKL(P ‖ P−a ) = ln
(

1
ε

)
, we have:

DLKL(P ‖ P−a ) < DLKL(P ‖ P−′a ) .
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Theorem 2.12: Given P , P ∗−a and ε, the Manhattan distance between P and

P−a is 2 · (1− ε), where P−a = PεP ∗¬a.

Proof. We want to find the Manhattan distance between P and P−a . From Defi-

nition 2.11, we know

dCB =
∑
ω∈Ω

| P (ω)− P−a (ω) |

=
∑
ω∈Ω

| P (ω)− ( ε · P (ω) + (1− ε) · P ∗¬a(ω) ) |

=
∑
ω∈Ω

| P (ω)− ε · P (ω)− (1− ε) · P ∗¬a(ω) |

=
∑
ω∈Ω

| P (ω) · (1− ε)− (1− ε) · P ∗¬a(ω) |

=
∑
ω∈Ω

| (1− ε) · ( P (ω)− P ∗¬a(ω) ) |

Since ε ≤ 1, (1− ε) is 0 or always positive so,

dCB = (1− ε)
∑
ω∈Ω

| P (ω)− P ∗¬a(ω) |

Let [K] be the set of worlds where P (ω) 6= 0. We know that P ∗¬a(ω) = 0 for any

ω ∈ [K] and P (ω) = 0 for any ω ∈ Ω \ [K] So,

dCB = (1− ε) ·
( ∑
ω∈[K]

| P (ω)− P ∗¬a(ω) |+
∑

ω∈Ω\[K]

| P (ω)− P ∗¬a(ω) |
)

= (1− ε) ·
( ∑
ω∈[K]

| P (ω) |+
∑

ω∈Ω\[K]

| − P ∗¬a(ω) |
)

= (1− ε) ·
( ∑
ω∈[K]

P (ω) +
∑

ω∈Ω\[K]

P ∗¬a(ω)
)

= (1− ε) · (1 + 1)

= 2 · (1− ε).
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Proofs for Chapter 3

Proposition 3.4: Given a system of spheres satisfying (R1) where P is a stable

belief state, and a is a contingent belief, then 0 < EE(a) <∞.

Proof. First, we show EE(a) 6= 0. Assume for contradiction that EE(a) = 0.

This means the smallest sphere containg a ¬a world is [K]. But this contradicts

the definition of a stable belief state which as [K] cannot contain a as well as ¬a
worlds. For the second part, since a is contingent, ¬a is also contingent, so there

must be a sphere smaller than Ω intersecting [¬a] and the outer most band of that

sphere cannot have an ordinal value of ∞.

Proposition 3.5: Given a system of spheres satisfying (R1) where P is a belief

state and a is a belief:

• if P is unstable, then εa = 0,

• if P is maximally stable, then εa = 1,

• if P is stable and a is a tautology, εa = 1,

• if P is stable and a is contingent, 0 < εa < 1.

where εa = 1− 1
EE(a)+1

.

Proof. We provide the proof for the three cases one by one.
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• Consider the first case where P is unstable. Take any belief a. The smallest

sphere that intersects [¬a] is [K], as ω⊥ is the only world in [K] and it is the

model of any sentence. So, we get EE(a) = 0 and thus, εa = 1− 1
EE(a)+1

=

1− 1
0+1

= 0.

• Consider now that P is maximally stable. Any belief a in P is a tautology.

We know the smallest sphere is [K] which consists of all worlds except ω⊥.

Since a is a tautology, ¬a is ⊥. Since ω⊥ is the only model for ⊥ and it lies in

the outermost sphere which has an ordinal value of ∞, we get EE(a) =∞.

Thus, εa = 1− 1
EE(a)+1

= 1− 1
∞+1

= 1− 0 = 1.

• The proof for the case when P is stable and a is a tautology is similar to

that for the maximally stable case.

• Consider P is stable and a is a contingent belief. From Proposition 3.4, we

know 0 < EE(a) < ∞. So, 1
EE(a)+1

is a positive number less than 1 and

therefore, 0 < εa < 1.

Proposition 3.11: Given a belief state P and a belief h:

• if P is stable and h is contingent or a tautology, then there are arguments

of level 0, level 1 and level between 0 and 1 in APh ,

• if P is maximal and h is a tautology, then there are only arguments of level

between 0 and 1 in APh ,

• if P is unstable and h is a contradiction, then there are no arguments in APh ,

• If P is unstable and h is contingent or a tautology, then there are only

arguments of level 1 in APh .

Proof. We present proofs individually for each item.

a) Stable-Contingent

If P is stable and h is a contingent sentence, then ∃(H, h) ∈ APh with level(H, h) =

0, or 0 < level(H, h) < 1, or level(H, h) = 1.
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Let (H, h) be an argument. We must show it is possible for level(H, h) = 0, or

level(H, h) = 1, or 0 < level(H, h) = 0 < 1. We know the following: P (ω⊥) = 0,

|[K]| ≥ 3,
∑
ω∈[K]

P (ω) = 1 and ∀ω ∈ [K] \ {ω⊥}P (ω) > 0.

level(H, h) = 0: Since P is not maximally stable, there is some world ω′ where

ω′ ∈ Ω \ [K], ω′ ∈ [h] and P (ω′) = 0. Let [H] = {ω′, ω⊥}, then H |= h. Thus

(H, h) = 0 and there exists an argument of level 0.

0 < level(H, h) < 1: Let ω′ ∈ [K] \ {ω⊥}. We know 0 < P (ω′) < 1 because

every world in [K] except ω⊥ must have some positive mass. Since ω′ |= h, for any

H with [H] = {ω′, ω⊥}, H |= h. Thus there exists (H, h) with 0 < level(H, h) < 1.

level(H, h) = 1: Let H = K, where K is the top of P . Since ∧K |= h and all

the probability mass is within [K], there exists (H, h) with level(H, h) = 1.

b) Stable-Tautology

If P is stable and h is a tautology, then ∃(H, h) ∈ APh with level(H, h) = 0, or

0 < level(H, h) < 1, or level(H, h) = 1.

Let (H, h) be an argument. We must show it is possible for level(H, h) = 0, or

level(H, h) = 1, or 0 < level(H, h) = 0 < 1. We know the following: P (ω⊥) = 0,

|[K]| ≥ 2,
∑
ω∈[K]

P (ω) = 1 and ∀ω ∈ [K] \ {ω⊥}P (ω) > 0.

level(H, h) = 0: Since P is not maximally stable, there is some world ω′ where

ω′ ∈ Ω \ [K] and P (ω′) = 0. Let [H] = {ω′, ω⊥}. H |= h, since h is a tautology

and we get level (H, h) = 0.

0 < level(H, h) < 1: Let [H] = {ω′, ω⊥}, where ω′ ∈ [K] \ ω⊥. We know 0 <

P (ω′) < 1 and so 0 < P (H) < 1. H |= h, since h is a tautology. Thus

0 < level(H, h) < 1.

level(H, h) = 1: Let H = K, and K is the top of P . ∧K |= h (h is a tautol-

ogy) and all the probability mass is within the [K], we get level(H, h) = 1.

c) Maximal-Tautology

If P is maximal and h is a tautology, then ∀(H, h) ∈ APh 0 < level(H, h) < 1.
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Let (H, h) be an argument. We must show it is possible for level(H, h) = 0

or 0 < level(H, h) = 0 < 1 but not level(H, h) = 1, . We also know P (ω⊥) = 0.

level(H, h) = 0: If level(H, h) = 0 then P (H) = 0. The only time P (H) = 0

is when [H] = {ω⊥} as P is maximal. But this means H is a contradiction and is

therefore (H, h) is not a valid argument.

0 < level(H, h) < 1: Let [H] ⊂ Ω \ {ω}, where ω ∈ Ω and ω 6= ω⊥. Since P

is maximal, we get 0 < P (H) < 1 or 0 < level(H, h) < 1.

level(H, h) = 1: We need to make P (H) = 1. This is only possible if [H] = Ω

since P is maximal. But that means H ≡ h, which violates condition (d) in Defi-

nition 3.7.

d) Unstable-Contradiction

If P is unstable and h is a contradiction, then ¬∃(H, h) ∈ APh , i.e. APh is the empty

set.

Let (H, h) be an argument. We must show there are no arguments of any level.

h is a contradiction so its only model is ω⊥. For H |= h, we need [H] ⊆ [h] or

[H] ⊆ {ω⊥}. The is only possible if
∧
H is a contradiction since all other sentences

have at least two models. Thus, H ≡ h which violates condition (d) of Defintion

3.7, and hence APh is empty.

e) Unstable-Contingent

If P is unstable and h is a contingent sentence or a tautology, then ∀(H, h) ∈ APh ,

level(H, h) = 1.

Let (H, h) be a contingent sentence or a tautology. Since ω⊥ is a model of any

sentence, it must be that ω⊥ ∈ [H] for any H. We know P (ω⊥) = 1 since P is

unstable. Thus, level(H, h) = 1.

Proposition 3.12: Given a belief state P and a belief h, if:

• P is stable and h is contingent or,
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• P is stable and h is a tautology or,

• P is unstable and h is a contradiction or,

• P is unstable and h is contingent,

then there are no rebuts or undercuts in APh .

Proof. The proofs for different cases are shown below:

a) Stable-Contingent

rebuts

By definition of APh , there are no rebuts.

undercuts If (H, h) is undercut by another argument (H ′, h), then ¬h ∈ H (¬h
is also contingent). This means every model of H must be a model of ¬h. But

every model of H must also be a a model of h. This is only possible if H is a

contradiction, and thus (H, h) cannot be a valid argument as H is inconsistent.

b) Stable-Tautology

rebuts

By definition of APh , there are no rebuts.

undercuts If (H, h) is undercut by another argument (H ′, h), then ¬h ∈ H. But

¬h is a contradiction, which means [H] = {ω⊥}. Thus (H, h) cannot be a valid

argument as H is inconsistent.

c) Maximal-Tautology

rebtus

By definition of APh , there are no rebuts.

undercuts If (H, h) is undercut by another argument (H ′, h), then ¬h ∈ H. But

¬h is a contradiction, which means [H] = {ω⊥}. Thus (H, h) cannot be a valid

argument as H is inconsistent.

d) Unstable-Contradiction

We know from Proposition 3.11 that APh = ∅. Hence, it is trivially true that there
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are no undercuts or rebuts.

e) Unstable-Contingent

rebuts

By definition of APh , there are no rebuts.

undercuts If (H, h) is undercut by another argument (H ′, h), then ¬h ∈ H (¬h
is also contingent). This means every model of H must be a model of ¬h. But

every model of H must also be a a model of h. This is only possible if H is a

contradiction, and thus (H, h) cannot be a valid argument as H is inconsistent.

Theorem 3.13: For any (S1), (S3), (M3), (U1) or (U2), if (H, h) and (H ′,¬h)

are arguments in APh and AP ∗¬h respectively, then (H, h) and (H ′,¬h) only rebut

but do not undercut each other.

Proof. The proof for rebuts is easy. It is true by definition of APh and AP ∗¬h.

undercuts

• The proof is the same for (S1) and (U1). Let (H, h) be an argument in APh
and let H = {h1, h2, . . . , hn} where n ∈ Z+. Now for some argument (H ′,¬h)

from AP ∗¬h to undercut (H, h), some element of H must be equivalent to ¬(¬h) or

h. Let hi = h. From Definition 3.7, we know the support of an argument must

be minimal for set inclusion and therefore i = 1 or H = {h}. However, ({h}, h)

cannot be in APh as it violates condition (d) of Definition 3.7. Thus there is no

argument (H, h) ∈ APh that can be undercut by any argument in AP ∗¬h .

• The proof is the same for(S3), (M3), (U2), and (U3). In all four cases, either APh
or AP ∗¬h are since one of the argument sets consists of an unstable belief state with

contradictory beliefs. Thus, it is trivially true that there are not undercuts.
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Proofs for Chapter 4

Lemma 4.5: Let ω ∈ [k] and ωa ∈ [a]. If ω ∈ [a ∗ k] then ωa ∈ [k ∗ a].

Proof. Let d′′([a], [k]) be the minimum distance from the set [a] to the set [k].

From [Nayak, 2011] by symmetry of d′′, we know that d′′([a], [k]) = d′′([k], [a]).

Let ω′ ∈ [a] such that d(ω′, ω) = d′′([a], [k]). This means ω ∈ [a∗k]. By symmetry

of d, d(ω′, ω) = d(ω, ω′). By transitivity of equality, d(ω, ω′) = d′′([k], [a]) which

means ω′ is in [k ∗ a]. Since d′′([k], [a]) is the minimum distance and by the unique

closest world assumption, ω′ must be the unique closest world to ω or the image

ωa of ω. �

Theorem 4.6: [a ∗ k] and [k ∗ a] have the same cardinality.

Proof. Let m = |[a ∗ k]| and n = |[k ∗ a]|. We must show that m = n. The proof

is by contradiction.

Assume m < n. By Lemma 4.5, we know for each world ω ∈ [a ∗ k], its im-

age ωa is in [k ∗ a]. Let t be the number of worlds in [k ∗ a] that worlds in

[a ∗ k] map to. There are n − t worlds that are in [k] but not in [a ∗ k] re-

maining, whose image/s is in [k ∗ a]. Let φ be such a world. Since φa ∈ [k ∗ a],

d(φ, φa) = d′′([k], [a]) = d′′([a], [k]). This means φ ∈ [a∗k] which is a contradiction.

Assume m > n. Again by Lemma 4.5, we know for each world ω ∈ [a ∗ k],

its image ωa is in [k ∗ a]. Since m > n this means there is at least one world in

[k ∗ a] which is the image of more than one world in [a ∗ k]. Since [k ∗ a] ⊆ [a] and

112
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[a ∗ k] ⊆ [k] this implies that there is a world in [a] which has two worlds in [k] as

images. This contradicts the unique closest world assumption. �

Theorem 4.10: P ∗,c1a , P ∗,c2a and P ∗,c3a are probabilistic revision functions.

Proof. We have to show the probability function P ∗,c1a , P ∗,c2a and P ∗,c3a satisfy pos-

tulates P ∗(1), . . . , P ∗(4). We use the revision candidates c1, c2 and c3 for the

proofs. We first provide the proof for the case when P (a) = 0, i.e. it is initially

not accepted.

(P ∗1) P ∗a is a probability function.

We have to show that
∑

ω P
∗
a (ω) = 1, where ω ∈ Ω. Since [k ∗ a] ⊆ [a], worlds in

[k∗a] have 0 probability mass initially. Probability mass is neither being destroyed

nor created; there is only a transfer of the mass from worlds in [k] to worlds in

[k ∗ a] by c2 and c3. This means
∑

ω P
∗,c2
a (ω) and

∑
ω P

∗,c3
a (ω) are still 1 which

is what is required. In the case of c1, mass only from worlds in [a ∗ k] has been

moved to worlds in [k∗a]. However, because of normalisation,
∑

ω P
∗,c1
a (ω) = 1. �

(P ∗2) P ∗a (a) = 1.

We know that after revision by either c1, c2 or c3, the probability mass will be

contained in [k ∗ a] and
∑

ω P
∗
a (ω) = 1, where ω ∈ [k ∗ a]. Since [k ∗ a] ⊆ a, every

world in [k ∗ a] is a model of a and by Definition 2.2, we get P ∗a (a) = 1. �

(P ∗3) ` a↔ b, then P ∗a = P ∗b

Since ` a ↔ b, a and b will have the same set of models, i.e. [a] = [b] and

hence [k ∗ a] = [k ∗ b]. This means probability mass is being transferred by c1, c2

and c3 to the same worlds when revising either by a or b. Hence, P ∗a = P ∗b in all

three cases. �

(P ∗4) P ∗a 6= P⊥ iff not ` ¬a

Left to Right

Assume P ∗a 6= P⊥ is true. Revision using c1, c2 or c3 will result in P ∗a (a) = 1
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and P ∗a (¬a) = 0. If ¬a is a tautology then P ∗a (¬a) should be 1 but as we

can see, it is not the case and the right side is true. �

Right to Left

Assume not ` ¬a is true. Then, P ∗a (¬a) does not have to be 1. Revision

using c1, c2 or c3 results in P ∗a (¬a) = 0 and P ∗a (a) = 1. It is clear P ∗a 6= P⊥.

�

Proof sketch for the case when P (a) > 0. The proof is the similar to the cases

above. Since [k]
⋂

[a] 6= ∅, there will be a world/worlds that belong to both [a ∗ k]

and [k ∗a]. In fact, [k ∗a] will only consist of such worlds because d(ω, ω′) = 0 and

these worlds will be the only ones that have non-zero probability after revision.

Theorem 4.12: If [a ∗ k] = [k], then c1, c2 and c3 are equivalent.

Proof. Assume the antecedent is true. We have to show that the probability

functions P ∗,c1a (φ), P ∗,c2a (φ) and P ∗,c3a (φ) are equal. Since [a ∗ k] = [k], for any

world ω ∈ [k], its image ωa is in [k ∗ a] due to Lemma 4.5. It is easily observed

then that in the case of c1 and c2, the probability mass are transferred from the

same worlds in [k] to the same worlds in [k ∗ a]. In the case of c3, since [k] and

[a ∗ k] are equal there is not need to transfer mass from within [k]. c3 therefore

results in the same probability distribution as c1 and c2. �

Theorem 4.13: The Naive strategy satisfies postulate (P ∗5), Gullible and Cun-

ning do not.

Proof. First we show, [a ∗k] = [k ∗a]. Since P (a) > 0, the there is an ω ∈ [k] such

that P (ω) > 0 ∧ ω |= a. This means [k]
⋂

[a] 6= ∅ since [a] is the set of all models

of a. By identity of d, we know [a ∗ k] consists exactly of the worlds in [k]
⋂

[a].

and that ωa for each ω ∈ [a∗k] is ω itself. By Lemma 4.5, this means [a∗k] = [k∗a].

Case 1: Naive We must show P ∗,c1a = P+
a when P (a) > 0. c1 moves the prob-

ability mass from [a ∗ k] to [k ∗ a]. Since [a ∗ k] = [k ∗ a] = [k]
⋂

[a] and again by

identity of d, after applying c1 the worlds in [k ∗ a] keep their probability mass

while others have theirs reduced to 0. This is exactly the same case as Bayesian

conditioning where when conditioning by a, the worlds in [k]
⋂

[a] will keep their

probability mass where as all others become 0. In both cases, normalisation gives
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the same results.

Case 2: Gullible and Cunning We must show P ∗,c2a 6= P+
a and P ∗,c3a 6= P+

a . We

prove this by giving a counterexample. Let [k] = {ω1, ω2, ω3} and [a∗k] = [k∗a] =

{ω1, ω2}. Assume the closest k ∗ a-world from ω3 is ω1. 1) c2 transfers the prob-

ability mass from each world in [k] to its closest world in [k ∗ a]. This means ω1

and ω2 retain their mass, where as ω3 transfers its mass to ω1. If P (ω1) = 0.4,

P (ω2) = 0.4, and P (ω3) = 0.2, it is easily verified that P ∗,c2 6= P+
a . 2) c3 transfers

the probability mass from each world in [k] to its closest world in [a ∗ k], and then

from each world in [a ∗ k] to its closet world in [k ∗ a]. On closer inspection we can

see c3 is exactly the same as c2. �

Theorem 4.15: Naive, Gullible and Cunning are preservative probabilistic belief

revision strategies.

Proof. We have to show if P (a) > 0 and P (b) = 1, then P ∗,cia (b) = 1 for i = 1..3.

Assume the antecedent is true. Irrelevant of using c1, c2 or c3, the entire mass

from worlds in [k] are transferred to worlds in [k ∗ a]. a is consistent with k so

[k∗a] = [k]
⋂

[a] and [k∗a] ⊆ [k]. Since every ω ∈ [k] is a model of b and [k∗a] ⊆ [k],

every world in [k ∗ a] is also a model of b. We know
∑

ω∈[k∗a] P
∗,ci(ω) = 1, so

P ∗,cia (b) = 1 where i = 1..3. �

Theorem 4.16: The Naive strategy satisfies postulate (P ∗6), Gullible and Cun-

ning do not.

Proof. Recall that (P ∗6): if P ∗a (b) > 0, then P ∗a∧b = (P ∗a )+
b . Assume the antecedent

is true. In all three cases, we are concerned with the worlds in [k ∗ a]. We first

show that the b-worlds in [k ∗ a] are exactly the ones that make up the worlds in

[k ∗ (a ∧ b)] i.e. the closest (a ∧ b)-worlds from [k]. Since P ∗a (b) > 0, there must

be at least one world in [k ∗ a] that is a b-world. Call that world φi. Let ωi ∈ [k]

have φi as its closest a-world with distance d(ωi, φi). Now let φj ∈ [a ∧ b] and

φj 6∈ [k ∗ a]. Let ωj ∈ [k] have φj as its closest a-world with distance d(ωj, φj).

Now it must be that d(ωi, φi) < d(ωj, φj) because both φi and φj are a-worlds but

only φi is in [k ∗ a] which is the set of closest worlds in [a] from [k]. This means

b-worlds in [k ∗ a] are the closest a ∧ b-worlds from [k] and thus they are exactly

the ones that make up the worlds in [k ∗ (a ∧ b)].
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Case 1: Naive Case We must show P ∗a∧b = (P ∗a )+
b . Let Φ = {φi}, where 1 ≤

i ≤ |[k ∗ (a ∧ b)]|, be worlds in [k ∗ (a ∧ b)]. LHS: Each φi is the mapped to by

exactly one world φ−1
i from [k] whose probability mass it receives. After revising

P by a ∧ b, only the Φ worlds have non-zero probability mass which is then nor-

malized. RHS: We know that after revision of P by a, worlds in [k ∗ a] are the

only ones that have non-zero probability mass which are then normalized. Let Ψ

be the b-worlds in [k ∗ a]. The expansion (P ∗a )+
b then results in eliminating the

¬b worlds which leaves us exactly with Ψ worlds. We showed previously that the

b-worlds in [k ∗ a] form the set [k ∗ (a ∧ b)]. This means Φ = Ψ. To complete

the expansion process, we must normalize Ψ which is the same as normalizing Φ.

Hence, the LHS of the expression is same as the RHS. �

Case 2: Gullible and Cunning We provide the following counterexample. Let [k] =

{ω1, ω2, ω3, ω4, [a] = {φ1, φ2, φ3, φ4} and, φ1 and φ3 are b-worlds. Let P be

probability function with P (ω1) = 1/10, P (ω2) = 2/10, P (ω3) = 3/10 and

P (ω4) = 4/10. Let d(ω1, φ1) = 1, d(ω2, φ1) = 2, d(ω2, φ2) = 1, d(ω3, φ3) = 1,

d(ω4, φ3) = 2 and d(ω4, φ4) = 3. Also let the closest world to ω2 and ω4 in [k]

be ω1 and ω3 respectively. It is easy to establish that both for the Gullible and

Cunning case, P ∗a∧b(φ1) = 3/10 whereas (P ∗a )+
b (φ1) = 1/8, thus showing (P ∗6) is

not satisfied. �.
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