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Abstract

For a long time, the spectral envelope has been accepted as the principal carrier

of information important to speech. Therefore much of the work done for speech

applications, such as automatic speech recognition and speech enhancement, has aimed

to process this envelope. For speech enhancement, given the quasi-stationarity of speech,

many approaches have been based on short-time processing of speech in a Fourier

analysis-modification-synthesis (AMS) framework. Within this framework, either the

magnitude and/or phase spectrum can be modified by a noise suppression or signal

estimation approach to achieve enhancement. Most commonly, it is the short-time

(acoustic) magnitude spectrum which is modified in order to suppress noise. While there

are many methods for enhancement in the literature, it is generally agreed that current

methods only achieve in making noise less perceptually annoying while maintaining

intelligibility, leaving much room for improvement.

In more recent years, the low-frequency temporal modulations of the spectral enve-

lope have received increasing attention. Findings of physiological and psychoacoustic

experiments have indicated the importance of these modulations in the human auditory

system. This has led to the view that these temporal modulations convey much of the

information necessary for speech perception.

Many of the efforts to apply modulation processing to the enhancement of speech

originated from work in automatic speech recognition, and are based on filtering the

trajectories of each acoustic band. However, these filters were typically designed to

operate over the entire utterance, without accounting for the properties of speech

and noise in the signal. Consequently, processed speech quality is quite poor where

corrupting noise types are dissimilar from that used to design the filters.

Modulation processing has also been applied to objective measurement of intelli-

gibility. The well known speech transmission index (STI) uses a modulation transfer

function to derive a measure of speech intelligibility in rooms. Many variations on STI,

including speech-based versions, have been proposed. However they are still generally

based on processing of an utterance long modulation signal, thereby assuming it to
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be stationary. As a result, they fail to account for the nonlinear type of distortions

encountered when evaluating stimuli processed by speech enhancement algorithms.

In the work presented in this dissertation, we aim to address the problems associated

with previous modulation processing efforts. We present studies investigating the

use of short-time processing in the modulation domain for speech enhancement and

objective intelligibility of speech stimuli assessment. Our aim is firstly, to investigate

the attributes of short-time spectral components, and secondly, to show that the short-

time modulation domain, in spite of its additional computational cost, is a beneficial

alternative to the acoustic domain for speech enhancement and objective intelligibility

measurement, and thereby inspire further work in this direction.

Studies presented can be grouped into three focus areas. In the first, we

investigate the application of short-time processing in the modulation domain for

speech enhancement. For this purpose, we make use of a short-time modulation

AMS-based framework. Different noise suppression algorithms, including spectral

subtraction and minimum mean-square error (MMSE) magnitude estimation, are

investigated within this framework, with performance of each evaluated using subjective

and objective experiments comparing the quality (and intelligibility) of processed

stimuli. Comparative experiments show that MMSE modulation magnitude estimation

effectively suppresses noise without introducing adverse distortions such as musical

noise or spectral smearing. A subsequent investigation considers MMSE magnitude

estimation in an alternate modulation-AMS based framework. This framework offers

theoretical advantages including additivity of speech and noise in the modulation signal,

and that noisy acoustic phase is not used for signal reconstruction. Results presented

show MMSE estimation to be similarly effective within this framework, but that the

theoretical advantages of the framework have not translated into an improvement in

processed stimuli quality, with the quality of processed stimuli being generally the

same as that constructed using the same suppression approach in the modulation AMS

framework.

In the second work, the properties of the short-time modulation spectral components

are investigated. Here, both the modulation magnitude and phase spectra were

shown to contribute considerably to intelligibility. Experiments evaluating the effect of

modulation frame duration (within the modulation AMS framework) on the resulting

intelligibility of speech containing only modulation magnitude spectral information,

indicated that higher intelligibility (and quality) is associated with use of shorter

modulation frame durations (i.e., 32 or 64 ms durations). Similar experiments on speech

containing only modulation phase spectral information showed increasing intelligibility

for increasing frame duration.

In the final work presented, we investigate measures for objectively assessing the

intelligibility of stimuli processed using speech enhancement algorithms. An improved



STI-based measure is proposed. Through use of short-time processing of the modulation

signal in each acoustic band, the proposed measure is shown to have considerably

higher correlation to human listener recognition scores than the traditional STI-based

approach.
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Chapter 1

Introduction

For a long time, the spectral envelope has been considered to have the most important

speech information. Therefore much of the work done by speech applications, such

as automatic speech recognition and speech enhancement, have aimed to process

this envelope. For speech enhancement, given the quasi-stationarity of speech, many

approaches have been based on modification of the short-time (acoustic) magnitude

spectrum in order to suppress noise This has been done with varying levels of

success, but has generally only achieved making noise less perceptually annoying

while maintaining intelligibility (Rabiner and Schafer, 2011), leaving much room for

improvement.

In more recent years, temporal modulations have received more attention. Observa-

tions of physiology and from psychoacoustic experiments have shown the importance of

these modulations in the human auditory processing of speech signals. This has led to

the view that it is the temporal changes in the spectral envelope which conveys the most

reliable sensory signals for intelligibility (Hermansky, 1998). As a result, modulation

based processing has been applied to a range of speech processing applications, including

speech enhancement and objective measurement of intelligibility.

For speech enhancement, early efforts stemmed from work in ASR (automatic

speech recognition), utilising modulation filtering. However, these approaches assume

stationarity of the modulation signal, which are actually slow varying. Further, they do

not make use of information about the speech and noise in the signal. In the objective

measurement of intelligibility, the speech transmission index (STI) of Houtgast and

3
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Steeneken (Houtgast et al., 1980; Steeneken and Houtgast, 1980), for example, used

a modulation transfer function to assess the intelligibility of stimuli in rooms, again

assuming the modulation signal to be stationary.

In this dissertation, we present work investigating the use of short-time processing in

the modulation domain for speech enhancement and objective intelligibility of speech

stimuli assessment. Our aim is to firstly to investigate the attributes of short-time

spectral components, and secondly, show the short-time modulation domain, in spite

of its additional computational cost, to be beneficial alternative to the acoustic domain

for speech enhancement and objective intelligibility measurement, and thereby inspire

further work in this direction.

The remainder of this chapter is organised as follows. In Section 1.1, an overview

of each chapter is presented. Section 1.2 identifies the contributions made by research

presented in this dissertation. Then Section 1.3 lists publications resulting from both

the research presented here and other work done.

1.1 Dissertation Organisation

This dissertation is organised into four parts. The first consists of this introduction. The

second part (Chapter 2), constitutes the literature review. Chapters 3 to 7 constitute the

research part. The final part (Chapter 8) summarises work presented in each chapter.

A more detailed overview of each of these chapters is given as follows.

Chapter 2 provides a review of the literature related to the research part of this

dissertation. The general properties of the speech production and perception systems

are initially considered, followed by an overview of the fundamentals of digital signal

processing. This is followed by an examination of the role of temporal modulations in

the auditory system. Classical enhancement approaches are then reviewed, including

a discussion of popular noise estimation and voice activity detection approaches. A

review of subjective and objective methods for evaluating the quality or intelligibility of

speech processed using enhancement algorithms is then presented. Particular attention

is given to the evaluation of the intelligibility of stimuli through objective measure

assessment, and problems associated with this task. This chapter is concluded with

a review of modulation domain-based processing, with particular attention to the
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speech enhancement application, including a discussion of the problems with the current

modulation domain-based enhancement approaches.

Chapter 3 proposes and investigates a modulation AMS framework to facilitate short-

time processing of speech in the modulation domain for speech enhancement. We

propose the use of a spectral subtraction algorithm for modification of the short-time

modulation magnitude spectrum in this framework. The proposed method is evaluated

via subjective and objective experiments comparing the quality of stimuli enhanced

using this approach to those enhanced using acoustic spectral subtraction and MMSE

magnitude estimation.

Chapter 4 investigates the role of modulation short-time Fourier analysis spectral

components in speech intelligibility. The effect of modulation frame duration on speech

intelligibility when processing either the modulation magnitude or phase spectra is also

systematically evaluated.

Chapter 5 (based on findings in Chapter 4 and 5), aims to further improve the

quality of stimuli enhanced through use of the short-time modulation AMS framework.

In this chapter, we apply MMSE magnitude estimation within the modulation AMS

framework. The resulting modulation magnitude estimation method is then evaluated

through subjective and objective experiments, including a comparison to acoustic

magnitude estimation formulations, and other approaches implemented in the short-

time modulation domain.

Chapter 6 investigates an alternate modulation AMS framework which offers theoret-

ical advantages over the previously explored modulation AMS framework. Experiments

conducted evaluate whether these advantages translate to an improvement in processed

stimuli quality. Modulation magnitude estimation is this framework is proposed

for modulation magnitude modification. Comparative experiments are conducted

to compare the quality of processed stimuli to that processed using corresponding

modification algorithms in other frameworks, as well as other enhancement algorithms

in this RI-modulation AMS framework.



6 Chapter 1—Introduction

Chapter 7 investigates the application of short-time modulation domain-based

processing to intelligibility assessment. An improved speech transmission index-

based measure is proposed to improve intelligibility prediction for stimuli subjected

to nonlinear processing (such as speech enhanced stimuli). The proposed measure

is evaluated by comparing the correlation between predicted intelligibility scores and

subjectively determined intelligibility, to the correlations of a range of other methods

in the literature.

Chapter 8 provides a summary of findings and conclusions drawn in each chapter of

this dissertation, as well as directions for future research.

1.2 Contributions

All the work reported in this dissertation is based on the papers listed in Section 1.3.1.

The contributions made by research presented in this dissertation are as follows:

• A framework for processing of the short-time modulation spectrum for speech

enhancement is proposed (Chapter 3).

• Using this framework, a spectra subtraction-based approach for suppressing noise

by modification of the modulation magnitude spectrum is proposed. Evaluation

indicates the method effectively suppresses noise, with minimal introduction of

musical noise but with some spectral smearing (Chapter 3).

• The relative contributions of the short-time modulation magnitude and phase

spectrum to speech intelligibility are evaluated using human listening tests and

objective assessment (Chapter 4).

• The effect of modulation frame duration on the relative importance of the modula-

tion magnitude spectrum and the modulation phase spectrum to intelligibility is

systematically evaluated using human listening tests and objective assessment.

Results indicate optimum choice of modulation frame duration for improved

intelligibility (Chapter 4).

• Based on previous findings, MMSE modulation magnitude estimation approach

is proposed. Evaluation indicates effective noise suppression and a reduction in

the distortion introduced by processing (Chapter 5).
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• A comparison of different short-time modulation based enhancement methods

is presented. MMSE modulation magnitude estimation (with speech presence

uncertainty) stimuli are shown to be preferred over other modulation based

approaches investigated (Chapter 5).

• An alternative short-time modulation framework, which addresses previous

framework shortcomings, is investigated. Using MMSE modulation magnitude

estimation for noise suppression, evaluation shows similar performance to corre-

sponding modulation AMS based approaches (Chapter 6).

• An improved STI-based objective intelligibility measure is proposed, and shown to

give higher correlation to subjective intelligibility scores for nonlinearly processed

stimuli (Chapter 7).

1.3 Publications

1.3.1 Publications resulting from dissertation research

1. Paliwal, K., Schwerin, B., and Wójcicki, K., Sep 2009. “Modulation domain

spectral subtraction for speech enhancement”. In: Proc. ISCA Conf. Int. Speech

Commun. Assoc. (INTERSPEECH). Brighton, U.K., pp. 1327–1330.

2. Paliwal, K., Wójcicki, K., and Schwerin, B., May 2010. “Single-channel speech

enhancement using spectral subtraction in the short-time modulation domain”.

Speech Communication 52 (5), 450–475.

3. Paliwal, K., Schwerin, B., and Wójcicki, K., Mar 2011. “Role of modulation mag-

nitude and phase spectrum towards speech intelligibility”. Speech Communication

53 (3), 327–339.

4. Paliwal, K., Schwerin, B., and Wójcicki, K., Aug 2011. “Single channel speech

enhancement using MMSE estimation of short-time modulation magnitude spec-

trum”. In: Proc. ISCA Conf. Int. Speech Commun. Assoc. (INTERSPEECH).

Florence, Italy, pp. 1209–1212.

5. Paliwal, K., Schwerin, and B., Wójcicki, K., Feb 2012. “Speech enhancement

using minimum mean-square error short-time spectral modulation magnitude

estimator”. Speech Communication 54 (2), 282–305.
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6. Schwerin, B., and Paliwal, K., Dec 2012. “Speech enhancement using STFT real

and imaginary parts of modulation signals”. In: Proc. of SST. Sydney, Australia.

7. Schwerin, B., and Paliwal, K., 2012. “Using STFT real and imaginary parts

of modulation signals for MMSE-based speech enhancement”. Speech Comm.

(Preparing for second round of peer review).

8. Schwerin, B., and Paliwal, K., 2012. “An improved speech transmission index for

intelligibility prediction”. Speech Comm. (Preparing for second round of peer

review).

1.3.2 Other publications

1. Gomez, A., Schwerin, B., and Paliwal, K., Aug 2011. “Objective intelligibility

prediction of speech by combining correlation and distortion based techniques”.

In: Proc. ISCA Conf. Int. Speech Commun. Assoc. (INTERSPEECH). Florence,

Italy, pp. 1225–1228.

2. Gomez, A., Schwerin, B., and Paliwal, K., Mar 2012. “Improving objective

intelligibility prediction by combining correlation and coherence based methods

with a measure based on the negative distortion ratio”, Speech Communication,

Vol. 54, No. 3, pp. 503–515.

3. Schwerin B., and Paliwal, K., Dec. 2008. “Local-DCT features for facial recogni-

tion”, Proc. Intern. Conf. Signal Proc. and Comm. Sys., Gold Coast, Australia.

1.4 Ethical clearances for experimentation

Throughout this work, the results of subjective experiments have been presented. These

experiments involved volunteers listening to stimuli and making a choice based on their

preference or recognition of speech. All experiments were conducted with approval

from the Griffith University’s Human Research Ethics Committee: database protocol

numbers MEE/01/06/HREC and ENG/06/11/HREC.
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Chapter 2

Speech processing fundamentals

2.1 Introduction

Many of the speech processing algorithms in the literature have been motivated by

the results of physiological and psychoacoustic studies of the human speech production

and auditory systems, which have performance far exceeding that of current processing

methods. Motivated by evidence of the importance of temporal modulations to human

auditory processing, and their slow changing properties, work presented in the research

part of this dissertation investigates the usefulness of short-time modulation-domain

based processing for speech enhancement and objective intelligibility measurement.

Here, we focus on the single-channel enhancement problem, where the signal is derived

from a single microphone, and stimuli corrupted with additive noise distortion.

In this chapter, a broad review of speech processing literature is given, and is

organised as follows. In the first few sections, a brief review of the speech production

and auditory systems is given. Section 2.2 considers how speech is produced, and

Section 2.3 summarises the functioning of the human auditory system. Important

findings from speech perception studies aimed at giving insight into the processing of

the auditory system are reviewed in Section 2.4, including the perception of loudness,

frequency and pitch. In Section 2.5, an overview of the fundamentals of processing

digital signals, including the use of short-time Fourier analysis, is presented. The role of

temporal modulations in auditory processing are then discussed in Section 2.6, including

findings from physiological and psychoacoustic experiments which lead to the view that

11
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the temporal trajectories of the spectral envelope play a particularly important role

in our perception of speech. A review of classical speech enhancement methods is

then presented in Section 2.7, followed by noise estimation and voice activity detection

approaches in Section 2.8. Measures for evaluating the quality and intelligibility of

speech processed by enhancement methods is then considered in Section 2.9. Here, both

subjective and objective approaches are considered, with particular attention paid to

objective intelligibility assessment, and difficulties associated with this task. In the final

section (2.10), we review modulation-domain based speech processing applications in the

literature. Particular attention is paid to speech enhancement, including a discussion

of the problems with typically used approaches.

2.2 Speech Production

The main physiological components involved in the human speech production system,

as well as a schematic representation, are shown in Figure 2.1. The lungs and associated

respiratory muscles provide the air flow or excitation required to generate speech. As

the muscles contract, air is forced out of the lungs, through the trachea (windpipe),

and up to the glottis: the space between the vocal cords (or folds) and the larynx. The

vocal cords control the air flow through the glottis, converting air flow from the lungs

into an acoustic signal referred to as the excitation-source signal.

The vocal cords can either be contracted or relaxed for the production of voiced

or unvoiced sounds, respectively. For voiced sounds, air pressure builds up behind

the vocal cords which close off the glottis. Once air pressure has built up, air bursts

through the glottis causing the vocal cords to vibrate. Air pressure becomes equalised

and the process repeats to produce a stream of quasi-periodic vibrations of the vocal

cords. Consequently, cyclic puffs (or pulses) of air from the glottis are emitted to

provide the excitation signal for voiced sounds produced by the vocal tract (Honda,

2007). In voiced speech, the frequency at which the vocal cords vibrate determines the

fundamental frequency. This frequency varies according to the mass, tension and size of

an individual’s vocal cords. It is generally higher in females than males, and contributes

to the pitch of resulting speech. The vocal cords also produce harmonics by colliding

with themselves and/or recirculating air down the trachea.

The vocal tract modifies the excitation signal (with fundamental frequency (F0)
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Figure 2.1: Human speech production system and a schematic representation of
the functional components of the vocal tract. [From FLANAGAN. Speech Analysis,
Synthesis and Perception, 2E., p10,24. ©1972 Springer-Verlag Berlin, Heidelberg.
Reproduced with kind permission of Springer Science+Business Media].

and harmonics) from the vocal cords, producing formant frequencies with amplitude

and bandwidth. The vocal tract is a set of resonating cavities (the pharyngeal, oral and

nasal cavities), which are bounded by hard and soft tissue structures. These resonating

cavities emphasise the harmonics produced by the vocal cords. Depending on the shape

of the vocal tract, up to 5 strong resonances called formants can be produced. By

moving the articulators (velum, tongue, lips and jaw) the shape of the vocal tract can

be changed, allowing control of the phonemes or speech sounds that are produced.

Speech sounds are irradiated through the lips or through the nostrils (in the case of

nasal sounds) (Flanagan, 1972).

Unvoiced sounds, such as ‘ss’ in ‘glass’, are more silent and unsteady sounds

that are produced with the vocal cords relaxed and only partially obstructing the

glottis. Pressurised air passing through the glottis instead produces a white Gaussian

noise excitation-source signal, which has no fundamental frequency and therefore no

harmonic structure. Vibrations are instead caused by turbulent airflow due to vocal
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Figure 2.2: Spectrogram for the utterance “He knew the skill of the great young actress”
by a male speaker.
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Figure 2.3: Source-Filter model of speech production (After Paliwal, 1990).

tract constriction. In the spectrogram shown in Figure 2.2, the darker bands show the

formants of voiced speech. Unvoiced speech are the less structured areas, for example

at the end of the utterance.

The source-filter model shown in Figure 2.3 is a simple yet effective mathematical

model for speech production (Harrington and Cassidy, 1999, (Ch 3)), which is used

by many speech applications including ASR (automatic speech recognition), speech

synthesis and coding (e.g., Schroeder and Atal, 1985; Acero, 1998). For voiced speech,

the excitation-source signal is a periodic impulse train. The period of the pulses is

referred to as the fundamental frequency (F0), and determines pitch. For unvoiced

speech, the excitation-source signal is Gaussian white noise. Speech intensity is

controlled by applying a gain to the excitation-source signal. The resonances of the

vocal tract (i.e., formants), and effects of the glottal pulse shape and radiation from

the mouth are modelled by a time-varying linear filter. The speech signal is therefore

produced by passing the excitation-source signal through the linear filter.



Section 2.3—Human hearing 15

Speech is typically assumed to be a piecewise stationary signal, where segments of

speech 20 − 40 ms in duration are considered quasi-stationary (Loizou, 2007; Rabiner

and Schafer, 2011). Consequently, speech processing methods often process speech

segmentally (e.g., using short-time analysis such as the short-time Fourier transform

(STFT) (see Section 2.5.2)).

Assuming independence between the source and vocal tract1, and assuming a speech

segment centred at time t to be statistically stationary, we can express the power

spectrum of the resulting speech segment, Px(ω, t), as

Px(ω, t) = |H(ω, t)|2Pe(ω, t) (2.1)

where Pe(ω, t) is the power spectrum of the excitation over the segment, and |H(ω, t)| is

the spectral magnitude response of the vocal tract over the duration. The fine structure

in the speech is attributed to Pe(ω, t), which is assumed to have a flat spectral envelope.

Therefore, |H(ω, t)|2 is estimated by the spectral envelope of the signal. For some time,

it has been accepted that the spectral envelope is the prime carrier of the linguistic

information in speech, and therefore many of the speech processing algorithms in the

literature have been based on processing this envelope (Hermansky, 1998). However,

as we discuss in Section 2.6, psychoacoustic studies suggest that it is the low frequency

modulations in these envelopes which convey most of the linguistic information required

for speech intelligibility.

2.3 Human hearing

To understand speech perception, we first consider the physiology of hearing. The

human auditory system is divided into two main components, the peripheral auditory

system which is responsible for signal acquisition and frequency analysis, and the

auditory nervous system, which is responsible for extracting the linguistic message

(Huang et al., 2001).

The peripheral auditory system (i.e., ear) converts sound pressure waves into

electrical signals which are then further processed and interpreted by the brain. As

1While the source and vocal tract are not independent, having some feedback between the two,
the independence assumption in the source-filter model works well in practice. A review of nonlinear
models which consider the interaction between source and vocal tract can be found in (Potamianos,
1995).
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shown in Figure 2.4, the ear itself consists of three main parts.

1. Outer ear. The outer ear consists of the auricle (ear flap or pinna) and external

auditory canal (ear canal or acoustic meatus). It captures sound waves and amplifies

then, before channelling the sound waves down the ear canal toward the tympanic

membrane (eardrum).

2. Middle ear. The middle ear consists of the ear drum (tympanic membrane) and

three small bones called ossicles, which include the malleus (hammer), incus (anvil), and

stapes (stirrup). When sound strikes the eardrum it vibrates, transforming sound into

mechanical movements, which in turn vibrate the ossicles bone structure. The ossicles

amplify these vibrations, with the footplate of the stirrup pressing against the fenestra

ovalis membrane, which covers an opening (vestibular window) in an enclosure of the

inner ear. The middle ear also performs impedance matching between the fluid of the

inner ear and the air in the outer ear (Department of Neurophysiology, 1996).

3. Inner ear. The inner ear includes two main functioning components, the vestibule

system, responsible for balance and spacial orientation, and the cochlea, which is a fluid-

filled snail-shaped organ responsible for auditory processing. Extending the length

Figure 2.4: Physiology of the human peripheral auditory system. [From LINDSAY.
Human Information Processing, 2E. ©1977 Wadsworth, a part of Cengage Learning,
Inc. Reproduced by permission. www.cengage.com/permissions]
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and width of the cochlea is the basilar membrane (von Békésy, 1947, 1960), a stiff

surface made of hair like fibres. Near the base of the cochlea, these are short and stiff,

getting longer and more flexible as you go further along the cochlea. Consequently,

they have different resonant frequencies depending on distance along the cochlea.

Fibres close to the base resonate at high frequencies, while fibres further along the

cochlea resonate at lower frequencies, with frequencies logarithmically spaced along the

membrane (Shamma, 1996). Lying on the surface of the basilar membrane is the organ

of corti, the sensory organ of hearing and a core component of the cochlea, which is

comprised of sensory cells known as inner hair cells.

As sound is heard, and the staples which press against the membrane oval window

of the inner ear are caused to vibrate, pressure waves are created. These pressure waves

travel along the surface of the basilar membrane. When a wave passes with frequency

close to the resonant frequency of the fibres, those fibres of the basilar membrane vibrate

rapidly. This vibration causes the inner hair cells of the organ of corti, at that point

on the membrane, to move. This movement of cells sends an electrical impulse through

the cochlea nerve, which in turn sends impulses to the cerebral cortex, via the auditory

nerve, for interpretation by the brain. Through this mechanism, the cochlea functions as

a type of spectrum analyser, with pressure waves analysed through a frequency-to-place

transform (Huang et al., 2001). Frequency of the sound is determined by the brain

from the position of the cells which sent the electrical impulses, with louder sounds

having more energy and therefore moving a larger number of hair cells in that area.

The neural responses on the auditory nerve fibres provide the total input from which

the central auditory system derives its perception of loudness, pitch, localisation and

timbre (Shamma, 1996).

2.4 Speech Perception

There has been much research aimed at improving our understanding of the processing

that takes place in the auditory nervous system, but even now, this is far from complete.

Psychoacoustics has proven particularly useful for this purpose, giving insight into the

functioning of the auditory system in response to input stimuli, which is otherwise not

able to be directly measured. In this section we review some of the more significant

findings from psychacoustic studies. The interested reader is referred to (e.g., Moore,

1995; Fastl and Zwicker, 2007b,a) for a more in depth discussion.
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2.4.1 Sound intensity versus loudness

Sound intensity is a physical quantity which can be readily measured, and is defined

as the sound power per unit area. Generally, sound intensity is given relative to the

standard threshold of hearing at 1 kHz (10−12watts/m2) and in decibels (dB), so that

the threshold at 1 kHz takes a value of 0 dB. The hearing area in terms of sound

intensity as a function of frequency is shown in Figure 2.5. The threshold of quiet, or

absolute threshold of hearing, is shown as the lower bound of the hearing area, and is

the lowest pure tone intensity detectable by the human ear at each frequency. On the

upper bound is the threshold of pain, which is the upper limit of human audition (Fastl

and Zwicker, 2007b). Thus the range of human hearing is from 0 to 130 dB. The human

ear can detect frequencies between 20 Hz and 20 kHz, however the highest sensitivity is

from around 500 Hz to 5 kHz, corresponding to the region of human speech. This range

is mostly due to the resonance of the ear canal of the outer ear (Mills et al., 2006) and

the transfer function of the ossicles in the middle ear (Yasin and Plack, 2005).

Figure 2.5: Hearing area from the threshold in quiet to the threshold of pain. [With kind
permission from Springer Science and Business Media: Psychoacoustics, 2007, Hearing
area, Fig. 2.1, p. 17, Hugo Fastl and Eberhard Zwicker, Springer, Berlin Heidelberg.]

On the other hand, loudness, as defined by Fletcher and Munson (1933), is the

magnitude of an auditory sensation, which is a subjective quality that can not be directly

measured. The perceived loudness depends on variables including intensity, frequency,

spectral bandwidth, as well as stimuli temporal properties, listening environment and
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type of aural stimuli (Allen, 2000). Consequently, loudness is difficult to quantify,

however it is generally accepted that the relationship between loudness and intensity is

nonlinear (Fletcher and Munson, 1933; Stevens, 1957).

There have been a number of works in the literature investigating how the intensity

of sound is related to perceived loudness (e.g., Fletcher and Munson, 1933; Garner,

1954; Stevens, 1955, 1959, 1961; Allen and Neely, 1997). In psychophysics studies,

Fechner (1860) related the perceived sensation in response to a stimulus via a logarithmic

relationship called "Fechner’s Law" (which was later renamed the Weber-Fechner

law). In terms of acoustic intensity, the perceived loudness L was related to acoustic

sound pressure I as: L = k log(I), where k is some constant. Base-ten logarithmic

compression2 is perhaps the most popular compression type used in speech processing

(e.g., Davis and Mermelstein, 1980; Ephraim and Malah, 1985; Picone, 1993; Huang

et al., 2001).

Fletcher (1923) alternatively observed for pure tones, that loudness and intensity

were related through cubic-root compression. That is, L = k I1/3. This is in keeping

with Steven’s power law (Stevens, 1959), which related perceived sensation in response

to applied stimuli quantities, expressed for acoustic frequency as L = kIθ, where θ is

the exponent of the power function and approximately 0.3 for the relationship between

loudness and intensity. Cubic-root compression has also been used by a number of

speech processing applications (e.g., Hermansky et al., 1995; Avendano et al., 1996;

Lyons and Paliwal, 2008).

The loudness of sounds, as perceived by the ear, also differs with frequency. Fletcher

and Munson (1933) evaluated which intensities are equal at different frequencies, to

produce the equal-loudness curves shown in Figure 2.6. In 2003, an international

standard from updated testing was published in ISO 226 (2003), and there have been

a number of other studies in this area (e.g., Bauer and Torick, 1966; Suzuki and

Takeshima, 2004; Glasberg and Moore, 2006).

Typically, the equal-loudness curves are constructed using experiments where a 1

kHz tone, at a fixed intensity level, is used as a reference, and a second tone for testing.

Listeners are asked to adjust the intensity of the second tone until it is perceived as

2Compression functions are often applied to the power sectrum, to reduce the dynamic range, before
doing further processing. The compression function chosen can have a noteable effect on, for example,
the resulting processed speech quality (Lyons and Paliwal, 2008).
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having the same loudness as the reference. This is repeated for different test signal

frequencies, and then for different intensities of the reference tone.

Construction of the equal-loudness curves also resulted in the definition of the phon.

A phon is a unit of loudness for pure tones, aimed to compensate for the effect of

frequency on the perceived loudness of tones. One phon is equal to 1 dB SPL at a

frequency of 1 kHz. The phon corresponding to each equal-loudness contour is printed

above each line in Figure 2.6.

In a related work, Stevens (1936), investigated the changes in intensity that are

required to produce a doubling in the perceived loudness, resulting in the sone unit

of perceived loudness. Loudness at 1 sone is equal to the loudness of a signal at 40

phons (the loudness of 1 kHz tone at 40 dB SPL). However, since the phon scale is in

dB, the sone and phon scales are not proportional, with a 10 phon increase producing

approximately a doubling of loudness in sones.

Figure 2.6: Lines of equal-loudness for various intensity levels of pure tones. [Reprinted
with permission from (Fletcher and Munson, 1933). Copyright 1933, American Institute
of Physics for the Acoustical Society of America.]
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2.4.2 Perception of frequency

Our perception of frequency is attributed to the way spectral analysis is performed

by the cochlea. This frequency analysis can be modelled by a bank of overlapping

bandpass filters, referred to as critical filters, each corresponding to a location on the

basilar membrane. As mentioned in Section 2.3, the centre-frequency of these filters are

non-uniformly (logarithmically) spaced. Their bandwidth is also frequency dependent,

increasing with frequency. As a result, the resolution of human hearing decreases as

frequency increases.

In order to gain insight into the shape of these critical filters, a number of early

studies investigated frequency resolution as a function of frequency. These frequency

resolution (or selectivity) experiments aimed to evaluate our ability to resolve two

(or more) frequency components (typically in the form of tones) in a complex sound

(Moore and Glasberg, 1986). For this, subjective masking experiments were conducted.

Early experiments such as those by Wegel and Lane (1924), used two tones heard

simultaneously as a complex sound. However, as the frequency of the two tones became

too close, artefacts were introduced, distorting the results. Therefore later experiments

(e.g., Fletcher, 1940, 1953; Egan and Hake, 1950; Greenwood, 1961a,b; Scharf, 1961)

used narrowband noise as the masker instead.

In the selectivity experiments of Fletcher (1940), a narrowband noise source centred

at a given frequency and fixed level was used to mask a single sinusoid (test tone) at

the same centre frequency. The level of the test tone was increased until it could be

detected amidst the noise. This was repeated for increasing noise bandwidth until the

level required for perception of the test tone no longer changed. This bandwidth was

defined as the critical bandwidth, meaning that any further increase in bandwidth does

not change the masking effect of the noise on the sinusoidal signal. This was repeated

for different centre frequencies to give the 24 critical bandwidths. Placed end-to-end

from 0 Hz, these bandwidths fit within the human hearing range.

As a result of these experiments, the Bark frequency warping scale was defined, with

each critical bandwidth being assigned a value of 1 Bark. While a number of analytical

expressions for the Bark scale have been proposed, a commonly used relation is that of
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Zwicker and Terhardt (1980), given by

B(f) = 13arctan

(

0.76f

1000

)

+ 3.5arctan

(

(

f

7500

)2
)

, (2.2)

where f is the frequency in Hertz, and B(f) is in Barks.

Pitch is another qualitative attribute of hearing which is closely related to the

fundamental frequency of the vibrations of the vocal cords. While sounds having higher

fundamental frequency are typically associated with higher perceived pitch, it is also

dependent on other attributes such as intensity and duration (Stevens, 1935; Stevens

and Ekdahl, 1939). Sounds may have very different properties but still have the same

perceived pitch (Wightman and Green, 1974). This difficulty in quantifying pitch has

made it the interest of many studies (e.g., Fletcher, 1924; Stevens et al., 1937; Stevens

and Volkmann, 1940; von Helmholtz, 1954; Goldstein, 1973).

Experiments to investigate the pitch of pure tones were conducted by Stevens et al.

(1937) and Stevens and Volkmann (1940). In the first of these, the frequency of one

tone was adjusted until it was perceived as half or twice as high as another reference

tone. In the second, the frequency tone was adjusted until it was perceived as equally

dividing another two reference tones. These two investigations yielded similar results
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Figure 2.7: Comparison of Bark (Eq. (2.2)), mel (Eq. (2.3)) and linear frequency
warping scales. Warped frequencies have been normalised for comparison.
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and consequently resulted in the proposal of the mel scale (Stevens and Volkmann,

1940). The mel scale was defined such that 1000 mels was equal to the perceived pitch

(as determined by their subjective experiments) at 1000 Hz. Therefore 1 mel is 1/1000

of the pitch at 1000 Hz, with a doubling of mel corresponding to a doubling of pitch.

The mel scale is therefore a frequency warping scale describing the relationship between

actual and perceived frequency. This scale is approximated as

M(f) = 2595 log10

(

1 +
f

700

)

, (2.3)

where M(f) is in mels.

A comparison of normalised mel and bark scales are shown in Figure 2.7. The

similarity between these scales suggests a relationship between both pitch and critical

bandwidth, and the displacement along the basilar membrane corresponding to

maximum excitation (Hartmann, 1998).

2.5 Fundamentals of digital speech signal processing

Speech signals are captured in many different types of environments, in a variety of

ways, and for a range of different purposes. In this dissertation, we focus on the

single-channel application, where the signal is captured using a single microphone. In

such an application, sound pressure waves are converted to an electrical signal by the

microphone. This signal is then converted to a digital signal by low-pass anti-aliasing

filtering, sampling (at an interval of T = 1/fs, where fs is the sampling frequency),

quantisation, and coding, to produce a digital signal s(n), where n is the discrete-time

index.

Preprocessing may then be applied. For example pre-emphasis may be used to

emphasise frequency regions of importance (e.g., emphasising frequencies above 1 kHz

where hearing is more sensitive, and deemphasising frequencies less then 1 kHz were

there is less sensitivity (Picone, 1993)), or to whiten a signal (Huang et al., 2001). Speech

enhancement can be considered another type of preprocessing (Rabiner and Juang,

1993), aiming to remove or suppress noise so as to make the signal more intelligible

or of higher perceptual quality according to its intended use. The processed signal is

then either heard by listeners, encoded, or processed by another system, such as an

automatic speech recognition (ASR) system.



24 Chapter 2—Speech processing fundamentals

2.5.1 Fourier analysis

Many of the speech processing methods in the literature make use of spectral analysis.

Use of the spectral domain offers advantages such as providing better initial separation

of speech from noise, simplifying statistical models (due to decorrelation of spectral

components), and enabling integration of psychoacoustic models (Mesgarani and

Shamma, 2005). For this purpose, some processing methods, consistent with the model

of the cochlea, use a filterbank approach (e.g., Irino and Unoki, 1998; El-Fattah et al.,

2002; Davidek, 2002; Gui and Kwan, 2005), where a bank of overlapping filters are

applied to the speech signal then processed. Others make use of Fourier analysis (e.g.,

Berouti et al., 1979; Ephraim and Malah, 1984; Portnoff, 1981; Ephraim and Malah,

1985; Paliwal and Kleijn, 1995; Vary and Martin, 2006).

The Fourier transform can be utilised to calculate the spectrum of a signal, but

requires knowledge of the input signal for all time. In practice, only a finite segment of

the signal is available. This is equivalent to applying a window function to the signal,

where the length of the window is equal to the length of the signal segment. We can

then calculate the short-time Fourier transform (STFT) of this segment as

X(t, f) =

∫ ∞

−∞

x(τ)w(t− τ)e−j2πfτdτ, (2.4)

where x(t) is the input signal, and w(t) is the window function. The resulting spectrum

is again continuous in time t and frequency f .

For analysis of discrete-time sampled speech, the discrete-time STFT can instead

be used, as given by

X(n, f) =

∞
∑

m=−∞

x(m)w(n −m)e−j2πfm, (2.5)

where n is the discrete-time index, and frequency f is continuous. However, for

implementation on a computer, both time and frequency must be discrete. Therefore

the discrete Fourier transform (DFT), is typically used for Fourier analysis, and given

by

X(n, k) =

∞
∑

m=−∞

x(m)w(n −m)e−j2πkm/N , (2.6)

where k is the frequency index, and N is the length of the signal segment in samples.
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Since values outside the window are zero, Equation (2.6) can be limited to the duration

of the segment as

X(n, k) =

N−1
∑

m=0

x(m)w(n −m)e−j2πkm/N . (2.7)

While X(n, k) can be calculated at each sample n, in practice, due to redundancy in

consecutive values of X(n, k) and the computational cost, we generally only calculate

X(n, k) for every Rth sample, and represent as X(nR, k). R is referred to as the

decimation factor (Rabiner and Schafer, 2011), and its value is selected according to the

window length and required time resolution. For example, for a Hamming windowed

frame, a frame shift of less than a quarter of the frame duration (i.e., R < N/4) is

required to avoid aliasing effects (Allen and Rabiner, 1977).3

In using finite length frames, we are inherently applying a rectangular window

function given by (Hayes, 1996)

w(n) =











1, for n = 0, ..., N − 1

0, otherwise

(2.8)

where N is the frame duration in samples. This results in discontinuities being produced

at the frame boundaries, which have a considerable affect on spectral estimation,

contributing to the problem referred to as spectral leakage (Hayes, 1996). Spectral

leakage reduces the ability to resolve weak frequencies. Consequently, tapered analysis

windows are typically applied to each frame to alleviate this problem, but at the expense

of reducing the spectral resolution (Rabiner and Schafer, 1978; Harris, 1978). The choice

of window depends on the application. For speech enhancement, the Hamming window

given by (Hayes, 1996)

w
h
(n) =











0.54 − 0.46 cos
(

2πn
N−1

)

, for n = 0, ..., N − 1

0, otherwise,

(2.9)

is commonly used. For this window, the side lobes are considerably lower, thereby having

a reduced spectral leakage effect, but its main lobe is twice the width of the rectangular

window, reducing the spectral resolution (referred to as spectral smearing) (Stoica and

Moses, 1997; Loizou, 2007). Thus, window choice is often a trade-off between spectral

3Where longer frame shifts (such as 50% overlap) are used, zero padding sufficient to avoid time
aliasing is required.
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smearing and leakage effects.

As discussed in Section 2.2, while the properties of speech change over the utterance,

the movement of articulators during speech production is relatively slow. Therefore a

speech signal can be assumed to be quasi-stationary, and analysed over short intervals

or frames such that the first and second order statistical properties within each frame

are approximately constant. Frame durations of around 20-40 ms are commonly used

(Picone, 1993; Huang et al., 2001; Loizou, 2007; Paliwal and Wójcicki, 2008; Rabiner

and Schafer, 2011). Processing typically uses overlapped frames, with the shift between

frames generally no greater than half the frame length, and chosen according to the

application. Use of longer frame durations, can result in segments of speech becoming

nonstationary. However, if the duration is too small, the spectral estimate becomes less

reliable. Also, it needs to be long enough to ensure analysis is independent of pitch

period, which can vary from frame to frame. Therefore durations of at least 2 to 3

times the pitch period (2–12 ms) are typically chosen (Paliwal and Wójcicki, 2008).

The short-time Fourier spectrum (which we denote the acoustic spectrum for

differentiation from the modulation spectrum) X(n, k) is a complex valued function

of frequency, which can be expressed in terms of the acoustic magnitude spectrum

|X(n, k)| and acoustic phase spectrum ∠X(n, k) as follows

X(n, k) = |X(n, k)|ej∠X(n,k). (2.10)

The magnitude spectrum (see Figures 2.8(b) and 2.9(b)) gives information about

the spectral energy distribution across frequency. Formant and pitch information

can be readily interpreted from the magnitude spectra. As shown in Figure 2.8(b),

voiced magnitude spectra have evenly spaced peaks corresponding to pitch harmonics,

and formants can be seen as the higher amplitude regions. The unvoiced spectra

(Figure 2.9(b)), on the other hand, does not have these harmonics (see Section 2.2).

Most speech information is concentrated in the frequency region from 100 Hz to 4 kHz

(Huang et al., 2001), as shown by the long term average spectrum for English spoken

speech in Figure 2.10 (Byrne et al., 1994).

Thus, the magnitude spectrum is a very intuitive and useful representation for the

analysis of speech signals. Consequently, many enhancement methods (e.g., Berouti

et al., 1979; Lim and Oppenheim, 1979; Ephraim and Malah, 1984; Martin, 1994; Sim
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et al., 1998; Virag, 1999; Loizou, 2005) have been based on modification of the magnitude

spectrum to improve speech quality.

A related quantity also often used is the magnitude-squared (or energy) spectrum,

given by |X(n, k)|2. This is differentiated from the power spectrum, for which many

methods have proposed in the literature, including the modified periodogram method,

which estimates the power spectrum for a windowed segment as

P̂ (n, k) =
1

N
|X(n, k)|2 . (2.11)

Other methods for estimating the power spectrum include the Bartlett method, Welch

method, and Blackman-Tukey method (Hayes, 1996).

Contrary to the magnitude spectrum, the phase spectrum, appears like noise in

Figures 2.8(b) and 2.9(c). Using short window durations (20-40 ms), the short-time
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Figure 2.8: Time and frequency domain plots for a 32 ms Hamming windowed segment
of voiced speech. Shown above are (a) time signal; (b) Magnitude spectrum; and (c)
Phase spectrum.
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Figure 2.9: Time and frequency domain plots for a 32 ms Hamming windowed segment
of unvoiced speech. Shown above are (a) time signal; (b) Magnitude spectrum; and (c)
Phase spectrum.

phase spectrum is considered to contain little useful information (Oppenheim et al.,

1979; Oppenheim and Lim, 1981; Vary, 1985; Liu et al., 1997) and therefore unimportant

for speech enhancement. While more recent works have endeavoured to find more

meaningful representations based on the phase spectrum which may prove useful for

analysis (e.g., Friedman, 1985; Murthy et al., 1989; Boashash, 1992a,b; Yegnanarayana

and Murthy, 1992; Alsteris and Paliwal, 2007; Stark and Paliwal, 2008) a majority of

enhancement approaches leave the acoustic phase spectrum unprocessed.

Alternatively, the complex valued acoustic spectrum can be expressed in terms of

its real and imaginary components as follows,

X(n, k) = Re[X(n, k)] + j Im[X(n, k)], (2.12)

where Re[·] and Im[·] are the real and imaginary operators, respectively. This
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Figure 2.10: Long term average spectrum for English speech. Solid line shows the
average spectrum across 17 speech samples, with males and females shown separately
for frequencies lower than 160 Hz and together for higher frequencies. [Reprinted with
permission from (Byrne et al., 1994). Copyright 1994, American Institute of Physics
for the Acoustical Society of America.]

representation of the speech spectrum offers the advantage of facilitating modification

of both magnitude and phase information, thereby avoiding the use of noisy phase in

signal reconstruction (see Sections 2.5.2 and Chapter 6), and consequently has been

investigated by some authors (e.g., Kleinschmidt et al., 2011; Zhang and Zhao, 2011).

2.5.2 Short-time Fourier Analysis-Modification-Synthesis procedure

Many of the frequency domain speech enhancement approaches in the literature (e.g.,

Lim and Oppenheim, 1979; Berouti et al., 1979; Ephraim and Malah, 1984; Griffin

and Lim, 1984; Ephraim and Malah, 1985; Martin, 1994; Sim et al., 1998; Virag,

s2566871
Text Box
Image removed
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Noisy speech

Overlapped framing with analysis windowing

Enhanced speech

Overlap−add with synthesis windowing

Inverse Fourier transform

Modification procedure

S−T Fourier transform

x(n)

X(l, k) = |X(l, k)|ej∠X(l,k)

Y (l, k) = |Y (l, k)|ej∠Y(l,k)

y(n)

Figure 2.11: Block diagram of the basic short-time Fourier AMS procedure.

1999; Quatieri, 2002; Cohen, 2005a; Loizou, 2005) make use of the short-time Fourier

analysis-modification-synthesis (AMS) framework (Allen, 1977; Allen and Rabiner,

1977; Crochiere, 1980; Griffin and Lim, 1984), enabling enhancement of stimuli through

modification of the short-time acoustic spectrum.

The traditional AMS framework consists of three stages:

1. the analysis stage, where the input speech is processed using short-time Fourier

transform (STFT) analysis;

2. the modification stage, where the noisy spectrum undergoes some kind of

modification; and

3. the synthesis stage, where the inverse STFT is followed by the overlap-add

synthesis to reconstruct the output signal.

A general representation of this framework is shown in Figure 2.11, and described as

follows.

Consider a noisy speech signal where the clean speech is corrupted with uncorrelated

additive noise distortion as given by

x(n) = s(n) + d(n), (2.13)

where n denotes the discrete-time index, and x(n), s(n) and d(n) are the noisy speech,

clean speech, and noise signals, respectively. Assuming the speech signal to be quasi-
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Noisy speech

Overlapped framing with analysis windowing

Fourier transform

Inverse Fourier transform

Overlap−add with synthesis windowing

Enhanced speech

Modified acoustic spectrum

Modified acoustic magnitude spectrum 

Acoustic magnitude spectrum

spectrum
phase

Acoustic

x(n)

X(l, k) = |X(l, k)|ej∠X(l,k)

|X(l, k)|

|Ŝ(l, k)| ∠X(l, k)

Y (l, k) = |Ŝ(l, k)|ej∠X(l,k)

y(n)

Figure 2.12: Block diagram of the short-time Fourier AMS procedure modifying the
acoustic magnitude spectrum for speech enhancement.

stationary, it can be analysed framewise using short-time Fourier analysis. Thus, the

running STFT (Vary and Martin, 2006) of the noisy speech signal x(n) is given by

X(l, k) =
N−1
∑

n=0

x(n+ lZ)w(n)e−j2πnk/N , (2.14)

where l is the frame index, N is the frame duration in samples, Z is the (acoustic)

frame shift (AFS) in samples, k is the acoustic frequency index, and w(n) is the analysis

window function. For speech enhancement, acoustic frame durations (AFD) of 20–40

ms are typically used. This is, as previously discussed, short enough to ensure that

the first and second order statistical properties within each frame are approximately

constant, while long enough to give a reliable spectral estimate. Hamming windows are

typically used for the analysis window function (e.g., Picone, 1993; Huang et al., 2001;

Loizou, 2007; Rabiner and Schafer, 2011), therefore the frame shift (AFS) should be

one quarter of the AFD (or less) to avoid aliasing (see page 25).

The resulting complex valued spectra X(l, k) can then be expressed in terms of its

acoustic magnitude spectrum |X(l, k)| and acoustic phase spectrum ∠X(l, k) as

X(l, k) = |X(l, k)|ej∠X(l,k). (2.15)

In the modification stage of the AMS procedure, either the acoustic magnitude
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spectrum, acoustic phase spectrum, or both may be modified in order to improve on

the perceived quality or intelligibility of speech. Most commonly, only the acoustic

magnitude spectra are modified, and the noisy phase spectrum is used in stimuli

reconstruction, as shown by the block diagram for the typical AMS framework for

speech enhancement in Figure 2.12. A reason for this, as mentioned previously, is that

the short-time acoustic phase spectrum, for Hamming-windowed frames of 20–40 ms

duration, is considered to contain little useful information and is therefore unimportant

for speech enhancement (Oppenheim et al., 1979; Oppenheim and Lim, 1981; Wang and

Lim, 1982; Vary, 1985; Liu et al., 1997; Shannon and Paliwal, 2006).

The modified acoustic spectrum Y (l, k) is then used in the reconstruction of speech

stimuli by finding the inverse STFT of Y (l, k) followed by the least-squares overlap-add

(OLA) method of synthesis. For perfect reconstruction, the sum of the analysis windows

shifted by increments of Z, must be a constant. That is,

C =

∞
∑

l=−∞

w(n − lZ), (2.16)

where C is a constant. Additionally, where the spectrum has been modified in the

previous stage of the AMS procedure, there may be errors or artifacts introduced at

the edges of the analysis window (Rabiner and Schafer, 2011). To compensate for this,

synthesis windowing (Griffin and Lim, 1984; Quatieri, 2002) may be applied before the

OLA reconstruction. For this, the modified Hanning window function given by

ws(n) =











0.5− 0.5 cos
(

2π(n+0.5)
N

)

, for n = 0, ..., N − 1

0, otherwise,

(2.17)

is often preferred as the synthesis window, since the edges of this function go to zero.

The reconstructed signal is then given by

y(n) =
∑

l

(

ws(n− lZ)

K−1
∑

k=0

Y (l, k)ej2π(n−lZ)k/N

)

. (2.18)

2.5.3 Spectrographic representation of speech signals

Using multiple spectral frames, a time-frequency representation of the speech signal,

the spectrogram, can be produced to give a visual representation of the signal. This
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Figure 2.13: Plots of “The sky that morning was clear and bright blue“ utterance from
the Noizeus corpus (Loizou, 2007) by a male speaker: (a) time-domain waveform; (b)
wide-band spectrogram and (c) narrow-band spectrogram.

representation is particularly useful in analysing speech, and conveys much speech and

speaker information. Information about the noise and distortion types in the speech

signal are also indicated by the spectrogram. Therefore the spectrogram is a useful tool

for evaluating the effect of enhancement procedures on the resulting speech stimuli.

Spectrograms can be generated by calculating the running STFT of a speech signal

as given by Equation (2.14). Typically, the spectrogram is represented in decibels (dB),

such that each point of the spectrogram image is given by

X (l, k) = 10 log10
(

|X(l, k)|2
)

, (2.19)

where l is the frame index (generally plotted along the horizontal axis), and k is the

frequency index (plotted along the vertical axis). The display is generally adjusted to

the dynamic range of interest by limiting values as follows

X (l, k) = max
[

X (l, k), Xmax − Xr

]

(2.20)

where Xmax = max[X (l, k)], and Xr is the desired dynamic range (in dB) of the

spectrogram plot.

Example spectrograms for utterances by a male speaker and a female speaker are
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Figure 2.14: Plots of “She has a smart way of wearing clothes“ utterance from the
Noizeus corpus (Loizou, 2007) by a female speaker: (a) time-domain waveform; (b)
wide-band spectrogram; and (c) narrow-band spectrogram.

shown in Figures 2.13 and 2.14 respectively. Plots 2.13(a) and 2.14(a) show the time-

domain speech. Plots 2.13(b) and 2.14(b) show the wide-band spectrogram and plots

2.13(c) and 2.14(c) show the narrow-band spectrogram. Narrow-band spectrograms are

generated using larger windows (at lest two pitch periods in duration) while wide-band

spectrograms are created using small windows (less than one pitch period in duration

(Loizou, 2007; Rabiner and Schafer, 2011). Here, a 25 ms frame duration was used to

generate narrow-band spectrograms while a 5 ms frame duration was used to generate

the wide-band spectrograms. The wide-band spectrograms show better time resolution

but poorer frequency resolution. Narrow-band spectrograms, on the other hand, have

better frequency resolution but poorer time resolution.

The dark broad horizontal lines in each spectrogram show the time evolution of

formants and their frequencies, reflecting the time evolution of the resonances of the

vocal tract due to changes in its shape during speech production. The time evolution

of pitch frequency harmonics, reflecting the change in glottal behaviour and therefore

changes in the properties of the excitation-source signal, can also be seen. As shown

by Figures 2.13(c) and 2.14(c), use of longer durations for narrow-band spectrograms

results in improved resolution of the pitch frequency harmonics, which can be seen as

dark horizontal striations centred at each pitch peak.

All spectrograms shown in the research part of this work are narrow-band



Section 2.6—The modulation domain in speech processing 35

spectrograms constructed using an acoustic frame duration of 32 ms with a 1 ms shift,

and FFT length of 4096. The dynamic range is set to 60 dB.

2.6 The modulation domain in speech processing

A speech signal can be represented as the sum of a set of amplitude-modulated (A-M)

signals in narrow frequency subbands, which span the signal bandwidth (Drullman

et al., 1994a). These A-M signals, in each frequency subband, can also be described

in terms of a high-frequency carrier signal, capturing the temporal fine structure, and

a low-frequency envelope, which follows the slow-varying amplitude of the subband’s

waveform. While the spectral envelope of the signal (as discussed in Section 2.2) reflects

the resonant properties of the vocal tract shape, the change in the vocal tract shape is

reflected in the low-frequency envelope of these A-M signals. Due to physical limitations

on the speed of articulatory gestures, these temporal modulations occur at relatively

slow rates (a few Hertz) (Shamma et al., 1999).

Considerable physiological and psychoacoustic research has led many to hold the

view that these temporal, very low-frequency modulations in the envelope are the

fundamental carriers of information in speech (Atlas and Shamma, 2003): conveying

most of the linguistic information required for speech intelligibility.4 As a result, there

has been much interest in the use of the modulation domain for a range of speech

applications. Therefore, in this section we give a brief review of some of the more

noteable physiological and psychoacoustic findings which have motivated interest in the

use of this alternative domain for speech processing.

For a more comprehensive review of physiological and psychoacoustic experiments

investigating the role of modulations in auditory processing, the interested reader is

referred to (Kay, 1982; Plomp, 1983; Langner, 1982).

2.6.1 Significance of modulation domain from auditory physiology

Early testing of auditory physiology made use of basic stimuli such as clicks and

sinusoids. Dudley (1939, 1940) was perhaps the first to observe that speech is actually

a low-bandwidth process that modulates high-bandwidth carriers. He hypothesised

4Note that this is not the only view. Others believe, for example, that it is the pattern of formant
movements that is the fundamental carrier of information in speech.



36 Chapter 2—Speech processing fundamentals

that the lower-frequency “message-bearing waves”, which are by themselves inaudible,

modulate the more efficiently produced higher-frequency acoustic energy (Atlas and

Shamma, 2003).

Later experiments used more complex signals with temporal envelope variations or

amplitude modulations to further investigate the functioning of the auditory system

(e.g., Moller, 1971; Moore and Cashin, 1974; Suga, 1995; Newman and Wollberg, 1973;

Symmes, 1981). For example, Moller (1971) used A-M and F-M (frequency-modulated)

tonal signals in experiments on rats, and observed a specialised sensitivity to the

amplitude modulations of narrowband acoustic signals in the mammalian auditory

system (Atlas and Shamma, 2003). Suga (1995) used natural sounds in experiments

on bats to show that in different cochlea frequency channels, amplitude modulation

information was maintained.

As understanding of the auditory system developed, it became clear that the

frequency-to-place model (see Section 2.3) can not adequately describe the functioning

of the auditory system (Langner, 1982). The restricted frequency resolution of the

cochlea limits precise frequency separation, and therefore detailed information contained

in different frequency ranges can not be adequately decoded by only considering

the spectral analysis of the basilar membrane. Researchers therefore concluded that

nonlinear properties seem to be an important part of coding strategies, and that there

needs to be complementary information from the temporal analysis of neuron discharges

to adequately encode complex signals (Langner, 1982).

Neurons in the auditory cortex are thought to “decompose the spectrogram into its

spectro-temporal modulation content” (Mesgarani and Shamma, 2005). Experiments

by Schreiner and Urbas (1986) showed that in mammals, the neural representation of

amplitude modulations was also seen in the auditory cortex, the highest processing stage

along the primary auditory pathway, and therefore temporal and spatial coding must

be preserved up through all levels of our auditory system (Atlas and Shamma, 2003). In

experiments on the primary auditory cortex of ferrets, Kowalski, et al. (Kowalski et al.,

1996; Shamma, 1996; Depireux et al., 2001) investigated the spectral and temporal

properties of responses of the auditory cortical neurons to moving ripple spectra, with

the aim of understanding the neural representation of broadband dynamic sounds in the

primary auditory cortex. They showed that the cells in the auditory cortex, are best

driven by sounds combining both spectral and temporal modulations. They postulated
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that the auditory system performs effectively a multiscale spectro-temporal analysis

which reencodes the acoustic spectrum in terms of its spectral and temporal modulations

(Langner, 1982).

Newman and Symmes (1979) describe studies locating neurons in the primary

auditory cortex of the squirrel monkey that responded specifically to a certain temporal

feature of the animal’s call, and therefore could be described as feature detectors. Koch

and Piper (1979) also noted physiological evidence which suggested that certain neurons

may respond selectively to certain temporal properties. Studies such as these suggest

that auditory processing is more attentive to the temporal changes in the spectrum

(Mannell, 1994), and that, for most mammals, the “auditory cortical neurons appear

best suited to processing the slow temporal modulations of simple and complex acoustic

stimuli” (Hackett and Kaas, 2003).

2.6.2 Significance of modulation domain from psychoacoustics

The relevance of the above findings has also been investigated psychoacoustically. Early

psychoacoustic testing also made use of simple signals such as clicks and tones. Zwicker

(1952) was perhaps the first to study the auditory system using modulated stimuli. He

determined that below certain modulation frequencies, the ear can distinguish between

both amplitude and frequency modulations, and perceives amplitude modulation much

better. For low frequency tones, this frequency was found to be around 30 Hz, with the

frequency increasing to 1 kHz for higher frequency tones.

In studies aimed at investigating the human sensitivity to modulations, a number

of systems analysis based experiments were conducted. In these experiments, the

modulation transfer function (MTF) was measured as a way of representing the auditory

system’s sensitivity (or resolution) to modulations. The MTF relates the threshold

for detecting or resolving sinusoidal amplitude modulations to the frequency of these

modulations. Typically this is measured using the modulation threshold, which is

defined as the depth of modulation required to allow discrimination from another

unmodulated waveform (Viemeister, 1979). The experiments of Viemeister (1977, 1976,

1979) measured the temporal MTF (TMTF) of the auditory system using wideband

noise so as to eliminate spectral cues. The resulting TMTFs were found to have

a low pass (LP) characteristic, with a modulation threshold that was constant for

low modulation frequencies (less than around 10 Hz), falling off at a rate of 3–4
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dB/octave up to modulation frequencies of around 800 Hz, and constant for higher

modulation frequencies. Additional experiments measuring the TMTF for different

carrier frequency regions, using band limited sinusoidal A-M wideband noise, show

a similar LP characteristic, but with the cutoff modulation frequency increasing for

increasing carrier frequency. Viemeister (1979) concludes that this change reflects the

improvement in temporal resolution of the auditory system with increasing spectral

frequency .

Masking experiments of Bacon and Grantham (1989) and Houtgast (1989) measured

the modulation thresholds (for resolving of modulation frequencies), using a broadband

noise carrier, of a sinusoidal amplitude modulation (SAM) in the presence of another

masker modulation. They determined the ability to detect a test modulation in the

presence of a masker modulation as a function of the spectral difference between test

and masker modulations. They found that the most modulation masking occurred

when the test signal frequency was near the masker frequency. In other words, the

perception of amplitude modulation at one frequency masks the perception of other

nearby modulation frequencies (Atlas and Shamma, 2003). Results of these masking

experiments indicate that, just as there are channels tuned for the detection of spectral

frequencies, there are also channels in the auditory system which are tuned for the

detection of modulation frequencies (Bacon and Grantham, 1989). They also note

there is considerable overlap among those channels.

Results of masking experiments by Ewert and Dau (2000), testing signal frequencies

ranging from 4–256 Hz and in the presence of ½ octave modulation maskers, showed

similarly peaked masked-threshold patterns, centred on the logarithmic frequency scale

about the mask centre frequency. Their results indicated frequency selectivity of

modulation frequencies analogous to the frequency selectivity observed in the (acoustic)

frequency domain, and concluded that the modulation filterbank concept is a powerful

tool for describing the experimentally determined TMTF (Ewert and Dau, 2000). They

also showed there to be dependencies between modulation frequency masking and carrier

bandwidth, indicating there may still be redundancy in current speech coding systems

(Atlas and Shamma, 2003).

Thus, psychoacoustic studies of the auditory system have demonstrated that it

can detect and follow relatively slow (about 1–16 Hz) temporal changes which, as

discussed later in this section, are important for the perception of speech (Houtgast
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et al., 1980; Houtgast and Steeneken, 1985; Drullman et al., 1994b,a; Arai et al., 1996).

Further, while the temporal resolution is quite limited, research on modulation detection

indicates that the auditory system is quite sensitive to small amplitude modulations at

low modulation frequencies (Viemeister, 1979; Bacon and Viemeister, 1985).

Further masking experiments investigating frequency selectivity and discrimination

resulted in observation of another phenomena of the modulation detection process in the

auditory system, referred to as comodulation masking release (CMR). In experiments

similar to those used to investigate (acoustic) frequency sensitivity (see Section 2.4.2),

Hall et al. (1984b) conducted masking experiments to investigate the effect of amplitude-

modulation of a noise masker on tone detection, and determined that a tone masked

by bandwidth limited noise is easier to detect if the noise is amplitude-modulated

then if it is not. Here, a 1 kHz pure-tone signal was examined in bandlimited noise.

For random noise, as noise bandwidth increased up to the critical bandwidth, the

threshold increased, then remained constant for further increases in bandwidth. This

is in agreement with the previously reported results using similar experiments by

Fletcher (1940). However, for noise where some spectral regions were given similar

envelope characteristics, bandwidths wider than the critical bandwidth resulted in a

decrease in threshold. Hall et al. concluded that this improvement is due to processing

whereby temporal envelope coherence between critical bands is used to help differentiate

signals from noise (provided their envelopes have similar characteristics). This detection

based on across-frequency temporal envelope coherence (referred to as CMR), provides

additional insight into the ability of the auditory system to detect speech modulations

at low signal-to-noise ratios, and may also be used to help differentiate between acoustic

sources (Hall et al., 1984a).

Houtgast et al. (Houtgast and Steeneken, 1973; Houtgast et al., 1980; Steeneken

and Houtgast, 1980; Houtgast and Steeneken, 1985) were perhaps the first to apply the

MTF and A-M test signals to the objective measurement of intelligibility of speech in

rooms. In their approach, they excited a room with an A-M test signal and measured

the envelope spectrum for a number of frequency subbands. The modulation transfer

function (MTF) of the room was then found as the ratio of the test signal’s envelope

spectrum and measured envelope. This was then used to find the speech transmission

index (STI) for the room, by applying perceptual weighting to the MTFs of each

frequency subband. Further details of the STI objective intelligibility measure are
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discussed in Section 2.9.4.

A work of particular impact on modulation based speech processing is that of

Drullman et al. (1994b,a). In the first of these works (Drullman et al., 1994b), the

effect of temporal envelope smearing on the intelligibility of speech was measured.

Smearing was done by bandpass (BP) filtering the signal through a number of filterbanks

and calculating the envelope of each band, then applying a LP filter to the envelopes.

The signal was reconstructed by recombining the filtered envelopes with their original

fine structure, then summing the filtered bands to give a broadband signal. In their

experiments, the bandwidth of frequency bands were varied from ¼ to 1 octave, and

the cutoff of the LP filter was varied from 0 to 64 Hz. Speech recognition experiments

showed that modulation frequencies between 4 and 16 Hz were the most important to

intelligibility. Using an LP filter cutoff of 0–2 Hz resulted in speech with severely reduced

intelligibility, while using cutoff frequencies greater than 16 Hz had minimal effect on

intelligibility. Additionally, larger bandwidths only improved intelligibility when LP

filters less than 4 Hz were used. In their subsequent paper (Drullman et al., 1994a),

these experiments were repeated using a high pass (HP) filter, and showed consistent

results. Use of HP filters with cutoff frequency up to 4 Hz resulted in minimal loss

of intelligibility, while cutoff frequencies of 64 Hz or more resulted in considerable loss

of intelligibility. From these works, the frequencies from 4 to 16 Hz are shown to

be the most important to intelligibility, with the region around 4-5 Hz begin the most

significant, corresponding to the syllabic rate of speech (Houtgast and Steeneken, 1985).

In a similar work, Arai et al. (1996) considered the effect of LP, HP, and BP filtering

of the LPC cepstral coefficients on the intelligibility of reconstructed speech. They

report a decrease in intelligibility above 1 Hz for HP filtering, and a decrease below 24

Hz for LP filtering. Similar to Drullman et al., they also find 4 Hz to be most important.

Using BP filtering, they show that using cutoff frequencies of < 1Hz and > 16Hz results

in high intelligibility. The lower limit indicated by these studies reflects the fact that

the very slow vocal tract changes do not convey much linguistic information, while the

upper limit reflects the physiological limitation on how fast the vocal tract is able to

change with time.

As a result of findings such as those presented in this section, many researchers

have investigated ways of applying the characteristics of these modulations to speech

processing applications. This is considered further in Section 2.10.
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2.7 Acoustic domain speech enhancement methods

Speech enhancement methods can generally be classified as being of the following types:

• Spectral subtraction (Boll, 1979; Berouti et al., 1979; Lim and Oppenheim, 1979);

• Wiener filtering (Wiener, 1949);

• MMSE magnitude estimation (Ephraim and Malah, 1984, 1985);

• Kalman filtering (Paliwal and Basu, 1987); and

• Subspace (Ephraim and Van Trees, 1995) methods

This section reviews examples of each of these enhancement method types. Methods

presented focus on fundamental approaches of each type, and particularly those

pertaining to the research work presented in Part III of this dissertation. A more

detailed review of enhancement methods in the literature can be found in (Benesty

et al., 2008; Loizou, 2007), and a historical review of STFT-based speech enhancement

can be found in (Benesty et al., 2012).

2.7.1 Spectral Subtraction

Classical spectral subtraction (Boll, 1979; Berouti et al., 1979; Lim and Oppenheim,

1979) is a simple and effective speech enhancement method for the removal of additive

noise. Making use of the AMS framework described in Section 2.5.2 and shown

in Figure 2.12, it subtracts an estimate of the noise magnitude spectrum from the

noisy magnitude spectrum. While spectral subtraction is very efficient and effective in

suppressing noise, it suffers the problem of introducing perceptually annoying musical

noise to processed stimuli.

Musical noise is a type of residual noise introduced as a result of the half-wave

rectification procedure. Oversubtraction of noise (e.g., due to errors in the noise

estimate) results in magnitude values at some frequencies in the spectrum becoming

negative. When these are zeroed by rectification, small remnant peaks still remain.

These narrowband peaks of varying magnitude and frequency, appear and disappear in

randomly distributed intervals through the processed stimuli (Berouti et al., 1979). In

the reconstructed stimuli, this is heard as musical type tones switching on and off, and

is very perceptually annoying to listeners.
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Many variations on the classical spectral subtraction have been proposed in the

literature (e.g., Lockwood and Boudy, 1992; Martin, 1994; Whipple, 1994; Sim et al.,

1998; Singh and Sridharan, 1998; Kamath and Loizou, 2002; Denda et al., 2003; Hasan

et al., 2004; Wójcicki and Paliwal, 2006; Lu and Loizou, 2008). Some variations

aim to reduce musical noise by improving the noise estimate, some focus on removal

of the musical noise as a postprocessing procedure, and others aim to improve its

performance for use as an ASR front-end. But in spite of its short comings, the classical

spectral subtraction method’s efficiency in removing noise, low computational expense,

and simplicity of implementation, as well as its ability to integrate well with other

enhancement methods, make it a popular enhancement approach.

In this section we describe the fundamental variations of spectral subtraction,

namely the magnitude spectral subtraction of Boll (1979), the power spectral subtrac-

tion (Lim and Oppenheim, 1979), and the more general form of spectral subtraction of

Berouti et al. (1979).

Magnitude spectral subtraction

The spectral subtraction approach begins by making the assumption that the noise and

speech signals are additive and uncorrelated. Thus for noisy signal x(n), clean signal

s(n) and noise signal d(n),

x(n) = s(n) + d(n). (2.21)

Taking the STFT of both sides, Equation (2.21) becomes

X(l, k) = S(l, k) +D(l, k). (2.22)

Each complex valued spectra in Equation (2.22) can be expressed in polar form, giving

|X(l, k)|ej∠X(l,k) = |S(l, k)|ej∠S(l,k) + |D(l, k)|ej∠D(l,k). (2.23)

In this expression, the noise magnitude spectrum |D(l, k)| is not known. Making the

further assumption that the noise is locally stationary or slow varying nonstationary

such that noise estimates may be updated during non-speech frames (Boll, 1979),

|D(l, k)| can be estimated from non-speech frames (denoted |D̂(l, k)|).

For high enough signal-to-noise ratio (SNR), the phase is considered to have little
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affect on intelligibility. Listening experiments conducted by (Vary, 1985) indicated

that for higher SNRs (> 8 dB), noisy phase is relatively unchanged by additive noise

distortion and can be used in signal reconstruction without a perceivable difference in

quality, but for lower SNRs, a roughness quality may be perceivable (Loizou, 2007).

Therefore the clean phase ∠S(l, k) is approximated by the noisy phase ∠X(l, k). The

estimate of the clean spectrum can then be calculated as

Ŝ(l, k) =
(

|X(l, k)| − |D̂(l, k)|
)

ej∠X(l,k), (2.24)

or

|Ŝ(l, k)| = |X(l, k)| − |D̂(l, k)|. (2.25)

In other words, for high enough SNR, we can assume additivity of speech and noise in

the acoustic magnitude domain.

To ensure magnitudes are positive, (Boll, 1979) suggested that a minimum value

of 0 be applied by half-wave rectification, which inadvertently introduces musical noise

distortion to stimuli. To further reduce noise during non-speech frames, additional

attenuation was also applied by suppressing the noisy magnitude spectrum by a fixed

factor.

Power spectral subtraction

The magnitude spectral subtraction method described above can be easily extended to

the power spectral domain. The short-time power spectrum is found (following (Lim

and Oppenheim, 1979)) by multiplying a given spectum (e.g., X(l, k)) by its conjugate

(X∗(l, k)). Equation (2.22) then becomes

|X(l, k)|2 = |S(l, k)|2 + |D(l, k)|2 + S(l, k).D∗(l, k) + S∗(l, k).D(l, k). (2.26)

Noise spectra can be estimated from the mean noisy spectra during silence frames,

giving

|X(l, k)|2 = |Ŝ(l, k)|2 + E[|D(l, k)|]2 + E[S(l, k).D∗(l, k)] + E[S∗(l, k).D(l, k)] (2.27)
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where E[.] is the expectation operator. For noise d(n) that has a zero mean and is

uncorrelated with the speech signal s(n), the last two terms reduce to zero, giving

|X(l, k)|2 = |Ŝ(l, k)|2 + E[|D(l, k)|]2. (2.28)

Therefore the clean magnitude spectrum can be estimated as

|Ŝ(l, k)| =
(

|X(l, k)|2 − |D̂(l, k)|2
)

1

2

, (2.29)

where |D̂(l, k)| is the estimate of the noise magnitude spectrum found by averaging

noisy magnitude spectra in non-speech frames.

Note however that the expression given in Equation (2.29) (and Equation (2.30))

is only an approximation since the crossterms are only zero in the statistical sense

and under the assumption of sufficiently long and stationary speech (Loizou, 2007). In

practice, signals have finite length and are non-stationary and therefore are processed

on a short-time basis. Consequently, the cross terms are not necessarily zero (Loizou,

2007). In (Bhatnagar, 2002), it is shown that the value of the crossterms are comparable

to the values of the noisy power spectrum at lower frequencies, and therefore are not

negligible. Variations have therefore been proposed to estimate these crossterms with

the aim of improving the resulting performance of the spectral subtraction approach

(Hu et al., 2001; Bhatnagar, 2002). In spite of this, the simpler formulation assuming

crossterms to be zero are generally preferred.

Generalised spectral subtraction

Equation (2.29) above for power spectral subtraction can also be extended to an

arbitrary spectral order (Berouti et al., 1979). That is

|Ŝ(l, k)|γ = |X(l, k)|γ − |D̂(l, k)|γ . (2.30)

In an effort to reduce the musical noise problem, (Berouti et al., 1979) also proposed:

(a) the inclusion of an oversubtraction factor determined by segmental SNR; and (b) use

of a non-zero spectral floor to mask the remnants of noise peaks. Incorporating these

modifications, the more general spectral subtraction is calculated as (after Berouti et al.
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Figure 2.15: Plot showing values for subtraction factor α as a function of SNR, drawn
for γ = 2 and α0 = 4 (Berouti et al., 1979).

(1979))

|Ŝ(l, k)| =











(

|X(l, k)|γ − α|D̂(l, k)|γ
)

1

γ
, if

(

|X(l, k)|γ − α|D̂(l, k)|γ
)

1

γ
> β|D̂(l, k)|

β|D̂(l, k)|, otherwise,

(2.31)

with subtraction factor α > 1, and spectral floor parameter 0 < β << 1. β values

between 0.005 and 0.02 are recommended for low noise levels, and values between 0.02

and 0.06 for higher noise levels. The subtraction factor, α, is a function of SNR.

Following Berouti et al. (1979), α is calculated as

α = α0 −
SNR

s
, −5 6 SNR 6 20 (2.32)

where α0 is the value for α at an SNR of 0 dB, and 1
s is the slope of the line from α0 at

0 dB to α = 1 at 20 dB. While for γ = 1, α0 between 2 and 2.2 are recommended, for

γ = 2, α0 between 3 and 6 are recommended. An example of this function for α0 = 4

and γ = 2 is plotted in Figure 2.15. Use of this approach results in more aggressive

removal of noise during high noise (low SNR) regions, and more modest oversubtraction

in low noise (higher SNR) regions.

In Equation (2.31), the parameter γ determines whether subtraction is done in the

magnitude domain (for γ = 1), magnitude-squared domain (for γ = 2) or other order of

magnitude. In (Berouti et al., 1979), a comparison of the spectral subtraction method

using power indices of γ = 0.5, 1 and 2 was made. There, γ = 2 was indicated to give
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higher quality enhancement. Informal listening tests indicate that magnitude spectral

subtraction gives a higher noise reduction, but also results in more speech distortion.

Power spectral subtraction, on the other hand, has lower noise reduction and less speech

distortion. The importance of maintaining speech clarity results in a preference for

power spectral subtraction.

2.7.2 Spectral Wiener filtering

Wiener filters (Wiener, 1949) are shift-invariant filters based on the MMSE optimisation

criterion. They can be applied to speech prediction, smoothing or enhancement, and

may be implemented in either the time or frequency domain. In this section, we briefly

review the short-time spectral representation of Wiener filters for the enhancement of

speech.

Consider speech corrupted with additive noise, such that for noisy signal x(n), clean

signal s(n), and noise signal d(n), x(n) = s(n) + d(n). Taking the STFT of each signal

gives, in the frequency domain, X(l, k) = S(l, k)+D(l, k), where l is the acoustic frame

index and k is the acoustic frequency index.

The spectral Wiener filter estimates the clean spectrum S(l, k), so as to minimise

the mean-square error (MSE) between the clean speech (complex) spectrum S(l, k), and

the estimate of the clean spectrum Ŝ(l, k) = H(l, k)X(l, k), as given by

ǫ(l, k) = E

[

∣

∣

∣
S(l, k) − Ŝ(l, k)

∣

∣

∣

2
]

= E
[

|S(l, k) −H(l, k).X(l, k)|2
]

,

(2.33)

where H(l, k) is the short-time frequency response of the spectral filter, and E[·] is the

expectation operator.

The optimum filter H(l, k) is found by setting the complex derivative of the MSE

ǫ(l, k) with respect to H(l, k) equal to zero, and solving for H(l, k). This gives the

general form of Wiener filter:

H(l, k) =
Psx(l, k)

Pxx(l, k)
. (2.34)

where Pxx(l, k) is the power spectral density (PSD) of x(n), and Psx(l, k) is the cross-



Section 2.7—Acoustic domain speech enhancement methods 47

PSD of signal s(n) with x(n). Psx(l, k) can be expressed as

Psx(l, k) = E [(S(l, k).X∗(l, k))]

= E [X(l, k)X∗(l, k)] − E [D(l, k)S∗(l, k)] − E [D(l, k)D∗(l, k)]

= Pxx(l, k) − Pds(l, k) − Pdd(l, k), (2.35)

where Pds(l, k) is the cross-PSD of d(n) with s(n), and Pdd(l, k) is the PSD of d(n).

Assuming that speech and noise are uncorrelated and zero mean, then the cross-term

Pds(l, k) in Equation (2.35) becomes zero, simplifying H(l, k) to

H(l, k) =
Pxx(l, k)− Pdd(l, k)

Pxx(l, k)
. (2.36)

H(l, k) can be expressed in terms of magnitude spectra to give the Wiener gain

Gw(l, k) =
|X(l, k)|2 − |D(l, k)|2

|X(l, k)|2 , (2.37)

such that the clean spectrum is estimated by

Ŝ(l, k) = Gw(l, k)X(l, k). (2.38)

The Wiener filtering approach as described above, is essentially a form of spectral

subtraction, and similarly prone to musical noise. Attempts to improve on its perfor-

mance, have resulted in many variations being reported in the literature. While less

efficient, these variations generally have improved speech quality compared to spectral

subtraction processed stimuli. Variations include iterative-based approaches (e.g., Lim

and Oppenheim, 1978; Hansen, 1988; Hansen and Clements, 1991), psychoacoustically

motivated approaches (e.g., Gustafsson et al., 1998; Hu and Loizou, 2004a), and those

aiming to improve the gain function through improved a priori SNR estimation (e.g.,

Scalart and Filho, 1996; Hu and Loizou, 2004b).

In the noniterative Wiener filtering approach of Scalart and Filho (1996), the a priori

SNR estimate (and therefore Wiener gain applied to the noisy spectrum) is improved

through use of the decision-directed approach (Ephraim and Malah, 1984).
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Defining a priori SNR ξ(l, k) as

ξ(l, k) =
Pss(l, k)

Pdd(l, k)
, (2.39)

Equation (2.36), can be expressed in terms of a priori SNR to give the Wiener gain

Gw(l, k) =
ξ(l, k)

1 + ξ(l, k)
, (2.40)

or in the more general form,

Gw(l, k) =

(

ξ(l, k)

a+ ξ(l, k)

)b

, (2.41)

where a and b are tunable parameters altering the characteristics of the filtered signal.

In traditional Wiener filtering and the approach of Scalart and Filho (1996), a and b

are set to 1.

In Scalart and Filho (1996), ξ(l, k) is calculated using the decision-directed approach

for a priori SNR estimation (Ephraim and Malah, 1984) as

ξ(l, k) = α
|Ŝ(l − 1, k)|2
|D(l − 1, k)|2 + (1− α) max

[ |X(l, k)|2
|D(l, k)|2 − 1, 0

]

, (2.42)

Through appropriate choice of smoothing parameter α, ξ(l, k) is smoothed, resulting

in the elimination of musical noise distortion in enhanced speech (Scalart and Filho,

1996).

2.7.3 MMSE magnitude estimation-based methods

Methods such as the minimum mean-square error (MMSE) magnitude estimator are

statistical-based enhancement methods which aim to find the optimal nonlinear estimate

of the magnitude spectrum (rather than complex spectrum) of the clean speech from

knowledge of the noise and noisy speech, in a statistical estimation framework (Loizou,

2007). There are a number of different statistical estimation-based approaches in the

literature (e.g., McAulay and Malpass, 1980; Ephraim and Malah, 1984; Porter and

Boll, 1984; Ephraim and Malah, 1985; Martin, 2002; Lotter and Vary, 2005; Chen and

Loizou, 2007), varying in terms of what assumptions are made and optimisation method

used to derive the estimate. Of perhaps the most well known of these is the MMSE
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magnitude estimator of Ephraim and Malah (1984), which we now describe.

MMSE magnitude estimator

The MMSE magnitude estimator (here referred to as the acoustic magnitude estimator,

and denoted AME) of Ephraim and Malah (1984) is a nonlinear estimator of the

magnitude spectrum of a noise corrupted speech signal. Like spectral subtraction, it

makes use of the short-time Fourier AMS framework described in Section 2.5.2, using

the estimate of the clean magnitude spectrum and the noisy phase spectrum in signal

reconstruction. Its popularity for speech enhancement is due mainly to its ability to

suppress noise without the introduction of musical noise (see later in this section).

The AME method minimises the mean-square-error (MSE) between the magnitude

spectra of clean and estimated speech as given by

ǫ(l, k) = E

[

(

|S(l, k)| − |Ŝ(l, k)|
)2
]

, (2.43)

where E[·] is the expectation operator.

Here, it is assumed that speech and noise are additive (in the time domain),

and that short-time spectral components are statistically independent, identically

distributed, zero mean Gaussian random variables. The second assumption is justified

since Fourier expansion coefficients can be modelled as statistically independent (and

therefore uncorrelated) Gaussian random variables (for large frequency analysis lengths)

(Ephraim and Malah, 1984). While for speech, durations of 20-40 ms are used for STFT

analysis, this still holds well in practice.

The magnitude spectrum can then be estimated under the MMSE criterion as

(Ephraim and Malah, 1984)

|Ŝ(l, k)| = E
[

|S(l, k)|
∣

∣

∣
X(l, k)

]

= G(l, k).|X(l, k)|
(2.44)

where G(l, k) is the AME spectral gain function given by

G(l, k) =

√
π

2

√

ν(l, k)

γ(l, k)
Θ[ν(l, k)]. (2.45)

Here, the function ν(l, k) is defined in terms of the a priori SNR ξ(l, k) and the
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a posteriori SNR γ(l, k) as

ν(l, k) =
ξ(l, k)

1 + ξ(l, k)
γ(l, k), (2.46)

and Θ[·] is given by

Θ[θ] = exp

(

−θ

2

)[

(1 + θ) I0

(

θ

2

)

+ θI1

(

θ

2

)]

, (2.47)

where I0(·) and I1(·) denote the modified Bessel functions of zero and first order,

respectively.

The a posteriori SNR, γ(l, k), can be calculated from the noisy signal and an estimate

of the noise variance as follows (Ephraim and Malah, 1984)

γ(l, k) =
|X(l, k)|2
λd(l, k)

(2.48)

where λd(l, k) , E[|D(l, k)|2] can be estimated during initial silence and updated during

speech absence using, for example, a recursive average rule (see Section 2.8.1).

The a priori SNR, on the other hand, is defined as (Ephraim and Malah, 1984)

ξ(l, k) =
λs(l, k)

λd(l, k)
(2.49)

where λs(l, k) , E
[

|S(l, k)|2
]

, is not directly observable. A number of approaches

for calculating a priori SNR have been proposed in the literature (e.g., Cappe, 1994;

Hasan et al., 2004; Cohen, 2005a,b; Martin, 2005). In (Ephraim and Malah, 1984), the

decision-directed approach for estimating the a priori SNR was proposed, and attributed

with being the reason for the good performance of the AME method. In this approach,

a priori SNR is estimated by recursive averaging as follows:

ξ̂(l, k) = α.
|Ŝ(l − 1, k)|2
λ̂d(l − 1, k)

+ (1− α)max [γ̂(l, k)− 1, 0] , (2.50)

where |Ŝ(l − 1, k)| is the estimate of the clean magnitude spectrum calculated in the

previous frame.

The smoothing parameter α in Equation 2.50 has a considerable effect on the type

and intensity of residual noise in the processed speech. So as to avoid introducing
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musical noise, α should be greater than 0.9. Higher values also result in improved noise

suppression, however, values closer to 1 result in temporal distortion during transient

parts, heard as a slurring or echoing effect. Thus, the choice of α controls the trade-off

between noise reduction and transient distortion, with a value of 0.98 recommended as

a good compromise between these distortion types (Cappe, 1994; Ephraim and Malah,

1984)

Additionally, a limit, ξmin is placed on the minimum value for ξ(l, k):

ξ̂(l, k) = max
[

ξ̂(l, k), ξmin

]

. (2.51)

This minimum value also has considerable effect on the nature of the residual noise

(Ephraim and Malah, 1984; Cappe, 1994).

The AME method described above calculates an estimate of the clean magnitude

spectrum which is, as previously mentioned, combined with the noisy phase spectrum to

produce the enhanced stimuli. The use of noisy phase in signal reconstruction is justified

in (Ephraim and Malah, 1984), where it was shown that provided the optimal phase

estimate does not affect the amplitude estimate (i.e., has a magnitude of 1), the noisy

phase spectrum is the optimal phase estimate in the MMSE sense. Resulting stimuli

enhanced using AME have a reduction of background noise (though less suppression

than spectral subtraction), without the addition of musical noise distortion. There is

however, a slight temporal slurring audible due to the use of decision-direct a priori SNR

estimation, however this is minimal compared to the musical noise distortion present in

spectral subtraction stimuli.

AME with SPU

In the above AME method, speech was assumed to be present in each frame, however,

this is not the case. Apart from the initial silence, there are pauses and regions of silence

at different points during an utterance. Therefore (Ephraim and Malah, 1984) also

proposed to incorporate the fact that speech may or may not be present by incorporating

speech presence uncertainty in the AME formulation. This is achieved by multiplying

the outcome of the noise suppression rule by an estimate of the probability that speech

is present at each frequency.
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Incorporating SPU, the AME estimation of clean speech is given by

Ŝ(l, k) = E
[

|S(l, k)|
∣

∣

∣X(l, k),H1(k)
]

.P
(

H1(k)
∣

∣

∣X(l, k)
)

, (2.52)

where H1(k) is the hypothesis that speech is present in frequency bin k, and

P
(

H1(k)
∣

∣

∣
X(l, k)

)

=
Λ
(

X(l, k), qk
)

1 + Λ
(

X(l, k), qk
) (2.53)

where Λ
(

X(l, k), qk
)

is the likelihood ratio given by

Λ
(

X(l, k), qk
)

=
1− qk
qk

.
exp(ν(l, k))

1 + ξ̂(l, k)
. (2.54)

Here, qk is the a priori probability of speech absence at frequency k, and is a tunable

parameter of the approach. A value of 0.2 or 0.3 typically used.

The resulting speech enhanced using AME with SPU generally has less residual

noise than AME, without the introduction of any additional distortions (Ephraim and

Malah, 1984).

LogAME

In a subsequent work, (Ephraim and Malah, 1985) proposed to use the log-spectral

domain to give the log-MMSE magnitude estimator (LogAME). This was motivated by

the nonlinear characteristics of human speech perception and evidence that processing

the squared log-magnitude spectra is more suited to speech processing (Gray et al.,

1980; Klatt, 1982).

In the LogAME approach, the estimator minimises the MSE between clean and

estimated clean log-magnitude spectra given by

ǫ(l, k) = E

[

(

ln|S(l, k)| − ln|Ŝ(l, k)|
)2
]

, (2.55)

where ln(·) is the natural logarithm function. Making the same assumptions as the

AME approach, the clean magnitude spectrum is estimated as

|Ŝ(l, k)| = exp
(

E
[

ln|S(l, k)|
∣

∣

∣X(l, k)
])

= G
L
(l, k)|X(l, k)|

(2.56)
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where G
L
(l, k) is the LogAME gain function given by

G
L
(l, k) =

ξ(l, k)

ξ(l, k) + 1
.exp

{

1

2

∫ ∞

ν(l,k)

e−t

t
dt

}

, (2.57)

ξ(l, k) is the a priori SNR estimated using the decision-directed approach described by

Equation (2.50), and ν(l, k) is a function of a priori and a posteriori SNR as given by

Equation (2.46).

Enhancement using the LogAME approach also shows improved noise suppression

compared to AME, without introduction of additional distortions.

2.7.4 Kalman filtering

The discrete Kalman filter calculates an unbiased, linear MMSE estimate of clean

speech given a sample of corrupt speech, through use of recursive equations in the

time domain (Paliwal and Basu, 1987). Kalman filtering for speech enhancement offers

advantages over spectral domain-based approaches in that: (a) it can process non-

stationary speech signals (unlike Wiener filtering); (b) the speech model is inherent in

the Kalman recursion equations through use of a linear predicator as the dynamic model;

(c) it jointly estimates both the magnitude and phase spectrum of speech; and (d) for

accurate linear predication coefficients (LPCs), there is no musical noise in enhanced

speech (So and Paliwal, 2011b).

Initially, the Kalman filter assumes that noise is additive (i.e., x(n) = s(n) + d(n)),

and noise d(n) is zero mean white Gaussian noise that is uncorrelated with the speech

s(n). Then a pth order linear predictor can be used to model speech as

s(n) = −
p
∑

k=1

aks(n− k) + w(n), (2.58)

where ak, {k = 1, 2, ..., p} are the LPCs and w(n) is a white Gaussian noise excitation

with zero mean and variance of σ2
w. Expressing x(n) and s(n) in a state vector

representation, gives

s(n) = As(n− 1) + bw(n) (2.59)

x(n) = cT s(n) + d(n) (2.60)
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where

s(n) = [s(n), s(n − 1), ..., s(n − p+ 1)]T = the hidden state vector;

b = [1, 0, ..., 0]T = measure vector for the excitation noise;

c = [1, 0, ..., 0]T = measure vector for the observation;

A =























−a1 −a2 · · · −ap−1 −ap

1 0 · · · 0 0

0 1 · · · 0 0
...

...
. . .

...
...

0 0 · · · 1 0























= linear prediction transition matrix.

(2.61)

The linear MMSE estimate ŝ(n|n) of state vector s(n|n) is then calculated using the

following set of recursive equations (following So et al. (2009)):

ŝ(n|n− 1) = Aŝ(n − 1|n − 1) (2.62)

P(n|n− 1) = AP(n − 1|n− 1)AT + σ2
wbb

T (2.63)

K(n) = P(n|n − 1)c
[

σ2
d + cTP(n|n − 1)c

]−1
(2.64)

ŝ(n|n) = ŝ(n|n− 1) +K(n)
[

x(n)− cT ŝ(n|n− 1)
]

(2.65)

P(n|n) =
[

I−K(n)cT
]

P(n|n − 1) (2.66)

The effectiveness of the Kalman filter approach is largely dependent on the accuracy

of the LPCs, which need to be estimated from noise corrupted speech. LPCs calculated

by methods such as the autoregressive spectral estimation method (e.g., Atal and

Hanauer, 1971; Makhoul, 1973; Paliwal and Rao, 1981) results in considerable wideband

noise in enhanced speech. As a result, a number of works aimed at improving the LPC

estimate have appeared in the literature (e.g., Du and Driessen, 1991; So and Paliwal,

2008; So et al., 2009). One example is an iterative LPC estimation method proposed by

Gibson et al. (1991), which iteratively Kalman filtered speech then re-estimated LPCs

using the enhanced speech signal. An improvement in SNR was achieved after a few

iterations, but the resulting speech is often distorted, and with high intensity residual

noise. Much of the problem of this approach is in the inaccuracy of the LPCs used for the

first iteration. To address this problem, Li and Andersen (2005) used weighted power

spectral subtraction to enhance speech prior to LPC estimation, followed by iterative

LPC estimation and Kalman filtering. This approach reduced the residual considerably.
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Use of MMSE amplitude estimation to enhance noisy speech prior to LPC estimation

is also effective.

The Kalman filter described above assumes noise to be white. Consequently,

variations for processing coloured noise types have also been proposed. Gibson et al.

(1991), for example, included an additional linear prediction model of coloured noise of

order q, modifying the Kalman state vector to size of p + q, to facilitate enhancement

of stimuli corrupted with coloured types of noise.

2.7.5 Subspace methods

Subspace-based methods for speech enhancement are based on the idea that the vector

space of a noisy signal is made up of the signal subspace, which is dominated by

components of the clean speech signal but also contains noise, and the noise-only

subspace. Thus, while noise vectors span the entire signal vector space, the clean

speech signal spans only part of this space. Subspace methods therefore aim to zero

components of the signal residing in the noise-only space, and suppress noise through

use of a gain function for components in the signal subspace.

Methods for decomposing the noisy signal into signal and noise-only subspaces

include singular value decomposition (SVD) (e.g., Dendrinos et al., 1991; Jensen et al.,

1995) and eigenvalue decomposition (e.g., Ephraim and Van Trees, 1995; Mittal and

Phamdo, 2000; Hu and Loizou, 2002).

An example method based on eigenvalue decomposition is the subspace approach

proposed by Ephraim and Van Trees (1995). This approach firstly assumes that each

vector of the clean signal is composed of M < K linearly independent signal basis

vectors, and secondly that noise is additive, white, zero mean, and uncorrelated with

the speech signal. Therefore, for a K-dimensional vector of noisy signal x,

x = s+w, (2.67)

where s is the clean signal vector and w is the noise vector. The noisy signal vector can

then be represented as

x =

M
∑

m=1

bmVm +w. (2.68)

Here, w is a K-dimensional vector of noise, bm is a complex random variable, Vm is a
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K-dimensional complex component vector and V = {V1,V2, ...,VM} has rank M and

spans the signal subspace where M < K.

Then the covariance of the noisy vector is given by

Rx = VRbV
# +Rw (2.69)

where (·)# denotes the vector conjugate transpose, and the covariance of the noise is

given by

Rw = σ2
wI. (2.70)

Here, σ2
w is the variance of the noise which is estimated during initial silence and updated

during non-speech frames.

For each frame of noisy speech, the following procedure is used to estimate the clean

signal.

1. The covariance of the noisy speech vector Rx is estimated.

2. The eigen-decomposition of Rx is found such that:

Rx = UΛxU
#, (2.71)

where Λx = diag(λx(1), λx(2), ..., λx(M), ..., λx(K)), and λx(k) are the eigenvalues of

Rx in decreasing order of value.

3. The dimensionality of the signal subspace is determined by the eigenvalues with

positive (non-zero) values. Therefore for all positive non-zero eigenvalues Λx,1 =

diag(λx(1), ..., λx(M)), referred to as the principle eigenvalues, the corresponding

eigenvectors U1 = {u1, ..., uM} are the principle eigenvectors which span the signal

subspace. Thus U = [U1,U2] where U2 = {uM+1, ..., uK} corresponds to the noise-

only subspace.

4. In (Ephraim and Van Trees, 1995), the eigenvalues of the clean signal are then

estimated from the eigenvalues of the noisy signal as

λŝ(k) = λx(k)− σ2
w, k = 1, 2, ...,M, (2.72)
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and

Λŝ,1 = diag (λŝ(1), ..., λŝ(M)) . (2.73)

5. These eigenvalues can then be used to construct the linear estimator H such that

H = UGU# (2.74)

where

G =





Gµ 0

0 0



 , (2.75)

and

Gµ =
Λŝ,1

Λŝ,1 + µσ2
wI

. (2.76)

The enhanced signal vector is then given by

Ŝ = Hx = UGU# x. (2.77)

In Ephraim and Van Trees (1995), it is shown that since the Karhunen-Loeve

transform (KLT) is equivalent to the eigen-decomposition of the covariance matrix of

the noisy signal, decomposition of the vector space of the noisy signal into signal and

noise-only subspaces can be done by applying the KLT to the noisy signal (i.e., U#x).

After applying the gain function G to U#x, the inverse KLT is then applied to the

modified components to reconstruct the enhanced speech signal.

In Equation (2.76), µ is a Lagrange multiplier, the value of which has a considerable

affect on the resulting signal quality. Larger values for µ increase the noise suppression,

but at the expense of increased signal distortion. Therefore, the selected value for µ is a

trade-off between noise suppression and speech signal distortion. A number of different

methods of selecting µ have been suggest. One approach suggesting in (Ephraim and

Van Trees, 1995) is to make µ dependent on the segmental SNR as follows.

µ = 1 +
1

1 + SegSNR
, (2.78)

SegSNR =
1

Kσ2
w

∑

m=1

MλŜ(m), (2.79)
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where µ is limited to values between 1 and 2.

2.8 Noise estimation and voice activity detection

2.8.1 Noise spectrum estimation

For many speech enhancement methods, estimation of the noise spectrum is an

important component, significantly affecting the robustness of the resulting method.

If noise is underestimated, residual noise is left in the signal reducing speech quality,

while if the noise is overestimated, some of the speech signal may be removed resulting

in distorted or clipped speech and possibly loss of intelligibility. Noise estimation is

particularly problematic at low SNRs and in non-stationary noise environments, where

the estimate needs to be able to reliably track fast variations in the statistics of the

noise (Cohen, 2003).

Many of the estimation methods in the literature can generally be grouped into

one of three classes: (1) minima-tracking; (2) histogram-based; and (3) time-recursive

averaging algorithms.

Minima-tracking algorithms (e.g., Doblinger, 1995; Martin, 2001) are based on the

observation that the power in the noisy speech signal in individual frequency subbands

often decays to the level of the noise, even during speech activity. Methods of this

type estimate the noise power spectrum by tracking the minimum power levels of noisy

speech in each frequency band. Two notable approaches of this type are the Minimum

Statistics (MS) method of (Martin, 2001), which tracks the minimum noisy speech

power spectrum within a finite window (typically 0.4 to 1 second in duration), and the

method of (Doblinger, 1995), which tracks the minimum continuously, without using a

window. This type of noise estimation method is considered more suitable where noise

is less stationary, but MS can produce an estimate with high variance and tends to

attenuate low energy phonemes, and continuous tracking can result in overestimation

of noise during speech activity resulting in speech clipping (Cohen, 2003).

Histogram-based algorithms (e.g., Hirsch and Ehrlicher, 1995; Ris and Dupont,

2001) make use of the observation that the most frequent energy values in individual

frequency bands (i.e., the histogram maximum) corresponds to the noise level of that
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frequency band. In (Hirsch and Ehrlicher, 1995), noisy power spectral densities (PSDs)

for each frame are smoothed using first-order recursion, then histograms are found for

past smoothed PSDs estimates (around 400 ms) for each frequency band. The value

corresponding to the maximum in the histogram is taken as the estimate of the noise

PSD at that frequency, then the estimate is smoothed using first-order recursion to

remove outliers from the estimate. This approach is relatively effective at tracking

noise, but is computationally very expensive and generally does not perform well in low

SNR conditions (Cohen, 2003).

Time-recursive averaging-based algorithms (e.g., Hirsch and Ehrlicher, 1995;

Sohn and Sung, 1998; Ris and Dupont, 2001; Cohen and Berdugo, 2002; Cohen, 2003;

Lim et al., 2003) are perhaps the most popular type of approach to noise estimation.

These methods are based on the nonuniform effect of noise on the speech spectrum,

and so different frequency bands will have a different SNR. In this type of approach,

the estimate of noise for a given frequency band is updated using time-recursive

averaging whenever the probability of speech absence is high or effective SNR is low

in individual frequency bins. Popular methods of this type include MCRA (Minima

controlled recursive averaging) (Cohen and Berdugo, 2002), and the weighted averaging

technique (Hirsch and Ehrlicher, 1995). MCRA combines minima tracking with

recursive averaging. The noise estimate is found by averaging past spectral values and

applying a smoothing parameter that is adjusted by speech presence probability in each

subband. This probability is determined from minima values of a noisy periodogram,

smoothed in time and frequency. Recursive averaging is carried out continuously,

enabling it to quickly adapt to abrupt changes in the noise spectrum. The weighted

average method continuously updates the noise estimate using smoothed spectral values

of noisy speech which are below a threshold. The threshold is proportional to the

previous noise estimate, making it adaptive to changing noise conditions. A benefit of

this approach over some other recursive averaging methods, is that it does not require

a voice activity detector (VAD), which tend to become unreliable where speech is weak

and input SNR is low.

More recently, there have been a number of different types of approaches proposed

which report improved noise estimation. For example, the approaches proposed by

Hendriks et al. (2010) and Gerkmann and Hendriks (2013), estimate the noise power
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spectral density (during periods of speech absence), using MMSE optimal estimation.

For a more in depth discussion of different approaches for noise estimation, the interested

reader is referred to (Ris and Dupont, 2001; Loizou, 2007; Gerkmann and Hendriks,

2013).

The performance of different estimation methods can vary considerably. Therefore

in this work, to facilitate fair and consistent comparison of enhancement algorithms, we

make use of a simple, VAD-based recursive averaging noise estimation approach. Here,

the initial estimate of the noise spectrum is found from the average of initial non-speech

frames. The estimate is then updated during speech absence using a recursive averaging

rule (Scalart and Filho, 1996; Virag, 1999; Loizou, 2007) given by

D̂(l, k) = ϕD̂(l − 1, k) + (1− ϕ) |X(l, k)|2 (2.80)

where ϕ is a forgetting or smoothing factor chosen according to the stationarity of the

noise, and the speech absence is determined by a VAD.

2.8.2 VAD

Voice activity detection (VAD) algorithms are an important part of not only many noise

estimation methods, but also many enhancement approaches. VAD algorithms generally

extract some feature and compare it to some threshold value, e.g., that obtained during

speech-absent periods. VAD methods may be based on features such as energy levels

and zero crossings (Junqua et al., 1991), cepstral features (Haigh and Mason, 1993), the

Itakura LPC spectral distance measure (Rabiner and Sambur, 1977), and periodicity

measure (Tucker, 1992).

A simple approach often used is based on the segmental SNR where speech is deemed

present (1) or absent (0) according to the binary rule

Φ(l) =











1 if φ(l) > θ

0 otherwise,

(2.81)

where θ is an empirically determined speech presence threshold, and φ(l) denotes the
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segmental SNR calculated as

φ(l) = 10 log10

(

∑

k |X(l, k)|2
∑

k |D̂(l − 1, k)|2

)

. (2.82)

An alternate VAD often used for statistical based methods is based on the log-likelihood

ratio (or statistical-model based VAD algorithm) (Sohn et al., 1999) where φ(l) is

calculated as

φ(l) =
1

K

∑

k

[ν(l, k)− log(1 + ξ(l, k)] (2.83)

where ν(l, k) is a function of a priori ξ(l, k) and a posteriori γ(l, k) SNR, and given

by Equation (2.46). The decision-directed method (Ephraim and Malah, 1984) is

commonly used to estimate ξ(l, k), reducing any bias towards speech presence (Sohn

et al., 1999).

The above described methods for VAD are used by experiments presented through-

out this work. For a more comprehensive review of VAD methods, the interested reader

is referred to (Kondoz, 2004; Ramirez et al., 2007).

2.9 Evaluation of enhanced stimuli

Speech enhancement algorithms aim to remove or suppress noise, echo, or reverberation

picked up by a microphone along with the desired speech signal. This should be done

without adversely affecting the speech or introducing additional distortions to the signal.

However in practice, this is generally only achieved for signals corrupted with low levels

of noise. For higher levels of noise, methods often degrade the speech, with degradation

increasing as more background noise is removed (ITU-T P.835, 2003), and at best, only

achieve making noise less perceptually annoying, while maintaining intelligibility but

not improving it (Rabiner and Schafer, 2011).

Depending on the intended use of enhanced stimuli, it may be more important to

suppress background noise, improve listening pleasantness, or the clarity of speech. We

may be more interested in either the overall speech quality or the speech intelligibility.

Speech intelligibility is a readily quantifiable attribute of a speech signal and is generally

given by the number of correctly recognised phonemes, words or sentences. Speech

quality, on the other hand, is a multidimensional subjective characteristic which

includes attributes such as naturalness, loudness, listening effort, nasality, graveness,



62 Chapter 2—Speech processing fundamentals

and intelligibility (Preminger and Van Tassell, 1995).

Much of Part III of this dissertation is concerned with the investigation of methods

for speech enhancement. Consequently, it is important to be able to reliably and

meaningfully compare the performance of different enhancement techniques. Evaluation

of quality or intelligibility is generally best done using subjective experiments where

listeners rate the quality of stimuli or identify speech. This is particularly the case

where humans are the end user of the processed speech stimuli. However, subjective

experiments are time consuming and expensive, and often require trained listeners. Also,

where speech is corrupted with higher noise levels, the trade-off between distortion of

speech and suppression of background noise mentioned above can reduce the reliability

of some types of subjective tests, with listeners unclear whether the speech signal or

background should form the basis of their judgement (Hu and Loizou, 2006). As a result,

objective measures are often used in at least some stage of the development process.

These measures give an indication of quality or intelligibility, typically quantifying

some aspects or distortions in the speech stimuli while not addressing others. While

they cannot be considered absolute indicators, they are useful for initial testing and

evaluation of enhancement method performance.

In the remainder of this section, we consider some of the subjective and objective

approaches for evaluating speech quality and intelligibility, as relevant to research

presented in this dissertation. Section 2.9.1 considers subjective methods of evaluating

quality, then Section 2.9.2 considers objective speech quality measures. Section 2.9.3

considers subjective methods for evaluating intelligibility, followed by a review of

objective intelligibility measures in Section 2.9.4.

2.9.1 Subjective quality assessment

To evaluate the performance of an enhancement method, we need to evaluate the

quality of stimuli processed by it. Different enhancement methods may produce stimuli

which have the same intelligibility, but differ considerably as to their pleasantness or

naturalness, i.e., their overall quality. One may result in better background noise

suppression than another, but stimuli may also have somewhat distorted speech or

contain annoying distortions introduced by the enhancement process.

Therefore procedures for evaluating stimuli quality are of particular importance.
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This is a difficult task, since quality is a complex characteristic containing many

attributes, of which intelligibility is just one. Further, quality evaluation is a highly

subjective type of assessment, which is heavily dependent on the reliability and

judgements of individual listeners (Loizou, 2007).

The types of approaches used to subjectively evaluate stimuli quality can be

generally classified as either (a) ratings-based or (b) preference-based. In the rating type,

listeners assign ratings to stimuli (e.g.,, a score between 1 and 5). For the preference

type, listeners identify their preference between given stimuli. There are advantages and

disadvantages to both forms of subjective quality assessment, which we now consider.

(a) Ratings-based subjective testing methods:

Absolute Category Rating (ACR) test. ACR is one of the better known subjec-

tive testing methodologies and is the ITU-T.P.800 (ITU-T P.800, 1996) recommendation

for listening-only opinion tests. It is an absolute rating method, where listeners rate a

set of audio files, played one at a time, using a 5 grade scale to reflect their subjective

opinion of the stimuli. Opinion scales are typically: 1 = bad; 2 = poor; 3 = fair; 4

= good; and 5 = excellent quality. Scores of each listener are averaged to give mean

opinion scores (MOS) for each audio file.

Degradation Category Rating (DCR) test. DCR (ITU-T.P.800 recommendation

(ITU-T P.800, 1996)) is a relative rating method which considers the degradation level

of impaired files, resulting in a DMOS score. Listeners are presented with stimuli pairs,

where high quality reference stimuli always precedes the processed stimuli. The listeners

opinion is selected to reflect how degraded the processed stimuli is with respect to the

reference stimuli. Opinion scales are: 1 = very annoying; 2 = annoying; 3 = slightly

annoying; 4 = audible but not annoying; and 5 = inaudible degradation.

Comparison Category Rating (CCR) test. The CCR method (ITU-T P.800

recommendation (ITU-T P.800, 1996)) is a variation on DCR, comparing pairs of files

to give a CMOS score. Again, the stimuli under test are compared to high quality

fixed reference stimuli, however here trials where the reference is played both first and

second are included. For each trial, listeners judge the second sample relative to the first

according to the rating scales: −3 = much worse; −2 = worse; −1 = slightly worse; 0 =
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about the same; 1 = slightly better; 2 = better; and 3 = much better. Thus, listeners

judge which is better and by how much. The reference signal is the same noisy signal

prior to processing. The CCR method is a relative rating method which can be used to

evaluate both improvements and degradations in speech quality, but is most suited to

evaluation of stimuli where impairments are small.

ITU-T P.835 recommendation for testing noise suppressed stimuli. As

mentioned above, a problem associated with subjective testing of speech quality, is that

listeners often are uncertain as to whether the quality of the speech signal or background

noise or both should be the basis of their overall quality rating. The methodology

given in the ITU-T P.835 recommendation (ITU-T P.835, 2003) is an absolute rating

method which is aimed at addressing this problem. Each trial plays a 3 sentence sample.

After the first sentence, the listener rates the signal distortion according to the 5-point

scale: 1 = very distorted; 2 = fairly distorted; 3 = somewhat distorted; 4 = slightly

distorted; and 5 = not distorted. After hearing the second sentence, the listener rates the

conspicuousness or intrusiveness of the background noise. The background is rated as: 1

= very intrusive; 2 = somewhat intrusive; 3 = noticeable but not intrusive; 4 = slightly

noticeable; and 5 = not noticeable. Considering each of these components separately

then assists the listener to integrate the attributes of both signal and background so

as to make a more reliable rating of the overall quality (Hu and Loizou, 2006). After

hearing the third sentence, listeners rate the overall quality according to the MOS scale

as: 1 = bad; 2 = poor; 3 = fair; 4 = good; and 5 = excellent overall quality.

Each of the above described methods use a rating approach to evaluate the subjective

quality of stimuli. Particularly methods like the CCR indicate not only which is better

but by how much. On the other hand, the ITU-T P.835 recommendation facilitates

separation into background and speech quality, before concluding on overall quality,

perhaps leading to a more meaningful outcome. A clear disadvantage of the above

approaches are that testing is very time consuming, and requires trained listeners to be

used for testing. Additionally, large numbers of listeners are generally required to give

sufficiently low variance (stable) MOS scores, so that results are reliable and meaningful

(Telchemy, 2005).
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(b) Preference-based subjective testing method:

Paired comparisons. The paired comparisons approach (Dimolitsas, 1993) asks

listeners to make a binary preference between two stimuli. While this type of test does

not give dimensionality to results (i.e., how much improved, what is improved), it does

offer clear advantages. The above rating-based methods are very time consuming, and

require a large number of trained listeners to get reliable and meaningful outcomes.

Paired comparison testing, on the other hand, are generally shorter and untrained

listeners can be used (though often trained listeners are still used). This makes

conducting the testing more viable and cost effective, especially where testing resources

are limited. For these reasons, experiments conducted in this work primarily used paired

comparisons in the form of AB listening tests, for subjective testing of speech quality.

2.9.2 Objective quality measures

As previously mentioned, large numbers of trained listeners are typically required in

order to get reliable speech quality results, making subjective testing expensive and

time consuming. As a result, a considerable effort has been directed towards developing

objective measures for assessing speech quality, which can be implemented quite quickly

and with minimal or no cost. Objective measures of quality should be able to predict

the results obtained from subjective listening experiments (e.g., MOS scores) with high

accuracy (high correlation) for a range of noise and distortion types, and ideally, without

reference to the clean or original speech (Loizou, 2007). However, the complex and

multidimensional nature of speech quality makes this a difficult task.

A range of different measures offering varying success have appeared in the literature.

These can generally grouped into SNR-based, LPC-based, spectral distance based, and

those based on use of psychoacoustic sound-perception models. We now consider some

of the more known of these types, with attention to those related to the research section

of this dissertation.

SNR-based measures:

Signal-to-noise ratio (SNR) based measures may be implemented in either the time

or spectral domain. Examples of this type are SNR, segmental SNR, and frequency

weighted segmental SNR (fwSegSNR).
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In the time domain, SNR and segmental SNR are simple to implement but their

suitability is limited. Segmental SNR is calculated in the time domain as

SegSNRtime =
10

L

L
∑

l=1

log10

[ ∑

n s
2(n)

∑

n(s(n)− y(n))2

]

(2.84)

where n is the discrete-time index, l is the frame index, and L is the number of frames.

Use of the frequency domain not only has the advantage of overcoming sensitivity to

time shifts, but also offers the opportunity to assign different weights to frequencies of

greater importance to speech perception, and use of perceptually motivated critical-band

spacing of frequencies. For example, in the frequency weighted segmental SNR proposed

by Tribolet et al. (1978), speech is filtered into frequency bands spaced proportional to

the ear’s critical bands, and applies a frequency weighting function. The frequency

weighted segmental SNR (fwSegSNR) is calculated as

fwSegSNR =
10

L

L
∑

l=1

(

∑K
k=1W (k)log10

(

A2(l, k)/(A(l, k) − B(l, k))2
)

∑K
k=1W (k)

)

(2.85)

where W (k) is a weight applied to frequency band k, and A(l, k) and B(l, k) are

the filterbank amplitudes of the clean and degraded signals in the kth band and the

lth frame, respectively. There are many variations on this, including use of different

weighting functions, different band spacing, or use of STFT analysis with perceptually

motivated frequency weighting.

Segmental SNR also has the problem that during silence regions, large negative

SegSNR values result, biasing the overall SegSNR value. To overcome this problem,

variations on segmental SNR which either exclude silence frames, or alternatively,

limiting SNR values to a range of, for example, -10dB to 35 dB (as done by Hanson and

Pellom (1998)) are often used.

Spectral distance-based measures:

Frequency domain based methods are more consistent with human speech perception

(Quackenbush et al., 1988). Consequently there have been a range of methods proposed

based on the spectral distance between the smoothed spectrum of clean and degraded

stimuli (e.g., Gray and Markel, 1976; Viswanathan et al., 1976; Klatt, 1982). The

smoothed spectra can be obtained from LPC, cepstral, DFT or filterbank analysis. The
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distance between clean and degraded frames is calculated as

d =

∣

∣

∣

∣

∑

k W (k,A(l, k),B(l, k)). |B(l, k)q −A(l, k)q|p
∑

k W (k,A(l, k),B(l, k))

∣

∣

∣

∣

1

p

(2.86)

where A(l, k) and B(l, k) are the filterbank amplitudes or magnitude spectra of the clean

and degraded signals respectively, and W (.) is a frequency based weighting function

often used to emphasise frequencies of importance.

LPC-based measures:

A number of measures have also been proposed based on the the difference between

all-pole models of clean and degraded (or enhanced) speech signals. These assume that

speech can be represented, for short durations, by a pth order all-pole model. Well

known methods of this type include the Itakura-Saito distortion (IS) measure (Itakura

and Saito, 1968; Chu and Messerschmitt, 1982; Juang, 1984), the Log-Likelihood ratio

(LLR) (Crochiere et al., 1980), and the cepstrum distance measure (Kitawaki et al.,

1988).

The LLR measure calculates the ratio, for windowed speech frames, as (following

(Quackenbush et al., 1988))

LLR =
1

L

L
∑

l=1

log

(

~a
Y
R

S
~aT

Y

~a
S
R

S
~aT

S

)

, (2.87)

where l is the frame index, ~a
S

are the LPC coefficients of the clean signal, ~a
Y

are the

LPC coefficients of the enhanced or degraded signal, and R
S

is the autocorrelation

matrix ((p+ 1)× (p+ 1)) of the clean signal. This measure emphasises formant peaks,

and thus penalises differences in formant peak locations, however it is also sensitive to

formant amplitude and spectral tilt changes (Loizou, 2007).

Perceptually motivated measures:

Of perhaps the more popular type of quality measure are those which are based on

the psychoacoustic sound-perception model. Measures in this group aim to improve

the correlation of predicted quality with subjectively measured scores by making use

of knowledge of the human auditory system. This group includes measures such as

weighted spectral slope distance (WSSD) measure (Klatt, 1976, 1982), Bark spectral
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distortion (BSD) measure (Wang et al., 1992), perceptual speech quality measurement

(PSQM) (ITU-T P.861, 1998), perceptual analysis measurement system (PAMS) (Rix

et al., 1999), and the perceptual evaluation of speech quality (PESQ) (Rix et al., 2001a;

ITU-T P.862, 2001)

The PESQ measure is a popular quality measure for narrowband speech, combining

concepts from the PSQM and PAMS measures, and is shown to perform reliably across

a wide range of codec and network conditions. As a result it was selected as the ITU-T

recommendation P.862 in 2001.
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Figure 2.16: Block diagram for the PESQ calculation method (after Rix et al., 2001).

A block diagram representing the calculation of the PESQ score in shown in

Figure 2.16. Preprocessing includes aligning the level of both the reference and degraded

signals to standard listening level, and applying a filter with response similar to

that of a telephone handset. Signals are then aligned in time using envelope-based

delay estimation. In the perceptual modelling stage, the signals undergo an auditory

transform, mappig signals into a representation of perceived loudness in time and

frequency (Rix et al., 2001a). In the final stage, differences between reference and

degraded perceived loudness are used to give a measure of audible disturbances or error.

These differences are calculated in two different ways (with and without an asymmetry

factor), then non-linearly averaged over time and frequency. MOS prediction is then a

result of a weighted sum of averaged symmetric and asymmetric differences, subtracted

from 4.5. The result is a score between 0.5 and 4.5. Speech attributes not reflected by

PESQ score include loudless difference, sidetone, and speech echo. While it does have

high correlation with subjective listening tests for a range of testing conditions, it was

intended for evaluation of telephone transmission quality, particularly where there are

transmission channel errors, packet loss or varying delays. Consequently, it can have

varying correlation with subjective listening scores for stimuli subjected to nonlinear

processing such as done in speech enhancement.
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2.9.3 Subjective intelligibility measures

Subjective testing of the intelligibility of speech stimuli most simply involves counting

the number of correctly identified words or even syllables. A good intelligibility

test, should include a fair representation of major speech phonemes, equal difficulty

of test lists, and control of contextual information, which human listeners use to

deduce words which may on their own be unclear. Testing procedures proposed in the

literature for measuring intelligibility can be classified as recognising nonsense syllables

(e.g., Voiers, 1983), recognising words in isolation (e.g., Kalikow et al., 1977), and

recognition of meaningful sentences (Fletcher and Steinberg, 1930; Miller and Nicely,

1955). Additionally, they may be open response tests, where listeners specify what

they heard, or closed response tests, where they choose from a number of predefined

responses. In this work, we make use of variations of two of these types, which are

described below.

Nonsense syllable tests

In principle, nonsense syllable testing should include all the vowels and consonants

of the English language. Since this is generally not feasible in human listening

experiments, testing is often restricted to stop consonants (e.g., [b,d,g,p,t,k], as used

in this work), which are arguably the most difficult sounds for human listeners to

recognise. Consonants are placed in a vowel-consonant-vowel (VCV) context (e.g., Liu

et al., 1997), in a carrier sentence such as “hear aCa now” (e.g., for consonant [b], the

sentence is “hear aba now”). This is recorded for each consonant, and different speakers,

forming a corpus of utterances. This corpus, corrupted with different noise types, and

processed using different noise suppression algorithms, is then used in the listening

tests. Listeners are asked to identify the stop consonant in each carrier utterance, and

select the corresponding (labelled) option on the computer via the keyboard (i.e., closed

response). The number correctly recognised are then averaged across listeners, to give

mean recognition scores for each treatment applied to the corpus.

Sentence tests

In Chapter 7, we also make use of the results of subjecting sentence tests reported

by Hu and Loizou (2007a). These sentence tests used sentences from the IEEE

sentence database (Rothauser, 1969), which contains phonetically balanced sentences
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with relatively low word-context predictability. All sentences were produced by a male

talker, and are available in (Loizou, 2007). Sentences corrupted with different types

of noises, and processed using different noise suppression algorithms, were used in the

test. Both listeners and stimuli were grouped such that each listener only listened to the

same sentence once. Listeners were asked to write down all words they heard (i.e., open

response). Speech files were played to listeners in a soundproof booth over circumaural

headphones. Listeners could take a break as required to avoid listening fatigue. Speech

intelligibility was assessed in terms of the percentage of words correctly identified, with

all words considered in scoring. Scores for listeners were averaged for each noise type,

SNR, and treatment type applied, to give mean recognition scores for each.

2.9.4 Objective intelligibility measures

For similar motivations as those for objectively quantifying speech quality, objective

intelligibility measures have also been the subject of considerable research. The aim of

these measures, is to predict the intelligibility of stimuli with high correlation to the

results of subjectively evaluated intelligibility experiments. Many of the measures for

predicting intelligibility of speech stimuli can be broadly grouped into those based on

the distance between clean and degraded stimuli, and those based on the correlation

or coherence between stimuli. We now consider example measures from each of these

groups.

(a) Distance based measures:

Articulation index (AI). Early efforts to predict intelligibility based on the distance

between clean and corrupted speech includes the articulation index (AI) (French and

Steinberg, 1947; Fletcher and Galt, 1950; Kryter, 1962a,b; ANSI, 1969). This is based on

the assumption that the intelligibility of speech is given by the sum of the contributions

to intelligibility within individual frequency bands (French and Steinberg, 1947). The

overall intelligibility score is calculated by dividing the speech spectrum into 20 equally

intelligible frequency bands, and calculating the weighted average of individual band

SNRs. In this way, it accounts for the relative contributions of different regions of

the speech spectrum. The frequency scale used is close to the Mel scale, with centre

frequencies ranging from 250 Hz to 7 kHz, and the width selected such that all bands

contribute equally to speech intelligibility. This approach works well in predicting
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intelligibility for stimuli corrupted with additive noise and for predicting the effects of

linear filtering (Goldsworthy and Greenberg, 2004), but also requires frequency specific

information about speech and noise levels at the eardrum of listeners and auditory

thresholds, and needs noise to be relatively stationary (Ma et al., 2009).

Speech intelligibility index (SII). The AI measure was later extended and

standardised in ANSI S3.5-1997 (1997) as the Speech Intelligibility Index (SII). Changes

in SII include some method generalisation to facilitate use of different frequency

importance functions (for band weights) and use of different number of bands and

band spacing, as well as correction for the upward spread of masking effect and high

presentation levels (Hornsby, 2004).

Speech transmission index (STI). STI is an effective measure for predicting the

intelligibility of stimuli distorted by additive noise, reverberation, and simple linear

filters, that is widely used for assessing room acoustics. It is based on the concept that

the reduction in intelligibility caused by these distortions can be modelled in terms of the

reduction in temporal envelope modulations (Steeneken and Houtgast, 1980). Thus, STI

quantifies intelligibility by measuring the extent to which these slow temporal intensity

envelope modulations are preserved (Payton and Braida, 1999).

The original STI (Houtgast and Steeneken, 1971) used an artificial modulated probe

signal. Speech-based STI variations where speech was used as a probe stimulus,

were later proposed in an effort to use STI to investigate the effects of nonlinear

operations such as dynamic amplitude compression, spectral subtraction and envelope

clipping (e.g., Ludvigsen et al., 1993; Drullman, 1995; Payton et al., 2002). While

some success has been achieved in extending the effectiveness of STI at accounting for

different types of distortions, even the modified STI variations are considered to be an

unreliable predictor of the intelligibility of stimuli subjected to nonlinear operations, as

encountered in speech enhanced stimuli.

Typically, for speech-based STI, original and degraded speech signals are passed

separately through a bank of seven octave band filters with centre frequencies ranging

from 125 to 8000 Hz. The envelope signal is then calculated, for each band filtered

signal, by low pass filtering (with a 50 Hz cutoff frequency) to extract the temporal

intensity envelope. The modulation spectrum is then found by calculating the FFT of
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each intensity envelope for the entire signal. The resulting modulation spectra of the

original and degraded speech, in each (acoustic) band, can then be used to calculate

a transmission index (TI). Variations of STI differ in how this TI is calculated. In

the variations of (Steeneken and Houtgast, 1980; Payton and Braida, 1999; Drullman,

1995), TI is calculated via a modulation transfer function (MTF). While for Steeneken

and Houtgast (1980), this was calculated as the ratio of the magnitude spectra of the

response envelope to the probe response envelope, in the speech-based STI variation of

(Payton and Braida, 1999), the MTF is calculated as

MTFi(m) = α
|Sxy(f)|
|Sxx(f)|

(2.88)

where α = E{x(t)}/E{y(t)}, E(.) is the expectation operator, i is the (acoustic) band

index, f is the modulation frequency index, Sxy(f) is the cross-power spectrum of the

clean and degraded signal envelopes in band i, and Sxx(f) is the power spectrum of the

clean signal envelope in band i. In the variation of (Drullman, 1995), a phase-locked

MTF was proposed, calculating MTF as

MTFi(m) = α Re
(

Sxy(f)

Sxx(f)

)

, (2.89)

where Re(.) denotes taking the real part of the complex valued function. One-third

octave band analysis is then typically applied over each of 14 intervals with centre

frequencies ranging from 0.63 to 12.7 Hz (Goldsworthy and Greenberg, 2004). These are

summed to produce 98 MTF indices, which are then used to determine the transmission

indices for each band. This is done by first calculating the SNR for each frequency and

band as

SNRi(f) = 10 log10

(

MTFi(f)

1−MTFi(f)

)

, (2.90)

with SNRs typically limited to values between -15 and 15 using a clipping operation.

The average SNR (SNRi) across frequency for each band i is then found, and mapped

using

TIi =
SNRi + 15

30
, (2.91)

to give TI values between 0 and 1. Final STI scores are then calculated as the weighted

sum of TIi, where weights are derived psycho-acoustically (Goldsworthy and Greenberg,

2004)
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(b) Correlation-based measures:

Many of the measures aimed at evaluating intelligibility in the presence of nonlinear

distortions are correlation-based measures. These are based on calculating the Pearson’s

correlation (Gibbons, 1985) between the clean and degraded (or enhanced) stimuli.

Pearson’s correlation (or correlation coefficient) indicates the linear relationship between

two random variables, giving values between -1 and 1 (or between 0 and 1 for squared

correlation). Comparing a degraded signal to its corresponding clean signal through

squared correlation, a value close to 1 indicates they are linearly related and suggests

that only weak nonlinear distortions are present, while a value close to 0 indicates the

degraded signal is likely to be corrupted with strong nonlinear distortions.

Excitation spectra correlation (ESC). The ESC method of Ma and Loizou (2011)

is an example of a correlation-based measure that is shown to have some success

in predicting the intelligibility of stimuli subjected to nonlinear processing. In this

approach, the STFT of each Hamming windowed signal is first calculated. An excitation

(or critical-band) spectrum is then found by applying a bank of 25 critically spaced

(proportionally to the ear’s critical bands) overlapping Gaussian-shaped windows, and

summing the power within each band. The squared correlation between the clean and

degraded (or enhanced) excitation spectra (zero meaned) within each frame is then

calculated. For frame l, the squared correlation is given by

r2(l) =

(

∑J
j=1

((

Xj(l)−Xl

)

·
(

Yj(l)− Yl

))

)2

∑J
j=1

(

Xj(l)−Xl

)2 ·∑J
j=1

(

Yj(l)− Yl

)2 (2.92)

where j is the band index, J is the number of bands, and Xl and Yl are the mean

values across frequency for frame l of the clean and degraded signals, respectively. The

intelligibility score is finally calculated as the average across all frames, i.e.,

ESC =
1

L

L
∑

l=1

r2(l). (2.93)

Normalised covariance metric (NCM). While in ESC, correlation between clean

and degraded signals was calculated along frequency, the NCM approach of Holube

and Kollmeier (1996) calculates the correlation across the time dimension. NCM also
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shares similarity with STI in that it estimates intelligibility from the weighted sum

of transmission indices (TIs), but here the TIs are calculated from the normalised

covariance (i.e., correlation) between clean and degraded envelope signals in each

frequency band.

In NCM, time domain clean and degraded signals are filtered by a bank of band pass

filters. The Hilbert transform is used to find the envelope for each band. This envelope

is then low pass filtered and downsampled to 25 Hz, limiting envelope modulation

frequencies to between 0 and 12.5 Hz (the most important frequencies for intelligibility

(Drullman et al., 1994a,b). The normalised covariance squared is then calculated as

r2j =

(
∑

l

(

Xj(l)−Xj

) (

Yj(l)− Y j

))2

∑

l

(

Xj(l)−Xj

)2
.
∑

l

(

Yj(l)− Y j

)2 (2.94)

where Xj(l) is the envelope of the clean signal in band j, Yj(l) is the envelope of

degraded signal in band j, and Xj and Y j are the mean values across time in band j

for the clean and degraded signals, respectively. Like STI, SNR is then calculated for

each band as

SNRj = 10 log10

(

r2j
1− r2j

)

, (2.95)

and limited to values between -15 and 15 dB. SNRs are then mapped to TIs as given

by Equation (2.91). The final NCM score is then the weighted sum of TIs, that is

NCM =

∑J
j=1Wj·TIj
∑J

j=1Wj

. (2.96)

In (Holube and Kollmeier, 1996), weights from ANSI (1997) were used. However,

in (Ma et al., 2009), modified weights were used to improve the correlation of NCM

predictions with subjective determined intelligibility for nonlinearly processed stimuli

(denoted NCMw). These weights are signal and frequency dependent, and calculated

from the envelope of the clean signal as

Wj =

(

∑

t

x2j(t)

)p

, (2.97)

where p = 1.5.
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Short-time objective intelligibility (STOI). STOI (Taal et al., 2011) calculates

an objective intelligibility score from the correlation of a representation of the

trajectories of acoustic spectral components. STFT analysis is initially applied to

25.6 ms (50% overlapped) Hanning windowed frames to find the short-time spectra

of clean and degraded signals. Frames where energies are sufficiently low to indicate

they are silence regions, are then discarded. The remaining DFT-bins are then grouped

into 15 bands, where band centre frequencies are one-third octave spaced (from 150 to

4300 Hz), and values are given by the norm of the DFT-bin values between third octave

band edges. The resulting representation is denoted Xj(m) for the clean signal, and

Yj(m) for the degraded signal.

The short-time temporal envelope of clean and degraded speech is then given by the

trajectories of Xj(m) and Yj(m) in each frequency band. Here, durations of 384 ms are

used, with a 12.8 ms shift. For example, for the clean signal,

xj,m = [Xj(m−N + 1),Xj(m−N + 2), ...,Xj(m)]T (2.98)

where N=30. Values in yj,m are normalised and clipped to avoid over sensitivity to

severely degraded components. The correlation between the clean and degraded spectral

representations are then calculated as

d(j,m) =

(

xj,m − µxj,m

)T (
yj,m − µyj,m

)

‖ xj,m − µxj,m
‖ ‖ yj,m − µyj,m

‖ (2.99)

where µxj,m
(· ) and µyj,m

(· ) are the sample averages of the vectors xj,m and yj,m. The

final STOI score is then found by averaging values over all bands and frames,

STOI =
1

JM

∑

j,m

d(j,m). (2.100)

(c) Coherence-based measures:

A number of measures for evaluating speech intelligibility for stimuli corrupted with

nonlinear distortions have been proposed based on the magnitude-squared coherence

(MSC) function (Carter et al., 1973). The MSC function between the clean and degraded
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signal is defined as (Carter et al., 1973)

|γ(ω)| = |Sxy(ω)|2
Sxx(ω)Syy(ω)

(2.101)

where Sxy(ω), Sxx(ω), and Syy(ω) are the cross-spectral and power spectral densities

of x(n) and y(n), respectively. This real valued function returns a value between 0 and

1, indicating the fraction of the signal power which is linearly related at each frequency

between two signals. Therefore, it can also be used to reveal the amount of enhanced

signal power that is linearly dependent on the clean one, and its complementary value

can be related to the unrelated fraction or non-linear distortion. While the correlation

methods considered earlier neglect phase information, through use of the cross-spectral

density, MSC accounts for not only the in-phase spectra, but also the out-of-phase

spectra.

Magnitude-squared coherence (MSC). In the MSC intelligibility measure, STFT

analysis is applied to overlapping windowed segments of the clean and degraded signals

giving complex spectra X(l, k) and Y (l, k). The MSC function is then calculated as

|γ(ω)| =

∣

∣

∣

∑L
l=1 X(l, k)Y ∗(l, k)

∣

∣

∣

2

∑L
l=1 |X(l, k)|2 ∑L

l=1 |Y (l, k)|2
(2.102)

Filter windows from critical-band analysis, Wj(k), can then be applied to give a

coherence measure for each band as

MSCj =

N−1
∑

k=0

|γ(k)|2 .Wj(k). (2.103)

The MSC intelligibility score can then be calculated as the average MSCj value across

all bands.

Coherence speech intelligibility index (CSII). The CSII (Kates and Arehart,

2005) approach is an extension of the SII measure, using the coherence of the clean and

degraded signals to estimate the effects of noise and other nonlinear types of distortions.

CSII estimates the speech and noise power spectra from the power spectra of the noisy
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signal and the MSC function as

P̂ (l, k) = |γ(k)|2.|Y (l, k)|2

N̂(l, k) =
(

1− |γ(k)|2
)

.|Y (l, k)|2.
(2.104)

Here, the MSC function |γ(k)|2 represents the fraction of the degraded signal power

which is linearly dependent on clean signal power in frequency bin k, while its

complement (1 − |γ(k)|2) gives the degraded signal power that is unrelated (i.e., the

nonlinear distortion and noise). The speech to distortion ratio (SDR) is then obtained

for each frame as

SDRj(l) = 10 log10

∑N−1
k=0 P̂ (l, k).Wj(k)

∑N−1
k=0 N̂(l, k).Wj(k)

, (2.105)

where Wj(k) represents the jth filterbank window, and filters are spaced in proportion

to the ear’s critical bands. SDR values are limited to a range of [-15,15] dB, and mapped

to values between 0 and 1. These are then averaged across frames to give a mean SDR

for each band, then a weighted average is applied to give the final CSII intelligibility

score.

2.10 Modulation domain based speech applications

As a result of findings such as those presented in Section 2.6, many researchers

have investigated ways of applying the characteristics of these modulations to speech

processing applications, including speech recognition (Hermansky and Morgan, 1994;

Nadeu et al., 1997; Kingsbury et al., 1998; Kanedera et al., 1999; Tyagi et al., 2003a;

Xiao et al., 2007; Lu et al., 2010), speaker recognition (Vuuren and Hermanshy, 1998;

Malayath et al., 2000; Kinnunen, 2006; Kinnunen et al., 2008), speech coding (Atlas

and Vinton, 2001; Atlas, 2003; Thompson and Atlas, 2003), speech representations

(Greenberg and Kingsbury, 1997; Atlas and Shamma, 2003), speech intelligibility

measurement (Steeneken and Houtgast, 1980; Drullman et al., 1994a,b; Payton and

Braida, 1999; Greenberg and Arai, 2001; Goldsworthy and Greenberg, 2004; Kim, 2004),

and speech enhancement (Hermansky et al., 1995; Avendano et al., 1996; Mesgarani and

Shamma, 2005; Falk et al., 2007; Lyons and Paliwal, 2008). The later two of these are

investigated in this dissertation.

Traditionally, the modulation spectrum is calculated as the Fourier Transform of the

intensity envelope of a band-pass filtered signal (e.g., Houtgast and Steeneken, 1985;
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Drullman et al., 1994a; Goldsworthy and Greenberg, 2004). Zadeh (1950) was perhaps

the first to propose a two-dimensional bi-frequency system, where the second dimension

for frequency analysis was the transform of the time variation of the standard (acoustic)

frequency. More recently, Atlas et al. (2004) defines acoustic frequency as the axis of the

first short-time Fourier transform (STFT) of the input signal and modulation frequency

as the independent variable of the second STFT. Then the modulation spectrum can

also be calculated as the Fourier transform of the temporal trajectories of individual

frequency components of the acoustic power spectrum (or nonlinearly compressed power

spectrum) (Atlas and Shamma, 2003).

In this section we review modulation domain based applications. While the focus of

this dissertation is on speech enhancement and objective measurement of intelligibility,

we begin with a review of noteable applications in speech recognition, which have

greatly influenced speech enhancement work. We then review prominent applications

of modulation-domain based processing for speech enhancement. For a review of

applications to objective intelligibility assessment, the reader is referred to the previous

section of this chapter.

2.10.1 Modulation-domain based processing for speech recognition

The delta cepstrum is a result of one of the first successful attempts to process the

modulation spectrum of speech for automatic speech recognition (ASR). While mel-

frequency cepstral coefficients (MFCCs) (Davis and Mermelstein, 1980) are a popular

and widely used cepstrum representation of speech for ASR, giving a meaningful and

smoothed representation of the speech spectral estimate over time, it does not effectively

represent the dynamic nature of the speech signal. To include this aspect in the feature

representation, Furui (1986) proposed using a set of first and second order temporal

derivatives of the time trajectories of cepstral coefficients. These were called delta

cepstrum (for the first derivative) and delta-delta cepstrum (for the second derivative).

The derivative is often implemented as a least-squares approximation of the local slope in

the region of the current time sample, giving a smoothed estimate of the first derivative

(Rabiner and Schafer, 2011). By including delta-cepstral features to characterise the

temporal dependencies, with MFCC features, the recognition rate was shown to be

somewhat improved.

A particularly significant work utilising modulation-domain processing for the speech
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recognition application was that by Hermansky et al. (1992), which proposed the

RASTA-PLP (Relative spectral transform - perceptual linear prediction) signal analysis

technique. RASTA-PLP was proposed as an improvement on PLP (Hermansky, 1990),

and as a front-end for ASR systems to make them more robust in noisy environments.

The main feature of the method is the use of filters to suppress spectral components

which change slower or faster than speech. The approach calculates the critical band

power spectrum (as done in PLP), then applies a nonlinear compression transform (e.g.,

logarithm). The trajectories of subbands are then bandpass filtered to remove slow-

varying and fast-varying components due to noise and the environment. An expanding

nonlinear transform is then applied. As done in PLP, perceptual corrections such as

equal loudness curve and scaling spectrum by raising it to the power 0.33 are applied,

and finally the resulting spectrum is modelled by an all-pole model. Recognition

experiments demonstated RASTA-PLP processing to result in a reduced word error

rate compared to PLP, for speech corrupted with noise types different to that used for

training.

In a subsequent work, Tyagi et al. (2003a,b) proposed features for ASR based

on bandpass filtering the cepstral trajectories in the cepstral modulation frequency

domain. The resulting mel-cepstrum modulation spectrum features, when combined

with MFCCs, where shown to give considerable reduction in recognition error rate

compared to MFCC+deltas, and a smaller but still noteable improvement compared to

RASTA-PLP.

In the work of (Greenberg and Kingsbury, 1997; Kingsbury et al., 1998), a

modulation spectrogram was defined as an invariant representation of speech, and used

as a front-end representation for ASR. The spectrogram was calculated using an 18-

channel critical-band width filterbank of filters, followed by a subband envelope detector

and half-wave rectification, and low-pass filtering of each subband signal (with cutoff

frequency of 28 Hz). The resulting 2-dimensional representation showed the energy of

subbands over a range of modulation frequencies from 0 to 8 Hz, with sensitivity at 4 Hz.

Initially developed as a visual representation of a speech signal, this spectrogram was

applied as a front-end for ASR and found to improve recognition rates for reverberant

and additive noise conditions when combined with log-RASTA-PLP.
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2.10.2 Modulation domain based methods for speech enhancement

Motivated by evidence of the physiological and psychoacoustic significance of the

modulation domain for speech analysis and processing (such as that discussed in the

previous section), research presented in this dissertation investigates the use of the

modulation spectrum for speech enhancement. Therefore in this section we review some

of the methods utilising the modulation domain for speech enhancement that appear in

the literature.

Early applications of modulation domain processing to speech enhancement was by

applying a filter to the modulation domain temporal trajectories. This was in part

motivated by the use of modulation filtering by automatic speech recognition (ASR)

systems to improve recognition accuracy under noisy conditions (e.g., Hirsch et al.,

1991; Hermansky and Morgan, 1994; Nadeu et al., 1997). Langhans and Strube (1982)

were perhaps the first to develop a modulation filtering approach for the enhancement of

speech corrupted with reverberative noise. The filters, based on the modulation transfer

function (MTF), were applied to the envelope signals. Langhans and Strube reported

an improvement in intelligibility when applying the modulation filter to the logarithmic

subband envelope, but no improvement when using a linear subband envelope.

In (Hermansky and Morgan, 1994; Hermansky et al., 1995), Hermansky, et al.,

applied RASTA processing to noise suppression. As mentioned above, RASTA

processing typically bandpass filters the time trajectories of the logarithmic parameters

of speech (e.g., log spectral energies or cepstra), suppressing the spectral components

which change more quickly or slowly than speech. Here, the cubic-root compressed

power spectrum was filtered. In (Hermansky and Morgan, 1994), a 5th order IIR

bandpass filter with 1 and 15 Hz cutoff frequencies was used. They reported no

improvement in intelligibility but a reduction in background noise with some distortion

introduced to stimuli. In subsequent work, FIR Wiener-like filters were used with

more success (Hermansky et al., 1995). Here they report less phase distortion in the

modulation frequency domain, and improved speech quality in the presence of additive

noise. The filters used were designed based on a speech sample (around 2 minutes

long) with noise added to it. As a result, the Wiener-like filters used were found to be

most effective when the distortions in noisy speech were similar to those present in the

training data.
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Authors of (Hermansky et al., 1995) also observed that the characteristics of the

filter’s response, for each subband, is related to the local (frequency specific) signal-

to-noise ratios (SNRs). Therefore, in a follow-up work (Avendano et al., 1996), the

approach was adapted to use the local SNRs (instead of subband frequency) to determine

the filter design. Here, local SNRs were calculated using a noise estimate found from a

histogram based noise estimation procedure (Hirsch and Ehrlicher, 1995). Again, FIR

Wiener-like filters were applied to the trajectories of the cubic-root compressed power

spectrum. Resulting stimuli did not have musical type noise, but they report periodic

level fluctuations and disturbances as residual noise. This residual noise was worse and

somewhat disturbing where the noise type differed from that in the training signal, but

background noise was reduced and intelligibility of speech was preserved.

In Mesgarani and Shamma (2005), a multi-dimensional representation of speech

was processed in order to enhance stimuli. In this approach, not only the temporal

modulations of speech were filtered, but so too were the joint spectro-temporal

modulations of speech. Here, a 2-dimensional (2D) wavelet transform of the spectrogram

was used to estimate the spectral and temporal modulation content via a bank of 2D

spectro-temporal selective filters, generating a family of spectrograms with different

spectral and temporal resolutions. The result is a 4-dimensional representation,

characterised by time, frequency, rate and scale, that is demonstrated to provide better

separation of speech and noise. Noise suppression is performed using a generalised

Wiener filter based on SNR, calculating the gain applied to the representation for each

time, frequency, rate and scale. Here, noise is estimated from this same representation

using an adaption of a modified voice-activity detector (VAD), which in (Mesgarani

et al., 2004) is shown to accurately predict silence and speech regions for SNRs as low

as -5 dB.

In the above works, modulation filtering aims to remove spectral content (usually due

to noise) which changes slower or faster than the typical change of speech (Hermansky

and Morgan, 1994). Using the envelope of the signal and analysing with respect to

modulation frequency, offers the advantage that envelope cues are more robust against

reverberance and additive noise than the fine structure of the acoustic signal (Kollmeier

and Koch, 1994). However, a problem associated with use of modulation filtering comes

from the removal of low frequencies from the time trajectories of the power spectrum.

Filtering can result in values going below zero. Typically, half-wave rectification is
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used to zero negative components, but this results in the introduction of perceptually

annoying artefacts in processed stimuli.

To reduce this problem, the dynamic range of the power spectrum is often

compressed before filtering. For example, Hermansky et al. (1995) and Avendano et al.

(1996) both make use of cubic-root compression of the power spectrum (i.e., (P (l, k))1/3

where P (l, k) is the power spectrum of the noisy speech) to reduce this effect. Lyons and

Paliwal (2008) presented an evaluation of the effect of dynamic range compression on the

quality and intelligibility of speech subjected to modulation filtering based enhancement.

They showed that use of cubic compression resulted in the best noise and quality. Use

of lower compression factors (e.g., P (l, k), (P (l, k))1/2) resulted in insufficient noise

removal, while higher suppression resulted in oversuppression of noise and consequently

a loss of speech information and therefore intelligibility.

Fujioka et al. (2006) proposed an alternative approach to this problem. They again

applied 1-16 Hz modulation filtering to the time trajectories of the short-time power

spectrum for speech enhancement, but without compression: rectifying the negative

values introduced by the filter. To reduce the artefacts in processed stimuli, Fujioka et

al. included a postprocessing stage (based on evaluating the ratio of mean energies of

frequencies lower than 2 kHz and those greater than 2 kHz), which removed much of

the introduced musical noise distortion.

To reduce the amount of rectification artefacts introduced to modulation filtered

speech, Falk et al. (2007) instead proposed adding back an estimate of the low pass

modulation content of the clean speech spectrum. Again, an FIR filter was used to filter

the trajectories of the acoustic magnitude spectrum. Low pass content was estimated

using the Hilbert envelope of the temporal trajectory of the magnitude spectrum in each

frequency bin. This modulation Hilbert envelope was found to be highly correlated with

the low pass content of clean speech. Using their approach, they report considerably

fewer instances of negative values in the filtered modulation spectrum, translating to a

reduction in artefacts introduced to processed stimuli.

While use of modulation filtering for speech enhancement has some benefits, it

also has a number of limitations. Firstly, the filters used are fixed in nature, and

therefore assume signals and noise to be stationary in time. Secondly, the properties

of noise are generally not exploited in the design of the filters. A recently proposed
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approach applying Kalman filtering to the trajectories of the magnitude spectrum at

each acoustic frequency (So and Paliwal, 2011a) aimed to address these limitations.

Kalman filtering offers the advantages that the stationarity of noise is not assumed

and properties of noise and speech are inherent in the model. So and Paliwal applied

coloured-noise Kalman filtering to each temporal trajectory, with MMSE magnitude

estimator enhanced speech used to estimate the initial LPCs. Compared to the above

filtering methods, this approach offers the advantages of being an adaptive estimator

which makes use of the statistics of the temporal changes in both speech and noise, and

being well suited to processing speech in non-stationary environments (So and Paliwal,

2011a).

In another recent work, Zhang and Zhao (2011) proposes to process the trajectories

of the real and imaginary components of the acoustic spectrum in secondary analysis-

modification-synthesis frameworks. There, spectral subtraction was used to modify

the modulation spectra, and noise was estimated using the minima tracking method

of (Martin, 2001). Further discussion and evaluation of this method is presented in

Section 6.4.4.

The modulation domain has been utilised for speech enhancement in many ways,

with only a few mentioned here, and a considerable number of these have been based

on filtering in the modulation domain. As discussed here, problems with this approach

include the effects of loss of information in low frequencies, the inherently assumed

stationarity of noise, and failure to make use of available information on the properties

of the noise and speech. Additionally, these approaches fail to remove noise present in

the filter’s passband. Work presented in the research section of this dissertation aims to

address these limitations, so as to improve noise suppression and the nature of residual

distortions, and therefore the quality of the resulting processed stimuli.
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Chapter 3

Short-time modulation domain processing

using spectral subtraction for speech en-

hancement

3.1 Introduction

Speech enhancement methods aim to improve the quality of noisy speech while

minimising the speech distortion introduced during the enhancement process. For

this purpose, many of the popular single-channel speech enhancement methods employ

the analysis-modification-synthesis (AMS) framework (e.g., Allen and Rabiner, 1977;

Berouti et al., 1979; Crochiere, 1980; Portnoff, 1981; Ephraim and Malah, 1984;

Griffin and Lim, 1984; Quatieri, 2002; Cohen, 2005a) (see Section 2.5.2) to perform

enhancement in the short-time acoustic spectral domain.

More recently, modulation domain processing has grown in popularity, with much

psychoacoustic and physiological evidence (see Section 2.6) supporting the significance

of this domain for the analysis of speech signals. Consequently, modulation domain

processing has found applications in many areas of speech processing, including speech

enhancement, where a number of modulation filtering methods have emerged (see review

in Section 2.10.2).

However, as discussed in Section 2.10.2, there are two main limitations associated

with typical modulation filtering methods. First, they use a filter design based on the

long-term properties of the speech modulation spectrum, while ignoring the properties

87



88 Chapter 3—S-T modulation domain processing using spectral subtraction

of noise. As a consequence, they fail to eliminate noise components present within the

speech modulation regions. Second, the modulation filter is fixed and typically applied

to the entire signal, even though the properties of speech and noise change over time.

In this work, we attempt to address these limitations by processing the modulation

spectrum on a frame-by-frame basis. For this purpose, we extend the acoustic AMS

framework to include modulation domain processing. The modulation spectrum is

hereby differentiated from the acoustic spectrum as follows. The acoustic spectrum

is the short-time Fourier transform (STFT) of the speech signal, while the modulation

spectrum at a given acoustic frequency is the STFT of the time series of the acoustic

spectral magnitudes at that frequency. The short-time modulation spectrum is thus a

function of time, acoustic frequency and modulation frequency.

In the proposed method, assuming noise to be additive in nature, we enhance noisy

speech by applying a spectral modification algorithm to the short-time modulation

spectrum. Classical spectral subtraction (Boll, 1979; Berouti et al., 1979; Lim and

Oppenheim, 1979) (see Section 2.7.1), traditionally applied to the acoustic magnitude

spectrum, is an intuitive and effective speech enhancement algorithm for the removal of

additive noise. Spectral subtraction does, however, suffer from perceptually annoying

spectral artefacts referred to as musical noise. Here, we apply the spectral subtraction

algorithm to the modification of the short-time modulation magnitude spectrum. Using

objective and subjective experiments as well as spectrogram analysis, we show that

not only is the modulation domain a useful alternative to the acoustic domain for

speech enhancement, but that given a proper selection of modulation frame duration,

the proposed method results in improved speech quality, and does not suffer from the

musical noise artefacts that classical spectral subtraction does.

The remainder of this chapter is organised as follows. In Section 3.2, we first

describe the AMS-based framework for speech enhancement in the modulation domain,

then in Section 3.3, the proposed modulation spectral subtraction (ModSSub) method

for modification of the modulation magnitude spectrum is detailed. Section 3.4

describes conditions of experiments conducted to objectively and subjectively evaluate

ModSSub performance. The effect of acoustic and modulation magnitude exponent

and modulation frame duration on the quality of ModSSub stimuli is investigated in

Section 3.5 and 3.6, respectively. Experiments comparing the quality of ModSSub

stimuli to that of other well known enhancement methods are then presented in
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Section 3.7 (for white noise) and Section 3.8 (for coloured noise types), followed by

an investigation of the effect of ModSSub on the intelligibility of enhanced stimuli in

Section 3.9. Conclusions are drawn in Section 3.10.

Publications resulting from this research: Paliwal et al. (2009); Paliwal et al. (2010).

3.2 Modulation AMS–based framework for speech en-

hancement

As discussed in Section 2.5.2, many frequency domain speech enhancement methods are

based on the (acoustic) short-time Fourier AMS framework (e.g., Allen and Rabiner,

1977; Berouti et al., 1979; Crochiere, 1980; Portnoff, 1981; Ephraim and Malah, 1984;

Griffin and Lim, 1984; Quatieri, 2002; Cohen, 2005a). Recall that the traditional

acoustic AMS procedure for speech enhancement consists of the three stages:

1. Analysis stage — where noisy speech is processed using STFT analysis;

2. Modification stage — where the noisy spectrum is modified to compensate for

noise distortion; and

3. Synthesis stage — where an inverse STFT operation, followed by overlap-add

synthesis is used to reconstruct the enhanced signal.

The proposed speech enhancement method extends this traditional AMS-based

acoustic domain enhancement framework to the modulation domain, modifying the

modulation magnitude spectrum using a spectral subtractive approach to improve

speech quality. To achieve this, each frequency component of the acoustic magnitude

spectra, obtained during the analysis stage of the acoustic AMS procedure is processed

frame-wise across time using a secondary AMS framework in the modulation domain. In

this section, details of this modulation AMS-based framework for speech enhancement

in the short-time spectral modulation domain are provided, followed by a description of

the spectral subtraction method used to modify the modulation magnitude spectrum

in Section 3.3.
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Let us assume an additive noise model in which clean speech is corrupted by

uncorrelated additive noise to produce noisy speech as given by

x(n) = s(n) + d(n), (3.1)

where x(n), s(n), and d(n) are the noisy speech, clean speech, and noise signals,

respectively, and n denotes a discrete-time index. Although speech is non-stationary, it

can be assumed quasi-stationary, and therefore the noisy speech signal can be processed

frame-wise using the running STFT analysis (Vary and Martin, 2006) given by

X(l, k) =

N−1
∑

n=0

x(n+lZ)w(n) e−j2πnk/N , (3.2)

where l refers to the acoustic frame index, k refers to the index of the acoustic frequency,

N is the acoustic frame duration (AFD) in samples, Z is the acoustic frame shift (AFS)

in samples, and w(n) is the acoustic analysis window function. Speech processing

typically uses the Hamming analysis window, and an AFD of 20–40 ms and an AFS of

10–20 ms (e.g., Picone, 1993; Huang et al., 2001; Loizou, 2007; Paliwal and Wójcicki,

2008; Rabiner and Schafer, 2011).

Using STFT analysis, we can represent Equation (3.1) by

X(l, k) = S(l, k) +D(l, k), (3.3)

where X(l, k), S(l, k), and D(l, k) are the STFTs of the noisy speech, clean speech and

noise signals, respectively. Each of these can be expressed in terms of their acoustic

magnitude spectrum and acoustic phase spectrum. In polar form, the STFT of the

noisy speech signal, for example, can be expressed as

X(l, k) = |X(l, k)| e j∠X(l,k), (3.4)

where |X(l, k)| denotes the acoustic magnitude spectrum, ∠X(l, k) denotes the acoustic

phase spectrum,1 and the discrete-time signal x(n) is completely characterised by its

magnitude and phase spectra.

1In our discussions, when referring to the magnitude, phase or complex spectra, the STFT modifier
is implied unless otherwise stated. The acoustic and modulation modifiers are also included to
disambiguate between acoustic and modulation domains.
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Traditional AMS-based speech enhancement methods modify or enhance the noisy

acoustic magnitude spectrum |X(l, k)|, while keeping the noisy acoustic phase spectrum

unchanged. One reason for this is that, for Hamming-windowed frames (of 20–40

ms duration), the phase spectrum is considered relatively unimportant for speech

enhancement (Wang and Lim, 1982; Shannon and Paliwal, 2006).2 Similarly, in

the proposed modulation AMS framework, the noisy acoustic phase spectra is left

unchanged, and the noisy acoustic magnitude spectrum is modified by processing the

time trajectories of each frequency component of the acoustic magnitude spectra frame-

wise in a second AMS procedure as follows.

The running STFT is used to compute the modulation spectrum from the acoustic

magnitude spectrum as

X(ℓ, k,m) =

N−1
∑

l=0

∣

∣X
l+ℓZ

(k)
∣

∣ v(l) e−j2πlm/N , (3.5)

where ℓ is the modulation frame index, k is the index of the acoustic frequency, m refers

to the index of the modulation frequency, N is the modulation frame duration (MFD)

in terms of acoustic frames, Z is the modulation frame shift (MFS) in terms of acoustic

frames, and v(l) is the modulation analysis window function. The modulation spectrum

can be written in polar form as

X(ℓ, k,m) = |X(ℓ, k,m)| e j∠X(ℓ,k,m), (3.6)

where |X(ℓ, k,m)| is the modulation magnitude spectrum, and ∠X(ℓ, k,m) is the

modulation phase spectrum.

In the present work, the modulation magnitude spectrum of clean speech is estimated

from the noisy modulation magnitude spectrum, while the noisy modulation phase

spectrum is left unchanged. Note that unlike the acoustic phase spectrum, the

modulation phase spectrum does contain useful information (Hermansky et al., 1995). In

the present work, we keep ∠X(ℓ, k,m) unchanged, however, future work will investigate

approaches that can be used to enhance it. The modified modulation spectrum is then

2There is also evidence that the acoustic phase spectrum does contain useful information (e.g., Shi
et al., 2006; Paliwal et al., 2011c; Gerkmann and Krawczyk, 2012). However for high enough SNRs (see
Section 2.7.1), use of the noisy phase spectrum for signal reconstruction is shown to have little affect
on speech intelligibility though speech quality may have a roughness quality at lower SNRs.
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given by

Y(ℓ, k,m) =
∣

∣Ŝ(ℓ, k,m)
∣

∣ e j∠X(ℓ,k,m), (3.7)

where
∣

∣Ŝ(ℓ, k,m)
∣

∣ is an estimate of the clean modulation magnitude spectrum.

Equation (3.7) can also be written in terms of spectral gain function G(ℓ, k,m) applied

to the modulation spectrum of noisy speech as follows

Y(ℓ, k,m) = G(ℓ, k,m)X(ℓ, k,m), (3.8)

where

G(ℓ, k,m) =

∣

∣Ŝ(ℓ, k,m)
∣

∣

|X(ℓ, k,m)| . (3.9)

The inverse STFT operation, followed by least-squares overlap-add synthesis

(Quatieri, 2002), are then used to compute the modified acoustic magnitude spectrum

as given by

|Y (l, k)|=
∑

ℓ

{

vs(l−ℓZ)

N−1
∑

m=0

Y(ℓ, k,m) e j2π(l−ℓZ)m/N

}

, (3.10)

where vs(ℓ) is a (modulation) synthesis window function.

The modified acoustic magnitude spectrum is combined with the noisy acoustic

phase spectrum, to produce the modified acoustic spectrum as follows

Y (l, k) = |Y (l, k)| e j∠X(l,k). (3.11)

The enhanced speech signal is constructed by applying the inverse STFT operation,

followed by least-squares overlap-add synthesis, to the modified acoustic spectrum giving

y(n)=
∑

l

{

ws(n−lZ)

N−1
∑

k=0

Y (l, k) e j2π(n−lZ)k/N

}

, (3.12)

where ws(l) is the (acoustic) synthesis window function. The modified Hanning window

(Griffin and Lim, 1984) (as discussed in Section 2.5.2 on page 32) was used for both

the acoustic and modulation synthesis windows. A block diagram of the AMS-based

framework for speech enhancement in the short-time spectral modulation domain is

shown in Figure 3.1.
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Figure 3.1: Block diagram of the AMS–based framework for speech enhancement in the
short-time spectral modulation domain.

3.3 Modulation spectral subtraction

With the aim of improving speech quality, the proposed speech enhancement method

applies the spectral subtraction algorithm in the short-time modulation domain. The

modulation spectrum has traditionally been computed as the Fourier transform of the

intensity envelope of the band-pass filtered signal (e.g., Houtgast and Steeneken, 1985;

Drullman et al., 1994a; Goldsworthy and Greenberg, 2004). The method proposed here,
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however, uses the short-time Fourier transform (STFT) instead of band-pass filtering. In

the acoustic STFT domain, the quantity closest to the intensity envelope of a band-pass

filtered signal is the magnitude-squared spectrum. However, in the present work we use

the time trajectories of the short-time acoustic magnitude spectrum for the computation

of the short-time modulation spectrum. This choice is motivated from more recently

reported papers dealing with modulation-domain based speech applications (Falk et al.,

2007; Kim, 2005). Once the modulation spectrum is computed, spectral subtraction is

then done in the modulation magnitude-squared domain. Justification for use of the

acoustic magnitude spectra and modulation magnitude-squared spectra is considered in

Section 3.5.

3.3.1 Modulation spectral subtraction method

The proposed modulation spectral subtraction method (ModSSub), utilising the

modulation AMS framework detailed in Section 3.2, replaces the noisy modulation

magnitude spectrum
∣

∣X(ℓ, k,m)
∣

∣, with an estimate of the clean modulation magnitude

spectrum, calculated using a spectral subtraction rule similar to the one proposed by

Berouti et al. (1979), and given by Equation (3.13).

∣

∣Ŝ(ℓ, k,m)
∣

∣ =



























(

∣

∣X(ℓ, k,m)
∣

∣

γ − ρ
∣

∣D̂(ℓ, k,m)
∣

∣

γ
)

1

γ
, if

∣

∣X(ℓ, k,m)
∣

∣

γ − ρ
∣

∣D̂(ℓ, k,m)
∣

∣

γ

> β
∣

∣D̂(ℓ, k,m)
∣

∣

γ

(

β
∣

∣D̂(ℓ, k,m)
∣

∣

γ
) 1

γ
, otherwise.

(3.13)

Here, β is the spectral floor parameter used to set spectral magnitude values falling

below the spectral floor
(

β
∣

∣D̂(ℓ, k,m)
∣

∣

γ
) 1

γ
, to that spectral floor; and γ determines

the subtraction domain (e.g., for γ set to unity the subtraction is performed in the

magnitude spectral domain, while for γ = 2 the subtraction is performed in the

magnitude-squared spectral domain). The subtraction factor, ρ, governs the amount of

over-subtraction applied, and is calculated as (following Berouti et al. (1979))

ρ = ρ0 −
SNR

s
, −5 6 SNR 6 20 (3.14)

where ρ0 is the value for ρ at an SNR of 0 dB, and 1
s is the slope of the line from ρ0 at

0 dB to ρ = 1 at 20 dB.
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The estimate of the modulation magnitude spectrum of the noise, denoted by
∣

∣D̂(ℓ, k,m)
∣

∣, is obtained based on a decision from a simple voice activity detector (VAD)

(Loizou, 2007), applied in the modulation domain. The VAD classifies each modulation

domain segment as either 1 (speech present) or 0 (speech absent), using the following

binary rule

Φ(η, k) =







1, if φ(η, k) > θ

0, otherwise
, (3.15)

where θ is an empirically determined speech presence threshold, and φ(η, k) denotes a

modulation segmental signal-to-noise ratio (SNR) computed as follows:

φ(η, k) = 10 log10







∑

m

∣

∣X(ℓ, k,m)
∣

∣

2

∑

m

∣

∣D̂(ℓ− 1, k,m)
∣

∣

2






. (3.16)

The noise estimate is updated during speech absence using the following averaging rule

(Virag, 1999)

∣

∣D̂(ℓ, k,m)
∣

∣

γ
= λ

∣

∣D̂(ℓ− 1, k,m)
∣

∣

γ
+ (1−λ)

∣

∣X(ℓ, k,m)
∣

∣

γ
, (3.17)

where λ is a forgetting factor chosen according to the stationarity of the noise.

3.4 Experiment preliminaries

Both objective and subjective experiments have been conducted in order to evaluate

the performance of the ModSSub method. In this section, we provide details of the

speech stimuli corpus, and the different types of experiments used to generate the results

presented in the remaining sections of this chapter.

3.4.1 Speech corpus

Experiments conducted in this work make use of the Noizeus speech corpus (Loizou,

2007; Hu and Loizou, 2007b).3 Noizeus is made up of 30 phonetically-balanced

sentences, each spoken by six different speakers (three males and three females). The

average length of each sentence is around 2.6 seconds. The original recorded speech was

sampled at 25 kHz. The recordings were then downsampled to 8 kHz, then filtered to

3The Noizeus speech corpus is publicly available on-line at the following url:
http://www.utdallas.edu/~loizou/speech/noizeus.

http://www.utdallas.edu/~loizou/speech/noizeus
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simulate the receiving frequency characteristics of telephone handsets.

Noizeus comes with non-stationary noises at different SNRs. For our experiments

we keep the clean part of the corpus and generate noisy stimuli by degrading the clean

stimuli with a range of noise types at various SNRs. Noise types used in experiments

include additive white Gaussian noise (AWGN) and non-stationary noises from the

Aurora database (Pearce and Hirsch, 2000) including airport, babble, car, exhibition

hall, restaurant, street, subway (inside a suburban train), and train (at a train station).

The noisy stimuli are constructed such that they begin with a noise only section

long enough for (initial) noise estimation in both acoustic and modulation domains

(approximately 500 ms).

3.4.2 Stimuli types

Modulation spectral subtraction (ModSSub) stimuli were constructed using the proce-

dure detailed in Sections 3.2 and 3.3. Parameters generally used (unless otherwise

indicated) for the construction of ModSSub stimuli are as follows. The AFD was

set to 32 ms, with an AFS of 8 ms. The MFD was set to 256 ms, with a MFS of

32 ms. Note that the MFD of 256 ms was chosen as a compromise between musical

noise (introduced for shorter durations) and a slurring effect (introduced for longer

durations). A more detailed evaluation of the effect of MFD on the speech quality of

ModSSub stimuli is presented in Section 3.6. The Hamming window was used for both

the acoustic and modulation analysis windows. The FFT-analysis length was set to

2N and 2N for the acoustic and modulation AMS frameworks, respectively. The value

of the subtraction parameter ρ was selected as described in (Berouti et al., 1979) and

Section 2.7.1, with ρ0 = 4. The spectral floor parameter β was set to 0.002. Magnitude-

squared spectral subtraction was used in the modulation domain, i.e., γ=2. The speech

presence threshold θ was set to 3 dB. The forgetting factor λ was set to 0.98. Griffith

and Lim’s method for windowed overlap-add synthesis (Griffin and Lim, 1984) was used

for both acoustic and modulation syntheses.

For our experiments we have also generated stimuli using two popular speech

enhancement methods, namely the acoustic spectral subtraction (Berouti et al., 1979)

(denoted SpecSub), and the MMSE spectral amplitude estimator method (Ephraim

and Malah, 1984) (referred to as the MMSE acoustic magnitude estimator throughout

this work, and denoted by AME). Publicly available reference implementation of these
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methods (Loizou, 2007) were used in this study. In the SpecSub method, subtraction

was performed in the magnitude-squared spectral domain, with the noise spectrum

estimates obtained through recursive averaging of non-speech frames. Speech presence

or absence was determined using a voice activity detection (VAD) algorithm, based on

a simple segmental SNR measure (Loizou, 2007). A more detailed description of the

spectral subtraction method can be found in Section 2.7.1.

In the AME method, optimal estimates (in the minimum mean square error sense)

of the short-time spectral amplitudes were computed. Noise spectrum estimates were

calculated from non-speech frames using recursive averaging with speech presence

or absence determined using a log-likelihood ratio based VAD (Loizou, 2007) (see

Section 2.8.2). The decision-directed approach was used for a priori SNR estimation,

with the smoothing factor α set to 0.98. Note that parameter α has a significant effect

on the type and intensity of the residual noise present in the enhanced speech (Cappe,

1994), and therefore a comparison with MMSE stimuli generated using a range of values

for α has also been included in Section 3.7.4. Further details of the MMSE amplitude

estimator approach can be found in Section 2.7.3.

In addition to the ModSSub, SpecSub, and AME stimuli, clean and noisy speech

stimuli were also included in each experiment.

3.4.3 Subjective quality experiments

For the subjective evaluation of speech quality, AB listening test which determine

method preference, were utilised. Two Noizeus sentences (sp10 and sp27) belonging

to male and female speakers were included. AWGN at 5 dB SNR was investigated. The

stimuli types detailed in Section 3.4.2 were included. Only English speaking listeners

participated in each experiment. None of the participants reported any hearing defects.

The listening tests were conducted in a quiet room. A short practice session was used to

familiarise participants with the task. The test consisted of stimuli pairs played back in

randomised order over closed circumaural headphones at a comfortable listening level.

For each stimuli pair, the listeners were presented with three labelled options on a digital

computer and asked to make a subjective preference. The first and second options were

used to indicate a preference for the corresponding stimuli, while the third option was

used to indicate a similar preference for both stimuli. The listeners were instructed to

use the third option only when they did not prefer one stimulus over the other. Pairwise



98 Chapter 3—S-T modulation domain processing using spectral subtraction

scoring was used, with a score of +1 assigned to the preferred method and +0 to the

other. For a similar preference response each method was assigned a score of +0.5.

The participants were allowed to re-listen to stimuli if required. The responses were

collected via keyboard. No feedback was given.

3.4.4 Objective quality experiments

The objective quality experiments were carried out over the 30 sentences of the Noizeus

corpus for each noise type, at 0, 5, 10 and 15 dB SNR. Perceptual evaluation of speech

quality (PESQ) (Rix et al., 2001b) (see Section 2.9.2) was used to predict opinion scores

for each of the stimuli types outlined in section 3.4.2. Scores were then averaged for

each stimuli type, noise type, and SNR to give mean opinion scores for each.

3.4.5 Objective intelligibility experiments

For the objective intelligibility experiments, we utilise the speech transmission index

(STI) (Steeneken and Houtgast, 1980) metric to quantify the intelligibility of stimuli.

STI measures the extent to which slow temporal intensity envelope modulations, which

are important for speech intelligibility, are preserved in degraded listening environments

(Payton and Braida, 1999). Here, three variations on the speech-based STI approach

were used, namely that by Houtgast and Steeneken (1985), secondly the variation by

Drullman et al. (1994b), and finally that by Payton et al. (2002). A further description

of these methods can be found in Section 2.9.4. Applying the STI metric to speech

stimuli returns a value between 0 and 1, where 0 indicates no intelligibility and 1

indicates maximum intelligibility. Each STI metric was applied to each of the stimuli

type outlined in Section 3.4.2, and the average score for each treatment type, noise type,

and SNR was then calculated.

3.5 Effect of spectral exponents on the speech quality of

ModSSub stimuli

Traditional (acoustic domain) spectral subtraction methods (Boll, 1979; Berouti et al.,

1979; Lim and Oppenheim, 1979) have been applied in the magnitude as well as

magnitude-squared (acoustic) spectral domains, as clean speech and noise can be

considered to be additive in these domains. Additivity in the magnitude domain
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has been justified by the fact that at high SNRs (greater than around 8 dB), the

phase spectrum remains largely unchanged by additive noise distortion (Loizou, 2007).

Additivity in the magnitude-squared domain has been justified by assuming the speech

signal s(n) and noise signal d(n) (see Equation (3.1)) to be uncorrelated, making the

cross-terms (between clean speech and noise) in the computation of the the power

spectrum of the noisy speech to be zero (see Section 2.7.1).

Here, we propose to apply the spectral subtraction method in the short-time modu-

lation domain. Since both the acoustic magnitude and magnitude-squared domains

are additive, one can compute the modulation spectrum from either the acoustic

magnitude or acoustic magnitude-squared trajectories. Using similar arguments to

those presented for acoustic magnitude and magnitude-squared domain additivity, the

additivity assumption can be extended to the modulation magnitude and magnitude-

squared domains. Therefore, modulation domain spectral subtraction can be carried

out on either the modulation magnitude or magnitude-squared spectra.

For the implementation of the modulation spectral subtraction approach, we

therefore have a choice of whether to derive the modulation spectra from the time

trajectories of the acoustic magnitude or magnitude-squared spectra, and secondly,

whether to perform subtraction on the short-time modulation magnitude or magnitude-

squared spectra. In this section, we now consider the effect of these choices on the

resulting quality of ModSSub enhanced stimuli. For this purpose, we consider the

following four exponent combinations:

1. MAG-MAG: using acoustic magnitude and modulation magnitude spectra;

2. MAG-POW: using acoustic magnitude and modulation magnitude-squared spec-

tra;

3. POW-MAG: using acoustic magnitude-squared and modulation magnitude spec-

tra; and

4. POW-POW: using acoustic magnitude-squared and modulation magnitude-squared

spectra.

Objective quality experiments (see Section 3.4.4) were conducted to evaluate the

effect of each choice on speech quality. Speech corrupted by AWGN at each SNR were

enhanced by ModSSub with exponents set according to each of the above combinations.
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Figure 3.2: Mean PESQ scores from an experiment comparing the quality of modulation
spectral subtraction stimuli constructed using the various magnitude spectrum exponent
combinations shown. The results are a function of input SNR (dB) for AWGN over the
Noizeus corpus.
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Figure 3.3: Mean segmental SNRs from an experiment comparing the quality
of modulation spectral subtraction stimuli constructed using the various magnitude
spectrum exponent combinations shown. The results are a function of input SNR (dB)
for AWGN over the Noizeus corpus.

Mean PESQ scores, segmental SNRs and STI scores were then calculated over the

entire corpus for each of the four combinations and each input SNR. Results of these

objective experiments are shown in Figures 3.2–3.4. PESQ scores show the MAG-POW

combination to work best, with all other combinations achieving lower scores. Segmental

SNRs and STI scores show MAG-POW and MAG-MAG to have similar quality.

Subjective experiments in the form of an AB listening tests (see Section 3.4.3) were
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Figure 3.4: Mean STI scores from an experiment comparing the quality of modulation
spectral subtraction stimuli constructed using the various magnitude spectrum exponent
combinations shown. The results are a function of input SNR (dB) for AWGN over the
Noizeus corpus.
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Figure 3.5: Mean subjective preference scores for an AB listening test comparing the
quality of ModSSub stimuli generated using each of the exponent combinations.

also conducted to compare the quality of each treatment type. Based on the mean

preferences of 4 listeners, results presented in Figure 3.5 also show a preference for the

MAG-POW exponent combination, with MAG-MAG being the next most preferred.

Based on informal listening tests and analysis of spectrograms shown in Figure 3.6,

the following can be noted about the quality of speech enhanced using ModSSub with

each of the combinations described above. The MAG-MAG combination has improved

noise suppression, but the speech content is overly suppressed. This effect is clearly

visible in the spectrogram of Figure 3.6(c). The MAG-POW combination (Figure 3.6(d))



102 Chapter 3—S-T modulation domain processing using spectral subtraction

Figure 3.6: Spectrograms of sp10 utterance, “The sky that morning was clear and
bright blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech;
(b) speech degraded by AWGN at 5 dB SNR; as well as the noisy speech enhanced
using modulation spectral subtraction with various exponents for acoustic and modulation
spectra within the dual-AMS framework: (c) MAG-MAG; (d) MAG-POW; (e) POW-
MAG; and (f) POW-POW. Note that all spectrograms were generated as described in
Section 2.5.3.
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produces the best sounding speech. The POW-MAG combination (Figure 3.6(e)) results

in poorer noise suppression and the residual noise is musical in nature. The POW-

POW combination (Figure 3.6(f)) is by far the most audibly distracting to listen to,

due to the presence of strong musical noise. These observations suggest that of the four

choices investigated, the MAG-POW combination is best suited to the application of

the spectral subtraction algorithm in the short-time modulation domain.

In the above experiments, the subtraction factor was calculated from the segmental

SNR (Berouti et al., 1979), using the function represented by Figure 3.9 and given by

Equation (3.14). Similar to acoustic spectral subtraction implementations, for γ = 1

(magnitude spectral subtraction) ρ0 = 3 was used, while for γ = 2 (power spectral

subtraction) ρ0 = 4 was used. However, the spectrograms for POW-MAG and POW-

POW stimuli shown in Figure 3.6(e) and (f) show considerable residual noise compared

to, for example, MAG-MAG stimuli. This suggests that the subtraction factor used in

stimuli generation for these exponent combinations may need to be tuned to better suit

subtraction in the modulation domain. This is similarly indicated by example acoustic

magnitude spectra for frames of voiced and unvoiced speech like that shown in Figure 3.7

and 3.8. There, magnitudes for POW-MAG and POW-POW enhanced stimuli are

shown to be considerably higher than for MAG-MAG and MAG-POW combinations,

and there are considerably more smaller peaks associated with musical noise apparent in

the spectrum. This supports the need for greater oversubtraction in the low SNR regions

of the spectrum. Therefore we now investigate the effect of improving the subtraction

factor function for each exponent combination on the resulting speech quality.

The key parameter of the subtraction factor function of Equation (3.14) is the

subtraction factor at a segmental SNR of 0 dB, denoted ρ0 in Figure 3.9. As described in

Section 2.7.1, the value for ρ0 determines the slope of this function and the maximum

oversubtraction at low SNR (limited to the factor ρ at −5 dB). Therefore the best

subtraction function for ModSSub calculated using each exponent combination was

evaluated in terms of ρ0.

Figures 3.10 and 3.11 show mean preference scores for a subjective comparison

of the quality of ModSSub stimuli and each exponent combination generated using a

subtraction factor function with ρ0 = 1.5 and ρ0 = 8, respectively. As can be seen,

for low ρ0, where there is little oversubtraction at low SNRs, MAG-MAG stimuli

are preferred over all other types. This is because of the reduced dynamic range
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Figure 3.7: Example acoustic magnitude spectrum for ModSSub stimuli constructed using
each exponent combination. The spectrum shown is for a frame of voiced speech from
the word ‘that’.
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Figure 3.8: Example acoustic magnitude spectrum for ModSSub stimuli constructed using
each exponent combination. The spectrum shown is for a frame of unvoiced speech which
is heard as ‘ss’ as in ‘Sky’.
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Figure 3.9: Plot showing values for modulation domain subtraction factor ρ as a function
of SNR, with slope and maximum oversubtraction factor determined by the intercept ρ0
at 0dB.
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Figure 3.10: Mean subjective preference scores for an AB listening test comparing the
quality of ModSSub stimuli generated using each of the exponent combinations using
ρ0 = 1.5.
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Figure 3.11: Mean subjective preference scores for an AB listening test comparing the
quality of ModSSub stimuli generated using each of the exponent combinations using
ρ0 = 8.



106 Chapter 3—S-T modulation domain processing using spectral subtraction

associated with use of magnitude (rather than magnitude-squared) spectra in both

acoustic and modulation domains. Other combinations require higher subtraction

factors to effectively remove the musical noise distortions and residual noise in processed

stimuli. Using a higher ρ0 such as 8, MAG-POW is preferred, with POW-MAG also

having high preference. Here, MAG-MAG is too oversuppressed, resulting in significant

loss of speech information.

To further investigate the effect of ρ0 on speech quality, experiments comparing

quality over a range of ρ0 values were conducted. The quality of stimuli was compared

using both informal listening tests and objective experiments to determine the best

choice of ρ0 for each exponent combination. Results from objective experiments in

terms of mean PESQ scores, mean segmental SNRs and mean STI scores are shown in

Figures 3.12 – 3.14.

For type MAG-MAG, segmental SNR and STI scores suggest ρ0 = 2.5 results in the

best quality, while PESQ scores indicate a smaller value of 1.5 to be preferred. Scores

also suggest a considerable decrease in quality and intelligibility, with increasing ρ0 for

this type. Listening to stimuli, the value for ρ0 is a trade-off between musical noise

distortion and bottling of speech. ρ0 = 2.5 provides a good trade-off between these

distortions, with musical noise well suppressed and speech reasonably clear, but with

some bottling of speech audible.

Objective scores for type MAG-POW suggest that ρ0 = 4 to be a good choice. Here,

the effect of ρ0 is indicated to be less significant. Stimuli with smaller ρ0 contain strong

musical noise, while for ρ0 > 4.5, a loss of speech clarity is apparent. Thus, the value for

ρ0 for both MAG-MAG and MAG-POW are similar to that typically used in acoustic

magnitude and power subtraction methods. The domain of subtraction (magnitude or

power) was found to have a similar effect on stimuli quality in the modulation domain

to that observed in the acoustic domain. Namely, that magnitude subtraction removed

more noise but introduced more distortion to the speech signal, and power subtraction

resulted in more residual noise but less speech distortion, and is therefore typically

preferred.

Types POW-MAG and POW-POW require higher subtraction factors to effectively

remove noise due to the use of the acoustic power spectrum (which has a larger dynamic

range) for modulation spectrum calculation. PESQ and segmental SNR scores for
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Figure 3.12: Mean PESQ scores for ModSSub stimuli generated with each of the exponent
combinations, using the indicated subtraction function parameter ρ0.
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Figure 3.13: Mean segmental SNRs for ModSSub stimuli generated with each of the
exponent combinations, using the indicated subtraction function parameter ρ0.
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Figure 3.14: Mean STI scores for ModSSub stimuli generated with each of the exponent
combinations, using the indicated subtraction function parameter ρ0.
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Figure 3.15: Example acoustic magnitude spectrum for ModSSub stimuli constructed
using each exponent combination described above and the preferred choice for subtraction
factor function parameter ρ0. The spectrum shown is for a frame of voiced speech from
the word ’that’.
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Figure 3.16: Example acoustic magnitude spectrum for ModSSub stimuli constructed
using each exponent combination described above and optimal choice for subtraction
factor function parameter ρ0. The spectrum shown is for a frame of unvoiced speech
which is heard as ’ss’ as in ’Sky’.
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Figure 3.17: Mean subjective preference scores for an AB listening test comparing the
quality of ModSSub stimuli generated using each of the exponent combinations and above
selected values for ρ0.

type POW-MAG suggest a ρ0 of around 5 to be optimal, while STI scores indicate

ρ0 should be 6 or 7. Unlike scores for MAG-MAG and MAG-POW, segmental SNRs

and STI scores suggest that both intelligibility and quality remain high for increasing

ρ0. Listening to stimuli, however, ρ0 < 5.5 stimuli have considerable musical noise,

while ρ0 > 7 stimuli become very reverberant. Based on these observations, ρ0 = 6 is

considered to be the best compromise.

Objective scores for type POW-POW stimuli similarly indicated improving quality

for increasing ρ0. Stimuli were found to have considerable musical distortion as well as

residual background noise for ρ0 < 6. Some reduction in this was audible for increasing

ρ0, but at the expense of introducing reverberation. ρ0 = 7.5 was found to provide the

best trade-off in distortion types.

To demonstrate the effect on the acoustic magnitude spectrum, a sample acoustic

magnitude spectrum using each exponent combination and the above selected ρ0 is

shown in Figures 3.15 and 3.16. The sample spectra shows that POW-MAG and POW-

POW combinations have been improved, particularly in lower energy components, but

POW-POW is still somewhat higher, especially in the unvoiced speech.

Results of a subjective experiment comparing the quality of ModSSub stimuli, using

each exponent combination and the above selected values for ρ0, is shown in Figure 3.17.

While tuning the subtraction function resulted in an improvement to most stimuli,

relative scores were largely unchanged, with MAG-POW still preferred, and MAG-MAG

also scoring very well.

Sample spectrograms for each exponent combination in Figure 3.18 show that while
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Figure 3.18: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; as well as the noisy speech enhanced using modulation
spectral subtraction with various exponents for acoustic and modulation spectra within
the dual-AMS framework: (c) MAG-MAG (ρ0 = 2.5); (d) MAG-POW (ρ0 = 4);
(e) POW-MAG (ρ0 = 6); and (f) POW-POW (ρ0 = 7.5). Note that all spectrograms
were generated as described in Section 2.5.3.
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some improvement has been achieved, the initial observations are still present. Namely,

that MAG-MAG has the best noise removal, but this is at the expense of removal

of speech information. This oversuppression of speech is audible to listeners, and

therefore makes it generally less preferred by listeners. On the other hand, POW-

POW combination has poor noise suppression which can’t be improved without the

introduction of additional signal distortions. While both MAG-POW and POW-MAG

has similar noise removal, POW-MAG also has a reverberant quality seen as a smearing

of the spectrum in Figure 3.18(e), resulting in MAG-POW being preferred. MAG-POW

is therefore considered to be the better combination of exponents for the ModSSub

method. Mean preference scores for a subjective experiment comparing the quality

of each exponent (see Figure 3.17) and the above ρ0 also supports these findings, with

MAG-POW have the highest preference and MAG-MAG being the next most preferred.

3.6 Effect of modulation frame duration on the speech

quality of ModSSub stimuli

The modulation spectral subtraction (ModSSub) method has a number of parameters,

of which the modulation frame duration (MFD) is of particular importance. In the

experiments presented in previous sections, ModSSub stimuli have been constructed

using a MFD of 256 ms. This is consistent with durations reported for modulation-

domain based processing in the literature (e.g., Greenberg and Kingsbury, 1997;

Thompson and Atlas, 2003; Kim, 2005; Falk and Chan, 2008; Wu et al., 2009; Falk

and Chan, 2010; Falk et al., 2010). In this section, we now evaluate through subjective

and objective experiments and spectrogram analysis, the effect of modulation frame

duration on the quality of the resulting ModSSub stimuli.

For the objective experiment evaluating speech quality, MFDs ranging from 64 ms

to 768 ms were investigated. Mean PESQ scores were calculated over the corpus for

ModSSub stimuli constructed using each modulation frame duration. AWGN at 0, 5,

10 and 15 dB SNR were considered.

Results of the objective quality experiment are shown in Figure 3.19. In general,

MFDs between 64 ms and 280 ms yielded best PESQ improvements. At higher input

SNRs (10 and 15 dB), shorter frame durations of around 80 ms scored highest, while for

lower input SNRs (0 and 5 dB) the improvement peak was much broader, with highest
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Figure 3.19: Speech enhancement results for the objective experiment evaluating the
effect of modulation frame duration on speech quality. Results are in terms of mean
PESQ scores as a function of modulation frame duration (ms) for AWGN over the
Noizeus corpus.

PESQ scores achieved for durations of 64–280 ms.

Figure 3.20(c,d,e) shows the spectrograms of the ModSSub stimuli, constructed

using MFDs of 64, 256 and 512 ms respectively. Use of a 64 ms duration resulted

in the introduction of strong musical noise, which can be seen in the spectrogram of

Figure 3.20(c). A duration of 512 ms (Figure 3.20(e)), on the other hand, resulted in

temporal slurring distortion as well as somewhat poorer noise suppression. Objective

results indicated modulation frame durations between 180 ms and 280 ms to be best,

and the spectrogram for MFD of 256 ms (Figure 3.20(d)) affirms 256 ms to be a good

compromise between musical noise and temporal slurring distortions. Informal listening

tests also confirmed that while some slurring is still present using a 256 ms duration,

this effect is much less perceptually distracting than the musical noise.

Additionally, the effect of the MFD on speech intelligibility was also investigated

using the speech transmission index (STI) (Steeneken and Houtgast, 1980) as an

objective measure. The window durations between 128 ms and 256 ms were found

to have highest intelligibility.

Thus, experiments have shown that when the analysis window is too short, the

enhanced speech contains musical noise, while for long frame durations, lack of temporal

localisation results in temporal slurring (Thompson and Atlas, 2003). The MFD of

256 ms is therefore a good compromise between these distortions for the ModSSub

method.
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Figure 3.20: Spectrograms of sp10 utterance, “The sky that morning was clear and
bright blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech;
(b) speech degraded by AWGN at 5 dB SNR; as well as the noisy speech enhanced
using modulation spectral subtraction (ModSSub) with the following modulation frame
durations: (c) 64 ms; (d) 256 ms; and (e) 512 ms.
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3.7 Evaluation of the quality of ModSSub stimuli

To evaluate the effectiveness of the proposed ModSSub method at improving the

quality of noise corrupted speech, objective and subjective experiments (under the

conditions described in Sections 3.4.4 and 3.4.3 respectively) were conducted. In these

tests, we compared the quality of stimuli enhanced using ModSSub to that enhanced

using other well known methods including acoustic domain spectral subtraction (Boll,

1979) (SpecSub) and the MMSE spectral amplitude estimator (Ephraim and Malah,

1984) (AME). Section 3.4.2 describes the construction of each stimuli type used in the

comparative experiments.

3.7.1 Objective evaluation

Results of the objective quality experiment for AWGN at each SNR, in terms of mean

PESQ scores, are shown in Figure 3.21. The proposed ModSSub method performs

consistently well across the SNR range, with particular improvements shown for stimuli

with lower input SNRs. The AME approach showed the next best performance, with

all enhancement methods achieving comparable results at 15 dB SNR.
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Figure 3.21: Speech enhancement results for the objective experiment comparing the
quality of enhanced stimuli. The results are in terms of mean PESQ scores as a function
of input SNR (dB) for AWGN over the Noizeus corpus.
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Figure 3.22: Speech enhancement results for the subjective experiment comparing the
quality of enhanced stimuli. The results are in terms of mean preference scores for
AWGN at 5 dB SNR for two Noizeus utterances (sp10 and sp17).

3.7.2 Subjective evaluation

The subjective experiment (in the form of listening tests) was conducted according to

Section 3.4.3. 14 English speaking listeners participated in this test, which consisted

of 40 stimuli pairs. Subjective results, in terms of mean preference scores, are shown

in Figure 3.22. Here, a score of one for a particular stimuli type indicates that the

stimuli type was always preferred, while a score of zero means that the stimuli type was

never preferred. As expected, subjective results show that the clean stimuli were always

preferred. Of the enhancement methods tested, ModSSub achieved significantly better

preference scores than AME and SpecSub, with SpecSub being the least preferred.

Notably, the subjective results are consistent with the corresponding objective results

(AWGN at 5 dB SNR).

Table 3.1: Preference matrix: method preferences for subjective listening test.

Clean Noisy SpecSub AME ModSSub

Clean — 1.00 1.00 1.00 1.00

Noisy 0.00 — 0.27 0.05 0.07

SpecSub 0.00 0.73 — 0.30 0.09

AME 0.00 0.95 0.70 — 0.11

ModSSub 0.00 0.93 0.91 0.89 —

More detailed subjective results, in the form of a method preference confusion matrix
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are shown in Table 3.1. In this table, method labels are listed at the start of each row

and at the top of each column. The scores shown in each row are mean subjective

preferences for the method identified by the row label versus the methods identified by

each column label. The scores are averaged across same method pairs. The minimum

score is zero and the maximum score is one. A score of zero (one) means that the

method identified by the row label was never (always) preferred over the method with

the corresponding column label. For example, the score of 0.89 for ModSSub with

respect to AME, indicates that ModSSub (89%) was generally preferred over AME

(11%). The results of Table 1 show that ModSSub was preferred over Noisy, SpecSub

and AME. These improvements were found to be statistically significant (p<0.01).

An additional subjective experiment comparing the quality of ModSSub stimuli to

that processed using stationary modulation domain filtering (discussed in Section 2.10.2)

has been included in Appendix B. Results presented demonstrate that the improvement

in speech quality which is achieved through use of short-time processing in this domain.

3.7.3 Spectrogram analysis and discussion of results

Findings of the quality experiments in Section 3.7.1 and 3.7.2 above can be further

explained with reference to example spectrograms for each method. The acoustic

spectral subtraction introduces spurious peaks scattered throughout the non-speech

regions of the acoustic magnitude spectrum. At a given acoustic frequency bin, these

spectral magnitude values vary over time (i.e., from frame to frame), causing audibly

annoying sounds referred to as the musical noise. This is clearly visible as dark blotches

in the SpecSub spectrogram of Figure 3.23 (c). On the other hand, the proposed method

subtracts the modulation magnitude spectrum estimate of the noise from the modulation

magnitude spectrum of the noisy speech along each acoustic frequency bin. While some

spectral magnitude variation is still present in the resulting acoustic spectrum, the

residual peaks have much smaller magnitudes. As a result, ModSSub stimuli (given a

proper selection of modulation frame duration, as discussed in Section 3.6) do not suffer

from the musical noise audible in SpecSub stimuli. This can be seen by comparing

spectrograms in Figure 3.23 (c) and (e).

Stimuli processed using the AME method4 do not suffer from the problem of musical

noise (Cappe, 1994; Loizou, 2007), however, it does not suppress background noise as

4using decision-directed a priori SNR estimation and appropriately selected smoothing factor
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Figure 3.23: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; as well as the noisy speech enhanced using: (c) acoustic
spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method (Ephraim and
Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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effectively as the proposed method. This can be seen by comparing spectrograms in

Figure 3.23 (d) and (e). In addition, listeners found the residual noise present after AME

enhancement to be perceptually distracting. On the other hand, the proposed method

uses larger frame durations in order to avoid musical noise (see Section 3.6). As a result,

stationarity has to be assumed over a larger duration. This causes a temporal slurring

distortion. This kind of distortion is mostly absent in the AME stimuli constructed

with smoothing factor α set to 0.98.

3.7.4 Closer comparison of ModSSub with AME method

The MMSE spectral amplitude estimation method (Ephraim and Malah, 1984, 1985)

(AME) suppresses noise to enhance speech by applying a frequency dependent spectral

gain function G(p, ωk) to the short-time spectrum of the noisy speech X(p, ωk) (Cappe,

1994) (see Section 2.7.3). The spectral gain function can be expressed (adopting

the notation used by Cappe (1994)) in terms of the a priori and a posteriori SNRs,

Rprio(p, ωk) and Rpost(p, ωk), respectively. While Rpost(p, ωk) is a local SNR estimate

computed from the current short-time frame, Rprio(p, ωk) is an estimate calculated from

both the current and previous short-time frames.

The decision-directed approach is a popular method for estimating the a priori SNR.

In the decision-directed approach the parameter of particular importance is smoothing

parameter α (Cappe, 1994). This parameter is a weight determining how much of the

SNR estimate is based on the current frame and how much is based on the previous

frame. The choice of α has a significant effect on the type and intensity of residual noise

of the enhanced speech. For values of α < 0.9, musical noise is introduced. On the other

hand, for α > 0.9 musical noise is reduced. However as the value for α gets closer to 1,

a temporal distortion is introduced during transient parts. This distortion is sometimes

described as a slurring or echoing effect. The choice of α is thus a trade-off between the

introduction of musical noise versus introduction of a temporal slurring distortion. The

α = 0.98 setting has been recommended in the literature (Ephraim and Malah, 1984)

as a good compromise for this trade-off (Cappe, 1994).

However, different types of residual noise distortion can have a different effect on the

quality and intelligibility of enhanced speech. Musical noise, for example, is typically

associated with somewhat reduced speech quality compared to temporal slurring, but

does not affect speech intelligibility as adversely as temporal slurring. In order to
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Figure 3.24: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; as well as the noisy speech enhanced using the AME
method (Ephraim and Malah, 1984) with: (c) α = 0.998; (d) α = 0.98; and (e) α = 0.80.
Also included is: (f) modulation spectral subtraction (ModSSub).
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Figure 3.25: Speech enhancement results for the objective experiment comparing
ModSSub to AME for different values of smoothing parameter α. The results are in
terms of mean PESQ scores as a function of input SNR (dB) for AWGN over the Noizeus
corpus. For the AME method, three settings for the parameter α were considered: 0.8,
0.98 and 0.998.

provide a more thorough comparison of the method proposed in this work with the

AME method, we now compare the ModSSub stimuli with AME stimuli, constructed

with various settings for the parameter α. For this purpose an objective experiment (as

described in Section 3.4.4) was carried out for AWGN at 0, 5, 10 and 15 dB SNR. Three α

settings were considered: 0.80, 0.98 and 0.998. The results of the objective experiment,

in terms of mean PESQ scores, are given in Figure 3.25. The α = 0.98 setting produced

higher objective scores than the other α settings considered. The ModSSub method

performed better than the AME method for all three AME α settings investigated.

Example spectrograms of the stimuli used in this experiment are shown in

Figure 3.24. The spectrograms of AME enhanced speech are shown in Figure 3.24

(c–e) for α set to 0.998, 0.98, and 0.80, respectively. For α = 0.998, stimuli have

the best noise attenuation with the residual noise exhibiting little variance. However,

during transients, temporal slurring is introduced, and can be seen as smearing in the

spectrogram of Figure 3.24 (c). For α = 0.98 (Figure 3.24 (d)) the temporal slurring

distortion has been reduced and the residual noise is not musical in nature, however, the

variance and intensity of the residual noise have increased. For α = 0.80 (Figure 3.24

(e)) the temporal slurring distortion is no longer present, however the enhanced speech

suffers from poor noise reduction and a strong musical noise artefact. The results of

informal subjective listening tests confirm these observations.
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3.8 Comparison of methods for coloured noises

In the previous section we have evaluated the quality of stimuli enhanced using the

ModSSub enhancement approach for speech corrupted with AWGN. Since the effect

of noise on speech is dependent on the frequency, and the SNR of noisy speech varies

across the acoustic spectrum (Kamath and Loizou, 2002), it is reasonable to expect

that the ModSSub method will also attain better performance for coloured noises

than the acoustic spectral subtraction. This is because one of the strengths of the

proposed algorithm is that each subband is processed independently and thus it is the

time trajectories in each subband that are important, and not the relative levels in-

between bands at a given time instant. It is also for this reason that the modulation

spectral subtraction method avoids much of the musical noise problem associated with

the acoustic spectral subtraction. However, as we have previously noted, the ModSSub

method requires longer frame durations for modulation domain processing. This also

means that longer non-speech durations are required to update noise estimates, and

may result in the method being less adaptive to rapidly changing noise conditions.

Therefore, we now evaluate the performance of the ModSSub method at enhancing

stimuli corrupted with coloured and less stationary noise types.

Objective experiments (see Section 3.4.4) were used to evaluate the quality of

stimuli for different noise types. Mean PESQ scores for airport, babble, car, exhibition,

restaurant, street, subway, and train noise types, are shown in Figure 3.26. ModSSub

has generally achieved higher improvements than the other methods tested, with

particular improvement shown for subway. Noises such as restaurant, street and

exhibition showed smaller improvements, with AME having the next best results. In

each case, SpecSub had low scores, particularly at low SNRs, indicating that use of the

modulation domain for spectral subtraction provides a considerable improvement for

both stationary and non-stationary noise types.

Example spectrograms for the various noise types have also been included as

Figures 3.27 and 3.28 below, and Figures A.1 to A.6 in Appendix A, to show

the improvement made by the ModSSub method compared to AME and SpecSub

approaches. ModSSub stimuli (figures labelled (e)) do not have the musical noise

artefact of SpecSub, shown as dark spots in the spectrograms (labelled (c)), and has

improved noise suppression compared to AME (labelled (d)). From these results we
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therefore conclude that despite the use of longer modulation frame durations, the

ModSSub method still provides considerable improvement in the quality of enhanced

stimuli.
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Figure 3.26: Speech enhancement results for the objective quality experiment for different
noise types. The results are in terms of mean PESQ scores as a function of input SNR
(dB) for various coloured noises over the Noizeus corpus.
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Figure 3.27: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by airport noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Figure 3.28: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by babble noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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3.9 Intelligibility of ModSSub stimuli

In speech enhancement we are primarily interested in the suppression of noise from

noise corrupted speech so that the quality can be improved. Speech quality is a measure

which quantifies how nice speech sounds and includes attributes such as intelligibility,

naturalness, roughness of noise, etc. In the previous sections of this chapter, experiments

concentrated on evaluating the overall quality aspect of the enhanced speech. However,

in some speech processing applications (e.g., automatic speech recognition), it is the

intelligibility attribute that is perhaps the most important. By intelligibility we

mean understanding (or recognition) of the individual linguistic items spoken (such

as phonemes, syllables, words).

In this section, we consider the effect of applying the ModSSub enhancement

approach on the intelligibility of stimuli, through use of an objective intelligibility

measure. For this purpose, we use the well known intelligibility measure, the speech-

transmission index (STI) (Steeneken and Houtgast, 1980) (see Section 2.9.4) in an

objective intelligibility experiment as described in Section 3.4.5.

Mean intelligibility scores across the Noizeus corpus, for stimuli corrupted by AWGN

at 0, 5, 10, and 15 dB SNR and enhanced using each of the approaches investigated,

are shown in Figure 3.29(a–c). Results are in terms of mean STI scores calculated

using each of the three STI variations. Results indicate that, in spite of any temporal

slurring distortion, ModSSub processing did not adversely affect speech intelligibility.

Rather, that a significant improvement was observed over that of noisy speech. Mean

STI scores are shown to be comparable to the spectral subtraction method, and showed

considerable improvement over the AME method. This observation is consistent across

all three speech based STI variations used in the evaluation.

3.10 Conclusion

In this chapter, we investigated the short-time modulation domain as an alternative to

the acoustic domain, for speech enhancement. For this purpose, the AMS framework

popular for short-time acoustic domain processing was extended to the modulation

domain to give a dual AMS framework for the processing of speech.

With use of this framework, we proposed to suppress noise using a spectral
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Figure 3.29: Speech enhancement results for the objective evaluation of speech
intelligibility. The results are in terms of mean speech-based STI as a function of input
SNR (dB) for AWGN over the Noizeus corpus. Results for the following speech-based
STI variations are shown: (a) Houtgast and Steeneken (1985) method; (b) Drullman
et al. (1994b) method; and (c) Payton et al. (2002) method.
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subtraction approach, where subtraction was performed on the short-time modulation

magnitude spectrum, leaving the acoustic and modulation phase spectra unchanged.

The modulation frame duration was shown to be an important parameter of this method,

which we denoted ModSSub, providing a trade-off between musical noise for small

durations, and temporal slurring distortion at long durations. A duration of 256 ms

was found to be good compromise and consistent with durations typically reported in

the literature for processing of the modulation spectrum.

Performance of ModSSub was evaluated both objectively and subjectively, and

through spectrogram analysis, by comparing it to the acoustic spectral subtraction

(Boll, 1979) and MMSE spectral amplitude estimator (Ephraim and Malah, 1984)

approaches. Experiments firstly showed the modulation framework to be a viable

speech enhancement framework. Secondly, results showed that the proposed ModSSub

offered advantages over acoustic spectral subtraction in that (for appropriately selected

modulation frame duration) it did not introduce musical noise, while still giving better

noise suppression than MMSE spectral amplitude estimation. The evaluation of the

ModSSub method for processing speech corrupted with less stationary noise types also

indicated improved performance by ModSSub. This was in spite of the use of longer

modulation frame durations, which reduce the ability of the method to adapt to rapidly

changing noise conditions. Experiments also confirmed that the temporal slurring

distortion resulting from use of longer modulation frame durations did not reduce the

intelligibility of ModSSub stimuli compared with acoustic spectral subtraction.

In summary, the proposed ModSSub speech enhancement method offers the

following advantages and disadvantages. Its advantages include effective suppression

of additive noise without the introduction of audibly distracting musical noise, and

the ability to process acoustic subbands independently. Disadvantages of ModSSub

include the additional computational cost associated with processing each trajectory,

and the need for longer (modulation) frame durations (to avoid introducing musical

noise), resulting in the addition of some temporal slurring distortion and the need

for longer silence regions for noise estimation and updates, making this approach less

adaptive to changing noise conditions. Work presented in later chapters aim to address

this problem by investigating firstly the relationship between modulation frame duration

and speech quality within the modulation AMS framework, and secondly the use of this
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framework with approaches not susceptible to musical noise distortion.



Chapter 4

Contributions of the short-time modulation

spectra to intelligibility

4.1 Introduction

In the previous chapter we have proposed an approach using short-time AMS-

based processing of the modulation spectrum for speech enhancement. There, the

modulation magnitude spectrum was modified while leaving the modulation phase

spectrum unchanged, and the modulation frame duration was identified as an important

parameter. However, the phase spectrum is considered to play a more important role in

the modulation domain than in the acoustic domain (Greenberg et al., 1998; Kanedera

et al., 1998; Atlas et al., 2004). While the contributions of the short-time magnitude

and phase spectra are very well documented in the literature for the acoustic domain

(e.g., Schroeder, 1975; Oppenheim and Lim, 1981; Liu et al., 1997; Paliwal and Alsteris,

2005), this is not the case for the modulation domain.

Therefore in this section, we are interested in quantifying the contribution of both

the modulation magnitude and phase spectra to speech intelligibility. Previous works

investigating the relative significance of the acoustic magnitude and phase spectra have

made use of the short-time Fourier analysis-modification-synthesis (AMS) framework

(e.g., Oppenheim and Lim, 1981; Liu et al., 1997; Paliwal and Alsteris, 2005), where

short-time Fourier analysis decomposes the speech signal into the acoustic magnitude

and acoustic phase spectral components, with the signal being completely characterised

by its acoustic magnitude and acoustic phase spectra. Speech stimuli were synthesised

129
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such that only one of these spectral components (i.e., the acoustic magnitude spectrum

or the acoustic phase spectrum) was retained. Intelligibility experiments were then used

in the above studies to evaluate the contribution of each of these spectral components

to the intelligibility of speech.

In the present work, we aim to evaluate the relative contributions of the magnitude

and phase spectra in the short-time modulation domain, to intelligibility. To achieve

this, we make use of the modulation analysis-modification-synthesis (AMS) framework

(Paliwal et al., 2010) detailed in Chapter 3.2. Under this framework, for a given acoustic

frequency, the modulation spectrum is calculated as the short-time Fourier transform

(STFT) of the time series of the acoustic spectral magnitudes at that frequency, and

can be expressed in terms of its short-time modulation magnitude spectrum and its

short-time modulation phase spectrum. Therefore, a speech signal is also completely

characterised by its modulation magnitude, modulation phase, and acoustic phase

spectra. The short-time modulation magnitude spectrum can be investigated by

discarding the modulation phase information by randomising its values. Similarly, the

short-time modulation phase spectrum can be investigated by discarding the modulation

magnitude information by setting its values to 1. Applying subjective and objective tests

as well as spectrogram analysis to modified stimuli, we can evaluate the contribution to

intelligibility of each spectral component in the short-time modulation AMS framework.

Speech processing in the acoustic domain, typically uses acoustic frame durations

between 20 and 40 ms (e.g., Picone, 1993; Huang et al., 2001; Loizou, 2007).

Experiments such as those by Paliwal and Wójcicki (2008), have shown that speech

containing only the acoustic magnitude spectrum is most intelligible for acoustic frame

durations between 15 and 35 ms. In the modulation domain, however, much larger

frame durations are typically used in order to effectively represent the time variability

of the speech signal spectra (Thompson and Atlas, 2003). This is justifiable since the

acoustic spectrum of most audio signals changes relatively slowly, making it effectively

stationary over relatively long durations. However, if the frame duration is too long, then

a spectral smearing distortion (such as that found in ModSSub stimuli in Chatper 3)

may be introduced due to the lack of localisation of more transient signals (Thompson

and Atlas, 2003; Paliwal et al., 2010). Therefore, modulation domain based algorithms

generally use frame durations of around 250 ms (e.g., Greenberg and Kingsbury, 1997;

Thompson and Atlas, 2003; Kim, 2005; Falk and Chan, 2008; Wu et al., 2009; Falk
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et al., 2010; Falk and Chan, 2010; Paliwal et al., 2010). While numerous studies have

well documented the acoustic frame duration best suited to the processing of the acoustic

magnitude spectrum, this is also not the case for the short-time modulation spectrum.

Therefore, in this study, we also aim to evaluate the effect of modulation

frame duration (MFD), when processing the modulation magnitude spectrum or the

modulation acoustic spectrum, on the resulting speech intelligibility. To achieve this

goal, stimuli retaining only the modulation magnitude information (type MM) and

retaining only the modulation phase information (type MP) are constructed using a

range of modulation frame durations. Objective and subjective experiments are then

be used to evaluate the intelligibility of type MM and MP stimuli, determining the

optimum duration for processing of the short-time modulation magnitude and phase

spectra.

The remainder of this section is as follows. Section 4.2 outlines the acoustic and

modulation AMS frameworks as applied in this work, along with types of stimuli

processing applied. Section 4.3 details experimental procedures used throughout this

work. Section 4.4 presents an evaluation of the relative contributions of acoustic and

modulation spectral components to intelligibility. Sections 4.5 and 4.6 presents results

of experiments evaluating the effect of MFD on speech intelligibility when processing

the modulation magnitude spectrum and phase spectrum, respectively. In addition,

experiments considering the effect of MFD on quality are also included in Section 4.7.

Finally, conclusions are drawn in Section 4.8.

Publications resulting from this research: Paliwal et al. (2011a).

4.2 AMS procedures and stimuli types

Experiments presented compare the intelligibility of stimuli generated such that they

only retain information in selected spectral components. Stimuli were generated to

retain combinations of acoustic phase (AP), acoustic magnitude (AM), modulation

magnitude (MM), and modulation phase (MP) spectra, while discarding information

in other spectra. For this purpose, acoustic and modulation AMS procedures are used.



132 Chapter 4—Contributions of the S-T modulation spectra to intelligibility

Details of these procedures, as used for generation of stimuli in this work, are briefly

described as follows.

4.2.1 Acoustic AMS procedure

A detailed description of the acoustic domain, short-time Fourier AMS procedure can

be found in Section 2.5.2. Recall that this AMS procedure consists of three stages: 1)

the analysis stage, 2) the modification stage, and 3) the synthesis stage.

The analysis stage of this procedure yields the STFT of the speech signal given by

Equation (2.14). This is a complex valued spectrum which can be expressed in polar

form as

X(l, k) = |X(l, k)| e j∠X(l,k), (4.1)

where |X(l, k)| denotes the acoustic magnitude spectrum and ∠X(l, k) denotes the

acoustic phase spectrum,1 and the discrete-time signal x(n) is completely characterised

by its magnitude and phase spectra.2
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Figure 4.1: Block diagram of the generalised short-time Fourier acoustic AMS procedure.

The modification stage then modifies either the acoustic magnitude or the acoustic

1In our discussions, when referring to the magnitude, phase or complex spectra, the STFT modifier
is implied unless otherwise stated. The acoustic and modulation modifiers are also included to
disambiguate between acoustic and modulation domains.

2This statement is always true for the continuous STFT, while only true under certain conditions
for the discrete STFT (Alsteris and Paliwal, 2007).
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phase spectrum or both. Let |Y (l, k)| denote the modified acoustic magnitude spectrum,

and ∠Y (l, k) denote the modified acoustic phase spectrum. Then, the modified STFT

is given by

Y (l, k) = |Y (l, k)|ej∠Y(l,k). (4.2)

Finally, the synthesis stage reconstructs the speech by applying the inverse STFT

to the modified acoustic spectrum, followed by least-squares overlap-add with synthesis

windowing (Quatieri, 2002).

A block diagram of the general acoustic AMS procedure, as used in this section, is

shown in Figure 4.1.

4.2.2 Modulation AMS procedure

As mentioned earlier, we define the modulation spectrum for a given acoustic frequency

as the STFT of the time series of the acoustic spectral magnitudes at that frequency.

In Section 3.2 we describe a framework which extends the acoustic AMS procedure

to the modulation domain in order to facilitate short-time modulation domain-based

processing. There, each frequency component of the acoustic magnitude spectra

obtained using the acoustic AMS procedure, is processed framewise across time using

a second AMS framework. Hence, the modulation spectrum X(ℓ, k,m) is calculated in

the analysis stage of the modulation AMS procedure, for each acoustic frequency index

k, by taking its STFT (as given by Equation (3.5)).

In polar form, the modulation spectra can be expressed in terms of its modulation

magnitude spectra |X(ℓ, k,m)| and modulation phase spectra ∠X(ℓ, k,m) as

X(ℓ, k,m) = |X(ℓ, k,m)| e j∠X(ℓ,k,m). (4.3)

Thus, the discrete-time signal x(n) is also completely characterised by its modulation

magnitude, modulation phase, and acoustic phase spectra.

In the modification stage, the modulation magnitude spectrum and/or the modula-

tion phase spectrum may be modified. Let |Y(ℓ, k,m)| denote the modified modulation

magnitude spectrum, and ∠Y(ℓ, k,m) denote the modified modulation phase spectrum.
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Figure 4.2: Block diagram of the generalised short-time Fourier modulation AMS
procedure.

The modified modulation spectrum is then given by

Y(ℓ, k,m) = |Y(ℓ, k,m)| e j∠Y(ℓ,k,m). (4.4)

The modified acoustic magnitude spectrum |Y (l, k)| can then be obtained by applying

the inverse STFT to Y(ℓ, k,m), followed by least-squares overlap-add with synthesis

windowing. The modified acoustic spectrum Y (l, k) can then be found by combining

|Y (l, k)| and ∠Y (l, k) as given by Equation (4.2). Finally, the enhanced speech is

reconstructed by taking the inverse STFT of the modified acoustic spectrum Y (l, k),



Section 4.2—AMS procedures and stimuli types 135

followed by least-squares overlap-add synthesis. A block diagram of the general

modulation AMS procedure used here is shown in Figure 4.2.

4.2.3 Types of acoustic and modulation domain spectral modifications

considered in this study

The modulation AMS procedure described above uses information contained in the

modulation magnitude, modulation phase, acoustic magnitude and acoustic phase

spectra to reconstruct stimuli. In the experiments of this work, we want to examine the

contribution of each of these spectral components, and in particular of the modulation

magnitude and phase spectra to speech intelligibility. Therefore, we construct stimuli

that contain only the spectral components of interest, and remove all other spectral

components. To remove acoustic and/or modulation magnitude spectrum information,

the values of the modified magnitude spectrum are made unity in the corresponding

modified spectrum, which is then used in the AMS synthesis stage according to the

procedures described above. The signal that is reconstructed contains no information

about the short-time (acoustic and/or modulation) magnitude spectrum. Similarly,

magnitude-only stimuli can be generated by retaining each frame’s magnitude spectrum,

and randomising each frame’s phase spectrum values. The modified spectrum then

contains the magnitude spectrum and a phase spectrum where phase is a random

variable uniformly distributed between 0 and 2π. Note that the antisymmetry property

of the phase spectrum needs to be preserved. The modified spectrum is then used for

the reconstruction of stimuli in the corresponding AMS framework.

Seven treatment types (based on types of spectral modification) were investigated in

the experiments detailed in this study. These are summarized in Table 4.1 and described

below:

• ORIG — stimuli without modification;

• AM — stimuli generated using only the acoustic magnitude spectrum, with the

acoustic phase spectrum randomised;

• AP — stimuli generated using only the acoustic phase spectrum, with a unity

acoustic magnitude spectrum;

• MM — stimuli generated using only the modulation magnitude spectrum with

the modulation phase and acoustic phase spectra randomised;
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• MP — stimuli generated using only the modulation phase spectrum, with unity

modulation magnitude and acoustic phase spectra randomised;

• MM+AP — stimuli generated using the modulation magnitude and acoustic phase

spectra, with the modulation phase spectrum randomised;

• MP+AP — stimuli generated using the modulation phase and acoustic phase

spectra, with unity modulation magnitude spectrum.

Table 4.1: Spectral components retained by each treatment type investigated.

Acoustic Acoustic Modulation Modulation
Treatment Type Magnitude Phase Magnitude Phase

ORIG X X — —

AM X — —

AP X — —

MM X

MP X

MM+AP X X

MP+AP X X

Treatment types AP and AM were constructed using the acoustic AMS procedure

given in Section 4.2.1, and were included primarily for comparison with previous

studies. Treatment types MM, MP, MM+AP, and MP+AP were constructed using

the modulation AMS procedure described in Section 4.2.2.

4.3 Experiment preliminaries

In this study we aim to evaluate the relative contributions of acoustic and modulation

spectral components and their combinations to the intelligibility of speech. To

achieve this, stimuli were generated to retain only selected spectral components of the

modulation and acoustic spectra, as outlined in Section 4.2.3. Since, as previously

mentioned, many modulation domain-based applications use MFDs of around 250 ms,

a MFD of 256 ms was initially investigated here. Subjective and objective experiments

were then used to evaluate the intelligibility of these stimuli. Subsequent experiments
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investigate type MM and MP stimuli constructed with different MFDs. Similar

experiments were then conducted to evaluate their intelligibility as a function of MFD.

In this section, we give details of the generation of stimuli and test procedures used in

these experiments, then in Section 4.4–4.7, details of experiments are presented.

4.3.1 Consonant corpus

As discussed in Section 2.9.3, all the consonants and vowels of the English language

should be used for measuring speech intelligibility. However for reasons of practicality, in

this study we restrict ourselves to stop consonants, which are perhaps the most difficult

to recognise. The corpus used for both the objective and subjective intelligibility tests

includes six stop consonants [b,d,g,p,t,k], each placed in a vowel-consonant-vowel (VCV)

context (Liu et al., 1997). The carrier sentence used for this corpus is “hear aCa now”:

e.g., for consonant [b] the sentence is “hear aba now”. Four speakers were used: two male

and two female. Six sentences were recorded for each speaker, giving 24 recordings in

total. The recordings were made in a silent room with a SONY ECM-MS907 microphone

(90 degree position). Each recording is around 3 seconds in duration, including leading

and trailing silence, and sampled at 16 kHz with 16-bit precision.

4.3.2 Stimuli generation

The recordings described above were processed using the AMS-based procedures

detailed in Section 4.2. All acoustic domain processing used a frame duration Taw

of 32 ms with a 4 ms shift, and FFT analysis length of 2N (where N = TawFas,

and Fas is the acoustic domain sampling frequency). Modulation domain processing

is as indicated by each experiment. In both the acoustic and modulation domains, the

Hamming window was used as the analysis window function and the modified Hanning

was used as the synthesis window function. Six different treatments were applied to each

of the 24 recordings, namely AM, AP, MM, MP, MM+AP, and MP+AP, as defined in

Section 4.2.3. Figure 4.5 shows example spectrograms for one of the recordings and

each of the treatment types applied.

4.3.3 Objective intelligibility evaluation

Objective experiments evaluate the intelligibility of stimuli of each treatment type using

an objective intelligibility measure. For this purpose, three variations of the speech-
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based speech intelligibility index (STI) (Steeneken and Houtgast, 1980) metric were

used, namely the STI variation by Houtgast and Steeneken (1985), that by Drullman

et al. (1994a), and that by Payton and Braida (1999). Details of STI calculation and

variations can be found in Section 2.9.4. Applying the STI metric to speech stimuli (by

comparison to clean) returns a value between 0 and 1, where 0 indicates no intelligibility

and 1 indicates maximum intelligibility. The STI metric was applied to each of the

stimuli of the consonant corpus, and the average score was calculated for each treatment

type.

4.3.4 Subjective listening tests

The intelligibility of stimuli of each treatment type (in each experiment) were also

subjectively evaluated by human listeners. The closed response listening tests were

conducted in separate sessions in a quiet room. Twelve English-speaking listeners, with

normal hearing, participated in each test. Each test involved playing stimuli audio files

(in a random order), at a comfortable listening level over closed circumaural headphones.

Listeners were asked to identify each carrier utterance as one of the six stop consonants,

and select the corresponding (labelled) option on the computer via the keyboard. A

seventh option for a null response was also provided and could be selected where the

participant had no idea what the consonant might have been. A short practice was

given at the start of the test to familiarise participants with the task. Each test took

between 10 and 20 minutes to complete.

4.4 Experiment 1: Contribution of modulation spectral

components to speech intelligibility

The first set of experiments evaluate the contributions of each of the spectral components

to intelligibility using objective and subjective testing, as well as spectrogram analysis.

Including the original recordings and the six different treatments applied to each of

the 24 recordings of the consonant corpus (see Section 4.3.1), 168 stimuli files were

used for these experiments. Modulation domain processing for this experiment used

a frame duration (Tmw) of 256 ms, a frame shift of 32 ms, and FFT analysis length

of 2M (where M =TmwFms, and Fms is the modulation domain sampling frequency).

Findings of these tests are now presented.
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Figure 4.3: Objective results in terms of mean STI scores for each of the treatments
types described in Section 4.2.3.

4.4.1 Objective experiment

In the objective experiment, intelligibility of stimuli of each treatment type were

evaluated using the speech-based speech intelligibility index (STI) (Steeneken and

Houtgast, 1980) metric as described in Section 4.3.3. Results of this experiment are

shown in Figure 4.3. Results for each of the three STI methods applied were found to be

relatively consistent, with larger variation in results seen for types AP, MP and MP+AP,

where Payton’s method (Payton and Braida, 1999) attributes more importance to

acoustic and modulation phase information than the other two methods. Objective

results show that type AM suffered minimal loss of intelligibility from the removal of

acoustic phase information. As expected, further reductions are observed for types

MM and MP. Note that objective results also indicate type AP to have very poor

intelligibility, and that little or no improvement is achieved by retaining acoustic phase

information (types MM+AP and MP+AP).

4.4.2 Subjective experiment

While objective intelligibility tests give a quick indication of stimuli intelligibility, they

are only an approximate measure. For a better indication of the intelligibility of each

type of stimuli, subjective experiments in the form of human consonant recognition

tests were also conducted as described in Section 4.3.4. Figure 4.4 shows the results

of the subjective experiment in terms of mean consonant recognition accuracy (along

with standard error bars). Results for type AM show that there is minimal loss of

intelligibility associated with the removal of acoustic phase information from speech
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Figure 4.4: Subjective intelligibility scores in terms of mean consonant recognition
accuracy (%) and standard error bars for each of the treatments described in Section
4.2.3.

stimuli. Types MM and MP show a further reduction in intelligibility from the removal

of modulation phase and modulation magnitude spectrum information, respectively.

These results are consistent with what was observed in the objective experiments.

Results in Figure 4.4 also show that type MP not only has lower intelligibility scores

than type MM, but its scores have a considerably greater variance than for all other

types.

The subjective results also suggest that the acoustic phase spectrum contributes

more significantly to intelligibility than was indicated by objective results. This is shown

by the much higher intelligibility scores for type AP shown in the subjective results

than in the objective results. Subjective results also show significant improvement in

intelligibility for MM and MP types where acoustic phase information is also retained

(types MM+AP and MP+AP). This is different to the objective results, where types

MM+AP and MP+AP had mean intelligibility scores that were approximately the

same (or less) as those for MM and MP types. This difference between objective and

subjective results for types AP, MM+AP and MP+AP can be attributed to the way

that STI is calculated. The STI metric predominantly reflects formant information,

while it does not attribute importance to pitch frequency harmonics. Consequently,

STI scores for type MM+AP are comparable to scores for type MM, but STI scores for

type AP are worse than for all other types.
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Figure 4.5: Spectrograms of a “hear aba now” utterance by a male speaker. (a) Original
speech. (b–c) Acoustic AMS processed speech using acoustic frame durations of 32 ms.
Stimuli types as defined in Section 4.2.3 are: (b) AM, and (c) AP. (d–g) Modulation
AMS processed speech using modulation frame durations of 256 ms. Stimuli types as
defined in Section 4.2.3 are: (d) MM, (e) MM+AP, (f) MP, and (g) MP+AP.
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4.4.3 Spectrogram analysis

Spectrograms3 for a “hear aba now” utterance by a male speaker are shown in

Figure 4.5(a), and spectrograms for each type of treatment are shown in Figure 4.5(b–g).

The spectrogram for the type AM stimulus given in Figure 4.5(b) shows clear

formant information, with some loss of pitch frequency harmonic information. As a

result, speech sounds clean and intelligible, but also has a breathy quality. On the

other hand, the spectrogram for the type AP stimulus in Figure 4.5(c) is heavily

submersed in noise without visible formant information, but with more pronounced

pitch frequency harmonics than those seen in the type AM spectrogram. Type AP

stimulus contains static sounding noise, which masks speech and reduces intelligibility.

The spectrograms for stimuli of type MM and MM+AP (given in Figure 4.5(d) and

4.5(e), respectively) show that the modulation magnitude spectrum contains much of the

formant information. The effect of temporal smearing due to the use of long modulation

frame durations for processing of the modulation magnitude spectra can be clearly seen.

This effect is heard as a slurring or reverberant quality. The spectrograms for stimuli

of types MP and MP+AP (given in Figure 4.5(f) and 4.5(g), respectively) show some

formant information submersed in strong noise. The formants are more pronounced

for type MP+AP than for type MP. The inclusion of the acoustic phase spectrum in

the construction of MP+AP stimuli also introduces pitch frequency harmonics, as can

be seen in the spectrogram of Figure 4.5(g). The temporal smearing effect is not seen

in the spectrograms for types MP and MP+AP. This is because the modulation phase

spectrum is not affected by long window durations in the same way that the modulation

magnitude spectrum is (this is further investigated by the experiments presented in

Sections 4.5 and 4.6). The reduced intelligibility of MP and MP+AP stimuli, observed

in the objective and subjective experiments, can be attributed to the presence of high

intensity noise and reduced formant structure.

4.4.4 Discussion

In this experiment, we aimed to quantify the contributions of acoustic and modulation

magnitude and phase to the intelligibility of stimuli. From the results of the subjective

and objective experiments presented, we can see that modulation magnitude-only (MM)

and modulation phase-only (MP) stimuli were both improved by including acoustic

3Note that spectrograms were generated as described in Section 2.5.3.



Section 4.5—Effect of MFD when processing the modulation magnitude spectrum 143

phase information. There was also shown to be more variation in results for type MP

than in any of the other types. Results support the idea that the modulation phase

spectrum is more important to intelligibility than the acoustic phase spectrum, in that

removal of the acoustic phase spectrum (giving type AM) causes minimal reduction of

intelligibility compared to the original, while removal of modulation phase from type

AM (which gives type MM), significantly reduces speech intelligibility.

4.5 Experiment 2: Effect of MFD when processing the

modulation magnitude spectrum

To evaluate the effect of modulation frame duration (MFD) on the resulting stimuli when

processing the modulation magnitude spectrum, experiments were conducted based on

type MM stimuli, where only the modulation magnitude spectrum was retained, and

both the acoustic and magnitude phase spectra information was removed by randomising

their values. The consonant corpus described in Section 4.3.1 was again used for

experiments. Stimuli were constructed as described in Section 4.2.3 and 4.3.2 for

treatment type MM using 6 modulation frame durations ranging from 32 ms to 1024 ms

(i.e., Tmw=32, 64, 128, 256, 512, and 1024 ms). Here, the shift was set to one-eighth of

the frame duration, with an FFT analysis length of 2M (M =TmwFms). Therefore, a

total of 6 different treatments were applied to the 24 recordings of the consonant corpus.

Including the original recordings, 168 stimuli files were used for each test. Figure 4.8

shows example spectrograms for each treatment applied to one of the recordings.

4.5.1 Objective experiment

The objective evaluation (see Section 4.3.3) for stimuli constructed from only the

modulation magnitude spectral information (type MM) calculated the mean STI scores

for the stimuli generated using each of the MFDs considered. Figure 4.6 shows mean

scores for type MM stimuli as a function of MFD.

Results of the objective experiments show that for small durations, such as 32, 64,

and 128 ms, the intelligibility of type MM stimuli is high. As frame duration is increased,

mean intelligibility scores decrease. This trend is consistent across each of the three STI

calculation methods applied. Scores returned for 32 and 64 ms show that removal of

both the modulation phase and acoustic phase information causes only a small reduction
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Figure 4.6: Objective results in terms of mean STI scores for stimuli with treatment type
MM and modulation frame durations of 32, 64, 128, 256, 512, and 1024 ms.

Orig 32 64 128 256 512 1024
0

20

40

60

80

100

Modulation frame duration (ms)

M
e

a
n

 c
o

n
s
o

n
a

n
t 

re
c
o

g
n

it
io

n
 a

c
c
u

ra
c
y
 (

%
)

Figure 4.7: Subjective results in terms of mean consonant recognition accuracy (%) for
stimuli with treatment type MM and modulation frame durations of 32, 64, 128, 256,
512, and 1024 ms.

in intelligibility. Objective results for type MM with a small modulation frame duration,

are noted to be very close to the objective results for type AM shown in Figure 4.3.

4.5.2 Subjective experiment

Subjective evaluation of the intelligibility of type MM stimuli was again in the form of

a human listening test that measured consonant recognition performance. The test was

conducted in a separate single session under the conditions described in Section 4.3.4.

Twelve English-speaking listeners with normal hearing participated in this test.

The results of the subjective experiment, along with the standard error bars, are

shown in Figure 4.7. Subjective results also show that a modulation frame duration of

32 ms gives the highest intelligibility for type MM stimuli. Durations of 64, 128, and
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256 ms showed moderate reductions in intelligibility compared to scores for 32 ms,

while much poorer scores were recorded for larger frame durations. These results

are consistent with those from objective experiments, having reduced intelligibility for

increased frame durations. In particular, objective scores and subjective accuracy are

approximately the same for durations 64, 128, and 256 ms. It is also noted that since a

mapping function (see page 242) has not been applied to STI, objective scores for larger

MFDs appear higher than indicated by subjective tests, however the trend of decreasing

intelligibility for increasing MFD is still very clear.

4.5.3 Spectrogram analysis

Spectrograms of a “hear aba now” utterance by a male speaker are shown in Figure 4.8.

Figure 4.8(a) shows the original signal, where formants and pitch frequency harmonics

are clearly visible. For stimuli created using MFDs of 32 and 64 ms (shown in

Figures 4.8(b) and 4.8(c), respectively), formants are relatively clear with some loss of

pitch frequency harmonic information resulting in speech which sounds a little breathy,

but still very intelligible.

As frame duration is increased, a spectral smearing distortion due to a lack of

localisation of speech information becomes noticeable. In the spectrograms of type

MM stimuli for durations of 128 and 256 ms (shown in Figures 4.8(d) and 4.8(e),

respectively), this spectral smearing can be easily seen in the silent region at 1.1 seconds,

where energies from earlier frames have spread into the low energy silence region.

This spectral smearing gives the speech a reverberant quality. Again, the reduction

in harmonic structure makes the speech sound breathy. However, because formants are

still defined, the speech is still intelligible.

The spectrograms of stimuli of type MM for durations of 512 and 1024 ms are shown

in Figures 4.8(f) and 4.8(g), respectively. As can be seen, there is extensive smearing

of spectral energies with formants difficult to distinguish. Listening to stimuli, speech

has accentuated slurring making intelligibility poor.

4.5.4 Discussion

While the frame duration generally used in modulation domain processing is around

250 ms, the above results suggest that smaller frame durations, such as 32 or 64 ms, may
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Figure 4.8: Spectrograms of a “hear aba now” utterance, by a male speaker: (a) Original
speech; (b–g) Processed speech of type MM constructed using the following modulation
frame durations: (b) 32 ms, (c) 64 ms, (d) 128 ms, (e) 256 ms, (f) 512 ms, (g) 1024 ms.
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improve the intelligibility of stimuli based on the modulation magnitude spectrum. They

also suggest that intelligibility, for stimuli retaining only the modulation magnitude

spectrum and using a modulation frame duration of 32 ms, is quite close to that

obtained by retaining the whole acoustic magnitude spectrum. These results are

consistent with results of similar intelligibility experiments in the acoustic domain by

Liu et al. (1997) as well as Paliwal and Alsteris (2005), where smaller frame durations

gave higher intelligibility for stimuli retaining only the acoustic magnitude spectrum,

with intelligibility decreasing for increasing frame durations.

4.6 Experiment 3: Effect of MFD when processing the

modulation phase spectrum

To evaluate the effect of MFD on the resulting stimuli when processing the modulation

phase spectrum, experiments were conducted based on type MP stimuli where only

the modulation phase spectrum was retained, and both the modulation magnitude and

acoustic phase spectral information was removed. For this purpose, type MP stimuli

were generated using the modulation AMS procedure described in Section 4.2. Acoustic

domain parameters were as previously defined in Section 4.3.2. In the modulation

domain, six MFDs were investigated (Tmw =32, 64, 128, 256, 512, and 1024 ms). The

frame shift was set to one-eighth of the frame length, and the FFT analysis length to

2M (where M =TmwFms). Thus, a total of 6 different treatments were applied to the

24 recordings of the consonant corpus. Including the original recordings, 168 stimuli

files were used for each test. Figure 4.11 shows example spectrograms for one of the

recordings and each of the treatments applied.

4.6.1 Objective experiment

In the objective experiment, we evaluate the intelligibility of stimuli constructed from

only the modulation phase spectrum information (type MP), using the three variations

of the STI intelligibility metric (see Section 4.3.3). Mean STI scores were calculated for

stimuli generated using each of the modulation frame durations investigated. Figure 4.9

shows mean scores calculated using each of the three STI variations.

Contrary to the results for type MM stimuli, results of this objective experiment

show that intelligibility of type MP increases as frame duration increases. For small
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Figure 4.9: Objective results in terms of mean STI scores for stimuli with treatment type
MP and modulation frame durations of 32, 64, 128, 256, 512, and 1024 ms.
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Figure 4.10: Subjective results in terms of mean consonant recognition accuracy (%) for
stimuli with treatment type MP and modulation frame durations of 32, 64, 128, 256,
512, and 1024 ms.

frame durations, intelligibility was only around 20% (using the Houtgast et al. STI

calculation method), while for high frame durations the intelligibility was around 59%.

These results are relatively consistent for each of the STI methods applied.

4.6.2 Subjective experiment

Human listening tests measuring consonant recognition performance subjectively

evaluated the intelligibility of type MP stimuli for each MFD. The test was conducted in

a separate session under the conditions given in Section 4.3.4. Twelve English-speaking

listeners participated in the test.

The results of the subjective experiment, along with standard error bars, are

shown in Figure 4.10. Consistent with the objective results, the subjective speech
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intelligibility is shown to increase for longer MFDs, where stimuli are generated using

only the modulation phase spectrum. As can be seen, much longer MFDs are required

for reasonable intelligibility compared to the modulation magnitude spectrum. For

small frame durations (32 and 64 ms), intelligibility is negligible, while for large frame

durations (1024 ms), intelligibility is around 86%, which is close to the intelligibility of

type AM stimuli. These results also show that intelligibility, as a function of MFD, varies

much more than indicated by the objective metrics, with subjective results ranging from

0% to 86% compared to objective results ranging from 20% to 59% (for the Houtgast

et al. STI calculation method).

4.6.3 Spectrogram analysis

Spectrograms for a “hear aba now” utterance by a male speaker are shown in Figure 4.11.

Figure 4.11(a) shows the original signal, while the stimuli where only the modulation

phase spectrum is retained (i.e., type MP) for modulation frame durations of 32, 64,

128, 256, 512, and 1024 ms are shown in Figure 4.11(b–g) respectively. For 32 to

128 ms frame durations (Figure 4.11(b–d)), the spectrograms are submersed in noise

with almost no observable formant information. Informal listening tests indicate that

these stimuli sound predominantly like static or white noise. Breathy sounding speech

can be heard for stimuli generated using 128 ms, but it is heavily submersed in noise.

For 256 ms frame durations (Figure 4.11(e)), the spectrogram begins to show formant

information, with background noise of slightly lower intensity. Listening to stimuli,

the sentence can now be heard and understood, but speech sounds breathy due to

lack of pitch frequency harmonic information. For 512 and 1024 ms frame durations

(Figure 4.11(f–g)), background noise is further reduced and formant information is

clearer. Listening to stimuli, the background noise is quieter (though more metallic in

nature), and speech is more intelligible. Thus larger frame durations result in improved

intelligibility, with less background noise swamping the formant information in the

spectrum.

4.6.4 Discussion

The results of both the objective and subjective experiments show that there is an

increase in intelligibility for an increase in modulation frame duration for stimuli

generated using only the modulation phase spectrum (type MP). This is consistent
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Figure 4.11: Spectrograms of utterance “hear aba now”, by a male speaker. (a) Original
speech; (b–g) Processed speech of type MP constructed using the following modulation
frame durations: (b) 32 ms, (c) 64 ms, (d) 128 ms, (e) 256 ms, (f) 512 ms, (g) 1024 ms.
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Figure 4.12: Objective results in terms of mean PESQ score for stimuli with treatment
types MM and MP, for modulation frame durations of 32, 64, 128, 256, 512, and
1024 ms.

with results of similar experiments in the acoustic domain where intelligibility was

shown to increase for increasing acoustic frame durations (Paliwal and Alsteris, 2005),

however here, intelligibility is much lower for smaller durations than observed for the

acoustic phase spectrum. Results presented show that 256 ms (the duration generally

used in modulation domain processing) is the minimum reasonable frame duration for

intelligibility, but that intelligibility improves if the frame duration is further increased.

Notably, spectrograms also show that the modulation phase spectrum is not susceptible

to the effects of localisation (i.e., spectral smearing) like the modulation magnitude

spectrum is.

4.7 Experiment 4: Objective quality evaluation of modu-

lation spectra

Speech quality is a measure which quantifies how nice speech sounds and includes

attributes such as intelligibility, naturalness, roughness of noise, etc. In the previous

sections of this chapter, we have solely concentrated on the intelligibility attribute of

speech quality, with objective and subjective experiments assessing the intelligibility of

the modulation magnitude-only and modulation phase-only stimuli constructed using

different MFDs. However, in many speech processing applications, the overall quality

of speech is also important. Therefore in this section we provide an objective speech

quality assessment of the modulation magnitude and phase spectra as a function of

MFD.
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Figure 4.13: Objective results in terms of mean segmental SNR (dB) for stimuli with
treatment types MM and MP, for modulation frame durations of 32, 64, 128, 256, 512,
and 1024 ms.

Two metrics commonly used for objective assessment of speech quality are consid-

ered, namely the perceptual evaluation of speech quality (PESQ) (Rix et al., 2001b), and

the segmental SNR (Quackenbush et al., 1988) (see Section 2.9.2). Here, both PESQ and

segmental SNR were calculated using the reference implementation of (Loizou, 2007).

This implementation calculates segmental SNR using a 30 ms frame duration, a 7.5 ms

frame shift, and clamps the minimum and maximum segmental SNR to a range of -10

to 35 dB.

Mean scores for the PESQ and segmental SNR metrics, computed over the Noizeus

corpus (Hu and Loizou, 2007b) (see Section 3.4.1), are shown in Figures 4.12 and 4.13,

respectively. In general, results for both measures show that the overall quality of the

MM stimuli improves with decreasing modulation frame duration, while for the MP

stimuli this trend is reversed. For the most part, these indicative trends are consistent

with those observed for intelligibility results given in Sections 4.5 and 4.6.

4.8 Conclusion

In this chapter, we aimed to further investigate the properties of the short-time

modulation spectral domain, particularly pertaining to the enhancement of speech

intelligibility or quality. Initial experiments evaluated the relative contributions to

intelligibility of the short-time modulation magnitude and phase spectra. For this

purpose, the modulation AMS framework defined in Chapter 3 was used to construct

stimuli that retain only selected spectral components, with information in the other
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components being discarded. Intelligibility experiments were then used to evaluate

the contribution of different spectral components to speech intelligibility. Results

shown (using a 256 ms modulation frame duration) support the importance of both

the modulation magnitude and modulation phase spectrum to intelligibility, with both

being improved by also retaining the acoustic phase spectrum.

Remaining experiments evaluated the effect of modulation frame duration on the

intelligibility of speech when processing firstly the modulation magnitude spectrum,

and secondly the modulation phase spectrum. This is done with use of the modulation

magnitude-only (MM) and modulation phase-only (MP) stimuli, constructed using

a range of modulation frame durations. Results showed that stimuli constructed

from only the short-time modulation magnitude spectrum had highest intelligibility

for short durations (664 ms), with intelligibility being reduced as the duration was

increased. Contrary to this, stimuli constructed from only the short-time modulation

phase spectrum had highest intelligibility for long durations (>256 ms), and reduced in

intelligibility as frame duration was reduced. Durations of 256 ms is noted as the shortest

duration for which MP stimuli was at all intelligible. Quality experiments evaluating

type MM and MP stimuli as a function of modulation frame duration also indicated

a similar trend. The decrease in intelligibility with increasing frame duration for the

stimuli constructed from only the modulation magnitude spectrum, and the increase

in intelligibility for stimuli constructed from only the modulation phase spectrum, is

consistent with the results of similar intelligibility experiments in the acoustic domain

(Liu et al., 1997; Paliwal and Alsteris, 2005).

Notably, when using a 256 ms MFD (in Experiment 1), results show a somewhat

lower intelligibility for MM (and MP) stimuli compared to AM, however intelligibility

results for type MM stimuli constructed using a short (32 ms) duration shows that

intelligibility of type MM approaches that of AM, and all modulation phase information

is preserved. This is in keeping with a conclusion that can be drawn from type MP

experiments, namely that for small durations (664 ms) the modulation phase spectrum

can be considered relatively unimportant for intelligibility.

Thus, from this work we may conclude that for applications based on processing

of the short-time modulation magnitude spectrum, short modulation frame durations

are more suitable, while applications based on processing the short-time modulation

phase spectrum, longer modulation frame durations are more suitable. However for
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applications using the modulation spectrum (i.e., both the magnitude and phase

spectra), the choice of optimal frame duration is likely to be a compromise. Results

shown here suggest 256–512 ms to be well suited to such applications. Additionally, it

should be noted that there are other factors which may affect the choice of modulation

frame duration, such as the type of processing applied, as was the case in Chapter 3

where longer durations of 256 ms were required to counter the musical noise artefact

introduced through use of the spectral subtraction algorithm.



Chapter 5

MMSE modulation magnitude estimation

for speech enhancement

5.1 Introduction

In Chapter 3, spectral subtraction was applied in the short-time modulation domain

(ModSSub). There, speech was enhanced by subtracting an estimate of the noise

modulation energy spectrum from the noisy modulation energy spectrum in an analysis-

modification-synthesis framework extended to the modulation domain. In the ModSSub

method, the frame duration used for computing the short-time modulation spectrum

was found to be an important parameter, providing a trade-off between quality and level

of musical noise. Increasing the frame duration reduced musical noise, but introduced

a slurring distortion. A somewhat long frame duration of 256 ms was recommended

as a good compromise. The disadvantages of using longer modulation domain analysis

windows are as follows. Firstly, we are assuming stationarity which is not the case.

Since the vocal tract is moving in different fashions for different sounds, the modulation

spectrum is therefore changing over time (i.e., it is non-stationary). Secondly, quite

a long portion is needed for the initial estimation of noise, and thirdly, as shown in

Chapter 4, speech quality and intelligibility is higher when the modulation magnitude

spectrum is processed using short frame durations and lower when processed using

longer frame durations. For these reasons, we aim to find a method better suited to the

use of shorter modulation analysis window durations.

In the acoustic domain, to overcome the problem of introducing musical noise

155
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distortion problematic with spectral subtraction-based approaches, Ephraim and Malah

(1984) proposed the MMSE short-time spectral amplitude estimator, referred to

throughout this work as the acoustic magnitude estimator (AME) (see Section 2.7.3).

In the literature (e.g., Cappe, 1994; Scalart and Filho, 1996), it has been suggested that

the good performance of the AME can be largely attributed to the use of the decision-

directed approach for estimation of the a priori signal-to-noise ratio (a priori SNR). The

AME method, even today, remains one of the most effective and popular methods for

speech enhancement.

Since the AME method has been found to be more effective than spectral subtraction

in the acoustic domain, in this chapter, we explore the effectiveness of this method in the

short-time modulation domain. For this purpose, we utilise the analysis-modification-

synthesis framework extended to include modulation domain processing described in

Chapter 3.2. The noisy modulation spectrum is then compensated for additive noise

distortion by applying the MMSE short-time spectral magnitude estimation algorithm.

The advantage of using a MMSE-based method to modify the modulation spectrum is

that it does not introduce musical noise and hence can be used with shorter frame

durations in the modulation domain. The proposed approach, referred to as the

modulation magnitude estimator (MME), is demonstrated to give better noise removal

than the AME approach, without the musical noise of the spectral subtraction type

approach, or the spectral smearing of the ModSSub method.

In the acoustic domain, Ephraim and Malah (1984) demonstrated further improve-

ments could be achieved by incorporating speech presence uncertainty (SPU) and

log-domain processing (Section 2.7.3). These variations are also investigated in the

modulation domain, with the modulation magnitude estimator with SPU showing the

best enhanced stimuli quality.

The rest of this chapter is organised as follows. Section 5.2 describes the proposed

procedure for the modulation magnitude estimator. A range of experiments are

presented in this chapter, with general procedures described in Section 5.3. Since

there are a number of parameters affecting the performance of the MME approach,

an evaluation of the effect of key parameters on resulting speech quality is included in

Section 5.4. In Section 5.5, the performance of the MME method is initially evaluated by

comparison to the acoustic magnitude estimator and the previously proposed ModSSub.

In Section 5.6, we consider the effect of speech presence uncertainty and log-domain
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processing on the performance of the MME method. In Sections 5.7 and 5.8, we then

compare the quality of the proposed MME method to a wider range of enhancement

methods, including different acoustic domain MMSE formulations and a number of

modulation domain based speech enhancement methods. Final conclusions are drawn

in Section 5.9.

Publications resulting from this research: Paliwal et al. (2011b); Paliwal et al. (2012).

5.2 Minimum mean-square error short-time spectral mod-

ulation magnitude estimator

The minimum mean-square error short-time spectral amplitude estimator of Ephraim

and Malah (1984) has been employed in the past for speech enhancement in the

acoustic frequency domain with much success. In the present work we investigate its

use in the short-time spectral modulation domain. For this purpose the AMS-based

framework detailed in Section 3.2 is used. A block diagram showing the modulation

AMS procedure is provided again for reference as Figure 5.1. In the following discussions

we refer to the original method by Ephraim and Malah (1984) as the acoustic magnitude

estimator (AME), while the proposed modulation domain approach will be referred to

as the modulation magnitude estimator (MME). Details of MME are presented in the

remainder of this section.

In the MME method, the modulation magnitude spectrum of clean speech is

estimated from noisy observations. The proposed estimator minimises the mean-square

error between the modulation magnitude spectra of clean and estimated speech

ǫ = E

[

(

|S(ℓ, k,m)| −
∣

∣Ŝ(ℓ, k,m)
∣

∣

)2
]

(5.1)

where E
[

·
]

denotes the expectation operator. Closed form solution to this problem in

the acoustic spectral domain has been reported by Ephraim and Malah (1984) under

the assumptions that speech and noise are additive in the time domain, and that

their individual short-time spectral components are statistically independent, identically

distributed, zero-mean Gaussian random variables. In the present work we make similar

assumptions, namely that (1) speech and noise are additive in the short-time acoustic
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spectral magnitude domain, i.e.,

|X(l, k)| = |S(l, k)|+ |D(l, k)| (5.2)

and (2) the individual short-time modulation spectral components of S(ℓ, k,m) and

D(ℓ, k,m) are independent, identically distributed Gaussian random variables.

The reasoning for the first assumption is that at high SNRs (greater than around

8 dB) the phase spectrum remains largely unchanged by additive noise distortion

(Loizou, 2007, p104). For the second assumption, we can apply an argument similar to

that of Ephraim and Malah (Ephraim and Malah, 1984), where the central limit theorem

is used to justify the statistical independence of spectral components of the Fourier

transform. For the STFT, this assumption is valid only in the asymptotic sense, that is,

when the frame duration is large. However, Ephraim and Malah have used an acoustic

frame duration of 32 ms in their formulation to get good results. In our use of the

MMSE approach in the modulation domain, we should also make the modulation frame

duration to be as large as possible, however it must not be so large as to be adversely

affected by the nonstationarity of the magnitude spectral sequence as mentioned in the

introduction. Keeping Ephraim and Malah’s 32 ms acoustic frame duration in mind,

we want to find a compromise between these two competing requirements. For this, we

investigate in this paper the performance of our method as a function of modulation

frame duration.

With the above assumptions in mind, the modulation magnitude spectrum of clean

speech can be estimated from the noisy modulation spectrum under the MMSE criterion

(following Ephraim and Malah, 1984) as

∣

∣Ŝ(ℓ, k,m)
∣

∣ = E

[

∣

∣S(ℓ, k,m)
∣

∣

∣

∣

∣X(ℓ, k,m)

]

(5.3)

= G(ℓ, k,m)
∣

∣X(ℓ, k,m)
∣

∣ (5.4)

where G(ℓ, k,m) is the MME spectral gain function given by

G(ℓ, k,m) =

√
π

2

√

ν(ℓ, k,m)

γ(ℓ, k,m)
Λ
[

ν(ℓ, k,m)
]

(5.5)
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Figure 5.1: Block diagram of the AMS–based framework for speech enhancement in the
short-time spectral modulation domain.

in which ν(ℓ, k,m) is defined as

ν(ℓ, k,m) ,
ξ(ℓ, k,m)

1 + ξ(ℓ, k,m)
γ(ℓ, k,m) (5.6)
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and Λ
[

·
]

is the following function

Λ
[

θ
]

= exp

(

−θ

2

)[

(1+θ) I0

(

θ

2

)

+ θ I1

(

θ

2

)]

(5.7)

where I0(·) and I1(·) denote the modified Bessel functions of zero and first order,

respectively. In the above equations ξ(ℓ, k,m) and γ(ℓ, k,m) are interpreted (after

McAulay and Malpass, 1980) as the a priori SNR, and the a posteriori SNR. These

quantities are defined as

ξ(ℓ, k,m) ,
E
[

|S(ℓ, k,m)|2
]

E
[

|D(ℓ, k,m)|2
] (5.8)

and

γ(ℓ, k,m) ,
|X(ℓ, k,m)|2

E
[

|D(ℓ, k,m)|2
] . (5.9)

respectively.

Since in practice only noisy speech is observable, the ξ(ℓ, k,m) and γ(ℓ, k,m)

parameters have to be estimated. For this we apply the decision-directed approach

(Ephraim and Malah, 1984) in the short-time spectral modulation domain. In the

decision-directed method the a priori SNR is estimated by recursive averaging as follows

ξ̂(ℓ, k,m) = α

∣

∣Ŝ(ℓ− 1, k,m)
∣

∣

2

λ̂(ℓ− 1, k,m)
+ (1−α) max

[

γ̂(ℓ, k,m)−1, 0
]

(5.10)

where α controls the trade-off between noise reduction and transient distortion (Cappe,

1994; Ephraim and Malah, 1984), λ̂(ℓ, k,m) is an estimate of λ(ℓ, k,m),E
[

∣

∣D(ℓ, k,m)
∣

∣

2
]

,

and the a posteriori SNR estimate is obtained by

γ̂(ℓ, k,m) =
|X(ℓ, k,m)|2

λ̂(ℓ, k,m)
. (5.11)

Note that limiting the minimum value of the a priori SNR has a considerable effect

on the nature of the residual noise (Ephraim and Malah, 1984; Cappe, 1994). For this

reason, a lower bound ξmin is typically used to prevent a priori SNR estimates falling

below its prescribed value, i.e.,

ξ̂(ℓ, k,m) = max
[

ξ̂(ℓ, k,m), ξmin

]

. (5.12)
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Many approaches have been employed in the literature for noise power spectrum

estimation in the acoustic spectral domain (e.g., Scalart and Filho, 1996; Martin, 2001;

Cohen and Berdugo, 2002; Loizou, 2007). In the present work, spectral modulation

domain estimates are needed. For this, a simple procedure is employed, where an

initial estimate of modulation power spectrum of noise is computed from six leading

silence frames.1 This estimate is then updated during speech absence using a recursive

averaging rule (e.g., Scalart and Filho, 1996; Virag, 1999), applied in the modulation

spectral domain as follows

λ̂(ℓ, k,m) = ϕλ̂(ℓ− 1, k,m)+ (1−ϕ) |X(ℓ, k,m)|2 (5.13)

where ϕ is a forgetting factor chosen depending on the stationarity of the noise. The

speech presence or absence is determined using a statistical model-based voice activity

detection (VAD) algorithm by Sohn et al. (1999) (see Section 2.8.2 Equation (2.83),

applied in the modulation spectral domain.2

5.3 Experimental preliminaries

In this section, we give details of experimental methods common to the experiments

conducted in this work. This includes the speech corpus, and subjective testing

procedures. Details specific to each test are given in the relevant experimental section.

5.3.1 Speech corpus

The Noizeus speech corpus (Loizou, 2007; Hu and Loizou, 2007b)3 was again used for

the experiments presented throughout this chapter. A description of the corpus is given

in Section 3.4.1. For the experiments presented in this work, only the clean stimuli were

used. Corresponding noisy stimuli were generated by degrading the clean stimuli with

additive white Gaussian noise (AWGN) at various SNRs. Additionally, noisy stimuli

were generated by degrading clean stimuli with noise types including babble and street

noise.4

1Using six non-overlapped frames in the modulation domain for initial noise estimation, around
220 ms of leading silence is required.

2More specifically, the decision-directed decision rule without hang-over (Sohn et al., 1999) is used.
3The Noizeus speech corpus is publicly available on-line at the following url:

http://www.utdallas.edu/~loizou/speech/noizeus.
4Noise samples are from the Aurora database (Pearce and Hirsch, 2000).

http://www.utdallas.edu/~loizou/speech/noizeus


162 Chapter 5—MMSE modulation magnitude estimation for speech enhancement

5.3.2 Listening test procedure

Subjective testing was done in the form of AB listening tests that determined parameter

preference. For each subjective experiment, listening tests were conducted in a separate

session in a quiet room. The subjective experiments were conducted using the procedure

described in Section 3.4.3.

Since use of the entire corpus was not feasible for human listening tests, therefore

in these experiments, four sentences were employed. Of these, two (sp20 and sp22

belonging to a male and female speaker) were used for parameter tuning experiments

presented in Section 5.4, while the other two (sp10 and sp26 also belonging to a male

and female speaker) were used in subjective testing conducted in the remainder of the

chapter.

5.4 MME parameter evaluation

One of the reasons for the good performance of the AME method of Ephraim and

Malah (1984) is that its parameters have been well tuned. In the current work, the

MMSE estimator is applied in the modulation domain instead of the acoustic domain.

Consequently, the parameters of the proposed MME method need to be re-tuned.

The adjustable parameters of the MME approach include the acoustic frame

duration (AFD), acoustic frame shift (AFS), modulation frame duration (MFD),

modulation frame shift (MFS), as well as the smoothing parameter α and the lower

bound ξmin used in a priori SNR estimation. Tuning of some of these parameters

can be done qualitatively from our knowledge of speech processing, and can be fixed

without further investigation. For example, speech can be assumed to be approximately

stationary over short durations, and therefore acoustic frameworks typically use a short

AFD of around 20–40 ms (e.g., Picone, 1993; Huang et al., 2001; Loizou, 2007; Paliwal

and Wójcicki, 2008), which at the same time is long enough to provide reliable spectral

estimates. Based on these qualitative reasons, an AFD of 32 ms was selected in this

work. We have also chosen to use a 1 ms AFS to facilitate experimentation with a

wide range of frame sizes and shifts in the modulation domain, and to increase the

adaptability of the proposed method to changes in signal characteristics. For other

parameters, subjective listening tests were conducted to determine values that maximise

the subjective quality of stimuli enhanced using the MME method.
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In the remainder of this section, we first describe the generation of MME stimuli as

used in subsequent experiments, then results of subjective experiments are presented

and discussed. We conclude with a summary of the tuned parameter values as used for

the MME method throughout the rest of this work.

5.4.1 Stimuli construction

MME stimuli used throughout this section, were constructed using the procedure

described in Section 5.2, with the following parameter settings, and the speech corpus

described in Section 5.3.1 for AWGN at 5 dB. The Hamming window was used as

both the acoustic and modulation analysis window functions. The FFT-analysis length

was set to 2N and 2N for acoustic and modulation domain processing, respectively.

Least-squares overlap-add synthesis (Quatieri, 2002) was used for both acoustic and

modulation syntheses. The threshold for the statistical voice activity detector (Sohn

et al., 1999) was set to 0.15, and the forgetting factor ϕ for noise estimate updates was

set to 0.98. The AFD was set to 32 ms and the AFS was set to 1 ms. Other parameters

used in the construction of MME stimuli for experiments presented in this section, are

as defined in the description of each experiment.

5.4.2 Modulation frame duration

Typical modulation domain methods use modulation frame durations (MFDs) of around

250 ms (Greenberg and Kingsbury, 1997; Thompson and Atlas, 2003; Kim, 2005; Falk

and Chan, 2008; Wu et al., 2009; Falk and Chan, 2010; Falk et al., 2010; Paliwal

et al., 2010). However, experiments presented in Chapter 4 suggest that shorter MFDs

may be better suited (in the context of intelligibility and quality) when processing

the modulation magnitude spectrum. Results shown in Chapter 4 also showed that

objective quality decreased for increasing MFDs. In this experiment we evaluate the

effect of MFD on the quality of stimuli enhanced using the MME method.

Enhanced MME stimuli were created according to Section 5.4.1 using a MFS of

2 ms, α=0.998, and ξmin=−25 dB. MFD values of 32, 48, 64, 128 and 256 ms were

investigated. The quality of the resulting stimuli was assessed through subjective

listening tests using the procedure given in Section 5.3.2. Five listeners participated

in this experiment. Each was presented with 40 comparisons. The session lasted

approximately 10 minutes.
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Figure 5.2: Mean subjective preference scores (%) for stimuli generated using MME with
2 ms MFS, α=0.998, ξmin=−25 dB, and MFD values of 32, 48, 64, 128, and 256 ms.

Mean subjective preference scores as a function of MFD are given in Figure 5.2. The

results show that use of long MFDs (such as 256 ms) reduce the quality of enhanced

stimuli. The reason for this is that long frame durations cause spectral smearing, which

can be heard as a reverberant type of distortion. On the other hand, use of short MFDs

(such as 32–64 ms) produce stimuli with higher quality. Use of a 32 ms modulation

frame duration is acceptable in the modulation domain for reasons similar to those

used to justify a 32 ms acoustic frame duration by Ephraim and Malah in their MMSE

formulation and discussed in Section 5.2. Results found in this experiment are consistent

with those found in Chapter 4, with shorter frame durations showing better quality

when processing the modulation magnitude spectrum. Based on the results of this

experiment, a MFD of 32 ms was selected for use in the experiments presented in later

sections.

5.4.3 Modulation frame shift

The modulation frame shift (MFS) affects the ability of the MME method to adapt to

changes in the properties of the signal, with shorter shifts offering some reduction in

the introduced distortion during more transient parts. Note that while only a MFS of

MFD/4 is required to avoid aliasing effects, smaller shifts are often beneficial when heavy

distortions are included in the modification phase of the AMS procedure. However,

smaller shifts also add to the computational cost of the method.

In this experiment, we evaluate the effect of MFS on the subjective quality of speech

corrupted with 5 dB AWGN enhanced with the MME method. For this experiment,
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Figure 5.3: Mean subjective preference scores (%) for stimuli generated using MME with
32 ms MFD, α=0.998, ξmin=−25 dB, and MFS values of 1, 2, 4, and 8 ms.

MFD is set to 32 ms, α=0.998, ξmin=−25 dB, and MFS durations of 1, 2, 4, and

8 ms were investigated. The quality of the resulting stimuli were then compared via

subjective human listening experiments, conducted as described in Section 5.3.2. Five

listeners participated in the test. The listeners were presented with 24 comparisons in

a session which lasted around 5 minutes.

Figure 5.3 shows the mean subjective preference scores for each of the MFS settings

investigated. Results show a clear preference by listeners for stimuli generated using

shorter MFSs than for longer shifts, with a 2 ms shift being the most preferred. When

longer MFSs such as 8 ms were used, stimuli sounded hollow and slurred due to the

slowed response to changing speech characteristics. Using shorter MFSs, on the other

hand, resulted in crisper speech, however for a 1 ms MFS, speech started to sound

muffled with some low periodic tones present. Therefore a MFS of 2 ms was found to

result in the best quality stimuli.

5.4.4 Smoothing parameter

For AME, the a priori SNR is commonly estimated using the decision-directed approach,

where smoothing parameter α determines how much of the a priori SNR estimate is

based on the current frame versus that which is based on the previous frame. The

value selected for α has a significant effect on both the adaptability of the estimator to

changes in signal characteristics, as well as the type of residual distortion present in the

resulting stimuli. Cappe (1994) notes that an α value greater than 0.9 is required to
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Figure 5.4: Mean subjective preference scores (%) for stimuli generated using MME with
a 32 ms MFD, 2 ms MFS, ξmin=−25 dB, and α=0.994, 0.996, 0.998, and 0.999.

suppress the fluctuations which introduce musical noise to stimuli. However if α is too

high, low-energy components can be clipped making speech sound bottled (Breithaupt

and Martin, 2010). Additionally, a higher α value makes the estimator slower to adapt

to signal changes in more transient parts, resulting in a slurring type of distortion being

introduced to processed stimuli. The value chosen for α in AME is thus a trade-off

between reducing noise (by smoothing the a priori SNR estimate) and reducing the

transient distortion introduced to the signal (Ephraim and Malah, 1984; Cappe, 1994).

As detailed in Section 5.2, the proposed MME method also uses the decision-directed

approach to estimate the a priori SNR. Therefore in this experiment we evaluate the

effect of α on the subjective quality of stimuli enhanced using the MME method.

Enhanced stimuli were generated as described in Section 5.4.1, with MFD set to 32 ms,

MFS set to 2 ms, and ξmin=−25 dB. α values of 0.994, 0.996, 0.998, and 0.999 were

investigated. Listening tests (Section 5.3.2) were then used to subjectively evaluate the

quality of the resulting stimuli. Each test consisted of 24 comparisons, and took around

5 minutes to complete. Five listeners participated in the tests.

The mean subjective preference scores for each choice of α are shown in Figure 5.4.

Stimuli generated using α=0.998 were clearly preferred over other α values. This value

for α is much higher than 0.98, which is typically used by AME implementations. For

α<0.998, stimuli were clear but a musical-type distortion was also present. This musical

noise increased in intensity as α was reduced. For α>0.998, enhanced speech sounded

bottled. This type of distortion was found to be more annoying to some listeners than to

others (as indicated by the larger variance bars on the preference scores for α=0.999).
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Thus, a similar trade-off was observed in the modulation domain as is seen in the

acoustic domain. For MME, the subjectively preferred α value of 0.998 was found to

be a good compromise between the above types of distortions. There was also noted to

be little variation in the preferred α value between stimuli.

5.4.5 Lower bound of a priori estimate

As mentioned in Section 5.2, it has been shown for AME that limiting the minimum

value of the a priori SNR also affects the type of distortion which is present in the

resulting stimuli (Cappe, 1994). In (Ephraim and Malah, 1984) a limit of ξmin=−15 dB

was recommended, while in the reference AME implementation by Loizou (2007)

ξmin=−25 dB was used. For MME, informal listening experiments determined that

ξmin=−25 dB gives the best results. Using ξmin<−25 dB, musical noise distortion

(increasing in intensity with decreasing ξmin) could be heard. Using ξmin>−25 dB, the

residual noise is whiter and increasing in intensity for increasing ξmin. Therefore, a

lower bound of ξmin=−25 dB was chosen as the best compromise between the above

distortions, resulting in stimuli with low-level, non-musical residual noise.

5.4.6 Discussion

In this section, listening tests were performed to determine the values of various MME

method parameters that maximise the subjective quality of enhanced speech. While

experiments showed MME to be quite sensitive to the values of MFD, MFS and α,

the preferred values for each were found to be around the same value for the different

stimuli. Informal testing using different types of noise disturbances also gave preference

for similar values. The tuned values for these parameters are a 32 ms MFD, 2 ms

MFS, 0.998 for smoothing parameter α, and −25 dB for ξmin. The MME stimuli

produced with the above settings were found to have good noise suppression without

the introduction of musical noise or temporal slurring distortion.

5.5 Speech enhancement experiment

The performance of the MME method was initially evaluated by comparing the quality

of MME enhanced stimuli, via formal listening tests, with that of the following two

methods: (1) AME method of Ephraim and Malah (1984) and (2) ModSSub of Paliwal
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et al. (2010). After describing the construction of stimuli used in the comparative

experiments, this section presents and discusses the results of experiments conducted.

5.5.1 Stimuli construction

MME stimuli were constructed using the procedure detailed in Section 5.2 and 5.4.1,

with parameters determined by experiments in Section 5.4.6 (i.e., AFD = 32 ms,

AFS = 1 ms, MFD = 32 ms, MFS = 2 ms, α = 0.998, and ξmin = −25 dB).

Stimuli enhanced using the AME method (Ephraim and Malah, 1984) were

generated using a publicly available reference implementation (Loizou, 2007). Here,

optimal estimates (in the minimum mean-square error sense) of the short-time acoustic

spectral magnitudes were computed. The AMS procedure used a 20 ms AFD and a

10 ms AFS. The decision-directed approach was used for the a priori SNR estimation,

with the smoothing factor set to 0.98, and the a priori SNR lower bound set to

-25 dB. Noise spectrum estimates were computed from non-speech frames using recursive

averaging with speech presence or absence determined using a statistical model-based

VAD (Sohn et al., 1999).

ModSSub stimuli were constructed as described in Section 3.3 with the same

parameters used in that section. That is, an AFD of 32 ms, an AFS of 8 ms, a MFD

of 256 ms, a 32 ms of MFS, spectral floor parameter β set to 0.002, and γ set to 2 for

subtraction in the modulation magnitude-squared domain. Speech presence or absence

was determined using a VAD algorithm based on segmental SNR, the speech presence

threshold was set to 3 dB, and the forgetting factor was set to 0.98.

In addition to the MME, AME, and ModSSub stimuli, clean and noisy speech stimuli

were also included in our experiments. Example spectrograms for each of the stimuli

types are shown in Figure 5.6.

5.5.2 Results and discussion

Experiments to compare the subjective quality of stimuli described in Section 5.5.1 were

conducted using the procedure described in Section 5.3.2. The two testing sentences

(sp10 and sp26) belonging to one male and one female speaker and degraded with 5 dB

AWGN were used. The complete test included 40 comparisons and lasted approximately

10 minutes. Twelve listeners participated in the test.
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Figure 5.5: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
at 5 dB AWGN); and stimuli generated using the following treatment types: (c) AME
(Ephraim and Malah, 1984); (d) ModSSub (Paliwal et al., 2010); and (e) MME.

The mean subjective preference scores for each enhancement method are shown in

Figure 5.5. MME scores are significantly higher than those of ModSSub and AME

methods, indicating that listeners consider MME stimuli to have a higher quality than

those of both AME and ModSSub types. This is an important finding as it demonstrates

the effectiveness of short-time modulation processing for speech enhancement, and

demonstrates that the performance of existing acoustic domain approaches can be

potentially improved when these are applied in the short-time modulation domain.

Note that an additional subjective experiment comparing the quality of MME

and ModSSub stimuli to that processed using stationary modulation domain filtering

(discussed in Section 2.10.2) has been included in Appendix B. Results presented

demonstrate that a considerable improvement in speech quality has been achieved

through use of short-time processing in this domain, with MME having higher subjective

preferences compared to other treatment types considered.

Spectrograms of the utterance, “The sky that morning was clear and bright blue”, by

a male speaker from the Noizeus speech corpus are shown in Figure 5.6. Spectrograms

for clean and noisy (degraded with 5 dB AWGN) stimuli are shown in Figure 5.6(a)

and 5.6(b) respectively. Figure 5.6(c) shows the spectrogram of stimuli enhanced using

AME, where much residual noise can be seen. The ModSSub stimuli, as shown by the

spectrogram of Figure 5.6(d), are much cleaner, but there is some spectral smearing

and visible spectral artefacts. These distortions can be heard as a type of slurring and

some low level musical-type noise. The spectrogram for the MME stimuli is shown in
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Figure 5.6: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) AME (Ephraim
and Malah, 1984); (d) ModSSub (Paliwal et al., 2010); and (e) MME.
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Figure 5.6(e). As can be seen, MME stimuli have better noise suppression than AME

without introducing the spectral artefacts visible in the ModSSub spectrogram. To this

point, it is noted here that in Chapter 3, ModSSub stimuli were considered not to have

the musical noise artefact. This was in comparison to SpecSub stimuli where musical

noise is very prominent. Comparisons made here, however, clarified that ModSSub did

have very low level musical noise compared to MME stimuli, which had no musical noise

type of distortion. Informal listening confirms that the speech quality of MME stimuli

are improved without the introduction of the annoying residual distortions heard in the

other stimuli types investigated.

5.6 Effect of using SPU and LogMMSE on MME formula-

tion

As discussed in Section 2.7.3, in Ephraim and Malah’s classical paper on acoustic

magnitude estimation (AME), authors also proposed an AME formulation under the

uncertainty of speech presence (Ephraim and Malah, 1984). Here, the quality of

enhanced speech was shown to be further improved (compared to that generated by

AME alone), without introducing any additional distortions. In a later paper, they

went on to show that applying AME to the log-magnitude spectrum (Ephraim and

Malah, 1985), which is more suited to speech processing (Gray et al., 1980), also results

in improved enhanced speech quality. Motivated by these observations, we investigated

the effect of applying speech presence uncertainty (SPU) and log-magnitude spectral

processing to the MME formulation.5 Findings of this investigation are presented in

this section.

5.6.1 MME with speech presence uncertainty

Using SPU, the optimal estimate of the modulation magnitude spectrum is given by

the relation
∣

∣Ŝ(ℓ, k,m)
∣

∣ = φ(ℓ, k,m)G(ℓ, k,m)
∣

∣X(ℓ, k,m)
∣

∣, (5.14)

5In addition to SPU and log-spectrum formulations, acoustic domain LogAME with SPU has been
investigated in the literature but found to not work particularly well. This was also the case in the
modulation domain and so is not included here.
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where G(ℓ, k,m) is the MME spectral gain function given by Equation (5.5), and

φ(ℓ, k,m) is given by

φ(ℓ, k,m) =
Λ(ℓ, k,m)

1 + Λ(ℓ, k,m)
, (5.15)

with

Λ(ℓ, k,m) =
(1− qm)

qm
.
exp(ν(ℓ, k,m))

1 + ξ̂(ℓ, k,m)
, (5.16)

and ν(ℓ, k,m) given by Equation (5.6). Here qm is the probability of signal presence

in the mth spectral component, and is a tunable parameter. Applying
∣

∣Ŝ(ℓ, k,m)
∣

∣

of Equation (5.14) in the modulation AMS framework produced stimuli denoted type

MME+SPU.

The key parameters of MME+SPU were tuned subjectively using a similar procedure

to that described for tuning MME in Section 5.4. Tuning stimuli (speech files sp20 and

sp22) from the Noizeus corpus (Section 5.3.1) and corrupted with 5 dB of AWGN

were again used. Preferred parameters for MME+SPU were an AFD of 32 ms, a

1 ms AFS, a 32 ms MFD, and a 2 ms MFS. For parameter qm, a value of 0.3 was

found to work best. ξmin, as before, gave best results using -25 dB. The smoothing

parameter used for decision-directed a priori SNR estimation as able to be reduced to

0.995, without introducing musical noise. Throughout this work, stimuli referred to as

type MME+SPU are assumed to be constructed using these parameter values in the

above described procedure.

5.6.2 MME of the log-modulation magnitude spectrum

Minimising the mean-squared error of the log-modulation magnitude spectrum, the

optimal estimate of the modulation magnitude spectrum is given by the relation

∣

∣Ŝ(ℓ, k,m)
∣

∣ = G(ℓ, k,m)
∣

∣X(ℓ, k,m)
∣

∣, (5.17)

where G(ℓ, k,m) is the spectral gain function given by

G(ℓ, k,m) = ν(ℓ, k,m) exp
(1

2
Ei
[

ν(ℓ, k,m)
]

)

, (5.18)

Ei
[

·
]

is the exponential integral, and ν(ℓ, k,m) (a function of a priori and a posteriori

SNRs) is given by Equation (5.6). Stimuli of type LogMME are then constructed by

applying
∣

∣Ŝ(ℓ, k,m)
∣

∣ given by Equation (5.17) in the modulation AMS framework.
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Figure 5.7: Mean subjective preference scores (%) with standard error bars for (a) clean;
(b) noisy (degraded at 5 dB AWGN); and stimuli generated using the following treatment
types: (c) MME; (d) MME+SPU; and (e) LogMME.

Using tuning stimuli and a procedure like that used in Section 5.4, parameters for

LogMME were subjectively tuned. Preferred LogMME parameters were an AFD of

32 ms, an AFS of 1 ms, a 32 ms MFD, and a 2 ms MFS (as used for both MME and

MME+SPU). ξmin again gave best results using -25dB. The smoothing parameter gave

preferred stimuli for 0.996. These parameters and the above procedure were used to

generate test stimuli referred to as type LogMME.

5.6.3 Subjective evaluation and discussion

An experiment was conducted to subjectively compare the quality of stimuli enhanced

using the MME, MME+SPU and LogMME methods. The subjective evaluation was

in the form of AB listening tests to determine method preference. Test sentences

(sp10 and sp26 from the Noizeus corpus) belonging to a male and female speaker were

used. Stimuli types included in the test were clean, noisy (corrupted with 5 dB of

AWGN), MME, MME+SPU and LogMME. Conditions for the test were as described

in Section 5.3.2. Six listeners participated in the test, which involved selecting their

preference in each of 40 stimuli pair comparisons.

Results in terms of mean subjective preference including standard error bars, are

shown in Figure 5.7. Here we see that MME+SPU was preferred by listeners over

MME and LogMME stimuli types. It is noted that the difference between the MME,

LogMME and MME+SPU stimuli types is relatively small compared to that observed

in the acoustic domain, and mainly heard as an improvement in background noise
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Figure 5.8: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) MME; (d)
MME+SPU; and (e) LogMME.
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attenuation. This can be seen in the spectrograms of Figure 5.8, where Figure 5.8(d)

shows the spectrogram of MME+SPU has a background that is lighter but of similar

appearance to that of MME and LogMME shown in Figure 5.8(c) and 5.8(e). It was

also observed through informal experimentation that the improvement in speech quality

due to the use of SPU was more noticeable in some stimuli than in others. Informal

experimentation using coloured noise stimuli also showed a small improvement in speech

quality compared to MME, with MME+SPU and LogMME being quite similar in

quality.

The remainder of this work will now compare the performance of the MME+SPU

approach with other speech enhancement methods.

5.7 Comparison of MME+SPU with different AME formu-

lations

In this section, we aim to evaluate the effect of modulation domain processing on

enhanced speech quality, by comparing MME+SPU to the different acoustic domain

formulations, including AME (Ephraim and Malah, 1984), AME under the uncertainty

of speech presence (AME+SPU) (Ephraim and Malah, 1984) and MMSE estimation

of the log-acoustic magnitude spectrum (LogAME) (Ephraim and Malah, 1985). Here,

quality is compared by way of both subjective listening tests and objective experiments.

5.7.1 Stimuli

The subjective experiments investigated the enhancement of noisy speech corrupted

with 5 dB of AWGN, babble and street noise types. Test stimuli (sp10 and sp26),

by a male and female speaker, from the Noizeus corpus were used. Type MME+SPU

stimuli were constructed by processing noisy stimuli as described in Section 5.6.1. AME,

AME+SPU and LogAME stimuli were generated by processing noisy stimuli using

publicly available reference implementations (Loizou, 2007) of each method. A review

of the AME, AME+SPU and LogAME methods is included in Section 2.7.3. Details of

the AME implementation are provided in Section 5.5.1. The parameters of the LogAME

implementation are as described for AME. For AME+SPU, the implementation is also

as described for AME with the exception of the additional parameter qk which was set

to 0.3. Clean and noisy stimuli were also included in each test.
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Figure 5.9: Mean subjective preference scores (%) with standard error bars for (a) clean;
(b) noisy (degraded at 5 dB AWGN); and stimuli generated using the following treatment
types: (c) MME+SPU; (d) AME (Ephraim and Malah, 1984); (e) AME+SPU (Ephraim
and Malah, 1984); and (f) LogAME (Ephraim and Malah, 1985).
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Figure 5.10: Mean subjective preference scores (%) including standard error bars for:
(a) clean; (b) noisy (degraded with babble noise at 5 dB); and stimuli generated using the
following treatment types: (c) MME+SPU; (d) AME; (e) AME+SPU; and (f) LogAME.
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Figure 5.11: Mean subjective preference scores (%) including standard error bars for:
(a) clean; (b) noisy (degraded with street noise at 5 dB); and stimuli generated using the
following treatment types: (c) MME+SPU; (d) AME; (e) AME+SPU; and (f) LogAME.
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Figure 5.12: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) MME+SPU;
(d) AME (Ephraim and Malah, 1984); (e) AME+SPU (Ephraim and Malah, 1984);
and (f) LogAME (Ephraim and Malah, 1985).
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5.7.2 Subjective evaluation

Subjective evaluation was in the form of AB human listening tests (see Section 5.3.2),

in which listeners selected the stimuli they preferred from 60 randomly played stimuli

pairs. Figure 5.9 shows the resulting mean preference scores for the first test where

stimuli were corrupted with AWGN. Six listeners participated in this test. MME+SPU

is shown to be preferred by listeners over each of the acoustic domain methods included

in the test. Of the acoustic domain methods, AME+SPU was the most preferred, though

LogAME also scored well compared to AME. Example spectrograms for each treatment

type are shown in Figure 5.12. Figure 5.12(c), corresponding to stimuli processed with

MME+SPU, shows much better removal of noise than all other methods. The nature

of the noise is otherwise quite similar and colourless.

Subjective experiments were similarly conducted to investigate performance for

stimuli corrupted with additive coloured noise types (at 5 dB) including babble and

street noise. Listeners were again asked to select the stimuli they preferred from 60

different randomly played stimuli pairs. Tests for each noise type were conducted

in separate sessions, with five listeners participating in each test. Results of these

experiments, in terms of mean preference scores, are shown in Figures 5.10 for babble

noise and Figure 5.11 for street noise. Despite using very different types of noises,

figures show similar preference scores. In both cases MME+SPU was preferred over

all AME formulations. LogAME was the next most preferred, while both AME and

AME+SPU had similarly low preference scores. Contrary to the results shown in

Figure 5.9 for AWGN, for coloured noises LogAME performed considerably better,

having scores higher than both AME and AME+SPU. Therefore, it may be suggested

that LogMME may work better than MME+SPU for coloured noise types. However,

informal experimentation for coloured noise found the difference between each of the

MME formulations much smaller than seen in the acoustic domain, with MME+SPU

type stimuli generally preferred.

5.7.3 Objective evaluation

In addition to subjective evaluations, objective experiments were also conducted to

compare the quality of the proposed MME+SPU method with each of the acoustic

domain MMSE formulations. Noisy stimuli with additive white, babble and street
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noise, added at SNRs of 0, 5, 10, 15 and 20 dB were considered. All 30 stimuli of the

Noizeus corpus were used in the experiments. In these experiments, noisy and enhanced

stimuli were compared to clean stimuli via popular objective quality measures such as

segmental SNR (Quackenbush et al., 1988) and PESQ (Rix et al., 2001b). The STI

intelligibility measure (Drullman et al., 1994a) was also included for an indication of

the effect of processing on intelligibility, an important aspect of quality. Further details

of these measures can be found in Section 2.9.

The mean scores across the sentences of the corpus, for each treatment type, SNR

and objective measure were calculated. These are shown in Figures 5.13–5.15 for

AWGN, Figures 5.16–5.18 for babble noise, and Figures 5.19–5.21 for street noise.

Segmental SNR and STI scores were shown to have the highest correlation to

subjective preferences, scoring MME+SPU higher than the acoustic domain methods.

Results for coloured noises again showed LogAME having a higher score than

AME+SPU, while results for white noise showed AME+SPU having a higher score

than LogAME. These scores are consistent with subjective results shown in Figure 5.9,

5.10, and 5.11.

Contrary to the results of segmental SNR and STI, PESQ scores were less consistent

with subjective results. While the PESQ measure scored MME+SPU higher at high

SNRs (greater than around 10 dB) for coloured noises, at low SNRs, LogAME and

AME+SPU were scored higher.

5.7.4 Conclusion

In comparing the performance of the modulation and acoustic domain implementations

of MMSE magnitude estimator, we have shown that the modulation domain imple-

mentation produces stimuli with improved noise suppression, with MME+SPU stimuli

chosen by listeners as having better quality than acoustic domain MMSE formulations.

Objective experiments suggest that both intelligibility is improved and background

noise is more suppressed compared to acoustic domain methods, as indicated by higher

segmental SNR and STI scores. However, a disadvantage of the method is its additional

computational complexity. Since the STFT length used was 512, MMSE magnitude

spectral estimation needs to be performed on each of the 257 acoustic bins, instead of

just one. Consequently, this approach is not suited to applications where processing
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Figure 5.13: Mean segmental SNR (dB) for: (a) noisy (degraded with AWGN at 5 dB);
and stimuli generated by processing noisy stimuli with following treatment types: (b)
MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.14: Mean PESQ score for: (a) noisy (degraded with AWGN at 5 dB);
and stimuli generated by processing noisy stimuli with following treatment types: (b)
MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.15: Mean STI score for: (a) noisy (degraded with AWGN at 5 dB); and stimuli
generated by processing noisy stimuli with following treatment types: (b) MME+SPU;
(c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.16: Mean segmental SNR (dB) for: (a) noisy (degraded with babble noise at
5 dB); and stimuli generated by processing noisy stimuli with following treatment types:
(b) MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.17: Mean PESQ score for: (a) noisy (degraded with babble noise at 5 dB);
and stimuli generated by processing noisy stimuli with following treatment types: (b)
MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.18: Mean STI score for: (a) noisy (degraded with babble noise at 5 dB);
and stimuli generated by processing noisy stimuli with following treatment types: (b)
MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.19: Mean segmental SNR (dB) for: (a) noisy (degraded with street noise at
5 dB); and stimuli generated by processing noisy stimuli with following treatment types:
(b) MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.20: Mean PESQ score for: (a) noisy (degraded with street noise at 5 dB);
and stimuli generated by processing noisy stimuli with following treatment types: (b)
MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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Figure 5.21: Mean STI score for: (a) noisy (degraded with street noise at 5 dB);
and stimuli generated by processing noisy stimuli with following treatment types: (b)
MME+SPU; (c) AME; (d) AME+SPU; and (e) LogAME.
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time is crucial. However, often it is the quality of enhanced speech which is of

greater importance, in which case the MME+SPU approach is shown to offer improved

performance.

5.8 Comparison of modulation domain-based enhancement

methods

As mentioned in Section 2.7, speech enhancement methods can generally be classified

as either spectral subtraction, statistical (MMSE), Wiener filtering, Kalman filtering,

or subspace based methods. In this work, we have proposed a MMSE-type formulation

which operates in the modulation domain. In earlier work, we have also applied

spectral subtraction in the modulation domain (Paliwal et al., 2010) (ModSSub) and

more recently investigated the performance of modulation domain Wiener filtering

(ModWiener). So and Paliwal (2011a) has also investigated modulation domain Kalman

filtering (ModKalman). In this section, we provide a comparison of the proposed

MME+SPU method with that of these other modulation domain-based approaches.

5.8.1 Stimuli

For the purpose of experiments presented in this section, stimuli from the Noizeus corpus

and corrupted with 5 dB of AWGN, were enhanced by each method being investigated.

Clean and noisy stimuli were also included in each test. For MME+SPU stimuli, noisy

speech were enhanced using the procedure described in Section 5.6.1. ModSSub stimuli

were constructed as described in Section 5.5.1.

Modulation domain Kalman filtering

Stimuli denoted ModKalman are generated using the modulation domain Kalman filter,

as described in (So and Paliwal, 2011a). Here, a coloured-noise Kalman filtering

approach was applied to each temporal trajectory, with AME enhanced speech used

to estimate the initial LPCs. LPCs of order 2 were used for modelling modulation

signals, and LPCs of order 4 were used for modelling the noise. The AMS framework

used a 32 ms AFD, 4 ms AFS, 20 ms MFD, and no overlap (i.e., MFS of 20 ms) in the

modulation domain.
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Modulation domain Wiener filtering

A noniterative Wiener filtering method for speech enhancement based on the a priori

approach of (Scalart and Filho, 1996) (see Section 2.7.2), was also investigated in

the modulation domain. Here we utilise the modulation AMS framework described

in Section 3.2, and estimate the clean magnitude spectrum as

X̂(ℓ, k,m) = G(ℓ, k,m).Y (ℓ, k,m), (5.19)

where G(ℓ, k,m) is the Wiener gain applied to the noisy modulation spectrum at a

given acoustic frequency, modulation frequency, and modulation frame index. The gain

G(ℓ, k,m) can be calculated in terms of a priori SNR ξk, as

G(ℓ, k,m) =

(

ξ(ℓ, k,m)

α+ ξ(ℓ, k,m)

)β

, (5.20)

where α and β are tunable parameters which can be used to adjust the characteristics

of processed speech. In traditional Wiener filter and the approach of (Scalart and Filho,

1996), α and β are set to 1.

Following the approach of (Scalart and Filho, 1996), the ξk is calculated using

decision-directed method of a priori SNR estimation as

ξ(ℓ, k,m) = α
|X̂(ℓ− 1, k,m)|2
|D(ℓ− 1, k,m)|2 + (1− α).Max

[ |Y(ℓ, k,m)|2
|D(ℓ, k,m)|2 − 1, 0

]

. (5.21)

In this way, ξ(ℓ, k,m) is smoothed to enable musical noise to be eliminated with

appropriate selection of smoothing parameter α.

ModWiener stimuli were generated using the above procedure, with key parameters

tuned subjectively to a 32 ms AFD, 1 ms AFS, 128 ms MFD, 16 ms MFS, and a priori

SNR estimation smoothing parameter α of 0.998.

Spectrograms for an example stimuli of each treatment type are shown in Figure 5.23.

5.8.2 Subjective evaluation

AB listening tests were used to subjectively compare the quality of stimuli generated

using different modulation based methods. These tests randomly played 60 stimuli

pairs, with listeners asked to choose the one they preferred. Tests were conducted
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Figure 5.22: Mean subjective preference scores (%) including standard error bars for (a)
clean; (b) noisy (degraded at 5 dB AWGN); and stimuli generated using the following
treatment types: (c) MME+SPU; (d) ModSSub (Paliwal et al., 2010); (e) ModWiener;
and (f) ModKalman (So and Paliwal, 2011a).

under the same conditions as described in Section 5.3.2. Six listeners participated in the

experiment which considered stimuli corrupted with 5 dB of AWGN. The resulting mean

preference scores are shown in Figure 5.22. MME+SPU was clearly preferred by listeners

over other stimuli types. ModKalman was the next most preferred. Some listeners had

similar preference for ModSSub and ModKalman, while others preferred ModKalman

over ModSSub. The good performance of the MME+SPU and ModKalman methods

is partly attributed to their use small modulation frame durations, which is consistent

with the findings reported in (Paliwal et al., 2011a). ModWiener was the least preferred

of the investigated enhancement methods.

The preferences shown in Figure 5.22 are well explained by looking at the

spectrograms of each stimuli type. Spectrograms of the utterance, “The sky that

morning was clear and bright blue”, by a male speaker are shown in Figure 5.23. For type

MME+SPU stimuli (shown in Figure 5.23(c)), we can see there is good background noise

removal, less residual noise, no musical-type noise, and no visible spectral smearing.

ModKalman stimuli (Figure 5.23(f)) also have good background noise removal and no

visible spectral smearing, but has clear dark spots throughout the background heard as

a musical type noise. ModSSub stimuli (Figure 5.23(d)), on the other hand, has less

musical type noise than ModKalman but also contains spectral smearing due to the

use of longer frame durations, causing distortion in the processed speech. ModWiener,

which was the least effective method, had considerable distortion in the stimuli, seen as

darkness in the background of its spectrogram (Figure 5.23(e)). The poor performance
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of the ModWiener was in part due to difficulty tuning, where parameters working better

for one stimuli was considerably different for another. A similar problem was noted for

ModKalman.

Similar subjective experiments for stimuli corrupted with coloured noise types such

as babble and street noise were also conducted. Listeners selected stimuli they preferred

from 60 randomly played stimuli pairs. Experiments for each noise type were conducted

in separate sessions. Five listeners participated in each test.

Results in terms of mean preference scores for babble and street noise are shown in

Figures 5.24 and 5.25, respectively. As can be seen for both noise types, MME+SPU

stimuli were preferred over other modulation domain formulations, and ModWiener

stimuli were the least preferred. These results are consistent with those recorded

for AWGN. In each case, MME+SPU method was found to demonstrate good noise

removal, without the introduction of spectral smearing or musical noise. Results also

show that ModKalman works well for more stationary noise types such as street noise,

where (as was shown for AWGN) it scored higher than ModSSub. However, in the

presence of more nonstationary noise such as babble, ModKalman and ModSSub were

similarly preferred.

5.8.3 Objective evaluation

In addition to subjective experiments evaluating the quality of stimuli enhanced using

each of the modulation domain methods, objective evaluations were also conducted.

Similar to that done in Section 5.7.3, all 30 stimuli from the Noizeus corpus, corrupted

with additive AWGN, babble and street noise at different SNRs, were enhanced using

each of the modulation domain based enhancement methods. Quality for each stimuli,

compared to clean, were evaluated using segmental SNR (Quackenbush et al., 1988),

and PESQ (Rix et al., 2001b). Intelligibility was evaluated using the STI measure

(Drullman et al., 1994a). Mean scores were calculated for each treatment type, noise

type, and input SNR, as shown in Figures 5.26–5.34.

As found in Section 5.7.3, the segmental SNR and STI measures demonstrated the

highest correlation with subjective results, with MME+SPU generally scoring higher

than other methods. While for white noise stimuli, objective scores for MME+SPU,

ModSSub and ModKalman were quite close, there was a bigger difference in scores
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Figure 5.23: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) MME+SPU; (d)
ModSSub (Paliwal et al., 2010); and (e) ModWiener; (f) ModKalman (So and Paliwal,
2011a).
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Figure 5.24: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with babble noise at 5 dB); and stimuli generated using the following treatment types:
(c) MME+SPU; (d) ModSSub; (e) ModWiener; and (f) ModKalman.
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Figure 5.25: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with street noise at 5 dB); and stimuli generated using the following treatment types:
(c) MME+SPU; (d) ModSSub; (e) ModWiener; and (f) ModKalman.

when considering coloured noise stimuli. Here, MME+SPU scored somewhat higher

than other methods. For babble noise, ModSSub and ModKalman were very close with

ModSSub scoring a little higher, while for street noise, ModKalman did much better.

This is consistent with the findings of the coloured noise subjective experiments. PESQ

again showed less consistent results, with ModSSub scoring better at low SNRs and

MME+SPU scoring better for higher SNRs. In all cases ModWiener scored poorly.

5.9 Conclusion

In this chapter, we have proposed to apply the MMSE spectral magnitude estimator

approach in the modulation domain (MME), through use of the modulation AMS
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Figure 5.26: Mean segmental SNR (dB) for: (a) noisy (degraded with AWGN at 5 dB);
and stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.27: Mean PESQ scores for: (a) noisy (degraded with AWGN at 5 dB); and
stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.28: Mean STI scores for: (a) noisy (degraded with AWGN at 5 dB); and
stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.29: Mean segmental SNR (dB) for: (a) noisy (degraded with babble noise at
5 dB); and stimuli generated by processing noisy stimuli with the following treatment
types: (b) MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.30: Mean PESQ scores for: (a) noisy (degraded with babble noise at 5 dB);
and stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.31: Mean STI scores for: (a) noisy (degraded with babble noise at 5 dB); and
stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.32: Mean segmental SNR (dB) for: (a) noisy (degraded with street noise at
5 dB); and stimuli generated by processing noisy stimuli with the following treatment
types: (b) MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.33: Mean PESQ scores for: (a) noisy (degraded with street noise at 5 dB);
and stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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Figure 5.34: Mean STI scores for: (a) noisy (degraded with street noise at 5 dB); and
stimuli generated by processing noisy stimuli with the following treatment types: (b)
MME+SPU; (c) ModSSub; (d) ModWiener; and (e) ModKalman.
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framework proposed in Chapter 3. A comparison of the subjective quality of MME

with the acoustic domain implementation (AME) and previously proposed modulation

spectral subtraction, showed that MME achieved considerable improvement in the

quality of processed stimuli. Enhanced stimuli had improved noise suppression

compared to AME, without any musical type noise being present. Use of shorter

modulation frame duration also overcame the spectral smearing problem associated

with ModSSub.

Further experiments investigated the effect of speech presence uncertainty (SPU)

and log-domain processing on the proposed MME method. These variations in the

acoustic domain resulted in improved performance of the AME approach. In the

modulation domain, results showed a small improvement was also achieved, with

MME+SPU being preferred by listeners over the both MME and LogMME.

Two sets of more detailed comparisons were then conducted. The first compared

the quality of stimuli processed using MME+SPU, with those enhanced using each of

the acoustic domain formulations (Ephraim and Malah, 1984, 1985), including AME,

AME+SPU and LogAME. Here, comparisons were in the form of both subjective

and objective experiments, as well as spectrogram analysis. The comparison found

that MME+SPU achieved considerably better noise suppression than any of the

acoustic domain formulations, resulting in improved intelligibility, and a preference

by listeners. Results for both white and coloured noise types showed similarly effective

noise reduction by the MME+SPU method. The clear disadvantage of the MME+SPU

method, however, is the added computational expense required by comparison to the

AME-based formulations.

The second set of comparisons compared the quality of stimuli processed using

different modulation domain based formulations. Here, we compared the pro-

posed MME+SPU with ModSSub, modulation domain Weiner filtering (ModWiener)

and modulation domain Kalman filtering (So and Paliwal, 2011a)(ModKalman).

Experiments showed that MME+SPU again achieved significantly higher subjective

preference than the other methods investigated. This is firstly attributed to the use

of short modulation frame duration, resulting in MME+SPU stimuli not suffering

the slurring distortion found in ModSSub stimuli. Secondly, due to use of decision-

directed a priori SNR estimation (Ephraim and Malah, 1984) and well selected value

for smoothing parameter α, MME+SPU did not introduce musical noise, as was
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found in ModKalman filtered stimuli. ModWiener filtering was found to be too

sensitive to parameter selection, and overall performed poorly. The segmental SNR

and STI objective evaluations also indicated better background noise suppression and

intelligibility by the MME+SPU method. The above findings were generally consistent

across the noise types investigated, however it is acknowledged, that the average

length of stimuli investigated was less than 3 seconds, which is too short to fully test

performance under non-stationary conditions (ITU-T P.835, 2007). Evaluation with

much longer stimuli subjected to a range of non-stationary noise distortions can be

investigated in future work.
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Chapter 6

Real and imaginary processing of modula-

tion signals for speech enhancement

6.1 Introduction

Work presented in previous chapters has focused on investigating the use of short-time

AMS-based processing in the modulation domain for the purpose of enhancing speech.

In the initial work (presented in Chapter 3), the short-time modulation magnitude

spectra was modified using the spectral subtraction algorithm (ModSSub). To avoid

introducing musical noise, longer modulation frame durations (MFDs) of 256 ms were

found to be required, but this introduced spectral smearing to enhanced stimuli. A

further investigation of the contributions of short-time modulation magnitude and phase

spectra to speech quality and intelligibility (presented in Chapter 4 (Paliwal et al.,

2011a)) showed that shorter MFDs should be used to improve speech intelligibility

and quality. As a result of these works, we proposed (in Chapter 5 (Paliwal et al.,

2012)) to apply MMSE spectral magnitude estimation in the short-time modulation

AMS framework (MME). Using this approach, the problem of compensating for musical

noise (for appropriately selected smoothing parameter) was overcome, enabling use of a

shorter MFD. Experiments presented in that work showed MME to have considerably

improved noise suppression compared to AME (MMSE acoustic magnitude estimation)

formulations, without musical noise or the spectral smearing of ModSSub.

However, in the MME method (and ModSSub), we have made the assumption of

additivity of the clean and noise acoustic magnitude spectra. While this assumption

195
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is not actually correct, it was rationalised by evidence that at high SNRs the acoustic

phase spectrum is largely unchanged by additive noise distortion. Additionally, the

acoustic phase spectra has been left unmodified, justified by the assumption that the

acoustic phase spectum is less important for speech enhancement when using Hamming

windowed frames of 20-40 ms in duration. However, for lower SNRs (less than around 8

dB (Loizou, 2007)), the use of noisy phase can introduce a type of roughness distortion

to the speech.

In this work, we investigate whether the MME method can be further improved by

processing the temporal trajectories of both the real and imaginary components of the

acoustic spectrum. This alternate RI-modulation framework, offers the advantage that

the noisy acoustic phase is not used in the reconstruction of stimuli. Further, clean and

noise spectra are additive in this framework. It is also noted that while (Zhang and Zhao,

2011) have recently applied real and imaginary processing of modulation signals using

spectral subtraction for modulation magnitude modification (denoted RISSub), they

have not investigated use of MMSE magnitude estimation in this type of framework.

Experiments presented initially compare the quality of RI-modulation (R=Real,

I=Imaginary) magnitude estimation stimuli to acoustic magnitude estimation and

modulation magnitude estimation stimuli. SPU (speech presence uncertainty) and log-

domain formulations of MMSE magnitude estimation in the RI-modulation framework

are also investigated. Finally, RI-modulation-based methods are compared. Of the RI

formulations, RI-modulation magnitude estimation with speech presence uncertainty is

shown to have significantly improved quality compared to RISSub. Results also indicate

that while there are clear theoretical benefits of the RI-modulation framework, the

subjective quality of enhanced speech is similar to that generated using the modulation

AMS framework.

The rest of this chapter is organised as follows. Section 6.2 describes the RI-

modulation framework and MMSE-based methods for modifying modulation magnitude

spectra in this framework. In Section 6.3, we give details of procedures for experiments

conducted in later sections. Section 6.4 then evaluates the quality of stimuli enhanced

using MMSE magnitude estimation in the RI-modulation framework by comparison to

acoustic and modulation frameworks. Section 6.5 compares each of the RI-modulation

based methods investigated, and finally conclusions are drawn in Section 6.7.
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Publications resulting from this research: Schwerin and Paliwal (2012b); Schwerin and

Paliwal (2012c)

6.2 MMSE modulation magnitude estimation in the RI-

modulation AMS framework

6.2.1 The RI-modulation AMS framework for speech enhancement

In the RI-modulation AMS framework, like that proposed in (Zhang and Zhao, 2011),

the trajectories of the real and imaginary parts of the acoustic spectrum are used to

construct modulation signals, then each signal is processed in secondary modulation

AMS frameworks. Details of this procedure are as follows.

Let us assume an additive noise model in which clean speech is corrupted by

uncorrelated additive noise to produce noisy speech,

x(n) = s(n) + d(n), (6.1)

where x(n), s(n), and d(n) are the noisy speech, clean speech, and noise signals,

respectively, and n denotes the discrete-time index. The noisy speech signal can be

processed using the running STFT analysis (Vary and Martin, 2006) given by

X(l, k) =

N−1
∑

n=0

x(n+lZ)w(n) e−j2πnk/N , (6.2)

where l refers to the acoustic frame index, k refers to the index of the acoustic frequency,

N is the acoustic frame duration (AFD) in samples, Z is the acoustic frame shift (AFS)

in samples, and w(n) is the acoustic analysis window function. The Hamming window

function is used for analysis.

The STFT of the speech signal is a complex valued spectrum including a real and

imaginary part which can be expressed as

X(l, k) = X
R
(l, k) + j.X

I
(l, k), (6.3)

where X
R
(l, k) is the real part of X(l, k), and X

I
(l, k) is the imaginary part of X(l, k).

The time trajectories for each frequency component of the real acoustic spectrum and

the imaginary acoustic spectrum can each be processed framewise using a secondary
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AMS procedure as follows. The running STFT of the real acoustic spectrum can be

used to compute the modulation spectrum as

X
R
(ℓ, k,m) =

N−1
∑

l=0

X
R
(l + ℓZ)v(l) e−j2πlm/N , (6.4)

where ℓ is the modulation frame index, k is the index of the acoustic frequency, m refers

to the index of the modulation frequency, N is the modulation frame duration (MFD)

in terms of acoustic frames, Z is the modulation frame shift (MFS) in terms of acoustic

frames, and v(l) is the modulation analysis window function. Again, the Hamming

window function is used for analysis. The modulation spectrum can be written in polar

form as

X
R
(ℓ, k,m) = |X

R
(ℓ, k,m)| e j∠X

R
(ℓ,k,m), (6.5)

where |X
R
(ℓ, k,m)| is the modulation magnitude spectrum, and ∠X

R
(ℓ, k,m) is the

modulation phase spectrum. In the present work, the modulation magnitude spectrum

of clean speech is estimated from the noisy modulation magnitude spectrum, while the

noisy modulation phase spectrum is left unchanged. The modified modulation spectrum

is then given by

Y
R
(ℓ, k,m) =

∣

∣Ŝ
R
(ℓ, k,m)

∣

∣ e j∠X
R
(ℓ,k,m), (6.6)

where
∣

∣Ŝ
R
(ℓ, k,m)

∣

∣ is an estimate of the clean modulation magnitude spectrum.

Equation (6.6) can also be written in terms of spectral gain function, G
R
(ℓ, k,m), applied

to the modulation spectrum of noisy speech as follows

Y
R
(ℓ, k,m) = G

R
(ℓ, k,m)X

R
(ℓ, k,m), (6.7)

where

G
R
(ℓ, k,m) =

∣

∣Ŝ
R
(ℓ, k,m)

∣

∣

|X
R
(ℓ, k,m)| . (6.8)

The inverse STFT operation, followed by least-squares overlap-add synthesis

(Quatieri, 2002), are then used to compute the modified real acoustic spectrum as

given by

Y
R
(l, k)=

∑

ℓ

{

vs(l−ℓZ)
N−1
∑

m=0

Y
R
(ℓ, k,m) e j2π(l−ℓZ)m/N

}

, (6.9)

where vs(ℓ) is a synthesis window function. The modified Hanning window (Griffin and
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Figure 6.1: Block diagram of the RI-modulation AMS-based framework for speech
enhancement.

Lim, 1984) was used for both the acoustic and modulation synthesis windows.

Similarly, the running STFT of the imaginary acoustic spectrum can be used to

calculate the modulation spectrum, and processed in a similar way to give the modified
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imaginary acoustic spectrum

Y
I
(l, k)=

∑

ℓ

{

vs(l−ℓZ)
N−1
∑

m=0

Y
I
(ℓ, k,m) e j2π(l−ℓZ)m/N

}

. (6.10)

The modified acoustic spectrum is then found as

Y (l, k) = Y
R
(l, k) + jY

I
(l, k). (6.11)

The enhanced speech signal is constructed by applying the inverse STFT operation,

followed by least-squares overlap-add synthesis, to the modified acoustic spectrum as

given by

y(n)=
∑

l

{

ws(n−lZ)

N−1
∑

k=0

Y (l, k) e j2π(n−lZ)k/N

}

, (6.12)

where ws(n) is the synthesis window function. A block diagram of the AMS-based

framework for speech enhancement in the short-time RI-modulation domain is shown

in Figure 6.1.

6.2.2 MMSE RI-modulation magnitude estimation

The minimum mean-square error short-time spectral amplitude estimator of Ephraim

and Malah (1984) (see Section 2.7.3) has been employed for speech enhancement in

the acoustic frequency domain with much success. Further, it has been successfully

applied in the modulation domain to show improved noise suppression without the

introduction of musical noise or spectral smearing (Paliwal et al., 2012). In the present

work we propose its application in the RI-modulation AMS framework described in

Section 6.2.1. The resulting MMSE-based method is denoted RIMME (Real and

Imaginary Modulation Magnitude Estimator).

In the RIMME, method, the modulation magnitude spectrum of clean speech (for

both the real and imaginary trajectories) are estimated from the noisy observations so

as to minimise the mean-square error between the modulation magnitude spectra of the

clean and estimated speech.

From Equation (6.1) it follows that speech and noise are additive in the short-time
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acoustic domain. That is,

X
R
(ℓ, k,m) = S

R
(ℓ, k,m) +D

R
(ℓ, k,m), (6.13)

and X
I
(ℓ, k,m) = S

I
(ℓ, k,m) +D

I
(ℓ, k,m), (6.14)

where all variables are complex. Similar to MME in Chapter 5 (Paliwal et al., 2012),

we assume that individual short-time modulation spectral components of S
R
(ℓ, k,m),

S
I
(ℓ, k,m), D

R
(ℓ, k,m), and D

I
(ℓ, k,m) are independent, identically distributed Gaussian

random variables.

The modulation magnitude spectrum calculated from the real acoustic spectrum of

the clean speech is estimated from the noisy modulation spectrum under the MMSE

criterion (following Ephraim and Malah (1984)) as

∣

∣Ŝ
R
(ℓ, k,m)

∣

∣ = E

[

∣

∣S
R
(ℓ, k,m)

∣

∣

∣

∣

∣
X

R
(ℓ, k,m)

]

(6.15)

= G
R
(ℓ, k,m)

∣

∣X
R
(ℓ, k,m)

∣

∣ (6.16)

where G
R
(ℓ, k,m) is the RIMME spectral gain function given by

G
R
(ℓ, k,m) =

√
π

2

√

ν
R
(ℓ, k,m)

γ
R
(ℓ, k,m)

Λ
[

ν
R
(ℓ, k,m)

]

. (6.17)

Here, ν
R
(ℓ, k,m) is defined as

ν
R
(ℓ, k,m) ,

ξ
R
(ℓ, k,m)

1 + ξ
R
(ℓ, k,m)

γ
R
(ℓ, k,m), (6.18)

and Λ
[

·
]

is the function

Λ
[

θ
]

= exp

(

−θ

2

)[

(1+θ) I0

(

θ

2

)

+ θ I1

(

θ

2

)]

, (6.19)

where I0(·) and I1(·) denote the modified Bessel functions of zero and first order,

respectively. In Equation (6.17) and (6.18), ξ(ℓ, k,m) and γ(ℓ, k,m) are interpreted

as the a priori and a posteriori SNR. The a posteriori SNR is estimated as

γ̂
R
(ℓ, k,m) =

|X
R
(ℓ, k,m)|2

λ̂
R
(ℓ, k,m)

, (6.20)

where λ̂
R
(ℓ, k,m) is an estimate of λ

R
(ℓ, k,m),E

[

∣

∣D
R
(ℓ, k,m)

∣

∣

2
]

. The decision-directed



202 Chapter 6—RI-modulation AMS processing

approach in the short-time spectral modulation domain is used to estimate the

a priori SNR as

ξ̂
R
(ℓ, k,m) = α

∣

∣Ŝ
R
(ℓ−1, k,m)

∣

∣

2

λ̂
R
(ℓ−1, k,m)

+ (1−α) max
[

γ̂
R
(ℓ, k,m)−1, 0

]

. (6.21)

Here α controls the trade-off between noise reduction and transient distortion (Cappe,

1994; Ephraim and Malah, 1984).

The minimum value of a priori SNR is also limited to the lower bound ξmin in order

to prevent excessively low SNRs adversely affecting the resulting estimate.

An initial estimate of noise is needed. This is calculated by averaging of the

modulation power spectrum of leading silence frames, and updated during silence regions

via recursive averaging. Speech presence or absence is determined, using a statistical

model-based VAD algorithm (Sohn et al., 1999) (Section 2.8.2) applied in the RI-

modulation domain. This estimation method is kept the same as that used for the

MME method (Paliwal et al., 2012) for the purpose of comparison.

The above method for modifying the modulation magnitude spectra for the

trajectories of the real acoustic spectrum is similarly applied to the modulation

magnitude spectra for the trajectories of the imaginary acoustic spectrum. Analysis and

synthesis procedures are otherwise as described by the RI-modulation AMS framework

in Section 6.2.1.

6.2.3 Variations on MMSE magnitude estimation in the RI-modulation

framework

In Ephraim and Malah (1984), the AME under the uncertainty of speech presence

(SPU), was shown to result in further improvement in the quality of processed speech.

In a subsequent work, Ephraim and Malah (1985) proposed to apply the AME approach

in the log-magnitude spectrum, which is more suited to speech processing, to also show

improvement. In the modulation domain, similar variations on MME were investigated

(Paliwal et al., 2012) (see Chapter 5), showing that the MME approach can be further

improved by use of speech presence uncertainly (SPU) or by log-magnitude processing.

In this work, we similarly investigate the application of both SPU and log-magnitude

spectral processing to the RIMME formulation.
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RIMME with speech presence uncertainly

Incorporating SPU, the optimal estimate of the modulation magnitude spectrum, for

the trajectories of the real acoustic spectrum, is given by

∣

∣Ŝ
R
(ℓ, k,m)

∣

∣ = φ
R
(ℓ, k,m)G

R
(ℓ, k,m)

∣

∣X
R
(ℓ, k,m)

∣

∣, (6.22)

where G
R
(ℓ, k,m) is the RIMME spectral gain function given by Equation (6.17), and

φ
R
(ℓ, k,m) is given by

φ
R
(ℓ, k,m) =

Λ
R
(ℓ, k,m)

1 + Λ
R
(ℓ, k,m)

, (6.23)

with

Λ
R
(ℓ, k,m) =

(1− qm)

qm
.
exp(ν

R
(ℓ, k,m))

1 + ξ̂
R
(ℓ, k,m)

, (6.24)

and ν
R
(ℓ, k,m) given by Equation (6.18). Here, the tunable parameter qm is the

probability of speech presence in the mth spectral component.

Similarly, the modulation magnitude spectrum for the trajectories of the imaginary

acoustic spectrum can be calculated. Applying Ŝ
R
(ℓ, k,m) and Ŝ

I
(ℓ, k,m) in the

framework described in Section 6.2.1 produces stimuli denoted type RIMME+SPU.

RIMME of the log-modulation magnitude spectrum

Minimising the mean-square error of the log-modulation magnitude spectrum for the

trajectories of the real acoustic spectrum, the optimal estimate of the modulation

magnitude spectrum is given by

∣

∣Ŝ
R
(ℓ, k,m)

∣

∣ = G
R
(ℓ, k,m)

∣

∣X
R
(ℓ, k,m)

∣

∣, (6.25)

where G
R
(ℓ, k,m) is the spectral gain function given by

G
R
(ℓ, k,m) = ν

R
(ℓ, k,m) exp

(1

2
Ei
[

ν
R
(ℓ, k,m)

]

)

. (6.26)

Here, Ei
[

·
]

is the exponential integral, and ν
R
(ℓ, k,m) is given by Equation (6.18).

The modulation magnitude spectrum for the trajectories of the imaginary acoustic

spectrum are similarly calculated. Stimuli denoted type LogRIMME results from apply-

ing the expression for
∣

∣Ŝ
R
(ℓ, k,m)

∣

∣ and
∣

∣Ŝ
I
(ℓ, k,m)

∣

∣ in the framework of Section 6.2.1.
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6.3 Experiment preliminaries

In Section 6.4, we present results from a series of experiments aimed to subjectively

and objectively evaluate the effectiveness of the RI-modulation AMS framework for

speech enhancement, and the quality of stimuli enhanced using the MMSE magnitude

estimator in that framework. Comparisons are made to corresponding formulations in

the modulation AMS framework previously proposed and those in the acoustic AMS

framework. In this section, we describe the corpus and procedures used by these

experiments before presenting the details and results of experiments conducted in the

following section.

6.3.1 Corpus

The Noizeus speech corpus (Loizou, 2007; Hu and Loizou, 2007b) was again used for

experimentation. Details of this corpus are as described in Section 3.4.1. For our

experiments, clean stimuli were augmented to include an additional 500 ms of leading

silence, ensuring stimuli were long enough for initial noise estimation in the modulation

domain. Noisy stimuli were then generated by degrading the clean stimuli with additive

noise at different SNRs. Additive white Gaussian noise (AWGN), pink, and babble noise

types were employed.

6.3.2 Stimuli generation

Experiments presented compare MMSE-based formulations in acoustic, modulation

and RI-modulation AMS frameworks. In the acoustic domain, stimuli types are the

acoustic magnitude estimator (Ephraim and Malah, 1984) (AME), acoustic magnitude

estimation with SPU (Ephraim and Malah, 1984) (AME+SPU), and acoustic log-

magnitude estimation (Ephraim and Malah, 1985) (LogAME). AME-based stimuli were

generated using a publicly available reference implementation (Loizou, 2007). These

implementations used a 20 ms AFD and a 10 ms AFS. The decision-directed approach

was used for the a priori SNR estimation, with the smoothing factor set to 0.98, and

the a priori SNR lower bound set to −25 dB.

Modulation domain implementations investigated include modulation magnitude

estimation (MME), modulation magnitude estimation with SPU (MME+SPU), and
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modulation log-magnitude estimation (LogMME) (Paliwal et al., 2012). Stimuli of

these types were generated using MMSE magnitude estimation formulations in the

modulation-AMS framework as described in Chapter 5. For the RI-modulation domain

formulations, stimuli types evaluated include RIMME, RIMME+SPU and LogRIMME.

Stimuli of these types were generated as described in Section 6.2. Both MME and

RIMME based stimuli were all generated using an AFD of 32 ms, AFS of 1 ms, MFD

of 32 ms, MFS of 2 ms, a priori SNR estimate lower bound (ξmin) of −25 dB, and

decision-directed smoothing parameter as given in Table 6.1.

Table 6.1: Value for decision-directed smoothing parameter (α) used for generation of
MME and RIMME-based stimuli.

Method α

MME 0.998
MME+SPU 0.995
LogMME 0.996
RIMME 0.998
RIMME+SPU 0.995
LogRIMME 0.996

Each type of MMSE magnitude estimation method investigated calculates the initial

noise estimate from the average (acoustic, modulation, or RI-modulation) magnitude

spectrum of leading silence frames. The estimate is updated during non-speech frames

using the following averaging rule (Virag, 1999)

∣

∣D̂
R
(ℓ, k,m)

∣

∣

γ
= λ

∣

∣D̂
R
(ℓ−1, k,m)

∣

∣

γ
+ (1−λ)

∣

∣X
R
(ℓ, k,m)

∣

∣

γ
, (6.27)

where λ is a forgetting factor chosen according to the stationarity of the noise, and where

speech presence or absence is determined using a log-likelihood based VAD (Sohn et al.,

1999) where φ(l) is calculated as

φ(l) =
1

K

∑

k

[ν(l, k)− log(1− ξ(l, k)] (6.28)

where ν(l, k) is a function of a priori ξ(l, k) and a posteriori γ(l, k) SNR, and given by

Equation (2.46). (see Section 2.8.2, Equation (2.83)), and φ(l) < 0.15 indicates speech

absence.
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6.3.3 Subjective testing procedure

Subjective testing was done in the form of AB listening tests that determined parameter

preference, under conditions as described in Section 3.4.3. Since use of the entire corpus

was not feasible for human listening tests, in our experiments four sentences (sp1, sp10,

sp11 and sp27), belonging to two male and two female speakers, were employed. For

each evaluation, two separate listening tests were conducted. In the first, the four

sentences corrupted with 5 dB of AWGN were investigated. In the second, 5 dB of pink

noise (for sp1 and sp11) and 5 dB of babble noise (for sp10 and sp27) were used. Eight

listeners participated in each experiment conducted.

6.3.4 Objective experimental procedure

The perceptual evaluation of speech quality (PESQ) (Rix et al., 2001b) and segmental

SNR objective measures (see Section 2.9.2) were used to objectively evaluate the quality

of stimuli of each treatment type, corrupting noise type, and SNR. Each objective

experiment was carried out over the entire Noizeus corpus for AWGN, pink, and babble

noise types, at SNRs of 0, 5, 10, 15, 20, and 25 dB.

6.4 RI-modulation framework evaluation

As previously mentioned, MMSE magnitude estimation has been shown in (Paliwal

et al., 2012) to work well in the modulation AMS framework (MME), producing

speech stimuli with improved noise suppression compared to the AME formulations.

In this work, we have proposed to apply MMSE magnitude estimation in the RI-

modulation framework, which offers the theoretical advantages that clean speech

and noise are additive in the acoustic spectra and noisy acoustic phase is not

used for signal reconstruction. In this section, we evaluate if these advantages

translate into improvements in speech quality by comparing each of the MMSE

magnitude estimation formulations implemented in the RI-modulation framework, to

the corresponding formulations implemented in the acoustic and modulation AMS

frameworks. Comparison is done with use of both objective and subjective experiments.
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6.4.1 MMSE spectral magnitude estimation experiments

Subjective and objective experiments were conducted to compare the quality of clean,

noisy, and noisy stimuli enhanced using MMSE magnitude estimation enhancement

methods including AME, MME and RIMME. Experiments were conducted under the

conditions described in Sections 6.3.3 and 6.3.4, for subjective and objective testing,

respectively. Each subjective experiment involved listening to 80 stimuli pairs.

Mean subjective preference scores for the AWGN experiment are shown in Figure 6.2,

and mean PESQ scores and segmental SNRs are shown in Figure 6.5 (left) and Figure 6.5

(right), respectively. Both subjective results and segmental SNRs indicate MME and

RIMME to be of similar quality and preferred over AME. Contrary to this, PESQ results

suggest, especially at low SNRs, that RIMME offers a small improvement over MME,

and also indicates there is only a small difference to AME. Considering the spectrogram

of an example utterance for AWGN at 5 dB as shown in Figure 6.8, it can be seen that

there is a clear improvement by MME and RIMME over AME, and that both MME and

RIMME appear similar, supporting the results of the subjective experiment. Listening

to stimuli, the difference between MME and RIMME can not be distinguished, the

residual noise in both is white in nature, and there is no musical noise apparent.

Subjective preference scores for the coloured noise experiment (using pink and

babble noise types) are shown in Figures 6.3 and 6.4, respectively. Corresponding

mean PESQ scores are shown in Figures 6.6 and 6.7 (left), and mean segmental SNRs

are shown in Figures 6.6 and 6.7 (right). For pink noise, subjective scores show a

small preference for MME over RIMME, with both clearly preferred over AME. This

preference for MME is attributed to a small distortion during speech regions in RIMME

stimuli that was noticed by some listeners. Again we find there is a difference between

the subjective preference and that indicated by the mean PESQ scores, where (at low

SNRS) AME and MME had similar PESQ scores and RIMME scored higher. Segmental

SNRs for pink noise were closer to subjective scores, with AME scoring considerably

lower than both MME and RIMME. Segmental SNRs of RIMME were a little higher

than MME at lower input SNRs, but overall they were shown to be very similar. For

babble noise, both subjective and objective scores show MME and RIMME to be of

similar quality, with listeners generally unable to discern between these two types. Both

subjective scores and segmental SNRs indicate good improvement by both MME and



208 Chapter 6—RI-modulation AMS processing

0

10

20

30

40

50

60

70

80

90

100

Treatment type
Clean Noisy AME MME RIMME

M
ea

n
su

b
je

ct
iv

e
pr

ef
er

en
ce

sc
or

e
(%

)

Figure 6.2: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
at 5 dB AWGN); and stimuli generated using the following treatment types: (c) AME
(Ephraim and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e) RIMME.
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Figure 6.3: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with pink noise at 5 dB); and stimuli generated using the following treatment types: (c)
AME (Ephraim and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e) RIMME.
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Figure 6.4: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with babble noise at 5 dB); and stimuli generated using the following treatment types:
(c) AME (Ephraim and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e) RIMME.
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Figure 6.5: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with AWGN); and stimuli generated using the following treatment types:
(c) AME (Ephraim and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e) RIMME.
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Figure 6.6: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with pink noise); and stimuli generated using the following treatment
types: (c) AME (Ephraim and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e)
RIMME.
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Figure 6.7: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with babble noise); and stimuli generated using the following treatment
types: (c) AME (Ephraim and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e)
RIMME.
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Figure 6.8: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) AME (Ephraim
and Malah, 1984); (d) MME (Paliwal et al., 2012); and (e) RIMME.
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RIMME over AME.

These results suggest that MMSE magnitude estimation performs equally well in

the modulation and RI-modulation frameworks, with negligible difference between the

resulting stimuli. Results also suggest, as found in Chapter 5, that segmental SNRs

were more consistent with subjective preference scores for the type of processed stimuli

considered here.

6.4.2 MMSE magnitude estimation under speech presence uncer-

tainty experiments

Here, experiments compared the quality of stimuli enhanced using AME+SPU,

MME+SPU, and RIMME+SPU. Mean subjective preferences from subjective exper-

iments for AWGN are shown in Figure 6.9, mean PESQ scores are shown in Figure 6.12

(left) and mean segmental SNRs are shown in Figure 6.12 (right). Subjective scores

show that while both MME+SPU and RIMME+SPU were preferred over AME+SPU,

there is no significant difference between them. AME+SPU stimuli, on the other

hand, has considerably more background noise and speech has a roughness quality,

and consequently it scored low compared to MME+SPU and RIMME+SPU.

Results of subjective and objective experiments for pink noise are shown in

Figures 6.10 and 6.13, respectively. In the RIMME+SPU stimuli, there was a tonal

sound present which resulted in a reduced preference for this stimuli type. MME+SPU

stimuli, while sounding a little more bottled, did not have the other distortions present in

RIMME+SPU, resulting in MME+SPU having higher preference scores in the presence

of pink noise.

Figures 6.11 and 6.14 show results of subjective and objective experiments for stimuli

corrupted with babble noise. For babble noise, MME+SPU and RIMME+SPU stimuli

sounded very much the same, corresponding to the close mean subjective (and objective)

scores recorded for these treatment types.

Segmental SNRs for each noise type were relatively consistent with subjective scores,

showing similar SNRs for MME+SPU and RIMME+SPU for AWGN and pink noise

types, and a small preference for MME+SPU for babble noise. For each type of noise,

AME+SPU scored a lower segmental SNR than both MME+SPU and RIMME+SPU

treatment types, consistent with the lower preference for AME+SPU stimuli recorded
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Figure 6.9: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
at 5 dB AWGN); and stimuli generated using the following treatment types: (c)
AME+SPU (Ephraim and Malah, 1984); (d) MME+SPU (Paliwal et al., 2012); and
(e) RIMME+SPU.
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Figure 6.10: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with pink noise at 5 dB); and stimuli generated using the following treatment types: (c)
AME+SPU (Ephraim and Malah, 1984); (d) MME+SPU (Paliwal et al., 2012); and
(e) RIMME+SPU.
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Figure 6.11: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with babble noise at 5 dB); and stimuli generated using the following treatment types:
(c) AME+SPU (Ephraim and Malah, 1984); (d) MME+SPU (Paliwal et al., 2012);
and (e) RIMME+SPU.
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Figure 6.12: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with AWGN); and stimuli generated using the following treatment types:
(c) AME+SPU (Ephraim and Malah, 1984); (d) MME+SPU (Paliwal et al., 2012); and
(e) RIMME+SPU.
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Figure 6.13: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with pink noise); and stimuli generated using the following treatment
types: (c) AME+SPU (Ephraim and Malah, 1984); (d) MME+SPU (Paliwal et al.,
2012); and (e) RIMME+SPU.
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Figure 6.14: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with babble noise); and stimuli generated using the following treatment
types: (c) AME+SPU (Ephraim and Malah, 1984); (d) MME+SPU (Paliwal et al.,
2012); and (e) RIMME+SPU.
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in subjective testing.

PESQ scores for each noise type again showed somewhat different results, with

AME+SPU generally scoring higher, followed by RIMME+SPU then MME+SPU. This

is inconsistent with subjective scores and suggests that the bottling effect present in

MME+SPU and RIMME+SPU was penalised heavily by PESQ, with a preference for

background noise over this type of distortion.

Overall, results suggest that for some noise types, MME+SPU stimuli may be

preferred over RIMME+SPU due to an additional minor distortion introduced by

RIMME+SPU. However, in general, there is little difference in how the resulting

stimuli sounds, and therefore we can conclude that the MMSE magnitude estimation

with SPU also works with similar effectiveness in both modulation and RI-modulation

frameworks.

6.4.3 MMSE modulation log-magnitude estimation experiments

In this third set of experiments, we compare the quality of stimuli enhanced using

LogAME, LogMME, and LogRIMME. Subjective preference scores for AWGN and

babble noise, shown in Figures 6.15 and 6.17, show similar results to those seen for

MMSE magnitude estimation with SPU in Section 6.4.2. Results show LogMME

and LogRIMME to have similar scores with LogMME being only a little (and not

significantly) higher. LogMME and LogRIMME stimuli sound very much the same,

corresponding to the similar scores recorded for AWGN and babble.

For pink noise, subjective preferences shown in Figure 6.16, like the results for pink

noise in the previous section, have a higher preference for LogMME than LogRIMME. In

the LogRIMME stimuli, there is a chirping type of artefact which can be heard. While

this sound is soft and in the background, it distinguishes it from LogMME with many

listeners. Apart from this artefact, LogMME and LogRIMME stimuli sound much the

same, and have a much improved removal of noise compared to LogAME.

Mean segmental SNRs for each noise type are shown in Figures 6.18–6.20 (right).

Here, LogMME and LogRIMME show almost the same mean SNRs. A small difference

is again noted for pink noise, but here, LogRIMME is shown to be a little higher at lower

SNRs. Overall, SNRs indicate similar quality for LogMME and LogRIMME stimuli,

with both begin a considerable improvement on LogAME.



Section 6.4—RI-modulation framework evaluation 215

0

20

40

60

80

100

Treatment type
Clean Noisy LogAME LogMME LogRIMME

M
ea

n
su

b
je

ct
iv

e
pr

ef
er

en
ce

sc
or

e
(%

)

Figure 6.15: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded at
5 dB AWGN); and stimuli generated using the following treatment types: (c) LogAME
(Ephraim and Malah, 1985); (d) LogMME (Paliwal et al., 2012); and (e) LogRIMME.
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Figure 6.16: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with pink noise at 5 dB); and stimuli generated using the following treatment types:
(c) LogAME (Ephraim and Malah, 1985); (d) LogMME (Paliwal et al., 2012); and (e)
LogRIMME.
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Figure 6.17: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with babble noise at 5 dB); and stimuli generated using the following treatment types:
(c) LogAME (Ephraim and Malah, 1985); (d) LogMME (Paliwal et al., 2012); and (e)
LogRIMME.
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Figure 6.18: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with AWGN); and stimuli generated using the following treatment types:
(c) LogAME (Ephraim and Malah, 1985); (d) LogMME (Paliwal et al., 2012); and (e)
LogRIMME.
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Figure 6.19: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with pink noise); and stimuli generated using the following treatment
types: (c) LogAME (Ephraim and Malah, 1985); (d) LogMME (Paliwal et al., 2012);
and (e) LogRIMME.
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Figure 6.20: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with babble noise); and stimuli generated using the following treatment
types: (c) LogAME (Ephraim and Malah, 1985); (d) LogMME (Paliwal et al., 2012);
and (e) LogRIMME.
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PESQ scores for AWGN and babble noise types (Figures 6.18 (left) and 6.20 (left))

show little difference between scores for LogAME, LogMME and LogRIMME. Scores

for pink noise (Figure 6.19 (left)) show LogAME and LogRIMME to be similar, with

LogMME scoring a little lower. As found in previous experiments involving MMSE

modulation magnitude estimation-based method, these objective results are inconsistent

with subjective scores recorded.

To conclude, we have again found that both LogMME and LogRIMME resulted

in improved quality compared to LogAME, but that LogRIMME performs similarly

or a little worse than LogMME in enhancing stimuli corrupted with additive noise.

Stimuli generated using LogMME and LogRIMME sounded mostly the same, with

minor artefact audible in some LogRIMME stimuli, resulting in lower preference scores

for that type. These results are similar to those found for RIMME and RIMME+SPU

in Sections 6.4.1 and 6.4.2, as well as for RISSub in Section 6.4.4, indicating that the

theoretical benefits of the RI-modulation framework has not resulted in any significant

overall improvement in enhanced speech quality.

6.4.4 Spectral subtraction in the RI-modulation framework

For completeness, we also include an evaluation of the RI-modulation framework

for speech enhancement using the spectral subtraction approach for modification of

magnitude spectra. This method (RISSub) is similar to that proposed by Zhang and

Zhao (2011). For this purpose, we compare the quality of stimuli enhanced using

spectral subtraction in the RI-modulation framework (RISSub), with that of stimuli

enhanced using spectral subtraction in the modulation (Paliwal et al., 2010) (ModSSub)

and traditional acoustic (Boll, 1979) (SpecSub) AMS frameworks, using subjective and

objective experiments, and spectrogram analysis.

RI-modulation spectral subtraction

RISSub type stimuli are generated using a spectral subtraction algorithm similar to that

of (Berouti et al., 1979) in the RI-modulation framework described in Section 6.2.1.

For RISSub, the modulation magnitude spectra of the clean signal for each acoustic
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frequency component of the real acoustic spectra is estimated as
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In Equation (6.29), ρ denotes the subtraction factor that governs the amount of over-

subtraction (Berouti et al., 1979); β is the spectral floor parameter used to set spectral

magnitude values falling below the spectral floor
(

β
∣

∣D̂
R
(ℓ, k,m)

∣

∣

γ
)

1

γ
to that spectral

floor; and γ determines the subtraction domain (e.g. for γ = 1, subtraction is performed

in the magnitude spectral domain, while for γ = 2, subtraction is performed in the

magnitude-squared spectral domain). The modulation magnitude spectra of the clean

signal for each acoustic frequency component of the imaginary acoustic spectra is

estimated in a similar manner to that described for the real acoustic spectra.

The estimate of the modulation magnitude spectrum of the noise for the real (or

imaginary) acoustic spectrum, denoted by D̂
R
(ℓ, k,m), is initially calculated as the

average spectrum during the initial silence frames, then updated during speech absence

using the following averaging rule (Virag, 1999)
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where λ is a forgetting factor chosen according to the stationarity of the noise. Speech

presence or absence is determined by the decision from a simple segmental SNR based

voice activity detector (VAD) applied in the modulation domain.

Generation of stimuli

Experiments presented in this section compare clean, noisy, and noisy stimuli enhanced

using SpecSub, ModSSub and RISSub methods. SpecSub stimuli were generated using

the reference implementation of (Loizou, 2007). ModSSub stimuli were enhanced using

the modulation AMS framework and spectral subtraction algorithm as described in

Chapter 3 and in (Paliwal et al., 2010). For reference, values of key ModSSub parameters

are given in Table 6.2. The RI-modulation spectral subtraction (RISSub) stimuli (Zhang

and Zhao, 2011) were enhanced using the RI-modulation AMS framework as described
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in Section 6.2.1 and the spectral subtraction approach described above. It is noted that

the above described RISSub method differs slightly from that proposed in (Zhang and

Zhao, 2011) for consistency with other methods evaluated. Parameter values used for

RISSub (see Table 6.2), are those found to work best, and are consistent with those

reported in (Zhang and Zhao, 2011). Similar to ModSSub, RISSub is also sensitive to

the value of MFD, but here a shorter duration of 120 ms provided a good compromise

between distortion types.

For consistency between methods, each used noise estimates computed by averaging

the relevant magnitude spectra in the leading silence. In each case, the noise estimate

was updated during non-speech frames (as described for RISSub above), where speech

presence or absence was determined using a voice activity detector (VAD) based on

segmental SNR. Additionally, each calculated the subtraction factor using a method

based on (Berouti et al., 1979) (see Section 2.7.1).

Table 6.2: Parameters used for generation of ModSSub and RISSub stimuli: acoustic
frame duration (AFD); acoustic frame shift (AFS); modulation frame duration (MFD);
modulation frame shift (MFS); γ determines the spectral domain used for subtraction
(e.g., 1 for magnitude, 2 for power); and β controls the spectral floor.

Method AFD AFS MFD MFS γ β
(ms) (ms) (ms) (ms)

ModSSub 32 8 220 27.5 2 0.002
RISSub 25 2.5 120 15 1 0.005

Results and discussion

Subjective and objective experiments were conducted to compare the quality of

enhanced stimuli, under the conditions described in Section 6.3.3 and 6.3.4. Mean

preference scores for each treatment type for AWGN, pink and babble noise types are

shown in Figures 6.21, 6.22, and 6.23, respectively. Subjective preference scores for

AWGN show ModSSub to be preferred over RISSub, and both ModSSub and RISSub

were preferred over SpecSub. Results for pink and babble noise indicate that, while still

scoring ModSSub higher, there is little separation in the preference for ModSSub and

RISSub stimuli. In each plot, SpecSub is scored much lower than both ModSSub and

RISSub.

Mean PESQ scores for each noise type are also given in Figures 6.24–6.26 (left).
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Figure 6.21: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded at
5 dB AWGN); and stimuli generated using the following treatment types: (c) SpecSub
(Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub (Zhang and Zhao,
2011).
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Figure 6.22: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with pink noise at 5 dB); and stimuli generated using the following treatment types: (c)
SpecSub (Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub (Zhang and
Zhao, 2011).

M
ea

n
su

b
je

ct
iv

e
pr

ef
er

en
ce

sc
or

e
(%

)

Treatment type
Clean Noisy SpecSub ModSSub RISSub

100

80

60

40

20

0

Figure 6.23: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with babble noise at 5 dB); and stimuli generated using the following treatment types:
(c) SpecSub (Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub (Zhang
and Zhao, 2011).
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Figure 6.24: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with AWGN); and stimuli generated using the following treatment types:
(c) SpecSub (Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub (Zhang
and Zhao, 2011).
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Figure 6.25: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with pink noise); and stimuli generated using the following treatment
types: (c) SpecSub (Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub
(Zhang and Zhao, 2011).
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Figure 6.26: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with babble noise); and stimuli generated using the following treatment
types: (c) SpecSub (Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub
(Zhang and Zhao, 2011).
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Figure 6.27: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) SpecSub (Boll,
1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub (Zhang and Zhao, 2011).
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Figure 6.28: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by babble noise at 5 dB SNR; and noisy speech enhanced using: (c) SpecSub
(Boll, 1979); (d) ModSSub (Paliwal et al., 2010); and (e) RISSub (Zhang and Zhao,
2011).
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While ModSSub scored higher than RISSub, there is only a small difference between

their scores, even for AWGN. While this shows some consistency to subjective scores

for pink and babble, it does not for AWGN where subjective scores indicated a clear

difference in quality. Mean segmental SNRs are shown in Figures 6.24–6.26 (right).

Here, segmental SNRs for AWGN and pink noise types at low input SNRs indicate a

small preference for RISSub over ModSSub at lower SNRs, with both scoring higher

than SpecSub. At higher input SNRs and for babble noise, SpecSub, ModSSub and

RISSub all show similar scores. These results are are very different from those recorded

subjectively, and demonstrates that the musical type of distortion (clearly present in

SpecSub) is not well accounted for by the segmental SNR measure.

The much lower preference for SpecSub is attributed to the musical noise artefact

present in stimuli. This can be seen as visible spots in the spectrograms for an example

utterance shown in Figure 6.27 for AWGN and Figure 6.28 for babble noise. In ModSSub

and RISSub spectrograms, on the other hand, these spots are significantly reduced,

corresponding to the higher subjective preference for these types.

However, both ModSSub and RISSub have other distortions introduced. For

ModSSub, there is a spectral smearing distortion that is heard as a type of reverberance.

While speech is still intelligible, it is not as crisp as for RISSub, which used a shorter

MFD of 120 ms compared with 220 ms used by ModSSub. For RISSub, the choice of

MFD of 120 ms was again a trade-off similar to that encountered for ModSSub, with

shorter durations increasing musical noise and longer durations increasing reverberance.

However, in addition to this, was a ringing type of artefact which was disliked by

listeners. Thus, while more background noise was removed by RISSub, as shown in the

spectrograms, the additional distortions introduced to RISSub made it less preferred by

listeners. This was particularly the case for pink and AWGN stimuli. For babble noise,

the ringing distortion was less pronounced due to the nature of the background noise,

explaining the similar preference recorded for both ModSSub and RISSub in Figure 6.23.

From these results, we observe that while RISSub was a little more effective at

removing noise than ModSSub, the distortion it introduced was disliked such that

ModSSub was still generally preferred. Results also show that for less stationary noises

such as babble, the difference in quality between RISSub and ModSSub stimuli was

insignificant.
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6.5 RI-modulation magnitude estimator evaluation

In both the acoustic and modulation domains, MMSE magnitude estimation has been

shown to address the musical noise problem of the spectral subtraction approach

(in those frameworks), resulting in stimuli with improved speech quality without the

presence of musical type distortion. Results presented in the previous section suggest

that a similar improvement upon RI-modulation spectral subtraction (RISSub) should

be expected from use of MMSE magnitude estimation in the RI-modulation framework.

Therefore in this section, we aim to verify which of the enhancement methods considered

works best in the RI-modulation framework. Experiments presented compare enhanced

speech quality of spectral subtraction (Zhang and Zhao, 2011) (RISSub), and each of

the MMSE magnitude estimation formulations in the RI-modulation framework.

6.5.1 Stimuli generation

Stimuli used in experiments include RIMME, RIMME+SPU and LogRIMME, which are

generated as described in Section 6.3, and RISSub which are generated using a spectral

subtraction algorithm similar to that of (Berouti et al., 1979) in the RI-modulation

framework as described in Section 6.4.4.

6.5.2 Results and discussion

Objective and subjective experiments were conducted under the conditions described in

Section 6.3.4 and 6.3.3. Here, subjective tests for AWGN used only sentences sp10 and

sp27 (by a male and female speaker) due to the increased size of the test, and tests for

pink and babble noise types were conducted in separate sessions. For each experiment

(and noise type), listeners made a subjective preference for 60 stimuli pairs. Mean

subjective preference scores for AWGN, pink and babble are shown in Figures 6.29, 6.30,

and 6.31, respectively. Results show that use of MMSE magnitude estimation in the RI-

modulation framework provided some improvement compared to spectral subtraction.

Results also show that a further, but small, improvement was achieved using MMSE

RI-modulation magnitude estimation with SPU. As found for MME in (Paliwal et al.,

2012), use of log-magnitude for estimation in the RI-modulation framework provided

only a small improvement over RIMME, and generally did worse than RIMME+SPU.

Comparative scores were consistent across the noise types.
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Figure 6.29: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded at
5 dB AWGN); and stimuli generated using the following treatment types: (c) RISSub
(Zhang and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f) LogRIMME.
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Figure 6.30: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with pink noise at 5 dB); and stimuli generated using the following treatment types: (c)
RISSub (Zhang and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f) LogRIMME.
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Figure 6.31: Mean subjective preference scores (%) for (a) clean; (b) noisy (degraded
with babble noise at 5 dB); and stimuli generated using the following treatment types: (c)
RISSub (Zhang and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f) LogRIMME.
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Figure 6.32: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean;
(b) noisy (degraded with AWGN); and stimuli generated using the following treatment
types: (c) RISSub (Zhang and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f)
LogRIMME.
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Figure 6.33: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with pink noise); and stimuli generated using the following treatment
types: (c) RISSub (Zhang and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f)
LogRIMME.
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Figure 6.34: Mean PESQ scores (left) and segmental SNRs (right) for: (a) clean; (b)
noisy (degraded with babble noise); and stimuli generated using the following treatment
types: (c) RISSub (Zhang and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f)
LogRIMME.
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Figure 6.35: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by AWGN at 5 dB SNR; and noisy speech enhanced using: (c) RISSub (Zhang
and Zhao, 2011); (d) RIMME; (e) RIMME+SPU; and (f) LogRIMME.
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Objective results in terms of mean PESQ scores and segmental SNRs have been

included in Figures 6.32–6.34 (left) and (right), respectively. These plots show

little difference in scores between the different RI-modulation framework methods

investigated. These results are inconsistent and contrary to the subjective results

recorded, and again indicate the inability of these objective measures to distinguish

between the types of distortions present in processed stimuli.

Spectrograms of an example utterance and AWGN have also been included. Here we

see that RISSub removes more background noise but also introduces a lot of distortions

seen as the dark horizontal smears. These are not present in the RIMME-based stimuli.

Of these, the RIMME+SPU appears to have less background noise present, supporting

the higher subjective scores recorded for RIMME+SPU compared to RIMME and

LogRIMME.

6.6 Evaluation of intelligibility

In the above sections, we have investigated the quality of stimuli enhanced using various

modulation domain based methods. Until now, intelligibility has only been evaluated

objectively. In this section, we include a subjective evaluation of the intelligibility of

all of the modulation domain based methods investigated. For this purpose, we make

use of the constonant corpus described in Section 4.3.1. This corpus includes six stop

consonants [b,d,g,k,p,t], each placed in a vowel-consonant-vowel (VCV) context. The

carrier sentence for this corpus is “hear aCa now”.

For this experiment, each of the 24 sentences of the corpus, corrupted with 5 dB
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Figure 6.36: Mean consonant recognition scores (%) for various speech enhancement
methods.
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AWGN, were enhanced using each of the methods considered in this work. Including

clean and noisy stimuli, this resulted in each listener hearing 216 sentences. Five

listeners participated in the experiment, and mean recognition scores are shown in

Figure 6.36.

Since only 5 dB of AWGN was added to stimuli, noisy consonants were very

intelligible, resulting in very high recognition rates. All enhanced stimuli show

some reduction in this intelligibility rate. This is a well known problem in speech

enhancement. Of particular interest in these results is the very low recognition rates

of MME. While listening tests comparing sentences processed by MME and RIMME

showed minimal difference in quality, with MME often preferred, this experiment

indicates that there is in fact an important difference between the two. The inclusion of

acoustic phase processing in the RIMME method has resulted in speech where some of

the finer harmonics have been enhanced, improving the crispness and intelligibility of

RIMME speech. This is an important finding, and has motivation further investigation

of this direction in the future.

6.7 Conclusion

The RI-modulation AMS framework is an alternate procedure for processing speech

in the short-time modulation domain, processing the real and imaginary modulation

signals in secondary AMS frameworks. Consequently, it offers the advantages that

noise and speech are additive in the modulation signal, and that noisy acoustic phase

is not used for reconstruction of processed speech. Motivated by these theoretical

advantages, this work investigated whether the quality of stimuli enhanced using the

modulation magnitude estimator proposed in Chapter 5 could be further improved

through use of this alternate modulation-based framework. Experiments were conducted

to compare the performance of MMSE-based formulations implemented in the RI-

modulation framework to those implemented in the modulation and acoustic AMS

frameworks. Additionally, the spectral subtraction approach was compared in each

of these domains. Subjective results showed there to be, in general, little difference

between stimuli generated in the RI-modulation and modulation AMS frameworks, with

both improving on their acoustic domain counterpart. An evaluation of each method in

the RI-modulation framework, did however, confirm that MMSE magnitude estimation

with speech presence uncertainty improves considerably on the originally proposed RI-
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modulation spectral subtraction method (Zhang and Zhao, 2011). This is consistent

with results found in Chapter 6 for the modulation AMS framework. Therefore we

conclude that while the alternate, RI-modulation AMS framework offers theoretical

advantages, these have not significantly impacted on the overall quality of processed

speech compared to those generated using the modulation AMS framework.
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Chapter 7

An improved speech transmission index for

intelligibility prediction

7.1 Introduction

Speech enhancement methods aim to improve the quality or intelligibility of a speech

signal. This is generally done by removing noise, ideally without introducing any

adverse distortions. In practice however, as discussed in Section 2.9, residual noise

is left in processed stimuli, and enhancement methods often introduce other (typically

non-linear) types of distortions.

As a result, there is a need for methods of evaluating and comparing the performance

of enhancement algorithms. For applications where humans are the end user of the

enhanced speech signals, subjective tests where listeners rate the quality of stimuli or

identify words, are often the most reliable method for quantifying the perceived quality

or intelligibility of speech processed by enhancement algorithms (Falk and Chan, 2008).

However, these experiments are time consuming and expensive. Consequently, objective

measures, which offer a fast and inexpensive mechanism for testing during at least some

stages of the development process, are of particular interest.

There are many methods aimed at evaluating the intelligibility of noisy speech in

the literature. A review of some of these is included in Section 2.9.4. The speech

transmission index (STI) (Steeneken and Houtgast, 1980) (see Section 2.9.4) is one such

objective measure, which is widely used for room acoustic assessment. It calculates

the reduction in the modulation-depth as a function of modulation frequency via a

233
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modulation transfer function (MTF). The change in modulation-depth with reference

to the original signal, is considered to reflect the intelligibility of speech (in a sound

transmission system) (Houtgast and Steeneken, 1985). As a result, the STI measure

has good correlation to subjective intelligibility scores for stimuli distorted by linear

filtering, reverberation, and additive noise.

However, the STI measure suffers from the problem of being poorly correlated to

the subjectively measured intelligibility of stimuli subjected to nonlinear processing

(Goldsworthy and Greenberg, 2004). In speech enhancement, algorithms generally

operate in the frequency domain, applying a suppression function to the noisy magnitude

spectra in order to enhance speech. Additionally, short-time processing is typically used,

with effects of processing varying from frame to frame. This nonlinear processing of

speech signals makes the STI measure unsuited to the evaluation of stimuli subjected

to speech enhancement.

The poor correlation of STI for evaluating the intelligibility of enhanced speech

may in part be attributed to its assumption that the intensity envelope (referred to

here as the modulation signal) is stationary, with STI performing Fourier analysis

over the whole utterance. Not only is this assumption invalid, but as shown by

experiments presented in Chapter 4, shorter modulation window durations of around

32 or 64 ms are more beneficial when using the modulation magnitude spectra for

improving speech intelligibility, and 256–512 ms durations are more beneficial when

processing the modulation spectra (i.e., modulation magnitude and phase) (Paliwal

et al., 2011a). Therefore, in this work, we revisit the STI approach and propose a

variation whereby we only assume quasi-stationarity of the modulation signal. We

apply short-time processing to the modulation signals of degraded and clean speech

and calculate the reduction in modulation depth (compared to the clean), then use this

to calculate an intelligibility score. Results presented show that using the proposed

variation, we achieve an improved correlation to subjective intelligibility scores for

stimuli subjected to nonlinear processing.

The rest of this chapter is organised as follows. In Section 7.2, we describe

the proposed QSTI method of predicting speech intelligibility. Section 7.3 describes

experimental procedures used to evaluate intelligibility measure performance. In

Section 7.4 we begin with an evaluation of the parameters affecting the QSTI measure,

then discuss results of intelligibility experiments comparing the correlation of the
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proposed and other well known objective measures with subjective intelligibility scores.

Final conclusions are drawn in Section 7.5.

Publications resulting from this research: Schwerin and Paliwal (2012a).

7.2 Method

As discussed in Section 2.9.4, STI is an objective measure demonstrated to have good

correlation to subjective scores for stimuli distorted by reverberation, linear filtering,

as well as additive noise. A number of variations on the STI method have been

proposed in an effort to improve the correlation for stimuli subjected to other types

of distortions, however they all generally still suffer from the problem of being poorly

correlated to the subjectively measured intelligibility of stimuli subjected to nonlinear

processing (Goldsworthy and Greenberg, 2004). As mentioned earlier, this may in

part be attributed to its assumption that the characteristics of the intensity envelope

are stationary over the entire utterance. While the properties of noise and speech

modulation spectrum are typically slow varying, they are not stationary. Therefore, in

this work we propose a variation on the traditional speech-based STI approach in which

the modulation signal in each band is processed using short-time Fourier analysis. The

resulting method is now described.

7.2.1 QSTI intelligibility measure

The proposed quasi-stationary speech transmission index (denoted QSTI), is computed

using a procedure shown in the form of a block diagram in Figure 7.1. It uses degraded

and clean speech to calculate a scalar score which we demonstrate to be monotonically

related to speech intelligibility obtained subjectively from human listeners.1 Both clean

and degraded signals are assumed to be time-aligned and are resampled to 8000 Hz.

Similar to STI, the signals are initially filtered into 6 overlapping, octave spaced

acoustic bands with centre frequencies at 125, 250, 500, 1000, 2000, and 4000 Hz,

and bandwidths of 88.4, 176.8, 353.6, 707.1, 1414.2, and 2828.4 Hz, respectively. The

1Subjective speech intelligibility is used throughout this work to refer to the intelligibility of speech
stimuli as determined by experiments in which human listeners identify words in speech stimuli.
Subjective intelligibility scores and listener recognition scores are used synonymously to refer to the
results of these listening experiments.
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intensity envelope for each band is then found by squaring the band-pass filtered signal

and applying a low pass filter with cutoff frequency of 50 Hz. This envelope (or

modulation signal) is then normalised to unit mean to account for the power in each

signal.

The modulation signal for each band (denoted X(n, b) for the clean signal, and

Y (n, b) for the degraded signal) are framed and processed using short-time Fourier

analysis, to give the complex modulation spectra X(η, b, k) and Y(η, b, k) for each

modulation frame and acoustic band. Thus, for the clean signal, the modulation spectra

is given by

X(η, b, k) =

N−1
∑

ℓ=0

X(ℓ+ ηZ, b)w(ℓ)e−j2πℓk/N , (7.1)

where η is the modulation frame index, b is the acoustic band index, k is the modulation

frequency index, N is the frame duration in samples, Z is the frame shift, and w(ℓ) is

the analysis window function. A Hamming window was used for the analysis window.

A frame duration (MFD) of 512 ms is used to adequately represent both magnitude and

phase information in the signal, and a frame shift (MFS) of 1/8 of the MFD is used (see

Section 7.4.1 for an evaluation of the effect of these parameters on the performance of

QSTI).

The fractional change in modulation depth is then calculated for each modulation

frequency by firstly calculating the clean power spectrum

RXX(η, b, k) = X(η, b, k).X ∗(η, b, k), (7.2)

and the real part of the cross-power spectrum of the clean and noisy modulation signals

RXY (η, b, k) = Re
{

X(η, b, k).Y∗(η, b, k)
}

, (7.3)

where X ∗(η, b, k) and Y∗(η, b, k) are the complex conjugate of X(η, b, k) and Y(η, b, k)
respectively.

Third octave band analysis is next applied with band centre frequencies ranging from

0.63 Hz to 16 Hz. This corresponds to use of 15 one-third octave spaced, rectangular

shaped, overlapping bands. Spectra values are averaged across each of these bands.

Given the resolution of the spectrum, this acts to remove frequencies less than 1 Hz

and greater than around 18 Hz. The MTF for each acoustic and modulation band and
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modulation frame is then calculated as

MTF (η, b,m) =
RXX(η, b,m)

RXY (η, b,m)
, (7.4)

where m is the modulation band index.

The MTFs of each modulation band and frame are then used to calculate a

transmission index (TI) for each acoustic band as follows. Mean MTFs are first found

by averaging MTFs across modulation bands for each modulation frame and acoustic

band,

uMTF (η, b) =
1

M

M
∑

m=1

MTF (η, b,m), (7.5)

and then limiting them to values between 0 and less than 1 by a clipping operation.

The signal-to-noise ratio (SNR) is then calculated as

SNR(η, b) = 10 log
( uMTF (η, b)

1− uMTF (η, b)

)

, (7.6)

and clipped to values between -15 and +15 dB. Finally, SNRs are averaged across

modulation frames, and mapped to values between 0 and 1, to give a TI for each

acoustic band as follows,

TI(b) =
1
N

∑N
η=1 SNR(η, b) + 15

30
. (7.7)

The QSTI score is finally calculated as a linearly weighted sum of TIs as follows:

QSTI =

∑B
b=1 TI(b).W (b)
∑B

b=1 W (b)
, (7.8)

where W (b), b = 1, 2, ..., B, are the weights assigned to individual acoustic bands

and are given as W (b) = {1, 1, 1, 1, 0.75, 0.425}, and plotted against centre frequency

in Figure 7.2. These weights are determined empirically through experiments using

the testing corpus (see Section 7.3) as those resulting in predictions with the highest

correlation to subjective intelligibility scores.

Equation (7.8) gives the final QSTI intelligibility score with values between 0 and

1.
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Figure 7.2: Weights applied by QSTI measure to each acoustic band, plotted against band
centre frequency on the logarithmic scale.

7.3 Experimental procedure

In this section we describe the procedure used to evaluate the proposed QSTI method

as an intelligibility measure, then results of experiments are presented in Section 7.4.

Experiments conducted evaluate the effectiveness of this method at predicting speech

intelligibility of enhanced stimuli (using clean stimuli as a reference), by calculating

the correlation of predicted intelligibility with human listener recognition scores. The

correlation of the proposed method is then compared with that of other well known

methods in the literature.

Methods included in comparisons are listed with their abbreviations in Table 7.1.

The STI method is implemented using the MTF calculation method of Drullman et al.

(1994a) (STI-D) as described in (Goldsworthy and Greenberg, 2004) and Section 2.9.4.

The SII method (ANSI, 1997) is implemented with use of programs publicly available at

url: www.sii.to/html/programs.html. For correlation and coherence based measures,

we include ESC, NCMw, STOI, MSC, and CSII. The ESC method (Ma and Loizou,

2011) is based on calculating the correlation between enhanced and clean stimuli along

frequency then averaging across frames. This method is noted to better account for

non-linear distortions. The NCMw method (Ma et al., 2009) is based on the normalised

covariance metric of Holube and Kollmeier (1996), which calculates an intelligibility

score from the weighted sum of transmission index (TI) values determined from the

covariance between the clean and degraded envelope signals in each frequency band

(Goldsworthy and Greenberg, 2004). The variation of Ma et al. (2009) applies weights

to TI values which are signal and frequency dependent to achieve improved correlation

for stimuli subjected to nonlinear processing. The STOI approach (Taal et al., 2011) is

www.sii.to/html/programs.html
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Table 7.1: Objective measures evaluated and their abbreviations.

Abbrev. Objective measure

STI-D Speech transmission index

(Drullman et al., 1994a)

ESC Excitation spectra correlation method

(Ma and Loizou, 2011)

NCMw Normalised covariance measure with

modified weights (Ma et al., 2009)

STOI Short-time objective intelligibility method

(Taal et al., 2011)

SII Speech intelligibility index

(ANSI, 1997)

CSII Coherence speech intelligibility index

(Kates and Arehart, 2005)

MSC Magnitude-squared coherence method

(Carter et al., 1973)

LLR Log-likelihood ratio

(Quackenbush et al., 1988)

fwSegSNR Frequency weighted segmental SNR

(Tribolet et al., 1978)

PESQ Perceptual evaluation of speech quality

(ITU-T P.862, 2001)

QSTI Proposed

based on calculating the correlation along short-time segments, using clipping instead

of limited SNR ranges to limit the maximum allowed distortions. Its use of short-time

segments enables it to better account for non-stationary distortions. The MSC (Carter

et al., 1973) and CSII (Kates and Arehart, 2005) methods are both coherence based

techniques. The MSC method is based on the magnitude-squared coherence between

signals, and represents the fraction of power that is linearly related between clean and

degraded signals along frequency. In using the cross-spectral density of overlapped short-

time frames, MSC also accounts for in-phase and out-of-phase spectra. CSII makes use

of the complement of the degraded speech spectra to calculate the output power that
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is unrelated, that is, the non-linear distortion and noise.

Techniques based on spectral distance measurement have also been included in

comparisons. Of this type are the frequency weighted segmental SNR method (Tribolet

et al., 1978), the log-likelihood ratio (Quackenbush et al., 1988), as well as the

PESQ quality measure (ITU-T P.862, 2001). While these methods were intended for

objectively evaluating speech quality, they also work well as an intelligibility metric.

Further details of these methods can be found in the review of objective intelligibility

measures in Section 2.9.4 and quality measures in Section 2.9.2.

In order to evaluate the above described methods, the corpus and the listener

recognition scores from the sentence intelligibility evaluation study reported in (Hu

and Loizou, 2007a) have been used in this work. In the cited study, the recordings

available in (Loizou, 2007), consisting of all the sentences from the IEEE sentence

database (Rothauser, 1969)2 recited by a male speaker, were downsampled to 8 kHz

and additively corrupted with 4 real-world recorded noises from the AURORA database

(babble, car, street, and train) (Pearce and Hirsch, 2000) at SNRs of 0 and 5 dB.3

Then, 8 noise-suppression algorithms were applied to produce a total of 72 treatments,

including unprocessed noisy stimuli. Using these sentences as the corpus, the study

in (Hu and Loizou, 2007a) conducted subjective intelligibility measuring experiments

involving 40 native American English speaking participants. Each listener assessed a

total of 18 different treatments, each one consisting of 20 sentences, ensuring no subject

listened to the same sentence twice. Finally, mean subjective intelligibility scores were

found for each treatment type from the percentage of words correctly identified (where

all words were considered in the scoring). A review of the testing procedure used for

these subjective experiments is described in Section 2.9.3.

In this work, two experimentation sections are included. In the first, parameter

values are evaluated, and in the second, the QSTI measure is compared to other

objective intelligibility measures. In the first case, 16 of the 72 treatment types of

the above corpus are used. Those selected represent a spread of the SNRs, noise types

and enhancement method types applied.4 This subset of the corpus is referred to as

2IEEE database contains phonetically balanced sentences with low word-context predictability.
3The overall SNR is calculated from the power of speech and noise signals, with regions of silence

as well as speech included in calculations.
4The tuning set includes 2 treatment types for each SNR and noise type combination, and different

enhancement method types such that each enhancement type is included only twice. This results in a
total of 16 different treatments types for the tuning corpus.
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the tuning set, and are used for experiments presented in Section 7.4.1. The remaining

56 treatment types of the corpus are used for comparative experiments presented in

Section 7.4.2, and are referred to as the testing set. In this way, separate stimuli are used

for tuning of parameters and testing experiments. Additionally, results in Section 7.4.2

are also provided using the entire sentence corpus, providing a clear indication of the

performance of each method.

For experiments presented in Section 7.4, each objective intelligibility measure tested

is applied to each of the sentences of the tuning set (for experiments of Section 7.4.1)

or testing set (for testing experiments of Section 7.4.2) from the above corpus, or

the complete corpus (for other comparative experiments in Section 7.4.2). A mean

(unmapped) score for each treatment type is then obtained by averaging objective scores

for each sentence.

To enable secondary evaluation of the above described methods, the corpus and

listener recognition scores from the intelligibility evaluation study employed in (Taal

et al., 2010) to evaluate STOI, has also been utilised. This is a much smaller corpus

consisting of 10 utterances (each consisting of 5 Danish words) corrupted with speech-

shaped noise added at SNRs of -8.9, -7.7, -6.5, -5.2 and -3.1 dB, and processed using

two different noise suppression algorithms (namely AME (Ephraim and Malah, 1984),

and the estimation approach of Erkelens et al. (2007)). This gives a total of 15

different treatment types (including noisy). Fifeteen native Danish-speaking listeners

participated in the recognition experiment, listening to each of the sentences of the

corpus, to give mean recognition scores for each treatment type.

In order ensure the monotonic relationship between objective scores and subjective

recognition scores, a mapping function is also applied. For this purpose, and as done by

many works in the literature (e.g., Ma and Loizou, 2011; Taal et al., 2011; Kates and

Arehart, 2005; Boldt and Ellis, 2009; C. Christiansen, 2010), we use a logistic function

such as

l(x) =
1

1 + ea+bx
, (7.9)

where x is the objective score, and parameters a and b are known as regression

coefficients. Values for these coefficients are computed through a logistic regression

(Balakrishnan, 1992), as those which best fit the objective scores to the subjective

intelligibility scores. The logistic function always takes on values between zero and
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one, and can be interpreted as a way of describing the relationship between one or

more independent variables and a probability, in our case the probability of correctly

identifying words (i.e., subjective intelligibility score).

The leave-one-out cross-validation procedure is applied to parameter fitting and

logistic function mapping in order to ensure use of mutually exclusive training and

testing sets, and thereby prevent overfitting. In this procedure, regression parameters

are determined using the entire data set excepting one treatment. Intelligibility

predictions for the excluded treatment are then evaluated via the above logistic function

with these determined parameters, providing a mapped score. The procedure is repeated

for every treatment in the tuning / testing set from the corpus.

To assess the performance of each technique as a predictor of corrupted speech

intelligibility, Pearson’s correlation coefficient, r, between subjective and objective

scores is calculated as

r =

∑

i

(

(xi − x).(yi − y)
)

√

∑

i

(

xi − x
)2∑

i

(

yi − y
)2

, (7.10)

where xi and yi are the predicted and subjective intelligibility scores for treatment

i, and x and y are the mean predicted and subjective intelligibility scores across all

treatments. Correlation is calculated both for the unmapped intelligibility scores, as

well as the scores mapped using the above described logistic function. High correlations

indicate a highly linear relationship between predicted scores and subjective recognition

scores, while low correlations indicate that predicted scores are wide spread and non-

linearly related or characterised by many isolated points (outliers).

The standard deviation of the prediction error σe is also calculated as

σe = σd
√

1− r2, (7.11)

where σd is the standard deviation of the speech intelligibility scores for a given

treatment type. Absolute values of r nearer to one and smaller values of σe indicate

a better speech intelligibility prediction. Additionally, maximum absolute prediction

error (MAE) and mean square error (MSE) are calculated to give a further comparison

of measure performance. Here the MAE is the maximum error in the predicted
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intelligibility for treatments in the corpus,

MAE = Max
i

(

xi − yi
)

, (7.12)

and MSE is calculated as

MSE =
1

N

N
∑

i=1

(

xi − yi
)2
. (7.13)

7.4 Results

7.4.1 Evaluation of QSTI and its parameters

QSTI has a number of parameters which effect the performance of the method, including

the modulation frame duration (MFD) and modulation frame shift (MFS). Additionally,

the removal of silence regions from speech stimuli can affect the performance of an

intelligibility measure. In this section, we evaluate the choices of each parameter selected

for the QSTI measure using the procedure for experimentation described in Section 7.3.

The MFD used by QSTI has been chosen as 512 ms. This was rationalised from

previous work on short-time modulation domain processing (see Chapter 4) which

showed that for increased intelligibility, short MFD should be used when processing

the modulation magnitude spectrum, and longer MFD should be used when processing

Table 7.2: Correlation coefficients (r) and standard deviation of the prediction errors
(σe) between the predictions from QSTI and the recognition scores from real listeners,
when QSTI is applied to the corpus tuning set using each of the MFDs shown.

MFD Unmapped Mapped Mapped
(ms) r r σe

32 0.495 0.273 0.186

64 0.508 0.286 0.186

128 0.646 0.488 0.167

256 0.817 0.751 0.124

512 0.929 0.905 0.080

768 0.889 0.873 0.093

1024 0.811 0.808 0.112
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the modulation phase spectrum (Paliwal et al., 2011a). Here, we utilise the complex

modulation spectrum (with both magnitude and phase components), and therefore we

have chosen an in-between duration of 512 ms. To affirm this conclusion we compare the

correlation coefficients of the QSTI method using MFD values ranging from 32 ms to

1024 ms. In each case, the MFS was kept to 16 ms (half the shortest MFD tested), and

the Fourier analysis length was set to give a FFT resolution of 0.9765 Hz (i.e., an FFT

length of 8192). The resulting correlations between objectively measured intelligibility

scores (both mapped and unmapped) for the tuning set from the sentence corpus and

the recognition scores from real listeners are shown in Table 7.2. As can be seen, there

is a much higher correlation to listener intelligibility scores using a MFD of 512 ms than

using either higher or lower durations. This is consistent with the results expected, and

additionally shows the importance of modulation phase information when evaluating

intelligibility.

In enhancement methods which process the short-time modulation spectrum, MFSs

ranging between just a few samples and up to half a frame are used, depending on the

modification method applied, the stationarity of the noise corrupting stimuli, and the

importance of calculation time. To evaluate the effect of MFS on the performance of

the QSTI measure, we calculated intelligibility scores for the tuning set of the sentence

corpus using the QSTI measure and MFS values ranging from 16 to 256 ms. In each case,

MFD was held at 512 ms and the FFT resolution at 0.9765 Hz. Resulting correlation

coefficients between unmapped and mapped objective intelligibility scores and listener

recognition scores are shown in Table 7.3. Results show there is only a small difference

Table 7.3: Correlation coefficients (r) and standard deviation of the prediction errors
(σe) between the predictions from QSTI and the recognition scores from real listeners,
when QSTI is applied to the corpus tuning set using each of the MFSs shown.

MFS Unmapped Mapped Mapped
(ms) r r σe

16 0.929 0.905 0.080

32 0.931 0.908 0.079

64 0.933 0.912 0.077

128 0.927 0.902 0.082

256 0.913 0.886 0.087
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in the performance of the QSTI measure with change in MFS. Best results were for one

eighth of a frame shift (64 ms), but given the small difference in performance, a larger

MFS could be used to reduce calculation time with only a small drop in performance.

In addition to these parameters, the varying amounts of silence in stimuli being

processed can often adversely affect or alter the performance of an objective measure.

Therefore some approaches, such as STOI, incorporate silence removal as part of their

algorithm. We now investigate the effect of silence removal on the performance of the

proposed QSTI measure. For this purpose, we determine and compare the correlation

of the QSTI measure with listener recognition scores for QSTI, both with and without

silence removal.

Silence removal is a pre-processing procedure which removes frames from the clean

and degraded signals that are identified as being silence, before continuing with the

QSTI calculation procedure as described in Section 7.2.1. Here, a silence removal

procedure similar to that used by Taal et al. (2011) is employed, and implemented

as follows. Stimuli are processed using 32 ms frames with 50 percent overlap and the

Hanning window function. Silence frames are identified by considering the energy of

each frame in the clean signal. Frames where the energy of the clean signal is lower

than the silence threshold are identified as silence, and removed from both the clean

and degraded stimuli. The silence threshold is set as the maximum clean frame energy

minus the silence threshold range (θR), where θR is a parameter of the silence removal

procedure. Silence removal is therefore more aggressive for smaller values of θR, and

less aggressive for larger values of θR.

Table 7.4 gives correlation coefficients and standard deviation of prediction errors

between QSTI predictions and listener recognition scores without silence removal and

with silence removal for the indicated silence threshold range θR. Results show that

QSTI has best performance for a silence threshold range of 40 dB. Use of more aggressive

silence removal (i.e., reduced θR), is shown to result in reduced correlation. This is due

to the removal of lower energy speech regions, which correspond to speech entries and

exits and lower energy consonants, which are important to the intelligibility of speech.

QSTI is shown to still perform well without any silence removal, due to its use of

sufficiently long modulation frame durations.

Based on the above findings, remaining experiments in this chapter report results
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Table 7.4: Correlation coefficients (r) and standard deviation of the prediction errors
(σe) between the predictions from QSTI and the recognition scores from real listeners,
when applied to the tuning set corpus using the indicated level of silence removal. Values
for θR shown are the silence threshold range, and indicate the SNR below maximum to
be used as the lower limit for identifying frames containing speech.

Amount of Unmapped Mapped Mapped
silence removal r r σe

No silence removal 0.917 0.890 0.085

θR = 40 dB 0.933 0.912 0.077

θR = 30 dB 0.912 0.883 0.088

θR = 20 dB 0.879 0.852 0.099

for QSTI implemented with a 512 ms MFD, 64 ms MFS, and silence removal with a

threshold of 40 dB below maximum.

7.4.2 Comparison with other objective methods

In this work we have proposed an STI-based objective measure of intelligibility which

uses short-time Fourier analysis of the modulation signal in different frequency bands to

characterise speech. In this section, we now compare the performance of this proposed

method with that of the other objective measures listed in Table 7.1.

Table 7.5 summarises the correlation coefficients (r) and the standard deviation

of the prediction errors (σe) between the objective scores of each method and the

recognition scores from real listeners across the testing set of the sentence corpus.

Results show that QSTI performed better, having the highest correlation (r = 0.94)

and lowest prediction error standard deviation (σe = 0.06). NCMw had the next

highest correlation of r = 0.88. CSII and STOI, both non-linearity measures, also

performed well, with correlations of r = 0.86 and r = 0.84, respectively. Additionally,

the correlation scores and prediction error standard deviations for each method across

the entire sentence corpus have been included in Table 7.6. These show similar results,

confirming that the testing set is a fair representation of the entire corpus.

Differences between mapped and unmapped correlations shown in each table give an

indication of the consistency of predictions, with larger decreases in mapped correlations

resulting where there are more isolated scores well separated from the corresponding
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Table 7.5: Correlation coefficients (r) and standard deviation of the prediction errors
(σe) between the predictions from each method and the recognition scores from real
listeners averaged across the testing set of the sentence corpus.

Unmapped Mapped Mapped
Measure r r σe

STI-D 0.497 0.450 0.154

fwSegSNR 0.820 0.811 0.101

ESC 0.827 0.814 0.100

NCMw 0.891 0.883 0.081

STOI 0.854 0.842 0.093

SII 0.655 0.616 0.136

CSII 0.871 0.859 0.088

MSC 0.822 0.814 0.100

LLR -0.640 0.607 0.137

PESQ 0.800 0.790 0.106

QSTI 0.938 0.939 0.059

listener recognition score (ASCOM, 2005). This is particularly the case for STI-D (as

can be seen by the spread of objective versus subjective scores in Figure 7.6), as well as

for SII and LLR.

The significant improvement in the performance of the QSTI method compared to

the STI method of, for example, Drullman et al. (1994a) (STI-D), is firstly attributed

to the use of short-time processing of the modulation signal. This is in contrast to

the assumption of stationarity made in traditional STI approaches, which process the

long-time modulation signal. The benefit of short-time processing is also demonstrated

by the improvement of CSII compared to MSC. Secondly, the use of 6 acoustic bands,

with weighting which deemphasises the higher frequency bands (consistent with the

long term average spectral energy of speech shown in Figure 2.10), further improves

correlation. Finally, like previous STI, the third octave band analysis, which removes

frequencies lower than 1 Hz and greater than around 18Hz, had a significant impact.

Based on the modulation spectral resolution of QSTI (approximately 1 Hz), the effect

was to add weight to frequencies of around 1–4 Hz (the frequencies where most of the

important speech information is contained) in the calculation of the average MTF of
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Table 7.6: Correlation coefficients (r) and standard deviation of the prediction errors
(σe) between the predictions from each method and the recognition scores from real
listeners averaged across the entire sentence corpus.

Unmapped Mapped Mapped
Measure r r σe

STI-D 0.415 0.364 0.162

fwSegSNR 0.789 0.780 0.109

ESC 0.823 0.813 0.102

NCMw 0.892 0.886 0.081

STOI 0.862 0.854 0.091

SII 0.638 0.597 0.140

CSII 0.878 0.870 0.086

MSC 0.820 0.812 0.102

LLR -0.560 0.527 0.148

PESQ 0.792 0.781 0.109

QSTI 0.933 0.935 0.062

Table 7.7: Maximum absolute error (MAE) and mean square prediction error (MSE)
of scores from each intelligibility measure compared with subjective recognition scores
(calculated across the entire sentence corpus).

Measure MAE MSE

STI-D 0.3395 0.0260

fwSegSNR 0.2468 0.0117

ESC 0.2685 0.0102

NCMw 0.2291 0.0065

STOI 0.2563 0.0081

SII 0.3594 0.0194

CSII 0.3276 0.0073

MSC 0.2404 0.0102

LLR 0.3263 0.0216

PESQ 0.2668 0.0117

QSTI 0.1489 0.0038
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each acoustic band and modulation frame.

Maximum absolute errors (MAE) and mean square prediction errors (MSE) for

each method are shown in Table 7.7. The MAE is the worst case prediction error,

and indicates how far from the subjective score outliers are. While this is not a robust

indicator of performance, it provides insight into the characteristics of different methods.

Here, QSTI shows a much smaller MAE of 0.15. NCMw had the next lowest with 0.23.

Interestingly, fwSegSNR and MSC have lower MAE than STOI or CSII. This suggests

that fwSegSNR and MSC have moderate prediction accuracy over a wide range of

distortion types, while methods such as CSII, which has a quite large MAE of 0.33,

performs well for most methods but there are types of distortions for which it performs

very poorly.

Mean square errors (MSE) shown in Table 7.7 also show QSTI to have improved

performance compared to other methods investigated. NCMw, CSII and STOI are

all shown to have MSE < 0.01. The low MSEs and high correlations of these

methods correspond to their narrow-peaked error distribution shown in Figure 7.3(b-e).

Figure 7.3(e) shows most QSTI errors to be very small, with improved error distribution

compared to NCMw, CSII, and STOI. The low correlation and high MSE of STI-D,

corresponds to the flat and spread error distribution shape shown in Figure 7.3(a).

Error distributions like that for QSTI, where most predictions have very small errors, is

clearly preferred to the more evenly spread distribution shown for STI-D, where there

is a similar chance of getting an error higher than 0.15 as there is of getting an error

less.

Intelligibility scores predicted by QSTI verses human listener recognition scores,

before and after mapping, are plotted in Figures 7.4 and 7.5, respectively. QSTI used

mean mapping function parameters of a = 13.33 and b = −16.82 where the mapping

function is given by Equation (7.9). Scores are shown to be densely populated about the

monotonic best fit line in Figure 7.4 and 1-1 line in Figure 7.5. This shows that there

are few outliers, with most treatments having a predicted score close to that determined

subjectively, corresponding to the low standard deviation of prediction error reported

in Table 7.5. For comparison, a similar plot of predicted intelligibility versus human

listener recognition scores (after mapping) have been included for STI-D in Figure 7.6,

NCMw (which recorded the second highest correlation) in Figure 7.7, and CSII and

STOI (which also scored highly) in Figures 7.8 and 7.9, respectively. Figure 7.5 shows
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(a) Error distribution for STI-D
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(b) Error distribution for NCMw
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(c) Error distribution for STOI
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(d) Error distribution for CSII
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(e) Error distribution for QSTI

Figure 7.3: Distribution of error between human recognition scores and scores predicted
by the objective intelligibility measures: (a) STI-D; (b) NCMw; (c) STOI; (d) CSII; and
(e) QSTI.

mapped predicted values using QSTI extend over a good range, with values ranging

from around 0.2 to nearly 0.9. This is preferred over smaller ranges, such as that shown

by STI-D in Figure 7.6 (only around 0.4 to 0.75), as it gives better separation and

distinction between scores for stimuli that have similar intelligibility. The density of

predictions verses actual scores about the 1-1 line is also shown to be greater for QSTI.

This indicates QSTI to have greater prediction accuracy, corresponding to the higher

correlation and lower standard deviation of prediction errors (σe) reported in Table 7.5,

and the low absolute errors shown in the error distribution of Figure 7.3(e). NCMw and

CSII is also quite dense about this line, consistent with their high correlation and low σe.
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Figure 7.4: Intelligibility scores predicted (without mapping) by QSTI intelligibility
measure versus listener recognition scores.
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Figure 7.5: Intelligibility scores predicted (after mapping) by QSTI intelligibility measure
versus listener recognition scores.
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Figure 7.6: Intelligibility scores predicted (after mapping) by STI-D intelligibility
measure versus listener recognition scores.
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Figure 7.7: Intelligibility scores predicted (after mapping) by NCMw intelligibility
measure versus listener recognition scores.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

CSII predicted intelligibility scores

H
u
m

an
in

te
lli

gi
b
ili

ty
sc

or
es

Figure 7.8: Intelligibility scores predicted (after mapping) by CSII intelligibility measure
versus listener recognition scores.
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Figure 7.9: Intelligibility scores predicted (after mapping) by STOI intelligibility measure
versus listener recognition scores.
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Figure 7.10: Correlation of objective intelligibility scores to subjective intelligibility where
noisy stimuli were corrupted with the indicated noise type.

STI-D, on the other hand, has very spread predictions versus actual scores, indicating

much poorer accuracy in predictions, consistent with the lower correlation and higher σe

recorded. This wide spreading of scores also resulted in STI-D having a lower correlation

after application of the mapping function, which mainly decreases correlations where

objective scores (versus subjective ones) are wide spread or characterised by isolated

points (ASCOM, 2005).

A noteable difference in performance between NCMw, CSII and QSTI can be seen in

the outliers (where predictors have considerably over or under estimated intelligibility)

in Figures 7.7, 7.8 and 7.5. These are shown to be much further away from actual values

for NCMw and CSII, resulting in larger maximum prediction errors than for QSTI. This

is confirmed by the MAE results shown in Table 7.7.

Figure 7.10 shows a comparison of correlation coefficients obtained for each technique

after restricting the test corpus by noise type (babble, car, street, and train). Where

additive noise is non-stationary, the nature of distortions retained by processed speech

can vary considerably, and is generally less linear, as the method progressively tries

to adapt to the changing properties of the corrupt speech. While the performance

of STI-D varied considerably between noise types, with noises such as babble and

car being much less correlated, QSTI performed well and more consistently across all

noises investigated. This is again attributed to the use of shorter modulation frame
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Table 7.8: Correlation coefficients (r) and standard deviation of the prediction errors
(σe) between the predictions from each method and the recognition scores from real
listeners averaged across the corpus of Taal et al. (2010).

Unmapped Mapped Mapped
Measure r r σe

STI-D 0.252 0.499 0.173

fwSegSNR 0.819 0.873 0.072

ESC 0.861 0.853 0.076

NCMw 0.929 0.911 0.060

STOI 0.928 0.971 0.033

SII 0.478 0.194 0.147

CSII 0.880 0.952 0.045

MSC 0.792 0.801 0.088

LLR -0.855 0.880 0.069

PESQ 0.803 0.790 0.090

QSTI 0.935 0.960 0.040

durations in its calculation of the MTF, making it better able to account for the changing

properties of the degraded stimuli. NCMw is also shown to perform well across noise

types. The coherence methods (CSII and MSC), which overall performed very well, also

had a greater difference in performance between noise types, especially for street noise.

FwSegSNR and ESC, on the other hand, while not performing quite as well overall,

were generally consistent across the different noise types.

While efforts have been made to separate training and testing samples, it may be

questioned whether QSTI’s performance is in part attributed to the sentence corpus

used for testing. Therefore results for intelligibility experiments on a second corpus

used to demonstrate the performance of STOI in Taal et al. (2010), has also been

included. While this is a much smaller corpus, it nevertheless gives an indication of the

performance of QSTI on different types of stimuli. Correlations between predictions

by each measure and mean listener recognition scores are shown in Table 7.8. STOI is

shown to have a slightly higher correlation of 0.97, with QSTI having then next highest

with a correlation of 0.96. CSII also performed very well. These results affirm that

QSTI provides a large improvement on the prediction accuracy of STI-D. Secondly, the
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good performance of QSTI on this second corpus supports the reliability of the good

performance indicated for the larger sentence corpus.

7.5 Conclusions

In this chapter we have proposed an STI-based intelligibility measure which calculates a

modulation transfer function (representing the reduction in modulation depth) from the

short-time modulation spectrum of clean and degraded speech signals. Using a sentence

corpus consisting of noisy stimuli processed by different enhancement methods, and

mean subjective recognition scores for each treatment type, experiments were conducted

to evaluate the performance of the proposed measure. Results presented showed QSTI

offers considerable improvement in correlation of predicted intelligibility with listener

recognition scores over the traditional STI method. This improvement is primarily

attributed to the use of short-time modulation domain processing. Experiments

comparing performance to other intelligibility measures (as well as quality measures) on

a sentence corpus showed QSTI to have higher correlation, lower standard deviation of

error, lower mean square error, and lower maximum error (worst case prediction) than

other methods investigated. The good performance of the method was also shown for

different noise types. Experiments on a second corpus showed similarly high correlation.

As found for other modulation applications, the modulation frame duration was shown

to be an important parameter, with a duration of 512 ms providing best performance.

This duration is consistent with the findings of Chapter 4 for processing of both the

modulation magnitude and phase spectra, supporting the importance of the modulation

phase spectrum for speech intelligibility.
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Conclusion
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Chapter 8

Thesis summary, conclusions and future

work

8.1 Research summary and conclusions

This section gives a summary of the main findings and conclusions presented in research

chapters of this dissertation.

8.1.1 Chapter 4: Short-time modulation domain processing using

spectral subtraction for speech enhancement

In this chapter we investigated the use of short-time processing in the modulation

domain for speech enhancement. A modulation analysis-modification-synthesis (AMS)

framework, which processes the trajectories of acoustic magnitudes in secondary AMS

procedures, was proposed. To enhance speech, this initial work used a spectral

subtraction algorithm to modifying the modulation magnitude spectrum.

Results of subjective experiments comparing modulation spectral subtraction

(ModSSub) to other well known methods, including acoustic spectral subtraction and

MMSE acoustic magnitude estimation, were presented. An improvement in speech

quality was indicated by a preference for ModSSub stimuli over other stimuli types

by listeners. Stimuli enhanced using ModSSub were found to not have the musical

noise artefact of acoustic spectral subtraction, while having improved noise suppression

compared to MMSE acoustic magnitude estimation. Objective experiments conducted

for a range of noise types and SNRs, also showed higher objective quality scores for

259
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the proposed approach. This improvement for less stationary noise types was in part

attributed to ModSSub’s independent processing of subbands – a clear advantage of the

ModSSub method.

Modulation frame duration (MFD) is also shown to be an important parameter of

ModSSub, providing a trade-off between musical noise and temporal slurring type of

distortion. Longer frame durations of 256 ms were found to be a good compromise

between these distortions types. However, this also meant that longer silence regions

were required in order to update noise estimates, reducing the ability of the method to

adapt to rapidly changing noise conditions.

8.1.2 Chapter 5: Contributions of the short-time modulation spectra

to intelligibility

In this chapter we aimed to further evaluate the modulation AMS framework used for

speech enhancement in Chapter 3. Initial experiments considered the contributions

of the modulation magnitude and phase spectra to speech intelligibility. The

investigation considered stimuli generated to retain information from only selected

spectral components: i.e., acoustic magnitude-only (AM), acoustic phase-only (AP),

modulation magnitude-only (MM), modulation phase-only (MP), as well as MM+AP

and MP+AP stimuli. Using a MFD of 256 ms, both MM and MP-only stimuli were

shown to contribute significantly to intelligibility, and both showed improvement by

also retaining AP information.

In Chapter 3, the modulation frame duration (MFD) was shown to be an important

parameter. Therefore the remaining experiments investigated the relationship between

speech intelligibility and MFD when processing firstly the MM-only, then the MP-only

stimuli. Results of both subjective and objective experiments showed that for MM,

small durations (32-64 ms) resulted in highest intelligibility, with intelligibility reducing

for increasing MFD. For MP, larger durations (greater than 256 ms) were required,

with intelligibility increasing for increasing MFD. Objective quality experiments showed

similar results. These results also indicate that when using short durations such as

32 ms, the modulation phase spectrum can be considered unimportant to intelligibility,

but if larger durations are used, its significance is increased. Further, they suggested

that use of shorter MFDs in modulation-based speech enhancement algorithms may

improve the intelligibility and quality of the resulting stimuli.
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8.1.3 Chapter 6: MMSE modulation magnitude estimation for speech

enhancement

In the work presented in Chapter 5, we investigated the use of MMSE magnitude

estimation (Ephraim and Malah, 1984) of the modulation magnitude spectrum in

the modulation AMS framework. Use of this approach offered the advantage that,

for decision-directed a priori SNR estimation with appropriately selected smoothing

parameter, enhanced stimuli do not contain musical noise. Consequently, the approach

could be implemented using a much shorter modulation frame duration, thereby

overcoming the spectral smearing problem encountered using spectral subtraction in

Chapter 3.

Subjective experiments were used to compare the performance of the proposed

modulation magnitude estimator (MME) method to MMSE acoustic magnitude

estimation (Ephraim and Malah, 1984) (AME) and ModSSub methods. MME stimuli

were found to have better suppression of noise than AME, without the spectral smearing

of ModSSub, and without any musical noise artefact, making it generally preferred by

listeners. Further investigation found that use of speech presence uncertainty (Ephraim

and Malah, 1984) resulted in some additional improvement in quality. Comparisons to

the different AME formulations, including AME with SPU and log-domain AME, also

showed that for different noise types, MME+SPU was preferred by listeners.

Results of additional experiments comparing the quality of MME+SPU stimuli to

that processed by other modulation domain methods was also presented. MME+SPU

was found to have improved noise suppression without the spectral smearing of

ModSSub or the musical noise of modulation domain Kalman filtering. Modulation

domain Wiener filter was investigated but found to work poorly compared to other

methods investigated.

8.1.4 Chapter 7: Real and imaginary processing of modulation signals

for speech enhancement

In this chapter we investigated an alternate AMS framework in the modulation domain,

where the real and imaginary modulation signals were processed in secondary AMS

procedures. This RI-modulation framework offered theoretical advantages in that the

clean and noise modulation signals were in fact additive (unlike in the modulation AMS

framework), and that the noisy acoustic phase spectrum was not used to reconstruct
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the enhanced speech. This framework is like that proposed by Zhang and Zhao (2011)

for use with spectral subtraction, but results shown in the previous chapter suggested

that further improvement could be achieved by use of MMSE magnitude estimation for

modulation magnitude modification.

Experiments were presented to evaluate the different RI-modulation based ap-

proaches. Here subjective results showed that the MMSE magnitude estimation method

performed considerably better than spectral subtraction (originally proposed by Zhang

and Zhao (2011)) in this framework, and that a small further improvement can be

achieved with use of speech presence uncertainty. These findings were consistent with

that reported for the modulation AMS framework.

Experiments also compared the performance of this framework to corresponding

methods in the modulation and acoustic AMS frameworks. Here, we investigated the

MMSE magnitude estimation method, as well as with speech presence uncertainty

and log-magnitude domain variations. Subjective results indicated that methods in

the RI-modulation domain generally performed similarly or a little worse than their

counterparts in the modulation domain.

From these results we conclude that while there are clear theoretical advantages

to this framework, that they have not translated to an improvement in speech quality

compared to methods in the modulation AMS framework, but that in this framework,

MMSE magnitude estimation with speech presence uncertainty offers improvement over

the spectral subtraction originally proposed by Zhang and Zhao (2011).

8.1.5 Chapter 8: An improved speech transmission index for intelli-

gibility prediction

In this chapter, we investigate measures for evaluating the intelligibility of speech that

has been processed by speech enhancement methods. We propose a variation on the

speech transmission index (STI) approach whereby, instead of assuming the entire

modulation signal to be stationary and perform stimuli long analysis, we only assume

quasi-stationarity of the modulation signal. Here, short-time processing is applied to

the complex modulation spectra of degraded and clean speech, which is then used to

calculate a modulation transfer function, and consequently an intelligibility score.

Experiments calculating the correlation of predicted intelligibility scores with
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human listener recognition scores for predictions by the different measures investigated,

showed QSTI to have considerably improved correlation with human recognition scores

compared with STI. For the sentence corpus, QSTI was also found to have higher

correlation to subjective scores, over a range of different enhancement methods and

noise types, than other methods tested.

The improved performance compared to STI, is primarily attributed to the use

of short-time processing of the modulation signal, and appropriate selection of the

modulation frame duration. Here, a MFD of 512 ms is found to work best. This

duration is consistent with findings in Chapter 4 for processing of both the modulation

magnitude and phase spectra, and additionally indicates the importance of modulation

phase for speech intelligibility.

8.2 Future work

In Chapter 4, an investigation of the effect of MFD on the intelligibility of speech

indicated that shorter MFDs should be used when processing the modulation magnitude

spectrum for improved intelligibility (and quality). Contrary to this, many of the

applications in the literature which process the modulation magnitude spectrum use

250 ms or more (e.g., Greenberg and Kingsbury, 1997; Thompson and Atlas, 2003;

Kim, 2005; Falk and Chan, 2008; Wu et al., 2009; Falk et al., 2010; Falk and Chan,

2010). Therefore it may be possible to improve some of these applications through use

of shorter MFDs.

However, it is also acknowledged that there may be other factors which may effect the

choice of MFD. This was observed in Chapter 3, where use of spectral subtraction noise

suppression resulted in the need to increase the MFD in order to avoid introducing

musical noise artefact. In methods such as this one, enhancement modifies only the

modulation magnitude spectrum and reconstructs speech with use of noisy acoustic

and modulation phase. The use of noise modulation phase in reconstruction was

justified using arguments similar to that used for acoustic phase: namely that acoustic

phase is considered to contain little useful information when using short acoustic frame

durations at high enough SNRs. Vary (1985) and others have investigated this in

the acoustic domain, finding that for instantaneous SNRs greater than around 8 dB,

noise in acoustic phase has little effect on intelligibility, but may add a roughness
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quality to stimuli (Loizou, 2007). However, no such investigation has been done in the

modulation domain. Further, results from Chapter 4 suggest that the modulation phase

spectrum does contain speech information, with modulation phase-only stimuli having

some intelligibility at durations of 256 ms. It would therefore be interesting to consider

the just noticeable difference (JND) due to noise in the modulation phase spectra,

and the nature of the effect, both as a function of SNR as well as MFD. Under the

assumption that the effect of modulation phase is more significant than acoustic phase,

applications using longer MFDs may gain benefit from also processing the modulation

phase spectrum. This would be interesting to consider further.

Another particularly interesting avenue to pursue is related to CMR (comodulation

masking release) discussed in Chapter 2, where different acoustic trajectories with

similar features are used by the human auditory system to assist in processing low SNR

trajectories (under the assumption that noise is generally non-uniformly distributed

across the spectrum). It would be interesting to investigate if information from other

trajectories can be similarly used to bias suppression gain factors for improved noise

suppression in these regions.



Appendices



266 Chapter 8—Thesis summary, conclusions and future work



Appendix A

Additional spectrograms for coloured noises

In this appendix, spectrograms comparing ModSSub enhanced stimuli to that enhanced

using SpecSub and AME, for noisy stimuli corrupted by a range of noise types are shown.

These spectrograms supplement those provided in Chapter 3.8.
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Figure A.1: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by car noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Figure A.2: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by exhibition noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Figure A.3: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by restaurant noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Figure A.4: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by street noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Figure A.5: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by subway noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Figure A.6: Spectrograms of sp10 utterance, “The sky that morning was clear and bright
blue”, by a male speaker from the Noizeus speech corpus: (a) clean speech; (b) speech
degraded by train noise at 5 dB SNR; as well as the noisy speech enhanced using:
(c) acoustic spectral subtraction (SpecSub) (Berouti et al., 1979); (d) the AME method
(Ephraim and Malah, 1984); and (e) modulation spectral subtraction (ModSSub).
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Appendix B

Evaluation of the quality of modulation

filtered stimuli

As discussed in Chapter 2, early efforts to enhance speech in the modulation domain

were mainly based on filtering the modulation domain temporal trajectories. This type

of processing aimed to remove spectral content which changed slower or faster than the

typical rate of change in speech (Hermansky and Morgan, 1994). However, this fixed

form of processing assumes noise and speech signals to be stationary, does not make

use of information about the noise which is available, not does it remove noise in the

passband of the filter. Therefore methods proposed in Chapter 3 and 5 aimed to improve

the quality of enhance speech by processing the modulation spectrum on a short-

time basis. Methods proposed include modulation spectral subtraction (ModSSub)

and MMSE modulation magnitude estimation (MME). Performance of these methods

was evaluated via objective and subjective experiments comparing their performance

to well known acoustic based enhancement approaches. Results presented showed these

short-time modulation domain methods to provide effective removal of noise to improve

the quality of stimuli for a range of different noise types.

In this appendix we now extend these experiments to compare the performance

of these short-time modulation domain enhancement methods to the stationary

modulation filtering based approach discussed in the literature review (see Ch 2, section

2.10.2). For this purpose, we investigate the modulation filtering method described in

Lyons and Paliwal (2008) and similar to that of (Hermansky et al., 1995) and (Falk

et al., 2007). This method, which we denote ModFilt, is implemented as follows. An

AMS framework is used to calculate the acoustic power1 spectrum for each 20 ms frame,

1Here we refer to the acoustic magnitude-squared spectrum as an estimate of the acoustic power
spectrum.
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Figure B.1: Block diagram of the modulation filtering speech enhancement method.

with 10 ms overlap. The temporal trajectories of the acoustic power spectrum, in each

acoustic frequency bin, are then filtered to remove frequency components less than

1 and greater than 16 Hz. For this a 301 point Parks-McClellan FIR filter is used.

Reconstruction of the signal involves finding the inverse Fourier transform, followed by

overlap-add (OLA) and synthesis windowing.

Before reconstruction, any negative values in the spectrum due to the filtering

process need to be removed by half-wave rectification. This can introduce annoying
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Figure B.2: Speech enhancement results for the subjective experiment comparing the
quality of enhanced stimuli. The results are in terms of mean preference scores for
AWGN at 5 dB SNR for two Noizeus utterances (sp10 and sp26) by a male and female
speaker.

artefact in the resulting processed stimuli. To reduce the effect of this, the dynamic

range of the power spectrum is compressed using cubic compression. Additionally, since

the low frequency components are removed by the band pass filtering procedure, the

low pass modulation content of the clean speech signal are estimated by a base band

estimation procedure and added back into the band pass filtered signal. A representation

of the procedure is shown in Figure B.1, and further details of this method can be found

in (Lyons and Paliwal, 2008).

Subjective experiments in the form of AB listening test were conducted to compare

the quality of speech enhanced using ModFilt to that enhanced using ModSSub and

MME, as well as SSub and AME. Noisy and clean stimuli were also included in the

test. Two sentences from the Noizeus corpus, corrupted with 5 dB of AWGN were

used. Four listeners participated in the test. Mean preference scores are shown in

Figure B.2. Results show a clear preference for MME over the ModFilt stimuli. A

more modest improvement is observed for ModSSub. However, it is also noted that

the variance of ModFilt and AME are much higher than for the other enhancement

methods, with some listeners preferring the oversuppressed speech heard in ModFilt

stimuli to the distortions audible in AME. In this test, listeners found musical noise

to be particularly distracting, resulting in some preference to noisy stimuli over the

musical sounds present in SSub stimuli, and also resulting in some listeners preferring

AME (which has less noise suppression but the residual noise is not musical in nature)

over ModFilt, in spite of the improved noise suppression of ModFilt compared with

AME.
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Figure B.3: Speech enhancement results for the objective experiment comparing the
quality of enhanced stimuli. The results are in terms of mean PESQ scores as a function
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Figure B.4: Speech enhancement results for the objective experiment comparing the
quality of enhanced stimuli. The results are in terms of mean segmental SNRs as a
function of input SNR (dB) for AWGN over the Noizeus corpus.

Listening to stimuli, ModFilt stimuli had very good noise suppression, without the

musical noise of spectral subtraction. However, this was at the expense of considerable

oversuppression of the speech signal, resulting in an audible loss of speech tonality, as

well as intelligibility. Stimuli also had musical noise, which was distracting to listeners.

However, the level of musical noise was not as perceptually annoying as that heard in

SSub stimuli.



279

0 5 10 15 20
0.4

0.5

0.6

0.7

0.8

0.9

1

WHITE noise input SNR (dB)

S
T

I 
(D

ru
llm

a
n

, 
e

t 
a

l.
)

 

 

Noisy

SSub

AME

ModSSub

MME

ModFilt

Figure B.5: Speech enhancement results for the objective experiment comparing the
quality of enhanced stimuli. The results are in terms of mean STI scores as a function
of input SNR (dB) for AWGN over the Noizeus corpus.

The objective evaluation of quality utilised the PESQ measure, segmental SNR,

as well as the STI measure of intelligibility (Drullman et al., 1994b). Mean scores

across the Noizeus corpus are shown in Figures B.3–B.5. Objective scores show ModFilt

performing relatively poorly compared to other methods, with perhaps the exception of

SSub at lower input SNRs (< 8 dB). Segmental SNRs also indicate poor performance

compared to other methods. This is largely attributed to the oversuppression of speech

in the signal. STI scores also suggest that this loss of speech information results in

reduced intelligibility.

This over suppression of speech is attributed to the lack of adaptivity of the filter to

the changing speech and noise properties, resulting in excessive clipping of the signal.

Less compression of the power spectrum can serve to relieve this suppression, but at the

expense of considerable residual noise and musical artefact in the resulting stimuli. From

these results we can therefore see the improvement gained by short-time processing of

the modulation spectrum is considerable, and translates to improved quality compared

to the modulation filtering based approach.
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