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         Abstract 

rotecting confidential data from being leaked into the public domain is a growing 

concern among organisations and individuals. Traditionally, data confidentiality has 

been preserved utilising common security procedures contained within ‘Information Security 

Policies’, which have limited scope to be individually tailored, along with conventional 

security mechanisms such as firewalls, virtual private networks and intrusion detection 

systems. Unfortunately, these standard mechanisms lack the necessary pro-activeness and 

dynamism required in today’s world of ever-changing technology and innovative threats to 

digital security. Another consideration is the constantly variable nature of how data are 

manifested through multitudes of leaking channels to be satisfactorily effective in preventing 

the serious and potentially disastrous consequences of such leaks. Therefore, there has been 

an industry-wide drive towards mitigating these drawbacks using more effective instruments. 

Recently, Data Leakage Prevention Systems (DLPSs) have been introduced as dedicated 

mechanisms to detect and prevent the leakage of confidential data that are in use, in transit 

and at rest. DLPSs use various techniques to analyse the context and content of confidential 

data to detect and prevent leakages. Contextual analysis usually studies the attributes 

surrounding confidential data such as senders, recipients, timing, data size and data format. 

In contrast, content analysis focuses on identifying confidential content using techniques 

such as regular expression, data fingerprinting and statistical analysis. Equipped with 

contextual analysis, content analysis or a combination of both, a wide range of DLPSs have 

been proposed in academia and industry, each with its own rewards and drawbacks. 

Although utilising contextual analysis methods by studying the context in which 

confidential data are processed and transmitted is generally perceived to be a forceful 

detection solution, data leakage can still occur. This is due to growing sophistication of 

communication systems and increasingly faster interconnected networks, which allow 

confidential data to appear fragmented and out of context. Modern DLPSs therefore utilise 

and rely upon content analysis methods to identify, monitor and protect confidential content 

regardless of context. Regular expression and data fingerprinting have hence become the 

most commonly employed content analysis techniques in the industry for providing accurate 

and fast detection of data leakage. However, the two techniques are only effective when the 
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data being processed are clearly distinguishable and integrated. Applying even minor 

modifications or alterations to the data can make detection using the two techniques 

unsuccessful. Another drawback is the large amount of indexing the two techniques require 

to identify the data leakage. Although the third content analysis technique, statistical analysis, 

is not as prevalent as the regular expression and data fingerprinting techniques, it offers more 

resiliency in relation to detecting unstructured data. However, this technique is not vastly 

employed in DLPSs and is an under-researched area. 

This thesis investigates the problem of data leakage and the various shortcomings of 

the solutions available in the industry and academia, and it advocates original statistical DLP 

solutions to determine the contents and semantics of confidential data using text 

classification to overcome these shortcomings. This is achieved through a tri-faceted 

approach. 

First, a statistical content analysis model is proposed to simulate the classification of 

confidential documents based on predefined categories compared with the least amount of 

indexing and pre-processing achievable considering other available models in the industry. It 

uses word n-grams and term frequency–inverse document frequency (tf-idf) profiling to 

create weighting schemes for documents and corresponding categories. Moreover, the model 

utilises taxicab and cosine distance measures to calculate similarities between the documents 

and the categories’ profiles. This model is capable of achieving noticeably higher precision 

and recall than currently available instruments, especially after applying the relevant feedback 

technique. 

Second, a statistical semantics classification method is proposed to overcome 

confidential data obfuscations. The method employs two dimensional reduction 

techniques—singular value decomposition (SVD) and linear discriminant analysis (LDA)—

to identify the core meaning of documents. These two techniques search for a linear grouping 

of variables that best represent the data semantics and combine the semantics values with an 

artificial neural network (ANN) algorithm to train two semantics classifiers: SVD-ANN and 

LDA-ANN. The classifiers achieved remarkably high accuracy, even after exposing the test 

documents to various types of systematic obfuscation tasks. After testing two benchmark 

datasets, the experimental results proved that the proposed method outperformed some 

advanced fingerprinting techniques and other supervised semantics classifiers. 

Third, a combined content and context statistical analysis method is proposed to 

discover potential data leakage in group communications. The method calculates a risky 



 

 
viii 

activity index (RAI) score based on five context- and content-based attributes to determine 

suspicions email transactions between users. The method was tested using the Enron corpus 

dataset, which is an accumulation of around 0.5 million emails produced by 150 Enron 

employees. The experimental results indicate that there were actual theme leaks among 

Enron’s employees. 

This thesis proposes the aforementioned statistical analysis methods, which classify 

confidential data based on their semantics with less indexing and pre-processing than the 

current standard, even after applying extreme obfuscation tasks, as effective superior 

alternatives to what is currently prevalent in the industry. Several experimental results 

indicate the extensive potential of the proposed statistical methods in enhancing DLPSs’ 

capabilities in detecting data leakages with greater effectiveness and efficiency. 

Future research could expand these findings by analysing real network traffic statistics 

to detect potential data leakages. As leakages can be deliberate or accidental, it is important 

to develop DLPSs that understand the semantics of network traffic. This will require high-

performance traffic inspectors who can facilitate real-time flow-based leakage detection and 

prevention. Further, most current DLPSs are designed to analyse plain text, which makes it 

easy for malicious users to leak data using basic cryptography and steganography techniques. 

Therefore, another interesting research direction is to integrate cryptanalysis and steganalysis 

tools with DLPSs’ capabilities to prevent malicious data leakages. 
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Chapter 1   
INTRODUCTION 

revention of data disclosure to unauthorised entities is one of the main goals in 

information security. It continuously and rapidly drives both academic and industrial 

sectors to investigate, design and develop different security solutions to mitigate the risk of 

data leakage. However, preventing data leakage is not always possible because of the need to 

access, share and use information, which leads to the inevitable release of confidential data. 

This revelation comes in the form of an information leak, which might be the result of a 

deliberate action or a spontaneous mistake. Recent reports indicate growing concerns in 

government and business sectors as a result of data leakage. According to DataLossDB [1], 

in 2015, around 50% of recorded data leakages occurred in the business sector, around 20% 

occurred in the government sector and around 30% occurred in the health and education 

sectors. Private users are also affected by data leakages, but it is difficult to know the exact 

amount and severity of such leakages. Although some reported leaks were not detrimental 

to organisations, others caused several million dollars’ worth of damage. Business credibility 

is compromised when sensitive data such as future projects, trade secrets and customer 

profiles are leaked to competitors. Government data leaks may involve sensitive information 

about political relationships, law enforcement and internal security. 

Driven by the need to address these serious issues, security experts have developed 

various security measures. Systems such as firewalls, intrusion detection systems (IDSs) or 

intrusion prevention systems (IPSs) and virtual private networks (VPNs) have been 

introduced over the past three decades. These systems perform satisfactorily if the data to 

be protected are well defined, structured and constant. However, using these measures to 
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protect evolving (i.e., edited, differently tagged or compressed) confidential data can be naïve. 

For example, a firewall can block access to a confidential data segment using simple 

centralised rules; however, the same data segment may be accessible through other means, 

such as an email attachment or instant messaging (IM). To overcome this deficiency, a new 

direction for data protection was considered, which led to the introduction of data leakage 

(loss) prevention systems (DLPSs). DLPSs have the ability to identify, monitor and protect 

confidential data and detect misuse based on predefined rules. 

DLPSs differ from conventional security controls such as firewalls, VPNs and IDSs in 

terms of dedication and proactivity. Conventional security controls have less dedication 

towards the actual content of the data. They might block users’ access to data for the sake of 

sensitive data protection in the case of firewalls, or simply encrypt all traffic, as in the case of 

VPNs, which might include both sensitive and non-sensitive data. Moreover, most security 

systems lack proactivity because they usually work under predefined rules. This can be a 

major drawback when working in a rapidly changing environment. However, some security 

measures, such as anomaly based IDSs, can be proactively triggered when certain criteria are 

met. These systems mainly focus on the metadata (context), such as size, timing, source and 

destination, rather than the sensitivity of the content. Likewise, context-based DLPSs focus 

on the context surrounding confidential data to detect any potential leaks. Content-based 

analysis DLPSs are more common than, and preferable to, those that are context-based, as 

it is more logical to focus on the protection of the data than on the surrounding context [2]. 

A typical content-based DLPS works by monitoring sensitive data in its repository or 

on the go, mainly by using regular expression, data fingerprinting and statistical analysis. 

Regular expression is usually used under a certain rule, such as detecting social security 

numbers and credit card numbers. The problem with DLPSs using regular expression 

analysis is that they offer limited data protection and have high false positive rates. For 

example, it is easy to detect and prevent the leakage of a ‘project name’ through emails by 

using a rule that prevents emails containing that specific name from being sent out. However, 

it is difficult to prevent the leakage of the project’s vast details. In addition, if the rule is 

continually active, a regular email can be blocked if the same project name is used in another 

context. 

DLPSs using data fingerprints have better coverage for sensitive data because they 

have the ability to detect and prevent the leakage of a whole document or parts of a 

document. However, traditional fingerprinting can lose track when the sensitive data are 
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altered or modified. This happens because traditional hashes that are used to generate data 

fingerprints, such as MD5 and SHA1 [3], are susceptible to change. A tiny change in the data 

can result in a different fingerprint every time it is hashed. This can lead to data bypassing 

the DLPS, and thus being leaked. This problem can be partially solved by using multiple data 

hashing, whereby the original data are divided into smaller parts—that is, paragraphs and 

sentences—and each part is hashed separately [4]. This ensures that parts of the original data 

fingerprints are retrievable. Nevertheless, these smaller fingerprints are also susceptible to 

change, and the tiniest change can make the method ineffective. More advanced approaches 

try to overcome this problem by using similarity digests [5], implementing Rabin 

fingerprinting [6] and using piecewise hashing [7]. However, these solutions have limited 

capabilities and can be affected by various text obfuscations. 

Although not widely used in DLPSs, statistical analysis can work in a fuzzy 

environment where sensitive data are not well structured and the data semantics are 

distributed over a large corpus. The main advantage of such a technique is its ability to 

identify sensitive documents even after extreme modification. In particular, DLPSs with 

statistical analysis capabilities can use machine learning algorithms or Bayesian probability to 

identify altered documents. They can also use text-clustering techniques to construct 

scattered traces of sensitive data. 

In this research, statistical analysis methods are used to determine the semantics of 

confidential data. A resilience method—that is, semantics text classification—is more 

practical than constant or semi-constant methods in data leakage detection and prevention. 

To determine the semantics of confidential data, this study’s proposed statistical methods 

focus on three main issues. First, a statistical method based on simple words frequency is 

investigated to provide accurate document classification with minimum indexing and pre-

processing of data. This is achieved by assessing the profiling techniques n-gram and tf-idf 

and similarity measures taxicab, cosine and Euclidian. Second, to overcome data obfuscation, 

statistical semantics techniques SVD and LDA are utilised to establish a recognisable 

abstraction of the core meaning of the data, even after being exposed to addition, subtraction, 

swapping, shuffling, rewriting and summarising tasks. Further, semantics classifiers SVD-

ANN and LDA-ANN are proposed as supervised methods for enhancing the classification 

accuracy. Third, potential data leaks in group communications are discovered using a 

combination of context and content statistical analysis. This is done by calculating risky 

activity index (RAI) scores to identify suspicious email transactions among users. All of the 
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proposed methods are supported by experimental results to validate and suggest the use of 

statistical methods for more promising DLPSs. 

The scope of this research is limited to DLPSs’ classification and detection tasks, as 

the proposed statistical methods are designed to analyse data, classify confidential content 

and detect potential leaks. Common information security issues such as security policies and 

access rights are not the main focus of this research at this stage. Setting up security policies 

and access rights is normally a standard procedure in all security mechanisms including 

DLPSs; therefore, policy and access rights establishment, implementation and maintenance 

are not covered within the scope of this research. In addition, all data objects - which may 

include but not limited to emails, tweets and Facebook posts- are referred to as “documents” 

in this research. DLPSs work by inspecting all outbound traffic for confidential data, 

therefore, knowing the source of the confidential data is not an issue as long as the inspected 

data is readable and comparable with existing categories. 

1.1 Significance of the Research 
Data leakage is becoming a global phenomenon, and every now and then a new leak is 

announced. According to Risk Based Security’s report for 2015, there has been an increase 

in the number of leakage incidents and exposed records. Figure 1.1 shows the number of 

data leak incidents and exposed records between 2011 and 2015 [8]. A popular incident 

involving leaked sensitive government information was the release of the United States’ 

diplomatic cables by WikiLeaks. The information, which consisted of around 250,000 

diplomatic cables and 400,000 military reports, referred to as ‘war logs’, was leaked by an 

internal entity using an external hard drive. Around 100,000 diplomatic cables were labelled 

confidential and 15,000 cables were classified as secret [9]. The incident received a high level 

of attention, as the United States faced much criticism from governments and civil rights 

organisations worldwide. Another famous incident was the release of the account details of 

77 million Sony PlayStation network subscribers [10]. The leak was caused by an external 

intrusion, which forced the PlayStation network services to shut down for more than 24 days. 

The incident seriously affected Sony’s reputation; it received much criticism from users and 

eventually led to a public apology from Sony’s chief executive officer. One of the biggest 

recorded data leakage incidents was the release of the names, email addresses and personal 

data of around 145 million eBay customers [11], which severely disrupted the business. 
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Therefore, these types of incidents can result in major financial losses and severely damage 

an organisation’s reputation. 

The scale of these incidents shows that data leakage is a significant problem that should 

be addressed with effective DLPS solutions. Developing advanced contextual and content 

analysis techniques is indisputably vital. As proposed in this research, we anticipate that 

utilising statistical content analysis methods will be an auspicious research direction. 

Moreover, integrating advanced DLPS capabilities with conventional security mechanisms 

such as firewalls can enhance overall security by avoiding overlapped tasks. In addition, the 

rapid increase in physical (i.e., portable media, mobile devices and wearable devices) and 

logical (i.e., email services, web posts and social media) leakage channels requires 

interconnected and dynamic DLPS aptitudes to ensure data protection regardless of its state 

(i.e., at rest, in use or in transit). 

 

Figure 1.1 An estimation of data leak incidents between 2011 and 2015 

1.2 Problems Definition 
The main aim of this research is to present an effective statistical content analysis method to 

determine the semantics of confidential data. Therefore, we have identified the following 

sub-aims: 

1. Detect confidential content with the least amount of indexing and pre-processing. 

Current state-of-the-art DLPSs use extensive regular expression and data 

fingerprinting in indexing and pre-processing. Therefore, this study proposes a 

statistical content analysis model to simulate confidential document classification 
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using word frequency profiling techniques n-grams and tf-idf with the least 

amount of indexing. 

2. Classify documents based on their semantics to overcome confidential data 

obfuscation. Many DLPSs’ classification techniques are susceptible to change; 

thus, they are incapable of detecting modified data. Therefore, we propose a 

statistical semantics classification method using supervised SVD and LDA 

techniques, despite applying different levels of obfuscation tasks. 

3. Discover potential data leaks in group communications using combined 

contextual and content analysis. To achieve this, this study proposes a statistical 

method to calculate an RAI score based on five contextual and content attributes 

to determine suspicious email transactions between users. 

1.3 Contributions 

This thesis contributes the information security field by introducing new approaches to 

mitigate the risks of data leakage and it contributes to the data leakage prevention area by 

proposing the following: 

• A systematic method-based survey which defines the DLP area and the DLP 

systems, identifies DLP challenges and classifies DLP methods found in both 

industry and academia. 

• Two statistical content analysis techniques (N-garm and Term weighting) to reduce 

the need for extensive documents indexing and computational overheads 

• Two semantics analysis classifiers (SVD-ANN and LDA-ANN) to overcome data 

obfuscation problems 

• A potential data leak discovery mechanism to identify risky email transactions in a 

group communication 

1.4 Thesis Outline 
This thesis is divided into seven chapters: 

• Chapter 1 provides a brief introduction and outlines the major objectives of this 

thesis. 
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• Chapter 2 describes the relevant background and current challenges of the research 

area. It also covers the current categorisation of DLPSs and analysis techniques. 

• Chapter 3 identifies the research questions in the context of the limitations 

described in Chapter 2. It also defines the hypothesis and the methodology used 

to validate the hypothesis. 

• Chapter 4 presents the statistical content analysis for the classification of 

confidential documents. 

• Chapter 5 discusses the utilisation of semantics techniques for overcoming data 

obfuscation. 

• Chapter 6 outlines potential data leakage discoveries in group communications. 

• Chapter 7 presents the outcomes of the research and suggests future directions for 

research. 
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Chapter 2   
BACKGROUND 

his chapter presents a comprehensive review of past research and studies, as well as a 

critical review of articles from the relevant literature. It also examines some of the 

problems and limitations of current DLPSs. This chapter is divided into six sections: 

• The first section provides an overview of the DLP research topic and the data 

states and deployments of DLPSs. 

• The second section describes the common challenges facing DLPSs. 

• The third section surveys current industrial and academic DLPSs and categorises 

them based on the used method while identifying their strengths and weaknesses. 

• The fourth section details the current analysis techniques of DLPSs. 

• The fifth section identifies future trends in DLP analysis techniques and 

applications. 

• The sixth section summarises some of the identified problems and limitations that 

led to the development of the research questions. 

2.1 Data Leakage Prevention 

A number of attempts have been made in both academia and industry to study and define 

the area of data leakage prevention. Researchers have discussed DLPSs from differing 

perspectives because they are still new and there has been no consensus on a common 

definition. Both academics and practitioners use varying names for DLPSs, including data 

T 
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loss/leak prevention, information loss/leak prevention, extrusion prevention and content 

monitoring and filtering/protection [2]. 

In academia, some researchers have provided a broad idea about the DLP research 

area. For example, a review paper by Raman et al. [12] discussed the importance of the DLP 

research area and suggested that more attention be paid to it. Further, they outlined common 

DLP approaches and associated problems, suggested new directions for future work, and 

introduced text clustering and social network analysis as future solutions. Shabtai, Elovici 

and Rokach [13] defined a DLPS as ‘a system that is designed to detect and prevent the 

unauthorised access, use, or transmission of confidential information’ (p. 10). They 

conducted a comprehensive survey that described the taxonomy of DLP solutions and 

presented commercial and academic examples. Further, they categorised academic DLP 

methods into misuse detection in information retrieval systems/databases, email protection, 

network/web-based protections, encryption and access control, data hidden in files, and 

honeypots/honeytokens (p. 22). The survey also included data leakage/misuse scenarios, 

case studies and future trends. 

Professional and industrial institutes have also addressed the DLP area, including 

SANS, Securosis and ISACA. SANS presented a white paper [14] that provided a brief 

history of DLP solutions and how they fit within other network security technologies. Mogull 

from Securosis presented a white paper on understanding and selecting a DLP solution [2]. 

The paper discussed the DLP market in general and the difference between a DLP feature 

and a DLP solution. It also considered the confusion surrounding the definition of DLPS 

and the variation in commercial products among vendors, which has resulted in the same 

product having many different names. Mogull defined DLPSs as ‘products that, based on 

central policies, identify, monitor, and protect data at rest, in motion, and in use, through 

deep content analysis’ (p. 5). Further, the paper explained the differences between content 

and context analysis, suggesting that the former is more promising than the latter. Finally, it 

summarised the strengths and weaknesses of the current content analysis approaches, such 

as rule-based or regular expression, fingerprinting, exact file matching, partial document 

matching and statistical analysis. 

ISACA’s white paper discussed DLPSs from a management point of view and 

suggested that DLPSs must be thoroughly planned and studied in terms of the needs, size 

and aims of the organisation [15]. The paper explained that unplanned implementation can 

defeat the purpose of using a DLPS in the first place. For example, if an organisation uses a 
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DLPS to avoid business loss, the business can be disrupted by incorrectly implementing it. 

Incorrect implementation includes hindering workflow through extensive traffic inspection 

and weak integration with other security mechanisms. The paper also discussed the many 

challenges that must be addressed before using a DLPS to ensure an organisation is ready to 

use it. The challenges vary among organisations depending on the nature of the business and 

the volume of transactions. 

2.1.1 Data Leakage Prevention Systems 

Data leakage (or data loss) is a term used in the information security field to describe the 

unwanted disclosure of information. This problem is mitigated by using different DLP 

methods and techniques, including both administrative and technical approaches. In this 

research, a DLPS is defined as a designated analytical system used to protect data from 

unauthorised disclosure at all states using remedial actions triggered by a set of rules. This 

definition contains three main attributes that distinguish DLPSs from conventional security 

measures. First, DLPSs can analyse the content and surrounding context of confidential data. 

Second, they can be deployed to protect confidential data in different states (i.e., in transit, 

in use and at rest). Third, they can protect data through various remedial actions, such as 

notifying, auditing, blocking, encrypting and quarantining. Protection usually starts with the 

detection of potential leaks through heuristics, rules, patterns and fingerprints, and 

prevention then occurs. Figure 2.1 illustrates a simplified deployment of a DLPS, with the 

DLPS’s attributes highlighted in the three main boxes. 
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Figure 2.1 Typical data leakage prevention system deployment within a network 

2.1.2 Data States 

As shown in Figure 2.2, data states include data in transit, in use and at rest. Data in transit 

are those being transmitted from one node to another. These data travel internally between 

nodes within the same network or externally between nodes that belong to different 

networks. Data in use are accessible to the user in the form of documents, emails and 

applications. These data appear in plain text and can be easily interpreted and processed. 

Data at rest are stored in repositories and consist of application databases, backup files and 
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file systems. They are usually protected by strong access controls such as physical and logical 

mechanisms. 

 

Figure 2.2 Different data states 

2.1.3 Deployment 

Depending on the data targeted for protection, DLPS deployment can take many forms. For 

example, protecting ‘in use’ data requires built-in software that acts as a DLP agent on 

endpoints. This agent is responsible for disabling or enabling access to applications that deal 

with confidential data. It is also responsible for blocking confidential data transfer through 

portable media such as CDs, USB drives and memory cards. Further, it restricts the copying, 

pasting and editing of confidential data, as well as making hard copies through printers. 

Lastly, it audits all activities related to confidential data access [16]. 

DLP appliances are usually used for ‘in transit’ data, as they have special processing 

capabilities to handle large amounts of data. This type of DLPS is responsible for inspecting 

all outbound traffic for confidential data. It also acts as a proxy server when accessing some 

applications with confidential data. Moreover, it proactively reports and alerts security 

administrators and users about potential data leaks. Finally, it coordinates with other security 

mechanisms, such as Secure Sockets Layer (SSL) proxies and network firewalls [2]. 

DLPSs that deal with data ‘at rest’ usually focus on protecting known data by 

preventing access based on predefined security policies. This type of DLPS helps to protect 
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data at rest by encrypting entire file systems. Further, it scans, identifies and secures 

confidential data in data repositories while auditing and reporting security policy violations 

[17]. 

2.2 Challenges in Data Leakage Prevention Systems 

Like any other security mechanism, DLPSs face many challenges when protecting 

confidential data. Seven main challenges were identified in the review conducted of academic 

and industrial DLP solutions. To implement a successful DLP solution, these challenges 

must be considered and addressed adequately. The following subsections discuss the security 

challenges facing DLPSs. 

2.2.1 Leaking Channels 

To access and share data between entities, intermediate channels must be available. In normal 

cases, these channels are legitimately used for data exchange. However, the same channels 

can be associated with confidential data leakage. Moreover, if there is a need to share data, 

some or all of these channels must be kept open. 

 

Figure 2.3 Examples of data-leaking channels 
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Figure 2.3 shows common leak channels. Some of them are easy to manage, whereas 

others require a substantial effort to be fully secured. For data in use and at rest, confidential 

data can be leaked through channels such as USB ports, CD drives, web services and printed 

documents. Data leaks through USB ports and CD drives can be mitigated through host 

DLPSs, but this is insufficient because other leak channels, such as emails and IM, are always 

available [18]. In addition, logical access rights can be imposed on users when accessing 

confidential data, but the same data might be physically accessible in the form of printed 

documents. Further, leaking channels associated with data in transit, such as web services 

and file sharing, might be extremely challenging, as these channels may be business 

prerequisites. To ensure maximum security for data passing through these channels, 

extensive traffic filtering must be carried out; however, workflow and production may be 

hindered. DLPSs should deliver the desirable security for data in transit without affecting the 

interconnectivity between different domains. 

In today’s information-greedy world, technological advances are inevitable. They will 

always entail an increase in the capacity of existing channels, or even in the development of 

new communicating methods, which will in turn introduce new challenges in the form of 

new leaking channels [19]. 

2.2.2 The Human Factor 

It is difficult to predict human behaviour because it is influenced by many psychological and 

social factors. Many human actions are affected by subjectivity in making decisions, such as 

defining the secrecy level of data, assigning access rights to specific users and calibrating the 

detection threshold of a DLPS. In addition, conformity with an organisation’s security policy 

is not always guaranteed, even with strict regulations and guidelines. These factors, along 

with many others, such as the influence of relationships, can present a major challenge to 

DLPSs [20]. Most human interactions with information occur when the data are in use—

typically by a user with an endpoint terminal; therefore, most data leaks occur in this state. 

Further, many DLPs tend to apply constraints to users’ ability to leak data, such as disabling 

USB ports, CD drives and removable media. However, users can circumvent these 

techniques, even with a limited IT background. For example, one of the most popular 

methods for bypassing these constraints is to share access privileges among users, either 

intentionally or through social engineering [21]. Moreover, users can physically copy or take 
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screenshots of sensitive documents, or use a mobile phone camera to take pictures of them. 

As long as the human factor is present, there will always be challenges for DLPSs. 

2.2.3 Access Rights 

It is important for DLPSs to be able to distinguish between different users based on their 

privileges and permissions. Without a proper definition of access rights, DLPSs cannot 

decide whether data are being accessed by a legitimate user. Therefore, access control systems 

play an important role in preventing data leakage. Some DLPSs use existing access lists 

provided by systems such as Active Directory to gain knowledge of the domain’s access 

control structure [2]. However, obsolete access rights can negatively affect DLPSs. For 

example, demoted or dismissed employees can maliciously access data using their old 

privileges if their access rights are not revoked. Consequently, DLPSs will not be able to 

detect any violations by that user. Moreover, a leak can be caused by legitimate users, either 

accidently or intentionally. An efficient DLPS should have the ability to maintain access 

rights while protecting data from accidental and deliberate leaks [22]. 

2.2.4 Cryptography and Steganography 

For network-based DLPSs, encryption is considered a major challenge. Network-based 

DLPSs identify copies of confidential data using various analysis techniques and then 

compare them to the original data. However, the use of strong encryption algorithms makes 

it very difficult, or nearly impossible, to analyse the data content. For example, a secret 

document can bypass the detection mechanism if a user encrypts the document and sends it 

through an email attachment. In this case, a DLP detection mechanism cannot view the 

encrypted document as sensitive; hence, the document can be leaked. In addition, many 

applications work transparently and provide encryption services to users, such as SSL proxies 

and VPNs [23]. In this case, the intercepted traffic is anonymous, and DLPSs are ineffective 

unless they are properly integrated with encryption services. The use of steganography can 

create a challenge similar to that created by cryptography. Steganography tools use common 

techniques, such as least significant bit, to hide data within other media, such as digital 

pictures and audio files [24]. This technique can be used to maliciously leak confidential data, 

as it is highly likely to bypass traffic inspection mechanisms. Therefore, encryption and 

steganography are considered the ultimate challenges for current DLPSs. Further, 

documents that need to be compressed, translated or reformatted to a suitable format can 
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also be a challenge for DLPSs, which are limited in the format, types and languages they are 

capable of analysing. 

2.2.5 Data Modification 

Some DLPSs use data patterns and signatures to compare inspected traffic and original 

confidential data to detect data leakage. Detection takes place when the patterns and 

signatures are matched or a high degree of similarity is observed. However, confidential data 

are not always sent as is [25]. In fact, confidential data can be exposed to many types of 

modifications. For example, users can perceptively edit confidential documents by adding, 

subtracting or substituting lines or paragraphs before sending them. In addition, the 

semantics of a document can be rewritten in the form of an abstract or lengthy elaborations. 

These variations can change the identity of the original document, and data patterns and 

signatures therefore become ineffective. 

Essentially, some DLPSs use data hashing to check outgoing traffic. Hash values—

including traditional MD5 and SHA1—of intercepted traffic and existing confidential data 

are compared for similarity. If the two values match, then a potential leak is detected. The 

problem with hashing is that any modifications to the original document can result in a 

different hash value, thereby leading to a leak. A better approach is to divide the confidential 

document into smaller parts and then calculate the hash value of each part [6]. In this case, 

parts of the original document can be detected even after modification. More advanced 

hashing, such as similarity digests, Rabin fingerprinting and piecewise hashing, are designed 

specially to detect evolved data. However, these techniques are not effective if the data are 

extensively modified. 

2.2.6 Scalability and Integration 

Like many other network security mechanisms, DLPSs can be affected by the amount of 

data being processed. Whether the DLPS is host-based, network-based or storage-based, 

DLPSs should be able to process data without delaying the workflow. Factors such as the 

inspected data size, computational capabilities and analysis technique used should be fully 

investigated to run a scalable DLPS. 

DLPSs tend to have a poor association within a network setup because some of their 

mandatory features already exist in other solutions such as firewalls, IDSs and proxy servers 

[26]. If a DLPS is to be integrated within a network, it should be carefully scrutinised for best 

overall performance to avoid inconsistencies with other security mechanisms and to ease the 
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DLPS’s workload. For example, if a DLPS is deployed as a proxy gateway that queues traffic 

for inspection, it should integrate existing proxy services such as Hypertext Transfer Protocol 

(HTTP) and IM [2]. Running two similar services at the same time can delay or disrupt the 

workflow. This should also be done between firewalls and DLPSs that have filtering 

capabilities. To advance the traffic inspection process, services such as SSL proxies and 

VPNs should be fully integrated with DLPSs. This will ensure that DLPSs can analyse traffic 

in plain text. 

2.2.7 Data Classification 

DLPSs depend considerably on appropriate data classification. If data are not classified into 

different levels, DLPSs will not be able to distinguish between confidential and normal 

traffic. Data classification is commonly used in military and government sector applications. 

Military classifications use terms such as ‘restricted’, ‘confidential’, ‘secret’ and ‘top secret’ 

[27], which make it easier to identify confidential data. Thus, DLPSs can be more oriented 

towards protecting a specific type of data. Another challenge regarding data classification 

relates to assigning responsibility for secrecy levels. As a good practice, the data owners 

should be responsible for determining how sensitive the data are and whether they should 

be protected [28]. Unfortunately, many data owners ignore this practice and leave data 

classification tasks to less informed people, such as IT staff. This can create many 

uncertainties and cause DLP tasks to deteriorate. Hence, without proper data classification, 

confidential data can easily be revealed, even with the presence of DLPSs. 

2.3 Current Methods 

As DLPSs are relatively new to both the academic and commercial sectors, there has been 

no agreement on proper categorisation. As mentioned in Section 2.1, both sectors have dealt 

with DLPSs independently. Therefore, each sector is discussed separately in this section. 

Although data leakage can be prevented through management procedures and security 

awareness, all of the current methods mentioned in this section are technical solutions. An 

academic DLPS is usually presented as a full study of a particular concept. Therefore, based 

on the method used in academic research, this paper structurally categorises academic DLPs. 

Conversely, due to the unavailability of some of the features of industrial DLPs, industrial 

DLPs are offered based on their special features and common features with other industrial 
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DLPs, as reported in the industrial solutions summarised in Table 2.1. Therefore, this study 

categorises industrial DLPs based on their common and special features. 

2.3.1 Industrial Solutions 

Data leakage detection and prevention solutions are offered by a wide range of vendors. 

Dozens of DLP solutions are available as features that can be added to existing security 

schemes or as standalone systems. Major security vendors are continuously developing new 

DLPSs with special capabilities to mitigate new data leakage threats. McAfee, Symantec, 

Trend Micro and Websense are just a few of the many vendors providing DLP solutions 

[29]. Most of these solutions are designed to detect and prevent data leakages in different 

states using content and context analysis. The only clear differences between them are the 

analysis techniques used, the remedial action taken and the special features offered. Hence, 

categorising these solutions into groups may not be adequate. To highlight some of the best 

features of commercial DLPSs, we have selected the top six nominated DLPSs of 2015 

according to SC Magazine [30]. 

As shown in Table 2.1, all of the DLPSs are combined detective and preventive 

solutions, except for the Varonis IDU Classification Framework (detective) and AirWatch 

(preventive). Moreover, most of the DLPSs are capable of performing content and context 

analysis. Five of the listed DLPSs are capable of performing at least two of the following 

content analysis techniques: RE (regular expression), FP (data fingerprinting) and SA 

(statistical analysis). Depending on the options offered by the vendors, remedial actions can 

be taken, such as alert, block, encrypt, audit and quarantine. Triton and McAfee Data Loss 

Prevention are the only DLPSs that offer all of these remedial actions. Further, the listed 

DLPSs are all software solutions, except for Fidelis XPS and McAfee Data Loss Prevention, 

which are available as standalone appliances. As mentioned earlier, one of the distinctive 

aspects of these DLPSs is the special features they offer. For example, Triton has the ability 

to detect sensitive data within images and encrypted files, and it can detect small data leaks 

over long periods using a feature called drip DLP [17]. Fidelis XPS offers a built-in real-time 

session inspection with a low system impact [31]. McAfee Data Loss Prevention has the 

ability to run a forensics analysis prior to the creation of DLP rules [32]. This allows the 

security administrator to identify existing, but not detected, data leaks. The remaining listed 

DLPSs offer special features such as SSL inspection [33], advanced contextual analysis [34] 
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and flexible deployment for mobile devices [35]. A shared feature of all of the listed DLPSs 

is their ability to be integrated into existing security systems. 

Table 2.1 List of nominated best data leakage prevention solutions in 2015 

  

Triton 

(Websense)  

Fidelis XPS 

(Fidelis 

Cybersecurity 

Solutions) 

McAfee Data 

Loss 

Prevention 

(McAfee) 

Check Point 

DLP (Check 

Point Software 

Technologies) 

Varonis IDU 

Classification 

Framework 

(Varonis 

Systems) 

AirWatch 

(VMware) 

Type 
Detective ✔ ✔ ✔ ✔ ✔   

Preventive ✔ ✔ ✔ ✔   ✔ 

Deployment 

In use ✔   ✔   ✔ ✔ 

In transit ✔ ✔ ✔ ✔ ✔ ✔ 

At rest ✔   ✔   ✔ ✔ 

Analysis Type 
Content ✔ ✔ ✔ ✔ ✔   

Context ✔ ✔ ✔ ✔ ✔ ✔ 

Content 

Analysis 

Technique 

RE ✔ ? ✔ ✔ ✔   

FP ✔ ? ✔ ✔ ✔ ? 

SA   ✔ ✔       

Remedial 

Action  

Alert ✔ ✔ ✔ ✔ ✔   

Block ✔ ✔ ✔ ✔   ✔ 

Encrypt ✔   ✔     ✔ 

Audit ✔ ✔ ✔ ✔ ✔ ✔ 

Quarantine ✔ ✔ ✔ ✔     

Available in: 
Software ✔     ✔ ✔ ✔ 

Appliance   ✔ ✔       

Special Features 

Detecting 

data within 

images and 

encrypted 

files + (DLP 

drip) 

Real time deep 

session 

inspection 

Forensics 

analysis prior to 

the creation of 

rules 

SSL inspection 

capabilities 

Advanced 

contextual 

analysis 

Very flexible 

deployment 

on mobile 

devices 

Note: This information was obtained from the vendors’ data sheets. Some of the features were not available for product privacy reasons. 

Therefore, in some cases we used ‘?’ to denote uncertainty. The listed content analysis techniques are RE (regular expression), FP (data 

fingerprinting) and SA (statistical analysis). 

2.3.2 Academic Research 

Although the term DLPS is not widely used in academic research, many proposed methods 

for data leakage prevention can be found in the literature. Whether the proposed methods 

are used for detection or prevention, an academic DLPS is usually presented as a full study 

of a particular concept. Academic DLPSs can be categorised according to their application 

or method. Categorising DLPSs based on their application may result in excluding some 

existing and emerging DLPSs. As novel applications of DLP are emerging, categorising them 

based on application would result in too many categories. Conversely, categorising DLPSs 

based on their method allows us to include various DLPSs used in different applications 
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within fewer categories. After an extensive literature survey, we categorised DLPSs based on 

the technique used (see Figure 2.4). 

 

Figure 2.4 Data leakage prevention categorisation by method 

These methods were gathered from a number of academic studies and separated into 

seven categories to maintain simplicity. Each method is discussed in the following 

subsections, and the strengths and weaknesses are outlined in Section 2.3.3 for evaluation 

purposes. Note that the category ‘Quantifying and Limiting’ is considered both preventive 

and detective. 

2.3.2.1 Policy and Access Rights 

Preventing data leaks through strict security policies and access rights has been widely 

implemented by many organisations, even before DLPSs appeared as an independent 

technology. In the literature, some DLP management approaches use security policy, data 

classification and access rights [36]. Some host-based DLPSs work by disabling the usage of 

USB thumb drives and CDs. These DLPSs work according to a security policy, such as 

preventing a certain department or group of users from using removable media on personal 

computers [37]. DLPSs that work on data at rest follow an existing security policy based on 

who is allowed to access which data object. In both of these examples, access is usually 

granted to users with credentials that meet the organisation’s policy. DLPSs in this category 

must have predefined user privileges and data secrecy levels to work properly. Further, they 

usually import the organisation’s access control structures from access directories such as 

Microsoft Active Directory. As mentioned in Section 2.2, improper data classification or 

unmaintained access rights may dramatically affect DLPSs’ performance. 

· Data Identification
· Social and Behavioural
· Data Mining/Text Clustering
· Quantifying and Limiting 

Detective

· Policy and Access Rights
· Virtualisation and Isolation
· Cryptographic Approaches
· Quantifying and Limiting 

Preventive

DLPSs Methods
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Further, three main access control policies are found in the literature: discretionary, 

mandatory and role-based [38]. These access control policies have some limitations in terms 

of their flexibility and vulnerability that may directly affect the DLPS. In conclusion, a DLPS 

based on security policy and access rights is the simplest way to prevent data leakage because 

it is mature enough and follows well-established foundations. 

2.3.2.2 Virtualisation and Isolation 

The virtualisation and isolation DLP method uses the advantages of virtualisation to protect 

sensitive data. The method is based on creating virtual environments in which the user’s 

activities are isolated and only trusted processes are allowed when accessing sensitive data. 

Griffin et al. [39] introduced a security framework by creating trusted virtual domains linked 

through secure bridges. They envisioned an environment in which computing services could 

be dependably offloaded into trusted execution environments that could maintain security 

requirements. Burdonov, Kosachev and Iakovenko [40] introduced a DLP idea based on 

using two different virtual machines. One has unlimited access to the internet and the outer 

environment (public), and the other is used to process sensitive data (private). A hypervisor 

separates the two virtual machines and prevents any real interaction between them. Only a 

trusted application within the private virtual machine is allowed to access the internet using 

the public virtual machine. 

Moreover, Wu et al. [41] introduced a method to isolate users virtually when they 

access sensitive data. The authors presented a theoretical active DLP model that combines 

secure storage with virtual isolation technologies. They suggested that the most severe threats 

come from inside—that is, from users with privileges. Therefore, the main aim of the model 

is to create a secure data container (SDC) for every user when dealing with sensitive data. 

The SDC is created dynamically with a corresponding active defence module (ADM) in a 

data storage layer. The ADM completes the SDC by conducting information flow analysis 

for every user. For example, if the user requests access to sensitive data, the ADM first 

authenticates the process. If authentication is achieved, an isolated environment is created 

with a credible channel between the SDC and the data storage. The process is then migrated 

to the corresponding SDC. This is called ‘read isolation’. Similar procedures are implemented 

with ‘write isolation’ and ‘communicate isolation’ to ensure that all processes are available 

and use secure channels. An overview of the proposed model is shown in Figure 2.5. 
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Figure 2.5 Active data leakage prevention framework [41] 

2.3.2.3 Cryptographic Approaches 

Cryptography is usually used to protect data from unauthorised disclosure. Cryptographic 

tools and algorithms have reached a level of maturity where it is extremely difficult, or nearly 

impossible, to decrypt data without the right decryption key. The aim of using cryptography 

is to make it difficult for adversaries to read and understand the secret message (plaintext). 

However, it cannot prevent them from obtaining the encrypted data (ciphertext). For 

example, encrypted emails, VPNs and HTTPS web are methods used to protect data from 

being read. This is achieved even when the data are travelling in untrusted environments and 

where they are vulnerable to being captured by others. Therefore, encryption might ensure 

the secrecy of the plaintext, but not the ciphertext. This might lead to various types of attacks, 

such as ciphertext, known-plaintext and chosen-plaintext attacks [42]. Although data leakage 

prevention generally refers to the protection of data—which makes all encryption 

mechanisms eligible to be called DLPSs—encryption methods that deal with data in transit 

are not within the scope of this definition because they are involved in releasing data 

fingerprints—that is, ciphertext. However, some approaches use cryptography to prevent 

data leakage in data in use and at rest states, and these systems protect data within the 

organisation’s confines. 

 A common practice that uses cryptography to protect data at rest is desk encryption 

or encrypted file systems [43]. These systems protect data from adversaries with physical 

access to computers and storage. They are typically used when a user tries to access an 

encrypted folder; the user is asked to supply a key—usually a password—to decrypt the file, 
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and access is denied if the key is not provided. Blanke [44] presented another idea based on 

using a temporary cryptographic key (ephemeral) per user login. This key is used to store 

sensitive data directly to a remote storage device instead of performing two write operations 

(first in the local machine storage and then in the remote storage). However, this method 

requires an existing secure file system, which might not be available in some organisations. 

2.3.2.4 Quantifying and Limiting 

Many activities, such as surfing the web, running a process or accessing a specific file, can 

release sensitive data. Even if the released data are not considered sensitive by the data owner, 

an adversary may gain information about the sensitive data. To overcome such problems, 

security administrators try to mimic an attacker’s action using quantifying methods to 

construct sensitive data and then block unnecessary leaks. This concept is used in some DLP 

approaches. For example, Clark, Hunt and Malacaria [45] presented a quantifying approach 

that uses basic information theory to analyse the quantity of sensitive data. These data may 

be released by programs written in a very simple imperative language. Moreover, the 

approach tries to check the absolute leakage rate by bits using two quantitative models of 

information leakage. Borders and Prakash [46] discussed an approach to measure and 

constrain the maximum volume of sensitive data in web traffic instead of trying to detect the 

presence of sensitive data. The approach uses a measurement algorithm for HTTP, which is 

the main protocol for web browsing. These methods can solve problems related to data 

leakage, such as salami attacks or covert channels, as shown by Aldini and Di Pierro [46]. 

However, they have some limitations. For example, they cannot filter parts of uniform 

resource locators that contain random numbers to prevent caching. They may also have 

problems when quantifying released data that are not written in a simple imperative language. 

Quantifying and limiting methods are closely related to secure publishing, which is an 

area that focuses on providing methods and tools for publishing information while 

preserving privacy [47]. There have been some attempts to prevent data leakage through 

document publishing. For example, Yang and Li [48] proposed a method for secure 

Extensible Markup Language (XML) publishing in the presence of data inference. They 

studied data inference using common knowledge when carelessly publishing a partial 

document, and they proposed an algorithm that finds partial documents without causing data 

leaks, while allowing the maximum amount of publishing. 
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2.3.2.5 Social and Behaviour Analysis 

Social network analysis focuses on mapping and measuring interactions and relationships 

between people, groups and organisations by representing the interactions in terms of nodes 

and links [12]. Social interactions include emails, IMs and social networks. By drawing links 

between nodes and analysing attributes such as the nature, frequency and size of transactions, 

it is possible to visualise a big map of communications between entities. Although human 

behaviour is unpredictable, it is not always random; therefore, it is useful to keep a history 

of human reactions for behaviour analysis. A DLPS that uses social and behaviour analysis 

usually checks the data flow between users to detect any irregularities, and then raises an 

alarm so a security administrator can react accordingly. 

Zilberman et al. [49] introduced a new approach to prevent data leakage through emails 

based on analysing emails exchanged between members of an organisation and identifying 

common topics. A relationship line using the term frequency-inverse document frequency 

tf-idf weighting function is drawn between members with common topics. A classification 

model consisting of two phases (training and classification) is then developed. This 

classification model uses the cosine similarity of existing history between users as the 

detection baseline. If the exchanged topic bears little similarity to the existing history, there 

may be a leak. Figure 2.6 shows an overview of two relationships of the user ‘Bob’. The blue 

circle indicates a legitimate transaction, and the red circle indicates a data leak. This concept 

has limitations, such as false positive (FP) leaks resulting from a short history between a 

sender and a recipient. 

Boehmer [50] presented a theoretical model for analysing human behaviour. The 

theory uses case-based reasoning combined with directed acyclic graphs and a Hamming 

similarity function. The main idea is to create a compliance profile for every case or violation 

and then compare new cases with existing case profiles. By using Hamming distance with a 

specific threshold, the model actively reacts to a new violation using existing case profiles. 

This method can predict future human behaviour; however, it needs existing or synthetic 

compliance profiles for the comparison process. This might introduce some difficulties when 

identifying detection thresholds. 
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Figure 2.6 An overview of two relationships of the user ‘Bob’ [49] 

An approach used in information security to monitor malicious activity is the 

honeypot, which is a virtual environment created to trick adversaries into falling into a trap. 

By allowing outsiders and malicious insiders to access fake data repositories, the system 

administrator can study their behaviour and prevent data leakage [51]. Spitzner [52] 

introduced novel honeypot applications to detect and identify insider threats. By combining 

the capabilities of honeytokens and honeynets, the paper proposed a honeypot that can 

produce early identification and confirmation of an insider threat. 

2.3.2.6 Data Identification 

Most DLPSs detect sensitive data within legitimate traffic by using deep packet inspection. 

This method is also used in antivirus software and spam filtering. The method requires 

previous knowledge of the targeted content, including data fingerprints, regular expression 

and exact or partial data matches. Data fingerprints are usually created by hashing 

confidential data using hash functions, whereas regular expressions are created from 

character sequences that form detection patterns. Exact and partial data matching uses 

various similarity functions to match inspected traffic with existing confidential data. An 

example of this type of DLPS was presented by Shu and Yao [6], who introduced a network-

based data leak detection technique based on message digests or shingle fingerprints to detect 

inadvertent data leaks in network traffic. The detection technique uses special digests instead 

of handling all of the sensitive data, which minimises the exposure of sensitive data. 

Kantor et al. [4] presented a patent for document-to-template matching to detect data 

leaks. This theoretical method includes steps to transform a document into a stream of 
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characters, and then split the stream into serialised data lines (TLines). A hash value is then 

calculated for each line and mapped to a template with a specific score. Finally, a similarity 

match is measured when a threshold of TLines is found in a document. 

2.3.2.7 Data Mining and Text Clustering 

The data mining field has many capabilities for performing sophisticated tasks such as 

anomaly detection, clustering and classification by extracting data patterns from large 

datasets. Data mining is strongly related to machine learning, which has a set of algorithms 

capable of dealing with large data to recognise complex patterns and make an intelligent 

decision [53]. These relatively new, yet powerful, techniques are used in some DLPSs. For 

example, Lindell and Pinkas [54] introduced a data-mining algorithm to preserve privacy 

between two entities’ databases. The algorithm was designed to share confidential data on 

the union of the entities’ databases without releasing unnecessary information. The algorithm 

was based on decision tree (DT) learning for efficient computation. In addition, Marecki, 

Srivatsa and Varakantham [55] discussed an information flow between the sender and 

receivers. The partially observed Markov decision processes (POMDP) method is used over 

a fixed period, called the decision epoch, and in every epoch, a sender can share only one 

information object (packet) with a recipient. If a leak is detected, the sender receives a penalty 

and the recipient receives a positive reward. In this approach, watermarking is used as a 

monitoring technique to detect leaked data. Although this machine learning method was able 

to identify data leaks, it was limited to only five recipients. POMDP requires a huge amount 

of calculations; therefore, this method suffers from scalability limitations. 

Text clustering and the closely related field of information retrieval are also used in 

DLPSs. Although these methods are well established and utilised in the natural language 

processing field, they have limited use in DLPSs. The unstructured nature of these methods 

facilitates the use of artificial intelligence and statistical analysis for detection purposes. For 

example, Gomez-Hidalgo et al. [56] used a named entity recognition (NER) approach to 

identify and extract words from texts. A prototype system was introduced to prevent data 

leakage into social networks such as Facebook and Twitter, as well as emails and interactive 

webpages. The NER approach mentioned in this paper uses FreeLing software, which is a 

language analysis tool. This method achieved a high level of efficiency (more than 90%) in 

classifying both English and Spanish languages. However, there was a limitation in this 
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method when extracting words from documents, as NER could be affected by spelling 

mistakes and connected words. 

2.3.3 Strengths and Weaknesses of Current DLP Methods 

All DLP methods have advantages and disadvantages. From the comprehensive review 

undertaken of the current DLP methods, the strengths and weaknesses are summarised in 

Table 2.2. 

Table 2.2 Strengths and weaknesses of current DLP methods 

Method Strengths Weaknesses 

Policy and 

Access Rights 
· Suitable for any organisation if access rights and data 
classification are properly established 

· Easy to manage 

· Suitable for data in use and at rest 

· Strong prevention mechanism 

· Affected by improper data classification 

· Affected by the access control policy in use 

· Not a detective method; hence, if a leak occurs, 
the method is ineffective 

Virtualisation 

and Isolation 
· Requires small hardware implementation 

· Dynamic because it does not need regular 
administrative interference 

· Accessing sensitive data can use existing data 
classification 

· Not mature enough 

· Produces a considerable amount of overheads 

· Not a detection method 

Cryptographic 

Approaches 
· Strong cryptography can produce maximum security 

· Cryptographic methods are wieldy to use and have 
many options 

· Cryptography can secure sensitive data but 

may not deny its existence 

· Does not detect data leak 

· Can be accessed by weak credentials 

Quantifying 

and Limiting 
· Goes beyond studying sensitive data and focuses on 

the leaking channels 

· Useful against specific attacks such as salami attacks 

· Effective for all data states 

· Does not ensure total blockage of the leaking 

channel 

· Limited to specific situations or scenarios 

· Can disrupt workflow 
Social and 

Behaviour 
Analysis 

· Proactive data leakage prevention by detecting 

malicious relations 

· Suitable for all data states 

· Produces high level of FP 

· Requires regular administrative interference 

· Requires huge amount of profiling and 
indexing 

Data 

Identification 
· Very strong in detecting unmodified data 

· Very low FP for analysis using fingerprints 

· Some robust hashing can detect modified data 

· Extremely modified data cannot be detected 

· Lacking semantic understanding 

Data Mining 

and Text 

Clustering 

· Can predict future data leaks 

· Powerful in detecting unstructured data 

· Less dependent on administrative help 

· Flexible and adaptable 

· Requires a great deal of processing 

· Requires a learning phase, which means many 
FPs 

 

2.3.4 Summary of the Most Relevant Academic Methods 

Table 2.3 shows the most relevant studies in relation to academic methods. These studies are 

considered state-of-the-art in data leakage detection and prevention. All identified DLPSs 

are categorised according to the method used, analysis type and deployment technique. In 

addition, the contributions and limitations are listed. 
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Table 2.3 List of the most relevant work in the literature 
 

Paper and 

Category 

Method Analysis Suitable 

for 

Contribution Limitations 

1 Wuchner & 

Pretschner, 2012 
[57] (Policy and 

Access Rights) 

Detective/ 

Prevention 

Context In use UC4Win, a data loss 

prevention solution for 
Microsoft Windows operating 

systems 

· Requires predefined policy 

· Cannot identify sensitive data 

2 Squicciarini et al., 
2010 [26] (Policy 

and Access 

Rights) 

Preventive Context In use Introduces a three layers data 
protection framework · Requires a pre-defined 

classification for data 

· Misclassified sensitive data 
can be leaked 

3 Agarwal & 
Tarbotton, 2009 

[58] (Policy and 

Access Rights/ 
Virtualisation and 

Isolation) 

Preventive Context In 
use/In 

transit 

Controls data transmission 
between virtual machines 

using wrapped applications 

and a policy module 

· No experimental results or 
verification are given 

4 Griffin et al., 
2005 [39] 

(Virtualisation 

and Isolation) 

Preventive Context In use Proposes Virtual Trusted 
Domains VTD to offload 

processes to secure 

environments 

· Imposes challenge to 
computational capabilities 

5 Burdonov et al., 

2009 [40] 

(Virtualisation 
and Isolation) 

Preventive Context In use Uses public and private 

virtual machines to separate 

secure environment and the 
internet 

· Can introduce significant 

system overheads 

6 Wu et al., 2011 

[41] 
(Virtualisation 

and Isolation/ 

Cryptographic 
Approaches) 

Preventive Context In use/ 

At rest 

Introduces a combination of 

encrypted storage and virtual 
environment to prevent data 

leakage 

· Suitable for data at rest only 

· Cannot prevent data leakage 

caused by privileged use 

7 Blanke, 2011 [44] 

(Cryptographic 
Approaches) 

Preventive Context At rest Uses ephemeral encryption to 

protect data whenever 
accessed by a user 

· Requires a pre-implementation 
of an encrypted file system 

8 Clark, 2002 [45] 

(Quantifying and 
Limiting) 

Detective Content In 

transit 

Proposes two quantitative 

models to quantify data leaks · Unable to achieve high 

detection results with 
unbounded iteration 

9 Yoshihama et al., 

2010 [59] 
(Quantifying and 

Limiting) 

Detective Content/ 

Context 

In 

transit 

Uses an application-level 

proxy to detect potential data 
leakage risks 

· Cannot detect data leaked 
through covert channels 

10 Borders & 

Prakash,  

2009 [46] 
(Quantifying and 

Limiting ) 

Detective Content In 

transit 

Constrains the maximum 

volume of sensitive data in 

web traffic 
· Unable to filter parts of URLs 

that contains random numbers 

to prevent caching 

11 Suen et al., 2013 

[60] (Quantifying 

and Limiting/ 

Social and 
Behaviour 

Analysis) 

Detective Context In 

transit 

Uses S2Loggeer to track files 

while traveling in the cloud · Based on content tagging 

· Cannot track sensitive content 

12 Boehmer, 2010 
[50] (Social and 

Behaviour 

Analysis) 

Detective/ 
Preventive 

Context In use Uses case-based reasoning 
(CBR) combined with 

directed acyclic graph (DAG) 

and Hamming similarity 
function 

· Needs existing or synthetic 
compliance profiles for 

comparison process 

13 Shapira et al., 

2013 [3] (Data 
Identification) 

Detective Content In use Robust fingerprinting to 

overcome shortcoming in 
ordinary hashing 

· Requires extensive data 
indexing for both sensitive and 

normal data 

14 Kantor et al., 
2009 [4] (Data 

Identification) 

Detective Content In use/ 
In 

transit 

Represents documents as 
serialised data lines (TLines) 

and hash values map 
· Not suitable for large scale 

data leakage 

· Document template creation is 
time consuming 
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15 Kale & Kulkarni, 

2012 [61] (Data 
Identification) 

Detective Context In use/ 

In 
transit 

Uses watermarking to detect 

the leaker of sensitive 
information 

· Does not provide complete 

security because it is only used 
to track leakers 

16 Shu & Yao, 2013 

[6] (Data 
Identification) 

Detective Content In 

transit 

Uses message shingles/fuzzy 

fingerprints to detect 
inadvertent data leak in 

network traffic 

· Modified data can cause false 
negatives because the shingle 

fingerprints are different from 

the original ones 

17 Hart et al., 2011 

[62] (Data Mining 

and Text 
Clustering)  

Detective Content In use Uses SVM machine learning 

to classify documents to 

private and public 
· Inflexible 

· Limited to two categories 

18 Lindell & Pinkas, 

2000 [54] (Data 

Mining and Text 

Clustering) 

Preventive Content In use/ 

At rest 

Sharing confidential data on 

the union of the entities 

databases, without releasing 

unnecessary information 

· Theoretically proven but 
lacking practical experiments 

19 Marecki et al., 
2010 [55] (Data 

Mining and Text 

Clustering) 

Detective Context In 
transit 

Uses POMDP over decision 
epochs · POMDP requires huge amount 

of calculations 

20 Gomez-Hidalgo 

et al., 2010 [56] 

(Data Mining and 
Text Clustering) 

Detective/ 

Preventive 

Content In 

transit 

NER approach is used to 

identify and extract words 

from texts 
· NER could be affected by 

spelling mistakes and 
connected words 

21 Sokolova et al., 

2009 [63] (Data 
Mining and Text 

Clustering)  

Detective Content In 

transit 

Uses support vector machine 

to classify enterprise 
documents as sensitive non-

sensitive 

· Not fixable because it 
classifies data to public or 

private only 

22 Parekh et al., 
2006 [64] (Data 

Mining and Text 

Clustering) 

Detective Content In 
transit 

A new approach to enable the 
sharing information of 

suspicious payloads 
· Polymorphic/obfuscated 

worms and mimicry attacks 

may create a big challenge  

23 Carvalho et al., 

2009 [65] (Data 

Mining and Text 
Clustering) 

Detective Content/ 

Context 

In 

transit 

Presents an extension—Cut 

Once—to ‘Mozilla 

Thunderbird’ 
· Introduces high level of FPs, 

since it requires existing 

messages in the sent folder 

24 Zilberman et al., 

2010 [49] (Data 

Mining and Text 
Clustering/ Social 

and Behaviour 

Analysis) 

Detective/ 

Preventive 

Content/ 

Context 

In 

transit 

Uses tf-idf and cosine 

similarity to compute existing 

links between users 
· High FP rates because of short 

history between senders and 
recipients 

25 Carvalho & 

Cohen, 2007 [66] 

(Data Mining and 
Text Clustering/ 

Social and 

Behaviour 

Analysis) 

Detective Content/ 

Context 

In 

transit 

Predicts unintended message 

recipients · Can create false outliers 

because of limited interaction 
history 

2.4 DLPSs Analysis Techniques 

Whether DLPSs are used for detection or prevention, there is usually an analysis phase 

involved in these tasks. Two main analysis techniques are used in DLPSs: context analysis 

and content analysis. This section explains the differences between the two techniques and 

presents some examples. The importance of content analysis compared to context analysis 

is exemplified, and the significance of content analysis as a state-of-the-art method in data 

leakage detection is shown. 
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A third technique, called content tagging, is used in some DLPSs. This technique is 

used to tag the file containing confidential data. Even with excessive content alteration, such 

as changing the format, compression and encryption, the same file tag can remain intact. 

Suen, Ko, Tan, Jagadpramana and Lee [60] introduced a technique called S2Loggeer to track 

files while travelling in the cloud. S2Loggeer can detect malicious actions, data leakages and 

data policy violations. Although this technique appears to be robust, it can be bypassed if the 

same confidential data appear in a different, unrecognised, tag. Hence, content tagging can 

preserve the identity of the file, but not the contained confidential data. 

2.4.1 Context Analysis 

Context analysis uses the metadata associated with actual confidential data. To keep track of 

confidential data, DLPSs conduct contextual analysis of the transaction rather than the actual 

data. For example, if a user sends data to another entity, contextual attributes such as source, 

destination, timing, size and format are studied. These attributes can be used to form process 

or transaction patterns, and based on predefined policies, outliers can be identified. Various 

papers (Blanke [44]; Boehmer [50]; Burdonov et al. [40]; Clark et al. [45]; Griffin et al. [39]; 

Wu et al. [41]; Zilberman et al. [49]) have discussed DLP methods using contextual analysis. 

DLPSs using this type of analysis share many features with anomaly based IDSs, such as 

outlier detection. For example, Sithirasenan and Muthukkumarasamy [67, 68] introduced an 

anomaly detection technique in wireless networks using group outlier scores. This method is 

used to detect rare individual or group-associated events in a wireless environment. Tests 

show the effectiveness of this method in detecting various potential attacks such as replay 

attacks, malicious wireless associations and session hijacks. 

Likewise, some DLPSs use context analysis combined with some content features. For 

example, Carvalho and Cohen [66] made the first attempt to prevent information leaks in 

emails, with the aim to predict unintended message recipients. The problem was addressed 

as an outlier detection task in which the unintended email addresses were considered outliers. 

By using combined textual features and social network analysis, the introduced model was 

able to predict leak recipients in almost 82% of the test emails. The textual analysis calculated 

cosine similarity scores from both new emails intended to be shared and existing emails. 

Email recipients were then ranked according to the similarity scores. Recipients with low 

scores were considered outliers. In addition, the social network analysis included score 

features such as normalised sent frequency and normalised received frequency. Although the 
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paper showed encouraging results in detecting outliers, the criteria for the created scenarios 

were subjective. In addition, as the experiments used simulated email leaks, no real sensitive 

emails were tested. Moreover, it was noted that the threshold proposed in this study could 

create false outliers. For example, new emails with no existing interactions have low scores, 

which means there is a potential information leak. 

In addition, Zilberman et al. [49] introduced an approach for analysing group 

communication to prevent data leakage via emails. The approach is based on analysing emails 

exchanged between members of an organisation and identifying common topics. A 

relationship line is drawn between members with common topics. The approach consists of 

two phases (training and classification) to develop a classification model that is used to set a 

detection baseline. FP results were found because of the short history between the sender 

and the recipient. The dataset used in this approach was limited to the Enron dataset, which 

has problems such as repetition and unknown users. 

2.4.2 Content Analysis 

As the main purpose of using DLPSs is the protection of confidential data, it is more 

important to focus on the content rather than the context. This is what DLPSs with content 

analysis capabilities are trying to achieve. Content analysis in DLPSs is conducted through 

three main techniques: data fingerprinting (including exact or partial matches), regular 

expression (including dictionary-based matches) and statistical analysis. 

2.4.2.1 Data Fingerprinting 

Data fingerprinting is the most common technique used to detect data leakages. In many 

DLPSs, a whole file can be hashed using conventional hash functions such as MD5 and 

SHA1. Such DLPSs can have 100% detection accuracy if the file is not altered by any means. 

As confidential documents are subject to change, DLPSs with conventional hashing can be 

ineffective because the hash values are susceptible to change. There have been many attempts 

to generate robust fingerprinting techniques that can represent sensitive data even after 

modification. Kantor et al. [4] attempted to reduce the effect of document modification by 

hashing smaller parts within the document. Although this might help in the case of deleting 

or adding a few sentences, small but scattered changes can make this method ineffective. 

State-of-the-art fingerprinting methods are based on more randomised hashing developed 

by Rabin in 1981 [69]. For example, Shu and Yao [6] used a fuzzy fingerprints algorithm to 

detect inadvertent data leaks in network traffic. This approach quantifies and restricts 
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confidential data exposure when dealing with a cloud computing provider. Methods based 

on Rabin’s randomised fingerprinting show some advantages over conventional 

fingerprinting. However, they suffer from some limitations, such as coverage and inescapable 

FP rates resulting from the use of Bloom filters [70]. 

Shapira et al. [3] proposed an extended fingerprinting approach. They presented 

modified full data fingerprinting to overcome the shortcomings in fingerprints produced by 

ordinary data hashing. Ordinary fingerprints are vulnerable and can be bypassed even with 

minor modifications to the original data; therefore, k-skip-n-grams are used to produce 

modified fingerprints by introducing a robust method to identify the original data even after 

data modification (addition, subtraction, word synonyms). Both confidential and non-

confidential documents are processed to produce fingerprints in this method, in which non-

confidential documents produce non-confidential k-skip-n-grams. Non-confidential k-skip-

n-grams help to eliminate unnecessary n-grams in confidential documents. The proposed 

method outperformed ordinary full fingerprinting in almost all of the experiment scenarios. 

However, it requires intensive indexing for all confidential and non-confidential documents. 

This requires extra storage and processing capabilities, which can be a major drawback of 

this method. 

2.4.2.2 Regular Expression 

Regular expression, introduced by Kleene [71], is another popular method used in DLPSs. 

It consists of sets of terms or characters that are used to form detection patterns, which are 

used to compare and match sets of data strings mathematically. Regular expression is typically 

used in search engines and text processing to validate, extract and replace data. For example, 

through a set of patterns, similar words can be identified, such as centre and center or colour 

and color. Patterns usually include two types of characters: normal characters (literal 

meaning) and metacharacters (special meaning). Metacharacters are a set of symbols such as 

(. | * $ ? +) that are used, along with normal characters, to form a detection pattern. In 

information security, regular expression is mostly used in data inspection for malicious codes 

or confidential data. Becchi and Crowley [72] used regular expression and a compression 

algorithm to accelerate the detection of critical patterns in the packet payload. This method 

was designed for intrusion detection and showed considerable benefits over related work in 

terms of speed and simplicity. Yu, Chen, Diao, Lakshman and Katz [73] proposed a regular 

expression rewrite technique to reduce the memory use for packet inspection. The proposed 
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technique was designed as a deterministic finite automaton formulation of regular 

expression. Although the method showed notable improvement in inspection speed, new 

attacks may not be detected without rewriting them. Typically, regular expressions are used 

in DLPSs for the exact and partial detection of social security numbers, credit card numbers, 

and confidential corporate and personal records [2]. Moreover, special dictionaries can be 

used to identify specific data such as medical terms and geographical information [63]. These 

dictionary-based techniques can help by significantly accelerating and improving detection. 

2.4.2.3 Statistical Analysis 

Statistical content analysis can facilitate powerful tools such as machine learning classification 

and information retrieval term weighting. Moreover, by using different techniques and 

classification algorithms, statistical analysis can deal with nebulous types of data rather than 

a limited scope. This mainly depends on analysing the frequency of terms and n-grams within 

a document. A ‘term’ simply means a word, while an ‘n-gram’ can be a word or pieces of a 

word, such as unigram (one character), bigram (two characters) and trigram (three 

characters). The n-gram analysis and term-weighting analysis are the main statistical analysis 

techniques. 

A. N-gram Analysis 

N-gram analysis is a widely used method in many applications—especially linguistics. It is 

one of the simplest ways to analyse data based on the frequency of the data of interest. In 

the context of data leakage detection and prevention, Hart, Manadhata and Johnson [62] 

used n-gram statistical analysis and introduced a method based on machine learning to 

classify enterprise documents as sensitive or not. This approach used support vector machine 

algorithms to classify three types of data: enterprise private, enterprise public and non-

enterprise. The data were represented by the most frequent binary-weighted unigrams found 

across all corpora. The method was able to identify 97% of data leaks, with a false negative 

(FN) rate of 3.0%. Unfortunately, this method classifies data as public or private only, 

ignoring more flexible classification levels such as top secret, secret and confidential. In 

reality, this method can obstruct the work process, making it difficult to enforce security 

policies. 

In addition, Sokolova et al. [63] presented a system to detect sensitive data in 

heterogeneous texts. The system works by analysing peer-to-peer file exchanges within a 

networked environment. The authors indicated that the system uses an untraditional way to 
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detect sensitive information by processing data of unknown content, context and structure. 

This is because the proposed system can process unstructured data. Traditionally, most leak 

prevention systems used in personal health information (PHI) use specific tools to detect 

‘personally identifiable’ data. These identifiable data may include names, ages and phone 

numbers, without any focus on PHI. Moreover, traditional PHI systems work in closed 

hospital environments of medical records, where the processed information is guaranteed to 

contain PHI. The system proposed in this paper is based on the separation of possible and 

impossible containers of PHI. Eliminating impossible containers and focusing on the 

possible ones is the key factor of the proposed system. The process of eliminating impossible 

containers of PHI consists of using string matching and character n-gram modelling methods 

to check and eliminate published titles, non-text and non-English files. This method was 

limited to identifying PHI files only; it might introduce some shortcomings if applied to 

regular files. 

Parekh, Wang and Stolfo [64] presented a new approach to enable the sharing of 

information of suspicious payloads. Two anomaly detectors (PAYL and Anagram) were used 

to support generalised payload correlation and signature generation between sites and 

domains. The approach uses three types of alert correlation (raw packet, frequency-based 

and n-gram alert correlations) to classify payloads. Polymorphic/obfuscated worms and 

mimicry attacks may create a major challenge for this approach. In addition, the Anagram 

anomaly detector uses Bloom filters bit representation, which suffers from FPs. 

B. Term Weighting 

Term weighting is a statistical method that indicates the importance of a word within a 

document. It is usually used in text classification using vector space models, where 

documents are treated as vectors. This method was introduced by Salton, Wong and Yang 

[74] in a novel approach based on space density computations. It was shown that separation 

between document spaces resulted in better retrieval. Therefore, a clustered document space 

was considered best, where related documents were grouped into classes. These classes were 

formed around cluster centroids, which were also formed around a main centroid. Figure 2.7 

shows a typical clustered document space. 



Chapter 2. Background 

36 

 

Figure 2.7 Clustered document space 

The term ‘weighting technique’ is mostly based on the classical tf-idf. This is the best-

known term-weighting function, and it shows efficiency and accuracy when used for 

classification purposes. The tf-idf function is illustrated below: 

· Term frequency (tf): 

𝑊𝑡,𝑑 {
1 + 𝑙𝑜𝑔10𝑡𝑓𝑡,𝑑 , if 𝑡𝑓𝑡,𝑑 > 0

0, otherwise
 (2.1)

  

Where tf is the frequency of a specific term within one document. The use of logarithmic 

representation is important to avoid dealing with huge figures, and (1) is added to avoid an 

undefined result in case a term is not present: 

· Inverse document frequency (idf): 𝑖𝑑𝑓𝑡 = 𝑙𝑜𝑔10 (𝑁 𝑑𝑓𝑡
⁄ ) (2.2) 

This is an inverse measure of the informativeness of t, where N is the total number of 

documents in a corpus and dft is the number of documents within a corpus that contain a 

specific term. For example, in a corpus of 1,000 documents, if the term ‘the’ appears in all 

documents, 𝑙𝑜𝑔10 (1000
1000 

⁄ ) will result in (0). This means that the term ‘the’ has no real value. 

In contrast, if a term is rarely sighted in the corpus, then the idf is bigger. The total weight 

for a term is given by the product value of tf and idf [75]. 

This term-weighting approach has received limited use in data leakage prevention. For 

example, Carvalho, Balasubramanyan and Cohen [65] presented an extension—Cut Once—
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to the publicly available email client Mozilla Thunderbird. This extension was built with 

capabilities to recommend trustworthy recipients and predict potential leaks through wrongly 

addressed emails. It works by treating each email address available in the user’s address book 

as a tf-idf centroid vector. This vector is calculated using term frequencies from the messages 

available in the sent folder. When a new message is composed, a tf-idf vector is calculated 

and compared with the already calculated tf-idf centroid vectors for each email address. The 

Cut Once extension ranks email addresses intended to receive the new message according to 

the calculated tf-idf score. Email addresses—that is, contacts—with high scores indicate 

existing exchanged messages with similar topics. Lower scores indicate wrong recipients or 

an unrecognised new topic. The experiment was limited to 26 real users of Mozilla 

Thunderbird. A total of 2,315 emails were exchanged between the subjects over the course 

of four weeks. Unfortunately, the detection of the email leaks was subjective, as it was up to 

the users to select appropriate recipients. Only five email leaks were reported by users. 

Additionally, this approach may introduce a high level of FPs, as it requires existing messages 

to be located in the sent folder 

2.5 Future Trends in DLPSs 

Ongoing developments for DLPSs involve two main areas: analysis techniques and 

applications. Attention has been directed towards developing content analysis techniques 

that can preserve data semantics, and application developers have been focusing on 

mitigating insider threats and data leakages through mobile devices. 

2.5.1 Analysis Techniques 

Many DLPS vendors and researchers have focused on developing analysis techniques to 

produce robust DLPSs. For example, Varonis [34] claimed that context analysis is the future 

for efficient DLPSs, as content analysis techniques are sophisticated and cumbersome. 

Therefore, conducting robust contextual analysis with an auditing system on data usage, 

permissions and ownership can provide the required data protection. However, content 

analysis techniques are being developed to overcome various shortcomings. As mentioned 

previously, current data fingerprinting techniques are susceptible to change. Therefore, 

advanced types of hashing, such as similarity digests and locality-sensitive hashing (LSH), 

can enhance the semantic content analysis. Unlike conventional hashing, where comparison 

means yes or no answers, similarity digests provide more fixable measures. A degree of 
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similarity is approximated when using similarity digests (typically 0% to 100%). Roussev [5] 

presented data fingerprinting based on similarity digests. The method generates statistically 

improbable fingerprints to overcome uneven coverage and high FPs found in randomised 

fingerprinting such as Rabin’s fingerprint. This method proved its robustness in correctly 

classifying small segments of data from six common file types, including doc, pdf and html. 

Although the method introduced better coverage for feature selection, it was not clear 

whether it could identify whole altered documents and to what degree they had been altered. 

Along the same lines, a comprehensive comparison of similarity hashes was conducted by 

Roussev [76], who evaluated the capabilities of fuzzy hashing (ssdeep)—pioneered by 

Rabin—and similarity digests (sdhash). The study showed that in all test cases, similarity 

digests outperformed fuzzy hashing in terms of accuracy and scalability. 

LSH is another form of advanced fingerprinting. This method was developed by 

Indyk, Gionis and Motwani [77, 78] and is based on using multiple hashing for neighbouring 

elements to increase the chance of value collisions. Higher collision probability for close-by 

elements can help determine neighbouring points by performing the same hash procedure 

for queries. Unlike conventional hashing, where collisions are not desired, LSH collided 

values mean a higher degree of similarity. This method is widely used in many similarity-

measuring applications such as data clustering, data mining and digital forensics (Cohen et 

al. [79]; Haveliwala, Gionis & Indyk [80]; Ke, Sukthankar & Huston [81]). In addition, many 

forms of enhanced LSH are used for specific cases. Datar, Immorlica, Indyk and Mirrokni 

[82] introduced an LSH algorithm to utilise Euclidean space to overcome the drawback of 

the Hamming space being limitedly used. The method was used in a fast colour-based image 

similarity search. Another form of LSH, called the TrendMicro LSH (TLSH) was introduced 

by Oliver, Cheng and Chen [83]. TLSH uses a sliding window of five bytes, and at a certain 

window place, the five bytes form a trigram that is finally mapped into a counting bucket 

using Pearson’s hash [84]. To improve the accuracy, this method uses quartiles to track 

counting bucket heights. 

Statistical content analysis is also expected to leverage the capabilities of future DLPSs. 

Advanced types of n-gram and term-weighting techniques have shown encouraging results 

in classifying data semantics. For example, n-gram statistical analysis is used in intrinsic 

detection such as the new plagiarism detection method presented by Stamatatos [85], which 

uses n-gram profiles to detect style variations within a document. It is an intrinsic plagiarism 

detection method in which there is no need for a reference corpus to detect plagiarised 
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passages. In other fields, n-gram statistical analysis has been used to classify data of special 

interest. For example, Reddy and Pujari [86] presented a new approach that uses relevant n-

grams to detect computer viruses. Their technique, called class-wise document frequency, 

uses relevant n-grams to classify executable files. The classes were V (viruses) and B (benign). 

The classification theory used in this paper is the Dempster–Shafer theory of evidence, which 

combines support vector machines and decision trees (DT). In addition, Shabtai et al. [87] 

used OpCode n-gram patterns to detect unknown malicious code. The idea is based on 

extracting n-gram patterns from files after disassembly. The disassembly process is different 

from extracting normal n-gram patterns from files, as it translates machine code to more 

human-readable language (assembly language). The result is a sequence of OpCode n-grams, 

and depending on the n-gram size required, multiple OpCode patterns may be created. The 

evaluation results showed a high level of accuracy of more than 96%, with a true positive 

rate above 0.95 and an FP rate of around 0.1. 

New term-weighting techniques have also been developed to define accurate data 

semantics. For example, Nunes, Ribeiro and David [88] presented four term-weighting 

functions to estimate the current (most accurate) term score. The idea is based on checking 

the revision history for terms in documents. In theory, a document may be edited or revised 

many times during its existence. Therefore, terms might have different frequencies over the 

course of time, or they might be eliminated. This method can help in identifying accurate 

term scores after a series of document modifications, but it is limited to sporadic changes. 

Moskovitch et al. [89] presented a combination of the tf-idf term weight and n-gram statistics 

as a new methodology for the representation of malicious and benign files. In their paper, 

the terms are represented by different-sized n-grams extracted from malicious and benign 

files. A comprehensive study on feature selection (ranking) was conducted using document 

frequency, gain ratio and Fisher score. This method was able to achieve a high level of 

accuracy of 95% when the malicious file percentage was less than 33%, which simulates a 

real-life scenario. Further, Salakhutdinov and Hinton [90] presented a semantic hashing 

approach to achieve higher precision and recall than tf-idf or LSH. The method is based on 

using binary codes as memory addresses to find semantically similar documents. This method 

can significantly leverage the content analysis of DLPSs’ capabilities. 
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2.5.2 Applications 

The second main development area for DLPSs is applications. This is mainly occurring in 

commercial DLPSs, as vendors are trying to satisfy consumers’ requirements. One of the 

main concerns attracting DLPS developers’ attention is internal misuse. Encouraged by 

incidents in which insiders are the cause of the data leak—for example, WikiLeaks [9]—new 

DLPSs are focusing on internal misuse detection. Internal misuse occurs when authorised 

users use queries to retrieve small pieces of data. These small pieces of data can be 

accumulated to construct meaningful restricted information. Users can also use their access 

rights to access data maliciously. Methods such as that used by Yaseen and Panda [91] are 

aimed at studying knowledge acquisition by insiders and the types of dependencies between 

data objects. Yaseen and Panda proposed a dependency graph called the Neural Dependency 

and Inference Graph, which measures the amount of information that can be acquired about 

some data items using their dependency relationships. In addition, Stolfo, Salem and 

Keromytis [92] presented a data access monitoring approach based on profiling a user’s 

behaviour when accessing data in the cloud. Patterns are then checked to determine if and 

when a malicious insider illegitimately accesses data. When unauthorised access is detected, 

the malicious insider is flooded with bogus information to dilute the real sensitive data. 

Another area where DLPS applications are being developed is smart phone security. 

More capabilities are being added to smart phones, which enables them to handle a large 

amount of data. This can jeopardise the security of personal and corporate sensitive data, as 

smart phones are susceptible to theft and loss. AirWatch [35] by VMware is an example of a 

new DLP solution made for mobile devices. AirWatch mobile content management is 

designed to protect data accessed by smart phones and tablets anytime, anywhere. This is 

done by creating secure containers that enable users to access, store and update data securely 

from mobile devices. TRITON AP-Mobile by Websense [93] uses a special agent and DLP 

policies in mobile devices to restrict unauthorised data sharing. This includes preventing data 

from being leaked through images and encrypted data. 

2.6 Problems and Limitations 

From the literature, it is evident that most of the current DLPSs are suitable for constant 

environments and structured data. This is a serious limitation of DLPSs and inevitably results 

in data leakages. Therefore, this study defines three major issues that are responsible for these 
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inefficiencies. First, most state-of-the-art DLPSs require extensive analysis, which includes 

deep content inspection and comprehensive indexing. This can present a serious challenge 

to DLPSs by exhausting their computational and storage capabilities. Second, current 

content analysis solutions are not fully effective—especially when data are evolving—

because they mainly depend on inflexible techniques. Although some papers have insisted 

on enhancing fingerprinting techniques, various text obfuscations will always create new 

challenges. Therefore, current DLPSs lack an understanding of data semantics. Third, it is 

evident that most proposed DLP solutions are either context-based or content-based, which 

makes them semi-blind solutions. Hence, current DLPSs lack useful integration of analysis 

techniques. 

An effective DLPS should be able to perform detection tasks with minimal 

computational and storage requirements. This can be done using simple, yet powerful, 

mathematical calculations that allow proper data identification without requiring exact copies 

of all existing and new confidential data. Further, DLPSs should have the ability to 

semantically classify confidential data, even if the data are evolving. Changing the structure 

or the wording order of confidential data should not have a negative effect on the 

performance of DLPSs. Further, DLPSs should be able to heuristically detect confidential 

data, even after applying rewriting or summarising tasks to it. Finally, an effective DLPS 

should be able to detect confidential content while understanding the surrounding context. 

This integration will ensure more accurate results than DLPSs with only one type of analysis. 

To the best of our knowledge, most of the surveyed DLPSs lack these 

recommendations. A few studies have applied some of these recommendations, but with 

modest results. This thesis addresses these recommendations by proposing statistical analysis 

methods that are explained with a clear research hypothesis and methodology. Moreover, 

this study conducts systematic experiments on benchmark datasets and uses appropriate 

analysis measures and visualisation to defend the findings. 
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Chapter 3   
METHODOLOGY 

his chapter provides an overview of the research methodology used to conduct this 

research. The comprehensive literature review in Chapter 2 indicated that most of the 

DLP methods were proposed without real consideration of the systems’ overheads and the 

semantics classifications. This resulted in inflexible and sometimes ineffective DLPSs, 

especially when the data were evolving. Moreover, most of the proposed DLP methods were 

equipped with either context or content analysis capabilities, which limited the chances of 

achieving inclusive analysis. Therefore, in this chapter, we map the challenges identified in 

Chapter 2 with relevant research questions and associated hypotheses. Then, we explicitly 

discuss our contribution to the theory and practice by suggesting new research directions in 

the field of DLP and proposing some practical implementations. The research assumptions 

are also identified in this chapter to clarify our approach. Further, we explain our research 

methodology, which includes three main phases: ‘literature review’, ‘proposed DLP methods’ 

and ‘testing and evaluation’. Finally, ethics are discussed in detail. 

From the problems and limitations identified in the literature, we developed the 

following main research question and associated sub-research questions in the DLP field. 

3.1 Research Question 
How can data leakages in confidential documents be accurately detected using statistical 

semantics analysis? 

Sub-research Questions 

T 
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1. How can confidential documents be classified using statistical content analysis with 

minimum indexing and pre-processing? 

2. How can confidential data obfuscation tasks be overcome using semantics 

analysis techniques? 

3. How can potential data leakages in group communications be detected using a 

combination of context and content analysis? 

3.2 Hypothesis 
To address the research questions, the following research hypotheses were established: 

1. The limitations in the current content-based DLP analysis techniques (data 

fingerprinting and regular expression) can be addressed using simple yet effective 

statistical analysis. Therefore, we propose statistical analysis methods that are 

simple, resilient and easy to integrate. 

2. The basic design of category centroids will reduce the need to preserve copies of 

confidential documents or associated fingerprints and regular expressions. The 

proposed statistical DLPS will only have statistical representation of terms within 

centroids. This can significantly reduce systems’ overheads because the similarity 

comparison will take place between documents and centroids only, rather than 

extended lists of fingerprints and regular expressions. More precisely, by 

statistically analysing the content of confidential documents using n-gram and tf-

idf profiling functions, DLPSs will be able to grasp the meaning of confidential 

documents without the need for extensive indexing and pre-processing. 

3. The use of supervised dimension reduction techniques SVD and LDA can 

preserve the principle components or semantics that carry the core meaning of 

confidential documents. Therefore, various text obfuscations, including addition, 

subtraction and substitution, will not erase all traces of semantics in confidential 

documents. Thus, even if the confidential document’s structure is evolving, leakage 

will be detected. 

4. Developing a statistical score that combines context and content attributes can 

help in detecting potential leaks in group communication. Therefore, we propose 

an RAI score that combines five context and content attributes that usually appear 

within users’ transactions. 
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3.3 Contribution 
The proposed statistical methods can affect the information security paradigm and related 

applications. To address such an effect, this section discusses the prospective contributions 

of our proposed method. 

3.3.1 Contribution to Theory 

The use of statistical analysis to detect confidential data can be effectively utilised in the field 

of data leakage prevention. More precisely, statistical content analysis and state-of-the-art 

semantics analysis techniques can form a robust detection method. This can be introduced 

as a new approach to solve some of the problems in current DLPSs. Moreover, the 

complexity of the data leakage scenarios and the large number of elements involved in the 

data leak can introduce continuous challenges. Therefore, DLPSs should use new detection 

mechanisms to mitigate the risk of data leakage. Our statistical methods should contribute 

to the data leakage prevention field by opening up new research directions to address the 

problem. Our assumptions are supported by a number of successful experiment results that 

show the benefit of using statistical-based classification to detect confidential data leakage. 

3.3.2 Contribution to Practice 

The proposed statistical methods can be applied in DLPSs that seek full and partial document 

detection. As no exact reference is required, category centroids can represent full documents 

and parts of a document at the same time. Further, the proposed method should significantly 

reduce system overheads, as no comprehensive indexing for confidential data is required. 

Moreover, the method can be effectively used to detect confidential data leaks in dynamic 

environments, where data are expected to be evolving regularly. Most DLPSs lack an 

understanding of semantics when it comes to classifying related but unseen data. The 

proposed method mitigates this problem because it has the ability to estimate the relevancy 

of new documents. 
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3.4 Research Assumptions 
In terms of epistemological assumptions, this research approach is positivist, as detecting 

confidential data using statistical analysis is based on pure scientific methods. Further, all 

conducted experiments deal with quantifiable data and statistical facts. In addition, when 

considering ontological assumptions, the research is conducted in an objective manner, as it 

is based on scientific observations and facts when detecting leaks, rather than on a human 

opinion as judgment. Figure 3.1 illustrates the research assumptions. 

 

 

Figure 3.1 Research assumptions that are applied to conduct the research 

In this research, we use a tool called kfNgram version 1.3.14 [94] to create and sort the 

n-grams. We assume that the created n-grams match the input options in terms of the size 

and frequency, and that the tool is bug-free and the underlying platform will not have any 

implications on the results. Moreover, we use MATLAB version 7.5.0.342 (R2007b) to write 

our proposed methods’ codes and calculate the distance measurement between category 

profiles and document profiles. We assume that the created codes have no problems and 

that the returned values are accurate. Further, we use a tool called Peter Holme’s stemmer 

[95] to analyse documents and create word stems. We assume that the tool is stemming the 

words according to the original Porter’s stemming algorithm ‘snowball’ introduced in [96]. 

Finally, we use the BFSpro tool [97] to perform document rewriting by changing words to 

their synonyms. We assume that the tool is error-free and that all required alteration tasks 

are conducted as specified. 
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3.5 Research Methodology 
The research process is divided into three main phases. First, we start with the literature 

review in the DLP area. In this phase, a thorough investigation is carried out to identify the 

research boundaries and limitations in state-of-the-art DLPSs. In the second phase, we 

present a detailed plan for developing statistical DLP methods. In this phase, all of the 

technical requirements and optimisation options are discussed. In the final phase, we discuss 

the testing and evaluation metrics that will help in reviewing the results and comparing them 

to the research aims. In addition, as all three phases are interdependent, there is always 

feedback between them. Figure 3.2 presents an overview of the research process, including 

the three main phases. 

 

Figure 3.2 Research process 

The three phases in the research process are divided into the following sub-phases: 

• Literature Review 
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- developing mathematical models 

- detection verification 

• Testing and evaluation 

- testing various datasets 

- performance analysis 

- implementation analysis 

- optimisation and recommendation. 

Although the listed phases and sub-phases are the main elements in the research 

methodology, there are other steps involved in the process, which are explained in the next 

sub-sections. 

3.5.1 Literature Review 

This is the first phase in the research process and is divided into sub-phases as shown in 

Figure 3.3. Before starting this phase, we define the DLP area as the research area in which 

our major scope is defined. It should be noted that the DLP area is relatively new, and DLP 

solutions may appear under other areas, such as firewalls and IDSs, as features. Therefore, 

the review is not limited to explicit DLP names; rather, all possible DLP methods and 

features are considered. 

 

Figure 3.3 Phase one: literature review 
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The literature review phase starts with a thorough investigation in the field of DLP 

and all possible related works in the literature. Then, a proper categorisation for all DLP 

methods—according to type, analysis and deployment—is conducted. The main aim of this 

is to map all methods in an understandable form, as there is no clear categorisation available 

in the literature. Further, the state-of-the-art approaches are identified, and their limitations 

are noted. This is done to identify the research gaps and to further limit our major scope. 

The identified state-of-the-art approaches mainly focus on the detection of confidential data 

through content analysis. Advanced fuzzy fingerprinting and regular expression analysis are 

identified as the leading techniques in addressing the problem. However, these techniques 

are sometimes ineffective in identifying evolved data; hence, we infer that there is a clear 

limitation in these techniques. Moreover, it is evident that many state-of-the-art approaches 

use extensive indexing and pre-processing to keep track of confidential data. This may lead 

to the exhaustion of the storage and processing capabilities of many systems, which is 

another limitation. Further, most of the identified state-of-the-art approaches use either 

context-based or content-based analysis, which makes them semi-blind approaches. In some 

cases, applying contextual analysis without knowing the actual content may result in FP and 

FN errors. 

A few studies have suggested the use of textual statistical analysis tools such as those 

used in the Natural Language Processing (NLP) field, but with limited investigation. In NLP, 

the use of statistical analysis is widely implemented, and term-weighting techniques have 

proven to be effective in identifying data semantics. Therefore, we propose this approach to 

fill the identified research gap. A wide range of NLP statistical techniques are explored to 

identify suitable solutions to our problem. This leads to the formulation of the main research 

question and associated sub-questions. Further, the hypotheses are established as answers to 

the research questions. 

3.5.2 Statistical DLP Methods Development 

The development of the statistical DLP methods phase involves four main tasks. Figure 3.4 

presents an overview of the statistical DLP methods design and development phase. In the 

first task, we identify the technical requirements based on the research problem. This task 

answers the research questions raised and is divided into three requirements. The first 

requirement is to develop an efficient DLP method with a low system impact. As identified 

in the literature review phase, the extensive indexing and pre-processing of current DLPSs 
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has a negative effect on system resources. For example, creating and maintaining copies of 

hash values for each document in the repository requires a considerable amount of storage 

space and processing power. The second requirement identified in the literature review phase 

is semantics perseverance. This is by far the most important requirement and the key for 

successful modified data identification. The proposed DLP method should be able to 

overcome various data obfuscations such as the addition/subtraction of words and lines, and 

rewriting and summarising tasks. The third requirement identified in the literature review 

phase is the ability to integrate contextual analysis with content analysis. In some cases, using 

one type of analysis might be insufficient due to overlapping conditions. Therefore, an 

efficient DLP method should be able to detect confidential content while understanding the 

surrounding context. 

 

Figure 3.4 An overview of the statistical DLP methods design and development phase 

The second task in the statistical DLP methods design and development phase is the 

proposal of the DLP algorithms. This task is the core of our proposed statistical methods 

and describes the key components. The first proposed algorithm is statistical content 

profiling using n-grams and tf-idf weighting techniques. The profiling algorithm works by 
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on the weighting technique used, the whole document can be denoted by a profile weight. 

The document may then be classified under a category using a known similarity measure 

such as taxicab geometry, cosine similarity and Euclidian distance. The second proposed algorithm 

is semantics perseverance using dimensional reduction techniques. In this research, we 

propose the use of SVD and LDA techniques, as both can work linear separable data and 

can be implemented in the top profiling algorithm. Each technique has its own advantage 

over the other. SVD is used to find the principle components of a whole set of data, while 

LDA is used to identify discriminant classes within a dataset. The final proposed algorithm 

is used to calculate the RAI. The RAI score is used to identify suspicious transactions 

between users. It is calculated by integrating five context and content attributes: level, 

department, activity, profile and history. These attributes summarise the content and 

surrounding context for a given transaction. 

The third task in the statistical DLP methods design and development phase is the 

development of mathematical models. For each of the proposed algorithms, we need to 

develop a model that describes the main components involved. The first step to achieving 

this is to formulate the main components into mathematical equations. Then, for each 

proposed algorithm, a MATLAB code is written to process the inputs and achieve the desired 

outputs. For example, the first algorithm is written using MATLAB to initially calculate the 

profiles’ n-gram and tf-idf values, and then to calculate the taxicab, cosine and Euclidian 

similarity measures. A full description of each mathematical model’s development procedure 

is presented in Chapters 4, 5 and 6. 

The fourth task in this phase is detection verification, which is divided into two types: 

unsupervised and supervised detection. For the three proposed algorithms, unsupervised 

detection methods are initially used. For instance, mathematical similarity measures are used 

to classify documents into different categories in the first and second algorithms. This 

classification is conducted without any intervention on our side. In the third algorithm, the 

detection is based on unsupervised detection of high RAI scores between communicating 

users. In the second algorithm only, supervised classifiers SVD-ANN and LDA-ANN are 

used to enhance the overall classification accuracy. These detections are verified using simple 

accuracy measure, as all tested documents and articles are already labelled under known 

categories. 
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3.5.3 Testing and Evaluation 

The third phase in the research process is the testing and evaluation phase, which is divided 

into four tasks for each algorithm, as shown in Figure 3.5. The first task involves testing 

various datasets, including self-gathered and benchmark datasets. The self-gathered dataset 

includes 360 documents covering six topics from the field of information security, and it is 

used to test algorithm 1. The R8 and 20Newsgroups datasets include around 26,000 

documents, and they are used to test algorithm 2. The Enron dataset is an accumulation of 

around 0.5 million emails, and it is used to test algorithm 3. The second task is the 

performance analysis, which uses precision, recall and F1 measured in algorithm 1, accuracy 

and mean reciprocal rank (MRR) in algorithm 2, and precision and recall in algorithm 3. 

Many other evaluation metrics can be used, but because detection is the main task in the 

algorithms, it is sufficient to use an accuracy measure such as precision recall, F1 or MRR. 

The third task in this phase is implementation analysis. In this task, algorithms are evaluated 

assuming the implementation environments. Therefore, accuracy, speed and scalability are 

used to evaluate algorithm 1. Algorithm 2 is evaluated by checking the performance after 

applying various obfuscation tasks. Algorithm 3 is evaluated based on the actual leaks 

detected after utilising the RAI score. 

 

Figure 3.5 An overview of the testing and evaluations phase 
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The final task in this phase is the optimisation and recommendation task. For 

algorithm 1, the optimisation task includes choosing the optimal profile size, applying 

stemming and removing stop words. The recommendation task basically involves choosing 

a profiling technique—n-gram or tf-idf—for a specific problem. For algorithm 2, the 

optimisation task includes choosing the optimal number of nodes, error rate and features. 

The recommendation task involves choosing a semantics analysis technique—SVD or 

LDA—for a specific problem. Finally, for algorithm 3, the optimisation task includes 

studying topic importance over time, and the recommendation task includes suggesting 

further steps to enhance the detection task. 

3.6 Ethics 
There are no ethical issues in this research because it focuses on identifying confidential 

document leaks and does not involve any interactions with living forms such as humans and 

animals. The tools used to process and analyse the documents are free, stand-alone software 

for linguistic research, which are available for public download. Further, all of the documents 

and articles used in the experiments are obtained from public resources; therefore, there are 

no intellectual property issues involved. In addition, we do not aim to test personal data or 

real-time traffic; therefore, there are no violations of personal privacy or security. This work 

is carried out as a requirement for a PhD degree and does not involve commercial funding 

or marketing agreements. 

3.7 Summary 
Methodology is a systematic way to solve a problem. This chapter identified the research 

questions and the proposed hypotheses, and it explained how the hypotheses are tested and 

the research questions are addressed. The research methodology is divided into four phases, 

and each phase constitutes a number of activities. In the following chapters, the 

aforementioned steps are followed to design and develop a solution to answer the research 

questions. 
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Chapter 4  
STATISTICAL CONTENT ANALYSIS 

tatistical content analysis is the process of statistically studying textual attributes and 

patterns. It mainly focuses on establishing a relationship between words, lines, 

paragraphs and their frequency values. This chapter proposes a statistical content analysis 

DLP model to be used for document classification. The two main profiling approaches—n-

gram statistical analysis and tf-idf term-weighting analysis—are comprehensively explained 

in this chapter. The removal of common words, word stemming and performance evaluation 

of the proposed model are also explained in this chapter. 

4.1 Introduction and Problem Domain 
As mentioned in Chapter 2, many current DLPSs depend on content analysis to detect data 

leaks. This requires establishing and maintaining repositories of exact copies or fingerprints 

of the data in order for the data to be identified. As a result, DLPSs are required to perform 

two major tasks to function effectively. First, an extensive indexing task is required to list the 

references of all confidential data. Second, a quick search mechanism is required to find a 

match between the inspected data and a probable existing reference. Both tasks may impose 

significant system overheads and can thwart network traffic. 

This chapter proposes the use of basic design of category centroids classifications to 

reduce the need to preserve copies of confidential documents or associated fingerprints. The 

proposed statistical DLPS will only have statistical representation of terms within centroids. 

This can significantly reduce systems’ overheads, as the similarity comparison will take place 

between documents and centroids only, rather than extended lists of fingerprints and regular 

S 
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expressions. More precisely, by statistically analysing the content of confidential documents 

using n-gram and tf-idf profiling functions, DLPSs will be able to grasp the meaning of 

confidential documents without the need for extensive indexing and pre-processing. 

4.2 Proposed Statistical DLP Model 

The proposed method is inspired by the space vector model, where words, terms and n-

grams are algebraically represented in the vector space. This method allows flexible 

measurements of data in the form of weighting or value estimations rather than deterministic 

measurements. The key factor that the method depends on is word frequency. According to 

Zip’s law [98], the frequency of a word reflects its importance within a document. This is 

true when ignoring stop words such as ‘the’, ‘is’, ‘in’ and ‘at’. Therefore, by measuring the 

importance of words, an overall weight for documents can be calculated. Figure 4.1 presents 

an overview of the proposed method, where a typical DLP is performing a statistical analysis 

on a document. The method works by inspecting the data being transmitted between internal 

or external entities. The captured data are then statistically analysed, and an overall weight is 

calculated. Depending on the data segment being analysed—whether it is a transferred file, 

an email or an IM—the DLP compares the calculated weight with existing centroids. The 

centroids represent existing categories of interest and contain relevant frequency-sorted 

words. Next, a similarity measure compares the overall weight of the data segment with every 

category in the main centroid. Every category centroid should have a similarity degree with 

the data segment based on the intersected words. Finally, the data segment is classified under 

the most relevant category based on the similarity degree. 

Further, if the data segment is classified under a confidential category, then an action 

can be taken to mitigate the risk of a data leak. A predefined policy may be introduced in this 

case, which can define the protection needed for each category. To have better coverage for 

the proposed method, we study the utilisation of two techniques. First, we investigate the 

effectiveness of using raw frequency representation. This is done through the n-gram 

statistical analysis. Second, we investigate the effectiveness of using term-weighting statistical 

analysis. This is done through the best-known term-weighting function, tf-idf. 
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Figure 4.1 An overview of the proposed statistical analysis DLP 

4.3 N-gram Statistical Analysis 
This method uses raw word frequencies to reflect the semantics of a document. Unlike the 

work conducted in [99], which used character n-grams, we use single word n-grams in our 

classification. Character n-grams, which might include two letters, three letters or more, can 

affect the semantics of a document by splitting words apart. Moreover, according to studies 

conducted for more than 20 years, the use of a single term (word) gives better classification 

results than using two words or more [100]. In this section, we introduce a document 

classification approach using n-gram statistical analysis. The following sub-sections describe 

the n-gram profile generation, n-gram stemming and distance calculation. 

4.3.1 N-gram Profile Generation 

To test this method, we gathered up to 360 articles from various online sources such as PC 

Magazine and SC Magazine. These articles represented our dataset, and we aimed to classify 

each document into one of six categories: Antivirus (A), Data Leakage Prevention (D), 

Encryption (E), Firewall (F), Intrusion Detection Systems (I) and Virtual Private Networks 

(V). Sixty documents were assigned to every category, and we had to correctly classify all of 

the documents under the correct category to ensure 100% classification accuracy. In addition, 

we gathered an additional 30 documents to create category profiles. It was not mandatory to 

gather this number of articles to create a category profile; in fact, a single document that 
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contains a variety of words and discusses one topic (e.g., frequently asked questions page or 

a Wikipedia article) [62, 99] would produce a suitable category profile. We chose a large 

number of articles to create the category profile to ensure that the category profile was 

comprehensive. It did not matter how big the resulting category profile was, because only 

the top frequency-sorted n-grams were considered for the distance calculation process. The 

selection of the optimum category profile size is discussed in Section 4.2.4. 

The generation of n-gram profiles for both documents and categories was done using 

the free online tool kfNgram. This tool processes text files and extracts the most frequent n-

grams and then reports the findings in a simple frequency-sorted n-grams format. The 

second phase of the profile generation consists of removing all stop words and common 

phrases. According to the Oxford English Corpus (OEC), the most common stop words in 

the English language are ‘the’, ‘be’, ‘to’, ‘of’, ‘and’, ‘a’, ‘in’, ‘that’, ‘have’ and ‘I’, and they 

account for 25% of the written English language [101]. Further, we added common transition 

words and phrases to the previous list, including ‘moreover’, ‘however’, ‘thus’ and ‘hence’. 

Table 4.1 shows the effect of removing common words and phrases on the overall 

classification accuracy of 180 documents against six categories. An increase of around 12% 

correct classification was reported after completing this step. 

Table 4.1 Effect of removing common words on the classification accuracy 

Category A D E F I V Total 
(out of 180) 

Overall 

Before Removing 
Common Words 

 
29 14 29 24 26 20 142 78.8% 

After Removing 
Common Words 

30 29 22 29 29 24 163 90.5% 

 

Removing common words from profiles can help in avoiding excess distance when 

performing document classification. This excess distance is graphically shown in Figure 4.2. 

The space located between the two lines caused some documents to be misclassified. 

Removing more common words and phrases may reduce the excess distance even more; 

however, this should be done with care, and without affecting the document’s semantic 

weight, because removing common words—especially nouns—may directly affect the 

semantics of the document. 
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Figure 4.2 Effect of removing common words 

4.3.2 Word Stemming 

Word stemming is the process of stripping words from their suffix to bring them back to the 

original root. Not only can this reduce the total number of terms processed by a data 

classification method—which means reduced computational overheads—but it also 

improves words’ representation. Therefore, we used an online stemming tool called Peter 

Holme’s word stemmer, which is based on the famous ‘snowball’ stemming algorithm. The 

algorithm is designed to recognise words with common stems, such as ‘connect’, ‘connected’, 

‘connecting’, ‘connection’ and ‘connections’. Removing the suffixes ‘-ed’, ‘-ing’, ‘-ion’ and ‘-

ions’ can result in the single stem connect. Although suffix stripping can be useful in reducing 

complexity, there are some limitations worth noting. For example, words such as ‘wand’ and 

‘wander’ have different meanings; therefore, removing the ‘-er’ suffix would alter the 

meaning of the second word. 

4.3.3 Similarity Calculation 

After creating 360 document profiles and six category profiles representing the six topics, we 

applied a simple Taxicap measure to calculate distances and classify the documents. This 

approach was introduced in [99] as calculating the ‘out-of-place’ distance—that is, calculating 

the rank difference between n-grams in the document profile and the corresponding n-grams 

in the category profiles. Figure 4.3 provides an example of how distance is calculated between 

the document and the category profiles. 
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Figure 4.3 Example of calculating the overall distance 

The sum of all rank differences plus the total ‘X-count’ value gives the overall distance. 

X-count refers to the absence of an n-gram in the category profile; therefore, this term is 

denoted as the maximum distance, which is the total number of n-grams in the document 

profile. To automate this process, we developed a MATLAB program (see Figure 4.4) that 

identifies the first n-gram in the document profile and searches for its match in the category 

profile. If the n-gram is available, then a Taxicab distance is calculated; if not, an X-count is 

reported and denoted as the maximum distance. This process is repeated until all n-grams in 

the document profile are examined. The overall distance is calculated using equation (4.1): 

𝑂𝑣𝑒𝑟𝑎𝑙𝑙 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 = 𝑡𝑎𝑥𝑖𝑐𝑎𝑏 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 + (𝑋𝑐𝑜𝑢𝑛𝑡𝑠 ×  𝑛𝑜. 𝑜𝑓 𝑁𝑔𝑟𝑎𝑚𝑠 𝑖𝑛 𝑑𝑜𝑐. )  (4.1) 

This process is repeated six times for each document and each time an overall distance is 

reported. The document is then classified under the category with the smallest distance. 
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Figure 4.4 Block diagram of the developed MATLAB code 

4.3.4 Profile-size Optimisation 

It is important to define an optimum size for the category profiles because using an 
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n-grams located at the bottom of the category profiles. These low-rank n-grams do not reflect 

the category topic, and keeping them will affect the purity of the category profiles. Therefore, 

it is better to consider only the top n-grams that better reflect the category. But what is the 

optimum number? And how could we define it? 

To answer these questions, we ran our experiments on 360 document profiles using a 
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with 91.3% accuracy. Table 4.2 shows the results of using different profile sizes, as well as 

the effect on overall classification. It was observed that too-small category profiles resulted 

in lower accuracy, such as size 25, which scored 81.9%. Further, larger category profiles sizes 

caused accuracy deterioration, such as in the case of size 200, which scored 87.2%. 

Table 4.2 Category profile size performance in the overall classification 

Category Profile 
Size 

Correct Classification Percentage 

25 295 81.94% 
50 322 89.44% 
75 326 90.55% 
100 329 91.39% 
125 322 89.44% 
150 319 88.61% 
175 319 88.61% 
200 314 87.22% 

 

After defining the optimum category profile size as 100, it is worth examining the 

overall classification and performance of each category profile. Table 4.3 displays the 

individual category scores and the overall classification results. Categories Antivirus, DLP, 

IDS and VPN scored classification accuracy of 95% or above. The worst classification result 

was Encryption, which scored 75%. These results represent an overall classification average 

of 91.39%. The new classification results using word stemming show an improvement of 

7%. This is a strong indication that using word stemming can boost our classification method 

in terms of accuracy and processing time, as document stemming can reduce the overall 

number of processed n-grams. 

Table 4.3 Overall classification results using category profile size 100 

Categories AV DLP Encrypt. Firewall IDS VPN 

Antivirus 57 0 0 2 1 0 
DLP 0 59 12 2 0 0 

Encryption 0 0 45 0 0 1 
Firewall 0 0 2 53 2 1 

IDS 3 1 1 3 57 0 
VPN 0 0 0 0 0 58 

Correct 57 59 45 53 57 58 

Percentage 95.0% 98.3% 75.0% 88.3% 95.0% 96.6% 

Overall 91.39% 

4.3.5 Analysis 

In this section, we analyse some of the findings from the experiment and discuss some 

performance measures. It is important to study the strengths and weaknesses of our 

approach so that we can exactly understand its capabilities. Therefore, we analyse the 
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precision, recall and F1 measures, as well as the break-even point, where precision and recall 

were equal. 

4.3.5.1 Precision, Recall and F1 Measures 

To evaluate our method, we used precision and recall measures in our analysis. Precision is 

the ratio between correct classifications and the number of all classifications under one 

category. Recall is the ratio between correct classifications and the number of desired correct 

classifications. In addition, we use the F1 measure, which is the harmonic average of both 

precision and recall. These measures are given below: 

𝑷𝒓𝒆𝒄𝒊𝒔𝒊𝒐𝒏 =
𝑪𝒐𝒓𝒓𝒆𝒄𝒕𝒍𝒚 𝑪𝒍𝒂𝒔𝒔𝒊𝒇𝒊𝒆𝒅 

𝑻𝒐𝒕𝒂𝒍 𝑪𝒍𝒂𝒔𝒔𝒊𝒇𝒊𝒄𝒂𝒕𝒊𝒐𝒏
     (4.2) 

 

𝑹𝒆𝒄𝒂𝒍𝒍 =
𝑪𝒐𝒓𝒓𝒆𝒄𝒕𝒍𝒚 𝑪𝒍𝒂𝒔𝒔𝒊𝒇𝒊𝒆𝒅

𝑫𝒆𝒔𝒊𝒓𝒆𝒅 𝑪𝒍𝒂𝒔𝒔𝒊𝒇𝒊𝒄𝒂𝒕𝒊𝒐𝒏
      (4.3) 

 

𝑭𝟏 =
𝟐(𝑷𝒓𝒆𝒄𝒊𝒔𝒊𝒐𝒏×𝑹𝒆𝒄𝒂𝒍𝒍)

𝑷𝒓𝒆𝒄𝒊𝒔𝒊𝒐𝒏+𝑹𝒆𝒄𝒂𝒍𝒍
     (4.4) 

We calculated the precision and recall of our method using the optimum category 

profile size defined previously. These results are presented in Table 4.4. All six categories 

scored a precision rating higher than 0.8, which means that our method tends to classify 

relevant documents and ignore non-relevant ones. For example, the VPN category scored 

the highest precision of 1.0, which means that all relevant documents were correctly classified 

and all non-relevant documents were ignored. Conversely, all categories’ recall scores were 

above 0.8, except for Encryption, which scored only 0.7. This is because Encryption is a vast 

topic itself and may contain n-grams that are shared among other categories. 

Table 4.4 Precision and recall scores for every category 

Category Precision Recall 

Antivirus 0.950 0.950 
DLP 0.808 0.983 

Encryption 0.978 0.750 

Firewall 0.914 0.883 

IDS 0.877 0.950 
VPN 1.000 0.967 

Average 0.914 0.914 
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According to the results in Table 4.3, 12 documents from the Encryption category 

were classified under category DLP. Thus, there were lower recall results for Encryption and 

lower precision results for DLP. The average precision and recall scores for the six categories 

indicate that our method has relatively high accuracy. More precisely, our method scored an 

average of 0.92 precision and 0.91 recall. In addition, to view both precision and recall in a 

harmonic average, we calculated the F1 score and compared the results across the category 

profile scale. F1 indicates how good a classification method is by combining the benefits of 

both the precision and the recall measures. It may not be important for other fields to have 

balanced precision and recall measures. For example, in some security applications, precision 

is not as important as recall, where one cannot afford to lose parts of the desired data. In the 

case of search engines, precision is usually more important than recall because a user is only 

interested in the first few results returned rather than all of the results. In contrast, it is 

preferable to have a balance of precision and recall measures in the data classification 

method. Table 4.5 shows the F1 measures scored by each category profile size. 

Table 4.5 F1 measure for every category profile size 

Profile Size F1 Measure 

25 0.832 
50 0.899 
75 0.912 
100 0.918 
125 0.901 
150 0.893 
175 0.890 
200 0.877 

 

Table 4.5 shows that the highest precision and recall was achieved by the size 100 

category profile. This indicates that 91.8% of the processed documents were both correctly 

classified and relevant. 

4.3.5.2 Break-even Point 

The break-even point is an important measure in which precision and recall are equal. It is 

usually defined using the precision/recall curve. Identifying this point is important because 

it can help in setting a classification threshold for individual categories. Figure 4.5 shows a 

precision versus recall representation for every category using every category profile size. 

The plotted points show that there are many points making a cluster between 0.7 and 1.0 for 

both precision and recall. The break-even point is located within the formed cluster, and the 

point where both precision and recall are equal is 0.967. This specific point was formed when 
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category VPN was able to classify 58 related documents and two unrelated documents using 

the 175 category profile size. The arrow in Figure 4.5 shows the location of the break-even 

point within the precision/recall cluster. 

 
Figure 4.5 Break-even point indicating equal precision/recall measures 

4.3.5.3 Document Spinning 

As mentioned earlier, modifications made to sensitive data can lead to misidentification, 

which results in data bypassing DLPs’ detection mechanisms. There are many reasons why 

data may be altered or modified, including a deliberate adversary action or business 

requirements. It is difficult to predict the type and amount of change a document might 

receive to avoid detection; therefore, it is difficult to simulate document modification 

scenarios. However, in reality, some tools are used to modify documents and articles in a 

way that makes them difficult to recognise. These tools are called ‘article spinners’, and they 

are commonly used to avoid plagiarism detection and copyright obligations by replacing 

words with synonyms. To test the reliability of our classification approach, we use BFSpro 

to modify our documents. 
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Table 4.6 Example of word spintax from category VPN 

 

 

 We test our method against different levels of difficulties, including spinning every 

possible word, spinning every other word, spinning every third word and so on. Changing 

words to their synonyms can change the document’s metadata like the size in kilobits and 

the terms frequency, but the document semantics should stay intact. That is why we chose 

to use the best synonym in the spintax list. The spinning tool provides wide range of 

synonyms in the form of spintax sentence. Table 4.6 gives an example of spintax of n-grams 

found in the VPN category; where every word has available synonyms except for few 

examples, such as ‘vpn’ and ‘server’. 

After running the test on 360 documents with multilevel spins, the overall classification 

accuracy was affected negatively. Table 4.7 shows the classification results after multilevel 

spinning. 

Table 4.7 Documents spinning results compared to the non-spun documents 

Categories 
Every 

Possible 
Every 
Other 

Every 3rd Every 4th No Spins 

Antivirus 56 56 57 58 57 
DLP 57 58 59 59 59 

Encryption 36 39 41 39 45 
Firewall 52 51 52 53 53 

IDS 41 47 50 49 57 
VPN 57 57 56 60 58 

Total 299 308 315 318 329 

Percentage 83.06% 85.56% 87.50% 88.33% 91.39% 
Deterioration 8.33% 5.83% 3.89% 3.06%  

 

 Spinning every possible word resulted in the worst classification results, with only 83% 

of the documents correctly classified. The minimum spinning level spun every fourth word, 

and the overall classification in this level was 88.3%. Compared to the overall classification 

without document spinning, the most deteriorated classification occurred when every 

possible word was spun, and 8.3% of the correctly classified documents could not be 

Original Word Spintax

vpn vpn

connect {connect|link|hook up|join|be connected}

network {network|system|community|multilevel|circle}

server server

access {access|entry|accessibility|gain access to|admittance}

secure {secure|safe|protected|risk-free|safeguarded}

remote {remote|remote control|distant|rural|out of the way}

internet {internet|web|world wide web|net|world-wide-web}
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classified under the correct category. In conclusion, the deeper the spinning levels, the worse 

the classification result. However, in some cases, spinning did not negatively affect the 

results; in fact, the classification results improved. For example, spinning every fourth word 

improved the results for the Antivirus and VPN categories, while the DLP and Firewall 

results remained unchanged. This occurred because some of the documents contained words 

that were not available in the category profiles, and changing them to available synonyms in 

the category profile resulted in correct classification. 

4.3.5.4 Relevant Feedback 

It is a common practice to use relevant feedback for classification purposes. In [102] and 

[103], a method was introduced to enhance classification results by performing relevant 

feedback for the results. Using a similar approach, we accumulated the n-gram extracted 

during our experiment. These X-counts were gathered in an exclusive file for each category 

only if a specific document happened to be correctly classified. The exclusive X-count file 

was frequency-sorted, and any new insertions were placed at the bottom of the list. These 

X-counts moved up and down according to the frequency. Figure 4.6 shows the process of 

extracting the X-counts. This feedback can be used to update the category profile after a 

considerable amount of testing. It can be considered an adaptation process to ensure more 

accurate ranking for relevant n-grams. We applied this method to update the category profiles 

with the most relevant n-grams. Our experiment showed an accuracy increase from 78.8% 

to 90.5%. 
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Figure 4.6 Process of updating the category profile 

We showed the feasibility of using n-grams statistical analysis with relevant documents. 

However, DLPs deal with both relevant and irrelevant data. Therefore, we tested irrelevant 

documents to show that our method has the ability to distinguish between relevant and 

irrelevant documents. We gathered 20 documents from the topics ‘computer forensics’ and 

‘virtualisation’. Although these topics are not completely isolated from information security, 

the distances produced by the tested documents were greater than those produced by 

documents related to the field of information security. This approach can be used as an initial 

step to check the relevancy of a document to the area of interest. Figure 4.7 shows the 

recorded distances for irrelevant documents. As shown, all of the results are above the 

‘relevancy line’. Further, larger documents yielded a greater distance, which made it easier to 

decide whether a specific document was relevant. 

Developing relevance lines for more general fields, such as information security, 

virtualisation and computer forensics, could narrow down and accelerate the classification 

process. Moreover, considering computational challenges, we assume that applying this 

method could significantly reduce systems’ overheads. 
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Figure 4.7 Position of irrelevant documents 

4.4 Term-weighting Analysis 
Term weighting is the second technique used in our statistical analysis. It focuses on using 

the advantages of the information retrieval field in solving the semantic gap problem in 

DLPs. In an information processing system, data are represented in many ways, such as 

binary and count vectors. Binary vectors are used to describe the presence of data, typically 

using 0 and 1. Count vectors state the number of times (frequency) a piece of data occurs 

(frequency). However, these representations have some limitations, as they do not exactly 

reflect the informativeness of the data. For example, count vectors may assign high values 

to stop words within a document because they have a high frequency, whereas they in fact 

have no real weight within that document. Unlike count vectors, term-weighting analysis 

tends to have flexible proportional representation for data, whereas high frequency does not 

necessarily mean more weight (informativeness). By using the best-known term-weighting 

function, tf-idf, a word can be weighted twice: first within the document being tested and 

then within a collection of relevant documents. For example, although a stop word such as 

‘the’ might have high frequency within a document (term frequency), appearing in all 

documents in a collection (inverse document frequency) will demote the total weight. 

Therefore, the tf-idf function helps in estimating a semantic weight for terms that belong to 

a document within a large collection. This function was explained in detail in Section 2.4.2.3. 
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4.4.1 Classification Model 

In this study, we use tf-idf in our classification model to utilise the information retrieval 

vector space model. In typical information retrieval systems such as search engines, data are 

handled as queries and relevant results. In our model, we use the same concept, but to return 

a relevant category to a document. The successful retrieval of the most relevant category for 

a document can help in establishing semantic awareness. Figure 4.8 gives an overview of our 

term-weighting classification model. The model follows the same procedures as in the n-

gram statistical analysis, but with minor modification. First, we start by examining the 

intended data (document) for stop words and common phrases. Second, we apply the word 

stemming algorithm to reduce the number of processed terms by examining only the main 

root of the terms. The first two steps are not extremely important, as stop word weights are 

automatically demoted using the idf function, and classification accuracy does not always 

benefit from word stemming. The model then finds all intersected terms between the 

document being examined and the categories. As explained in Figure 4.1, the categories are 

represented by centroids that contain the most relevant term weights. The tf-idf weight is 

then calculated for all intersected terms. Further, length normalised vectors are calculated 

and used to define the proportional term weight with regard to the document’s overall 

weight. This step can significantly reduce the excess distance created by too-large documents. 

Depending on the similarity measure used to calculate the overall distance between a 

document and category centroids, the model classifies the document under the most relevant 

category. Finally, if the document being examined is classified under a restricted category, a 

potential data leak is detected and the document-sharing process may be terminated. 
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Figure 4.8 Proposed term-weighting analysis model 

The steps taken in the classification model are tested using a MATLAB program. 

Figure 4.9 shows the algorithm implemented in MATLAB. The program first reads both the 

document being tested and the category centroids. Then a stop words removal algorithm is 

applied to rid documents and centroids of unnecessary words and phrases. This is done by 

reading a predefined list in the ‘Stop Words’ file and then removing similar words from the 

document and the category centroids. 

Next, a word-stemming algorithm is run to minimise the total number of terms 

examined. The program substitutes any term with the suffix for the root stem. By minimising 

the total number of terms processed, the classification time is significantly reduced. Further, 

the semantic classification is improved because more relevant terms are mapped to the main 

word roots. The remaining terms are then sorted according to frequency, where every unique 

term is listed along with its raw frequency. Depending on the total number of documents 

within the main centroid, the idf is calculated for every term. It is calculated by dividing the 

total number of documents in the main centroid by the total number of documents that 

contain a specific term. The idf value is usually fixed if there is no change in the main 
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centroid; therefore, this step can be ignored by reading the idf values from a predefined list. 

The final tf-idf can then be calculated by multiplying the logarithmic representation of idf 

and tf using: 

𝑡𝑓𝑖𝑑𝑓(𝑡, 𝑑, 𝐷) = 𝑡𝑓(𝑡, 𝑑) × 𝑖𝑑𝑓(𝑡, 𝐷)     (4.5) 

The tf is calculated using: 

1 + 𝑙𝑜𝑔10𝑡𝑓𝑡,𝑑        (4.6) 

Where tf is the raw frequency obtained from the frequency-sorted terms list. The tf-

idf values are then length-normalised using: 

‖�⃗� ‖
2

= √∑ 𝑋𝑖
2

𝑖        (4.7) 

Where X is the vector length. For any document, all of the term values can be length-

normalised by dividing the tf-idf value by the vector length. This works by summing all 

squared tf-idf values and then taking the square root of the sum. For example, if a document 

has two terms with tf-idf values of 3 and 4, the vector length is 5, because √9 + 16 =5. The 

normalised tf-idf values are 0.6 and 0.8. 

 

Figure 4.9 Block diagram for the developed MATLAB code 
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The final similarity score is then calculated for the intersected terms between the 

document and the category centroids. The program considers terms appearing in both the 

document and the centroids and ignores the rest. Finally, three similarity measures are 

calculated, and the overall scores are saved in the ‘Results’ file. 

4.4.2 Similarity Measures 

In this report, we used well-known distance measures to calculate the distance between 

documents and the category centroids. Due to the limitation in time, we used Taxicab 

geometry, cosine similarity and Euclidean distance. There were many similarity measures 

available to use, and as mentioned in our first research question, we aimed to identify the 

best measure during the course of this research. The first measure we used was Taxicab 

geometry. As discussed in Section 4.2.3, Taxicab geometry measures the distance between 

sets of data based on the elements position. In the n-gram analysis, the overall Taxicab 

distance was calculated by adding up all of the n-gram rank differences. The ranks were 

assigned based on raw frequency. In term-weighting analysis, we substituted the raw 

frequency with tf-idf values. Figure 4.10 shows the term-weighting representation in Taxicab 

distance calculation. The overall distance was calculated every time a document was 

compared to a category, and the smallest overall distance indicated the most relevant 

category. 

 

Figure 4.10 Calculating Taxicab distance using term-weighting representation 

The overall Taxicab distance is given as follows: 

𝑑1(𝑝, 𝑞) =  ‖𝑝 − 𝑞‖1 = ∑ |𝑝
𝑖
− 𝑞

𝑖
|𝑛

𝑖=1     (4.8) 

Where p is the tf-idf value of the term in the document and q is the tf-idf value in the 

category. The second similarity measure we used was cosine similarity. This measure is well 

defined and used in many applications that require the identification of a similarity degree. 
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Cosine similarity focuses on measuring the angle between vectors in the vector space 

model. 

 

Figure 4.11 Graphical representation of two-dimensional vector space model 

 

Figure 4.12 Normalised dimensional vector space model 

For example, in Figure 4.11, document 1 is being examined to be classified. The X-

axis represents the topic VPN, the Y-axis represents the topic Firewall and category centroids 

are located in different places according to closeness to the topics. The most relevant 

category to the document is the one with the largest cosine value when measuring the angle 

in between. The cosine similarity is calculated using: 

𝑐𝑜𝑠(𝑝 , 𝑞 ) =  𝑝 ∙ 𝑞  = ∑ 𝑝𝑖
|𝑉|
𝑖=1 𝑞𝑖   (4.9) 

Where p is the normalised tf-idf value of the term in the document and q is the 

normalised tf-idf value in the category. The overall cosine similarity value is the sum of all 

calculated dot products of intersected terms between the document and the categories. 
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Vector length normalisation is an important step to achieve cosine similarity scores because 

we are dealing with different document and centroid sizes. As shown in Figure 4.12, all 

vectors are normalised and mapped down to equal lengths. By calculating the cosine value 

(inverse of the angle in between), document 1 is relevant to the categories in the following 

order: category 3, category 2, category 1. 

The third similarity measure we use is the Euclidean distance. This is a direct linear-

distance measure between two points in the vector space model. The overall Euclidean 

distance between documents and categories is the sum of all linear distances between 

intersected terms. The following equation describes the calculation of the overall Euclidean 

distance between two pointes: 

𝑑(𝑝, 𝑞) = 𝑑(𝑞, 𝑝) = √(𝑞1 − 𝑝1)
2 + (𝑞2 − 𝑝2)

2 + ⋯ + (𝑞𝑛 − 𝑝𝑛)2 =√∑ (𝑞
𝑖
− 𝑝

𝑖
)2𝑛

𝑖=1  (4.10) 

Where p is the tf-idf value of the term in the document and q is the tf-idf value in the 

category. Unfortunately, Euclidean distance may not always give an accurate representation 

for similarity. For example, in Figure 4.12, document 1 was more relevant to category 3, 

according to the calculated cosine similarity. However, if the Euclidean distance is calculated 

between document 1 and the three categories, then category 2 will be the most relevant. This 

is because category 2 has the smallest linear distance with document 1. 

To test the three similarity measures, we used 360 documents divided into six 

categories: Antivirus (A), Data Leakage Prevention (D), Encryption (E), Firewall (F), 

Intrusion Detection Systems (I) and Virtual Private Networks (V). Each category contained 

60 documents, and we aimed to correctly classify every document under one relevant 

category. All 360 documents were compared to six category centroids, which had tf-idf 

weights of most relevant terms. Tables 4.8–4.10, show the experimental results for every 

similarity measure. 

Table 4.8 Overall classification results for taxicab distance 

Categories AV DLP Encrypt. Firewall IDS VPN 

Antivirus 57 0 0 0 0 2 

DLP 0 59 1 0 0 0 

Encryption 3 1 59 0 3 1 

Firewall 0 0 0 60 0 0 

IDS 0 0 0 0 57 0 

VPN 0 0 0 0 0 57 

Correct 57 59 59 60 57 57 

Percentage 95.00% 98.30% 98.30% 100% 95.00% 95.00% 

Overall 96.93% 
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Table 4.9 Overall classification results for cosine similarity 

Categories AV DLP Encrypt. Firewall IDS VPN 

Antivirus 60 0 0 0 0 2 

DLP 0 60 0 0 0 0 

Encryption 0 0 60 0 3 0 

Firewall 0 0 0 60 0 0 

IDS 0 0 0 0 57 0 

VPN 0 0 0 0 0 58 

Correct 60 60 60 60 57 58 

Percentage 100.00 100.00 100.00 100.00 95.00 96.67 

Overall 98.61% 

 

Table 4.10 Overall classification results for Euclidean distance 

Categories AV DLP Encrypt. Firewall IDS VPN 

Antivirus 60 0 0 0 0 2 

DLP 0 60 0 0 0 0 

Encryption 0 0 60 0 3 0 

Firewall 0 0 0 60 0 0 

IDS 0 0 0 0 57 0 

VPN 0 0 0 0 0 58 

Correct 60 60 60 60 57 58 

Percentage 100.00 100.00 100.00 100.00 95.00 96.67 

Overall 98.61% 

 

The overall correct classification of Taxicab was 96.9%. All of the categories achieved 

accuracy scores of 95% or above, while the Firewall category scored 100%. It is evident that 

term-weighting analysis outperformed raw n-gram frequency analysis by achieving higher 

accuracy. The cosine similarity and Euclidean distance gave identical results of 98.6%. 

Although the distances scored by the two measures were different, the final classification 

results were the same. This is because all of the tf-idf weights within the tested documents 

were length-normalised. In this test, all stop words and common phrases were removed. The 

effect of not removing these words is discussed in the next section. 

4.4.3 Analysis 

The overall classification accuracy achieved by the term-weighting analysis was noticeably 

better than the raw frequency analysis using n-grams. However, to better understand the 

results, we analysed the performance of every similarity function. First, we analysed the 

precision, recall and F1 measures scored by every similarity function. We also checked the 

effect of document spinning on the overall classification accuracy. 
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4.4.3.1 Precision, Recall and F1 measure 

Table 4.10 compares the precision and recall scores of the three similarity measures. The 

three measures scored differently for each category, except for Firewall and IDS. The three 

measures scored perfect precision and recall scores for Firewall and perfect precision and 

0.95 recall for IDS. The lowest precision was scored by Encryption using Taxicab distance. 

In addition, as cosine similarity and Euclidean distance achieved identical classification 

results, the precision and recall scores were also identical. 

Table 4.11 Comparison of precision and recall scores of the three similarity measures 

 Taxicab Cosine Euclidean 

Category Precision Recall Precision Recall Precision Recall 

Antivirus 0.96 0.95 0.97 1 0.97 1 

DLP 0.98 0.98 1 1 1 1 

Encryption 0.89 0.98 0.95 1 0.95 1 

Firewall 1 1 1 1 1 1 

IDS 1 0.95 1 0.95 1 0.95 

VPN 1 0.95 1 0.97 1 0.97 

Average 0.97 0.96 0.99 0.99 0.99 0.99 

 

The three similarity measures achieved high F1 scores for all categories. The lowest F1 

score was achieved by Encryption using Taxicab. The average F1 scores for the three 

similarity measures outperformed the n-gram analysis, as Taxicab scored 0.96 and 0.98 for 

both the cosine and Euclidean measures. Table 4.12 shows the overall F1 scores for the 

similarity measures used in our experiments. Compared to the extensive empirical study 

conducted in [104], the achieved scores are encouraging. 

Table 4.12 Overall F1 scores for the three similarity measures 

Category Taxicab Cosine Euclidean 

Antivirus 0.95 0.98 0.98 
DLP 0.98 1 1 

Encryption 0.93 0.98 0.98 
Firewall 1 1 1 

IDS 0.97 0.97 0.97 
VPN 0.97 0.98 0.98 

Average 0.96 0.98 0.98 

 

4.4.3.2 Category Centroids Content 

From the previous results, and by examining the performance of some categories, it is 

noticeable that the Firewall and VPN categories were continuously achieving perfect 

precision. This meant that the terms used in the category centroids were accurately 
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representing the semantics of the category. To obtain a better understanding, we examined 

the content of the category centroids after removing the stop words and performing word 

stemming. There were two main factors causing better precision scores for some categories. 

First, the amount of tf-idf weight carried by the top terms was relatively high. Second, having 

more deterministic terms rather than generic ones resulted in better precision. 

Table 4.13 Top 10 stemmed terms and total tf-idf weight 

Antivirus DLP Encryption Firewall IDS VPN 

Antivirus data key firewal system Vpn 

Softwar dlp encrypt network network network 

Virus prevent secur comput attack connect 

Comput secur cryptographi Packet detect tunnel 

Program loss data Secur ids server 

Free inform public softwar intrust access 

Malwar protect algorithm internet secur internet 

Secur solute govern Traffic data protocol 

File sensit system connect signatur Secur 

Detect polici messag applic packet Data 

17.38% 17.73% 10.45% 20.62% 16.82% 20.17% 

 

Table 4.13 shows the top 10 stemmed terms in the category centroids. The top 10 

terms within the Firewall and VPN categories accounted for more than 20% of the total tf-

idf weight of the centroids, whereas the top 10 terms in the Encryption and IDS categories 

only accounted for 10.45% and 16.82%. This explains the lower precision, recall and F1 

measures scored by those categories. For instance, if we examine the more generic terms of 

‘secure’, ‘data’ and ‘system’, we notice that they are in the top positions in the Encryption 

and IDS categories. Although these terms are also available in the categories Firewall and 

VPN, they do not occupy very high positions. In the Firewall and VPN categories, the top 

terms were more deterministic towards the topic. This indicates that categories with relevant 

terms occupying a high position within the centroid may in fact achieve high precision and 

recall. An ideal category centroid should contain a variety of terms, but without affecting the 

semantic balance of the topic. 

We studied the relationship between the total tf-idf weight of the centroid and the top 

100 terms. It was noticed that the total centroid weight was exponentially decreasing when 

more terms were considered. From Figure 4.13, in category VPN, about 30% of the total 

centroid weight was obtained from the top 20 terms, and 10% of the category weight was 

obtained from terms 20 to 40. Only 5% of the category weight was obtained from terms 40 

to 60. The top 100 terms accounted for around 53% of the total centroid weight. Further, 
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some categories did not contain high weights in the top 100 terms compared to the VPN 

category. For example, Encryption had only 15% of the total weight within the top 20 terms, 

and the top 100 terms accounted for 26% of the total weight. This means that about three-

quarters of the category weight was scattered within the rest of the centroid body. From the 

previous findings, we infer that the more the tf-idf weight is focused on the top terms, the 

more accurate the semantic representation of the category. 

 

Figure 4.13 Relationship between the total centroid weight and the top 100 terms 

4.4.3.3 Document Spinning 

To test the term-weighting approach against document modification, we applied multiple 

spins to the documents. The document-spinning process includes: spinning every possible 

word, spinning every other word, spinning every third word and spinning every fourth word. 

This was done after the removal of all stop words and common phrases. Table 4.14 shows 

the overall classification results for the three similarity measures. Spinning every possible 

word resulted in 58.06% correct classification using Taxicab distance, with 38.88% accuracy 

deterioration. This means that around 209 out of 360 documents were correctly classified 

after extreme modification. Further, cosine similarity and Euclidean distance gave identical 

results of 62.78% after spinning every possible word. This means that around 224 out of 360 

documents were correctly classified after extensive modification. This is a good indication 

that the term-weighting approach can preserve some of the semantics for documents even 

after extensive modification. Spinning every other, third and fourth word also affected the 

overall classification, but with a lighter effect on accuracy. It is evident that cosine similarity 

and Euclidean distance outperformed Taxicab distance in all spinning cases. This leads to 

the conclusion that the first two similarity measures can achieve acceptable performance 
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against document modifications. We also tested the robustness of the term-weighting 

approach using the three similarity measures, but without the removal of the stop words. In 

the raw frequency analysis for n-grams, removing the stop words and common phrases 

resulted in better accuracy. Surprisingly, keeping the stop words and common phrases 

resulted in better accuracy when using the term-weighting approach. We anticipate that the 

removal of the stop words affected the accuracy because idf automatically demotes these 

words, which affects other relevant terms by demoting their weights. 

Table 4.14 Overall classification results 

Similarity 
Every 

Possible 
Every Other Every Third Every Forth No Spins 

Taxicab 58.06 88.61 90.28 93.33 96.93% 

Cosine 62.78 92.22 94.17 97.22 98.61% 

Euclidean 62.78 91.94 94.17 97.22 98.61% 

 

Table 4.15 Overall classification with no stop words removed 

Similarity 
Every 

Possible 
Every Other Every Third Every Forth No Spins 

Taxicab 59.44 95.56 97.22 99.17 100% 

Cosine 63.33 95.00 97.50 99.44 99.72% 

Euclidean 63.33 95.00 97.50 99.44 99.72% 

 

All of the similarity measures scored better without removing the stop words and 

common phrases. In addition, without spinning the documents, Taxicab scored 100% 

accuracy by correctly classifying all 360 documents under the relevant categories. Cosine 

similarity and Euclidean distance scored 99.72% by correctly classifying 359 out of 360 

documents. After document spinning, the results between the three similarity measures 

varied. For example, Taxicab distance gave better results than cosine and Euclidean after 

spinning every other word. In the rest of the cases, the three measures gave comparable 

results, indicating that using either one of them can give similar results. These results are 

shown in Table 4.15. 
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4.5 Performance Evaluation 
From the experiments conducted so far, we evaluate the performance of the proposed 

method. First, we evaluate the accuracy of the proposed method and discuss the effect of 

such results in real-life scenarios. Second, we measure the overall speed needed to examine 

and classify different data sizes. Third, we evaluate the complexity of the proposed method 

to identify the effect on other systems. 

4.5.1 Classification Accuracy 

From the results obtained, it is evident that the statistical term-weighting analysis 

outperformed the n-gram statistical analysis. The best overall classification achieved by term 

weighting was 100% by taxicab distance, while the best overall classification achieved by n-

gram analysis was 91.39% by the same similarity measure. In real-life scenarios, we anticipate 

that the chances of confidential data bypassing our detection method are higher using n-

gram analysis. A better choice would be to use term-weighting analysis with one of the three 

tested similarity measures. Further, the removal of the stop words increased the classification 

accuracy when using n-gram analysis; however, in term-weighting analysis, the removal of 

the stop words negatively affected the overall classification. The accuracy deteriorated by 

3.07% as a result of removing the stop words in the term-weighting analysis when using 

Taxicab distance. 

Word stemming using the Porter stemmer helped in improving the accuracy in both 

the n-gram analysis and term-weighting analysis. In both experiments, word stemming 

reduced the number of processed terms and held only word roots that better represented the 

category. This helped in revealing the documents’ core semantics; therefore, better accuracy 

was achieved. Moreover, the accuracy of the proposed method was tested after applying 

multilevel document spinning. The effect of spinning every word was more visible on the 

term-weighting analysis, as the overall correct classification dropped from 96.93% to 58.05% 

using Taxicab and from 98.60% to 62.78% using the cosine and Euclidean measures. This is 

equivalent to around 30% deterioration. Conversely, document spinning did not severely 

affect accuracy after performing the n-gram analysis. The accuracy dropped by only 8.33% 

of the overall correct classification after spinning very possible word. 

It was also observed that relevant feedback increased the accuracy in the n-gram 

statistical analysis. This technique increased the accuracy from 78.8% to 90.5% of the overall 

correct classification. It can also be used in term-weighting analysis by reporting the most 
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frequent non-overlapping terms between the documents and the category centroids. Using 

the most frequent non-overlapping terms as an update to the category centroids will increase 

the classification accuracy. 

4.5.2 Classification Speed 

The classification speed is another important factor we considered in the performance 

evaluation. In most security applications, the ability to process security-related data without 

disrupting the regular work process is crucial. However, the growing amount of traffic in 

high-speed networks makes classification tasks even harder. There is usually a trade-off 

between security and flexibility of work flow, but in our research we aim to achieve optimal 

levels for both. Five main factors affect the classification speed in our method: 

• data size 

• cleaning (stemming and stop word removal) 

• idf calculation 

• centroid calculation 

• number of documents and categories. 

These factors are considered along with other factors such as system processing power 

and memory. However, at this stage, we evaluate the factors that are solely engaged with the 

classification process. All of the classification performance tests were conducted using a 

standalone machine with Intel Core i5-2400 CPU, 3.10GHz with 4 GB (RAM) and running 

64-bit Windows 7 Enterprise, Service Pack1. The first factor we evaluated was the processed 

data size. In all classification systems, it is axiomatic that large documents require longer 

processing time, which means slow classification. In our experiments, we tested various 

document sizes and studied the effect on the processing speed. Figure 4.14 shows the time 

required to statistically analyse and classify the different document sizes. It is plotted using 

the results obtained from testing 360 documents against six fixed-size category centroids. 

The sizes in kilobytes for the six categories are: 223 KB (A), 291 KB (D), 737 KB (E), 

256 KB (F), 662 KB (I) and 497 KB (F). The graph shows a slow increase in processing time 

when the document size increased. However, the overall time to process the entire corpus 

was only 130.3 seconds. Considering the number of tested documents and the limited 

processing capabilities, the achieved classification speed is encouraging. 
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Figure 4.14 Time required to process and classify documents 

The second factor we studied was the processing required to remove all stop words 

and to run the word-stemming algorithm. As discussed in the analysis, the removal of stop 

words is not always preferable; therefore, it can be skipped, especially in term-weighting 

analysis. The average time required to perform the stop words removal for an average-sized 

document (4 KB) was 0.25 seconds, while the time required to clean up 360 documents was 

56.35 seconds. By saving this time, the overall classification speed increased. Further, the 

same thing is applicable with word stemming. The average time required to stem an average-

sized document (4 KB) was 271.6 milliseconds, and the time required to stem 360 documents 

was 0.977 seconds. The time required to perform stop-word removal and word stemming 

was close to one minute. It should be noted that word stemming gave better accuracy for 

both analysis techniques. Therefore, skipping word stemming will negatively affect the 

classification accuracy. This issue is discussed in [105], which studied the effect of stemming 

on performance information retrieval systems using tf-idf. The authors presented an 

empirical evaluation for three stemming algorithms, including the Porter algorithm (Porter 

stemmer). They also introduced a novel dictionary-based ‘perfect’ stemmer, which enables 

the performance of IR systems to be measured when the performance of a particular 

stemmer is changing. The dictionary-based stemmer uses the Damerau–Levenshtin spilling 

correction algorithm to root words to a restricted list of stems. The final results suggest that 

better stemming accuracy yields better retrieval precision with shorter queries. However, 

stemming does not affect retrieval precision when longer queries (50 words to 200 words) 

are used. 
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The third factor in our performance evaluation was the calculation of the idf. As 

mentioned previously, this value is constant and is calculated to demote frequent terms 

across many centroids. At this stage, we calculated the idf value every time we ran the 

comparison between the documents and the category centroids. The time required to 

calculate the idf value every time was 4.8 milliseconds. Saving this time can slightly reduce 

the overall classification time. Pre-calculating the idf values and reading them from a fixed 

list can increase the overall classification speed. 

Moreover, the fourth factor affecting our proposed method’s speed was the category 

centroids calculation. In every experiment, the centroid body was being processed to 

calculate tf-idf weights, remove stop word and stem words. This task required an average of 

2.5 seconds for every category centroid and 15 seconds for the six category centroids. To 

eliminate this time, all category centroids can be pre-processed and prepared for the similarity 

calculation task. As shown in Figure 4.15, prepared centroids would contain stemmed terms 

sorted by the tf-idf value. 

The final factor affecting the speed was the total number of documents and categories. 

The time required to compare 360 documents to six categories was 75.8 seconds. Increasing 

the number of documents, categories or both can make the processing time grow 

exponentially. 

 

Figure 4.15 Effect of increasing the number of documents and categories 

Figure 4.15 shows the effect of increasing the number of processed items. It shows 

the exponential increase in processing time (Y-axis) when the number of documents (X-axis) 
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and categories (Z-axis) increases. For example, if the number of categories increases to seven, 

the time needed to calculate the similarity of 360 documents would be 85.9 seconds. If the 

number of documents increased to 600, the time needed to calculate the similarity would be 

125.1 seconds. This could be a serious limitation of our method; however, in reality, this 

method should be run using better system capabilities. A more capable system could process 

larger amounts of data in less time. Further, multiple categories could be grouped in more 

general centroids to avoid running the comparison over a large number of category centroids. 

For example, the six categories used previously could be grouped under an information 

security centroid. A document being processed would only be compared to one category 

centroid: information security. Then, only related documents would undergo a detailed 

comparison to find the most relevant category. 

4.5.3 System Effect 

We evaluated the complexity of the proposed method by checking its effect on the 

underlying resources. Apart from the classification speed, which we have discussed separately 

(4.5.2), complexity involves the amount of indexing, the processing effect on memory and 

the physical disk space occupied. As mentioned in our third hypothesis, category centroids 

reduce the need to preserve copies of confidential documents; therefore, the amount of 

indexing is reduced. In normal cases, category centroids are kept constant as long as they 

have a variety of the most relevant terms. However, if there is a need to update centroids’ 

content, only a few relevant terms with associated tf-idf weights will be added to the list. This 

update can come from relevant feedback (see Section 4.2.5.4) or from new terms found in a 

relevant document. The size of the update is very small compared to traditional fingerprint 

indexing. The average update size is 1–2 KB for 10–100 terms. Therefore, these small 

numbers should not have a significant effect on performance 

The CPU percentage used to examine and classify 360 documents against six categories 

in 75.8 seconds was only 25%. The CPU usage could be reduced using a smaller data size 

and less time. Moreover, the total physical disk space used to store 360 documents and six 

category centroids was 5.137 MB. This is a small amount of space compared to the archiving 

of full documents and fingerprints. Using this scale, 1 GB of disk space can store 2,307 

average-sized category centroids, or around 150,000 average-sized documents. 
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4.6 Summary 
In this chapter, we described our data leakage detection method using statistical analysis. We 

proposed two analysis techniques to classify confidential data. First, we discussed using raw 

frequency representation using n-gram analysis. Second, we discussed term-weighting 

analysis using the tf-idf function. We analysed all of the results obtained from both testing 

techniques in detail. Finally, we evaluated the performance of our proposed method by 

measuring its accuracy, speed and complexity. 
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Chapter 5   
SEMANTICS CONTENT ANALYSIS  

etecting data of interest is the first step to prevent confidential data leakage. The data 

may appear structured and unmodified during the detection task, which makes it easy 

to identify, but in many cases the confidential content may be altered and/or modified for 

various reasons. Whether this is intentional or spontaneous, DLPs may have difficulties in 

identifying the presence of confidential data semantics. As discussed in Chapter 4, statistical 

analysis can work better than data fingerprinting techniques, even when the data are 

modified, as long as an updated category centroid is maintained. However, in extreme data 

obfuscation cases, the static statistical analysis appeared to be less accurate. Therefore, in this 

chapter, we delineate a method to calculate confidential data semantics (i.e., the core meaning 

of a particular content). We use two mathematical techniques: Singular Value Decomposition 

(SVD) and Linear Discrimination Analysis (LDA), along with an Artificial Neural Net 

(ANN) machine learning algorithm, to classify documents based on their semantics. 

5.1 Introduction 
Detecting data semantics is a crucial step in the process of preventing data leakage. It is likely 

that a piece of information will be modified during the transition from one point to another. 

This modification can be an addition, subtraction, rewrite or summarisation of the original 

content. In this case, the structure of the data may change, but the data semantics may be 

preserved. Current DLP systems mostly rely on inflexible and superficial classification 

techniques when it comes to confidential data detection, with the exception of some robust 

D 
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data fingerprinting and statistical analysis techniques, as mentioned in Section 2.4. However, 

these are not always effective in detecting data semantics when the scale of modification is 

large. 

In the field of NLP, many methods are implemented in text classification to identify 

data semantics. One of the most popular techniques to accurately extract and represent a 

word’s meaning is Latent Semantic Analysis (LSA), which is used to mimic the human 

interpretation for words from a similar topic. Although it uses statistical analysis, it differs 

from other statistical approaches in two main aspects. First, it focuses on the meaning of 

utterances of relevant words rather than the co-occurrence of patterns or pairwise 

comparisons. Second, LSA represents the meaning of a word as an average of the meaning 

of all of the documents in which it appears [106]. To semantically analyse the weight of a 

specific term, LSA starts by transforming the text into a matrix, where each row represents 

a unique term and each column represents a unique document. Each cell within this matrix 

contains the frequency of a specific term if it appears in a document. LSA uses SVD to break 

down the matrix (term × document) into linearly independent components. These 

independent components form an abstraction away from the overall semantic weight of the 

document. Most of the resulting component values are small, so they can be ignored. The 

remaining components form a linear dimension that includes the important semantics of a 

topic. The SVD function achieves this by factorising the main matrix into three other 

matrices [107]. Further, the SVD function is closely related to LDA in that they both search 

for a linear grouping of variables that best represent the data semantics. While SVD factor 

analysis groups variables by ignoring the class differences, LDA explicitly tries to group 

variables based on the class differences. That is, LDA builds its linear combination based on 

differences rather than similarities [108]. 

In this chapter, we propose a method to calculate the semantics of confidential data 

using SVD and LDA techniques after exploring two benchmark datasets—R8 and 

20Newsgroups—for extensive obfuscation tasks. In addition, we present two classifiers—

SVD-ANN and LDA-ANN—which combine the SVD and LDA techniques with an ANN 

algorithm to enhance the overall classification accuracy. 
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5.2 Problem Domain 
Many data leakage incidents occur when the DLP system fails to recognise confidential 

content semantics. For example, a confidential document can be shared among unauthorised 

users if some modifications have been made to it. As shown in Figure 5.1, user A sends 

confidential document D to user B, who has no access authorisation. In the first case, 

document D is sent normally and the DLP system picks up the potential leak because the 

document is easily identified. The DLP then applies a remedial action according to the 

security policy. However, in the second case, as shown in Figure 5.2, user A modifies the 

document so the structure is changed but the confidential semantics are intact. The DLP 

cannot identify the confidential content if the modification is substantial. Identification only 

occurs when there is a match between the document and an existing reference for the same 

document. This is usually done by comparing the document to a restriction list that contains 

a statistical value or data fingerprints. Case 2 can occur intentionally (due to the workflow 

requirements) or spontaneously (due to human error). Other types of leaks can occur when 

a user maliciously changes the structure and format of the document while maintaining its 

confidential content. This may include changing the written language, encrypting or even 

using steganography to hide the content. These extreme cases are not within the scope of 

this research; therefore, they are not considered here. 

 

 

Figure 5.1 User A sends confidential document D to user B 
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Figure 5.2 User A sends modified confidential document D to user B 

Some attempts have been made to overcome the data obfuscation mentioned in 

Chapter 2; however, they are ineffective if the modifications are significant. As shown in [83], 

advanced fingerprinting methods such as Sdhash, Ssdeep and TLSH were affected by making 

some changes. These changes included inserting, deleting, swapping and substituting words 

and characters. Figure 5.3 shows the similarity scores between an original Pride and Prejudice 

text and the same text after iteratively applying changes. Figure 5.3 A shows the scores on 

mutations of the first 500 lines of Pride and Prejudice, while Figure 5.3 B shows the scores on 

mutations of the entire text. From both graphs, it is evident that Sdhash and Ssdeep were 

significantly affected after applying the changes, while the TLSH maintained a similarity score 

in the range of 10–40 after applying all iterations. 

Unlike data fingerprinting, our proposed method focuses on extracting the semantics 

of the document regardless of the order and structure. By using dimensional reduction 

techniques such as SVD and LDA, we can overcome the inflexible classification problem. 

SVD and LDA arguably compete with each other when dealing with different classification 

problems. Nevertheless, they both help in reducing the problem of overfitting by minimising 

the error in parameter estimations. Further, it has been proved that these techniques can 

significantly reduce computational costs for some classification problems [109]. 
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Figure 5.3 A Scores after mutating the first 500 lines of Pride and Prejudice 

 

Figure 5.3 B Scores on mutating the entire text of Pride and Prejudice 

5.3 Semantics-aware Classification 

Our method uses SVD and LDA techniques to identify the main components that represent 

a certain topic. Therefore, when a document is compared to another document or a topic-

centroid, the two techniques will extract the main components that carry the meaning. 

However, some differences between the two techniques should be understood. SVD is 

described as an unsupervised technique because it does not require a class identification; 

rather, it searches for the principle components that maximise the variance in a database. 
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Conversely, LDA is a supervised technique because it needs to initially calculate the 

dimensional mean vectors for all classes. It computes the linear discriminant, which 

represents an axis that maximises the separation between different classes. Figure 5.4 

illustrates the main differences between the two techniques. 

 

Figure 5.4 (A and B) Projection of the SVD and the LDA functions [110] 

In Figure 5.4 A, the red lines are the SVD projections of the principle component 

directions. These red lines represent the dimensions that indicate the maximisation of the 

data variance. Although the SVD projection shows two classes, it in fact ignores the classes 

and deals with the entire set of data. 

In the context of document classification, SVD is used as an underlying function to 

LSA. As mentioned previously, LSA represents a set of data into a (term x document) matrix. 

For example, Table 5.1 shows a typical LSA matrix. In this example, 12 unique terms were 

examined against nine texts. Five texts discuss human–computer interactions (C) and four 

discuss mathematical graph theory (M), as shown below: 

• c1: Human–machine interface for ABC computer applications 

• c2: A survey of user opinion of computer system response time 

• c3: The EPS user interface management system 

• c4: System and human system engineering testing of EPS 

• c5: Relation of user-perceived response time to error measurement 

• m1: The generation of random, binary, ordered trees 

• m2: The intersection graph of paths in trees 

• m3: Graph minors IV: Widths of trees and well-quasi-ordering 

• m4: Graph minors: A survey 
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Table 5.1 LSA matrix showing terms with associated documents [106] 

 

 

The frequency of each term against each text is recorded in the table. By applying SVD, 

the term ‘human’ is positively denoted in text c1 because it appeared once, while the term 

‘minors’ was negatively denoted because it does not appear in text ‘c1’ at all. Thus, SVD 

performs some sort of noise reduction [106]. SVD achieves this by factorising the main 

matrix into the three other matrices as follows: 

𝐴 = 𝑈 Σ 𝑉𝑇        (5.1) 

Where 𝐴 is the original (term × document) or (m × n) matrix and: 

· 𝑈: is an m × m orthonormal matrix, whose columns are the eigenvectors of 𝐴𝐴𝑇 

· 𝑉: is an n × n orthonormal matrix, whose columns are the eigenvectors of 𝐴𝑇𝐴 

· Σ : is an m × n diagonal matrix, where the diagonal elements are the non-negative 

square roots of the eigenvalues of 𝐴𝑇𝐴. 

Although multiplying the three matrices can reconstruct the original matrix ‘A’, the 

main purpose is to use the dimensionally reduced representation to recognise similar terms 

and documents. The final outcome of using SVD is that relevant components appear more 

similar and irrelevant components appear more dissimilar. 

In Figure 5 B, the red lines represent two LDA data projections. The vertical line shows 

good projection of separation between the two classes, while the horizontal line shows bad 

projection. The LDA projection is a generalised form of the original Fisher’s linear 

discriminant, which uses the score function (5.2) to calculate a linear combination of variables 

to separate the two classes [110, 111]: 

 S(β) =
βTμ1−βTμ2

βTCβ
 (5.2) 
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Where (5.3) is the model coefficient and (5.4) is the pooled covariance matrix: 

 β = C−1(μ1 − μ2) (5.3) 

 C =
1

n1+n2
(n1C1 + n1C2) (5.4) 

Where: 

· 𝛽: Linear model coefficients 

· 𝐶1,𝐶2: Covariance matrices 

· 𝜇1, 𝜇2: Mean vectors. 

To simplify the previous equation in the context of document classification, we 

calculate the d-dimensional mean vector 𝜇 for each class category in the dataset. Next, we 

calculate the scatter matrices (in-between-class and within-class scatter matrix). Thereafter, 

we compute the eigenvector and corresponding eigenvalues for the scatter matrices. It should 

be noted that the eigenvectors must be sorted by decreasing eigenvalues in a manner that the 

k eigenvector is sorted with the largest eigenvalue to form a (k × d) dimensional matrix 𝑊. 

The (k × d) matrix is then used to transform the n samples onto the new subspace. We can 

summarise this in the following equation: 

 𝑌 = 𝑋 𝑊 (5.5) 

Where 𝑋 is an n × d-dimensional matrix representing n samples and 𝑌 is the 

transformed n × k-dimensional sample into the new subspace. 

For a specific set of data, SVD and LDA can project dimensional reduction differently. 

Figure 5.5 shows the projection of two classes using SVD and LDA. As shown, the SVD 

picked the direction of the principle components and the LDA picked the differences in the 

mean vectors. Although both techniques seem to be effective in identifying the data 

semantics, some limitations should be noted. For example, SVD always work with the linear 

projection of data; therefore, the underlying subspace will be ignored (i.e., curved data will 

not be projected properly). Further, dimensionally reduced data may lose valuable semantics 

because the unsupervised SVD does not consider class differences. Further, LDA implicitly 

assumes the Gaussian distribution of data, which is not always applicable. Moreover, LDA 

assumes that the mean vectors are the discriminating factor rather than the variance. 
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Figure 5.5 Projection of SVD and LDA when dealing with two different classes 

5.4 Proposed Method 
A method to calculate data semantics between documents and category centroids is described 

here. Both SVD and LDA have been used to extract the semantic weight of confidential 

documents to prevent the leakage of confidential data. All experiments have been carried out 

using benchmarked datasets that are publically available. 

5.4.1 Semantics Classification 

Assumptions: 

· The classification method works with predefined secrecy levels, which are assigned 

to confidential and non-confidential documents. 

· The classification method works with existing document centroids assigned to 

each category. 

· All documents are single-labelled (i.e., each document is assigned to one category 

only). 

· All documents are in plain text, and there are no data encryption or data 

steganography techniques used. 

· At least one of the communicating entities has access to the confidential document 

repository. 

· The communication method is normal email service or any similar method. 

· The DLP system in use is capable of inspecting traffic between the communicating 

entities. 
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Steps: 

1. Authorised user A selects document D or composes an email and then sends it to 

unauthorised user B. 

2. Document D passes through normal content classification tools (e.g., data 

fingerprinting, regular expression and statistical analysis) or normal context analysis 

tools (e.g., sender, receiver, time, size and format). 

3. If the normal classification tools fail to identify document D, the semantics 

classification step is initiated. 

4. The main matrix term × document is established by calculating the frequency of each 

term. 

5. Document D is analysed by calculating the frequency TF weight for each term 

appearing in the document. 

6. The TFIDF weight is calculated by multiplying the TF weight with the global IDF 

weight. 

7. The semantics analysis techniques SVD and LDA are used to establish the semantics 

matrices from the main (term × document) matrix. This supplies the eigenvector and 

corresponding eigenvalues. 

8. Document D is classified under a class or category when it appears close to the 

principle component axis (in the case of SVD) or close to the mean vectors (in the 

case of LDA). 

9. Finally, if document D is classified under a restricted class, the communication 

between users A and B is considered a data leak. 

Figure 5.6 presents an overview of the proposed method indicating the previous steps. 

It should be noted that the semantic analysis is conducted after the normal analysis because 

it is wise to avoid extra processing when dealing with large data. For example, in real 

scenarios, is it faster to use simple data fingerprinting or MD5 and SHA1 than methods such 

as statistical and semantic analysis. Further, some pre-processing tasks should be completed 

prior to actual classification. For example, a calculation for the global IDF weight is necessary 

before the classification task because it is time-consuming, especially when dealing with large 

data. Moreover, a list of stop words should be specified to reduce the amount of processed 

terms. Further, the supervised classification shown by the ANN box is a task that occurs 

later in the process and requires different steps. 
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Figure 5.6 Overview of the proposed DLP method 

Figure 5.7 shows a flow chart of the developed code used to perform the semantic 

classification. The code is written using MATLAB version 7.5.0.342 (R2007b) and run on a 

machine with Intel Core i5-2400 CPU, 3.10 GHz with 4.00 GB (RAM) and running 64-bit 

Windows 7 Enterprise, Service Pack1. The code starts by identifying the unique terms and 

corresponding frequencies. Then, the available terms enter an optional term-reduction step, 

which includes removing stop words and word stemming. Next, the TFIDF weight for each 

term is calculated to replace the raw frequency in the term × document matrix. Thereafter, the 

semantic technique (SVD or LDA) is used to analyse the terms and calculate the 

dimensionally reduced vectors. A cosine similarity distance measure is used to calculate the 

distance between the principle components axis or the mean vector of the document and the 

classes. The classification is then plotted on a d-dimensional graph, which projects the 

document’s position among the different classes. Although this step gives an overall 

visualisation of the classification, it is still not deterministic. Therefore, cosine similarity is 

used to calculate the closest class to the tested document. This is done by calculating the 

distance between the document and the existing class centroids, which contain a number of 

documents on the same topic. If the document is classified under a restricted topic, it will be 

added to the restricted topic list. If a leak is detected, the DLP policy and remedial actions 

may be applied. If the document is not classified under a restricted class, it should be sent 

normally. 
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Figure 5.7 Flowchart of the developed code 

5.4.2 Semantics Calculations 

The first step in calculating the semantics of a document is to identify the unique terms and 

their corresponding frequencies. The main term × document matrix is constructed with the 

unique terms listed in the first column and the document’s class or context listed in the first 

row. The matrix cells are initially filled with the raw frequency values. To demonstrate the 

construction of the matrix, we analyse the first paragraph of Pride and Prejudice [112], shown 

in Figure 5.8, with four other altered versions. In the first altered version, we changed around 

25% of the original terms, while in the fourth version, we changed 100% of the original 

terms. 
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Figure 5.8 Three versions of the first chapter of Pride and Prejudice 

Table 5.2 presents a shortlist of the terms and corresponding raw frequency values in 

each version. It should be noted that all stop words were removed in this example for 

simplicity. The table can then be transformed into the main matrix A. This matrix is the core 

matrix, which allows the application of both the SVD and LDA techniques. In the case of 

SVD, we factorise the matrix A to the three matrices shown in Equation (5.1). 

Table 5.2 Shortlist of terms and corresponding frequencies 

Term Original 25% 50% 70% 100% 

Truth 2 2 2 1 0 

Universally 1 2 1 1 0 

Acknowledged 1 1 1 0 0 

Man 2 1 0 0 0 

Rightful 1 1 1 1 1 

 

A=

[
 
 
 
 
2 2 2 1 0
1 2 1 1 0
1 1 1 0 0
2 1 0 0 0
1 1 1 1 1]
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In this case, the orthogonal matrix is U: 

U=

[
 
 
 
 
−0.6634 −0.1025 −0.2774 −0.3910 0.5653
−0.4704 −0.2462 −0.2774 0.7765 −0.1957
−0.3058 0.1075 −0.2774 −0.4482 −0.7856
−0.3284 0.8816 0.2774 0.1902 0.0420
−0.3704 −0.3743 0.8321 −0.0843 −0.1527]

 
 
 
 

 

The diagonal matrix 𝛴 is: 

𝛴=

[
 
 
 
 
5.3875     
 1.5092    
  1.0000   
   0.7719  
     0.3187]

 
 
 
 

 

The orthogonal matrix 𝑉𝑇 is: 

𝑉𝑇=

[
 
 
 
 
−0.5810 −0.6074  −0.4591 −0.2792 −0.0688

0.6926 −0.0547  −0.4757 −0.4790 −0.2480
 0.2774 −0.2774  −0.2774  0.2774 0.8321

−0.2042 0.5553  −0.6970 0.3901 −0.1092
0.2531  −0.4928 −0.0106 0.6808 −0.4791]

 
 
 
 

 

Although we can reconstruct a dimensionally reduced matrix A by multiplying the 

three matrices (U, 𝛴 and 𝑉𝑇), the main purpose of factorising matrix A is to identify similar 

words and documents. As each version of the paragraph ‘documents’ are now represented 

by row vectors in V, the paragraph similarity can be obtained by comparing rows in V ×. 

Further, as the ‘terms’ are now represented by row vectors in U, word similarity can be 

measured by comparing rows in U × 𝛴. The similarity is then calculated using cosine 

similarity, as mentioned earlier. The same steps should be taken when dealing with a large 

dataset while ignoring class labels. Further, the raw frequencies in the main matrix A should 

be transferred into the TFIDF weight before the factorisation process. 

In the case of calculating LDA, we should consider the classes or categories available 

in the dataset. For each class, a d-dimensional mean vector should be calculated. If we take 

matrix A, for example, then the mean vector for this class is 𝜇: 

𝜇 = [1.4 1.4 1 0.6 0.2] 

Next, the matrix A ‘within-class’ is constructed for each class, and the global matrix 

𝐴𝑔 ‘in-between-class’ is constructed using all other classes’ matrices and a global mean vector 

𝜇𝑔. This step gives the LDA the class separation feature, which is not present in SVD. 
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5.4.3 Datasets 

To validate our method, we considered two main datasets: Reuter’s corpora [113] and 

20Newsgroups [114]. These are well-known datasets and have been thoroughly examined by 

many researchers in different fields. Both datasets contain thousands of documents divided 

into many categories. We used specific versions of the datasets that were pre-processed by 

Ana Cardoso Cachopo and are available from [115]. In these versions, many pre-processing 

tasks have been performed to enable easier comparison between results among different 

algorithms. Further, the pre-processed datasets allow ease of work because they are 

duplicate-free and contain single-label documents only. The available Reuters-21578 dataset 

is split into two sub-collections: R10, which contains the highest positive training examples, 

and R90, which contains at least one positive training and testing example. In our testing, we 

used a modified R10 dataset called R8, which provides eight categories with a considerable 

number of both training and test documents. Table 5.3 shows the available categories in the 

R8 dataset, which has a total of 7,674 documents. 

Table 5.3 Categories and associated training and test documents in R8 dataset 

Class # train docs # test docs Total # docs 

acq 1596 696 2292 

crude 253 121 374 

earn 2840 1083 3923 

grain 41 10 51 

interest 190 81 271 

money-fx 206 87 293 

ship 108 36 144 

trade 251 75 326 

Total 5485 2189 7674 

 

The second dataset used was 20Newsgroups, which contains 20 categories. This 

dataset is an accumulation of around 20,000 documents from 20 different newsgroups. The 

pre-processing task reduced the total number to around 18,000 documents after removing 

many attachments and duplicates. Table 5.4 shows the available categories and the total 

number of documents in this dataset. 
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Table 5.4 Categories and associated training and test documents in 20Newsgroups dataset 

Class # train docs # test docs Total # docs 

alt.atheism 480 319 799 

comp.graphics 584 389 973 

comp.os.ms-windows.misc 572 394 966 

comp.sys.ibm.pc.hardware 590 392 982 

comp.sys.mac.hardware 578 385 963 

comp.windows.x 593 392 985 

misc.forsale 585 390 975 

rec.autos 594 395 989 

rec.motorcycles 598 398 996 

rec.sport.baseball 597 397 994 

rec.sport.hockey 600 399 999 

sci.crypt 595 396 991 

sci.electronics 591 393 984 

sci.med 594 396 990 

sci.space 593 394 987 

soc.religion.christian 598 398 996 

talk.politics.guns 545 364 909 

talk.politics.mideast 564 376 940 

talk.politics.misc 465 310 775 

talk.religion.misc 377 251 628 

Total 11293 7528 18821 

5.4.4 Experimental Results 

We initiated the classification by applying both the SVD and LDA techniques to both 

datasets. To project the overall semantics of the datasets, we examined the training 

documents from both datasets. A total number of 5,485 documents were used for Reuters 

R8 and 11,293 documents for 20Newsgroups. Figures 5.9–5.12 show the projections of the 

training documents for both datasets using SVD and LDA. Figure 5.9 A shows the projection 

of R8 training documents using SVD, with the F4 and F5 axis forming a plane facing the 

direction of the principle components axis. It should be noted that all documents were used 

regardless of the categories. The projected categories indicate the closeness of the categories 

semantics to the main principle components axis. The centre of the principle components 

axis is formed from a terms cluster, which is more visible in Figure 5.9 B. The terms cluster 

contains the main terms that carry the semantics weight of the dataset. The farther the term 

from the centre, the less weight it carries. Terms such as ‘issue’ and ‘credit’ do not contribute 

much to the overall semantics of the dataset. 
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Figure 5.9 (A &B) Projection of R8 training documents 

In contrast, applying the LDA technique to the same R8 training documents resulted 

in an obvious discrimination between the categories as a result of class consideration. As 

shown in Figure 5.10 A, all documents from all categories were clustered around a category 

centroid, except for some outliers such as ‘crude’ and ‘earn’ documents. An expanded view 

of the same results is shown in Figure 5.10 B, where all category centroids are visible and 

easy to discriminate. Unlike the SVD projection, where there was only one main cluster with 

a main axis, the LDA projection has clearly different categories. It should be noted that the 

SVD and LDA techniques can provide very informative visualisations, but the actual 

classification results may be inaccurate. An overfitting issue may always degrade the overall 

classification results. 

 

Figure 5.10 (A & B) Discriminant observation of category centroids of R8 
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The same experiments were carried out on the 20Newsgroups dataset. Figure 5.11 A 

shows the projection of the 20Newsgroups training documents using SVD, where the F4 

and F5 axis form a plane facing the direction of the principle components axis. The projected 

categories indicate the closeness of the categories semantics to the main principle 

components axis and each other. Some of the projected categories are relatively close to each 

other, such as ‘religion.misc’ and ‘atheism’, which is logical. The centre of the principle 

components axis is formed from a terms cluster, which is more visible in Figure 5.11 B. The 

terms cluster contains the main terms that carry the semantics weight of the dataset. As 

mentioned previously, the farther the term from the centre, the less weight it carries. 

 

Figure 5.11 (A &B) Projection of 20Newsgroups training documents 

By applying the LDA technique to the same 20Newsgroups training documents, the 

experiment again resulted in obvious discriminations between the categories. As shown in 

Figure 5.12 A, all documents from all categories were clustered around a category centroid, 

except for some outliers. A focused view of the same results is shown in Figure 5.12 B, where 

all category centroids are visible and easy to discriminate. Due to the visualisation limitation 

and the relatively large number of categories, the centroids appear to be overlapping. Only 

deterministic classification results can indicate the accuracy, which will be discussed next. 
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Figure 5.12 (A & B) Discriminant observation of category centroids of 20Newsgroups 

5.4.4.1 Classification Results with Test Documents 

After the projection of the training documents, the principle components axis and the 

category centroids were established for both the R8 and 20Newsgroups datasets. This led to 

the establishment of a semantics reference for the classification of the test documents. A 

total number of 2,189 test documents from R8 and 7,528 test documents from 

20Newsgroups were used in the classification process. The same visualisation of SVD and 

LDA could be used for the classification process; however, for accurate and more 

deterministic results, cosine similarity was used to measure the distance between the test 

documents and the already-established centroids (see Equation (4.9) for a discussion of 

cosine similarity). Table 5.5 shows the overall classification results for the test documents. 

The overall classification results show relatively high accuracy using both the SVD and 

LDA techniques. For the R8 dataset, the archived accuracy was as high as 98% for two 

categories (1 and 3) and as low as 88% for category 8. This was achieved using SVD with an 

overall average of about 94%. In contrast, the highest-achieved accuracy for LDA was about 

97% for category 3, and the lowest was 80% for category 4. The overall average achieved by 

LDA was 88%. Moreover, for the 20Newsgroups dataset, the highest achieved accuracy 

using SVD was 78% for category 6, and the lowest was 94% for category 10, with an overall 

average of around 86%. The highest achieved accuracy using LDA was around 96% for 

category 17, and the lowest was around 82% for categories 4 and 6. The overall accuracy 

average achieved by LDA was around 89%. It should be noted at this stage that no 
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modification or obfuscation tasks, including stop-words removal and word stemming, were 

carried out on the test documents. 

Table 5.5 Overall classification results 

Dataset Total Category 
Number of 

Documents 

Correctly 

Classified Accuracy % Average 

SVD LDA SVD LDA SVD LDA 

R8 2189 

1 696 685 581 98.42 83.48 

94.70 88.88 

2 121 115 110 95.04 90.91 

3 1083 1067 1058 98.52 97.69 

4 10 9 8 90.00 80.00 

5 81 76 72 93.83 88.89 

6 87 84 81 96.55 93.10 

7 36 35 33 97.22 91.67 

8 75 66 64 88.00 85.33 

20NG 7528 

1 319 287 290 89.97 90.91 

86.94 89.43 

2 389 347 368 89.20 94.60 

3 394 322 329 81.73 83.50 

4 392 320 322 81.63 82.14 

5 385 313 330 81.30 85.71 

6 392 309 324 78.83 82.65 

7 390 319 315 81.79 80.77 

8 395 360 339 91.14 85.82 

9 398 358 367 89.95 92.21 

10 397 375 380 94.46 95.72 

11 399 372 379 93.23 94.99 

12 396 345 350 87.12 88.38 

13 393 365 356 92.88 90.59 

14 396 354 368 89.39 92.93 

15 394 334 348 84.77 88.32 

16 398 333 352 83.67 88.44 

17 364 342 352 93.96 96.70 

18 376 315 336 83.78 89.36 

19 310 259 284 83.55 91.61 

20 251 217 234 86.45 93.23 

 

From these results, we can infer that both semantics techniques had encouragingly 

high accuracy scores. It is worth noting that SVD is effective in fewer categories, while LDA 

worked better with more categories. This can be attributed to the operating mechanism of 

each technique. As mentioned previously, LDA is a supervised method, and the more 

distinctive classes it deals with, the better the results, as shown in the 20Newsgroups dataset. 
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Conversely, SVD worked well with large classes within a relatively small dataset, as shown in 

categories 1, 2 and 3 of the R8 dataset. 

To examine the general accuracy of the classification, we used an informative measure 

called the Mean Reciprocal Rank (MRR), which not only measures the accuracy of the correct 

classification, but also incorrect (but close) classifications. That is, if a document is intended 

to be classified under one category and the query returns a list of answers (i.e., categories), it 

is more informative to locate the correct answer within the list rather than returning ‘right’ 

or ‘wrong’ results. Therefore, MRR is used to return a value on a scale of 0 to 1, where 0 is 

the worst accuracy and 1 is perfect accuracy. MRR is calculated as: 

 𝑀𝑅𝑅(𝑛) =
∑

1

𝑟𝑎𝑛𝑘𝑖

𝑄
𝑖=1

𝑄
 (5.6) 

Where 𝑄 is the number of queries and 𝑟𝑎𝑛𝑘𝑖 is the rank of the first correct 

classification for query i [116]. The use of MRR has other benefits that can help in evaluating 

the classification results. For example, it can indicate average precision, which is a useful 

measure for information-retrieval-related problems. Further, MRR can be used to penalise a 

classification method when failing to retrieve any correct category for a specific query. 

Therefore, it can be described as a generalised way to evaluate accuracy. 

The MRR measure is usually represented in three values: MRR1, MRR5 and MRR10. 

For example, if the reported accuracy is 100%, then the MRR1 value is 1. This means that 

the correct category is expected to be within the top 10 returned categories. Moreover, the 

accuracy can be 100% if the MRR5 value is 1, which means that the correct category is 

returned within the top five returned categories. The same thing is done with MRR10. 

Therefore, these values indicate how permissive a specific system is regarding accuracy. The 

normal accuracy (i.e., number of correct classifications/number of classifications) is the same 

value as MRR1, as the correct classification is always expected to be at the top of the returned 

list. Table 5.6 shows the MRR vales calculated for each dataset using the SVD and LDA 

methods. 

Table 5.6 Scored MRR values for each dataset using SVD and LDA 

Dataset Method MRR1 MRR5 MRR10 

R8 
SVD 0.940 0.975 0.976 

LDA 0.880 0.931 0.946 

20NG 
SVD 0.860 0.919 0.921 

LDA 0.897 0.938 0.949 
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It is evident that both dimension-reduction techniques worked well and produced high 

accuracy (i.e., MRR1). By examining the MRR5 and MRR10 values, the accuracy results 

improved even more. Specifically, in MRR5, the results improved noticeably for each 

method. A significant accuracy increase of 3.5%–5.9% was achieved using both SVD and 

LDA for both datasets. However, the MRR10 results did not reflect any significant 

improvement in accuracy. The highest-achieved accuracy difference between MRR5 and 

MRR10 was only 1.5%. Therefore, it would be beneficial for our classification system to 

consider the top five returned categories rather than the top 10. Considering the top five 

categories would result in 97.5% accuracy overall. 

Figures 5.13 and 5.14 show the plotted MRR values obtained from Table 5.4. As 

shows, there is a significant improvement from MRR1 to MRR5, but not from MRR5 to 

MRR10. Moreover, there is a significant difference between the SVD and LDA MRR5 values 

in the R8 dataset. However, the two MRR5 values were noticeably close in the 

20Newsgroups dataset. Plotting these charts is important to analyse the change in accuracy 

after applying various data obfuscations to the same test documents 

 

Figure 5.13 Plotted MRR values variation for R8 dataset 

 

Figure 5.14 Plotted MRR values variation for 20Newsgroups dataset 
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5.4.4.2 Data Obfuscation 

Data obfuscation, or data masking, is the process of scrambling words, lines and paragraphs 

to make data obscure. It can also include changing the Unicode in use and using encryption 

techniques to create unintelligible or confusing data. Although data obfuscation was 

originally used as a form of data protection, in many cases it can be maliciously used to leak 

confidential data [117]. Therefore, to test the proposed method’s effectiveness to identify 

modified documents, we conducted systematic data obfuscation tasks. Unlike what has been 

reported in [3] and [83], our obfuscation includes carefully monitored and controlled tasks. 

These tasks are: addition, subtraction, swapping, shuffling, rewriting and summarising. 

Moreover, stop-words removal and word-stemming are also considered in the obfuscation 

tasks, as they can also change the document’s syntax. All obfuscation tasks are measured by 

the modification percentages 25%, 50%, 75% and 100%. All percentages are applicable to 

all obfuscation tasks, except for subtraction and summarising, which are performed with a 

descending number of words and lines. Thus, applying 100% modification to a document 

will result in a total loss of the content. Although these obfuscation tasks may be used to 

describe different processes, we define them as follows. 

Addition: This task is performed by systematically adding words to the original text 

document. This is done by adding a word after every fourth word for 25% modification, a 

word after every third word for 50% modification, a word after every other word for 75% 

modification and a word after every word for 100% modification. The words are 

systematically selected from a pool of words from the same category centroid. This pool of 

words contains frequency-sorted words from the most frequent to the least frequent in each 

category. The selection starts from the top of the pool in a decreasing manner for each 

addition. 

Subtraction: This task is performed by deleting words from the original document. 

This is done by deleting every fourth word for 25% modification, every third word for 50% 

modification and every other word for 75% modification. As mentioned previously, 100% 

subtraction is not applicable to preserve at least 25% of the original content. 

Swapping: This task is performed by swapping words in the original document. This 

is done by swapping every fourth word with the next word for 25% modification, every third 

word with the next word for 50% modification, every other word with the next word for 

75% modification and every word with the next word for 100% modification. Swapping 

every word does not include swapping already-swapped words. 
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Shuffling: This task is the same as the swapping task; however, lines are swapped 

instead. This is done by swapping every fourth line with the next line for 25% modification, 

every third line with the next line for 50% modification, every other line with the next line 

for 75% modification and every line with the next line for 100% modification. Swapping 

every line does not include swapping already-swapped lines. 

Rewriting: The rewriting or spinning task is performed by replacing words with their 

synonyms. This is done by spinning every fourth word for 25% modification, every third 

word for 50% modification, every other word for 75% modification and every possible word 

for 100% modification. 

Summarising: This task is the same as the subtracting task; however, lines are 

subtracted instead. This is done by deleting every fourth line for 25% modification, every 

third line for 50% modification and every other line for 75% modification. As mentioned 

previously, 100% summarisation is not applicable to preserve at least 25% of the original 

content. 

5.4.4.3 Obfuscation Classification Results 

The six obfuscation tasks were applied to both datasets using both semantics analysis 

techniques. A scale of 0%, 25%, 50%, 75% and 100% was used to indicate the modification 

level applied. Each modification level from each obfuscation type was tested against four 

types of pre-processed datasets. The first type was the ‘original’ dataset, which contained all 

test documents with no modifications. The second type was the ‘no stop words’ dataset, 

where all stop words were removed from the test documents using a previously defined list 

that contained 114 stop words. The third type was the ‘stemmed’ dataset, which included 

test documents with stemmed terms only using the Porter’s stemmer algorithm. The fourth 

and final type was the ‘combined’ dataset, which included test documents with stemmed 

terms and no stop words. All classification results for the R8 and 20Newsgroups datasets are 

shown in Tables 5.7 and 5.8. 
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Table 5.7 Overall classification accuracy results for the R8 dataset 

Obfuscation 

Type 
Level 

R8 

SVD LDA 

Original 
No stop 

Words 
Stemmed Combined Original 

No stop 

Words 
Stemmed Combined 

Addition 

0% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

25% 94.8 94.3 93.3 94.0 89.1 87.1 89.7 89.0 

50% 94.8 94.4 93.6 94.2 89.3 87.9 89.9 89.5 

75% 94.9 94.4 93.8 94.4 89.5 88.1 89.8 89.5 

100% 94.8 94.6 93.6 94.0 89.4 88.2 89.7 89.5 

Subtraction 

0% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

25% 92.5 92.2 91.4 91.7 86.4 85.4 84.9 85.5 

50% 89.7 89.1 88.8 83.4 83.5 82.8 82.3 82.8 

75% 82.3 82.1 81.3 82.4 76.5 75.9 75.3 75.9 

100% NA NA NA NA NA NA NA NA 

Swapping 

0% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

25% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

50% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

75% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

100% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

Shuffling 

0% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

25% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

50% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

75% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

100% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

Rewriting 

0% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

25% 91.9 91.4 91.0 91.3 84.5 84.5 84.3 84.4 

50% 84.9 84.3 84 84.2 77.6 77.5 77.4 77.5 

75% 75.5 75.0 74.6 74.8 68.3 68.3 68.1 68.2 

100% 64.2 63.6 63.3 63.4 57.0 57.0 56.9 56.9 

Summarising 

0% 94.7 94.3 93.2 93.8 88.8 87.2 89.7 89.3 

25% 93.2 93.6 92.7 93.4 86.2 85.9 86.0 86.0 

50% 87.5 87.8 87.0 87.6 80.5 80.2 80.3 80.4 

75% 79.3 79.7 78.9 79.4 72.4 72.2 72.2 72.3 

100% NA NA NA NA NA NA NA NA 

 

The obfuscation tasks affected the overall accuracy results differently, with at least one 

task improving the results. For the four types of the R8 dataset, the addition task positively 

affected the classification when 25%, 50% and 70% modifications were applied. The overall 

classification accuracy increased by 0.2% from 94.7% to 94.9% for the original dataset, and 

from 93.8% to 94.4%, with a 0.6% improvement for the combined dataset when using SVD. 

Further, the overall classification accuracy increased from 88.8% to 89.5%, with a 0.7% 
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improvement for the original dataset, and from 89.3% to 89.5%, with a 0.2% improvement 

for the combined dataset when using LDA. The accuracy did not improve further after 

applying 100% modification, but it was still better than when 0% addition was applied. 

Table 5.8 Overall classification results for the 20Newsgroups dataset 

 

 

Obfuscation 

Type 

 

 

Level 

20Newsgroups 

SVD LDA 

Original No stop 

Words 

Stemmed Combined Original No stop 

Words 

Stemmed Combined 

Addition 0% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

25% 86.8 86.1 86.7 86.5 89.6 88.1 89.5 89.5 

50% 86.9 86.1 86.8 86.7 89.6 88.2 89.4 89.3 

75% 87.0 86.3 86.7 86.8 89.8 88.7 89.7 89.7 

100% 86.8 86.1 86.7 86.5 89.7 88.6 89.6 89.6 

Subtraction 0% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

25% 84.6 84.5 84.2 84.2 87.0 86.0 86.7 86.5 

50% 82.3 81.3 81.4 81.6 83.5 83.4 83.2 83.3 

75% 75.3 74.3 74.5 74.4 76.3 76.2 76.4 76.3 

100% NA NA NA NA NA NA NA NA 

Swapping 0% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

25% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

50% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

75% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

100% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

Shuffling 0% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

25% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

50% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

75% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

100% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

Rewriting 0% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

25% 82.6 82.3 81.1 81.9 83.9 82.7 83.4 83.3 

50% 75.6 75.4 74.2 74.8 76.9 75.7 76.6 76.4 

75% 66.3 66.2 64.9 65.5 67.5 66.3 67.3 67.0 

100% 55.1 54.9 53.7 54.2 56.2 55.2 56.0 55.7 

Summarising 0% 86.9 86.7 86.1 86.2 89.4 88.2 89.0 88.7 

25% 83.7 83.4 83.7 83.5 84.4 84.1 84.3 84.1 

50% 78.1 77.7 78.0 77.8 78.7 78.5 78.6 78.5 

75% 70.0 69.7 69.9 69.7 70.5 70.4 70.5 70.4 

100% NA NA NA NA NA NA NA NA 
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The subtracting, rewriting and summarising tasks negatively affected the classification 

accuracy in all four R8 dataset types using both SVD and LDA. Applying 75% subtraction 

to the original dataset resulted in an accuracy drop of 12.4% using SVD and a drop of 12.3% 

using LDA. Moreover, applying 75% summarisation to the original dataset resulted in an 

accuracy drop of 15.4% using SVD and a drop of 16.3% using LDA. In addition, the worst 

drop in the classification accuracy for the original dataset occurred when applying 100% 

rewriting. A drop of 30.5% was recorded using SVD and a drop of 31.8% was recorded using 

LDA. Applying different levels of swapping and shuffling resulted in no noticeable change 

to the accuracy results. This indicates that the ordering of words and lines does not affect 

the classification process, as both SVD and LDA do not consider the positioning of words 

and lines within a document. In summary, for the four types of the R8 dataset, SVD 

classification results outperformed LDA results in all obfuscation types. 

For the four types of the 20Newsgroups dataset, the addition task positively affected 

the classification when 25%, 50% and 70% modifications were applied. The overall 

classification accuracy increased from 86.9% to 87.0% with a 0.1% improvement for the 

original dataset, and from 86.2% to 86.8% with a 0.6% improvement for the combined 

dataset when using SVD. Further, the overall classification accuracy increased from 89.4% 

to 89.8% with a 0.4% improvement for the original dataset when using LDA. The accuracy 

did not improve further after applying 100% modification. 

The subtracting, rewriting and summarising tasks negatively affected the classification 

accuracy in all four 20Newsgroups dataset types using both SVD and LDA. Applying 75% 

subtraction to the original dataset resulted in an accuracy drop of 11.6% using SVD and a 

drop of 13.1% using LDA. Moreover, applying 75% summarisation to the original dataset 

resulted in an accuracy drop of 16.9% using SVD and a drop of 18.9% using LDA. In 

addition, the worst drop in classification accuracy for the original dataset occurred when 

applying 100% rewriting. A drop of 31.8% was recorded using SVD and a drop of 33.2% 

was recorded using LDA. Applying different levels of swapping and shuffling resulted in no 

noticeable change to the accuracy results. 

These findings are illustrated in Figure 5.15 (A–E), where all obfuscation types are 

plotted individually to show the result variations on the R8 datasets. As mentioned 

previously, applying different levels of addition tasks improved the overall classification 

accuracy when using SVD. Specifically, applying addition tasks to the stemmed and 

combined datasets resulted in the largest variations of at least 0.6%. This is equivalent to 
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around 13 documents of the total number of R8. A variation of 1% was recorded after 

applying addition to the no stop words dataset using LDA. This is equivalent to 21 

documents of the total number of R8 test documents. These results are shown in Figure 5.15 

A. 

 

Figure 5.15 (A) Accuracy results of applying different levels of addition tasks to R8 

As shown in Figure 5.15 B, the subtraction tasks affected the overall classification 

accuracy. The worst accuracy deterioration was 12.4% in the original dataset using SVD, 

which is equivalent to around 271 documents, and the worst accuracy deterioration was 

14.4% in the stemmed dataset using LDA, which is equivalent to around 315 documents. 

 

Figure 5.15 (B) Accuracy results of applying different levels of subtraction tasks to R8 

Figure 5.15 C shows the unchanged results of the classification accuracy after applying 

different levels of swapping and shuffling tasks to all datasets using both SVD and LDA. It 

also shows the main classification results (0% obfuscation) where the SVD scored the lowest 

accuracy when applied to the stemmed dataset and where LDA scored the lowest accuracy 
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when applied to the no stop words dataset. Figure 5.15 D shows the worst accuracy 

deterioration when rewriting was applied to the datasets. The worst SVD result was in the 

no stop words dataset, with 30.7% deterioration, which is equivalent to around 672 

documents of the total R8 test documents. The worst LDA result was in the stemmed 

dataset, with 32.8% deterioration, which is equivalent to around 717 documents of the total 

R8 test documents. Finally, Figure 5.15 E shows the summarisation effects on the 

classification accuracy. The worst accuracy deterioration was 15.4% in the original dataset 

using SVD, which is equivalent to around 337 documents, and the worst accuracy 

deterioration was 17.5% in the stemmed dataset using LDA, which is equivalent to around 

383 of the total number of R8 test documents. 

 

Figure 5.15 (C) Accuracy results of applying different levels of swapping and shuffling tasks to R8 

 

Figure 5.15 (D) Accuracy results of applying different levels of rewriting tasks to R8 
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Figure 5.15 (E) Accuracy results of applying different levels of summarising tasks to R8 

Figure 5.16 (A–E) shows plotted classification accuracy after applying obfuscation to 

the 20Newsgroups datasets. Similar to the previous findings, applying different levels of 

addition tasks improved the overall classification accuracy when using SVD and LDA. 

Specifically, applying addition tasks to the stemmed dataset resulted in the largest variations 

of 0.7% using SVD and LDA. This is equivalent to around 52 documents of the total number 

of 20Newsgroups. Moreover, as shown in Figure 5.16 B, the subtraction tasks affected the 

overall classification accuracy. The worst accuracy deterioration was 12.4% in the no stop 

words dataset using SVD, which is equivalent to around 933 documents, and the worst 

accuracy deterioration was 13.1% in the original dataset using LDA, which is equivalent to 

around 986 documents of the total number of 20Newsgroups test documents. 

Figure 5.16 C shows the unaffected results of the classification accuracy after applying 

different levels of swapping and shuffling tasks to all datasets and using both SVD and LDA. 

It also shows the main classification results (0% obfuscation), where SVD scored the lowest 

accuracy when applied to the stemmed dataset and LDA scored the lowest accuracy when 

applied to the no stop words dataset. Figure 5.16 D shows the worst accuracy deterioration 

when rewriting was applied to the datasets. The worst SVD result was in the stemmed 

dataset, with 32.4% deterioration, which is equivalent to around 2,439 documents of the total 

number of 20Newsgroups and the worst LDA result was in the original dataset, with 33.2% 

deterioration, which is equivalent to around 2,499 documents of the total number of 

20Newsgroups test documents. Finally, Figure 5.16 E shows the summarisation effects on 

the classification accuracy. The worst accuracy deterioration was 17.0% in the no stop words 

dataset using SVD, which is equivalent to around 1,279 documents, and the worst accuracy 
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deterioration was 18.9% in the original dataset using LDA, which is equivalent to around 

1,422 of the total number of 20Newsgroups test documents. 

 

Figure 5.16 (A) Accuracy results of applying addition tasks to 20Newsgroups 

 

Figure 5.16 (B) Accuracy results of applying subtraction tasks to 20Newsgroups 

 

Figure 5.16 (C) Accuracy results of applying swapping and shuffling tasks to 20Newsgroups 
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Figure 5.16 (D) Accuracy results of applying rewriting tasks to 20Newsgroups 

 

Figure 5.16 (E) Accuracy results of applying summarising tasks to 20Newsgroups 

5.4.5 Supervised Classification 

To enhance the overall accuracy results achieved by SVD and LDA, we implemented a 

supervised classification using an ANN algorithm. Figure 5.17 shows the proposed ANN 

classifier. It uses a single hidden layer with back propagation tasks for error reduction [118]. 

This classifier uses the previously dimensionally reduced vectors from applying the SVD and 

LDA techniques. As shown in Figure 5.17, all of the input nodes are derived from the feature 

selection process, which are terms, or dimensionally reduced vectors, available in a given 

document. The feature selection process also gives the associated weight for each vector. 

Extracting these terms after applying SVD and LDA techniques not only significantly 

reduces the dimension of our neural network, but also determines the important associations 

between terms. Given that the ANN classifiers are very slow learners, utilising the 

dimensionally reduced vectors can help in accelerating the training speed and improving the 

classification accuracy. 
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For this supervised classification, we used the same training and testing dataset from 

the R8 and 20Newsgroups. All of the terms and associated values were extracted from 

reconstructing the main matrix ‘A’ explained in Equation (5.1) for SVD, and from calculating 

the n × k-dimensional samples ‘𝑌’ explained in Equation (5.5) for LDA. For a given 

document, the terms ‘features’ are extracted twice: first after applying SVD and then after 

applying LDA. Similarly, the classifier is run twice: first with features extracted after applying 

SVD and then after applying LDA. Each feature is represented by an input node X and 

weight W to form an input layer as shown in Figure 5.17. Moreover, the hidden layer contains 

nodes with the activation function f(z), which is responsible for passing the input values to 

the output layer. The output layer contains the output nodes O, which represent the actual 

categories in the datasets. 

 

Figure 5.17 Structural overview of the ANN classifier 

To represent this into a mathematical formulation, the features X and the established 

semantic weights W are extracted from a given document to define an activation function 

f(z) as shown in Equation (5.7): 

𝑓(𝑧) = {
1 if 𝑧 ≥ 0

−1 otherwise
}     (5.7) 
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Where: 

𝑧 = 𝑊0𝑋0 + 𝑊1𝑋1 + ⋯+ 𝑊𝑚𝑋𝑚 = ∑ 𝑊𝑗𝑋𝑗
𝑚
𝑗=0    (5.8) 

And: 

𝑧 = 𝑊𝑇𝑋        (5.9) 

For each training sample 𝑋(𝑖) in the dataset, we calculated two elements: first the 

output value and then the weight update. This was done by considering the following: 

𝑊𝑗:𝑊𝑗 + ∆𝑊𝑗      (5.10) 

Where: 

∆𝑊𝑗 = 𝜂(𝑡𝑎𝑟𝑔𝑒𝑡(𝑖) − 𝑜𝑢𝑡𝑝𝑢𝑡(𝑖))𝑋𝑗
(𝑖)

    (5.11) 

 𝜂 in this case is the learning rate, which is defined by calculating the difference between 

the actual class value and the predicted class value. As we are dealing with many categories 

that are not totally linearly separable, we used the delta learning rule, which is based on the 

gradient descent and is a useful optimisation tool to define the local minimum in any linear 

systems. Therefore, for each weight in the weight vector 𝑊𝑗 , we compute the partial 

derivative of the cost function J—sum of squared errors—as follows: 

∆𝑊𝑗 = −𝜂
𝜕𝐽

𝜕𝑊𝑗

= −𝜂 ∑ (𝑡(𝑖) − 𝑜(𝑖))(−𝑋𝑗
(𝑖)) = 𝜂 ∑ (𝑡(𝑖) − 𝑜(𝑖))𝑋𝑗

(𝑖)
𝑖𝑖   (5.12) 

Where 𝑡 is the target and 𝑜 is a real number output rather than a class. Finally, the 

overall weight update is calculated normally after feeding all training samples in the dataset, 

as given in Equation (5.10) [119]. 

Due to the large number of features that can be extracted and the long learning time, 

we limited the number of features to 1000. This can help in avoiding complexity and over-

fitting issues, as well as avoiding simplicity and under-fitting issues. Further, we use common 

standardisation for features scaling to help find the appropriate learning rate: 

𝑋𝑗,𝑠𝑡𝑑 =
𝑋𝑗−𝜇𝑗

𝜎𝑗
       (5.13) 

Where 𝜇𝑗 is the sample mean of the features 𝑋𝑗 and 𝜎𝑗 is the standard deviation [120]. 
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5.4.6 Experimental Setup and Classification Results 

For this classification, we used the NN tool box in MATLAB to run the proposed ANN 

classifier. First, the training task was initiated using the training sets R8 (5,485) and 

20Newsgroups (11,293) with the following predefined parameters: 

1. 70% training, 15% validation and 15% testing 

2. 10 hidden nodes 

3. 1,000 epochs 

4. 0.0001 Mean Square Error (MSE) 

5. transfer function (Purelin). 

Some other parameters can be changed to reach the targeted MSE rate. For example, we 

can add extra hidden nodes, increase the number of epochs or change the number of 

extracted features. However, we aim to keep the classifier as simple and fast as possible. After 

running the training task, the actual classification using the testing sets took place. Based on 

the available documents, we set 30% of the R8 dataset as a training set and 40% of the 

20Newsgroups dataset as training set. 

Table 5.9 shows the overall accuracy of the supervised classification of all four datasets. 

Comparing the unsupervised classification using SVD and LDA, the supervised classification 

improved the overall accuracy. For R8, SVD-ANN improved the average accuracy by 0.3%, 

while LDA-ANN significantly improved the average accuracy by 5.7%. For 20Newsgroups, 

SVD-ANN improved the average accuracy by 3.4%, while LDA-ANN significantly 

improved the average accuracy by 4.5%. 

Table 5.9 Overall accuracy results of the supervised classification 

Dataset Total Type SVD LDA SVD-ANN LDA-ANN 

R8 2189 

Original 94.7 88.8 94.9 94.5 

No stop words  94.3 87.2 94.4 93.9 

Stemmed 93.2 89.7 93.5 94.6 

Combined 93.8 89.3 94.5 95.1 

Average 94.0 88.8 94.3 94.5 

20NG 7528 

Original 86.9 89.4 89.7 93.2 

No stop words  86.7 88.2 89.7 92.9 

Stemmed 86.1 89 89.9 93.5 

Combined 86.2 88.7 90.1 93.6 

Average 86.5 88.8 89.9 93.3 

 

We used the same supervised classification arraignment to test the obfuscated datasets. 

All of the obfuscation types were used in this experiment, considering the best- and worst-
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case scenarios: addition (0%–100%), subtraction (0%–70%), swapping (0%–100%), 

shuffling (0%–100%), rewriting (0%–100%) and summarising (0%–70%). Figures 18 and 19 

compare the classification average accuracy results between the supervised and unsupervised 

methods for R8 and 20Newsgroups respectively. 

 

Figure 5.18 Comparison of classification average accuracy results for R8 
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Figure 5.19 Comparison of classification average accuracy results for 20Newsgroups 

Similar to the results achieved in R8, LDA-ANN achieved the best average 

classification accuracy in all obfuscation tasks applied to 20Newsgroups, but with a small 

margin. From Figure 5.19, LDA-ANN achieved the highest average accuracy, outperforming 

SVD-ANN by almost 4% in the addition obfuscation task. In the subtraction, rewriting and 
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summarising obfuscation tasks, SVD-ANN achieved almost similar (but lower) results to 

LDA-ANN. No changes in the classification accuracy results were recorded after applying 

different levels of swapping and shuffling obfuscation tasks. 

5.5 Analysis 

Using the dimension-reduction techniques SVD and LDA to semantically classify 

confidential data is evidently promising. The two techniques achieved relatively high accuracy 

when no obfuscation tasks were applied, as well as achieving satisfactory accuracy after 

applying different levels of obfuscation tasks. Moreover, applying the ANN classifier—

especially LDA-ANN—resulted in better performance than using unsupervised SVD and 

LDA. Achieving these results using standard or advanced fingerprinting techniques such as 

Sdhash, Ssdeep and TLSH may be challenging or infeasible. Advanced fingerprinting 

techniques may achieve acceptable accuracy when the data of interest are clearly known—

for example, classifying a specific textbook with few changes. However, they may totally fail 

in identifying any text with similar semantics content—for example, a book summary. To 

evaluate our method, we compared our results with the state-of-the-art fingerprinting 

technique results reported in [83]. It is difficult to recreate the same obfuscation tasks 

mentioned in [83] because there are not enough details about the obfuscation procedures. 

Only the obfuscation type and range were mentioned in each iteration, but with no further 

information, that may include the exact obfuscation tasks, sequence and location. Therefore, 

we computed the number of changes made to Pride and Prejudice, which was used in [83] to 

estimate the percentage of the overall obfuscation applied in each iteration. There were three 

main obfuscation tasks performed—one in each iteration. These tasks were: 

1. Applying 40 of the following: inserting/deleting a word, 

swapping/substituting a word for another word, replacing/deleting 10 

occurrences of a character. 

2. Swapping two sections containing 5–25 lines. 

3. Deleting 5–25 lines. 

Total of 500 iterations were performed on 13,426 lines and approximately 124,907 

words, which comprises the total body of Pride and Prejudice. As tasks 1–3 were alternated in 

each iteration, we assume that each task has nearly 33.3% of the overall iterations, which 

means that task 1 was applied at least 166 times. If there were 40 operations of addition, 

subtracting and swapping in each iteration, then we approximate the total affected words by 
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(40×166) = 6,640 words, which accounts for 5.3% of the overall number of words and 16.4% 

of the overall number of lines (assuming that 40 words are equivalent to three lines on 

average). Similarly, if we consider the worst-case scenario, where 25 lines were swapped in 

task 2, then there were (25×166) = 4,150 swapped lines, which accounts for 30.9% of the 

overall number of lines. Finally, if we consider the worst-case scenario, where 25 lines were 

deleted in task 3, then there were (25×166) = 4,150 deleted lines, which accounts for 30.9% 

of the overall number of lines. If we combine the obfuscation percentages of the three tasks, 

then approximately 78.2% of the novel’s text was obfuscated. However, we only consider 

the first 200 iterations reported [83], which shows the best recorded scores for the Sdhash, 

Ssdeep and TLSH techniques. This leaves us with only 40% of the overall obfuscation tasks, 

which means that at the 200th iteration, approximately 51.1% of the novel’s text was 

obfuscated. 

To compare the general average accuracy achieved by our method with the reported 

results in [83], we plotted an approximation of successful classifications in Figure 5.20. LDA-

ANN was able to accurately classify an average of 77.5% of the documents when 100% 

rewriting was performed on the R8 and 20Newsgroups, and an average of 78.0% of the 

documents when 75% summarisation was performed on the R8 and 20Newsgroups. If we 

combine both deterioration readings for rewriting and summarisation into one line, then the 

overall accuracy drops to around 45% after applying 75% of the rewriting and summarisation 

obfuscation tasks. Therefore, in comparison with the Sdhash, Ssdeep and TLSH techniques, 

it is evident that our method outperformed the other method by a significant margin. 

Further, the LDA-ANN method was not affected by the swapping and shuffling tasks. 

 

Figure 5.20 Approximation of successful classification 
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From the overall classification results shown in Table 5.9, it is apparent that the 

supervised semantics classifier LDA-ANN is capable of scoring relatively higher accuracy 

than SVD, LDA and SVD-ANN. To support these findings, we compare the LDA-ANN 

performance to other supervised semantics classifiers. In [116], many combined methods 

were presented and tested using the R8 and 20Newsgroups. A combination of Latent 

Semantics Indexing (LSI)—which is another name for LSA—and machine learning 

algorithms such as Support Vector Machines (SVM) and K-nearest neighbours (kNN) were 

suggested as the most accurate methods among other supervised methods. SVM-LSI and 

kNN-LSI scored the highest average accuracy after testing five different datasets, including 

R8 and 20Newsgroups. 

Figure 5.21 compares the MRR values when the R8 dataset is classified using the LDA-

ANN, SVD-ANN, SVM-LSI and kNN-LSI classifiers. Although SVM-LSI outperformed all 

other classifiers in MRR1 by a good margin, LDA-ANN scored almost the same MRR5 and 

MRR10 values. SVD-ANN scored the lowest among the other classifiers in all MRR values. 

In contrast, using LDA-ANN on the 20Newsgroups dataset achieved the highest in all MRR 

values. Figure 5.22 shows a clear distinction between the LDA-ANN classifier and the 

second-best classifier (SVD-ANN) of at least 2.5% in all MRR values. Both the SVM-LSI 

and kNN-LSI classifiers scored the lowest MRR values. In both comparisons, we can infer 

that the LDA-ANN classifier performed comparatively better than the other classifiers, 

which indicates that using supervised dimension-reduction classification is undoubtedly 

beneficial for detecting the semantics of content. 

 

Figure 5.21 MRR values comparison between supervised classifiers on the R8 dataset 
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Figure 5.22 MRR values comparison between supervised classifiers on the 20Newsgroups dataset 

5.6 Conclusion 

In this chapter, we proposed a DLP method that uses the dimension-reduction techniques 

SVD and LDA to classify confidential data. The two techniques were used to identify the 

main components representing certain topics. The main aim behind this is to overcome the 

classification difficulties, especially when the data are obfuscated. We used the proposed 

method to classify two benchmark datasets (R8 and 20Newsgroups), which contain around 

26,500 documents combined. The initial results indicated that the proposed method is 

capable of achieving overall accuracy of 94% on R8 using SVD and 89% on 20Newsgroups 

using LDA. The method was also used to classify four types of the same datasets after 

applying six types of data obfuscation. Text addition, subtraction, swapping, shuffling, 

rewriting and summarising were applied to the datasets to determine the resilience of our 

method. The overall accuracy dropped to an acceptable percentage, even after applying 

extreme obfuscation tasks. Applying addition, swapping and shuffling tasks did not 

deteriorate the classification accuracy at all, which is an advantage over data fingerprinting 

techniques. Moreover, we implemented ANN classifiers along with the dimension-reduction 

techniques SVD and LDA to enhance our results. Compared to other reported semantic 

classifiers, the proposed LDA-ANN achieved similar MRR results to the SVM-LSI classifier 

when classifying R8, and it outperformed the same classifier by a significant margin when 

classifying 20Newsgroups. 
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Chapter 6   
DISCOVERY OF POTENTIAL LEAKS IN 

GROUP COMMUNICATIONS 

ne of the newest additions to the security technical solutions is DLPSs. Equipped with 

context and content analysis capabilities, DLPSs can perform detection and 

prevention tasks with high efficiency. However, the performance of these systems can be 

significantly affected if the DLP lacks an understanding of the organisation’s structure and if 

the processed confidential data are unstructured. In this chapter, we present a DLP method 

to discover potential data leaks in organisations’ email communications. The method is based 

on a combination of context and content analysis, which provides a better understanding of 

organisations’ flow of confidential data. First, we use contextual analysis to measure an RAI. 

This is done by calculating five context components in an email communication. Second, we 

use content semantics analysis to detect confidential data leaks to high RAI users. 

6.1 Introduction 
Data leakage incidents, especially when insiders are involved, was the main reason that led 

to the development of DLPSs. DLPSs use context analysis, content analysis or a combination 

of both to perform data leakage detection and prevention tasks. Contextual analysis focuses 

on the surrounding context of confidential data, including communicating entities, data size, 

timing and format. Content analysis involves studying the content using regular expressions, 

data fingerprinting and statistical analysis. DLPSs with a combination of both context and 

content analysis capabilities can prevent data leakage with high efficiency. Unfortunately, the 

O 
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performance of DLPSs may degrade when working under some circumstances, such as a 

poor understanding of the organisation’s structure and dealing with unstructured confidential 

data. Most DLPSs depend on static methods of access control where users may access, share 

or modify data. These methods can prevent unauthorised users from exploiting confidential 

data, but they may fail in preventing legitimate users from exploiting the data. Such incidents 

can occur spontaneously or intentionally when exchanging data through legitimate emails. 

Further, DLPSs may also fail in identifying confidential data if the data structure is changed. 

For example, a user may receive classified data through email and then convey the same email 

topic to an unauthorised user by using different wording. 

In this chapter, we propose a DLP method to discover potential leaks in an 

organisation’s email communications. We use a combination of context and content analysis 

to identify risky email transactions between users. Our main goal is to identify users who are 

legitimately exposed to confidential data, but who may jeopardise its confidentiality. We 

identify these users by calculating the RAI, which consists of studying five contextual 

elements. These elements are level (l), department (d), profile (p), history (h) and activity (a). 

The RAI score is calculated between a sender and a recipient. A high RAI means a potential 

data leak and a low RAI means safe activity. The main hypothesis behind this approach is 

that sharing data between users with distinct organisational attributes may result in a data 

leak. Once an unsafe entity is identified, semantic content analysis is performed on the 

entity’s sent emails to discover any potential data leaks. To examine the effectiveness of the 

proposed DLP method in a realistic environment, we analyse the Enron dataset, which 

consists of around 0.5 million emails of 150 users. 

6.2 Problem Domain 
Understanding the context that surrounds confidential content allows us to monitor the flow 

of data. In all organisations, there is a hierarchical structure that defines employees’ positions 

and roles. Depending on this structure, data can be classified or tagged accordingly. For 

example, data that are considered essential to business may be classified and access-restricted 

to all employees, except for decision makers and executives. Further, employees at a similar 

hierarchical level may not access each other’s data because they have distinct roles. Our main 

hypothesis in this research is that sharing data between two users with distinct organisational 

attributes may indicate a data leak. It is normal to exchange messages between users from 

different hierarchical levels and departments; however, the risk of leaking confidential 
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messages is higher than exchanging messages within the same level or department. 

Employees at the same level (e.g., executives) can share messages that have the same 

confidential nature. Moreover, employees working in one department (e.g., financial or 

human resources) can share messages with the same confidential nature. Therefore, 

developing a DLP method that understands this notion will overcome the shortcoming in 

conventional DLPSs. Further, analysing the exchanged messages’ content with the right tools 

will help to achieve better protection. For example, a user may convey confidential messages 

to unauthorised users either deliberately or spontaneously by rewriting or summarising the 

original message. Using regular expressions and conventional data fingerprinting tools may 

be ineffective. Only the methods that understand data semantics can be useful in this case. 

Thus, we use statistical content analysis to detect the presence of confidential data. 

6.3 Proposed Method 

As mentioned previously, the proposed DLP method combines context and content analysis 

to identify risky data transactions. The DLP tasks start once the sender composes an email 

by identifying the recipients. The RAI score is then calculated for each intended recipient. A 

high RAI indicates very distinct attributes between the sender and the recipient. This is also 

an indication that the data are about to move from a secure environment to a possibly unsafe 

one. The sender is then notified through an alert message about the potential leak. The first 

detection task starts by comparing the email content with the recipient’s inbox content. If 

the recipient receives a new topic and the sender is the sole sender of the topic, then a 

potential topic leak is detected. The email is then logged in a special list for the second 

detection task. The second detection task starts by comparing any composed emails by the 

recipient and the logged emails. If the composed email is unchanged, then a perfect match 

will occur. This means that the recipient is leaking the email to another user. If there has 

been some modification, such as rewriting or summarising the email, the measure method 

will indicate high similarity between the composed email and the logged one. All of these 

detection tasks are done by calculating the semantics similarity using tf-idf as a weighting 

function and cosine similarity as a measure method. Figure 6.1 shows the proposed DLP 

method. 
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Figure 6.1 Proposed DLP method 

6.3.1 Calculation of RAI Score 

The calculation of the RAI score is based on studying five main contextual elements. These 

elements are the surrounding context when sending an email between the sender and the 

recipient. Figure 6.2 shows an example of RAI score elements. The first element is l, which 

denotes the level of the communicating entities. The second element is d, which denotes the 

departments to which the communicating entities belong. The third element is p, which 

denotes the topic profile of each communicating entity. The fourth element is h, which 

denotes the history of the communicating entities within the organisation. The fifth and final 

element is a, which denotes the activities (i.e., email transactions) between the 

communicating entities. The RAI score is calculated using the sum of the normalised values 

of the five elements. The summation of the elements is given in the following equation: 

 𝑅𝐴𝐼 = 𝑙 + 𝑑 + 𝑝 + (1 − ℎ) + (1 − 𝑎) (6.1) 
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The l value is calculated by using the absolute taxicab distance between the sender and the 

recipient. From Figure 6.2, the l value is 2, as the difference between A and B is 2. Then l is 

normalised to 0.4, as it is only one-fifth of RAI. The d value is calculated simply by denoting 

the same department as 0 and other departments as 1. From the example, d is set to be 1 

because A and B are not from the same department. The p value is calculated by comparing 

the topic profiles of the senders and the recipient. 

 

Figure 6.2 Five contextual elements surrounding an email transaction 

A taxicab distance is used to calculate the overall distance between the two profiles 

after ranking the most discussed topic in each profile. An example is given in Section 4 on 

how to calculate the profile distance. The h value is calculated by measuring the overall active 

time of both the sender and the recipient. Throughout the timespan of an active 

organisation’s email exchange, we calculate how much time both entities were actively 

involved in sending and receiving emails. More active time means more trust is built between 

the sender and the recipient. The a value is calculated by combining the percentage of sent 

emails between the sender and the recipient. For example, if 50% of A’s sent emails are sent 

to B, and 50% of B’s emails are sent to A, then the overall a value is 0.5 because a is 

normalised to 1. The accumulative RAI score value starts from 0 to 5, where 0 is total 

similarity (i.e., users with the same level, department, profile, history and activity) and 5 

means they have nothing in common. It should be noted that h and a are positive values, 

which means that the higher they are, the safer the email exchange is. Therefore, we deduct 

these values from the total element value 1 to measure the risky elements. 
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6.4 Experiments 
In this section, we discuss all of the experiments carried out on the proposed DLP method. 

All of the experiments are carried out using the Enron dataset, which provides a suitable 

testing environment. In the following subsections, we give a brief background of the dataset 

and the pre-processing involved. 

6.4.1 Enron Email Dataset 

The Enron dataset is an accumulation of more than 500,000 emails that belong to 150 Enron 

employees. The dataset was obtained across a period of several years and was released to the 

public by the Federal Energy Regulatory Commission (FERC) during a corruption 

investigation [121]. This dataset is well researched in the field of NLP. It has been studied 

for various aspects such as organisational analysis and social interactions [122–125]. It has 

also been involved in some security studies. The dataset has evolved multiple times, and a 

number of pre-processing tasks have been involved in producing the final version. The 

current dataset is available from [126]. William W. Cohen has performed many pre-

processing tasks on this particular dataset, including removing all attachments, deleting 

emails with privacy issues and replacing invalid and unspecified addresses with user@enron.com 

and no_address@enron.com. 

The dataset contains many items that are confidential for both the corporation and the 

employees. According to Nuix and EDRM, the dataset contains more than 10,000 items that 

are considered employees’ private information [127]. These items are listed as follows: 

· 60 items containing credit card numbers, including departmental contact lists that 

each contained hundreds of individual credit cards 

· 572 containing Social Security or other national identity numbers—thousands of 

individuals’ identity numbers in total 

· 292 containing individuals’ date of birth 

· 532 containing information of a highly personal nature, such as medical or legal 

matters. 

With this huge number of emails and private information, we anticipate that some risky 

activities were undertaken. and that some messages that are confidential in nature were leaked 

to unauthorised recipients. 
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6.4.2 Dataset Pre-processing 

The dataset version we are using is available from [128]. This particular dataset contains 

around 115,000 emails stamped with one of 32 topics generated by Murray Browne and Ben 

Signer, which was originally generated by analysing around 5,000 emails covering the period 

January to December 2001 [129]. The topics are listed in Table 6.1. 

Table 6.1 32 topics of the Enron dataset and the associated index number 

No. Topic No. Topic No. Topic 

1 Calif_analysis 12 Kitchen_daily 23 India_General 

2 Calif_bankruptcy 13 Kitchen_fortune 24 India_Dabhol 

3 Calif_utilities 14 Energy_news 25 9/11 

4 Calif_crisis_legal 15 General_news 26 9/11 Analysis 

5 Calif_enron 16 Downfall 27 Dynegy 

6 Calif_federal 17 Downfall_news 28 Sempra 

7 Newsfeed_Calif 18 Broadband 29 Duke 

8 Calif_legis 19 Federal_gov 30 El Paso 

9 Daily_business 20 FERC_DOE 31 Pipelines 

10 Educational 21 College Football 32 World_energy 

11 EnronOnline 22 Pro Football 0 Irrelevant 

 

These topics vary in terms of frequency over time. For example, category 9 (Daily–

business) was discussed almost every day throughout the timespan. Other topics were only 

discussed in specific periods—for example, category 16 (Downfall) was exclusively discussed 

towards the end of the email exchange timespan. Table 6.2 shows a list of the most frequently 

discussed topics and the number of emails available in the dataset. The dataset also contains 

emails that were not listed under any category, and emails that were either junk mail or emails 

with no clear meaning. 

Table 6.2 Most frequent topics and associated number of emails 

Top Topic Number of emails  

9 11670 
5 3659 
11 1964 
1 1770 
8 1085 
3 1041 
16 1016 

Irrelevant 11581 
Junk 74684 

 

To obtain enough examples and varieties of senders and recipients, we chose the most 

active users recorded in the dataset. These users were selected based on a number of 
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attributes. First, they had the highest amount of sent and received emails. Second, they had 

the highest number of recipients and senders. Third, they had the largest folder size in 

megabytes. Table 6.3 shows the most active users. It should be noted that column recipients 

and senders include users that are within Enron’s email domain. All other email domains 

were discarded. It should also be noted that the definition of most active, most important or 

most influential may vary according to the research area. The term ‘key players’ may refer to 

users with the highest betweenness and closeness measures or hierarchy position. As this research 

is focused on information security, we define ‘key players’ as: users with the largest amount 

of data who released the largest number of emails among the largest number of recipients. 

The list of most active users based on the previous definition and the information inferred 

from the dataset includes 23 users divided into: three CEOs, eight senior employees, eight 

normal employees and four users of unspecified roles. 

Table 6.3 List of most active users in Enron 

Name Sent Received Size Recip. Senders 

j.dasovich 11935 3204 137 45 19 

v.kaminski 11168 10391 62.9 23 24 

s.kean 3805 2773 103 32 29 

k.mann 1410 636 42.2 15 15 

t.jones 7054 2261 40.2 20 27 

s.shackleton 3771 2616 39.2 18 18 

6.4.3 Discovery of Risky Email Transaction 

After the identification of the most active users, we calculated the RAI score for each active 

user’s recipient. First, we identified the hierarchal level of the 150 users available in the 

dataset. According to the information available, we identified four main levels. Level 1 was 

assigned to Enron’s CEOs, level 2 was assigned to senior employees (i.e., presidents, vice 

presidents and managers), level 3 was assigned to normal employees and level 4 was assigned 

to unspecified users. Second, we divided all users into different groups according to the 

department (e.g., legal, logistics, trade), while the rest were grouped as ‘unspecified’. Third, 

we calculated the topic profile for each user, where we ranked discussed topics from the 

most frequent to the least frequent based on the number of emails. Fourth, we calculated the 

transaction history for each user with its top recipients. This was done by dividing the overall 

active time (from around 1998 to 2002) into 14 time spans, each with an approximate time 

of three months. The h value was calculated by identifying the active timespans for each user 



Chapter 6. Discovery of Potential Leaks in Group Communications 

138 

and comparing them to the active timespans of the recipient. The maximum h value was 

achieved if both the sender and the recipient were active in all timespans. Finally, we 

calculated the activity score a for each active user with its top recipients. The percentage of 

sent emails to each recipient from the overall sent emails was calculated. Further, the 

percentage of emails received from each specific recipient from the overall received emails 

was calculated. Both percentages were combined to calculate the activity score a. 

 

Figure 6.3 Top 23 active Enron users divided into four hierarchal levels 

Figure 6.3 shows the top 23 active users divided into four different levels. We evaluated 

the RAI score for each recipient they had. Take John Lavorato (CEO of Enron America) for 

example; his top recipient was David Delainey (CEO of Enron North America). They were 

both located in level 1; therefore, l is 0 after calculating the taxicab distance. The two users 

did not belong to the same department; therefore, d is 1. By referring to the topic profiles, 

Lavorato and Delainey’s most discussed topic was 9 (Daily business); therefore, the taxicab 

difference was 0. The second most discussed topic in Lavorato’s profile was 5 (Calif_enron), 

while it was the fifth most discussed topic in Delainey’s profile. Therefore, the taxicab 

distance is 3. The overall taxicab distance is given as follows: 

𝑑1(𝑝, 𝑞) =  ‖𝑝 − 𝑞‖1 = ∑ |𝑝𝑖 − 𝑞𝑖|
𝑛
𝑖=1     (6.2) 

Where 𝑝 is the topic rank in the first profile and 𝑞 is the topic rank in the second profile. 

The overall profile distance in Lavorato and Delainy’s case was 0.398 after normalisation. 

Further, the h value was defined by calculating the overall active time for both users. As 

shown in Figures 6.4 and 6.5, Lavorato and Delainy were not active during all timespans. 
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They only actively sent and received emails in eight of the 14 timespans. Therefore, the 

normalised h value out of 1 is 0.392. Finally, Lavorato sent a total of 2,752 emails; 267 were 

sent to Delainy, which accounted for 9.7% of the overall sent emails. Moreover, Lavorato 

received 769 emails from Delainy, which accounted for 29.7% of the received emails. The a 

score after combining and normalising the value to 1 was 0.802. By referring to Equation 

(6.1), the sum of all found elements gives 2.594, which is the RAI score for Delainy. Tables 

6.4 and 6.5 show the calculation of the RAI score for Lavorato’s top recipients and the 

recipients with the highest RAI score. 

 

Figure 6.4 History chart of sent emails between Lavorato and Delainy 

 

Figure 6.5 History chart of received emails between Lavorato and Delainy 

The highest RAI score was achieved by s.south, who held an unspecified position in 

Enron. The second and the third top RAI scorers were also users without a specified role in 

Enron. The three users received a total of 37 emails from Lavorato, indicating that there was 

a considerable amount of information flowing from the top level to users in unspecified 

levels and who held unidentified roles in Enron. 
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Table 6.4 Top Lavoratio’s recipients 

User Level Dep. Profile History Activity Score 

d.delainey 0 1 0.398 0.392 0.802 2.594 

j.arnold 0.2 1 0.246 0.321 0.903 2.671 

l.kitchen 0.2 1 0.238 0.285 0.912 2.636 

 

Table 6.5 Top Lavorato’s RAI recipients 

User Level Dep. Profile History Activity Score 

s.south 0.6 1 0.823 0.821 0.998 4.243 

v.pimenov 0.6 1 0.725 0.821 0.996 4.143 

r.gay 0.6 1 0.714 0.821 0.998 4.134 

 

6.4.4 RAI Transaction Map for the Most Active Users 

We applied the same RAI score calculation to the 23 most active users. This allowed us to 

identify the potential risky recipients. Figure 6.6 shows an example map of risky activities 

made by some of the most active users. Some of the activities indicate users from unspecified 

levels and departments receiving emails from top management (e.g., s.south and m.sanches). 

Moreover, some users produced high RAI scores with multiple active users—for example, 

in the case of r.gay—as shown in the in dotted lines in Figure 6.6. 

 

Figure 6.6 Example map of the most active users with high RAI scores 
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The activity map shows the information flow between different levels. This flow of 

information may be free of confidential data leakage. However, the large distinctions of the 

contextual characteristics may indicate the risky flow of information. 

6.4.5 Email Content Classification 

After the identification of the users with the highest RAI score using contextual analysis, we 

used content analysis to discover any data leaks. This was done by analysing the received 

emails from the active user and the sent emails by the high RAI user. First, we created a 

category centroid for each of the 32 topics discussed in the Enron dataset. Each centroid 

contained the top 100 most frequent terms in each topic. For example, topic 16 (Downfall) 

contained terms such as ‘Enron’, ‘bankruptcy’, ‘cuts’, ‘crisis’, ‘market’ and ‘staff’. These terms 

were obtained from 50 relevant emails for each topic, and the frequency of each term was 

noted. Moreover, all stop words were removed from the centroids to avoid misclassification 

due to their presence in almost all emails. An extra centroid was also created to include the 

remainder of the terms to denote topic 0 ‘irrelevant’ emails. 

Second, we created a topic profile that indicated the topics already discussed by each 

user. Therefore, when an active user sent an email to the high RAI user, the email was 

classified under one of the topics. If the topic already existed in the high RAI user’s profile, 

then there was no leak. However, if the topic did not exist in the profile, then a potential 

topic leakage was detected and logged. Further, if the high RAI user sent a new email, the 

email was compared to the logged emails. In case of a match between the new email and the 

logged email, a potential leak was detected. If there was a great degree of similarity between 

the two emails, then a potential leak was also detected. To achieve this, we performed a 

classification task using tf-idf term weighting with the cosine similarity distance measure, as 

discussed in Chapter 4. Table 6.6 shows the overall test results of the 23 most active users 

when communicating with the high RAI user. It shows the number of exchanged emails 

between the active user and the high RAI user, as well as the discussed topics. The table also 

shows the number of detected leaks. 
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Table 6.6 Overall test results of the 23 most active users 

Active 

User 
Position 

High-RAI 

Recipients 

Number 

of 

Emails 

Topics 
Potential 

Topic Leak? 

Topic 

Forward 

Potential 

Real 

Leak? 

j.dasovich Employee s.scott 79 0,1,5,6,7,9,19,32 19 - - 

s.kean VP m.carson 46 0,3,5,9 - - - 

v.kaminski Manager l.taylor 13 0,10 10 ✓ ? 

k.mann Employee d.perlingiere 15 0,9,16 - - - 

t.jones N/A j.lavorato 2 0 - - - 

s.shackleton N/A r.sanders 22 0,9,24 24 - - 

m.taylor Employee s.dickson 56 0,9 - - - 

s.beck Employee s.white 25 0,9,16 - - - 

s.scott N/A m.sanchez 188 0,3,7,9,29,32 29 - - 

d.farmer Manager j.griffith 8 0 - - - 

r.shapiro VP m.mcconnell 19 0,7,9,16 7 ✓ - 

k.symes Employee b.williams 152 0,4,5,7,8,9,11,14,20,25,30 4,8,25 ✓✓✓ - 

c.germany Employee a.ring 39 0,9,11,29 29 - - 

e.bass Trader p.love 463 0,1,7,9,10,11,14,24,32 32 ✓ - 

l.kitchen President p.mims 2 0 - - - 

g.nemec N/A r.sanders 6 0 - - - 

r.sanders VP m.cash 45 0,3,4,7,8,9,20,24,32, 4,20 ✓✓ ? 

m.haedicke Director r.buy 9 0,4,9 - - - 

l.campbell Employee k.watson 2 9 - - - 

k.lay CEO m.sanchez 8 0,5 - - - 

m.grigsby Manager r.gay 298 0,1,3,5,8,9,11,14,16,20,25 3,14,16,20,25 ✓ ✓ 

j.lavorato CEO s.south 10 0,9 - - - 

d.delainey CEO m.mcconnell 41 0 - - - 

6.4.6 Discovery of Potential Topic Leak 

Based on the experimental results, it was evident that there was a relationship between high 

RAI recipients and potential topic leakages. In 10 cases out of 23, the active user was the sole 

sender of a particular topic. For instance, j.dasovich was the only user discussing topic 19 

with s.scott. Further, m.grigsby was the only user discussing topic 16 with r.gay. Moreover, 

in six cases out of the 10 cases of potential topic leaks, there was an actual forward of that 

topic to other users. For example, m.cash forwarded two topics sent by r.sanders to other 

users (m.haedicke and v.kaminski). Both of these users were vice presidents of legal and risk 

management. These email forwards (of topics 4 and 20, which discuss the FERC legal crises 
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in California) already exist in m.haedicke and v.kaminski’s topic profiles. Therefore, they may 

contain no real leaks. 

The potential leaked topics varied in terms of importance. Topics such as 10 

(Educational), 14 (Energy_news) and 25 (9/11) may not carry as much importance as topics 

4 (Calif_crisis_legal) and 16 (Downfall). It was difficult to measure the extent of damage after 

leaking these topics without proper information classification. However, based on Enron’s 

crises, we assume that leaking data about the bankruptcy and the legal investigation would 

have a serious effect on Enron and its employees 

6.4.7 Actual Leak 

A further investigation of the emails forwarded by the high RAI user revealed an actual data 

leakage. L.taylor, who had an unspecified role in Enron, forwarded v. kaminski’s email of 

topic 10 (Educational) to another unspecified user. Further, r.gay forwarded topic 16, which 

contains confidential information, to members of his family, indicating the downfall of 

Enron, the hard time they faced and estimating the bankruptcy time. The original topic was 

sent by m.grigsby, who was the sole sender of this topic, and he was discussing the pressure 

they were facing. Although the email was not forwarded using the same wording, the 

semantics were detected by the classification method. The actual content is shown in the 

following emails: 

 

From: mike.grigsby@enron.com 

To: l.gay@enron.com 

Subject: RE: Griffith Sales 

Date: Mon, 19 Nov 2001 10:07 AM 

 

‘We understand that you are under quite a bit of pressure with limited staff. Our contracts state that 

we must notify every customer of pipeline allocations 12 hours in advance. We all know that this can be 

almost impossible on EPNG, but because of the current price levels at Socal and the basins, Enron needs to 

call each customer and notify them of their cuts with an explanation of the pipeline cuts each day to avoid any 

potential penalties.’ 
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From: l.gay@enron.com 

To: Frommelt Brian Brian.Frommelt@motorola.com 

Subject: Fwd: We’re Home 

Date: Mon, 26 Nov 2001 8:06 PM 

 

‘Things have been very strange and busy here. By now im sure you have heard about the dizzying 

collapse of Enron. As of right now i am still employed, but bankruptcy is probably on Monday’ 

6.5 Analysis 
In this section, findings from the previous experiments are analysed, and the strengths and 

limitations of the proposed DLP method are identified. 

6.5.1 Overall Leakage Discovery 

By considering the results achieved after testing 23 active users, we came across some 

interesting observations. From Table 6.7, it is clear that most topic leaks occurred when the 

two users had an obvious difference in level. For example r.shapiro, who is a vice president, 

leaked topic 7 to m.mcconnell, who had an unspecified position. It was also noticeable that 

all topic leaks occurred when the two users were discussing more than one topic. For 

example, K.symes exchanged 152 emails with b.williams, discussing at least 10 known topics. 

Moreover, it was noticed that topic 0 (irrelevant) was present in all 23 tested cases. This 

means that all communicating parties exchanged emails with unidentified content. This may 

be normal, but these emails may contain important information. A naked eye observation 

led to the discovery of multiple emails containing confidential content such as access 

credentials and private information. For example, further investigation of r.gay’s sent emails 

revealed an ‘irrelevant’ email containing a log-in ID sent to ina.rangel@enron.com in 

response to (Re: Login ID’s needed) email. Another case where access credentials were 

shared was found in p.love’s inbox, where a user name and password were sent to 

bruce.mills@enron.com. These observations were obtained from testing the 23 cases, and 

we anticipate that testing more users will result in the discovery of new potential leaks and 

security violations. 
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6.5.2 Precision, Recall and F1 Measures 

Depending on the security system that executes the classification, the necessity for high 

precision and recall measures may vary. Although both measures are important, some 

systems require more focus on achieving better precision or better recall; for instance, for a 

DLP system, it is more important to recall all possible confidential documents than deal with 

FPs due to low precision. In this research, precision was defined as the ratio between 

correctly classified emails and the number of overall detected emails. Recall was defined as 

the ratio between correctly classified emails and the number of desired detected emails. 

Finally, the F1 measure was defined as the harmonic mean of both precision and recall. 

Based on the experimental results, in which 1,548 emails were tested (i.e., the total 

number of emails sent by the active users), the precision and recall measures for each topic 

were analysed. The classification results show an average of 0.68 for precision and 1 for 

recall. The highest precision measure was scored by topic 16 (Downfall) and the lowest was 

scored by topic 20 (FERC_DOE), which discussed the FERC. The reason for this relatively 

modest precision was that some topic profiles contained a number of terms that were shared 

among other topics, such as ‘Enron’, ‘Energy’ and ‘Power’. The recall measure scored the 

highest in all topic classifications, indicating that all desired emails were correctly classified. 

An average of 0.8 F1 measure was scored for all topics. The highest F1 measure was scored 

by topic 16 (Dowanfall) and the lowest was topic 20 (FERC_DOE), as shown in Table 6.8. 

It was evident that the F1 measure was affected by the modest precision score. Thus, a 

precision improvement is needed to improve the F1 measure. This can be achieved by using 

more specific topic profiles (i.e., removing shared terms). 

Table 6.7 Classification precision, recall and F1 measures 

Topic Precision Recall F1 

4 0.63 1 0.77 

7 0.76 1 0.87 

8 0.60 1 0.75 

10 0.60 1 0.75 

16 0.80 1 0.89 

20 0.58 1 0.74 

25 0.70 1 0.82 

32 0.79 1 0.88 

Ave. 0.68 1 0.81 
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6.5.3 Leakage Map 

After the identification of the topic leaks and the users involved, we analysed the flow 

of information and projected that onto a leak map. As shown in Figure 6.7, not all high RAI 

users were involved in data leaks. Most of the identified leaks occurred when a user at a low 

level was involved. One of these leaks occurred with a user who was not even present in the 

dataset (e.g., l.taylor). A reverse leak was spotted between r.sanders and s.shackleton from a 

lower level to a higher level (shown in the dotted line). The topic was ‘India_Dabhol’, and 

this can be leak-free, as a higher-level employee such as r.sanders has higher access rights. As 

mentioned previously, some of the leaked topics were forwarded to other users. The map 

also shows a case where a user was involved in both receiving a leak and forwarding a leak. 

The top active user (j.dasovich) leaked a topic to s.scott, and s.scott forwarded that topic to 

m.sanchez. Moreover, there were no recorded leaks from the top level of management to 

any of the levels. All three CEOs discussed only a few topics. In particular, only topics 5 

(Calif_enron) and 9 (Daily_business) were discussed with the high RAI user. Establishing 

the leakage map was beneficial because it shows the information flow between users and the 

relationship between them. We anticipate that involving more users will provide a better 

overview of communication within Enron. 

 

 

Figure 6.7 Leakage map showing the information flow between different levels 

6.5.4 Topic Importance over Time Spans 

It is difficult to identify the severity of an effect after a data leakage without knowing 

the actual topic’s importance. Most organisations have classification and declassification 

processes for confidential documents. The main reason for a document to be declassified is 
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that the confidential content is becoming old. To analyse the topic leaks found in this 

research, we analysed the topics discussed over time. We divided the activity time from 

around 1998 to 2002 into 14 timespans. Each timespan was equivalent to approximately 

three months. Figure 6.8 shows the discussion of the top seven topics across the 14 

timespans (X-axis), with the associated number of emails (Y-axis). Some of the topics were 

discussed in all 14 timespans, such as topic 9 (Daily_business). Other topics were only 

discussed in two timespans at the most, such as topic 16 (Downfall). This shows that some 

topics may have been confidential in nature because they were limited in time and discussed 

urgent and important matters. Topic 16, which mostly discussed Enron’s demise, must have 

been a primary concern of top management and decision makers. An example of such a topic 

leak was the exchanged message between m.grigsby and r.gay, as shown in Table 6.6. 

Knowing the importance of a topic in a specific period of time is a useful analysis tool, as it 

can help to inference the topic’s importance without knowing the topic’s classification level. 

 

Figure 6.8 Numbers of emails discussing topics over time 

6.6 Conclusion 
In this chapter, we presented a new DLP method to discover potential leaks in an 

organisation’s email communications. The method is based on a combination of context and 

content analysis in order to identify users with high leakage potential. We used five contextual 

elements to calculate the RAI score. We applied the method to the Enron dataset, which 

contains a large number of users and exchanged emails. By analysing the email 

communications of the most active users, we were able to identify a high RAI recipient, 



Chapter 6. Discovery of Potential Leaks in Group Communications 

148 

which indicated risky activity. We used best-known text classification techniques to classify 

the email topics according to predefined categories. The experimental results were 

encouraging, as we were able to identify 10 cases of potential topic leaks out of 23 high RAI 

recipients. Further investigation led to the discovery of an actual leak of confidential data. 
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Chapter 7  
CONCLUSIONS 

his chapter highlights the key findings of our research and summarises the main 

contributions. It also suggests a number of directions for future research to improve 

knowledge in this area. 

7.1 Contributions 

Data leakage is an ongoing problem in the field of information security. Both academics and 

practitioners are continuously working towards developing data leakage prevention and 

detection methods to mitigate this problem. In this thesis, we conducted a thorough 

investigation of both commercial and academic DLPSs. The aim of the investigation was to 

draw attention towards this inadequately researched area and to identify research gaps. We 

explained the DLP paradigm and identified the current challenges. Further, we discussed a 

number of commercial DLPSs and highlighted their capabilities. In addition, we listed all 

relevant academic research studies and suitably categorised the DLPS methods. All of the 

methods were systematically analysed, and their contributions and limitations were 

acknowledged. This led to the identification of the problem domains and the formulation of 

our research questions. The main research question and sub-questions were addressed by the 

following contributions. 

Chapter 4 proposed a statistical content analysis DLP method that uses n-gram and tf-

idf profiling techniques to represent documents to overcome the need for extensive indexing 

and pre-processing. The experimental results showed that using the n-gram profiling 

T 
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technique with taxicab distance correctly classified 91.3% of the tested documents. Further, 

the tf-idf term-weighting technique correctly classified up to 99.7% of the tested documents 

with cosine similarity and up to 100% of the tested documents with taxicab distance. These 

results were achieved without the need for keeping exact document copies or conducting 

prolonged pre-processing tasks. In addition, the proposed method achieved acceptable 

resiliency against document spinning, as in the worst-case scenarios, the n-gram technique 

was able to correctly classify 83% of the tested documents and the tf-idf technique was able 

to correctly classify 63% of the tested documents. Further, performance analysis of the 

proposed method showed that the classification of 360 documents against six categories 

could be done in under 76 seconds and using only 25% of a standard machine’s CPU. 

Moreover, the total physical disk space used to store 360 documents and six category 

centroids was only 5.137 MB. These figures indicate that the proposed method has a very 

limited effect on the underlying system’s resources. 

A semantics analysis DLP method was proposed in Chapter 5. This method uses two 

dimension-reduction techniques (SVD and LDA) to classify confidential data. The main aim 

behind this was to overcome the classification difficulties, especially when the data were 

obfuscated. The proposed method was used to classify two benchmark datasets (R8 and 

20Newsgroups) that contained around 26,500 documents combined. The results indicated 

that the method was capable of correctly classifying 94% of R8 using SVD and 89% of 

20Newsgroups using LDA. The method was also tested against six types of data obfuscation 

and was able to achieve around 55% accuracy, even after applying extreme rewriting. 

Applying addition, swapping and shuffling tasks did not deteriorate the classification 

accuracy, which represents an advantage over data fingerprinting techniques. Moreover, the 

overall accuracy improved after implementing ANN classifiers along with SVD and LDA 

techniques. By comparing the achieved results with other semantics classifiers, the proposed 

LDA-ANN achieved similar MRR results to the SVM-LSI classifier when classifying R8, and 

it outperformed the same classifier by a good margin when classifying 20Newsgroups. 

A DLP method that uses combined context and content analysis was proposed in 

Chapter 6 to discover potential leaks in an organisation’s email communications. The method 

used five contextual elements to calculate an RAI score. The Enron dataset, which contains 

0.5 million emails generated by 150 users, was used in this experiment. By analysing the email 

communications of Enron’s 23 most active users, we were able to identify a high RAI 

recipient, which indicated risky activity. The experimental results were encouraging, as we 



Chapter 7. Conclusions 

152 

were able to identify 10 cases of potential topic leaks out of 23 high RAI recipients. In 

addition, further investigation led to the discovery of an actual leak of confidential data. 

7.2 Future Research 
Utilising statistical analysis techniques to develop resilient and semantics-aware DLP 

methods has proven its effectiveness in this research. However, this research can be extended 

in several ways. For instance, all training and test documents used in this research are single-

labelled documents. This means that each document is assigned to one category only; 

however, in real-case scenarios, documents may belong to two or more categories. Therefore, 

multi-labelled document classification should be utilised in the future to avoid the 

misclassification problem. Multi-labelled document misclassification can also be addressed 

by optimising the MRR values for each involved category. As shown in Chapter 5, MRR 

values can indicate the accuracy of the top returned categories; thus, a document can be 

assigned to different categories if certain top categories are returned regularly. Another future 

direction for research could be the implementation of other semantics features such as word-

lemmatisation, which is the process of normalising words to match the original lemma. 

Lemmatisation is related to word stemming, as both techniques are used to find the main 

root of words. However, in lemmatisation, the process involves more than suffix stripping, 

as done in stemming. For example, words such as ‘working’, ‘works’ and ‘worked’ have the 

same stem and lemma ‘work’. But for a word such as ‘better’, which has other stems, ‘good’ 

would be its lemma. Therefore, lemmatisation goes beyond mapping different word forms 

to a single form, as it studies the context of the speech and selects the appropriate lemma. 

Moreover, unlike word stemming, which deals with single words, lemmatisation can group 

the semantics of two words or more and produce a single word as a core meaning [130]. 

Further, high-speed networks are increasingly becoming a dominant communication 

method. This means that transferring a massive amount of data (e.g., hundreds of mbps) in 

a very short time can pose a real challenge for DLPSs. Therefore, a future direction for this 

research is to inspect high-speed networks’ content. This can be achieved by utilising 

advanced traffic inspection methods such as flow-based detection. This would improve the 

ability to understand the semantics of a large amount of data to detect any suspicious activity. 

Further, this might require an extra set of capabilities to be added to DLPSs, such as the 

ability to instantly reconstruct the semantics of packet payloads, regardless of different file 

formats (e.g., docx, doc, txt, html and pdf). Further, high-speed DLPSs should be able to 



Chapter 7. Conclusions 

153 

decode Unicode and different languages by using a mapping technique to avoid confidential 

data bypassing detection. 

Finally, the widespread use of cryptographic and steganographic tools resulted in an 

apparent increase in anonymous data leaks than can easily bypass detection. Therefore, an 

important future direction is the integration of cryptanalysis and steganalysis tools with 

DLPSs’ capabilities to overcome malicious data leakage. 
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