
   

 

A Computer Model of Creativity Based on 

Perceptual Activity Theory 

 

 

 

 

 

Peter J. Blain 
 

 

 

 

School Information & Communication Technology 

Griffith University 

 

 

 

 

 

 

Submitted in fulfilment of the requirements of the degree of  

Doctor of Philosophy 

 

October 2006



  i 

 

Abstract 
 

 

Perception and mental imagery are often thought of as processes that generate internal 

representations, but proponents of perceptual activity theory say they are better 

thought of as guided exploratory activities.  The omission of internal representations 

in the perceptual activity account has led some to see it as computationally 

implausible.  This thesis clarifies perceptual activity theory from a computational 

perspective, and tests its viability using a computer model called PABLO.  The 

computer model operates in the Letter Spirit domain, which is a framework for 

creating stylistic variations on the lowercase letters of the Roman alphabet.  PABLO 

is unlike other computer models of perception and mental imagery because it does not 

use data-structures to represent percepts and mental images.  Mental contents are 

instead modelled in terms of the exploratory activity in which perceptual activity 

theory says they consist.  PABLO also models the flexibility of imagery, and 

simulates how it can be harnessed and exploited by the system to generate a creative 

product.  PABLO is a first attempt at an implementation of perceptual activity theory, 

but the results suggest that the theory is computationally viable, and that it has 

advantages over other theories of mental imagery in the context of creativity. 
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1 Introduction 
  

 

 

Mental imagery is sometimes described as seeing with the “mind’s eye.”  A classic 

example is the ability to recall the number of cabinet doors in one’s kitchen by 

visualising the room (Shepard 1966).  Mental imagery need not, however, be visual in 

nature; it operates in all sensory modalities, and includes the auditory, haptic, 

gustatory and olfactory domains.   

 

Computer models have proven useful in imagery research.  According to Stephen 

Kosslyn: 

 

Theories about the role of mental imagery in information processing took a 

leap forward when researchers began to think about how one could program a 

computer to produce specific types of behaviour.  To program a computer to 

mimic imagery, one must specify an image representation with particular 

properties; a representation is a type of code, a way of specifying 

information.  This approach forces one to think clearly about the nature of 

such representations (Kosslyn 1994, p.4).   

 

There is much debate regarding the format of the representations to which Kosslyn 

refers.  The two dominant theories are depictive theory (Kosslyn 1980; Kosslyn 1994; 

Kosslyn, Thompson & Ganis 2002; Kosslyn, Thompson & Ganis 2006) and 

description theory (Pylyshyn 1973; Pylyshyn 1981; Pylyshyn 2002a).  Depictive 

theory is a contemporary form of picture theory, where the underlying representations 

are said to be “a type of picture, which specifies the locations and values of 

configurations of points in space” (Kosslyn 1994, p.5).  Description theory says that 



2  A Computer Model of Creativity 

the underlying representations are implemented as a “set of sentence-like expressions 

in a language of thought” (Pylyshyn 2002a, p.167).  I discuss both theories, and the 

debate that surrounds them, in Chapter 3. 

 

There is a lesser-known theory of mental imagery, which is sometimes called 

“perceptual activity theory” (Thomas 1999).  Versions of this theory have been 

proposed by a number of researchers (Hebb 1968; Hochberg 1968; Neisser 1976; 

Ryle 1949; Sarbin & Juhasz 1970; Thomas 1999; Thomas 2003).  Thomas (1999, 

p.244) identifies the core commitments of perceptual activity theory as the view that 

perception is the “active exploration and interrogation of the environment”; the view 

that “mental imagery [is] the (partial) commission of such an active exploration in the 

absence of the appropriate object”; and the view that the activity supported by the 

nervous system (and not the state of the nervous system) “carries intentionality and 

embodies our perceptual and imaginal awareness experience.”   I clarify these core 

commitments in Chapter 3.  

 

Sensorimotor contingency theory (O'Regan & Noë 2001a) is a form of perceptual 

activity theory that relates specifically to perception and perceptual experience.  It is 

not a theory of mental imagery, but as we shall see, it adds detail in relation to the 

core commitments identified by Thomas (1999).  Sensorimotor contingency theory 

builds on the work of Ryle (1949) and MacKay (1967; 1973).  It is also related to the 

work of Varella, Thompson and Rosch (1991).  Sensorimotor contingency theory is 

central to the account of perceptual activity theory presented in this thesis.  

Accordingly, I shall refer to the general position as perceptual activity/sensorimotor 

contingency (PA/SC) theory. 

 

In the following chapters, I discuss PA/SC theory in detail, and I outline the body of 

evidence that supports it.  Despite this evidence, the theory remains underdeveloped 

and largely neglected.  PA/SC theory has been criticised because it has not been 

“fleshed out in enough detail to be simulated on a computer” (Kosslyn et al. 2006, 
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p.92).  This has left it open to the accusation that the distinctions it draws are semantic 

rather than substantial.  This thesis is an attempt to put the theory on a more secure 

computational footing by implementing it in a computer model.  The model will help 

clarify the theory, and it will answer the following question: 

 

Is PA/SC theory computationally viable? 

 

The research hypothesis is that the theory is computationally plausible.  The 

hypothesis is tested by developing a computer model that applies PA/SC theory in the 

context of creativity – doing so provides a more rigorous test than modelling mental 

imagery in isolation.  Mental imagery is thought by many to be connected with human 

creativity (Macedo, Pereira, Grilo & Cardoso 1996; Neisser 1976; Shepard 1978; 

Thomas 1999).  If a theory of mental imagery is to be viable in the context of 

creativity, it must do more than show how a representation is retrieved from memory.  

It must explain how novel mental images are formed, and how these are harnessed for 

the purposes of creating a preconceived product in the environment.   

 

 

1.1 Thesis structure 

 

In Chapter 2, I survey the origins and current standing of PA/SC theory as a theory of 

perception.  PA/SC theory is also a theory of mental imagery, but it is best to start at 

the beginning.  Accordingly, I review some accounts of perception that are consistent 

with the theory’s core commitments.  These include the views of Hebb (1968), 

Neisser (1976; 1978), MacKay (1967; 1973), Thomas (1999), and O’Regan & Noë 

(2001a; 2001b).   

 

In Chapter 3, I build on the discussion of perception presented in Chapter 2, and I 

describe how PA/SC theory accounts for mental imagery.  I also discuss the common 

objections to PA/SC theory, and survey the empirical evidence that supports it.   
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In chapter 4, I focus on the role of mental imagery in creativity.  I discuss the added 

requirements this role imposes – as opposed to the requirements of a theory of mental 

imagery taken in isolation.  I then consider whether or not the theories of mental 

imagery discussed in Chapter 3 can meet these requirements.  Can they, for example, 

provide a non-combinatorial account of creativity?  Dartnall (2002, p.1) says that “the 

main models and explanatory stories put forward by cognitive science and people 

trying to explain creativity are atomistic, combinatorial ones.”  He argues that such 

theories cannot account for creativity in the domains of painting, pottery and 

sculpture.  PA/SC theory accounts for mental imagery in the same way it accounts for 

coordinated actions in the world.  This activity does not involve the manipulation of 

atomistic components, and it is flexible and adaptive.  For this reason, PA/SC theory 

may provide a viable computational basis for a broad theory of creativity that includes 

what Partridge and Rowe (1994, p.9) call “input creativity” and “output creativity” – 

or so I shall argue. 

 

Chapter 5 considers how best to implement a computer model of creativity based on 

PA/SC theory.  Such an implementation has not previously been attempted and there 

is little in the literature on which to draw.  Thomas (1999) suggests that PA/SC theory 

can be modelled computationally, but offers little advice beyond his discussion of the 

theory itself.  Chapter 5 attempts to fill this gap in the literature, and considers what 

would be involved in modelling the theory using a computer.  I approach this task by 

making a survey of several existing computer models, and I consider how they might 

have been implemented differently had they been based on PA/SC theory.  By 

describing how the core aspects of PA/SC theory relate to the existing models, I 

develop an approach for implementing the new computer model.   

 

The Letter Spirit domain (Hofstadter & McGraw 1995; McGraw 1995; Rehling 2001) 

was chosen for the new model.  We will see in Chapter 6 that the Letter Spirit domain 

is a framework for creating stylistic variations on the lowercase letters of the Roman 

alphabet.  Adopting this framework for the new model facilitates a straightforward 
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comparison with the Letter Spirit program (McGraw 1995; Rehling 2001), which is 

“an attempt to model central aspects of human creativity on a computer” (Hofstadter 

& McGraw 1995, p.407).  In Chapter 6 I discuss the aspects of creativity to which 

Hofstadter and McGraw refer, and I describe how they are modelled in the Letter 

Spirit program.  We will see, for example, that mental content is modelled in terms of 

data in the system.     

 

Chapter 7 is a conceptual overview of the new computer model, which is called 

PABLO.  Here I begin the discussion of PABLO’s conceptual design, and draw some 

initial comparisons with Letter Spirit.  In this chapter we will see that PABLO, unlike 

Letter Spirit, models mental content in terms of rehearsed exploratory activity. 

 

In Chapters 8 through 10, I describe PABLO’s implementation.  Chapter 8 focuses on 

the perception of letter type, Chapter 9 on the perception of letter style, and Chapter 

10 on mental imagery and productive creativity.  Each chapter includes the results 

obtained and associated analysis.  In these chapters, we will see that PA/SC theory 

provides a plausible computational alternative to the standard account of perception 

and mental imagery.  In Chapter 10 I suggest that PA/SC theory also provides a 

vehicle to explain the means by which a non-atomistic mechanism of creativity is 

possible.  PABLO, as we shall see, may also offer some insight into “knowledge-

about” (Dartnall 2002). 

 

Chapter 11 is the conclusion.   
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2 Perception 
 

 

 

This chapter is a survey of the origins and current standing of PA/SC theory as a 

theory of perception.  Here I review the work of theorists such as Hebb (1968), 

MacKay (1967; 1973), Neisser (1976; 1978), Thomas (1999) and O’Regan & Noë 

(2001a).   In the next chapter, I discuss PA/SC theory in the context of mental 

imagery, but it is necessary to account for perception first.   

 

 

2.1 The standard account of perception versus PA/SC theory 

 

It is widely believed that perception involves the extraction of feature information 

from the environment, and its organisation into a representation suitable for access by 

higher-level cognitive mechanisms.  Chalmers, French and Hofstadter (1995, p.170), 

for example, say that the end product of perception is a representation.  They go on to 

say that “[i]n order for raw data to be shaped into a coherent whole, they must go 

through a process of filtering and organisation, yielding a structured representation 

that can be used by the mind for any number of purposes.”  Similarly, Marr (1982, 

p.31) says that “[v]ision is a process that produces from images of the external world 

[activation of the photoreceptors in the retina] a description [a form of representation] 

that is useful to the viewer and not cluttered with irrelevant information.”  It is also 

widely assumed that conscious perceptual experience occurs once the representation 

has been constructed.  Kosslyn (1980, p.30), for example, says that perception 

involves the construction of a representation in the primary visual cortex, which is 

“the data-structure that happens to give rise to the experience of perceiving.” 
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PA/SC theory is a radical departure from the views mentioned above.  O’Regan and 

Noë (2001a) propose that: 
 

 … seeing is a way of acting.  It is a particular way of exploring the 

environment.  Activity in internal representations does not generate the 

experience of seeing.  The outside world serves as its own, external, 

representation.  The experience of seeing occurs when the organism masters 

what we call the governing laws of sensorimotor contingency (O'Regan & 

Noë 2001a, p.939) 

 

O’Regan and Noë’s (2001a) sensorimotor contingency theory (which is a form of 

perceptual activity, or PA/SC, theory) requires some explanation.  The theory has its 

origins in the work of MacKay (1962; 1967; 1973) and also Ryle (1949).   

Accordingly, I begin my survey with this early work.  

 

MacKay’s (1962; 1967; 1973) research focuses on the problem of visual stability 

despite eye movements.  It is well known that vision involves the eyes making rapid 

movements about the scene (Findlay & Gilchrist 2003; Prinz & Bridgeman 1995).  

Attempts have been made to explain the stability of our visual experience in the face 

of this saccadic activity.  O’Regan and Noë (2001a) note that many of the proposed 

solutions include a mechanism that maintains a stable internal representation of the 

scene.  MacKay (1967) offers a different solution to the problem via an analogy with 

tactile perception.  MacKay gives the example of a person who uses his hand to 

perceive objects in a dark room.  He points out that if one of the objects happens to be 

a trolley that moves in unison with the person’s hand, the absence of relative motion 

gives the impression that the object is moving.  Conversely, if the person senses 

relative motion, the object can be perceived as stationary.  MacKay concludes that the 

motion signals generated by tactile exploration do not need to be cancelled out in 

order that stationary objects are perceived as stationary; the detection of relative 

motion is actually used to perceive motionlessness.  MacKay says: 



Perception  9 

I should like to suggest that the same logic seems to apply to the much-

discussed problem of the stability of the visual world … there would seem to 

be no more reason to expect that the visual motion signals generated by 

voluntary eye movement should be cancelled or suppressed, than the friction 

signals from the palm. (MacKay 1967, p.38) 

 

MacKay’s analysis suggests that the impression we have of a stable visual world 

relies on a nervous system that exploits continual change, rather than one that 

compensates for it.  As we shall see, the exploitation of changes in neural activation 

caused by eye movements is central to O’Regan and Noë’s (2001a) theory of visual 

perception.  Their account is also based on the work of Ryle (1949).  Ryle discusses a 

person who perceives a thimble: 

 

When he [the perceiver] espies the thimble … he is applying his lesson; he is 

actually doing what he has learned to do.  Knowing how thimbles look, he is 

ready to anticipate, though he need not actually anticipate, how it will look, if 

he approaches it, or moves away from it; and when, without having executed 

any such anticipations, he does approach it, or move away from it, it looks as 

he was prepared for it to look.  When the actual glimpses of it that he gets are 

got according to the thimble recipe, they satisfy his acquired expectation-

propensities; and this is his espying the thimble. (Ryle 1949, p.230) 

 

Ryle is saying that perception involves doing what we have learned to do.  It requires 

having anticipations about the feedback to expect when particular actions are made in 

the world; for example, moving towards an object, or moving away from it.  When 

these actions are carried out, and when the anticipations are fulfilled, the object is 

perceived.  Following the analysis of MacKay (1962; 1967; 1973) and Ryle (1949), 

O’Regan and Noë (2001a) state their position as follows: 
 

Instead of assuming that vision consists in the creation of an internal 

representation of the outside world whose activation somehow generates 
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visual experience, we propose to treat vision as an exploratory activity… The 

central idea of the new approach will be that vision is a mode of exploration 

of the world that is mediated by knowledge of what we call sensorimotor 

contingencies. (O'Regan & Noë 2001a, p.940, original emphasis) 
 

O’Regan and Noë derive the term “contingency” from MacKay (1962), and use it as a 

synonym for “co-variations” or “dependencies” (O'Regan, Myin & Noe 2004).  

Neisser (1976) uses the term “contingency” in a similar context.   

 

O'Regan and Noë (2001a) describe the perception of a horizontal black line to clarify 

their position.  They say that when an eye moves horizontally along a straight line, 

there is little or no change in activation on the retina (see Figure 2-1).  If the eye 

moves to a point above the line, the activation on the retina changes to a curved shape 

(the corresponding cortical activation changes to a banana shape).  These changes in 

activation, and/or lack of changes, obey very specific laws - these are the “laws of 

sensorimotor contingency.”  O'Regan and Noë believe that the nervous system is 

responsible for discovering and exploiting such laws.  Furthermore, they believe that 

perceptual experience occurs when an organism is actively exercising its knowledge 

of the laws of sensorimotor contingency in coordination with its environment.1

 

O’Regan and Noë’s (2001a) view of perception does not depend on the construction 

of an internal representation of the line.  They say that if perception of the line 

required the activation of a particular neural code, then when the line is seen from 

different positions and in different lighting conditions, some kind of transformation 

would be necessary in order to produce the particular neural activation that represents 

the line.  O’Regan and Noë argue that if perception of a horizontal line occurs where 

there is an invariance in neural activation as the eyes move horizontally (as opposed 
                                                 
1 An organism is not required to discover every such law from personal experience.  A substantial array 

of sensorimotor contingencies is most likely available at birth.  These can be refined and added to 

through experience. 
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Figure 2-1   Perception of a horizontal black line.   
As the eye moves relative to the horizontal line, there are characteristic 

changes in the pattern of neural activation.  According to sensorimotor 

contingency theory, perception relies on the discovery and exploitation of 

such co-variances.  Based on O’Regan and Noë (2001). 
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to moving vertically), the neural code (in this case a banana-shaped activation pattern) 

is irrelevant; the invariance applies even if the cortical representation is completely 

scrambled.  The relationship between horizontal eye movements and the invariance in 

neural activation remains true regardless of the spatial layout in the cortex.   

 

The exploitation of an “invariance” is also a central aspect of Gibson’s (1979) account 

of perception.  Like O’Regan and Noë (2001a), Gibson rejects the standard account of 

visual perception.  According to Gibson’s rendition of the standard approach, 

perception only occurs after the sensory input reaches the visual projection area of the 

cortex.  Gibson (1979, p.304) says that if this is true, perception “has to be a process 

of construction.”  He questions the process of converting a series of glimpses into a 

scene, and argues that such an explanation fails because “in order to perceive the 

world, one must already have ideas about it” (p.304).  Gibson says that in this case 

“knowledge about the world is explained by assuming that knowledge of the world 

exists” (p.304).  Gibson is sceptical of this circular argument.  He claims that pre-

existing knowledge about the world is not required if perception is based on 

“invariant-extraction from a flux” (p.304).  He gives the example of a child who does 

not need to know about space in order to see surfaces.  Gibson says that the child does 

not need to pay attention to cues for depth that may exist in the relative size of a 

picture-like internal representation.  The child can ignore such things if he can 

“extract the invariant” (p.304).  In this sense the Gibsonian view is consistent with 

PA/SC theory, and is indeed incorporated into Neisser’s (1976; 1978) version of it.  

The theories are not identical however.  As we shall see, PA/SC theory relies on 

structures that embody the applicable sensorimotor relationships, whereas Gibson’s 

does not.  These structures are the focus of the next section. 

 

 

2.2 Schemata 

 

In the previous section I discussed the view of visual perception as active exploration.  
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This account of perception translates to the other sensory modalities.  MacKay’s 

(1967) discussion of haptic perception is couched in terms of exploratory hand 

movents.  The involvement of exploratory activity has also been demonstrated in 

hearing (Dallos 1992) as well as in tasting and smelling (Halpern 1983).  Neisser 

(1976) also emphasises the importance of exploratory activity in perception.  He says 

that “we localise sounds most effectively if we move our heads while we listen and 

feel the shapes of objects especially well if we explore them actively with our hands” 

(p.108).  According to Neisser, and others (O'Regan & Noë 2001a; Thomas 1999; 

Varela et al. 1991), there are internal structures in the nervous system particular to the 

object being perceived, and which are continually modified as a consequence of the 

active exploration they facilitate.2  These configurable structures are a central 

component of PA/SC theory.  Neisser (1976) refers to such structures as schemata.  

The notion of a schema has appeared at various times in the literature, and it has 

assumed a variety of related and yet inconsistent usages.  The first relevant usage 

seems to have appeared in Kant’s Critique of Pure Reason (1929), where he referred 

to schemata as the rules that map pure concepts onto the world.  The term has 

subsequently been adopted and extended by others, including Hochberg (1968).  The 

definition of a schema proposed by Neisser (1976) is derived from Bartlett (1932), 

and has more recently been adopted by Thomas (1999).  Neisser defines a schema as: 

 

… that portion of the entire perceptual cycle which is internal to the 

perceiver, modifiable by experience, and somehow specific to what is being 

perceived.  The schema accepts information as it becomes available at 

sensory surfaces and is changed by that information; it directs movements 

and exploratory activities that make more information widely available, by 

which it is further modified (Neisser 1976, p.54). 

 
                                                 
2 This does not imply the existence of individual structures for each object that the nervous system 

perceives.  The internal structures presumably overlap to the extent that the objects to which they relate 

are similar. 
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Thomas further develops this concept of a schema.  He say that it is: 

 

… a data-structure, implemented in the brain, that functions to govern 

perceptual exploration of the world so that appropriate perceptual tests are 

applied at appropriate times and places, and that is continuously modified or 

updated by the results returned by those tests so as to be able to govern 

perceptual exploration more efficiently in the future (Thomas 2005). 

 

Cotterill (1998) clarifies Neisser’s (1976) account of a schema in neuronal terms.  He 

describes a schema as: 

 

…a reproducible co-activation of neurons linking a specific pattern of motor-

planning activity in the pre-motor area to relevant activity in the sensory 

areas, the reproducibility stemming from the fact that schemata are laid down 

in memory (Cotterill 1998, p.352). 

 

Thomas warns that confusion can occur for those familiar with other usages of the 

term “schema.”  See Thomas (2005) for a review of other usages and how they differ 

from that of PA/SC theory.  The most important point to bear in mind is that while 

schemata (of the PA/SC variety) form part of the nervous system, they are not 

percepts and they do not produce percepts in the head.  Neisser (1976, p.54) says that 

a schema is “… some active array of physiological structures and processes: not a 

centre in the brain, but an entire system that includes receptors and afferents and feed-

forward units and efferents.”  According to Neisser (p.54), perception “does not begin 

at the periphery and eventually arrive at some centre, but must include many kinds of 

reciprocating patterns.  Nor does it all begin at one moment and end at another.”  

Neisser’s account does not conform to the standard notion of perception, where an 

internal model of the world is constructed.  Instead, Neisser argues that during 

perception, active schemata are attuned to the current situation and pick up 

information.  Any newly acquired information modifies and extends the schema.  The 
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modified schema allows even more information to be discovered in the future.  

Neisser describes this ongoing process as the “perceptual cycle” (see Figure 2-2).   

 

There is another important distinction between PA/SC theory and the standard 

account.  The information extracted during perception, such as details of objects (e.g. 

edges and corners), are not, as Neisser (1978, p.169) points out, “… passive conduits 

for data that some homunculus will eventually interpret.”   In other words, schemata 

are not intermediary representations that are accessed by a high-level processing 

module.  Instead, they continually adapt, and in so doing, engage in altered perceptual 

activities of their own.  This account is reminiscent of the processes referred to by 

Minsky (1985) in his discussion of minds and machines: 

 

In earlier times, we could usually judge machines and processes by how they 

transformed raw materials into finished products.  But it makes no sense to 

speak of brains as though they manufacture thoughts the way factories make 

cars.  The difference is that brains use processes that change themselves – 

and this means we cannot separate such processes from the products they 

produce.  In particular, brains make memories, which change the ways we’ll 

subsequently think.  The principal activities of brains are making changes in 

themselves.  (Minsky 1985, p.288) 

 

As noted by Varella et al. (1991), the above passage is conspicuously devoid of any 

reference to representations.  Minsky does not say that brains represent the external 

world; he says that they make continuous self-modifications.  This process of 

continuous self-modification (specifically modification to action-guiding schemata) is 

a central aspect of PA/SC theory.  Neisser (1976, p.20) says that “[p]erception is 

indeed a constructive process, but what is constructed is not a mental image appearing 

in consciousness.”  Instead, what is constructed (and continually modified and 

extended) is an internal structure that defines exploratory activities and their expected 

results for specific circumstances - in short, a schema. 
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Figure 2-2   Neisser’s (1976) perceptual cycle. 
The active schema directs exploratory action.  The information picked up 

during this exploratory activity results in modifications to the schema.  

The altered schema facilitates the acquisition of yet more information, 

and so on around the loop.  There is no end product of perception.  

Based on Neisser (1976, fig.2). 
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2.3 Filtering information 

 

Perception is usually treated as a process that filters raw data from the environment, 

which is then formatted into a representation (this opinion is exemplified by the 

quotations at the beginning of the chapter).  Yet another distinction between PA/SC 

theory and the standard account, is that (according to PA/SC theory) perception is not 

a process of filtering an input.  MacKay says that “a sieve, for example, will receive 

an input and will nicely classify it into categories according to size, but few of us 

would regard it as perceiving what it handles” (1967, p.26, original emphasis).  

MacKay also notes that a model containing internal configurations that match one-for-

one with features of the environment does not mean that perception is occurring, nor 

does it serve as an adequate model of the human nervous system during perception.   

 

Neisser (1976) says that the explorations facilitated by schemata allow an object to be 

perceived.  It follows that if a person is not actively engaged in the visual exploration 

of an object (even if it is in direct view) the person will not see the object.  

Consequently, there is no need for a mechanism that filters out irrelevant information.  

Neisser draws an analogy with picking apples from a tree.  He says that as complex as 

a theory of apple picking might be, it need not include a mechanism for not picking 

the apples that are not picked.  In other words, if perception is something we do, then 

not perceiving is a matter of not doing it - no filter mechanism is required. 

 

It follows that PA/SC theory is not only a theory of perception, but also a theory of 

attention.  Indeed Neisser (1976, p.87) says that “attention is nothing but perception.”  

He says that we choose what we perceive by “actively engaging ourselves with it, not 

by shutting out its competitors” (p.87).  O’Regan and Noë (2001a) make the 

additional claim that visual awareness occurs when a creature is not only actively 

engaging itself with the stimulus, but is also making use of this activity for the 

purpose of “planning, reasoning, and speech behaviour” (p.944).  This brings us to the 

issue of perceptual experience. 
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2.4 Perceptual experience 

 

As noted by Gorea (1991), the view that internal representations are somehow related 

to the richness of our perceptual experience is a widely held assumption.  According 

to the standard view, the activation of an internal representation (perhaps in a cortical 

map) is necessary for conscious perception or contemplation of an object.  Kosslyn, 

Thompson, Sukel and Alpert (2005) say that “such representations give rise to the 

experience of perceiving in the absence of the appropriate sensory input.”  This kind 

of assumption can lead one to believe that the characteristics of perceptual and 

imagery experiences are evidence of underlying representations.  If PA/SC theory is 

correct, then such experiences are evidence only of an active nervous system. 
 

PA/SC theorists claim that perceptual experience “consists in” active exploration 

(O'Regan & Noë 2001a; Thomas 1999; Varela 1993).  O’Regan and Noë (2001a) 

adopt this stance because they believe that explaining experiential differences in terms 

of different patterns of neural activity has no predictive value.  It does not explain, for 

example, why activity in one part of the brain corresponds to the experience of seeing, 

whereas activity in another corresponds to hearing.  O’Regan and Noë argue that 

experiential differences are best explained in terms of the nature of the rules 

governing changes in neural activation caused by specific motor actions.  O’Regan 

and Noë say,  

 

[t]he difference between different perceptual experiences, and between 

different perceptual experiences in different sensory modalities, can be 

explained in terms of the different things we do in having the experience and 

in terms of the different rules of sensorimotor contingency that are invoked in 

each case. (O'Regan & Noë 2001a, p.963).   

 

For example, O’Regan and Noë (2001a, p.943) say that seeing red is more like seeing 

pink than it is like seeing black, because the “mode of exploration” in the first two 
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cases is closer.  This, according to O’Regan and Noë, also accounts for why seeing 

red is different to hearing a sound or smelling a smell.  Different brain areas are 

involved in different exploratory activities, but it is the mode of exploration they 

implement that determines the quality of the experience, rather than something 

mystical about the brain area in question.  By framing perceptual experience in terms 

of sensorimotor contingencies, it is possible to predict the extent to which one 

perceptual experience differs from the next.  The closer the sensorimotor 

relationships, the closer the associated perceptual experiences will seem from a first 

person perspective.  In the next chapter I will argue that this relationship also predicts 

the quasi-perceptual character of imagery experiences. 

 

 

2.5 Summary  

 

PA/SC theory is a theory of perception that is endorsed (in weaker or stronger terms) 

by Ryle (1949), Neisser (1976; 1978), MacKay (1967; 1973), Varella et al. (1991), 

O’Regan & Noë (2001a) and Thomas (1999).  It says that perception is an active 

process of exploration, carried out by the nervous system, guided by a practical 

knowledge of what O’Regan and Noë refer to as “the laws of sensorimotor 

contingency.”  A schema is a structure that embodies knowledge of these laws, and 

which is continually modified as a result of the activity it facilitates.  Perceptual 

experience consists in the activity supported by the nervous system, as opposed to 

being a state in the nervous system.  PA/SC theory also has predictive value; it says 

that the relative similarity of two perceptual experiences is correlated with the 

underlying similarity of the exploratory activity. 



20  A Computer Model of Creativity 

 

   



   

 

 

3 Mental Imagery 
 

 

 

Chapter 2 focused on PA/SC theory in the context of perception.  In this chapter I 

describe how the theory accounts for mental imagery.  I review the common 

objections to PA/SC theory, and I discuss the empirical evidence that supports it.  

This chapter also considers the better-known theories of mental imagery: depictive 

theory and description theory.  

 

 

3.1 Terminology 

 

Mental imagery is generally regarded as the ability to visualise an object in its 

absence (although it is not restricted to the visual domain).  People often report using 

mental imagery when asked to recall the number of cabinet doors in their kitchen 

(Shepard 1966), or to describe the shape of a fox’s ear (Kosslyn 1980).  As with many 

terms in cognitive science, however, there is no agreed definition of either mental 

imagery or mental image.  Kosslyn (1994, p.3) defines a mental image as “the internal 

representation that is [according to Kosslyn] used in information processing, not the 

experience itself.”  In contrast, Neisser (1978, p.172) defines mental images in terms 

of “quasi-perceptual experiences.”  For the purposes of this thesis, I will adopt a 

neutral stance, and use the term “mental image” to refer to the object of an imagery 

experience.  By the object of an imagery experience, I mean the phenomenon 

identified by a subject when he or she reports having an image.  I adopt this stance to 

avoid making unwanted implications about the nature of mental images when I refer 

to them.  As I use the term, “mental image” does not refer to an internal 
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representation, nor does it refer to the experience itself.  For example, when a subject 

is mentally imaging a fox, the image will be the (apparent) fox referred to and 

experienced by the subject (notwithstanding the fact that there is no fox, and that there 

may or may not be a representation of the fox involved).   

 

Having explained what I mean by “mental image”, I shall now explain what I mean 

by “mental imagery.”  Thomas (2001a) defines mental imagery as: “quasi-perceptual 

experience, experience similar to perceptual experience but which occurs in the 

absence of the appropriate external stimuli.”   I will adopt a variation on Thomas’s 

usage.  The term “mental imagery” will mean: 

 

Quasi-perception, a process associated with quasi-perceptual experience, and which 

operates in the absence of the corresponding external stimuli. 

  

Imagery so defined is a process, and not, as in Thomas’s (2001a) definition, an 

experience.  When mental imagery is treated as a process, it remains of the same 

logical type as perception.  I think this makes for a more straightforward discussion.   

 

 

3.2 How PA/SC theory accounts for mental imagery 

 

PA/SC theory is not a widely accepted theory of mental imagery, but it is here that I 

begin my review.  Starting the survey with PA/SC theory provides for a more 

coherent comparison with its better-known alternatives.  The earliest account that 

could broadly be described as a form of PA/SC theory (in the context of mental 

imagery) seems to be that of Ryle (1949).  Versions of the theory also appeared in the 

1960’s and 70’s (Hebb 1968; Hochberg 1968; Neisser 1978; Sarbin & Juhasz 1970) 

and it has attracted recent attention (Thomas 1999; Thomas 2003).  According to the 

general principles subscribed to by these authors, mental imagery consists in the same 

kind of activity as perception, except that it is carried out in the absence of the 
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appropriate external stimuli.   

 

Ryle (1949) describes mental imagery as an act of “pretending” (pp.256-64).  He says: 

 

… there are no such objects as mental pictures ...  We do picture or visualise 

faces and mountains … but picturing a face or a mountain is not having 

before us a picture of the face or mountain, it is something that having a 

physical likeness in front of one’s nose commonly helps us to do, though we 

can and often do do it without any such promptings. (Ryle 1949, pp.254-5) 

 

Ryle’s position arises from his philosophical attack on the view of imagery as pictures 

in the mind.  Neisser (1976) arrives at a similar conclusion based on a variety of 

experimental evidence (which will be discussed shortly).  Neisser’s argument builds 

directly on his account of perception (which was reviewed in Chapter 2), and it is 

worth quoting at length: 

 

When an active schema (at any level) fails to find the information to which it 

is attuned, the character of its activity changes.  The state of the perceptual 

system then becomes a rather peculiar one, and gives rise to a 

correspondingly peculiar mental experience.  This peculiar state certainly is 

not perception itself: anticipations are going unfulfilled, and the characteristic 

information-driven changes of schemata are not taking place.  Nevertheless it 

may be said to resemble perception in as much as the perceptual schemata 

themselves are active.  It is under these conditions I submit, that we have 

mental images.  Imagery is the inner aspect of perceptual anticipations, of 

readiness to perceive (Neisser 1978, pp.169-70). 

 

Neisser is saying that mental imagery is the internal rehearsal of, and preparation for, 

perception.  This situation is unlike normal perception because the expected feedback 

is missing, but it is still partially perceptual because a perceptual schema is active. 
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As we saw in Chapter 2, PA/SC theory has predictive value in relation to the character 

of perceptual experience.  According to O’Regan and Noë’s (2001a) account, the 

perceived quality of two perceptual experiences will be similar if the underlying 

modes of exploration are similar.  O’Regan and Noë do not tackle the issue of mental 

imagery, but I think their theory nevertheless predicts it.  If mental imagery is 

perceptual activity carried out in the absence of the appropriate external object, the 

modes of exploration involved in perception and mental imagery (of the same object) 

will be similar – one is a rehearsal of the other.  If O’Regan and Noë are correct, the 

associated experiences should be correspondingly similar.  In this way, O’Regan and 

Noë’s theory predicts the characteristic quasi-perceptual experience associated with 

mental imagery.   

 

You might well ask, where is the image in this explanation?  Neisser (1978, p.170) 

says that his account is “quite different from the one offered by modern information-

processing theories, whether analogue or propositional.”  He goes on to say: 

 

It does not share their assumption that images are essentially inner objects at 

which the homunculus can look.  The entire organisation of the perceptual 

system is conceived differently in both versions of contemporary theory and 

mine. (Neisser 1978, p.170) 

 

The “versions of contemporary theory” to which Neisser refers, are effectively what 

Thomas (1999, p.210) calls “computational mentalism.”  This is the view that the 

contents of the mind correspond directly to representations in the brain.  The 

popularity of this view stems from another popular assumption, which Thagard (2004) 

describes as the “3-way analogy among the mind, the brain, and computers.”  Digital 

computers are based on a design that draws a distinction between instructions and 

data.3  The data represents things like numbers and bank balances, and the instructions 

                                                 
3 Notwithstanding the fact that the beauty of the Von Neumann architecture is that instructions and data 
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tell the microprocessor how to act on this data.  According to the computational 

metaphor (to which Thagard refers) brains exploit a similar dichotomy – where the 

things we think about are represented in our brains as neurally instantiated data-

structures, and mental processes are implemented by other neural systems that act on 

this data.  The most widely known theories of mental imagery are all consistent with 

this view (Fodor & Pylyshyn 1988; Kosslyn 1980; Kosslyn 1994; Kosslyn et al. 2002; 

Pylyshyn 1991; Pylyshyn 2002a).  Neisser rejects the traditional view and says that 

the treatment of mental content as internal data in the brain is misleading.  

Consequently, he chooses not to include the term “internal representation” in his 

account.  He says that the term “internal representation”: 

 

is used by theorists who want to treat images as if they were things – as if 

they could be manipulated, lost, found, and examined.  Yet to form an image 

is not to find something that was lost before, and to rotate an image is not to 

rotate something that might have been left stationary.  These activities are 

more novel, and more deeply embedded in larger wholes, than such notions 

imply. (Neisser 1978, p.173) 

 

Neisser (1976) prefers to treat mental imagery as an outward looking process that uses 

the normal perceptual system.  He says: 

 

Images are not reproductions or copies of earlier percepts, because perceiving 

is not a matter of having percepts in the first place.  Images are not pictures in 

the head, but plans for obtaining information from potential environments 

(Neisser 1976, p.131). 

 

Hebb (1968) provides a similar account; he says that during a report of imagery, a 

subject is not describing something in his brain, nor is he describing the quasi-

perceptual experience.  Instead, he is describing the “apparent object” (p.468).  In the 
                                                                                                                                            
are held using the same storage. 



26  A Computer Model of Creativity 

case of imagery, the apparent object does not exist in the environment, and so it can 

be tempting to conclude that it is in the head.  Hebb argues that such a conclusion is 

unfounded, and that the mechanism of imagery is in fact the mechanism of normal 

perception operating in the absence of any relevant external object.   

 

The term “apparent object” should not be misinterpreted; Hebb’s (1968) stance does 

not reify the “apparent object.”  Hebb says that when a subject describes a mental 

image, he or she is not introspectively describing anything occurring in the brain.  

Instead, the subject is describing something that does not exist; for example, an 

imaginary fox.  In the case of mental imagery there is no fox, which is why Hebb 

describes it as the apparent object.  To some extent there appears to be a fox, but in 

reality there is none.   

 

Hebb (1968) uses the example of phantom limbs to elucidate this point.  After a limb 

has been amputated, patients usually report an awareness of the removed limb - it still 

feels like it is there.  When a patient reports a pain in the missing limb, it is tempting 

to conclude that he is introspectively describing something in his head because he 

cannot be describing the limb.  Hebb says that such an argument is incorrect.  The 

limb has not been replaced by an internal representation that is accessed in its stead.  

Rather, the patient continues to use a mechanism of response to the environment, even 

though the mechanism is now malfunctioning.  Hebb accounts for mental imagery in a 

similar way.  The same outward looking perceptual mechanisms that operate during 

perception, also operate during mental imagery.  At least to this extent, Hebb’s 

account is consistent with PA/SC theory.  Hebb says that a report of mental imagery 

“does not transcend the rules of objective psychology, in which mental processes are 

examined by inference and not by direct observation” (p.466).     

 

According to traditional accounts of perception and mental imagery, information must 

be extracted from the environment (or from memory), and assembled into units, 

which are made available for higher order processing.  Until such informational units 
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are prepared, awareness does not occur.  PA/SC theory is unlike traditional theories 

because it treats both perceptual and imagery experiences as consisting in outward 

looking, schema-guided activity.  According to this view, it is our practical knowledge 

of the appropriate sensorimotor contingencies that allows us to perceive objects and to 

contemplate them in their presence, as well as in their absence.  This knowledge is 

neurally instantiated, but unlike the internal representations posited by the traditional 

account, schemata do not stand in for objects in the world – they are part of an 

exploratory mechanism that guides interaction with the world. 

 

Sarbin and Juhasz (1970, p.65) use the phrase “as if behaviour” to describe mental 

imagery.   Their position is consistent with the view that perception is something we 

do, and that mental imagery involves acting “as if” we were doing it.  Sarbin and 

Juasz say: 

 

The imaginer need have no privileged access to a special place in the head in 

order to observe his own imitative, hypothetical behaviour …  In taking the 

role of self in an “as if” situation, the imaginer demonstrates his knowledge 

both of self and of the ecologies in which he functions (Sarbin & Juhasz 

1970, p.65). 

 

Thomas (1999) extends Sarbin and Juasz’ account and provides the following sketch: 

 

… no end-product of perception, no inner picture or description is ever 

created.  No thing in the brain is the percept or image.  Rather, perceptual 

experience consists in the ongoing activity of schema-guided perceptual 

exploration of the environment.  Imagery is experienced when a schema that 

is not directly relevant to the exploration of the current environment is 

allowed at least partial control of the exploratory apparatus (Thomas 1999).  

 

Figure 3-1 depicts Thomas’s (1999) account of mental imagery, which elaborates on 

the earlier versions of PA/SC theory I have described.  The schemata shown in the 
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diagram are derived from Neisser’s (1976) account.  Schemata are modifiable 

configurations of the nervous system.  Neisser says that they may be composed of 

“assemblages of neurons, functional hierarchies, fluctuating electrical potentials and 

other things still unguessed” (p.54).  Thomas does not add much in this regard, but he 

elaborates in relation to the perceptual instruments shown in the right hand box of 

Figure 3-1.  According to Thomas, the perceptual instruments are arrays of 

anatomical structures (perhaps overlapping) that carry out the tests defined by the 

schema.  He says that they are composed of receptor cells and muscles as well as 

neural structures.  I doubt Thomas intended that schemata should be construed as 

separated from the perceptual instruments as distinctly as the diagram suggests.  In 

reality, it may be impossible to tell where schemata end and where the perceptual 

instruments begin.  Thomas says that the concept of a perceptual instrument is similar 

to a “smart sensor” or “smart perceptual mechanism” (Burt 1988; Runeson 1998).  He 

nevertheless prefers the term “instrument”, to “detector” or “sensor”, because it 

stresses “the requirement for active deployment under cognitive control” (1999, 

p.219). 

 

As illustrated in Figure 3-1, Thomas (1999) believes that perceptual tests can be 

carried out by direct contact with the object (as is the case with haptic perception).  

On other occasions, tests can be carried out on the causal products of the object; 

auditory perception, for example, makes use of vibrations in the air, which are causal 

products of the object under interrogation.  Another example is seeing, which 

involves perceptual tests carried out on the light reflected from an object.  Thomas 

also says that some tests might be carried out entirely within the perceptual 

instruments, and/or the nervous system at large.  Some of these internal tests might be 

directed at neural activity that is a passive causal product of the perceived object – an 

example is the after effect of witnessing a lightning strike.  An imprint remains for 

about half a second to two seconds if not interrupted by another stimulus.  This is 

sometimes called “iconic memory” (Neisser 1967).  PA/SC theory is not, however, 

compatible with the view that the residual imprint is responsible for the perceptual  
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Figure 3-1   Perceptual activity theory. 
Schemata control the perceptual instruments, which perform tests on the 

object, and/or the object’s causal products.  The results of these tests are 

returned to the schema.  This process is consistent with Neisser’s 

perceptual cycle (1976).  Based on Thomas (1999, fig.3). 



30  A Computer Model of Creativity 

and/or quasi-perceptual experiences associated with a lightning strike.  Schema-

guided activity facilitates the perception of iconic imprints as well as objects in the 

world.  The sensorimotor contingencies pertaining to lightning strikes are different 

from those pertaining to the after-effects on the retina caused by witnessing a 

lightning strike.  Consequently, the subjective experiences are correspondingly 

different; if they were not, it would be impossible to tell the difference between 

looking at a lightning strike and perceiving its after-effects.  According to PA/SC 

theory, perception, in these cases, continues to have its basis in the preparation and 

execution of perceptual tests carried out on the internal constructs, and not in the 

constructs themselves.  See Thomas (1999) for further discussion of PA/SC theory as 

it relates to iconic memory. 

 

As mentioned, Sarbin and Juhasz account for mental imagery as a form of “as if 

behaviour” (Sarbin & Juhasz 1970, p.65).  Similarly, Thomas describes mental 

imagery as the process of “seeing-as.”  The concept of “seeing-as” originally comes 

from Wittgenstein (1953), but it is framed in the context of PA/SC theory by Thomas 

(1999).  Thomas says that mental imagery occurs when we see nothing-in-particular 

as that which we choose to image.  For example, he says: 

 

We imagine, say, a cat, by going through (some of) the motions of examining 

something and finding that it is a cat, even though there is no cat (and perhaps 

nothing relevant at all) there to be examined. Imagining a cat is seeing 

nothing-in-particular as a cat (Thomas 1999, p.218). 

 

In summary, it is a general principle of PA/SC theory that both perception and mental 

imagery are things we do.  Specifically, they are coordinated exploratory acts guided 

by schemata stored in the nervous system.  When we successfully engage an object 

(with our fingers, eyes, etc) using previously acquired coordinated skills, we 

recognise the object and experience its presence.  When the object is absent, we can 

still act as if it were present.  Ryle (1949, p.256) says that we “pretend” to perceive it; 
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Neisser (1976, p.130) says that we engage in the “anticipatory phases” of perception; 

Thomas (1999, p.218) says that we go “through the motions” of perception.  The 

recurring theme in each of these accounts is that mental imagery involves some or all 

of the coordinated activities involved in perception.  By preparing and internally 

rehearsing the actions we use to perceive a particular object when it is present, we are 

able to make decisions about the object when it is absent.  Under these conditions, we 

have an experience similar to perception.  This is essentially the PA/SC theory 

account of mental imagery. 

 

 

3.3 Depictive theory 

 

There is an ongoing debate in the literature regarding the nature of mental imagery.  

The debate once focused on picture theory, which is the view that imagery involves 

pictures in the head.  Early versions of picture theory (for example Locke (1690)) rest 

on a Cartesian view of the mind.  This position (that the mind is distinct from, and 

somehow harnessed to, the body) was severely criticised by Ryle (1949), and has 

fallen from favour.  Kosslyn’s (1980; 1994) theory of mental imagery is not subject to 

the problems associated with early theories and is the most well known form of 

contemporary picture theory.  Due to its unwelcomed connotations, however, Kosslyn 

et al. (2002, p.198) object to the term “picture-theory.”  They say that their theory 

involves “depictions” rather than “pictures”, and they describe it as “depictive 

theory.”   

 

Depictive theory is similar to PA/SC theory to the extent that it accounts for mental 

imagery using many of the same mechanisms as perception.  The distinguishing 

feature of depictive theory is that spatial representations are constructed in a “visual 

buffer” (Kosslyn 1994, p.70).  The visual buffer exists in the topographically mapped 

areas of the primary visual cortex.  The representations are spatially laid out, or 

surface representations, which is why they are described as depictive.  Kosslyn (1994, 
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p.146) says that the surface representations are constructed using information stored 

in long-term memory as “deep” (non-spatial) representations.  He presumes that “the 

long term representation of an image would be a feature vector across … columns [of 

neurons]” (p.119).  Figure 3-2 illustrates the visual buffer and its relationship with 

other subsystems. 

 

Kosslyn (1994) says that it is necessary to construct a surface representation (even 

though the information is already stored as a deep representation) because certain 

information is only available when represented in depictive form.  In particular, 

certain spatial relationships are not available for conscious access until the surface 

representation has been constructed.  Kosslyn et al. (2002, p.200) say, for example, 

that “the depictive representation of the letter ‘A’ makes explicit and accessible the 

triangular enclosed shape.”  Kosslyn (1994) suggests that it is access to such inner 

constructions that allows us to answer questions like “what shape is a cat’s ear?”  The 

representation is said to be “depictive”, because “each portion of the representation is 

a representation of a portion of the object such that the distances among portions of 

the representation correspond to the distances among the corresponding portions of 

the object” (Kosslyn et al. 2002, p.198). 

 

There is a body of empirical evidence that is used to support depictive theory.  In an 

experiment conducted by Kosslyn (1978), subjects were asked to memorise a map of 

a fictional island (see Figure 3-3).  The subjects were later asked to mentally picture 

the island and to concentrate on a particular location.  At the instructor’s command, 

they were asked to move their attention to another specified area and press a button 

when it (mentally) appeared to them.  It was shown that the further away a specified 

location is from the starting point, the longer it takes to mentally locate.  In another 

experiment, the time taken to rotate a mental image was found to be proportional to 

the size of the angle of rotation (Shepard & Cooper 1982).  Many experiments 

designed to test for the picture-like nature of mental images have yielded similar 
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Figure 3-2  The architecture of visual mental imagery. 
Based on Kosslyn (1994, fig.7-10). 
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Figure 3-3   Map of a fictional island. 
There time taken to scan between locations on a mental image of a map 

is proportional to the distance between the locations. Based on Kosslyn 

(1978). 
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results (Brooks 1968; Cooper 1976; Cooper & Shepard 1973; Finke 1989; Paivio 

1975; Pinker 1980).      

 

Although the behavioural data is consistent with depictive theory, Kosslyn (1994, 

p.12) concedes that it “can be easily explained by more than one theory.”  We will 

see, for example, that the results are also consistent with PA/SC theory (see Section 

3.7.1).  Kosslyn believes that recent neuroimaging studies provide stronger support 

for depictive theory than the behavioural data.  The neuroimaging studies show 

activity in the topographically organised cortex during imagery tasks.  This neural 

activity is similar to that which occurs during normal perception.  For example, PET 

scans have shown activation in Areas 17 and/or 18 during imagery4 (Kosslyn, Ganis 

& Thompson 2001; Kosslyn, Thompson, Kim & Alpert 1995; Kosslyn et al. 2005).  

Similar results have been found in fMRI studies (Chen, Kato, Zhu, Ogawa, Tank & 

Ugurbil 1998; Klein, Paradis, Poline, Kosslyn & Le Bihan 2000; Le Bihan, Turner, 

Zeffiro, Cuenod, Jezzard & Bonnerot 1993; Menon, Ogawa, Tank, Ellerman, Merkele 

& Ugurbil 1993).  SPECT scans also yield similar results (Goldenberg, Podreka, Uhl, 

Steiner, Willmes & Deecke 1989; Goldenberg, Steiner, Podreka & Deecke 1992).  

See Kosslyn and Thompson (2003; 2006) for a review of the neuroimaging studies.   

 

Kosslyn and Thompson (2003, p.740) make the strong prediction that “if early visual 

cortex in fact represents the geometric properties of shapes during imagery, then the 

precise pattern of activation should reflect the shape of the object in the same way it 

does during perception.”  The imaging technology is not yet able to confirm this 

prediction, but a positive result would also be consistent with PA/SC theory, which 

(like depictive theory) predicts similar neural activity during both imagery and 

perception.  It is the proposed function of this activity that separates the theories.  

Depictive theory treats some part of this neural pattern as the target of an internal 

perceptual mechanism.  It says that there is a process of image construction and a 
                                                 
4 Brodmann area 17 is the primary visual cortex.  Area 18 is the visual association cortex. 
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separate process of image access and interpretation.  PA/SC theory on the other hand, 

does not posit such a dichotomy.  As we have seen, it says that the neural activity 

involved in mental imagery is part of an outward looking exploratory process, similar 

to that which occurs during normal perception.    

 

 

3.4 Objections to depictive theory 

 

Despite its intuitive appeal, depictive theory has been criticised on a number of fronts.  

The most significant of these are as follows: 

 

 

3.4.1 The homunculus problem  

 

Dennett (1969) provides a detailed analysis of the homunculus problem, but 

essentially the argument is this:  If perception (or mental imagery) involves the 

formation of a depictive representation (of that which is perceived or imaged), then it 

is necessary to explain how the representation is interpreted for the purposes of 

decision-making and action.  The problem arises when one considers the mechanism 

that performs this function.  If the mechanism accesses and interprets the internal 

representation, you have a homunculus on your hands - an internal perceiver inside 

the outer one.  This can create an infinite regression.  If the world really cannot be 

accessed and interpreted without first forming a representation, it follows that a 

representation cannot be accessed and interpreted without creating a representation of 

the representation.  This requires another homunculus to interpret the representation 

of the representation, thereby setting up the infinite regression.   

 

Although Kosslyn et al. (2002) reject the homunculus argument, anti-depictivists such 

as Pylyshyn (2002a) argue that depictive theory cannot avoid it.  The reasons are as 

follows:  Kosslyn et al. (2002, p.200) say that during imagery, “the depictive 
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representation of the letter ‘A’ makes explicit and accessible the triangular enclosed 

shape.”  Presumably there is no point in making something “accessible” unless it is 

accessed.  Kosslyn et al. also say that the medium supporting the depiction transmits 

data to “areas that interpret spatial relationships” (p.200, my emphasis).  Such 

statements imply the existence of a mechanism that accesses and interprets a spatially 

laid out (and neurally instantiated) data-structure – this mechanism is (surely) a 

homunculus.   

 

PA/SC theory is not subject to the homunculus problem because it does not posit 

internal representations that require interpretation.  Perception is the process we use to 

interpret the world.  PA/SC theory says that mental imagery involves rehearsing the 

perceptual process.  It follows that mental imagery is a process of interpretation, and 

not the process of constructing a representation that requires interpretation by some 

other means. 

 

 

3.4.2 Cortical blindness 

 

Another problem associated with depictive theory is that many patients with cortical 

blindness report vivid imagery experiences (Anjan 2002; Goldenberg, Mullbacher & 

Nowack 1995).  If imagery requires the construction of representations in the primary 

visual cortex, then one would not expect patients with damage to this area to 

experience imagery.  Kosslyn et al. (2002) dispute this argument.  They say that such 

patients may only have limited imagery experiences, and the studies required to test 

for perfectly normal imagery abilities (e.g. the ability to reorganise the pattern in an 

image) have not been conducted. 

 

PA/SC theory is not impacted by these findings because mental imagery is not 

something that happens in the visual buffer.  It is likely that the primary visual cortex 

plays a role in imagery, but PA/SC theorists do not agree that it is the location of a 
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depictive representation.  It may well instantiate some aspect of a perceptual schema, 

but PA/SC theorists do not make detailed claims about the neurological details of 

schemata except to say that they involve a good portion of the nervous system.  This 

is not avoiding or sidestepping the issue.  It is an implication of the view that the 

neurological structures facilitating mental imagery cannot be divided into two parts - 

where one is responsible for representation construction, and the other for 

representation access and interpretation.   
 

 

3.4.3 Successive eye movements 

 

The problem of successive eye movements is discussed by Ingle (2002) and Pylyshyn 

(2002b).  During normal visual perception, neural activity in the primary visual cortex 

rapidly changes as a result of the eye saccades that underlie vision (Ingle 2002).  If 

mental imagery reproduced the same activity in the cortical maps during mental 

imagery as it does during normal vision, there would not be the kind of depictive 

rendering that depictive theory posits.  When perceiving a face, for example, the eyes 

rapidly saccade to various locations, and this results in a continually changing 

activation in both the retina and visual cortex.  Kosslyn’s (1994; 2002) theory requires 

the construction of a spatial layout that makes certain features explicit; for example, 

the angles between the eyes and nose in a face, or the shape of a cat’s ear.  But 

according to both Ingle and Pylyshyn, such a layout would not have much in common 

with the neural activity present during normal perception of such things.   

 

PA/SC theory does not suffer from the problem identified by Ingle (2002) and 

Pylyshyn (2002b) because it is not based on the construction of a spatially laid out 

representation in the brain during either perception or mental imagery.  As we have 

seen, PA/SC theory relies on continual and rapid changes as the system acts out (or 

rehearses) the process of perception. 
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3.4.4 Reversible figures 

 

The inability of subjects to discover alternative interpretations in some reversible 

figures during imagery (such as the duck-rabbit in Figure 3-4) has also been cited as a 

problem for depictive theory (Thomas 1999).  In one set of experiments (Chambers & 

Reisberg 1985), subjects were briefly shown a version of the duck-rabbit shown in the 

figure.  The presentation time was short enough such that subjects could see only one 

interpretation before the image vanished.  Each subject was then asked to picture the 

image in his or her mind and to “look” for the other interpretation.  If depictive theory 

is correct, and if mental imagery does involve making judgements based on a spatial 

representation, then such a discovery should (one might think) be possible.  In the 

case of the duck-rabbit, it turns out that subjects were unable to see the alternate 

interpretation.  Kosslyn (1994, p.336) says that the negative result of Chambers and 

Reisberg (1985) may be because they “used rather complex stimuli in this research, 

and the subjects might have been unable to maintain their images long enough to 

recognise the figure.”  Indeed some reversible figures can be reinterpreted using 

imagery (Brandimonte & Gerbino 1993; Cornoldi, Logie, Brandimonte, Kaufmann & 

Reisberg 1996; Finke, Pinker & Farah 1989; Peterson, Kihlstrom, Rose & Gilsky 

1992).  Nevertheless, depictive theory does not seem to predict which reversible 

figures can be reinterpreted during imagery, and which cannot.  

 

The findings of Chambers and Reisberg (1985) can at least be explained by PA/SC 

theory.  PA/SC theory says that the mental image of a duck consists in the coordinated 

activities required to see a duck (as opposed to a rabbit).  PA/SC theory predicts that 

someone who is acting as if they are perceiving a duck (i.e. imaging a duck) would 

have no sense whatsoever of experiencing a rabbit. 
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Figure 3-4   Duck-Rabbit. 
This image can be seen as a duck or a rabbit.  When subjects were 

briefly shown a similar image, they were unable to “see” the alternate 

interpretation using mental imagery.  Based on Chambers and Reisberg 

(1985) 

 

 

 

 

 

 

 



Mental Imagery  41 

3.4.5 Pylyshyn’s objections  

 

Pylyshyn (1991; 1994; 2000a; 2000b; 2002a; 2003) is the best known anti-depictivist.  

He is often associated with the alternative theory of mental imagery called description 

theory, which he uses as a counter-example to depictive theory.  I shall return to 

description theory later in this section.  Pylyshyn objects to the assertion that images 

use spatial magnitudes to represent spatial magnitudes.  In other words, he is against a 

literal picture theory that includes picture-like entities in the brain.  He argues that this 

would require a literal mind’s eye because the representation is an “uninterpreted 

layout of features” (Pylyshyn 2000b).  Pylyshyn is not necessarily against forms of 

representation that contain spatial information that could in some sense be called 

depictive.  He objects to an end product of mental imagery (and perception) that is a 

literal picture laid out in two-dimensional space on the surface of the cortex.  

Pylyshyn argues that there is no need for the representation of an object to have any of 

the physical characteristics of the object it represents. 

 

Kosslyn claims that Pylyshyn (2002a) has misleadingly characterised depictive theory 

as “pictorial.”  Kosslyn (2003) says that each portion of the surface representation 

represents a portion of the object, and the distances defined in the representation 

represent distances between parts of the object, but the relationships are not 1:1.  Area 

V1, for example, is topographically mapped, but Kosslyn (1994, p.7) says that the 

surface representations it contains are not pictures; they are depictive, and they exist 

in “functional space.”5  Spatial relationships are exploited to some extent, but Kosslyn 

accuses Pylyshyn of taking depictive theory too literally. 

 

Kosslyn’s argument is defensible, but Pylyshyn (2002b) believes that it is the 

                                                 
5 An example of functional space is the way computer memory can be used to represent spatial 

relationships.  In this case, the spatial relationships exist in the way stored instructions cause the 

microprocessor to interact with the data, rather than the physical layout of the computer’s memory.   
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metaphor that images are like pictures that gives depictive theory its intuitive appeal.  

Recall the experiment discussed earlier that measures the time taken to scan the 

mental image of a map (Kosslyn, Ball & Reiser 1978).  Pylyshyn says that such 

experiments only hold weight if a truly literal picture theory is assumed.  If images 

exist only in functional space (as Kosslyn claims), rather than in a literal spatial 

layout, then scanning long distances should not take longer than scanning short ones; 

focusing on fine details in a small image should not take longer than focusing on a 

large image.  Pylyshyn says that if you remove the concept of a literal picture in two-

dimensional space, and retreat to the concept of a functional space, then you lose the 

very part of Kosslyn’s argument that provides the “explanatory force” (Pylyshyn 

2002a, p.167).  This goes to the core of Pylyshyn’s objection, which is that “picture 

theory, or depiction-theory, trades heavily on a systematic ambiguity between the 

assumption of a literal picture and the much weaker assumption that visual properties 

are somehow encoded” (p.158).  

 

The most well known alternative to depictive theory is description theory (or 

propositional theory).  Instead of picture-like representations, description theory posits 

language-like structures.  These linguistic representations are sometimes referred to as 

a “language of thought” (Fodor & Pylyshyn 1988).  Pylyshyn (2002a) defends a 

version of description theory; he argues that a literal picture theory has no basis, and 

that we would do just as well to adopt the “null hypothesis” (where the “null 

hypothesis” is a form of description theory).  Pylyshyn defends description theory to 

demonstrate that much of what depictivists put down to spatially laid out 

representations can be explained by any theory that supports knowledge and reasoning 

ability, including symbolic theories such as a “language of thought.”  He concedes 

however: 

 

It’s not that the idea of images having the form of a set of sentences in some 

mental calculus is a particularly attractive or natural alternative, but it is the 

only one so far proposed that is not seriously flawed (Pylyshyn 2000b). 
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We will see in the next section that there are flaws with description theory.  Thomas 

(1999), for example, notes its inability to account for visual illusions during imagery 

(Berbaum & Chung 1981; Kosslyn, Sukel & Bly 1999; Wallace 1984).  Nevertheless, 

Pylyshyn (2002a) remains committed to description theory as the null-hypothesis 

because, in his view, nobody has articulated a better suggestion. 

 

In summary, depictivists may not intend a literal picture theory, but they often refer to 

images as if they were pictures.  This picture metaphor is central to depictive theory’s 

appeal.  Pylyshyn says: 

 

The problem is that while the literal picture-theory or cortical display theory 

is what provides the explanatory force and the intuitive appeal, it is always 

the picture metaphor that people retreat to in the face of the implausibility of 

the literal version of the picture theory. (Pylyshyn 2002a, p.180) 
 

Perhaps some consensus could be found between depictivists and descriptionists, if 

the former framed their theory without reference to the picture metaphor.  Both 

theories are, after all, forms of computational mentalism, which is the subject of the 

next section. 

 

 

3.5 Objections to computational mentalism 

 

Thomas (1999) notes that both picture theory and description theory trade in inner 

structures that serve as the internal manifestation of mental content.  Whatever their 

differences, both depictive theory and description theory assume that mental imagery 

involves the construction of an internal representation that is accessed (by an internal 

computational mechanism) in place of the object it represents.  They both assume, for 

example, that when one images a cat’s ear, there is a physical representation (be it 

depictive or descriptive) of the cat’s ear somewhere in the brain.  Thomas (1999, 
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p.210) refers to this mutual assumption as “computational mentalism.”  A number of 

theorists have criticised the computational mentalist assumption.  The most notable 

objections are as follows: 

 

 

3.5.1 The homunculus argument 

 

Dalla Barba, Rosenthal and Visetti (2002) say that substituting picture-like 

representations with descriptive representations does not alleviate the homunculus 

argument (see section 3.4.1).  Some form of homunculus will still be required to 

interpret the neural representation whether it is a surface layout or not.  As already 

noted, PA/SC theory does not suffer from this problem because it does not involve the 

interpretation of an inner structure; instead it involves the process of interpreting an 

external object (even in its absence). 

 

 

3.5.2  Ignores the temporal nature of experience 

 

Both depictive theory and description theory fail to account for the fact that 

perception is an active process of interaction with a dynamic environment.  Depictive 

theory and description theory both focus on static representations, and vary only in 

how they are formatted in the nervous system.  Depictive theory says that the 

representations are rendered in the visual buffer, whereas description theory allows a 

more functional space.  According to Rabb and Boschker (2002, p.209), “both parties 

in the debate have adopted an inappropriate view of perception.  Perception is not the 

passive detection of meaningless geometric properties, but the active pick-up of the 

significant features of an ever-changing environment.”  Rabb and Boschker argue that 

the human perceptual system evolved long before static pictures existed, and that it 

would be better to start with the imagery of movement rather than that of static 

representations.   
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3.5.3 The binding problem 

 

See Roskies (1999) for a review of the binding problem.  The problem is essentially 

this: How is one perceptual feature associated with another to create a unified 

representation?  How, for example, (in a world of multiple objects) is the 

representation of a particular object’s shape bound to the representation of its 

position?  This is the classic problem suggested by Rosenblatt (1962).  Theories that 

rely on internal representations of the world must provide a solution.  A number of 

solutions have been proposed which range from grandmother-cell6 theories (Rolls 

1992), to temporal synchrony7 (Singer & Gray 1995).  It has been pointed out, 

however, that even if the binding problem is solved, we will be no closer to explaining 

how the unified representation is interpreted by other neurons for decision-making 

and action (Ghose & Maunsell 1999; Shadlen & Movshon 1999).  This harks back to 

the homunculus problem.  

 

Binding does not form part of the PA/SC theory account of perception and mental 

imagery.  For this reason, some theorists dismiss it as a “pseudo-problem” (O'Regan 

& Noë 2001a, p.967).  PA/SC theorists concern themselves with understanding how 

the nervous system interprets the world.  They are not concerned with explaining how 

the nervous system might bind a representation together such that it can be interpreted 

(in place of the world) by another unspecified mechanism. 

 

 

                                                 
6  Grandmother cell theories are characterised by the view that a particular neuron (or group of neurons) 

is used to represent a particular object; for example, a grandmother cell would fire when a person 

perceives his or her grandmother. 
7 Temporal synchrony theories promote the view that neural representations are bound together through 

the synchronisation of the discharges of the respective neurons. 
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3.5.4 The relationship between Pylyshyn and PA/SC theory 

 

Pylyshyn tends to agree with PA/SC theorists on the problems associated with 

depictive theory.  The disagreement arises over Pylyshyn’s null hypothesis 

(description theory).  For example, Pylyshyn (2002a) uses the change blindness 

experiments of O’Regan, Deubel, Clark and Rensik (2000) to dispute the idea of an 

internal display.8  But as Thomas (2002) notes, O’Regan’s conclusions are not only 

incompatible with depictive theory, but also with Pylyshyn’s null hypothesis.  

According to O’Regan, perceptual experience consists in the active exploration of the 

environment guided by the system’s mastery of the appropriate sensorimotor 

contingencies, and not as a result of a representation in the brain, be it depictive or 

descriptive.  

 

Pylyshyn is also broadly supportive of Thomas’s (1999) account of perceptual activity 

theory.  He says that some of his own writings are “very much in the spirit of 

perceptual action theory” (Pylyshyn 2002b, p.222).  See Pylyshyn (2001b) for an 

example of the work to which he refers.  Thomas warns, however, that “[a]lthough the 

evidence does not support pictorialism, we should not thereby conclude that 

Pylyshyn’s ‘null hypothesis’ is true, or even null” (Thomas 2002, p.211). 

 

 

3.6 Objections to PA/SC theory 

 

PA/SC theory may be a more appropriate null hypothesis than description theory 

because it is not subject to the problems associated with computational mentalism.  

PA/SC theory is not, however, widely accepted.  This section discusses some of the 

common criticisms. 

 
                                                 
8 The change blindness experiments of O’Regan, Deubel et al. (2000) are discussed in section 3.7.6. 
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3.6.1 Where are the images? 

 

As we have seen, PA/SC theory denies the existence of internal representations that 

stand in for objects as they are imaged.  This denial may seem contentious because it 

is widely accepted that when most people picture an object with their “mind’s eye”, it 

seems to them that they are seeing something.  When mentally imaging a cat, for 

example, most people report an experience similar to the perceptual experience of 

seeing a cat.  For this reason, the lack of internal representations in PA/SC theory is 

often misinterpreted as a rejection of imagery experiences, and/or as a rejection of 

stored information in the nervous system (Broackes 2001; Cohen 2001; De Graef, 

Verfaillie, Germeys, Gysen & C. 2001; Gallese & Keysers 2001; Hampson & Morris 

1978; Hardcastle 2001; Niebur 2001; Pani 2001; Tatler 2001).   

 

PA/SC theory is consistent with the view that information is stored and used for 

functions such as decision-making and guiding action.  In fact, it specifically relies on 

the appropriate sensorimotor contingencies being stored in the nervous system as 

schemata.  PA/SC theory is also consistent with the view that when one engages in the 

act of mental imagery, something very like perception is experienced.  PA/SC 

theorists reject only what Thomas (1999) calls “computational mentalism.”    

Furthermore, PA/SC theory remains consistent with the view that new information 

can be garnered through mental imagery.  For example, Neisser (1978) says: 

 

Although I hesitate to use the terminology of “mental representation”, I 

would not wish to deny that we can gain access to new information through 

mental imagery.  Indeed, we can learn by carrying out any activity.  We often 

do not know what we can do, and how we will do it, until we have tried.  The 

trying informs us, enabling us to provide descriptions and make predictions 

that were impossible before.  Imagining is also a doing (in particular, it is a 

planning for perception), and so it can be informative in this way.  But we do 

not get information by examining an internal representation; we get it by 
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carrying out a preparatory activity and noting how it went. (Neisser 1978, 

p.173) 

 

 

3.6.2 A form of behaviourism 

 

PA/SC theory has also been accused of behaviourism.  For example, Block (2001, 

p.977) says that “a major strand of O’Regan and Noë’s view turns out to be a type of 

behaviourism.”  Behaviourism is roughly the view that behaviour is worthy of 

scientific study, and that unobservable inner goings on in the mind are not.  The 

concept of mental content is perfectly consistent with PA/SC theory.  In fact mental 

imagery is precisely what PA/SC theory sets out to explain.  PA/SC theory is not 

behaviourism.   

 

 

3.6.3 Mirror neurons 

 

There are neurons in the motor areas of the brain that exhibit the same firing pattern in 

response to both witnessing a particular action and performing that action.  Macaque 

monkeys, for example, have neurons that fire during grasping motions.  These same 

neurons fire when witnessing a grasping motion (Rizzollati, Fadiga, Gallesi & Fogassi 

1996).  It has also been shown that the patterns of neural activity that occur in the pre-

motor and posterior parietal cortices during mental rehearsal of movements, are the 

same as those that occur when the mentally rehearsed movements are carried out in 

the world (Krakauer & Ghez 2000).  Gallese and Keysers (2001) suggest that the 

collective activity of neurons such as those identified in the experiments of Rizzollati, 

Fadiga, Gallesi and Fogassi (1996), represent an occurrence in the world.  For this 

reason, they object to PA/SC theory’s dismissal of internal representations.  Gallese 

and Keysers say: 
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Mirror neurons may be examples of forward models as representations 

(Gallese 2001): they respond, for instance, to the sight of a hand action and to 

the intention to execute it.  Hence, they may constitute a system that can 

predict the sight of the agent’s hand action when planning to move its hand – 

and thereby their activation also constitutes a “visual” representation of a 

hand action. 

 

PA/SC theory says that imagery and perceptual experiences consist in the internal 

rehearsal and preparation of motor acts.  The view that the perceptual experience of 

other people’s actions corresponds to the internal rehearsal of similar actions seems, 

if anything, in the spirit of PA/SC theory - but this is not to say that we represent 

other people’s actions.  There is (according to PA/SC theory) no pattern of activity 

that stands in for, and is accessed in place of the world (or of the actions that take 

place within it). 

 

 

3.6.4 Seeing without eye movements 

 

Another common objection to PA/SC theory is the apparent ability of subjects to 

recognise objects without eye movements.  There is a delay of roughly 200 msec 

between the onset of a stimulus and the enactment of a saccade (Leigh & Zee 1991).  

Various experiments have shown that perception of an object is possible even when 

the object is displayed for less than the 200 milliseconds required for even a single 

eye movement (Potter 1976).  Such results could be misconstrued as a problem for 

PA/SC theory because no eye movements are possible within the available time 

frame.  But O’Regan and Noë (2001a) point out that these kinds of experiments are 

always conducted using highly familiar stimuli.  O’Regan and Noë defend PA/SC 

theory by referring to a related experiment in which observers were asked to learn, 

and later distinguish, between three previously unknown Chinese characters (Nazir & 

O'Regan 1990).  The experiment was configured such that saccadic eye movements 
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were not possible – if the subject moved his or her eyes the character vanished.  Under 

these conditions, subjects took hundreds of trials before the characters could be 

recognised, and even then, if the position of the characters on the retina was changed 

even slightly, the subjects could no longer distinguish between them.  The results 

support the assertion that recognition is not possible without knowledge of the 

appropriate sensorimotor contingencies.   

 

In the case of familiar characters such as letters of the Roman alphabet, I suggest that 

recognition is possible without eye movements because, in this case, subjects do 

possess appropriate knowledge of the relevant sensorimotor contingencies (in other 

words, they have practical knowledge of the changes in activation to expect from 

particular eye movements).  When the letter is removed before the exploratory 

procedures have time to be deployed in the world, a subject can still experience the 

letter if perception is thought of in terms of the perceptual cycle.  The perceptual cycle 

can proceed as if the letter had not vanished.  As we have seen, mental imagery is the 

activity manifested by the perceptual cycle in the absence of the appropriate external 

stimuli.  In an experiment such as that of Potter (1976), where objects are displayed 

for less than 200ms, subjects are not describing what they are seeing, but describing 

what they saw.  The subjects must be exploiting mental imagery, because the only 

thing available to the subjects at the time of the report is a recollection of the letter.  

Kosslyn says that many people describe their imagery experiences as being “like a 

flashed picture” (Kosslyn 1994, p.151).  This is to be expected if seeing a flashed 

picture includes a good portion of mental imagery as one reflects on what was flashed. 

 

 

3.6.5 Subjective experience as evidence of representations 

 

Some of the standard account’s appeal lies in the fact that from a first person 

perspective, the world appears stable, and it is tempting to think that the experience of 

stability relies on a functionally stable representation of the world in the brain.  So 
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much so that, according to Gorea (1991), it has become a widespread tacit assumption 

in vision research.  Kosslyn (1980, p.30), for example, assumes that a representation 

in the cortical mapped areas of the primary visual cortex is “the data-structure that 

happens to give rise to the experience of perceiving.”  Depictivists turn this 

assumption around and use reports of imagery experiences to support a theory about 

the representations that underlie them.  It is not, however, known how the brain 

generates conscious experiences.  Indeed Kosslyn (1980, p.130) says that 

“[p]sychologists have long known the dangers of relying exclusively on introspective 

reports, in part because the process itself is notoriously unreliable.”  Consequently, 

one must be wary of taking the qualitative character of conscious imagery experiences 

as indications of the nature (or indeed the existence) of underlying neural 

representations.   

 

 

3.6.6 The auditory perception of long drawn-out sounds 

 

Clark (2006) says that he can recall the first time he heard a steam whistle, and that 

such whistles sound the same to him now as they did on first hearing.  Clark sees this 

as a problem for PA/SC theory.  He says: 

 

[Sensorimotor contingency theory] seems doubly incompatible because first, 

it [the steam whistle] should not have sounded like structured noise the first 

time around, and second, because, although I now have expectations that I 

then lacked, it still (or so I claim) sounds the same to me as it did then (Clark 

2006, p.24). 

 

According to Clark, PA/SC theory implies that the steam whistle should have sounded 

less comprehensible on the first occasion, because at that time he lacked practical 

knowledge of the requisite laws of sensorimotor contingency.  Similarly, it should 

sound qualitatively different now, because he has, presumably, since mastered the 
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relevant laws.  Clark questions O’Regan and Noë’s (2001a) theory because he can 

discern no dissimilarity between his first auditory steam whistle experience and his 

most recent.   

 

Clark’s argument seems to rest on the assumption that the first time he heard the 

steam whistle, he possessed no practical knowledge of the relevant sensorimotor 

contingencies at all.  He seems, for example, to assume that he knew nothing about 

hearing long drawn out sounds, and nothing about hearing loud sounds, and nothing 

about hearing the sound of other whistles.  I think it is likely that he had all of this 

sensorimotor knowledge, and that hearing the steam whistle for the first time was a 

matter of coordinating the appropriate set of previously acquired dependencies.  Clark 

is correct, however, that in some cases, PA/SC theory predicts variations in the 

perceptual experience associated with a given sound.  The following passage 

describes such a circumstance: 

 

Take a guitar string and pluck the bass or low E string open (without pressing 

down on any fret).  Listen carefully to the sound.  Does it have any 

describable components or is it one and whole and ineffably guitarish?  Many 

will opt for the latter way of describing their phenomenology.  Now pluck the 

open string again and carefully bring a finger down lightly over the octave 

fret to create a higher “harmonic”.  Suddenly you hear a newer sound: 

“purer” somehow and of course an octave higher.  Some people insist that 

this is an entirely novel sound, while others describe the experience by saying 

“the bottom fell out of the note” – leaving just the top.  Then pluck the open 

string a third time.  This time you can hear, with surprising distinctness, the 

harmonic overtone that was isolated in the second plucking.  The 

homogeneity and ineffability of the first experience is gone, replaced by a 

duality as directly apprehensible and clearly describable as that of any chord.  

The difference in the experience is striking … (Dennett 1991, p.49) 
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Here we see a case where exactly the same sound gives rise to different perceptual 

experiences on separate listenings.  If perceptual experience is the result of passively 

generated representations based on the vibrations in the cochlear, the dissimilarity in 

perceptual experience is unexplainable.  Unlike representational theories of 

perception, PA/SC theory neatly explains this result.  The first time the string is 

plucked, the listener is deploying only the coordinated activities necessary to hear the 

low E.  The third time the string is plucked, the listener continues to deploy these 

activities, but in coordination with those needed to hear the harmonic overtone.  

PA/SC theory says that perceptual activities driven by different sensorimotor 

dependencies equate to correspondingly different perceptual experiences.  If this is 

true, the aforementioned discrepancy in phenomenology is predictable. 

 

Clark (2006) also questions the ability of sensorimotor contingency theory to explain 

the temporal component of his steam whistle experience: 

 

There is … a prima facie problem in accounting for the feeling of presence of 

a note that literally sounds as if it has been going on for a long time.  It seems 

that we cannot do so by appeal to any sense of the potential availability of the 

missing parts of the temporally extended sound stream, nor can we know 

(indeed, it is barely intelligible to ask) how those missing parts of the 

soundstream would vary or come into focus as we move our head or body 

(Clark 2006, p.23). 

 

In contrast, I think the theory explains the feeling of presence to which Clark refers as 

neatly as it explains the perception of a straight line.  As mentioned in Section 2.1, 

when the eyes move horizontally along a horizontal line, there is little or no change in 

feedback.  PA/SC theory says that the visual experience of seeing a straight line 

consists in the exploitation of precisely this relationship.  Eye movements implicitly 

contain a temporal component.  In other words, there is no change in activation over 

time for a particular direction of eye movement.  In the same way, the experience of a 
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long drawn out sound consists in testing for, and finding no change in auditory 

feedback (in this case via the tonotopically mapped region of the cortex) over time.   

 

Noë (2006) also disputes the issues raised by Clark.  Dartnall (2006) on the other 

hand, argues that Clark understates the problem.  He says that if PA/SC theory is 

correct, “we cannot experience anything until we have grasped the laws, and we 

cannot grasp the laws until we have the experience” (Dartnall 2006).  I think 

Dartnall’s conclusion is based on a misrepresentation of the theory.  He describes 

PA/SC theory as claiming that “we experience something as having properties p1 …pn 

(3-dimensionality, roundness, etc) if we expect to experience such-and-such when we 

move our heads” (Dartnall 2006).  Dartnall is correct in that “we cannot experience 

anything until we have grasped the laws”.9  But I do not think it is correct to say “we 

cannot grasp the laws until we have the experience.”  Grasping the laws does not rely 

on expectations about experiences; it relies on discovering the rules pertaining to 

sensory changes as we perform certain actions. 

 

PA/SC theorists do (as we have seen) describe perceptual experience as a form of 

expectation or anticipation about the consequences of motor actions.  Noë (2004), for 

example, says that the perceptual experience of a whole tomato consists in "our 

implicit understanding (our expectation) that movements of the body to the left or 

right, say, will bring further bits of the tomato into view." (p.63).  I interpret 

“expectation”, in this context, to mean that a schema is configured in the nervous 

system such that it is prepared to pick up particular sensory changes (i.e. activational 

changes in the sensory areas of the cortex) as we move.  This is in contrast to 

Dartnall’s interpretation that the theory relies on expectations about experiential 

changes. 

 

                                                 
9 We are most likely born with a substantial quantity of these laws built in.  In such cases it is, of 

course, unnecessary to grasp them.  They must, however, be present in the nervous system. 
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Dartnall also argues that even though we may possess knowledge of the laws of 

sensorimotor contingency required for the perception of a pencil, we may still not 

fully perceive it. 
 

imagine looking at a pencil end-on so that we cannot see its sides.  Because 

we cannot see its sides we do not experience the pencil as 3-dimensional: we 

experience it as a 2-dimensional, depthless circle.  If we know that it is a 

pencil we will sense or feel (in the epistemological sense) that it is 3-

dimensional, but we will not experience it as 3-dimensional.  Our knowledge 

and expectations will be there, but we will not experience the pencil as 3-

dimensional (Dartnall 2006). 

 

Looking at a pencil end on, from the pointy end (with one eye shut), I can experience 

it as 3-dimensional.  The scene is, however, ambiguous, and my perceptual experience 

can flip to one where the pencil appears to me as a 2-dimensional disk.  The 

experience, according to PA/SC theory, depends on whether I am using my 3-

dimensional pencil seeing skills, or my 2-dimensional disk seeing skills.  Looking at 

the pencil from the flat end, it looks (as Dartnall says) like a flat circle.  Of course the 

non-pointy end of a pencil is a flat circle.  As long as there is no movement (to create 

a conflict between my expectations and the resultant sensory feedback) I can 

experience the object as a 2-dimensional disk.  But like Noë and his tomato, I can, I 

am sure, intuit the presence of the pencil hidden behind the surface.  The experience 

of presence, or lack thereof, depends on what my nervous system is preparing to 

encounter should there be relative movement between the object and myself.  

Similarly, 2-dimensional objects can be seen as 3-dimensional.  The Necker cube 

depicted in Figure 3-5 can be seen as the 2-dimensional hexagon that it is.  But it can 

also be seen as a 3-dimensioanl cube (from either above or from below).  As with 

tomatoes and pencils, the dimensionality (and apparent viewing angle) of the 

perceptual experience depends on what the nervous system is prepared to encounter 

should there be relative motion. 
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Figure 3-5   The Necker Cube 
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3.7 Empirical evidence that supports PA/SC theory 

 

PA/SC theory can seamlessly explain a wide range of empirical evidence, including 

change blindness, inattentional blindness, colour perception, visual “filling in” and 

visual stability despite eye movements.  This ability to explain such a wide variety of 

empirical evidence highlights the elegance of the theory.  Some examples follow. 

 

 

3.7.1 Time differences during imagery tasks 

 

In Section 3.3, I reviewed an experiment conducted by Kosslyn et al. (1978), where 

subjects were asked to mentally picture a map and to “scan” from one location to 

another.  The time taken was shown to be proportional to the distance involved.  This 

correlation supports depictive theory if one assumes an underlying spatial layout of 

futures.  As we have seen, Pylyshyn (2002a) rejects such an assumption and 

subsequently questions the relevance of the findings.  The result does, however, 

provide support for PA/SC theory.  Thomas (1999) says that perceptual activity theory 

can account for the time differences in the map experiment because mental imagery 

involves going through the motions of looking at the map even though it is absent.  

More time is required to go through the motions of scanning a large distance than a 

small one because it takes more time to rehearse the activity.   

 

Consider also Ryle’s (1949) discussion of knot-tying.  Ryle says that a sailor who is 

asked how to tie a knot does not require a length of chord.  The sailor can do “nearly 

as well by merely going through the motions of knotting a chord empty handed” (Ryle 

1949, p.267).  Ryle does not mention this, but it takes longer to go through the 

motions of tying a complicated knot than it does to go through the motions of tying a 

simple knot.  This is not because there is a larger or more complicated representation 

involved; it is because there is more to be acted out.  The increased length of time 

taken to act out the process of tying a complicated knot could be taken as evidence of 
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a relationship between the knot and its representation in the sailor’s brain.  But in this 

case at least, it is more reasonable to interpret this time differential as a sign that more 

actions are required to tie the more complicated knot. 

 

 

3.7.2 Perceptual completion 

 

The most well known example of perceptual completion is the apparent “filling-in” of 

the blind spot.  There is a gap in the human visual field where the optic nerve is 

attached to the retina, and yet we do not notice the gap.  When the blind spot is 

positioned over a horizontal line, we do not perceive a gap in the line.  Even if there is 

a gap in the line, we still do not perceive the gap if the blind spot is positioned so as to 

fully cover it.  In this case, people usually report having the distinct impression that 

the gap is being filled in.  It has been suggested that some mechanism of filling-in is 

required to complete the representation of the line.  Cotterill (1998), for example, 

believes that filling-in involves feedback mediated by the reverse projections in the 

cortex that pass from the higher visual areas back to the primary areas.  Such a 

conclusion is only warranted when thinking in terms of an internal picture that 

requires completion.  According to O’Regan and Noë (2001a), vision does not depend 

upon such internal picture-like representations, and subsequently does not require a 

mechanism to fill them in.  A number of other authors have provided similar 

arguments (Dennett 1991; Pessoa, Thompson & Noë 1998).  O’Regan and Noë 

(2001a) go as far as to say that the perceptual system uses the blind spot to see.  They 

argue that changes in activation as the blind spot obscures objects in the world 

generates information that is used by the perceptual system.   

 

 

3.7.3 Microsaccades 

 

It is widely known that the eyes make saccadic movements as we perceive the world.  
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It is, perhaps, less well known that when the eyes fixate on a single location, small 

tremor-like microsaccades persist (De Bie 1986).  It is possible to artificially stabilise 

the retinal image using a technique that moves the display image in unison with the 

microsaccadic actions of the eye.  This results in a dramatic fading followed by a 

complete loss of vision (Ditchburn & Ginsborg 1952; Riggs & Ratcliff 1952).  The 

fact that vision fails completely when the perceptual system is presented with a stable 

image on the retina, adds further weight to the argument that the purpose of the 

perceptual system is not to stabilise its input, but to harness instability and exploit it. 

 

 

3.7.4 Colour perception 

 

PA/SC theory is also consistent with Broacke’s (1992) argument that the colour of a 

surface is not related to the wavelengths of light reflected and absorbed, but to the 

way the reflected light is changed when either the surface, the observer, or the light 

source is moved.  O’Regan and Noë (2001a) go a step further and identify colour 

experience with the exercise of the sensorimotor contingencies that define these 

relationships.  They support their argument by referring to the fact that dichromats can 

make red-green distinctions in many real world situations (Jameson & Hurvich 1978).  

According to Broackes (1992), the colour of an object is not correlated with the light 

frequencies it reflects, but to the way the reflected light changes as the surface or the 

light source is moved.  O’Regan and Noë argue that red-green differentiation is 

possible for dichromats because as a surface is moved, many of the changes in 

reflectivity that apply to trichromats also apply to dichromats.  The standard account, 

on the other hand, treats the perception of red as the activation of red-responsive 

neurons; and the perception of green as the activation of green-responsive neurons.  If 

the standard account were true, it is hard to explain how a person who lacks neurons 

that respond specifically to red and green could distinguish between the two colours. 
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3.7.5 Inversion of the visual world 

 

Another series of experiments that support PA/SC theory involve an observer wearing 

a pair of glasses that flip the retinal image upside-down and/or left-right. (Dolezal 

1982; Kohler 1951; Kottenhoff 1961; Stratton 1897; Taylor 1962).  After wearing 

these glasses, subjects eventually begin to see the world in its correct orientation.   

 

In one case, an observer, who after 18 days of wearing glasses that flip the image left-

right, saw everything correctly except writing, which continued to be in mirror form 

(Kohler 1951).  O’Regan and Noë (2001a) argue that theories of vision involving 

picture-like internal representations cannot easily explain this kind of fragmentation.  

They say, for example, that “it would be hard to explain the case of the license plate, 

where one aspect of a scene appears oriented accurately, and yet another aspect, 

sharing the same retinal location, appears inverted” (O'Regan & Noë 2001a, p.953, 

original emphasis).  O’Regan and Noë believe that PA/SC theory can account for this 

phenomenon because “vision is knowledge of sensorimotor transformations, and the 

ability to act” (O'Regan & Noë 2001a, p.953).  They say that “reading alphabetic 

characters involves a subspecies of behaviour connected with reading, judging 

laterality involves another, independent, subspecies of behaviour, namely, reaching.” 

(O'Regan & Noë 2001a, p.953).  The two different behaviours correlate with two 

different interpretations of the visual world. 

 

 

3.7.6 Change blindness 

 

O’Regan is well known for his change blindness experiments (O'Regan et al. 2000; 

O'Regan, Rensink & Clark 1999).  In these experiments, subjects are shown a scene 

on a visual display.  At regular intervals some aspect of the scene (typically an 

obvious one) is changed.  When the change is made, the normal attention-grabbing 

role of the perceptual system is interrupted using mud splashes, or a global flicker, or 
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by making the change during a saccade or eye blink.  Under these conditions, the 

changes to the scene are difficult to detect, even though a large object in the 

foreground may be disappearing and reappearing.  In many cases the observer can be 

looking directly at the change when it occurs and still not notice it.  O’Regan and Noë 

(2001a) say that the picture-like internal representation theory cannot easily explain 

this result.  But the result is predictable if what the subject sees is determined by what 

he is doing.  If the distractor inhibits the subject’s normal propensity to actively 

explore the source of an alteration in the visual scene, the subject will not perceive 

anything new, even though the pattern of activation on the retina and cortex has 

changed. 

 

In a related series of experiments, Simons and Cahbris (1999) tested subjects for 

inattentional blindness (the inability of subjects to see what is before them while they 

are attending to some other task).  In one experiment, a video sequence was displayed 

involving three people dressed in white slowly passing a basketball.  The subjects 

were asked to count the number of passes.  As a distractor, three people in black were 

passing a second basketball.  At the same time, a person in a gorilla suit would walk 

to the middle of the screen, beat her chest and walk off.  Fifty percent of the subjects 

did not report noticing anything unusual, and they were shocked to discover the 

gorilla when the video sequence was replayed.  This result has a number of possible 

explanations (Simons & Chabris 1999), but it is easily explained if what we perceive 

depends on our current mode of visual activity.  Under normal circumstances the 

appearance of a gorilla would cause a subject’s mode of visual activity to change - 

and the subject would see the gorilla.  In this experiment, subjects anticipate seeing 

the black team passing the distractor ball if they choose to look.  Black objects 

consequently lose their attention grabbing power leaving the subject’s mode of visual 

exploration unchanged.  PA/SC theory predicts that in this case (where the mode of 

visual exploration remains unchanged) a subject will not see the gorilla, even if it is 

standing in the middle of the screen (projecting directly onto the subject’s retina) 

beating its chest. 
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3.7.7 Inattentional amnesia 

 

Wolfe, Klempen at al (1999) asked subjects to search for a target symbol amongst an 

array of distractor symbols (see Figure 3-6).  The rate of search was calculated in 

milliseconds per search item.  On each test the same display was used, but the target 

symbol was altered.  The display remained continuously visible for up to 350 

repetitions.  O’Regan and Noë (2001a) claim that an internal representation of the 

display (if one existed) should have sufficient time to build up and that the search rate 

should improve over time.  But no improvement in search rate occurred from one trial 

to the next, even though the subjects were viewing exactly the same display.  

O’Regan and Noë claim that PA/SC theory predicts this result because there is no 

“picture in the mind” (O'Regan & Noë 2001a, p.955).  They say that visual search 

involves “seeking-out-routines” that access the world directly. 

 

 

3.7.8 Scan paths 

 

It has been shown that when subjects are asked to mentally image an object, their eyes 

will often move as if they are viewing the specified object (Laeng & Teodorescu 

2002).  For example, when subjects are asked to imagine a tall building, their eyes 

will often scan up and down in a characteristic way.  This result is consistent with the 

explanation of mental imagery as the process of acting as if perceiving.  Eye 

movements are not essential for imagery experiences, but the preparation of motor 

plans (and/or covert eye movement) is.  Presumably part of this activity occurs in the 

frontal eye fields.  Unfortunately no experiments have been conducted that compare 

frontal eye field activity during perception and imagery of the same object.   
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Figure 3-6  Inattentional Amnesia 
Based on Wolfe et al. (1999). 
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3.7.9  Related research 

 

PA/SC theory is consistent with the account of cognition developed by Varella et al. 

(1991). Varella et al. build on the work of Merleau-Ponty (1962) and Maturana & 

Varella (1987) to develop the enactive approach.  The enactive approach says that 

“perception consists in perceptually guided action” (Varela et al. 1991, p.173) and that 

“cognitive structures emerge from the recurrent sensorimotor patterns that enable it to 

be perceptually guided” (p.173).  Other authors have expressed views that are related 

to PA/SC theory.  PA/SC theory is, for example, related to the proceduralist approach 

to perceptual learning (Kolers & Roediger 1984; Stark & Ellis 1981) and to active 

vision research, which has demonstrated the importance of eye movements in vision 

(Findlay & Gilchrist 2003; Fisher, Monty & Senders 1981). 

 

AI is sometimes divided into classical AI, which operates at the symbolic level, and 

connectionism, which operates at the sub-symbolic level.  Symbolic AI relies on 

semantically meaningful symbols, which are representative of the entities (abstract or 

concrete) operated on by the system.  Meaningful entities in connectionist systems are 

not symbols but complex patterns of activity over a network of simple units.  

Connectionist networks are typically dynamical systems.  Dynamical systems research 

focuses on mathematical models of physical guided systems that exhibit state changes 

over time.  Dynamical equations can, for example, accurately describe the behaviour 

of individual neurons (Hodgkin & Huxley 1952).  More recently, it has been 

suggested that the dynamical systems approach can account for aspects of cognition 

(Port & van Gelder 1995).  The jury is probably still out on whether dynamical 

models of cognition contain representations.  If they do contain representations, they 

are not like the representations we are familiar with in classical AI and cognitive 

science.  Rather, they are entities such as “trajectories shaped by attractor landscapes” 

or “context dependent stabilities in the midst of change” (van Gelder 1999, p.244).  

Van Gelder (1995) seems to have these kinds of “representations” in mind when he 

argues that a steam engine governor is more appropriate than a Turing machine as a 
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metaphor for a cognitive system.  As we have seen, PA/SC theory does not rely on 

semantically meaningful symbols, and instead accounts for perception and mental 

imagery in terms of a system’s activity.  To this extent, PA/SC theory bears some 

relationship with the dynamical systems approach (including its connectionist form).  

Another commonality between PA/SC theory and the dynamical approach to 

cognition is that both emphasise the behaviour of a system in the context of its 

environment, or situatedness.  I shall return to the issue of situatedness in Section 5.2 

 

 

3.8 Summary  

 

The two best-known theories of mental imagery are description theory and depictive 

theory.  PA/SC theory is an alternative account that has been proposed (in different 

forms) by researchers including Ryle (1949), Hebb (1968), Neisser (1976; 1978), 

O’Regan and Noë (2001a) and Thomas (1999).  We saw in Chapter 2 that PA/SC 

theory describes perception as the active schema-guided exploration and interrogation 

of the environment.  In this chapter we saw that PA/SC theory describes mental 

imagery as the deployment of this active exploration in the absence of the appropriate 

object.  In other words, it is rehearsed perceptual activity.  This means that mental 

imagery is not an inward looking process, but the same outward looking interpretive 

process as perception. 
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4 Creativity  
 

 

 

In Chapter 3 I reviewed three theories of mental imagery: depictive theory, 

description theory and PA/SC theory.  In this chapter I ask whether these theories can 

account for creative mental imagery.  I ask, for example, whether they can account for 

the flexibility of the imagination, or the ability to mentally picture things not 

previously encountered.  I also consider how PA/SC theory can be integrated with 

other aspects of creativity, such as “input creativity” and “output creativity” (Partridge 

& Rowe 1994, p.9).   

 

Note: this chapter is not a review of the extensive literature on creativity more 

generally.  See Sternberg (1999) for a comprehensive review.   

 

 

4.1 The relationship between mental imagery and creativity 

 

Cognitive scientists sometimes treat mental imagery as if it were distinct from 

creative imagination (Sarbin & Juhasz 1970), but Thomas (1999, p.231) points out 

that most people consider mental imagery and creativity to be “intimately bound up 

with one another.”  He cites the work of writers such as Warnock (1976), Robson 

(1986) and Brann (1991) as evidence.  Other theorists have identified the importance 

of mental imagery in human creativity (Macedo et al. 1996; Neisser 1976; Shepard 

1978).  Neisser (1976, p.51), for example, says that “[t]he sculptor begins with some 

notion of what the finished sculpture is to be like; the tennis player with an idea of 

how the ball will move after he hits it.”  Both cases involve mental imagery. 
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Shepard (1978) reviews a number of well-known creative acts, which (according to 

the creative thinkers responsible) involved vivid imagery experiences.  Einstein, for 

example, claimed that his insights into the nature of time and space were achieved by 

mentally visualising light waves and idealised physical bodies.  James Maxwell, 

Michael Faraday and James Watt also claimed that a visual form of thinking was 

involved in their respective acts of creativity.  Shepard discusses the American 

sculptor James Surls, who said that the image for one of his sculptures came to him in 

his imagination such that he could rotate it and manipulate it; he did not build the 

sculpture until the full vividness of the imagery experience was established.  

Similarly, Mozart is said to have composed entire symphonies “in his head” before 

writing them down.  A letter attributed to Mozart and published in Holmes (1932) 

reads as follows: 

 

All of this fires my soul, and, provided I am not disturbed, my subject 

enlarges itself, becomes methodised and defined, and the whole, though it be 

long, stands almost complete and finished in my mind, so that I can survey it, 

like a fine picture or a beautiful statue, at a glance...  When I proceed to write 

down my ideas, I take out of the bag of my memory, if I may use that phrase, 

what has been previously collected into it in the way I have mentioned.  For 

this reason the committing to paper is done quickly enough, for everything is, 

as I said before, already finished; and it rarely differs on paper from what it 

was in my imagination. 

 

These anecdotal reports suggest that mental imagery plays an important role in the 

creative process.  The creative process is not always divisible into two steps, where an 

image is first formulated (such as how a painting might look) and a second step where 

the corresponding product is created in the world.  Creativity is often a process of 

trial, evaluation and adaptation until a satisfactory outcome is achieved.  A sculptor, 

for example, might pause and consider how a half completed sculpture would differ in 

appearance if a small section were to be chiselled away.  After the section is removed 
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the sculptor might repeat the process.  Here mental imagery plays a role in an iterative 

process of creativity. 

 

If a theory of mental imagery is to be incorporated into a general account of creativity, 

it is necessary to consider the additional challenges this role imposes over and above 

those required for an account of mental imagery taken in isolation.  Dartnall (2002), 

for example, says that if a theory is to be feasible in the context of creativity it must be 

non-atomistic.  He uses the example of a sculptor who chisels a statue from a block of 

stone.  In this case, the statue is formed not from atomic elements, or as Dartnall puts 

it, pieces of “Lego” or an “identikit” (Dartnall 2002, p.1), but from the artist’s 

knowledge about his subject and medium.  According to Dartnall, this raises a 

problem for theories couched in terms of the rule-governed manipulation of inner 

elements.  Cognitive science treats the mind/brain as an information-processing 

device comparable to a digital computer; both perform operations on stored internal 

representations.  Dartnall notes that the main models of creativity conform to this 

paradigm and involve processing “what we already have” (Dartnall 2002, p.3), where 

what we already have is a collection of internal representations.  But if this were so, it 

is difficult to explain the fluidity that seems to be at the core of creative thought.   

 

In Chapter 3, I reviewed the relative merits of description theory, depictive theory and 

PA/SC theory as theories of mental imagery.  It is now time to ask how they fare in 

the context of creative mental imagery – the ability to form novel mental images.   

 

 

4.1.1 Description theory in the context of creative mental imagery 

 

Description theory has some appeal because, at one level of abstraction, it avoids 

reducing the picturing of faces to the identikit Dartnall (2002) warns against; for 

example, a pair of eyes can be described as triangular without requiring a stored 

picture of triangular eyes.  If it is true that imagery experiences consist in symbolic 
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descriptions, at least one part of the problem may have been resolved.  However, 

descriptions are surely atomistic as well, and so description theory transfers the 

problem to another layer of abstraction (i.e. to the level of the symbolic code that is 

said to underlie the imagery experience).   

 

Thomas does not favour description theory as a theory of creative imagination.  He 

says: 

 

If we embrace an account of imagination based on sentential representation 

we lose our grip on it as a distinctive mental faculty. Imagination would be 

entirely assimilated to discursive, “consequetive” [sic!] reason, and thereby 

would essentially disappear from our understanding of the mind. (Thomas 

1999, p.233) 

 

Description theory, as I understand it, says that sentential processing operates at the 

sub-personal level, somehow giving rise to imagery experiences.  In other words, 

descriptionists are mainly concerned with the underlying mechanics of information 

processing and do not, as far as I know, deny the importance of what it seems to us, is 

visual imagery (creative or otherwise).  Description theory does not, for example, 

deny that mentally rotating a cube involves the quasi-perceptual experience of seeing 

the cube rotate.  What it denies is that such experiences are subserved by pictorial 

representations in part of the brain (e.g. the visual buffer).  On this basis, 

descriptionists might dispute Thomas’s assertion that the theory causes the 

imagination to disappear from our understanding of the mind. 
 

There are, however, other reasons to question description theory in the context of 

creative mental imagery.  It has been suggested that music perception involves the 

construction of descriptive representations.  Cross (1999, p.19), for example, says that 

the perception of music involves the formation of “mental representations that 

embody the regularities of pitch usage displayed by tonal music at several levels.”  
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Large, et al. (1999, p.53), say that “perceived constancy across musical variation is a 

natural result of a reductionist mechanism for producing memory representations.”  

Large, et al. also suggest that descriptive representations are involved in musical 

creativity.  The view that musical creativity involves the recombination of stored 

components does have intuitive appeal.  As there is little else in the literature to 

review in relation to description theory in the context of creativity, I will consider the 

possibility that musical creativity is evidence of a descriptive form of creative mental 

imagery.  I will conclude, however, that description theory fails as a theory of creative 

mental imagery, both in the musical domain, and in general. 

 

If musical creativity is the recombination of components such as those used in musical 

notation, the finished product is a description of the notes’ order, duration, tempo, 

intensity, accent etc.  A creative musical product cannot, however, always be 

described in this way.  Consider the 1977 punk rock anthem Anarchy in the U.K.  

Most would agree that this particular song has little to do with notes.  Technically it 

consists of a repetitive run down the A-minor scale alternating with a descending 

progression based on the fourth, third and first notes of the C major scale.  There is 

nothing particularly creative about this.  In Huey’s (2005) opinion, the musical 

effectiveness of this song stems from Johnny Rotten’s “supremely  brash and snotty” 

vocal performance, combined with Steve Jones’ “noisy and loose (and, well, 

bordering on anarchic)” guitar playing style.  Huey says that the piece cannot “hit 

home as effectively without a performance hinting that the band itself could fall apart 

at any moment.”  As a result, musical notation cannot represent this song in sufficient 

detail to facilitate a reproduction in compliance with the original performance.  A 

reproduction based on the musical score might well be technically correct from a 

notewise perspective, but it would lack almost everything that makes the song 

creative.  Not even a lengthy English language description can convey the rabid tone 

of Rotten’s vocals.  Yet description theory explicitly relies on the ability to produce 

accurate output from such a symbolic blueprint - the imagery experience of recalling 

the song in one’s mind is said to consist entirely in such a description.   



72  A Computer Model of Creativity 

The only representations that can (to my knowledge) accurately capture the relevant 

properties of a song like Anarchy in the UK are faithful recordings of soundwaves.  

These include digital formats such as MP3 (MPEG-1 Audio Layer 3) and WAV 

(waveform audio format), but an exact recording is not the kind of symbolic 

representation that description theory posits; moreover, it is precisely what the theory 

rejects.  Digital formats like MP3 and WAV are to music, as pictures are to the visual 

aspects of our environment.  This harks back to Dartnall’s (2002) discussion of the 

potter; in this case it is clear that creativity involves more than the recombination of 

atomic components (because there are none).  But even in the case of music, which 

might be taken to be an example of creativity that is the recombination of 

components, we find that it is not necessarily so. 

 

Let us now consider an example at the opposite end of the musical spectrum.  

Classical music may seem more conducive to representation by musical notation 

because it is more often transcribed that way.  Nevertheless, when Mozart composed 

symphony No. 40 (arguably his most tragic and dramatic), it is doubtful that he 

imagined a machine-like reproduction with his mind’s ear.  In one of the letters 

published in Holmes (1932), Mozart said of his musical imagery experiences: “What a 

delight this is I cannot tell! All this inventing, this producing, takes place in a pleasing 

lively dream.”  A list of notes might help us think about the way music should sound, 

but there is a great deal that it does not describe in itself.  Interpretation of written 

music relies on the interpreter having all sorts of other knowledge about music, not 

the least of which is the sound of a symphony orchestra.  In other words, the 

representational form posited by description theory seems incapable of describing, in 

itself, the way a musical piece sounds.  If it cannot perform this function, then the 

description cannot, one would think, be the end product of creative mental imagery.  

As mentioned, the appeal of description theory in the context of creativity lies in its 

freedom from the constraints imposed by representations that parallel the format of 

the objects they represent, but this is also its weakness.  Specifically, description 

theory trades the aforementioned constraints for inexplicitness.   
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4.1.2 Depictive theory in the context of creative mental imagery 

 

One problem for depictive theory in the context of creative mental imagery is that the 

theory tends to be combinatorial.  If creative mental imagery involves retrieving and 

recombining stored spatial representations in the visual buffer, then we are effectively 

back to the identikit criticised by Dartnall (2002).  Dartnall says that classical 

cognitive science is committed to the position that, in some cases, we first activate 

representations and then modify them.  He gives the example of our ability to think of 

a politician and imagine him/her with a red face.  The standard view implies that we 

store some kind of representation of the politician (which would not initially have the 

property of redness assigned to the face).  If this were true, the colour attribute could 

not be altered prior to the representation being retrieved from memory and becoming 

available for update.  It seems that Kosslyn’s (1994) account is subject to exactly this 

problem.  Kosslyn says that representations are constructed out of non-depictive 

representations.  For example, he says that when we think about the letter ‘A’ we 

employ a deep (non-spatial) representation to construct a depiction of the letter in the 

visual buffer.  Having done this, we are able to use the newly formed representation 

for the purposes of contemplating various spatial relationships such as the 

triangularity of the enclosed shape.  But how can depictive theory account for our 

ability to form novel mental images?  Even though depictive theory is based on the 

idea that surface representations are constructed from deep representations, it seems 

that surface representations must still be constructed prior to their transformation into 

something else.  For example, Kosslyn says: 

 

… to imagine Charlie Chaplin with his arm around George Washington, one 

may generate the images of the two gentlemen standing next to each other, 

and then may have to transform the Chaplin image so that his arm is properly 

placed. (Kosslyn 1994, p.310, my emphasis) 
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Kosslyn’s account seems to be exactly the kind of render-and-modify approach 

questioned by Dartnall (2002).  Thomas (1999) raises a similar problem when he says 

that depictive theory cannot easily explain our ability to look at an object and imagine 

that it is in some way different.  Thomas refers to Ryle’s (1949) example of a child 

who looks at a doll and imagines that it is smiling.  Depictive theory would 

presumably account for the apparent smile as follows: The child’s perceptual system 

constructs an internal representation of the doll in the visual buffer.  The imagery 

system then modifies the area depicting the mouth to form a smile.  Kosslyn’s (1994; 

2002; 2006) version of the theory would presumably achieve this by recalling a deep 

representation of a smile (from long-term memory), which would then be used to 

update the surface representation.  Thomas argues that this approach cannot 

adequately explain what would happen if the doll were suddenly whipped away.  He 

asks, how would the imagery system know to instantly stop rendering the smile in the 

visual buffer?  According to Thomas (1999, p.234), it follows from depictive theory 

that “a vision of smiling lips would remain momentarily floating before the child’s 

eyes.”  He bases this prediction on the fact that it would take the imagery system a 

finite amount of time to recognise that the doll has gone, and to subsequently stop 

rendering the smile.  Obviously the prediction that the smile would remain in the 

absence of the doll does not gel with normal experience, and Thomas says that this is 

another problem for depictive theory in the context of creativity.   

 

 

4.1.3 Knowledge-about 

 

Dartnall (2002) proposes a representational theory that is, in many respects, consistent 

with depiction theory.  He suggests, however, that “representations are the ‘creative 

products’ of our knowledge, rather than its passive carriers” (Dartnall 2002, back 

cover).  Dartnall says that a potter forms a pot using his knowledge about clay, and 

not from a collection of components.  He suggests that “knowledge-about” originates 

in our perception and experience of the world, and that it can subsequently be 
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deployed to generate imagery and other content in the imagination.  If Dartnall is 

correct, one should be able to, for example, form a combined image of Charlie 

Chaplin and George Washington directly from one’s knowledge about them; no 

transformation should be necessary.  In this way, Dartnall avoids the problem of 

combinationism that is associated with the standard depictive theory.  

 

PA/SC theory rejects the kind of internal representations posited by Dartnall, but it is 

consistent with the view that mental imagery involves deploying knowledge (derived 

through our perceptual interactions with the world) offline.  According to PA/SC 

theory, we can deploy our perceptual knowledge offline to make judgements as if we 

are deploying it in the world - as if we are looking at it for example.  Schemata define 

the myriad ways in which we interact with objects and situations in the world; for 

example, they define how to coordinate our eyes in order to negotiate a politician’s 

face, and how to coordinate our right arm in order to shake the politician’s hand.  

Schemata define everything we know how to do.  Acting in the world includes 

looking at it, listening to it, perceiving it and interrogating it in every way we are able.  

By discarding the mind/brain as a computer metaphor, and adopting a view of mental 

content based on PA/SC theory, I suggest that it is possible to develop a non-atomistic 

account of creativity.  The remainder of this chapter explains how.  In Chapter 10 we 

will see that PA/SC theory may also provide the computational basis for an 

implementation of “knowledge-about.” 

 

 

4.1.4 PA/SC theory in the context of creative mental imagery 

 

I have argued that descriptive theory and depictive theory struggle to explain creative 

mental imagery.  How does PA/SC theory fare?  PA/SC theory says that non-creative 

mental imagery involves using previously acquired exploratory abilities to go through 

the motions of perception while the system is (to a greater or lesser extent) decoupled 

from the environment.  Learning what a cat’s ear looks like, for example, involves 



76  A Computer Model of Creativity 

retaining what we have discovered about how to coordinate our eye movements when 

we look at a cat’s ear.  When we later image a cat’s ear, we use this knowledge to 

rehearse, or act as if, we are negotiating the visual aspects of the cat’s ear with our 

eyes.  In this way, we are able to make decisions as if there is a cat’s ear before us. 

 

But what if while we are going through the motions of seeing a cat’s ear, we manage 

to perform another coordinated action at the same time?  We can rub our stomach and 

pat our head at the same time.  We can walk and chew gum at the same time.  So 

presumably we can do what we do when we look at a cat’s ear, and do what we do 

when we (for example) look at something red at the same time.  PA/SC theory, as I 

interpret it, predicts that if we go through the motions of performing both of these 

perceptual acts (seeing a cat’s ear and seeing red) at the same time, and in the absence 

of any appropriate object in the world, that we will have the quasi-perceptual 

experience of seeing a red cat’s ear - we will be imagining something we have never 

encountered.  We are not combining stored descriptions, nor are we combining stored 

pictures; we are coordinating two previously unrelated skills.  Of course, these skills 

need to be coordinated in just the right way, so that we act as if seeing a red ear as 

opposed to, say, an ear with a red background.  If PA/SC theory is correct, then our 

imagination is as flexible as our ability to vary our coordinated perceptual actions.  

There is no need to worry about how to combine representations, or parts thereof.   

 

PA/SC theory also accounts for Dartnall’s (2002) red-faced politician and Ryle’s 

(1949) smiling doll.  In the case of the smiling doll, Thomas (1999) offers the 

following account:   

 

When the child determinedly scrutinises her doll’s unsmiling lips for a smile 

then relevant positive results, such as might come from a test for, say, 

pinkness, may be accepted (i.e. allowed to influence the course of further 

testing), but any relevant negative results (e.g. from a test for curvature) will, 

as in “pure” imaging, be ignored.  She will continue her examination just as if 
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she actually had confirmed the presence of a cheery upward curve (Thomas 

1999). 

 

In the case of the red-faced politician, the experience of seeing the red face with the 

“mind’s eye” involves (I suggest) rehearsing the perceptual activities that are 

normally used to negotiate a face, in unison (and in just the right way) with those that 

normally apply to exploring redness.  By engaging in these very activities, and 

disregarding their results in favour of a presumption in the affirmative, we have the 

quasi-perceptual experience of seeing a red face.   

 

PA/SC theory can also explain why we do not necessarily imagine a skin coloured 

face, which later changes to red.  The reason is that our mental image of the 

politician’s face does not include a colour until we rehearse the actions needed to see 

what colour it is.  This can lead to the impression that the face had a colour all the 

while (the way the fridge light always seems to be on).  But there is no need to modify 

the colour of the politician’s face, because until we go through the actions of looking 

for the colour, no colour is experienced.   

 

In summary, PA/SC theory holds promise as a theory of creative mental imagery 

because it is based on the view that mental imagery is an activity much like 

perception.  Images exist only in the sense that the schemata configured in the nervous 

system are actively prepared to encounter an object.  If mental images consist in such 

pre-activities, then in theory, they can relate to anything the organism can prepare 

itself to encounter.  By running schemata offline, the system can go through the 

motions of interacting with an imaginary environment.  This allows it to make 

decisions in advance, and reflect on how things might have been done differently in 

the past.  The imaginary environment is not a virtual reality represented in the brain - 

it consists in schema-guided activity, and it follows that our mental images are as 

flexible as our ability to interact with the world.  
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4.2 A general account of creativity 

 

Partridge and Rowe (1994) draw a distinction between input creativity and output 

creativity.  They define input creativity as a process that “involves the analysis of 

incoming data” and output creativity as “the production of something new” (1994, 

p.9).  This chapter has focussed on creative mental imagery.  The remainder of the 

chapter considers how PA/SC theory can account for other aspects of creativity, such 

as those identified by Partridge and Rowe.  The definitions provided by Partridge and 

Rowe are not, however, consistent with PA/SC theory, which does not treat 

perception (creatively applied or otherwise) as the interpretation of an input.  As we 

have seen, PA/SC theory treats perception as the ongoing process of schema-guided 

exploration of the environment.  The input plays a crucial role in the perceptual 

process, but the object under “analysis” is in the environment.  Remember also that 

the PA/SC theory account of perception incorporates the entirety of Neisser’s (1976) 

perceptual cycle (see Figure 2-2, p.16), and this includes equal proportions of output 

(i.e. actions in the world).  As this thesis is particularly concerned with PA/SC theory, 

I will use the term perceptual creativity when I refer to the creative interpretation of 

the environment.  For the same reason I will use the term productive creativity (rather 

than output creativity) when I refer to acts of creation that generate a product in the 

world. 

 

I will begin by discussing how PA/SC theory can account for creative perception – 

the ability to see the world in new ways.  I will then consider creative seeing-as, 

which is a half-way-house between creative perception and the pure form of creative 

mental imagery discussed in the first part of the chapter.  We will see that perception, 

seeing-as and pure mental imagery operate along a continuum.  Each is a form of 

schema-guided activity, and each can be performed creatively.  The final form of 

creativity I will consider is productive creativity.  Productive creativity involves 

harnessing a system’s capacity for mental imagery to generate a pre-conceived 

product in the world, such as a sculpture or a painting.  I will argue that PA/SC theory 
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can also help explain this form of creativity.  In later chapters we will see all of this 

implemented in a computer model - PABLO. 

 

 

4.2.1 Creative perception 

 

An example of creative perception is the insight of Scott Richardson, who invented 

the Axle-Tow FeederTM (Richardson 2005).  During a drought, Richardson needed to 

feed his cattle using large round bales of hay.  Unfortunately he did not have the 

heavy machinery needed to distribute the heavy feed bundles around the farm.  He 

looked at one of these bales of hay and saw it as a wheel.  This is perceptual 

creativity because Richardson saw an object in a new way.  By later inserting an axle 

through the centre of the bale, Richardson was able to tow it around the farm (see 

Figure 4-1).  The Axle-Tow FeederTM is now a commercial product.  Minsky (1985, 

p.134) refers to this kind of inspiration when he says that creativity often involves 

finding “new ways to look at things.”  PA/SC theory is well suited to explaining this.  

Thomas  (1999, p.222) says that perception involves “carrying out a set of perceptual 

tests under the direction of a schema.”  He equates this position with that of Marcel 

(1983, p.238), who says that perception is a “constructive act of fitting a perceptual 

hypothesis to its sensory source.”  It follows that perceptual creativity, such as seeing 

a bale of hay as a wheel, can be described as finding a new method of coordinated 

action in the environment.  Richardson’s inspiration, for example, may have involved 

(among other things) deploying a wheel-seeing schema (as opposed to a hay-seeing 

schema) in the presence of the hay and finding that it successfully guided perceptual 

activity in the new context. 
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Figure 4-1   The Axle-Tow FeederTM. 

 

 

 

 

 

 

4.2.2 Creative seeing-as 

 

Thomas (1999, p.233) says that “there can be a continuum of cases between the 

extremes of veridical seeing and ‘pure’ imagery” (p.233).  Figure 4-2 depicts 

creativity as it occurs along this continuum.  Creative seeing-as is an intermediary 

case that operates between the two extremes. 

 

Like perception and pure mental imagery, seeing-as can be explained in terms of the 

perceptual cycle (see Figure 2-2, p.16).  During normal perception, feedback is 

absorbed back into the cycle.  During pure mental imagery, the feedback is 
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disregarded.  Seeing-as incorporates an element of both: some feedback is accepted, 

and some is disregarded.  We have already seen (in Section 4.1.2) how Thomas 

accounts for Ryle’s (1949) smiling doll.  Imagining a smile on the doll is creative 

because it involves seeing the doll in a new way.  The actions of the child are like the 

sculptor who considers his half completed statue, and sees it as though the next 

section has been removed.  This form of seeing-as involves deploying a schema that 

is in some ways appropriate, but in other ways not.  It is unlike Richardson who saw 

the bale of hay as a wheel.  Richardson saw the hay in a way that did fit reality.  It 

was just that nobody had thought to look at it that way before. 
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Figure 4-2  The perceptu
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4.2.3 Productive creativity. 

 

Creativity, as it occurs at each point along the perceptual/imagery continuum, is not 

about modifying the environment.  It is about perceiving, or preparing to perceive, in 

new ways.  Productive creativity is the process of creating a preconceived product 

(such as a sculpture) in the world.  I think PA/SC theory can also help explain this 

form of creativity.  PA/SC theory is based on the view that coordinated activities are 

schema-guided.  It follows that we can broaden the scope of Neisser’s perceptual 

cycle (Figure 2-2) and formulate it in terms of a more general action cycle (Figure 

4-3).  The action cycle incorporates Neisser’s original perceptual cycle, but also 

subsumes productive activities.   

 

Figure 4-3 illustrates how coordinated actions revolve around the action cycle.  The 

schema guides action, which produces feedback, which causes modifications to the 

schema, which guides further action, and so on around the loop.  Just as we can 

coordinate previously unrelated perceptual activities in novel ways, so too can we 

coordinate our productive activities.  Suppose that a sculptor is engaged in the act of 

seeing a half completed sculpture as slightly more complete (a form of seeing as), and 

then performs a chiselling action that results in the sculpture actually becoming 

slightly more complete.  The sculptor can continue to engage in the act of seeing the 

more complete sculpture because the perceptual schema has not changed.  The 

feedback, however, has changed.  Prior to the chiselling motions, some of the 

feedback was disregarded, but now it can be accepted.  Through this transition, 

mental imagery becomes perception.  This is productive creativity because the 

sculptor has conceived of a novel possibility (by imaging the more complete 

sculpture), and then manifested his conception in the world.  The sculptor is also in a 

position to judge the quality of his work because the schema used in the initial stage 

of seeing-as can (after modifying the sculpture) be deployed in an act of perceptual 

evaluation.  In this way mental imagery can be harnessed for productive purposes.  It 

does not involve the construction and subsequent access of internal representations - 
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Figure 4-3   The action cycle. 
An adaptation of Neisser’s (1976) perceptual cycle.  The original diagram 

relates to perceptual actions.  The action cycle in this figure incorporates 

all schema-guided actions. 
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it involves the deployment of environment altering activities in coordination with 

those involved in mental imagery and perception. 

 

In summary, productive creativity involves the mutual coordination of at least the 

following activities: 

 

A. Formation of a perceptual schema that does not apply to the current 

environment.  This is another way of talking about the system imaging the 

product it intends to create. 

B. Formation of a schema whose purpose is to change the environment such that 

the perceptual schema prepared during activity A does apply.  This is the 

system mentally rehearsing how it will create the product it is imaging. 

C. Engaging the system’s productive instruments and carrying out activities 

guided by the schema prepared during activity B.  This is the system 

performing the planned productive actions. 

D. Engaging the perceptual instruments, guided by the perceptual schema 

prepared during activity A.  This is the system perceiving its own output, and 

judging if the world now looks the way it imagined it would. 

 

 

4.3 Summary 

 

If a theory of mental imagery is to be valid in the context of creativity, it must address 

the flexibility of the imagination.  Description theory and depictive theory are 

coherent theories of mental imagery when considered in isolation, but they tend to be 

combinatorial, and subsequently struggle to meet the challenges imposed by the study 

of creativity.  PA/SC theory accounts for mental imagery in terms of our ability to 

rehearse co-ordinated exploratory actions.  It follows, or so I argued, that creative 

mental imagery involves coordinating different perceptual activities together – no 

recombination of atomic components is required.  Creative perception and seeing-as 
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can be accounted for in a similar way, except that some or all of the resultant feedback 

is absorbed back into the perceptual cycle.  By broadening Neisser’s (1976) 

perceptual cycle to form a more general action cycle, we can also account for 

productive creativity and its relationship with mental imagery: 

 

• Creative perception involves finding new ways to coordinate exploratory 

activity in the current environment.   

• Creative mental imagery involves finding new ways to coordinate exploratory 

activity, but without regard for the current environment.   

• Creative seeing-as exists partway along a continuum - where the previous two 

forms of creativity exist at the extremities. 

• Productive creativity involves coordinating productive activities with some or 

all of the previous three exploratory activities.  Specifically, it involves 

performing actions that modify the world to satisfy a pre-prepared and 

concurrently active perceptual/imagery schema.  

 

In the next chapter I will clarify the account of creativity presented here by 

considering some computer models. 
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5 Computer Models  
 

 

 

This chapter is a survey of some existing computer models.  Here I describe how 

PA/SC theory could, in principle, be applied in their respective domains.  In doing so, 

I attempt to further clarify the theory, and I develop an approach for implementing 

PA/SC theory in PABLO - the new computer model. 

 

 

5.1 Kosslyn and Schwartz 

 

I begin my review with the model of mental imagery created by Kosslyn and 

Schwartz (1977).  This program is an implementation of an early version of depictive 

theory.  There are more recent implementations of depictive theory (Clayton & Frey 

1996; Stein 1994; Stucki & Pollack 1992), but the model of Kosslyn and Schwartz is 

the logical starting point.  As we have seen, depictive theory says that mental images 

are surface representations constructed from non-spatial (or “deep”) representations 

(which are stored in long-term memory).  Kosslyn and Schwartz’s computer model 

stores deep representations in data-files that contain both visual and propositional 

information; for example, the program stores a deep representation of a car that 

contains a list of vectors defining a number of relevant spatial characteristics.  It also 

contains propositional information about cars – such as the fact that cars have front 

tyres.  The program simulates imagery by using the information stored in deep 

representations to construct a surface representation of the car in its visual buffer.  The 

system’s visual buffer is implemented using a matrix.  See Figure 5-1 for a 

reproduction of the program’s output, which is a surface representation. 
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Figure 5-1   Output from a computer model of depictive theory. 
The image shows the contents of the system’s visual buffer.  Based on 

Kosslyn and Schwartz (1977, fig.2).   
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After the program has completed the constructive phase, the representation needs to 

be accessed and interpreted.  The program is written in Algol 60, and it simulates the 

internal “inspection” (Kosslyn & Schwartz 1977, p.283) of images using procedures 

with names such as FIND and SCAN.   These procedures change the contents of the 

visual buffer, as though it were a viewing hole moving over (and zooming in and out 

from) an image.  It can also rotate images and add details (such as tyres) using 

propositional knowledge about cars and how they relate to tyres.  In this way the 

system can elaborate on the original image.  The system does not, however, interpret 

the contents of the visual buffer – it does not, for example, make use of the surface 

representation for planning and/or action.  Kosslyn and Schwartz (1977, p.283) say 

that imagery involves a person “looking on” an imaged object, and that their program 

simulates this using the procedures described above.  This is, however, misleading.  

The program actually simulates the formation of an image so that it can be looked at.  

But nothing ever looks at it (save the human operator).  For this reason, you could say 

that the model relies on an “undischarged homunculus.”  The phrase “undischarged 

homunculus” is Dennett’s (1978), and it applies to Kosslyn and Schwartz’s model 

because the component that decodes and exploits the contents of the visual buffer is 

missing.  

 

How would a similar computer model based on PA/SC theory differ?  For one thing, 

it would not include a list of facts about cars stored as an internal formalism; it would 

contain schemata delineating the laws of sensorimotor contingency applicable to cars.  

The hypothetical model’s knowledge about cars would include what it knows about 

visually scanning cars; for example, it would expect to perceive a tyre when it directs 

its visual instrument(s) toward the front of the vehicle.  But what does it mean to 

perceive a tyre?  It follows from O’Regan and Noë (2001a) that it means having 

practical knowledge of the sensorimotor contingencies applicable to tyres and actively 

exercising that knowledge.  As noted, “knowledge” in this context refers to practical 

knowledge as opposed to propositional knowledge.  The process of imaging a car in a 

hypothetical PA/SC version of the program would consequently involve the system 
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rehearsing the coordinated schema-driven visual exploration of cars.  This coordinated 

activity, rather than the process of constructing a depiction, would serve as a model of 

mental imagery.  As a consequence, there would be no need for a visual buffer such as 

the one in the model of Kosslyn and Schwartz (1977).   

 

 

5.2 Situated cognition and MetaToto 

 

Situated cognition is a branch of cognitive psychology that is derived (at least in part) 

from pragmatism and ecological psychology (Gibson 1979).  Clancy (1997, p.1) says 

that situated cognition is an approach that “emphasises the roles of feedback, mutual 

organisation, and emergence in intelligent behaviour.”  Rodney Brooks is one of the 

pioneers of this approach.  He says that it is better to access information at its source, 

and that “explicit representations and models of the world simply get in the way” 

(Brooks 1991a, p.139).  Brooks’ approach has proven to be viable for building robots 

that exhibit robust navigational behaviour (Brooks 1989; Brooks & Connell 1986).  

According to Brooks, et al. (1998, p.965), their systems “are physically coupled to the 

world and operate directly in that world without any explicit representations of it.”  

Brooks (1991b, p.18) says that this kind of architecture “can be expected to scale up 

to very intelligent applications.”  The intellect of such robots has, however, remained 

limited.  Perhaps this is partly because these systems have no provision for mental 

imagery; if you couple the sensory apparatus directly to the motor system you gain all 

the advantages in terms of flexibility espoused by Brooks, but you can limit the 

repertoire of potential behaviour.  There would not, for example, seem to be any 

ability to plan for the future, or evaluate actions taken in the past.  Limitations such as 

these were the motivating force behind Toto (Mataric 1992) and MetaToto (Stein 

1994).   

 

Toto is a mobile robot that uses the reactive navigational system depicted in Figure 

5-2.  MetaToto extends Toto’s design to include an “imagination” (Stein 1994, 
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p.343).  Imagination in this context does not refer to creative innovating, but to the 

location where images are rendered.  MetaToto also includes higher-level cognitive 

functionality, which is implemented on top of Toto’s reactive navigational system.  

MetaToto, for example, adds the ability to “reason about unfamiliar environments” 

(Stein 1994, p.393).  Stein says that this is achieved by using a virtual reality, which 

is accessible by the system in place of the world (see Figure 5-3).  MetaToto is an 

implementation of depictive theory because the virtual reality is a visual buffer.  As 

the robot engages in its normal exploratory activities, it gathers information and 

builds up a virtual world that represents the outside environment.  The navigational 

 

 

 

 

 

 

 
Figure 5-2   Toto’s reactive navigational system. 
Based on Stein (1994, fig.3). 
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system can then be run offline and directed at the virtual world.  Stein (1994, p.394) 

says that clinical data (Kosslyn 1994) supports her suggestion that “cognition is 

imagined interaction”.  Kosslyn says, “imagery in most respects is just like vision, 

except that there’s nothing there” (originally cited in Stein 1994; confirmed in 

personal communication between S.K. and P.B. August 2005).  Taken out of context, 

Kosslyn’s statement could sound like an endorsement of PA/SC theory.  What both 

Kosslyn and Stein mean, however, is that there is nothing out there in the world.  The 

imagined interaction is performed on an internal substitute for the world.   

 

 

 

 

 
 

Figure 5-3   MetaToto. 
MetaToto’s imagination is a representation of the system’s environment.  

Based on Stein (1994, fig. 5). 

 



Computer Models  93 

A MetaToto-like robot based on PA/SC theory would not include the virtual world 

depicted in Figure 5-3.  The existing reactive navigational system in the hypothetical 

version of MetaToto would still be run offline, but this activity would not be directed 

at an internal representation.  Instead, schemata defining the rules governing 

exploratory procedures would guide the system’s activity during imagery.  In theory, 

the robot could retain the flexibility that Brooks (1991a; 1998) describes, but could be 

scaled to more complex tasks such as those that involve planning.  This would be 

possible, in theory, because its stored schemata would provide the rules necessary to 

guide perceptual exploration in the absence of the relevant objects in the world. 

 

 

5.3 VIPS 

 

Farley (1974) implemented a computer model of mental imagery called VIPS (Visual 

Image Perception System).  The computer model is based on Hochberg’s (1968) 

account of schematic maps.  The program was designed to mimic the behaviour of 

subjects as they attempt to perceive a line drawing by moving a small viewing hole.  

As part of its internal processing, VIPS constructs a schematic map such as the one 

depicted in Figure 5-4.   

 

We have seen that schemata play a crucial role in PA/SC theory.  To this extent, VIPS 

includes an important aspect of the theory, and it is regarded as the closest thing 

(other than PABLO) to an implementation of PA/SC theory (Kosslyn 1980; Kosslyn 

1994; Thomas 1999).  VIPS, however, is based on the traditional account outlined at 

the beginning of Chapter 2, where “the activity of form perception is the construction 

of an internal representation which embodies the structure (content) of the external 

visual environment” (Farley 1974, p.15).  Farley’s conformity to this orthodoxy leads 

to an account of mental imagery that is inconsistent with PA/SC theory.  According to 

Farley (1974, p.56), “[t]he visual image representation of VIPS is symbolic in 
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nature.”  Farley also says that VIPS representations are “structured to be straight-

forwardly accessible by processes isomorphic to those which access external 

information (sensory stimulation) during visual perception” (p.8).  So while Farley’s 

system includes schematic maps, it is a mechanism that constructs internal 

representations that are accessed in place of objects in the environment. 

 

Kosslyn (1980, p.130) correctly criticises Farley’s model because “it would not lead 

one to predict effects of interval distance per se on processing time (items further 

apart simply have more disparate values in the coordinates stored with them).”  In 

contrast, and as we saw in Section 3.7.1, PA/SC theory does predict these effects.  

This is because schemata do not represent objects.  They define the sensorimotor 

contingencies required to interact with objects.  Going through the motions of 

scanning long distances takes more time than going through the motions of scanning 

short distances.  If VIPS were modified such that the schematic maps were not 

accessed as substitutes for the line drawings, and were instead used for guiding action 

(and in the case of imagery, acting as if guiding action) then VIPS may start to look 

like a rudimentary implementation of PA/SC theory.  Such a model would not be 

subject to the problem identified by Kosslyn. 

 

 

5.4 SeekWhence 

 

The computer models discussed above are all models of mental imagery.  I shall now 

consider some computer models of creativity.  The Fluid Analogies Research Group 

(FARG) at Indiana University, Bloomington, is involved in modelling the cognitive 

aspects of creativity using computers (French 1992; Marshall 1999; McGraw 1995; 

Mitchell & Hofstadter 1990; Rehling 2001).  The research group is headed by 

Douglas Hofstadter, who notes that “few computer models of higher-level cognitive 

phenomena take perception seriously; rather, they almost always take situations as 

static givens – fixed representations to work from” (1995, pp.307-8).  According to 
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Hofstadter, there should not be such a stark distinction between perception and 

cognition.  He says that the integration of the two is a “critical element of human 

creativity” (p.308).  The Fluid Analogies Research Group is primarily concerned with 

high-level perception (such as the interpretation of number sequences).  Chalmers, 

French and Hofstadter (1995) say: 

 

The transition from low-level to high-level perception is of course quite 

blurry, but we may delineate it roughly as follows.  High-level perception 

begins at that level of processing where concepts begin to play an important 

role. (Chalmers et al. 1995)   

 

Consider the following number sequence: 

 

1, 1, 2, 3, 5, 8, 13, 21, 34, 55… 

 

What is the next number?  To answer this question it is necessary to find a suitable 

way of “looking” at it (in other words, it requires high-level perception).  Most people 

will eventually decide that the next number is 89 because each term is the sum of the 

previous two: this is the Fibonacci sequence.  But there are other ways that the 

sequence can be interpreted.  Stewart (1995), for example, notes that you could come 

up with the answer 91 based on the sequence where the nth term is the least integer 

not less than √en-2.  Many interpretations are possible for any given number sequence.  

In fact, the Laplace interpolation formula allows one to fit a polynomial to any 

sequence of numbers.  As noted by Stewart, this means that infinitely many 

interpretations are possible for any given sequence.  Finding new interpretations is an 

example of high-level perceptual creativity. 

 

PA/SC theory implies that what we know about the world is composed (at least in 

part) of what we know about how to act in it, including what we know about how to 

perceive it.  In this way, PA/SC theory is accordant with Hofstadter’s view that 
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perception is part of cognition, rather than something that feeds into it.  At its current 

stage of development, however, PA/SC theory does not extend to the high-level 

perception of number sequences – some, indeed, may not consider this to be 

perception at all.  Nevertheless, Chalmers et al. say: 

 

It may sometimes be tempting to regard perception as not really “cognitive”, 

something that can be walled off from higher processes, allowing researchers 

to study such processes without getting their hands dirtied by the complexity 

of perceptual processes.  But this is almost certainly a mistake.  Cognition is 

infused with perception.  This has been recognised in psychology for 

decades, and in philosophy for longer, but artificial intelligence research has 

been slow to pay attention. (Chalmers et al. 1995, p.192) 

 

Seek-Whence (Meredith 1986; Meredith 1991) is one of the earliest FARG computer 

models, and it lacks some of the more sophisticated mechanisms that appear in later 

projects.  It does, however, provide a good example of the high-level perceptual 

creativity with which the Fluid Analogies Research Group is concerned.    The Seek-

Whence task is to recognise the nature of number sequences, or to use Hofstadter’s 

words, “to seek whence cometh a sequence” (Hofstadter 1995, p.13).  The Seek-

Whence program interprets number sequences by receiving terms one at a time and 

attempting to build a representation of the mathematical rules that define the 

sequence.  Specifically, it deals with number sequences in a mathematical micro-

domain devised by Hofstadter (1983).  The domain is limited to sequences based on 

relationships such as equality, adjacency, successorship, predecessorship and 

clustering of numbers together into hierarchical perceptual structures.  Concepts such 

as primes and mathematical operations such as multiplication, addition and 

subtraction are excluded. 

 

A typical example of a sequence in the Seek-Whence domain is the so-called 

“marching doubler” (Hofstadter 1995, pp.54-6): 
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1,1,2,3,1,2,2,3,1,2,3,3,1,1,2,3,1,2,2,3,1,2,3,3,1,1… 

 

This can be thought of as an ever-repeating occurrence of the sequence: 

 

1,1,2,3,1,2,2,3,1,2,3,3 

 

Hofstadter (1995), however, points out that there is a more elegant way of capturing 

the nature of this sequence.  It can be further compartmentalised into the following 

groups: 

 

1,1,2,3,   1,2,2,3,   1,2,3,3. 

 

In this way, the sequence can be formed by continually counting from 1 to 3, with one 

of the terms being repeated in each group.  The doubled term “moves” from 1 to 3 

and then returns to term 1.   

 

Some other examples of Seek-Whence sequences are the so-called “Blackburn-

Dozen” (Meredith 1991).  They are as follows (asterisks separate groups): 

 

1.) Raw form: 1 ,2, 3, 4, 5, 6, 7… 

 Parsed form: 1, * 2, * 3, * 4, * 5 … 

 

2.) Raw form: 1, 1, 2, 1, 2, 3, 1, 2, 3, 4, 1, 2, 3, 4, 5… 

 Parsed form: 1, * 1, 2, * 1, 2, 3, * 1, 2 ,3, 4, * 1, 2, 3, 4, 5 * … 

 

3.) Raw form: 2, 1, 2, 2, 2, 2, 2, 3, 2, 2, 4, 2, 2, 5, 2… 

 Parsed form: 2, 1, 2, * 2, 2, 2, * 2, 3, 2, * 2, 4, 2, * 2, 5, 2 … 

 

4.) Raw form: 1, 2, 2, 3 ,3, 3, 4, 4, 4, 4… 

 Parsed form: 1, * 2, 2, * 3, 3, 3, * 4, 4, 4, 4… 
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5.) Raw form: 1, 8, 5, 8, 1, 8, 5, 8, 1, 8, 5, 8, 1, 8, 5, 8,… 

 Parsed form: 1, 8, 5, 8, * 1, 8, 5, 8, * 1, 8, 5, 8 … 

 

6.) Raw form: 2, 1, 2, 2, 2, 3, 2, 4, 2, 5… 

 Parsed form: 2, 1, * 2, 2, * 2, 3, * 2, 4, * 2, 5… 

 

7.) Raw form: 2, 3, 1, 2, 3, 2, 2, 2, 3, 3, 3, 3, 2, 3, 4, 4, 4, 4… 

 Parsed form: 2, 3, (1), * 2, 3, (2, 2), * 2, 3, (3, 3, 3), * 2,3, (4, 4, 4, 4)… 

 

8.) Raw form: 1, 2, 2, 3, 3, 4, 4, 5, 5, 6… 

 Parsed form: 1, 2, * 2, 3, * 3, 4, * 4, 5, * 5, 6… 

 

9.) Raw form: 1, 2, 3, 3, 4, 4, 5, 5, 5, 6, 6, 6… 

 Parsed form: 1, * 2, * 3, 3, * 4, 4, * 5, 5, 5, * 6, 6, 6 … 

 

10.) Raw form: 9, 1, 9, 2, 9, 3, 9, 4, 9, 5… 

 Parsed form: 9, 1, * 9, 2, * 9, 3, * 9, 4, * 9, 5… 

 

11.) Raw form: 1, 8, 1, 2, 1, 8, 1, 2, 3, 2, 1, 8, 1, 2, 3, 4, 3, 2, 1, 8, 1, 2, 3, 4… 

Parsed form: (1), 8, (1), * (2, 1), 8,(1, 2), * (3, 2, 1), 8, (1, 2,3 ) … 

 

12.) Raw form: 1, 8, 5, 5, 8, 1, 1, 8, 5, 5, 8, 1… 

 Parsed form: 1, 8, 5, 5, 8, 1,  * 1, 8, 5, 5, 8, 1, * … 

 

The Seek-Whence program starts with the following eight primitive concepts: 

 

Constant – a structure that always returns one value. 

Countup – a structure that returns successive integers. 

C-Group – a structure that returns a number of copies of a given argument. 

S-Group – a structure that returns a given length run of successive integers. 

P-Group – a structure that returns a given length downward run of integers. 
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Y-Group – a structure that returns a group of integers symmetrical about the centre. 

Tuple – a structure that returns its parameters value. 

Cycle – a structure that cycles through its parameter’s values. 

  

As it progresses, the Seek-Whence program attempts to construct a representation of 

the sequence based on combinations of the eight primitive concepts.  The overall 

process is a multi-agent system - various processes are at work at any one time in 

simulated parallel.  Some agents form term-level bonds (which group terms together), 

while others form bonds between groups.  There are yet other processes that dissolve 

bonds and free terms and groups of terms, so that they might bond elsewhere.  

Meredith (1986; 1991) says that this ongoing procedure of forming and breaking 

bonds, and generally juggling possibilities and combinations, captures the essence of 

the mental processing that seems to be at the core of how human minds deal with 

these sequences.  The result is a representation based on the eight primitives that fully 

describes the sequence, and predicts all subsequent terms.   

 

Processing in Seek-Whence ends once the representation has been constructed.  Like 

the model of Kosslyn and Schwartz, Seek-Whence does not show how the completed 

(high-level) representation is accessed and interpreted for other purposes.  Another 

missing piece of the puzzle concerns the influence of cognition and high-level 

perception on the low-level perceptual system.  Chalmers et al. (1995) acknowledge 

the importance of such effects: 

 

It may well be argued by a sceptic, however, that just as we have insisted 

herein that high-level perception exerts a strong influence on and is 

intertwined with later cognitive processing, so low-level perception is 

intertwined with high-level perception.  This point is well taken.  We 

acknowledge that in the end, a complete model of high-level perception will 

have to take all levels of low-level perception into account as well … 

(Chalmers et al. 1995, p.192). 
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Computer models of perception and cognition based on the computational metaphor 

(such as Seek-Whence) tend to model the way in which a given input representation 

is transformed into an output representation.  The cognitive and perceptual processes 

modelled by these systems are, of course, important to understand.  The 

computational modelling approach is an effective way to clarify and investigate these 

processes.  Nevertheless, the assumption that mental contents are computational 

representations raises questions (such as those mentioned above) that are often 

overlooked.  We will see in the following sections that these issues are of particular 

importance in computer models of productive creativity such as Letter Spirit 

(Hofstadter & McGraw 1995; McGraw 1995; Rehling 2001) and GENESIS 

(Partridge & Rowe 1994). 

 

 

5.5 GENESIS 

 

Most computer models of creativity can be classified as either perceptually creative, 

or productively creative - and in some cases both.  Seek-Whence is an example of 

(high-level) perceptual creativity.  GENESIS (Partridge & Rowe 1994; Partridge & 

Rowe 2002), is both perceptually and productively creative.  As we will shall in the 

next Chapter, Letter Spirit (McGraw 1995; Rehling 2001) is also capable of both 

forms of creativity.    

 

GENESIS discovers patterns in sequences of playing cards.  In this way it is similar 

to Seek-Whence, but it also creates new sequences.  GENESIS operates on a 

simplified version of the Eleusis domain.  Eleusis is a game where the dealer 

generates sequences of playing cards, and the players attempt to guess the rules that 

underlie them.  GENESIS plays a cut-down version of the game and can act as both a 

dealer and a player.  Partridge and Rowe (1994) say that when the system acts as a 

player it is input (perceptually) creative, and when it acts as a dealer it is output 

(productively) creative.  GENESIS deals with four card types: black-even, red-even, 
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black-odd and red-odd.  These four card types make up the “Micro-Eleusis” domain.  

Partridge and Rowe provide the following example: 

 

red-odd, black-even, red-odd, black-even, red-odd … 

 

This sequence follows the rule: red-odd follows black-even, and black-even follows 

red-odd.   

 

GENESIS solves these problems using a version of Minsky’s (1985) K-line strategy.  

Minsky describes the mind as a society of agents that are themselves mindless when 

viewed in isolation.  Each agent is capable of performing some small task that 

requires little or no intelligence in its own right.  Intelligent behaviour emerges when 

a sufficient number of agents work together as a collective.  Minsky’s theory of 

memory involves structures called K-lines.  When a problem is solved by the system, 

a list of the agents contributing to the solution is stored in one of these memory 

structures.  The stored K-line makes it possible to reactivate the original agents when 

a similar problem is encountered in the future.  This avoids reinventing the wheel.  It 

also offers a certain amount of procedural flexibility because as K-lines change, so 

too does the behaviour of the system.  

 

The representations built by GENESIS are finite state automata (rules governing 

transitions between a set of states).  Consider the following finite state automaton: 

 

[1 2 [red-odd]]  [2 1[black-even]] 

 

This means transition from state 1 to state 2 if the card is red-odd; transition from 

state 2 to state 1 if the card is black-even.   

 

Partridge and Rowe (2002, p.233) provide another example: 
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red, black, red, black, red … 

 

According to Partridge and Rowe, GENESIS would construct a representation as 

follows: 

 

 [1 2 [red-even]] [1 2 [red-odd]] [2 1 [black-even]] [2 1 [black-odd]] 

 

This finite state automaton says transition from state 1 to 2 if the card is red-even or 

red-odd; transition from state 2 to state 1 if the card is black-even or black-odd.  

Partridge and Rowe say that GENESIS stores the above representation as the 

following K-line: 

 

[template 1 2][template 1 2][template 2 1][template 2 1] 

 

GENESIS K-lines also contain weights that allow the K-lines to be selected like 

agents, and a censor that is used to trim excess agent activity.  The agents in a 

GENESIS K-line are called “builders”, and they are instructions to transition from 

one state to another.  They do not specify any particular content; that is, they do not 

specify which cards should result in a state transition (hence the term template).  If a 

sequence is encountered in the future that starts to look like it has similar state 

transitions, the K-line can be resurrected and applied to the new circumstance.   

 

Partridge and Rowe (1994) use a further example to explain this K-line activation 

process.  Suppose GENESIS has previously stored the following K-line: 

 

([template 1 2][template 2 1]) 

 

If GENESIS encounters a new sequence that activates a builder such as [1 2 red-odd], 

the K-line will recognise one of its own elements (a state transition from 1 to 2) and 

will itself become available for selection.  The K-line can then be treated as a builder; 
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for example, if the K-line above is called K1, it is possible to end up with the 

following representation: 

 

 (K1, [template 2 3], [template 3 1]) 

 

GENESIS is a detailed model of the cognitive processes underlying creativity in the 

Micro-Eleusis domain, but as with most cognitive models, it ends with the 

constructions of a representation.  As we have seen, it is usually assumed that mental 

contents are computational representations.  As a consequence, it is typically accepted 

that the construction of a representation is sufficient for a computer model of 

creativity - once the representation has been constructed, it can be output to a file or 

to the screen.  GENESIS, for example, constructs a finite state automaton during both 

its perceptual creativity phase and its productive creativity phase.  This is, however, 

inconsistent with the way the human nervous system works.  Even if mental images 

(and/or mental concepts) are representations, you cannot dump the contents of your 

brain to an output file the way a computer can.  Anything a person produces (a 

picture, a card sequence, a vocalisation, etc) requires coordinated action in the world.  

Computer models of productive creativity that overlook this do not explain how 

mental content is harnessed in order to produce an output.  Outputting the 

representation itself does not explain this.   

 

If PA/SC theory is correct, there are no internal representations to output.  A 

computer model based on this theory would have (in place of representations) an 

array of decoupled schema-guided exploratory activities, which are organising, 

adapting and preparing to engage the environment.  These cannot be output as a final 

product, because they are not depictive or descriptive representations – they define a 

plan for perceiving a prospective result.  How then could a computer model based on 

PA/SC theory harness its capacity for mental imagery in order to generate a creative 

product?  Following the account of productive creativity developed in Chapter 4, it 

would need to perform additional schema-guided actions in coordination with those 
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used to image the intended product.  These actions would not be perceptual in nature, 

but actions that form a product suitable for perception under the guidance of the 

imagery schema.  As the product takes shape, the imagery schema could be deployed 

in an act of perceptual evaluation.  In this way, the system would be able to judge the 

results of its actions.  The coordinated interaction between productive activities and 

perceptual/imagery activities also paves the way for a PA/SC based implementation 

of the “central feedback loop of creativity” (Hofstadter & McGraw 1995, p.450).  I 

will discuss the central feedback loop of creativity in the next chapter.   

 

 

5.6 Summary 

 

This chapter considered how PA/SC theory could, in principle, be implemented in a 

computer model.  Such a model would have the following characteristics: 

 

• The perceptual system would access the environment rather than the input.  

The input would play a role in this process, but would not itself be the object 

of perception. 

• While engaging the environment, the computer model would discover the 

applicable laws of sensorimotor contingency and store these as a schema. 

• The computer model would not contain representations of what is imaged.  

Instead it would implement a form of schema-guided perceptual exploration, 

allowing it to act as if it is engaging the environment. 

• Generating a creative product would not be a matter of outputting an internal 

representation.  It would involve coordinated action in the environment.  

Specifically, it would involve modifying the environment to satisfy a pre-

prepared and co-existing perceptual/imagery schema. 
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6 Letter Spirit 
 

 

 

In the previous chapter I reviewed some computer models of mental imagery and 

creativity.  This chapter looks at one more – Letter Spirit.  This model requires special 

attention because the Letter Spirit domain was chosen for PABLO (the new computer 

model based on PA/SC theory).  I begin this chapter with a conceptual overview of 

the Letter Spirit project, which is “an attempt to model central aspects of human 

creativity on a computer” (Hofstadter & McGraw 1995, p.407).  I discuss the aspects 

of creativity to which Hofstadter and McGraw refer, and I describe the conceptual 

design originally proposed.  In the second part of the chapter I describe the current 

Letter Spirit implementation. 

 
 

6.1 Objectives of the Letter Spirit project 

 

The Letter Spirit domain has its origins in the early work of Hofstadter (1979; 1985).  

The micro-domain is a framework for creating stylistic variations on the lowercase 

letters of the Roman alphabet.  Letters are rendered on the grid depicted in Figure 6-1.  

Despite the obvious restrictions, there is substantial scope for creativity in the domain.  

In fact, Hofstadter says that the restrictions of the grid are advantageous in the study 

of creativity because each change can lead to a substantial change in the category of a 

letter (Hofstadter 1985; McGraw & Hofstadter 2002); he says that “compression 

down into very coarse grids, forces one to deal with conceptual and perceptual 

essence of visual forms” (Hofstadter 1985, p.601).  Figure 6-2 shows some human 

designed fonts in the Letter Spirit domain – these are known as “gridfonts.” 
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Figure 6-1   The Letter Spirit grid. 
The gridletter rendered in the diagram belo
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Figure 6-2   Some human designed gridfonts. 
The fonts in this figure are reproduced from the Letter Spirit web site: 

http://www.cogsci.indiana.edu/farg/mcgraw/lspirit.html 
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Hofstadter and McGraw say that if a program is to qualify as ‘creative’ it must meet 

the following criteria:   

 

• The program itself must arguably make its own decisions rather than simply 

carrying out a set of design decisions all of which have already been made, 

directly or indirectly, by a human; 

• The program's knowledge must be rich - that is, each concept must on its own 

be a nontrivial representation of some category with flexible criteria for 

judging degrees of membership, and among diverse concepts there must be 

multiple explicit connections. 

• The program's concepts and their interrelations must not be static, but rather 

must be flexible and context-dependent. 

• The program must experiment and explore at a deep conceptual level rather 

than at a shallow surface level. 

• The program must be able to perceive and judge its own tentative output and 

be able to accept it, reject it, or come up with plausible ideas for improving it. 

• The program must gradually converge on a satisfactory solution through a 

continual process in which suggestions coming from one part of the system 

and judgments coming from another part are continually interleaved. 

 

(Hofstadter & McGraw 1995, p.411, original emphasis)  

 

 

The Letter Spirit architecture is “an attempt to model each of these aspects, albeit in a 

rudimentary way” (Hofstadter & McGraw 1995, p.411).  Processing begins with one 

or more human designed seed letters.  The letters ‘b’, ‘c’, ‘e’, ‘f’ and ‘g’ are typically 

used as seeds.  After the system has perceived the seed letters, it attempts to generate 

the remainder of the gridfont in a similar style.  For any given set of seed letters, there 

are many possible outcomes, and these can vary significantly in quality.  As we shall 

see, the Letter Spirit program generates fonts that are both legible and consistent with 

the style of the seeds, but it is the way it models the various aspects of human 
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creativity listed above that makes it an important model.   To fully appreciate this, we 

need to consider Letter Spirit’s architecture.  

 

 

6.2 Overview of Letter Spirit’s architecture 

 

The discussion of the architecture presented in this section relates to the Letter Spirit 

project as it was conceived in 1995.  The project has moved on since then, but I begin 

with the original concept because it differs in some respects from the current 

implementation.  It was envisaged, for example, that there would be a module called 

the “Imaginer” (Hofstadter & McGraw 1995, p.444).  The Imaginer was not 

implemented, but it is important to consider because it relates to the role of 

imagination in creativity.    

 

According to the original concept of Hofstadter and McGraw (1995), Letter Spirit was 

to include four global memory structures – the Scratchpad, the Visual Focus, the 

Thematic Focus and the Conceptual Memory.  The Scratchpad was to be a “virtual 

piece of paper” (Hofstadter & McGraw 1995, p.436).  This was to be the system’s 

environment rather than an “aspect of mental activity” (p.436).  The Visual Focus was 

to be the location where “perceptual structures representing a given gridletter are built 

up and converge to stable categorical and stylistic interpretations” (p.436).  The 

Thematic Focus was to implement the system’s “dynamically changing set of ideas 

about the stylistic essence of the gridfont under way” (p.437).  The Conceptual 

Memory was to be the program’s long-term memory - its “locus of permanent 

knowledge and understanding of its domain” (p.436).  The Conceptual Memory was 

to store information about letters.  For example, it was to store the fact that a letter ‘b’ 

is composed of a “post” and a “bowl.”  The Conceptual Memory was also intended to 

contain relationships between concepts, such as the fact that the concept of a “bowl” 

is closely related to the concept of a “circle.”   
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6.3 The central feedback loop of creativity 

 

The perceptual and creative processes in Letter Spirit were intended to be “emergent 

in the sense that they result from the actions of a large number of independent 

codelets” (Hofstadter & McGraw 1995, p.434).  The following emergent activities 

were proposed by Hofstadter and McGraw: 

 

• The high level conceptual activity of selecting or inventing a letter-

conceptualisation, and then devising a letter-plan (i.e., either an idea for an as-

yet undesigned letter or possibility for improving an already-designed letter); 

• The intermediary activity of translating a fresh letter plan into a concrete 

shape on the Scratchpad; 

• The relatively concrete perceptual activity of examining a newly-drawn shape 

and categorising it (i.e., deciding which letter of the alphabet it is, and how 

unambiguously so); 

• The more abstract activity of recognising the stylistic attributes of a newly 

drawn letter and deciding how to treat them.  

 

(Hofstadter & McGraw 1995, p.443-4, original emphasis) 

 

The activities listed above can be thought of in terms of four modules (the Examiner, 

the Adjudicator, the Imaginer and the Drafter).  The Examiner was to determine a grid 

letter’s type - whether a given letter is an ‘a’, ‘b’, ‘c’, etc.  The Adjudicator was to 

judge stylistic qualities and ensure stylistic consistency.  The Imaginer was to make 

decisions at an abstract level (unrestrained by the confines of the grid) and hand them 

onto the Drafter.  The Drafter was to draft the Imaginer’s suggestions on the grid.   

 

The four emergent modules were to work together in an ongoing creative process of 

guesswork and evaluation.  Together they were to make intuitive guesses, which 

would be evaluated and refined until the system arrived at a satisfactory result.  
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Hofstadter and McGraw (1995, p.450) refer to this process as the “central feedback 

loop of creativity”.  In the case of Letter Spirit, it was intended to proceed as follows:  

 

• A seed letter is supplied. 

• The Examiner determines its type. 

• The Adjudicator determines its spirit or style. 

• The Imaginer consults the Conceptual Memory and forms an analogy with a 

similar letter. It hands its abstract analogical conceptualisation on to the 

Drafter. 

• The Drafter renders the conceptualisation onto the grid. 

• The Examiner tests the output for correct letter type. If the Examiner is not 

satisfied with the result it complains to the Imaginer. 

• The Adjudicator tests the output for consistency in style with the seed letter.  If 

the Adjudicator is not satisfied, it complains to the Imaginer. 

• A to-and-fro ensues between the four modules until a result that is satisfactory 

to all is produced. 

 

Hofstadter and McGraw (1995, p.451) say that the central feedback loop of creativity 

“is not anything close to being a loop in the computer-science sense of the term – it is, 

rather, a back-and-forth flow of intensity of activity in different tasks.”  They explain 

this using an example, which begins with the letter ‘f’ depicted in Figure 6-3.  The 

task is to create a ‘t’ in the same style. 

 

Hofstadter and McGraw (1995) say that the first step is to identify the letter’s 

category, which is accomplished by segmenting the letter into parts such as a “post” 

and a “hook.”  The post/hook segmentation might result in the letter categories “f” 

and “l” being considered.  Selecting the “f” as the best fit involves a crossbar 

suppressing norm-violation.  A “norm-violation” (Hofstadter & McGraw 1995, p.456) 

is a violation of applicable norms, such as the norm that an ‘f’ has a cross-bar.  The 
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Figure 6-3   A seed letter. 
This seed letter is an ‘f’ with no cross bar. 

Based on Hofstadter and McGraw (1995, fig.10-17). 
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Figure 6-4   A letter ‘t’ with an “under-done”
Based on Hofstadter and McGraw (1995, fig.10
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next step is to generate a letter ‘t’ in the same style.  Hofstadter and McGraw say that 

the obvious approach is to suppress the crossbar of the ‘t’.  In this case, the suggestion 

would be passed to the Drafter, which would attempt to render a ‘t’ with no crossbar.  

The Examiner would then evaluate the Drafter’s effort and complain to the Imaginer 

that the output looks more like a letter ‘l’.  In response, the Imaginer would make a 

conceptual slippage from “suppress crossbar” to “under-do crossbar.”  A “conceptual 

slippage” is FARG terminology for the ability to slip from one concept to a similar, 

but advantageous, concept.  In this example, the slippage allows the spirit of the seed 

letter to be retained, but it yields an answer that is more legible in terms of letter 

category.  The new plan would be handed back to the Drafter for another attempt (see 

Figure 6-4).  The result would again be scrutinised by the Examiner, and this time 

accepted.  The Adjudicator would simultaneously evaluate the Drafter’s efforts for 

stylistic acceptability.  This back-and-forth flow of information between different 

parts is what Hofstadter and McGraw mean by the “central feedback loop of 

creativity.” 

 

 

6.4 The Letter Spirit Implementation 

 

The remainder of this chapter looks at the current Letter Spirit implementation.  The 

Letter Spirit domain was chosen for PABLO, in part, because it allows a comparison 

with a well-known computer model that conforms to the computational metaphor.  

PABLO is intended to implement PA/SC theory rather than to replicate the intricacies 

of high-level cognition modelled in Letter Spirit, but there are important parallels 

between the two models.  They both, for example, model perception and creativity in 

the Letter Spirit domain.  In order to make a sufficiently meticulous and careful 

comparison, it is necessary to discuss the Letter Spirit implementation in detail.  Some 

readers may not, however, be interested in the level of detail provided, and may 

choose to skip to Chapter 7 where I begin the discussion of PABLO.   
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6.5 The Letter Spirit Examiner 

 

The Examiner is responsible for determining the category of letters on the grid, but 

the module is more than a character recognition system.  Hofstadter and McGraw 

(1995) say that its purpose is to model the interactions between the bottom-up and 

top-down processes involved in the perception of gridletters.  Bottom-up processes 

are responsible for segmenting a letter into parts.   Parts are specific shapes (or groups 

of quanta) on the grid; for example, a letter ‘b’ can be segmented as shown in Figure 

6-5.  The segmentation is driven by the Examiner’s top-down processing.  For 

example, the Examiner may trigger a top-down process associated with a ‘b’ in 

response to the gridletter depicted in Figure 6-5.  In this case the system will tend to 

split up or combine previously constructed parts, such that they better fit the 

applicable “roles” (p.412).  A “role” is a component that makes up a letter.  A letter 

‘b’, for example, can be thought of as two roles, a left-post and a right-bowl.  Roles 

are “not explicit shapes per se but are ideas for what the shapes eventually drawn on 

paper should be like” (p.412).  Hofstadter and McGraw say that “the final stage of the 

recognition process occurs when parts and roles have mutually accommodated to 

yield a satisfactory realisation of exactly one whole” (p.441).  This is better 

understood when the implementation is considered.  

 

 

6.5.1 Coderack 

 

Processing in the Examiner involves a coderack.  Coderacks have appeared in other 

FARG models including Copycat (Mitchell 1993), Metacat (Marshall 1999) and 

Tabletop (French 1992).  This approach was also used in GENESIS (Partridge & 

Rowe 1994).  A coderack is responsible for processing active codelets (or agents) in a 

non-deterministic fashion.  The Examiner’s codelets come in a variety of types, and 

each performs a small individual task.  Codelets are selected for processing by the 

coderack based on their relative weights; the higher an agent’s weight, the greater its 
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chance of being selected.  There is also a variable known as the “temperature”, which 

moderates the processing order.  As the temperature increases, the influence of the 

weights diminishes so that selection becomes more random.  This codelet selection 

strategy implements the “parallel terraced scan” (Hofstadter & McGraw 1995, pp. 

435-6).  The parallel terraced scan is a technique used to concurrently search many 

possibilities, but with preference being given to more promising routes.   
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6.5.2 Workspace 

 

In its first incarnation (McGraw 1995), the Examiner had a form of working memory 

called the Visual Focus.  McGraw describes it as “short-term, subcognitive memory” 

(McGraw 1995, p.147).  The working memory (or Visual Focus) used in the current 

version of the Examiner has been rebranded the “Workspace” (Rehling 2001, p.158).  

Rehling says that the first step performed by the Examiner during a recognition task is 

the segmentation of the gridletter.  The segmentation is carried out by a codelet 

known as the Gestalt, which uses built-in rules to group quanta into parts (such as 

those depicted in Figure 6-5).  Lists of quanta that make up letter parts are stored in 

the Workspace.  As we shall see, the Workspace also contains semantic labels such as 

“tall” and “skinny”, which describe the parts.  Rehling (2001, p.207) says that “a 

segmented letterform - is meant to model a representation in conscious working 

memory.”   

 

 

6.5.3 Conceptual Memory and the Conceptual Network 

 

In addition to the Workspace (or working memory), the Examiner accesses the 

Conceptual Memory, which is Letter Spirit’s “long-term memory” (Rehling 2001, 

p.158).  Other modules share the Conceptual Memory, but not all modules access all 

sections.  In the case of the Examiner, the Conceptual Memory consists of roles that 

underlie letters and the role-sets that describe how roles form letters.  As mentioned in 

Section 6.5, a role is an abstract concept relating to the intended appearance of a 

shape.  A “role-set” (2001, p.159) defines how roles combine to form a letter.  For 

example, the Conceptual Memory specifies the norms associated with each role.  

Norms are implemented as a weighted list of possible values.  Letter parts are 

compared to these norms for a match with their corresponding roles.   

 

The Conceptual Memory also defines how roles are related.  The stored data-
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structures that define these relationships are called “R-roles” (Hofstadter & McGraw 

1995, p.415; Rehling 2001, p.164).  One example of an R-role is the “contact R-role” 

(Rehling 2001, p.164), which describes how roles should make contact with each 

other.  For example, the bowl of a ‘b’ should make contact with the post at its base, 

and on the right hand side.  The extent to which a gridletter conforms to stored R-roles 

influences the output of the Examiner. 

 

Letter Spirit’s Conceptual Memory includes a localist connectionist network called 

the Conceptual Network (see Figure 6-6).  Each node represents a role or a role-set, 

and is associated with an activation level between one-hundred and negative one-

hundred.  The initial activation of the conceptual network is set at the same time as the 

initial segmentation.   As processing continues, activations are assigned based on each 

node’s current activation and the activation of the nodes to which it is linked.  Rehling 

(Rehling 2001, p.207) says that this models a “fast-acting distributed mechanism” 

which (in humans) results in the “conscious awareness of probable candidate letter 

categories” (p.207).   
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Figure 6-6   The Letter Spirit Conceptual Network. 
Based on Rehling (2001) fig. 5-1. 
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6.5.4 Codelets 

 

There are nine codelet types used in the Examiner.  These are summarised in Table 

6.1.  Following the initial segmentation into parts, and the activation of the conceptual 

network, processing continues as follows:  Labeler codelets tag the parts with 

syntactic labels such as “tall” and “skinny.”  Other codelets compare the labels to the 

norms defined for roles.  If a match is found, Sparker codelets are added to the 

coderack, which in turn activate the relevant semantic roles.  Active roles further 

activate role-sets and vice-versa, thereby spreading activation throughout Conceptual 

Memory.  If the activation of a particular role-set becomes significantly higher than 

the others, the role-set’s corresponding letter category is returned as the answer.   

Rehling (2001, p.207) says that this represents the “conscious decision to prefer one 

role set (and thus its corresponding letter category)”.  Rehling also says that “the loss 

in activation of a highly active role-set represents the removal of this role-set from the 

list of possible answers in conscious consideration” (p.207).  Similarly, the “conscious 

recognition that the current segmentation is unprofitable” (p.208) is modelled by the 

system’s ability to re-segment and start again when it encounters difficulty.   

 

 

6.6 The Adjudicator 

 

The Adjudicator (originally known as the “Abstractor”) is responsible for determining 

the style of a letter.  According to Hofstadter and McGraw: 

 

… The Abstractor [now called the Adjudicator] is concerned with a more 

abstract type of category membership – namely stylistic consistency.  It is not 

enough for a candidate letterform to be perceived by the Examiner as a strong 

member of its intended letter category; that letter must also be judged by the 

Abstractor as embodying the same stylistic qualities as the seed letter(s) and 

any already-generated letters (Hofstadter & McGraw 1995, p.449). 
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Table 6.1   The Examiner Codelets. 

 

Codelet Description 

Gestalt An approximate letter identifier that sets the initial activations of the 

conceptual network. 

Looker Decides if a part is worth labelling. 

Pacifier Deals with unlabelled parts.  For example, the agent can add 

codelets to label the  part.  It can also disassemble the part. 

Labeler Labels the parts.  Each part can have up to nine labels. 

Label Checker Verifies that a part has enough labels.  If so, a Sparker codelet is 

added. 

Top-glommer Combines a whiny part with a neighbour.  If the combination is 

successful then a new part has been created. In this case a Gestalt 

and two Lookers are added to the coderack. 

Top-breaker Breaks a part into two smaller parts and adds a Gestalt and two 

Lookers to the coderack. 

Sparker Activates roles and binds them to the part. 

Activation 

Spreader 

Spreads activation. It can also reset activations and set off a Gestalt 

codelet. 
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Stylistic qualities in the current version of the Adjudicator are implemented in terms 

of three specific categories: these are motifs, norm violations  and abstract rules.  

These categories were originally proposed by Hofstadter and McGraw (1995).  

 

Motifs:  Motifs are small shapes defined by quanta that are repeated throughout a 

gridfont.  Motifs can be rotated or reflected in different directions in different parts of 

the gridfont.  Hofstadter and McGraw (1995, p.426) give the example of a “tilted 

hexagonal ring”.  An example can be seen in “Benzene Left” (see Section 8.3).  

Another example is a “two-quantum backslash crossing the central zone” (p.426), 

which is prevalent in “Double Backslash.”  

 

Norm-Violations:  Hofstadter and McGraw (1995, p.426) say that a norm-violation 

“characterises how a specific role tends to be instantiated, independently of the 

specific letter it belongs to.”  Norm-violations consist of things like variations in the 

size of a role-filler (for example, shortened posts and stems).  The rules defining 

norm-violations are built into the Adjudicator.  Rehling (2001, p.223) says that 

“[m]ost of them are defined in terms of a dimension along which a role-filler may be 

measured, and the norm violation notes whether this quantity, in the role-filler, is 

different from the value expected in the norms for the corresponding role.”  

 

Abstract Rules:  The other stylistic property dealt with by the Adjudicator is the 

abstract rule.  Rehling (2001) says that there are thirty abstract rules hard coded into 

the Adjudicator.  Fifteen of these represent prohibited zones on the grid.  Six represent 

prohibited orientations of quanta (for example, diagonals).  Another six represent 

prohibited angles between touching quanta.  Two of the remaining abstract rules 

prohibit straight segments longer than two or three quanta.  The final abstract rule 

prohibits stretches shorter than two quanta.   

 

The Adjudicator uses the Workspace and the Thematic Focus.  The Workspace was 

described in Section 6.5.2.  It is the component of Letter Spirit’s working memory 
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where representations are built up.  In the case of the Adjudicator, the representations 

are stylistic qualities, which relate to the current letter on the grid.  These are linked to 

the Thematic Focus, which contains a representation of the gridfont’s style (as 

opposed to the Workspace, which relates to the current gridletter).  The Thematic 

Focus in the current implementation is a two-dimensional array, where each column 

represents a particular stylistic property, and each row (of which there are six) 

describes the degree to which a property is relevant.  The Adjudicator forms links 

between representations of stylistic properties in the Workspace and representations in 

the Thematic Focus.  Successful links are put on a list for promotion, while failed 

attempts are put on a list for demotion.  The Adjudicator uses this process of 

promotion and demotion to extract feature information from the grid and build up a 

representation of style in the Thematic Focus.  As we will see, this representation 

influences the style of letters rendered by the Drafter module.   

 

 

6.7 The Imaginer 

 

The Imaginer has not been implemented, but according to Hofstadter and McGraw 

(1995) its intended purpose was to make abstract and unrestrained decisions about 

potential gridletters.   

 

The Imaginer does not deal with, or even know anything about, the constraints 

defined by the Letter Spirit grid (i.e., the fact that letterforms are made up of 

discrete quanta); rather, it functions exclusively at the abstract level of roles. Its 

job is to make suggestions about roles, which it then hands on to the Drafter … 

(Hofstadter & McGraw 1995, p.444) 

 

The Imaginer’s suggestions were to include stylistic properties such as norm-

violations and role-regroupings.  Hofstadter and McGraw (1995, p.444) provide 

examples of norm-violations such as “bend the tip of the ascender to the right” and 
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“make the bowl narrow.”  An example of a role-regrouping is depicted in Figure 6-7.  

Here, the intuitive roles of an ascender and a crossbar (which normally make up the 

letter ‘t’) are replaced with the roles of a top-left bend and a bottom-right bend.  

Hofstadter and McGraw say that the abstract concepts illustrated in the figure are not 

intended to be depictions.  In other words, they are not representations such as those 

proposed by Kosslyn (1994).  Instead, they are intended to be purely mental concepts.   

 

… no shapes are involved at any time; rather, the Imaginer deals exclusively 

with abstractions – abstractions that, to be sure, have the general “feel” of 

shapes, in that they are associated with spatial locations and have spatial 

functionalities – but such abstractions are not shapes … Despite the picture, 

one has to keep in mind that the pulling-apart and reattaching operations are 

actually just mental, as opposed to being splicing operations on graphics 

shapes. (Hofstadter & McGraw 1995, p.445, original emphasis). 

 

Letter Sprit’s mental operations and abstractions were to be realised as a “suitable 

internal formalism rather than colloquial English” (Hofstadter & McGraw 1995, 

p.444).  As outlined in Chapter 3, description theory is the view that a language of 

thought underlies mental imagery.  One of the advantages of this approach is that 

descriptions are free from the spatial constraints imposed by depictive representations.  

The “internal formalism” to which Hofstadter and McGraw refer, seems to be 

consistent with the descriptionist view.  According to Pylyshyn (2002a, p.166), “what 

it means to have a mental image of a chair is that you are having an experience like 

that of seeing a chair”, but the underlying data-structures are implemented as a “set of 

sentence-like expressions in a language of thought” (p.167).  Hofstadter and McGraw 

say that concepts have the “general ‘feel’ of shapes” (p.445) but they are underpinned 

by a “suitable internal formalism” (p.444).  This account is similar, if not equivalent, 

to Pylyshyn’s account of description theory. 
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Figure 6-7   An example of role regrouping. 
The example is reproduced from Hofstadter and McGraw (1995, p.445).  

The top row illustrates how the abstract concept of a role can be 

regrouped.  The bottom row shows some possible ways in which the 

regrouped roles can be rendered on the grid. 
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Although Hofstadter and McGraw (1995) seem to imply a form of descriptionism, this 

cannot be verified by reference to the program because the Imaginer was not 

implemented.  We can, however, look at the current (sans-Imaginer) implementation.  

Rehling (2001; 2002) says that a full Letter Spirit run incorporates between three 

hundred and five hundred drafting attempts.  The best twenty-six letters (from the 

pool) are ultimately selected for final output.  Letter Spirit contains an internal copy of 

the grid, which is part of the Workspace (its working memory).  As we shall see in the 

next section, this memory structure is where the Drafter makes its attempts at various 

gridletters.  I mention it here because the gridletters constructed by the Drafter are 

depictive representations in an area of working memory.  The use of depictive 

representations makes the current Letter Spirit implementation seem like (among 

other things) an implementation of depictive theory.  This is in contrast to the 

seemingly descriptionist design originally proposed.    

 

 

6.8 The Drafter 

 

According to Hofstadter and McGraw’s original concept (1995), the purpose of the 

Letter Spirit Drafter was to receive abstract suggestions from the Imaginer, and adapt 

them to the constraints of the grid.  The current version of Letter Spirit has no 

Imaginer, and the Drafter instead derives its input from the Conceptual Memory and 

the Thematic Focus.  The Drafter renders its output in the Workspace.  Rehling (2001, 

p.255) says that “[t]he Workspace is a copy of the grid where the Drafter attempts to 

render a new gridletter.”   

 

The Drafter uses a number of methods to generate candidate letters in the Workspace.  

The first method is to borrow an entire gridletter from a memory structure known as 

the Library.  The Drafter can also draft role by role.  In this case the Drafter borrows 

roles (rather than complete letters) from the Library and assembles them.  The third 

alternative is to draft quantum-by-quantum.  In this case, quanta are rendered one-by-
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one until the gridletter is completed.  Letter Spirit does not model the way in which 

the final internal representation (in the Workspace) is reproduced in the system’s 

environment (i.e. the grid).  The newly formed representation (regardless of the 

method used to produce it) is the final product of a single drafting run.   

 

 

6.9 The Letter Spirit top-level program 

 

The top-level program binds the other modules together and orchestrates their 

processing.  Rehling (2001) says that the top-level program operates in two phases.  In 

the first phase, the Examiner determines the seed letter’s category and the Adjudicator 

builds up a representation of style.  The second phase involves drafting many versions 

of each letter.  For each cycle, the letter to be drafted is selected non-deterministically, 

but with bias towards letters that do not yet have a high quality candidate.  The 

Drafter is then activated and a letter is produced in the Workspace.  The Examiner and 

Adjudicator rate the resultant gridletter.  After the loop has run approximately five 

hundred times, the highest rated letter in each category is inserted into the completed 

gridfont.  This gridfont represents the system’s final creative product.  Rehling (2001, 

p.345), says that the “review-and-revision strategy” implemented by this loop 

“mimics the activity that is evident in human creative endeavours”.  The ability of a 

system to evaluate its own output is an important aspect of the central feedback loop 

of creativity.  

 

 

6.10 Summary 

 

Letter Spirit is a computer model of creativity.  Its purpose is not simply to replicate 

the outward appearance of creativity, but to model the cognitive processes that 

underlie it.  These processes include those involved in the perception of letter type, 

the perception of letter style, as well as drafting.  Letter Spirit is unique in the way it 
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achieves this, but it conforms to the computational metaphor because mental contents 

are equated with computational representations.  For example, Letter Spirit generates 

depictive representations in a data-structure called the Workspace (its short term 

memory).   Letter Spirit also models mental processes as computational processes that 

act on its internal representations.  Letter Spirit is sophisticated in the way it does this; 

for example, it uses many fine-grained processes (in the form of codelets) to 

implement a form of fluid analogy making.  The Examiner, nevertheless, conforms to 

the computational metaphor both in the way it models mental content and mental 

processes.  We will see in the next chapter that PABLO is based on a different 

approach. 



   

 

 

7 PABLO – A Conceptual Overview 
 

 

 

Thomas (1999, p.237) says that PA/SC theory “remains theoretically underdeveloped 

and empirically untried.”  This thesis is an attempt to clarify and test PA/SC theory 

using a computational modelling approach.  In this chapter I introduce PABLO, which 

stands for Perceptual Activity Based Letterspirit mOdel.  As the contrived acronym 

suggests, the challenge is to create a computer model of creativity based on PA/SC 

theory that operates in the Letter Spirit domain.  This chapter provides an overview of 

PABLO’s conceptual design, and draws some initial comparisons with Letter Spirit.  I 

discuss the implementation details and results in the chapters that follow. 

 

 

7.1 Choosing the implementation level 

 

Unlike Letter Spirit, PABLO models mental content at the level of schema-guided 

activity.  According to Hofstadter (1995), the level at which cognitive mechanisms are 

characterised is important.  He says: 

 

Other branches of science have faced similar level-specification problems, some 

of which have been fairly satisfactorily resolved.  If one thinks about the 

behavior of gases, for instance, they are best described, for many purposes, by the 

macroscopic laws of thermodynamics, even though gases are well known to be 

composed of astronomical numbers of molecules, and can thus be described at 

the lower level of statistical mechanics (Hofstadter 1995, p.485).  
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What is the most appropriate level for a computer model of creativity?  Is it enough to 

model the outward appearance of creativity, or is it better to model the underlying 

processes?  AI researcher Steve Grand (Grand 2000, p.73) says that “copying the 

outward appearance of intelligence rather than the structures that give rise to it is 

cheating and doesn’t really work.”  Hofstadter and McGraw seem to agree.  They cite 

DAFFODIL (Nandard, Nandard, Gandara & Porte 1989) as a poor model of human 

creativity (whether or not it was intended to be one) precisely because it only 

implements the external pretence of creativity.  Hofstadter and McGraw (1995) 

identify a similar problem with “GridFont” (Grebert, Igor, Stork, Keesing & Mims 

1992).  GridFont is a three-layered back-propagation neural network.  Like Letter 

Spirit and PABLO, it generates fonts in the Letter Spirit domain.  Hofstadter and 

McGraw are critical of GridFont, not because of its output, but because it does not tell 

us anything about the cognitive processes involved in creativity.  They say: 

 

The real problem we see with this project is that it completely bypasses the 

cognitive issues that we are concerned with: what it is that happens in the 

mind when human beings engage themselves in tasks that require 

concentration over an extended period of time, tasks that require going back 

and looking at what one has done, judging it, adjusting it, abstracting from it, 

and so forth – in short, the wealth of cognitive and subcognitive activities that 

were subsumed under the term “central feedback loop of creativity” 

(Hofstadter & McGraw 1995, p.463) 

 

If PABLO is to be a valid model of creativity, it must adequately model some of the 

mental phenomena involved in creativity, and not simply replicate creativity’s 

outward appearance.  PABLO is an attempt to do this, but at the level of schema-

guided activity (as discussed, this is the level at which PA/SC theory says that mental 

phenomena are best described). 
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7.2 Overview of PABLO’s design 

 

The following chapters describe the details of PABLO’s implementation and the 

results obtained, but I begin here with an overview.  See Figures 7-1 to 7-3 for 

schematic depictions of PABLO’s architecture during different phases of its 

operation.  PABLO is consistent with the core commitments of PA/SC theory.  For 

this reason, the design incorporates the key components depicted in Figure 3-1 (p.29). 

 

 

 

 
 

Figure 7-1   A schematic depiction of PABLO - training phase. 
Agents on the coderack work together to guide action in the current 

context.  A fully formed collection of agents constitutes a schema, which 

can be stored in memory. 
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Figure 7-2   A schematic depiction of PABLO – recognition phase. 
A gridletter is recognised when a stored schema is re-activated that 

successfully guides action in the current context,  

 

 
Figure 7-3   A schematic depiction of PABLO – drafting phase 
PABLO includes a drafting instrument, which is guided by a drafting 

schema.  During the drafting phase, a perceptual schema and a drafting 

schema work together to modify the grid. 
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As illustrated in Figure 7-1, PABLO is a multi-agent system.  The agents collectively 

guide the perceptual instrument and seek out sensorimotor contingencies that are 

applicable to letters on the grid.  In this way, the set of active agents constitutes a 

schema.  Schemata that are found to be effective can be stored and reused when 

similar circumstances arise.  PABLO’s schemata do not stand in for the environment 

– they are not interpreted, inspected, or otherwise accessed by other parts of the 

system as surrogates for gridletters.  Instead, they guide the actions of the perceptual 

instrument and are modified as a consequence of the activity they guide (I return to 

this issue in Section 8.1.8, and later in Section 10.3, where I discuss the 

implementation of PABLO’s schemata).  The agents engage the perceptual instrument 

(one at a time) and issue a request for a perceptual action.  The actions carried out by 

the perceptual instrument are traversals of the segments that make up the grid.  Each 

action generates feedback, which is returned to the agents.  The feedback is 

determined by the state of the traversed quantum (which can be active or inactive).  

As I commented in relation to Figure 3-1, a schema, as it exists in the human nervous 

system, should not be construed as distinct from the perceptual instruments.  As I 

interpret PA/SC theory, the perceptual instruments extend the schema to provide an 

interface with the world. 

 

We have seen that Letter Spirit stores concepts about letters in its Conceptual 

Memory.  This knowledge is built into the system and is not added to during 

processing.  PABLO is different in this respect because it does not begin with pre-

established knowledge about letters - it must be trained.  PABLO is not an exercise in 

machine learning, but it does require some degree of learning ability because 

perception (according to PA/SC theory) involves continual modifications to the 

schema by which it is guided; and this is a form of learning.    
 

During the training stage, an archetypical example of each letter of the alphabet is 

presented to the system (by rendering it on the grid).  An assortment of agents is then 

added to the coderack.  As the agents engage the perceptual instrument, they 
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collectively generate the ongoing behaviour of the system.  The set of perceptual 

actions (and expected feedback relationships) that are found to be applicable, are 

retained in the system’s long-term memory as a stored schema.  There is little in the 

literature to indicate how a schema should be implemented, but Thomas (1999) does 

say: 

 

…schemata are best understood not as fixed, linear sets of instructions, but as 

having a branching network or tree structure (Rumelhart 1980) so that the 

results of each test can feed back to influence which branch will be followed, 

and thus which further tests will be performed. (Thomas 1999, p.218) 

 

As we shall see in the next chapter, the approach described above was used in 

PABLO.  Once fully trained, PABLO is ready to engage in mental imagery.  By 

coordinating its perceptual/imagery activity with the actions of the drafting 

instrument, PABLO can also model the role of mental imagery in productive 

creativity. 

 

 

7.3 PA/SC theory and the central feedback loop of creativity 

 

There are no mental phenomena depicted in Figures 7-1 to 7-3, but perception and 

mental imagery are an important part of what PABLO is intended to model.  I have 

said that PABLO’s mental content is modelled at the level of schema-guided activity, 

but this is best explained with an example.   Accordingly, I shall consider how 

PABLO might deal with Hofstadter and McGraw’s (1995) “f” to “t” example (which I 

reviewed in section 6.3). 

 

We begin with the seed letter ‘f’ shown in Figure 6-3 (p.114).  As before, the 

objective is to render a letter ‘t’ in a similar style.  Assuming PABLO has acquired 

sufficient schemata during the training phase, it is ready to determine the letter’s 
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category.  This is a perceptual task, which, like the training phase, involves probing 

the grid with the perceptual instrument.  The process begins as outlined in the 

previous section, but the system can now exploit its repertoire of stored schemata.  

These are reactivated much like one of Minsky’s (1985) K-lines (see Section 5.5).  

When confronted with a familiar gridletter, PABLO loads a set of previously stored 

agents (a schema) onto the coderack.  In this example, the f-seeing schema is 

reactivated and the system attempts to see the gridletter as an ‘f’ (see Section 8.2 for 

more detail on the schema selection strategy).  The f-seeing schema adapts to the 

current circumstance as best that it can, but it cannot work perfectly because the ‘f’ 

has no crossbar.  The result is a tension between the system’s attempted reuse of the 

stored f-seeing schema, and its tendency to adapt10.   

 

If the tension generated by the f-seeing schema surpasses a threshold (which is a 

constant value) PABLO will try an alternative.  Let us assume that it reactivates the l-

seeing schema.  If this happens, PABLO flips to l-seeing mode - the system attempts 

to see the letter as a letter ‘l’.  The perceptual activity guided by the l-seeing schema is 

not appropriate either (due to the hook at the top), and the result is even higher tension 

than before.  In this case, PABLO reverts to the f-seeing schema.  The result is an 

adapted f-seeing schema that delineates new sensorimotor contingencies.  The activity 

guided by this new schema manifests the system’s perception of a letter ‘f’ without a 

crossbar.  Here we see some essence of the Letter Spirit Examiner.  “Top-down” 

pressure emerges from the reactivation of existing schemata, and “bottom-up” 

pressure emerges from the tendency of the agents to adapt to the situation at hand.   

 

 

                                                 
10 The idea of tension between competing cognitive processes is an important element in the Letter 

Spirit project.  As discussed in Chapter 6, Letter Spirit models the tension between the process of 

perceiving an ‘f’, and the process of trying an alternative; the tension is implemented using a 

combination of the Conceptual Network, temperature and the codelets.   
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As with Hofstadter and McGraw’s (1995) example, we now move onto the generative 

phase and look at the creation of a letter ‘t’ in the same style.  The first step involves 

creative mental imagery.  Specifically, the system images the gridletter that it is about 

to create (which is in this case a ‘t’ in the style of the seed letter ‘f’).  As noted in 

Chapter 4, Thomas (1999) believes that PA/SC theory (which is historically a theory 

of perception and mental imagery) holds promise as part of a general theory of 

creative imagination.  I proposed a mechanism by which PA/SC theory can be 

integrated with a computer model of productive creativity.  The proposed mechanism 

is based on the action cycle depicted in Figure 4-3 (p.83).  Accordingly, PABLO’s 

imagination is not implemented as a separate module, but as a mode of operation. 

 

I have outlined how PABLO can see a shape on the grid as a letter of a given 

category.  We have seen, for example, how PABLO sees the f-like shape depicted in 

Figure 6-3 (p.114) as either an ‘l’ or as an ‘f’.  This process is analogous to Thomas’s 

(1999) account of Ryle’s (1949) smiling doll (discussed in Chapter 3).  Seeing-as is a 

form of mental imagery that includes a perceptual component.  PABLO can also 

engage in pure mental imagery – it can find new ways of coordinating exploratory 

activity, but without regard for the current environment.  This ability is exploited for 

the purpose of productive creativity.  PABLO looks at the seed and forms a schema as 

I have described.  We shall see in Chapter 9 that the resultant seed-seeing schema will 

include the sensorimotor contingencies applicable to the style of the seed.  PABLO 

then disengages the perceptual instrument and rehearses the activities needed to 

perceive the style of the seed in coordination with those needed to see each letter of 

the alphabet.  In this example, PABLO acts as if it is perceiving the style of the ‘f’ 

while simultaneously acting as if it is perceiving a letter of category ‘t’.  This involves 

deploying two schemata in unison – the seed-seeing schema and the t-seeing schema 

(which was acquired during the training phase).  In this way, PABLO forms a new 

schema that does not apply to anything it has previously encountered.  The rehearsed 

perceptual activity, guided by the new schema, models the pure mental imagery of a 

gridletter that does not yet exist.   
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Following the creative mental imagery stage, PABLO prepares its drafting actions.  

An analogy is the sculptor, who having formed a mental image of the shape he plans 

to sculpt, then mentally rehearses the necessary chiselling motions.  Similarly, 

PABLO plans its drafting motions prior to executing them.  I said in Chapter 4 that 

creating a product in the world is a coordinated skill just like perception, and I 

suggested that it too revolves around the action cycle.  Accordingly, PABLO plans its 

drafting actions by internally rehearsing them (under the guidance of a drafting 

schema), but without engaging the drafting instrument.   

 

The next phase involves physically carrying out the actions prepared in the previous 

steps.  When this occurs, the system engages the drafting instrument and begins 

altering the state of quanta on the grid.  As it does so, the sensorimotor contingencies 

defined in the new perceptual/imagery schema (prepared during the imagery phase), 

will slowly begin to apply.  For example, as the system draws the vertical line, the 

part of the perceptual/imagery schema that defines the sensorimotor contingencies 

associated with vertical lines will begin to return the expected feedback - the system 

will begin to perceive that which it previously imaged.  In Chapter 4, I argued that this 

is how a system can judge its own output.  It engages the environment under the 

guidance of the schema that was formed during the creative mental imagery phase.  

This is important because Hofstadter and McGraw (1995) identify the ability of a 

system to judge its own output as one of the essential ingredients in a model of 

creativity. 

 

Once the drafting process has modified the grid such that the perceptual/imagery 

schema functions fluidly, there will be zero tension.  There will be no tension because 

the grid will have been modified to fit the schema.  At this point PABLO will have 

drafted the gridletter it previously imaged, and it will be perceiving the result.    
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7.4 Summary 

 

PABLO is a computer model of creativity based on PA/SC theory. It does not focus 

on the high-level cognitive processes identified in the Letter Spirit project, but some 

essence of the modules described by Hofstadter and McGraw can be seen in 

PABLO’s conceptual design when thought of in terms of the action cycle.  The 

Examiner and the Adjudicator consist in the schema-guided manipulation of the 

perceptual instrument.  The Imaginer consists in the same kind of perceptual activity, 

except that it occurs internally (i.e. the perceptual instrument is not engaged).  The 

Drafter also has its basis in schema-guided activity, but activity that involves the 

drafting instrument.  Each “module” is an activity that at a functional level revolves 

around the action cycle.  In this way, PABLO’s “modules” are emergent, as was the 

original intention for Letter Spirit.  I have suggested in this chapter, at a conceptual 

level, that PABLO implements perception and mental imagery in accordance with 

PA/SC theory.  I have also said that PABLO can exploit these abilities for the purpose 

of productive activity.  But how was this achieved in practice?  In the following three 

chapters I describe PABLO’s implementation in detail, and I analyse the results.  



   

 

 

 

8 PABLO and the Perception of Letter Category 
 

 

 

Chapter 7 was a conceptual overview of PABLO.  In this chapter I present the first 

part of the implementation detail and the corresponding results.  This chapter focuses 

on the perception of letter category.  The implementation of style perception, mental 

imagery and drafting are covered in Chapters 9 and 10.  I begin this chapter by 

describing the components that make up the PABLO implementation.  I then provide 

an example of how these components work together to recognise a gridletter.  I 

conclude the chapter with the results and associated analysis.  

 

 

8.1 The perception of letter type in PABLO 

 

PABLO is unlike other computer models of perception because it operates at the level 

of schema-guided activity.  We have seen, for example, that Letter Spirit models the 

perception of a gridletter by building up representations in the Workspace (its short-

term memory).  PABLO is based on a different approach.  If PABLO is successfully 

engaging in the schema-guided exploration of a ‘b’, it is perceiving a ‘b’.  PABLO 

(like Letter Spirit) is not an engineering solution to the problem of character 

recognition.  Its purpose is to clarify PA/SC theory from an information processing 

perspective, and to test the theory’s computational viability.  Accordingly, PABLO’s 

design is composed of components that model key aspects of PA/SC theory.  These 

components are implemented as Java classes.  For those unfamiliar with the Java 

programming language, a class defines member variables (data) and methods (code) 
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that are shared by a set of objects.  An object in this sense is an instance of a class.  

This section is divided into subsections corresponding to the classes that make up the 

PABLO implementation.  The source code is also provided on the CD.  Screen shots 

of the application are provided in Appendix B.  See section 8.2 for an example of how 

the components described here work together. 

 

 

8.1.1 The GridLetter class 

 

The GridLetter class defines the quanta that comprise a letter on the grid.11  This is 

achieved using an array of Boolean variables, which correspond to the grid’s fifty-six 

quanta (see Figure 6-1, p.108).  

 
 

8.1.2 The GridFont class 
 

The GridFont class contains an array of 26 gridletters.  It contains methods for setting 

and retrieving the gridletters in the array.  There are also methods for reading and 

writing the contents of the array to a file.   

 

 

8.1.3 The Grid class 

 

The Grid class contains a member variable that defines the current gridletter.  It also 

contains a method for setting individual quanta, as well as methods for setting and 

retrieving entire GridLetter objects.  The grid (including the gridletter it contains) is 

encapsulated from the rest of the model.  It represents the system’s environment and is 

                                                 
11 It is a Java convention to capitalise the first letter of a class.  Accordingly, class names (e.g. 

“GridLetter”) begin with a capital. 
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external to PABLO proper.  In this way it is similar to the “virtual piece of paper” 

described by Hofstadter and McGraw (1995, p.436).    

 

 

8.1.4 The Instrument class 
 

The concept of a perceptual instrument was introduced in Chapter 3.  The term is 

derived from Thomas (1999, p.219) who describes it as “a complex of physiological 

structures that is capable of actively testing for the presence or amplitude of some 

specific type of environmental property.”  In PABLO’s case, the perceptual 

instrument is not particularly “complex”, but it does serve as a mechanism for testing 

“a specific type of environmental property.”  Specifically it tests for the activation of 

quanta. 

 

The perceptual instrument is an instance of the Instrument class.  The drafting 

instrument described in Chapter 10 is also an instance of this class.  The class contains 

a number of member variables, including a boolean called feedback.  The feedback 

indicates the results of the most recent perceptual action.  If the most recently 

traversed quantum is active, the feedback variable is set to true, otherwise it is set to 

false.  There is also a vector indicating the current fixation point, which is the location 

on the grid towards which the perceptual instrument is directed.  The vector is used to 

restrict the movements of the perceptual instrument to the confines of the grid.   

 

The most important method in this class is called engage().  By calling this method, an 

agent can instruct the perceptual instrument to perform a perceptual action.  A 

perceptual action is a movement of the perceptual instrument in one of eight 

directions.   
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8.1.5 The Coderack class 
 

PABLO’s coderack is inspired by the coderacks seen in FARG models such as 

Copycat, Metacat and Letter Spirit.  The PABLO coderack is a scheduler that selects 

agents for processing based on their agitation level.  The agitation level represents an 

agent’s priority on the coderack.  FARG coderacks allow the selection of low priority 

agents, albeit with low probability (see Section 6.2).  PABLO achieves a functionally 

similar form of indeterminism in the way agent priorities increase at increments of 

indeterminate size over time.  I shall return to this in the next subsection. 

 

Agents can be submitted to the coderack, or removed from it, using methods called 

submitAgent() and removeAgent().  Once an agent has been submitted to the coderack 

it becomes active.  The set of agents on the coderack implement a schema (see 

Section 8.1.8).  The most important member variables in the Coderack class are an 

object reference variable (which indicates the current agent), and a list containing the 

active agents.  Only one agent can control the perceptual instrument at a time, and it is 

the job of the coderack to decide which agent that will be.  After an agent has been 

selected, it engages the perceptual instrument, which results in an action being 

performed.  The feedback resulting from the action of the perceptual instrument is 

returned to the coderack and delivered to the active agents. 

 

 

8.1.6 The Agent and Agitation classes 

 

PABLO includes an abstract class called Agent.12  PABLO’s agents are, in some 

respects, similar to the codelets in the Letter Spirit implementation.  They are also 

related to the agents described by Minsky (1985); these were discussed in Section 5.5.  

                                                 
12 Abstract classes allow Java programmers to declare a generalised superclass that will pass on its 

structure to subclasses. 
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In PABLO’s case, the agents work together and collectively generate the activity of 

the system.  Each agent performs a simple task, which is to issue an instruction to the 

perceptual instrument.  

 

Each agent has an agitation level, which represents its selection priority.  This is 

implemented as a class called Agitation.  The Agitation class contains five member 

variables.  These represent the current agitation level, and the maximum and 

minimum allowable values.  The remaining two variables represent the maximum 

increment and decrement amounts.  There are set() and get() methods for each value.  

There is also a method called increment(), which increases the agent’s agitation by the 

increment amount multiplied by a random number.  This method introduces the 

indeterminism.13  The coderack calls the increment() method for each Agent in its list 

for each coderack cycle.  Each agent’s agitation increases until its requested action is 

performed, at which time the agitation is reset to its minimum value. 

 

More than one agent might perform a given action if allocated control of the 

perceptual instrument.  For example, there may be a number of agents requesting a 

redirection of the perceptual instrument one step northeast.  If any of these agents is 

selected, and carries out the mutually agreed action, all concurring agents will be 

pacified. 

 

PABLO uses nine classes of agent.  These extend the Agent class and are summarised 

in Table 8.1. 

 

 

                                                 
13 Unlike many FARG models, the degree of randomness in PABLO is constant - it does not vary as a 

function of the program’s current state.  The randomness introduces variation into PABLO’s behaviour, 

but it is not as conceptually significant as the temperature-influenced randomness seen in many FARG 

models.  See Section 6.5.1 for a discussion of indeterminism in Letter Spirit. 
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Table 8.1   PABLO’s Agents. 

 

Agent Description 

Attractor This agent roughly implements what O’Regan et al. (2003b) call 

“alerting capacity.”  Alerting capacity is the extent to which sensory 

input can “… cause automatic orienting behaviours that peremptorily 

capture the organism’s cognitive processing resources” (O'Regan et al. 

2003b).  Attractors move the perceptual instrument in the direction of a 

quantum when it becomes active.  This agent will only engage the 

perceptual instrument if it is within one quantum of an active quantum - 

it does not traverse inactive quanta. 

Connector The Connector class is similar to Attractor because it implements 

alerting capacity.  Unlike Attractors, however, a Connector agent will 

traverse inactive quanta.  If the perceptual instrument is within a 

saccade of the active quantum, this agent will cause it to move in the 

direction of the active quantum. 

Destagnator The schema is always changing and sometimes it is helpful to restore 

the original set of agents.  Destagnators reset the schema and prevent 

activity from stagnating.  This agent is one of the few that does not 

engage the perceptual instrument when it is selected for processing.  

Instead, its activity relates to the schema as a whole (i.e. the other 

agents). 

Direction-

Changer 

DirectionChangers cause the perceptual instrument to spontaneously 

reverse direction.  If, for example, the most recent action was a step to 

the north, the DirectionChanger will (if selected for processing) 

perform a step to the south.   

Inquisitor Inquisitors help direct the perceptual instrument in novel directions at 

intersections.  Agents such as Attractors and Connectors will ensure 

that all active quanta are eventually explored, but not necessarily in 
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every conceivable sequence and direction.  This agent favours actions 

not recently taken (or not taken at all). 

Action This agent performs a perceptual action such as a saccade to the 

northeast.   It also defines the expected feedback from the action.  This 

class is in turn extended by the PerceptualAction class, and the 

DraftingAction class (see Chapter 10).  The PerceptualAction class 

provides special methods that link to the containing Schema class.  This 

allows coordination of agents in the same schema. 

Pruner Pruners remove any PerceptualAction objects with null (or zero 

magnitude) vectors from the Schema.  There will always be at least one 

of these running to clean up the schema.   

Tracker The Tracker class is similar to Attractor and Connector except that it 

does not follow the contours of the current gridletter.  Instead, it draws 

the perceptual instrument towards active quanta even if that means 

traversing many inactive quanta. 

 

 

8.1.7 The LTMemory class 

 

This class implements PABLO’s long-term memory.  It contains an ArrayList of 

schema objects (see Section 8.1.8).  After PABLO has been trained on a gridletter, the 

newly formed schema is added to an instance of this class.   

 

 

8.1.8 The Schema class 

 

This class represents a stored schema.  Thomas (2005) describes a schema as a “data-

structure in the brain, that functions to govern perceptual exploration of the world, so 

that appropriate perceptual tests are executed at the appropriate times and places.”  I 
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interpret Thomas's usage of the term “data-structure” to mean a configurable structure 

in the nervous system, rather than something analogous to data in a digital computer.  

Schemata are modifiable structures, but they are not representations in the way that 

computational data-structures are.14  To avoid the unintended implication that 

schemata are accessible representations of the world, I (unlike Thomas) do not refer to 

them as data-structures.  The Schema class (which is used to represent a stored 

schema) is, of course, a form of data-structure.  But computationally modelling 

something (such as a schema) using a data-structure does not imply that the item 

being modelled is, itself, a data-structure.  If I used a pepper pot to represent Abraham 

Lincoln, I would not be implying that Abraham Lincoln is a pepper pot. 

 

The schema class contains a set of Action agents and the methods that define the 

relationships between them.  Specifically, it is like a linked list, but where each node 

may have links to many other nodes, and where each node is an agent.  After a 

constituent agent delivers its instruction to the perceptual instrument, one of the linked 

agents will be processed on the next cycle.  This “linked network,” if you like, may be 

similar to what Rumelhart (1980) had in mind when he described a schema as a 

network of sub-procedures.  Thomas (1999) does not describe how an implementation 

of PA/SC theory should be approached, but he does suggest that a procedural 

approach along the lines of Rumelhart’s branching structure would be appropriate.15   

                                                 
14 A range of alternative implementations can be used to accomplish any given computational goal.  

These can vary from implementations that exploit simple procedures operating on complex data-

structures, to complex procedures operating on simple data-structures.  PA/SC theory rejects the 

procedure/data-structure dichotomy altogether, and instead relies on adaptive structures that modify 

themselves. 
15 The procedural-declarative controversy is (or was) a debate about the appropriate format of 

knowledge representations in AI systems (see, for example, Boden 1977).  The declarative approach is 

to represent knowledge as static data-structures, which are operated on by reasoning algorithms.  The 

procedural approach is to encode how to perform a domain-specific task, such as navigating to a 

location. Unlike PA/SC theory, the procedural approach is not necessarily incompatible with the 
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The Schema class defines how a schema is stored.  It is important to distinguish 

between the Schema class and the concept of an active schema in PABLO.  The active 

schema is the set of active agents – those currently on the coderack.  Because the 

schema is implemented as a group of agents, it can change over time; it is not a static 

list of instructions.  This is important because according to the definition of a schema 

given in Chapter 2, a schema is the structure that embodies the governing 

sensorimotor contingencies, and it is continually modified as a result of the activity it 

facilitates.   

 

The Schema class is extended by two other classes: PerceptualSchema and 

DraftingSchema.  The DraftingSchema class is discussed in Chapter 10.  The 

PerceptualSchema class provides functionality specific to perceptual tasks.  This 

functionality includes a set of rules defining how the constituent agents can change 

relative to each other.  As the agents engage the perceptual instrument and perform 

their actions, they will often receive unexpected feedback.  When this happens they 

must adapt, but in doing so they must coordinate their changes with the other agents.  

The PerceptualSchema class defines the permitted changes.  The ability of a schema 

to modify itself allows PABLO to adapt to the situation at hand, even if the agents 

defined in a particular schema object are not entirely appropriate. 

 

A schema can be conceptualised as depicted in Figure 8-1.  The schema in the 

diagram defines a set of actions that are applicable to the grid letter ‘a’ from the 

FARG gridfont ‘Standard Square’.  I have said that PA/SC theory does not rely on 

representations of perceived or imaged objects.  A sceptic might say that a schema 

such as the one in the figure is a thinly veiled internal representation.  If the term 

                                                                                                                                            
computational metaphor.  A procedural system may, for example, build up a representation of its 

environment (such as a map).  PA/SC theory is related to the procedural view, but the stored 

procedures endorsed by PA/SC theory (schemata) do not contain, or act on, data-structures that 

correspond to mental content. 
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Figure 8-1   Conceptualisation of a PABLO schema. 

 

This schema relates to a Standard Square ‘a’.  The arrows inside the agents 

represent actions to be performed by the perceptual instrument.  The arrows 

connecting the agents specify the order in which they should be processed. 
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‘representation’ is taken to mean something that resembles something else, then it 

probably is.  The term ‘representation’ is, however, more commonly taken to mean 

something that stands in for something else (Clark & Toribio 1994; Dartnall 1996; 

Haugeland 1991).  PABLO’s schemata do not stand in for letters on the grid – they 

are not accessed by an interpretive mechanism in place of gridletters.  Instead, they 

guide the perceptual instrument, and are subsequently altered by the feedback they 

generate.  Contrast this with the data-structure that implements the visual buffer in 

Kosslyn and Schwartz’s (1977) computer model.  The purpose of a visual buffer is to 

provide, for use by an interpretive mechanism, a data-structure that is “explicit and 

accessible” (Kosslyn et al. 2002, p.200).  Such a data-structure is a representation.  

Another clear example of a representation appears in MetaToto (Stein 1994).  The 

robot’s reactive and navigational system can be directed at internal data that stands in 

for the environment.  The internal representations in models like MetaToto (and that 

of Kosslyn and Schwartz) are computationally different to PABLO’s schemata, which 

are not accessed as surrogates for gridletters - they are part of a system that directly 

accesses gridletters on the grid.  We will see in Chapter 10 that they also allow 

PABLO to act as if it is accessing a gridletter when none is present.  I shall return to 

the important issue of schemata and representations in the context of mental imagery 

(see Section 10.3). 
 

 

8.2 Piecing PABLO together 

 

In the previous section I listed the main PABLO classes involved in letter 

categorisation.  I shall now describe how they work together.  As usual, I turn to an 

example from the Letter Spirit project.  Specifically, I shall describe how PABLO 

recognises the gridletter depicted in Figure 6-5 (p.117) as a ‘b’.  We begin with the 

training phase.  PABLO can be trained on any set of gridletters, but the results 

presented later in this chapter were achieved using a training font that I call 

“Archetype” (see Figure 8-2).  Archetype is a variation on the FARG gridfont known 
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as Standard Square. 

 

During the training phase, the grid is consecutively loaded with each grid letter in the 

training font.  Suppose the grid is loaded with Archetype ‘b’.  The first step is to add 

an assortment of the agents listed in Table 8.1 to the coderack.  From there, each 

agent’s priority increases until it gains control of the perceptual instrument, or until 

another agent carries out its intended action.  The perceptual instrument is initially 

positioned in the lower left hand corner of the grid, but the starting point is arbitrary.  

It makes no difference because agents such as Connectors, Trackers and Attractors 

direct the perceptual instrument towards active quanta.  In this way, the perceptual 

instrument is moved about the grid under the collective guidance of the agents.  

Eventually it will traverse (on multiple occasions) each of the quanta that constitute 

Archetype ‘b’.   

 

Next, the system begins to add agents of the class PerceptualAction.  These define 

specific motions of the perceptual instrument and the corresponding feedback 

relationships.  They are generated based on the actions of the other active agents, and 

are stored in a Schema object such as the one depicted in Figure 8-1.  Once the 

schema is fully formed, and is guiding the system’s perceptual activity, PABLO is 

modelling perception of the current gridletter.  In other words it is using a now known 

set of dependencies to guide its actions. 

 

 

 

 
 

Figure 8-2   Archetype. 
This gridfont is based on the FARG gridfont called ‘Standard Square’ 
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After PABLO has been trained on each letter in Archetype, the system is ready to be 

tested on gridletter recognition tasks.  Take the case where PABLO is presented with 

the letter ‘b’ depicted in Figure 6-5 (p.117).  Agents are added to the coderack and 

processing proceeds as it did during the training phase.  As a result, a new schema 

begins to form.  During the recognition phase, however, PABLO will attempt to reuse 

its stored schemata.  A heuristic selects a sequence of schemata to be reactivated in 

order of likelihood.16  PABLO was trained on the letter ‘b’ in Figure 8-2.  The training 

letter is not identical to the ‘b’ now on the grid.  Consequently, the b-seeing schema 

may not be the first one activated.  Suppose the k-seeing schema is reactivated 

instead.  In this case, the agents in the k-seeing schema are submitted to the coderack, 

and PABLO attempts to see the gridletter as a ‘k’.  By this I mean the active agents 

manipulate the perceptual instrument as they would if a ‘k’ were present.  The schema 

will not be successful because the actions and feedback relationships it defines make 

little sense in the current context.  As a result, the system will be forced to adapt.  The 

amount the schema changes in order to accommodate the gridletter is measured using 

a variable called “tension.”  Specifically, the tension variable measures variations in 

the direction and sequence of the schema’s constituent agents.  If the tension 

surpasses the threshold, PABLO rejects the schema and tries another.   

 

Suppose the b-seeing schema is tried next.  As before, the constituent agents are 

added to the coderack, and PABLO attempts to see the letter as a ‘b’.  The schema 

must once again adapt, but this time less so because many of the stored sensorimotor 

relationships now apply.  As a result, the tension generated will be lower; for 

example, there is now a bowl, which corresponds to a sequence of agents in the 

                                                 
16 It was originally intended that the neural network discussed in Appendix A would be used to select 

the sequence of schemata to be tried.  For simplicities sake, a heuristic that compares the current 

actions with those present in the repository of stored schemata was implemented instead (please refer to 

the accompanying CD for the source code).  It would not, however, be a difficult task to replace the 

heuristic with the neural network code discussed in the Appendix.   
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schema that cause the perceptual instrument to go around in a loop.  No such 

relationship existed in the k-seeing schema.  If the tension remains below the 

threshold, PABLO will not try any additional stored schemata.  If a sufficiently low 

tension cannot be established after the fifth schema has been tried, PABLO will settle 

for the one (from the set of five) that generates the lowest tension.  While PABLO is 

actively deploying its b-seeing schema, it is seeing the gridletter as a ‘b’.  If the 

resulting tension is sufficiently low, it is also modelling the recognition of the 

gridletter as a ‘b’.   

 

 

8.3 Test cases 

 

The following fonts were used to test PABLO’s accuracy.  This test set is the same as 

that was used in the Letter Spirit project (Rehling 2001).  Rehling chose these fonts 

for their high difficulty - even a human would be unlikely to recognise letters such as 

Sabretooth ‘n’ and Sluice ‘x’ when viewed in isolation.   

 

The threshold (described in Section 8.2) was held at a constant value over all trials 

reported in this thesis.  Only the test fonts were varied. 
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Benzene Left 

 
 

Benzene Right 

 
 

Boat 

 
 

Bowtie 

 
 

Checkmark 

 
 

Close 

 
 

Double Backslash 

 
 

Flournoy Ranch 
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Funtip 

 
 

Hint Four 

 
 

House 

 
 

Hunt Four 

 
 

Intersect 

 
 

Sabretooth 

 
 

Shorts 

 
 

Slant 
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Slash 

 
 

Sluice 

 
 

Snout 

 
 

Square Curl 

 
 

Standard Square 

 
 

Three D 

 
 

Weird Arrow 
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8.4 Results 

 

PABLO recognises gridletters in the test set with an average accuracy of 60% (see 

Table 8.2).  Random guessing yields an accuracy of 4%.  Detailed output from the 

program is available on the accompanying CD, and an abridged example is included 

in Appendix C.  It is important that PABLO has some quantifiable ability to recognise 

letters, and in this regard it is successful.  Table 8.3 lists PABLO’s performance.  The 

table also includes the Letter Spirit results and the results of a simple neural network 

on the same test set (see Appendix A for details of the neural network experiment).  
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Table 8.2   PABLO’s results 
 The results are listed as percentages over ten trials. 

 

Gridfont 
Trial  

1 
Trial  

2 
Trial  

3 
Trial  

4 
Trial  

5 
Trial  

6 
Trial  

7 
Trial  

8 
Trial  

9 
Trial 
10 Average

Benzene Left 76.92 80.77 76.92 73.08 76.92 76.92 76.92 76.92 80.77 76.92 77.31

Benzene Right 69.23 69.23 69.23 73.08 76.92 65.38 73.08 73.08 73.08 73.08 71.54

Boat 65.38 73.08 69.23 69.23 65.38 69.23 69.23 65.38 69.23 65.38 68.08

Bowtie 50.00 38.46 57.69 46.15 50.00 50.00 46.15 46.15 50.00 50.00 48.46

Checkmark 38.46 42.31 46.15 34.62 46.15 50.00 38.46 38.46 42.31 38.46 41.54

Close 50.00 50.00 50.00 46.15 46.15 53.85 50.00 50.00 50.00 53.85 50.00

Double Backslash 38.46 46.15 46.15 46.15 38.46 42.31 42.31 42.31 42.31 42.31 42.69

Flournoy Ranch 53.85 61.54 61.54 69.23 57.69 50.00 69.23 65.38 57.69 61.54 60.77

Funtip 42.31 50.00 46.15 34.62 38.46 42.31 46.15 42.31 38.46 42.31 42.31

Hint Four 92.31 92.31 88.46 92.31 88.46 92.31 88.46 88.46 92.31 92.31 90.77

House 69.23 65.38 69.23 69.23 65.38 69.23 73.08 65.38 69.23 69.23 68.46

Hunt Four 84.62 84.62 84.62 84.62 84.62 84.62 84.62 84.62 84.62 84.62 84.62

Intersect 46.15 57.69 53.85 57.69 50.00 57.69 57.69 65.38 53.85 57.69 55.77

Sabretooth 57.69 57.69 57.69 50.00 53.85 53.85 61.54 61.54 50.00 53.85 55.77

Shorts 88.46 88.46 88.46 88.46 88.46 88.46 88.46 88.46 88.46 88.46 88.46

Slant 57.69 61.54 57.69 57.69 57.69 65.38 57.69 61.54 65.38 61.54 60.38

Slash 57.69 61.54 57.69 53.85 57.69 53.85 53.85 53.85 61.54 53.85 56.54

Sluice 34.62 30.77 38.46 38.46 30.77 34.62 34.62 34.62 30.77 38.46 34.62

Snout 57.69 61.54 57.69 61.54 61.54 61.54 57.69 61.54 65.38 65.38 61.15

Square Curl 50.00 50.00 46.15 42.31 53.85 50.00 50.00 46.15 50.00 46.15 48.46

Standard Square 96.15 96.15 96.15 96.15 96.15 96.15 96.15 96.15 96.15 96.15 96.15

Three D 30.77 15.38 30.77 19.23 19.23 19.23 23.08 15.38 23.08 15.38 21.15

Weird Arrow 53.85 53.85 61.54 57.69 50.00 53.85 57.69 65.38 61.54 50.00 56.54

Average 59.20 60.37 61.37 59.20 58.86 60.03 60.70 60.37 60.70 59.87 60.07
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Table 8.3   PABLO’s performance compared to Letter Spirit. 
PABLO and the Letter Spirit Examiner were both run 10 times over the same 23 

gridfonts.  A Neural Network was also tested on this task. 

 

 

Gridfont Letter Spirit Examiner Neural Net PABLO

Benzene Left 95.4 31.4 77.3

Benzene Right 99.6 35.8 71.5

Boat 97.3 20.5 68.1

Bowtie 60.4 34.6 48.5

Checkmark 76.5 35.9 41.5

Close 94.6 34.8 50.0

Double Backslash 83.8 9.2 42.7

Flournoy Ranch 76.5 16.7 60.8

Funtip 54.2 16.8 42.3

Hint Four 88.8 67.6 90.8

House 94.2 42.9 68.5

Hunt Four 95.8 47.6 84.6

Intersect 63.5 21.2 55.8

Sabretooth 81.9 26.2 55.8

Shorts 97.7 35.2 88.5

Slant 90.8 27.0 60.4

Slash 85.8 31.5 56.5

Sluice 13.5 26.1 34.6

Snout 96.2 29.2 61.2

Square Curl 81.9 24.8 48.5

Standard Square 100.0 42.9 96.2

Three D 0.0 13.4 21.2

Weird Arrow 87.7 19.8 56.5

Average 79.0 30.0 60.1
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8.5 Discussion 

 

The Letter Spirit Examiner is more accurate than PABLO on the test set.  Letter Spirit 

is also more accurate than humans on letter categorisation tasks.  On another 

(unspecified) test set, Letter Spirit achieved 92% accuracy compared with 80% for 

humans (Rehling 2001).  Clearly Letter Spirit is a formidable letter categorising 

adversary.  It does, however, have some documented limitations (McGraw 1995; 

Rehling 2001); for example, Letter Spirit (like PABLO) has no concept of depth.  The 

lack of depth perception makes recognition of the gridfont called “Three D” difficult.     

 

There are reasons why Letter Spirit is more accurate than PABLO.  Letter Spirit 

contains hard coded information about letters, whereas PABLO begins with no built-

in knowledge, and must learn for itself.  PABLO’s accuracy is also limited by its 

crude perceptual instrument, which is, to say the least, significantly less sensitive than 

a human eye.  As a result, human level performance cannot be expected.  The coarse 

nature of PABLO’s perceptual instrument is exemplified by the fact that each action 

constitutes a traversal of a complete quantum.  It is an idiosyncrasy of the Letter Spirit 

grid that quanta can intersect midway along their length.  The letter ‘x’ in Standard 

Square is no problem because there are no intersections of quanta.  There are two 

lines (or parts) that intersect, but the quanta do not.  In the case of Intersect and 

Bowtie, however, there are intersections of quanta in nearly every letter.  Such 

intersections are a problem, because the coarse nature of PABLO’s perceptual 

instrument cannot detect them.  This was borne out in the results - PABLO achieved 

relatively low accuracy on both the “Intersect” and “Bowtie” gridfonts.  Despite these 

difficulties, the results suggest that the PA/SC approach is practicable in the restricted 

but difficult Letter Spirit domain. 

 

An important component of Letter Spirit’s perceptual system (the Examiner) is the 

ability to segment a letter and thereby determine its category.  A substantial amount of 

effort was invested in modelling the process of segmentation, labelling and role 
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activation; in fact the implementation of the Letter Spirit Examiner consumed an 

entire PhD thesis (McGraw 1995).  PABLO’s design does not focus on these issues, 

but as we have seen, it can discover the sensorimotor contingencies applicable to 

roles.  The sensorimotor contingencies applicable to a post are similar to those 

applicable to the straight line described by O’Regan and Noë (2001a).  As the 

perceptual instrument is moved vertically over a vertical line, there is no change in 

feedback.  The system can discover and remember many such sensorimotor 

dependencies as it interrogates the grid.   

 

Another important element in Letter Spirit is bottom-up versus top-down processing.  

This dynamic can also be thought of in terms of PA/SC theory.  Bottom-up pressure 

(in PABLO) arises as the system tries to form a schema applicable to the current 

context; in other words, perceptual learning.  Top-down pressure stems from the 

system attempting to utilise known skills by adapting stored schemata to the current 

letter; in other words, trying to see the current grid letter (or part of a letter) as 

whatever it currently thinks it might be.  The balancing act between the two captures 

some essence of what the Letter Spirit project achieves at a different level of 

implementation.   

 

I think we also see the emergence of concepts in PABLO’s schema-guided activity.  

Hofstadter and McGraw (1995, p.407) say that “creativity is an automatic outcome of 

the existence of sufficiently flexible and context-sensitive concepts.”  They also say 

that “the program's concepts and their interrelations must not be static, but rather must 

be flexible and context-dependent” (p.411).  These ideas are apparent in Letter 

Spirit’s architecture.  We saw in Section 6.5.3 that Letter Spirit contains all sorts of 

conceptual information about letters, such as the fact that a letter ‘b’ is composed of a 

post and a bowl, and that the bowl connects with the post at its base.  In Section 6.3 

we saw that concepts in Letter Spirit’s original design are flexible.  The concept of 

“suppress crossbar”, for example, can slip to “under-do crossbar.”   
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The Oxford Companion to Philosophy (1995) says that the term concept “is the 

modern replacement for the older term idea, stripped of the latter’s imagist 

associations, and thought of as more intimately bound up in language.”  This 

definition is consistent with the way concepts are represented in Letter Spirit.  As 

mentioned in Section 6.2, Letter Spirit’s Conceptual Memory is made up of 

descriptive representations, and the slippable relationships between them.  We have 

seen that PABLO models mental images as schema-guided activities.  Coordinated 

skills are flexible and adaptive, and I suggest that they have the potential to explain 

the fluidity and slippability with which the Letter Spirit project is concerned.  The 

schema-guided approach (as it stands) does not allow PABLO to deal with high-level 

concepts such as negation.  But as we have seen, PABLO is well suited to dealing 

with spatial concepts, such as posts and bowls, which predominate in the Letter Spirit 

domain. 

 

PABLO’s concepts are not, however, part of an internal formalism such as that seen 

in Letter Spirit, nor are they are a throwback to the more imagist “ideas” of Locke 

(1690).  For Locke, ideas are contents of the mind that stand in for the corresponding 

objects in the world.  According to Locke, we are aware of our ideas, and not physical 

objects.  This position has many well-known philosophical implications, but the point 

I wish to make is that “concepts”, such as they exist in PABLO, do not conform to 

this view either.  Instead, they are stored as schemata, and their appearance in 

PABLO’s “mind” consists in the coordinated activities the schemata facilitate.  For 

example, when PABLO is engaged in the schema-guided perceptual exploration of a 

post, the system is modelling the mental state of having a post in mind.  This does not 

mean that PABLO’s perception of the world is somehow cut off from it as in Locke’s 

theory of ideas.  PABLO’s concepts and its interactions with the world are 

indissoluble.   
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8.6 Summary 
 

PABLO is a relatively accurate gridletter categorisation system, but accuracy is not 

the measure of its worth.  PABLO is a model of the schema-guided activities that 

PA/SC theory says are involved in perception.  The model includes a perceptual 

instrument, which can be used to discover simple sensorimotor contingencies.  These 

are stored in schemata, which can be redeployed at a later time.  When a schema is 

redeployed, PABLO attempts to see the current gridletter as the letter on which it was 

trained.  If the current gridletter differs from the original, the schema adapts.  Unlike 

Letter Spirit, perception does not end when a representation of the gridletter has been 

constructed.  Recognition occurs when PABLO is actively engaging a gridletter under 

the guidance of a stored schema that requires minimal adaptation.  In this way, 

PABLO shows that PA/SC theory is a computationally sound theory of perception in 

the Letter Spirit domain. 

 

 

 

 

(Boden 1977) 



   

 

9 PABLO and the Perception of Letter Style 
 

 

 

We have seen how PABLO can perceive a gridletter’s type, but how does it perceive 

its style?  This chapter describes how PABLO perceives stylistic characteristics such 

as motifs, abstract rules and norm violations.   

 

 

9.1 Implementation and Results 

 

PABLO does not have a separate module for style perception.  PABLO reuses the 

schema-guided perceptual mechanism described in Chapter 8.17  In Chapter 2 I 

reviewed the work of MacKay (1967), who says that perception is more than 

classification.  Recall his example of a sieve that receives an input and satisfactorily 

classifies it into categories according to size.  He says that “few of us would regard it 

as perceiving what it handles” (MacKay 1967, p.26, original emphasis).   The Letter 

Spirit Adjudicator is a more advanced model of perception than a sieve, but it is, 

nonetheless, a mechanism of information extraction and classification.  It models 

perception of stylistic qualities in terms of their identification and subsequent 

representation in a memory structure called the Thematic Focus.  Neisser, like 

MacKay, does not regard perception as a process of extracting or filtering 

information.  Neisser (1976, p.87) says that we choose what we perceive “by actively 

engaging ourselves with it, not by shutting out its competitors.”  PABLO is consistent 

with this view.  It does not filter stylistic qualities from the environment, nor does it 
                                                 
17 The existing infrastructure is reused to simplify the implementation; I do not imply that the same 

physical mechanisms are used for both style perception and type perception in the human nervous 

system.  I imply only that the same schema-guided approach can be used. 
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represent them in the equivalent of a Thematic Focus.  Instead, the perception of style 

(like the perception of letter-category) is modelled as a form of schema-guided 

activity.  A particular stylistic quality is recognised when PABLO is actively using its 

perceptual instrument to explore the relevant aspects of its shape under the guidance 

of a schema with low tension.  Some examples may help explain how this works.   

 

Consider the gridletter in Figure 9-1.  This gridletter is composed of a left-post with a 

bowl attached at its base.  These characteristics identify it as a gridletter of type ‘b’.  

The style of the gridletter is also recognisable as a member of the FARG gridfont 

known as Benzene Left (See Section 8.3, p.152); this is because the bowl possesses 

the characteristic left sloping hexagonal shape.  I explained how PABLO perceives 

the post and the bowl in Section 8.2.  It perceives the left-sloping hexagonal ring 

using the same method.  This is possible because the stylistic attribute (a motif in the 

form of a left-sloping hexagonal ring) is another spatial characteristic that can be 

perceived once the system has acquired sufficient knowledge of the applicable 

sensorimotor contingencies.   

 

 

 

 
 

Figure 9-1   A Gridletter. 
This is gridletter ‘b’ from the FARG gridfont known as Benzene Left. 

 

 

 

Many stylistic qualities can be perceived in this way.  Table 9.1 illustrates the first 

three letters from three FARG gridfonts (Benzene Left, Close and Bowtie).  Once 

PABLO has been trained on these gridletters, it can, for example, identify previously 
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unseen members of the font “Close.”  Specifically, it reactivates a Close-seeing 

schema by loading the constituent agents onto the coderack.  If the schema can 

successfully guide the perceptual instrument (with minimal adaptation) the shape is 

recognised as a member of gridfont Close.   

 

The method used to test PABLO on style recognition is based on the approach used in 

the Letter Spirit project.  Rehling (2001, p.237) says that evaluating a system’s ability 

to recognise style “presents a few complications, largely because style is difficult to 

define.”  Rehling approached this problem by “training” Letter Spirit’s Thematic 

Focus on a few letters from a particular gridfont.  The Adjudicator was then used to 

rate a set of unseen letters, where one of these letters was a member of the gridfont on 

which the Thematic Focus was originally trained.  A correct response was recorded 

where the highest ranked gridletter belonged to the training font.  The Adjudicator 

achieved a success rate of 60.8%. 

 

 

 

Table 9.1   Type and Style. 
This table lists the first three letters from three FARG gridfonts. 

 

 Type ‘a’ Type ‘b’ Type ‘c’ 

Benzene Left 

   
Close 

   
 
Bowtie    
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PABLO was tested using a variation on Rehling’s approach.  The system was trained 

on three gridletters from three different gridfonts (nine letters in all).  It was then 

tested on three unseen letters from each of the three training fonts.  For example, in 

test number 1 (see Table 9.2), PABLO was trained on the letters ‘a’, ‘b’ and ‘c’ from 

Benzene Left, Benzene Right and Boat.  It was then tested on the letters ‘d’, ‘e’ and 

‘f’ from the same three fonts.  An average accuracy of 66% was obtained over all test 

sets.   

 

 

 

 
Table 9.2   PABLO’s results on the task of style perception. 

 

 

Test Gridfonts Training letters Test letters Results

1 Benzene Left, Benzene Right, Boat a,b,c d,e,f 78%

2 Benzene Left, Benzene Right, Boat a,b,c h,q,o 89%

3 Bowtie, Checkmark, Close a,b,c d,e,f 67%

4 Snout, Square Curl, Standard Square a,b,c d,e,f 67%

5 Bowtie, Double Backslash, Hunt Four j,b,n i,s,d 56%

6 Hunt Four, Shorts, Slant d,h,r a,m,s 67%

7 Slash, House, Weird Arrow u,r,g j,p,d 44%

8 Intersect, Funtip, Hint Four g,f,i x,c,d 33%

9 Boat, Close, House g,k,s u,w,y 78%

10 Boat, Close, House e,i,q s,u,w 78%

      Average 66%
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9.2 Discussion 

 

PABLO’s accuracy, in the context of style perception, is limited by the same issues 

discussed in Chapter 8 – these include the coarseness of its perceptual instrument, and 

the fact that it does not begin with a set of hard coded stylistic properties.  Despite 

these impediments, the results suggest that the PA/SC approach is viable in many 

cases.  There are some exceptions of course.  Style perception sometimes involves 

high-level reasoning, which is outside PABLO’s scope.18  Consider the gridletter 

depicted in Figure 9-2.  This gridletter belongs to one of the gridfonts in Table 9.1, but 

it is not obvious which.  It probably does not belong to “Bowtie”, but it could easily 

belong to either of “Benzene Left” or “Close.”  In fact, this gridletter could be 

substituted for the ‘l’ in most gridfonts.  Rehling (2001) touched on this when he 

found that the seed letters ‘b’,’c’,’e’,’f’ and ‘g’ produced the best Letter Spirit results.  

The seeds ‘r’,’s’,’t’,’u’ and ‘v’ were far less effective.  In an earlier project, Adams 

(1986) found that letters such as ‘b’,’c’,’e’,’f’ and ‘g’ contain more stylistic 

information than others.  If PABLO were to properly deal with this situation, it would 

need to take into account each letter’s type when considering style.  Human observers 

can consciously note that the letter ‘l’ often has no stylistic properties associated with 

it.  They can subsequently choose to not look for them.  PABLO cannot reason this 

way.  The Letter Spirit Adjudicator does not address this issue either, which may be 

why some seed letters (in both projects) yield inferior results.   
 

 

 
Figure 9-2   A gridletter of type ‘l’. 

This is gridletter ‘l’ from an unspecified gridfont. 

 
                                                 
18 The work of Lakoff and Nunez (2000) offers some insight into an “embodied” approach to 

mathematical concepts and high-level cognition.  The embodied approach is related to PA/SC theory. 
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There are further complications.  Hofstadter and McGraw (1995, p.449) say that the 

Adjudicator “is concerned with a more abstract type of category membership – 

namely stylistic consistency.”  The stylistic attributes to which they refer are “motifs”, 

“abstract rules” and “norm violations.”  These were discussed in Section 6.6.  How, 

specifically, does PABLO deal with abstract stylistic properties?   

 

We have already seen how PABLO deals with motifs (e.g. the perception of left-

sloping hexagonal rings).  Some abstract rules can also be treated this way; one 

example of a norm-violation provided by Hofstadter and McGraw (1995, p.450) is 

that of “short crossbars.”  PABLO can deal with short crossbars just like any other 

letter part.  PABLO perceives such things using the same perceptual instrument, the 

same coderack, the same codelets and the same kind of schemata.  There are, 

however, some abstract rules and norm-violations whose identification requires the 

high-level reasoning that PABLO lacks.  For example, Hofstadter and McGraw (1995, 

p.450) refer to an abstract rule that stipulates “the interdiction of diagonals.”  PABLO 

can perceive horizontalness and verticalness by leveraging the applicable schema-

guided activity.  If the training font does not contain diagonals, they are not 

recognised as part of the style.  But knowing that diagonals are prohibited is more 

than not noticing diagonals (not noticing something is not the same as noticing 

something is not present).  In the case of a style based on prohibited diagonals, 

noticing the absence of diagonals involves having an understanding of what a 

diagonal is, but it also involves the high-level concept of negation.  Consequently, 

abstract concepts such as the prohibition of diagonals do not appear in PABLO’s 

repertoire of cognitive abilities.   

 

 

9.3 Summary 

 

In Chapter 8 I discussed PABLO as a model of perception in the context of gridletter 

categorisation.  This chapter focused on style perception.  PABLO uses the same 
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method to detect style as it does to detect category.  When a style-perceiving schema 

is successfully guiding the system’s activity, the style is perceived.  There are some 

aspects of style that PABLO cannot detect – those that involve high-level concepts 

such as negation, and the understanding that some letters contain less stylistic 

information than others.  The results, nevertheless, suggest that the PA/SC approach is 

practicable for the perception of many styles in the Letter Spirit domain.  We will see 

in the next chapter that the implementation of perception discussed so far provides the 

necessary foundation for PABLO as a model of mental imagery and productive 

creativity. 
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(Lakoff & Nunez 2000) 



   

 

10 PABLO, Mental Imagery and 

 Productive Creativity 
 

 

 

In the previous two chapters I discussed PABLO’s implementation in the context of 

perception.  In this chapter I discuss mental imagery and PABLO’s ability to generate 

a creative product. I then return to the central theme of this thesis, which is the 

computational plausibility of PA/SC theory.  I also consider the implications for 

“knowledge-about” and creativity.  

 

 

10.1 The implementation of mental imagery and productive creativity 

 

We have seen that PABLO models perception in terms of the schema-guided 

exploration of letters on the grid.  PABLO models mental imagery in terms of the 

schema guided exploration of gridletters that are not on the grid; for example, when 

PABLO is engaged in the schema-guided exploration of a letter ‘a’ (when there is no 

letter ‘a’ on the grid), it is modelling mental imagery of an ‘a’.  The schemata that 

guide PABLO’s exploratory activities can change over time, which allows it to 

behave as if it is perceiving novel gridletters.  PABLO is unlike the proposed Letter 

Spirit Imaginer, which was intended to implement something similar to description 

theory.  It is also unlike the current Letter Spirit implementation, which, as we have 

seen, implements a form of depictive theory.   
 

Processing during PABLO’s imagery phase proceeds as follows: A seed letter is 

presented to the system.  PABLO perceives the letter and forms a schema in the usual 

way.  The constituent agents are then moved to a second coderack called the “pre-
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perceptual coderack.”  The pre-perceptual coderack is another instance of the 

Coderack class discussed in section 8.1.5 (p.142).  The second coderack is not 

associated with the perceptual instrument, and it allows the agents to run decoupled 

from the grid.  The agents on this coderack do not generate any feedback until they 

are returned to the primary perceptual coderack, where they reengage the perceptual 

instrument.  The ability to process agents while decoupled from the grid, allows 

PABLO to act as if it is perceiving a letter when none is present.  It also allows it to 

image stylistic variations on the letters in the training set.  An example follows: 

 

Suppose that the seed is a letter ‘o’ from gridfont “Benzene Left”.  PABLO perceives 

the seed and forms a new schema.  It then systematically reactivates its stored 

schemata, beginning with the a-seeing schema.  This involves adding the agents 

stored in the a-seeing schema to the pre-perceptual coderack.  When this is done, 

PABLO starts acting internally as if it is perceiving a letter ‘a’.  In other words, it 

images a letter ‘a’.  However, the agents associated with the perception of the seed 

letter are still active (because they are also on the coderack), which causes the agents 

associated with the a-seeing schema to adapt such that they incorporate the activity of 

the schema formed during seed perception.  In this way, PABLO acts as if it is 

perceiving a variation of the letter ‘a’; and importantly, a variation that it has not 

previously encountered.  This implements a rudimentary form of creative mental 

imagery, and it is at this point that drafting can begin.  If PABLO can draft a letter 

such that the newly formed perceptual acts can be executed with low tension, it will 

have created the imaged letter.   

 

I argued in Chapter 4 that mental imagery is an important part of the creative process, 

but PABLO does not have a distinct module such as the proposed Letter Spirit 

Imaginer.  Instead it employs an emergent “Imaginer” manifested through a mode of 

activity similar to perception.  This activity does not generate an internal 

representation of a gridletter, and consequently, it does not, by itself, result in a 

creative product that can be output to the grid.  While imaging a novel letter, PABLO 
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is rehearsing a plan for actively perceiving the letter should it appear.  This plan can 

be stored as a schema and later reactivated, but if PABLO is to produce a creative 

output, it must draft the letter.  This involves six activities in total.  Processing begins 

with the training, perceptual and imagery activities, which I have described.  The final 

activities include preparing to draft, drafting, and judging.   

 

From the perspective of PA/SC theory, drafting is a skill-based activity (as is 

perception and mental imagery).  Accordingly, PABLO uses schemata that direct the 

actions of a drafting instrument.  The drafting instrument is implemented in PABLO 

using a second instance of the Instrument class described in Section 8.1.4.  The 

drafting instrument is similar to the perceptual instrument, except that it makes 

changes to the state of the grid.  Specifically, its actions modify the environment to 

better suit the schema-guided actions defined in the perceptual schema (which was 

formed during the imagery phase).  This is in contrast to the process of perception, 

which involves adapting schema-guided actions to suit the environment.  This 

distinction was covered, at a theoretical level, in Chapter 4.   

 

In PABLO, the preparation of a drafting schema involves the offline execution of 

potential drafting acts.  This models (in a simple way) the process of mentally 

rehearsing the act of drafting a letter.  PABLO’s drafting schemata are similar to its 

perceptual schemata because its perceptual actions trace the outline of each gridletter.  

If this were not so, a more involved process of coordination between the perceptual 

schema and the newly forming drafting schema would be required during the drafting-

preparation phase.  I return to this in Section 10.5 where I discuss future work.  As it 

stands, PABLO forms a drafting schema by reproducing the actions stored in the 

perceptual schema.  An instance of a class called DraftingSchema is used to store 

these actions.  This class extends the Schema class discussed in Section 8.1.8, and it 

includes a collection of DraftingAction objects.  The DraftingAction class extends the 

Action class described in Section 8.1.6.   
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Having formed a drafting schema, the next step is to draft.  At this point, the agents in 

both the perceptual and drafting schemata are added to the primary coderack.  The 

DraftingAction agents begin to engage the drafting instrument.  Meanwhile, the 

PerceptualAction agents engage the perceptual instrument.  At the commencement of 

drafting, the perceptual tension is high because the grid is empty and the perceptual 

schema is inappropriate; but as the drafting agents change the grid, the perceptual 

schema becomes increasingly applicable.  By the time drafting is complete, the pre-

prepared perceptual schema will be guiding the perceptual instrument with low 

tension.  If the drafting schema has done its job, no change to the perceptual schema 

will be required because the drafting actions will have changed the grid to suit.  

PABLO will then be recognising the letter on the grid as that which it previously 

imaged.  In this way, PABLO is able to judge its own output, and in so doing, I 

suggest that it demonstrates how PA/SC theory can account for a review and revision 

strategy. 

  

Dartnall (2002, pp.50-56) reports personal correspondence with Hofstadter and 

Rehling in which they say that the Examiner may need to permanently peer over the 

Drafter's shoulder, so that generation and judgement are tightly integrated.  I think we 

see this in PABLO.  As drafting begins, the perceptual/imagery schema generates a 

high level of tension because it is not appropriate in the context of an empty grid (this 

is the “Examiner” complaining to the “Drafter”).  Instead of adjusting the 

perceptual/imagery schema to suit the state of the grid (as it does during the 

perceptual phase), the drafting agents adjust the state of the grid to fit the 

perceptual/imagery schema (this is the “Drafter” responding to the complaint).  As the 

letter forms, the tension diminishes until the perceptual/imagery schema functions 

fluidly (this is the “Examiner” expressing its satisfaction to the “Drafter”).   
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10.2 Results 

 

The results in Figure 10-1 and Figure 10-2 depict some of the gridfonts produced by 

PABLO.  In each case a stylistic variation on the letter ‘o’ was used as the seed.  The 

seed letters were taken from the FARG gridfonts used in the corresponding Letter 

Spirit test (Rehling 2001).  A single trial was conducted for each seed letter.  The 

results were not hand picked based on their quality. 
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Benzene Left 

 
 

Benzene Right 

 
 

Boat 

 
 

Close 

 
 

Double Backslash 

 
 

Hint Four 

 
 

House 

 

 

Figure 10-1   PABLO’s creative products. 
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Hunt Four 

 

 
 

Sabretooth 

 
 

Slant 

 
 

Slash 

 
 

Snout 

 
 

Standard Square 

 
 

Weird Arrow 

 
 

Figure 10-2   PABLO’s creative products continued. 
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Figure 10-3 and Figure 10-4 show the output generated by the Letter Spirit program.  These 

are provided for the purpose of comparison.  The images are reproduced from Rehling’s 

(2001) thesis.  The letters ‘b’, ‘c’, ‘e’, ‘f’, and ‘g’ in each font were provided as seeds – 

Letter Spirit did not produce these.   
 

Benzene Left 

 
Benzene Right 

 
Boat 

 
Close 

 
Double Backslash 

 
Flournoy Ranch 

 
Hint Four 

 
 

Figure 10-3   Letter Spirit’s creative products. 
Reproduced from Rehling (2001). 
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House 

 
Hunt Four 

 
Shorts 

 
Slash 

 
Snout 

 
Standard Square 

 
Weird Arrow 

 
 

Figure 10-4   Letter Spirit’s creative products continued. 
Reproduced from Rehling (2001). 
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PABLO acquires its knowledge of the alphabet through perceptual learning, rather 

than relying on built in primitives.  This allows it to be trained on other character sets.  

The results depicted in Figure 10-5 were obtained by training PABLO on Greek 

letters.  As before, the results were obtained by supplying a single seed character (an 

‘o’) from the corresponding FARG gridfonts. 

 

 

 
 

Training font – Standard Greek 
 

 
 

Benzene Left 

 
 

Benzene Right 

 
 

Double Backslash 

 
 

Sabretooth 

 
 
 
 

 

Figure 10-5   PABLO’s renderings after being trained on the Greek 
alphabet. 
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10.3 Discussion 

 

Kosslyn et al. (2006, p.94) suspect that if PA/SC theory were “fleshed out in enough 

detail to be simulated on a computer, it would incorporate key aspects of … 

[depictive] theory.”  They would presumably expect to see the functional equivalent 

of a visual buffer (or some other internal representation of the system’s environment).  

But do we see this in PABLO?  I touched on this issue in Chapter 8 where I described 

PABLO in the context of perception.  Now we can consider the issue in the context of 

mental imagery and creativity.   

 

As Kosslyn et al. (2006, p.94) might expect, PABLO includes a mechanism that 

“anticipates the perceptual consequences of operating in the world” – it rehearses, and 

to this extent anticipates, actual perception through internal schema-guided action.  

The perceptual consequences of these actions do not, however, include the formation 

of a data-structure that is accessed in place of a gridletter.  This goes to the heart of 

the distinction between PA/SC theory and depictive theory.  As we have seen, 

depictive theory conforms to the computational metaphor.  PA/SC theory is different 

because its schemata implement, if I may borrow a phrase from Maturana and Varela 

(1987), a “structural coupling” between the system and its environment.  Computer 

models such as PABLO, Letter Spirit, and the one created by Kosslyn and Schwartz, 

clarify this distinction from a computational perspective. 

 

We saw in Chapter 5 that Kosslyn and Schwartz’s (1977) computer model (which 

implements depictive theory) simulates mental imagery by forming a representation 

of the imaged object.  This is analogous to the way a computer retrieves data (that 

represents something) from permanent memory into RAM.  Once the data is 

assembled, the microprocessor (or in the case of Kosslyn and Schwartz’s model, the 

implied, but not implemented, interpretive function) can access and process it.  

Internal representations are required in computers because microprocessors can only 

access binary (high or low) voltages presented at their inputs – they cannot access the 
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world directly.  For this reason, anything a computer is to process must first be 

represented internally in RAM.  PABLO is less like a digital computer and more like 

a steam engine governor or a sunflower (see Figure 10-6).  These systems can respond 

directly to the environment.  There is nothing mystical about this.  PABLO is a special 

case because it can act as if it is responding to the environment (the grid), but it is no 

more mystical than a sunflower.  PABLO’s “as if” behaviour is guided by schemata, 

but schemata are not computational representations of gridletters because they are not 

accessed and interpreted by something analogous to a CPU – schemata are not 

‘datafied’ substitutes for gridletters.19  Schemata are part of an information processing 

mechanism that accesses the grid itself.  For this reason, a PABLO schema is not the 

functional equivalent of a visual buffer. 

 

PABLO is a computational model of a theory that rejects the three-way analogy 

between minds brains and computers.  Computer memory can be used to represent all 

manner of real world concepts, such as weather patterns and bank balances.  In 

PABLO, data-structures (Java classes) are used to represent a non-representational 

system.  This is analogous to a computer model of airflow over a wing – another non-

representational system.  Wings do not contain internal representations even though 

they are represented by data-structures in the computers that model them.  Like wings, 

perceptual systems based on PA/SC theory do not include internal representations, 

even though their components will also be represented by data-structures in the 

computers with which they are modelled.  This is in contrast to computational models 

of representational systems, which include models of digital computers and 

psychological theories that conform to the computational metaphor.  Computer 

models of representational systems use data-structures to represent other 

                                                 
19 Schemata are composed of agents.  Each agent contains a feedback definition (in the form of a 

boolean variable).  This boolean feedback variable cannot (by itself) be an internal representation of a 

gridletter either, because it does not contain enough information.  It is, in any case, encapsulated for use 

by the agent’s own internal code (which means it cannot be accessed by other parts of the system). 
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representations.  We see this in virtual machines (software implementations of 

physical computers), which use data-structures to represent the virtualised computer’s 

physical memory (which is in turn used by the virtualised computer to represent other 

things, such as bank balances).  We also see it in Kosslyn and Schwartz’s (1977) 

computer model, which uses data-structures to represent the visual buffer, which in 

turn represents things like cars.   

 

Letter Spirit is an example of a computer model that does include depictive 

representations of the kind that Kosslyn et al. (2006) (presumably) expect.  Letter 

Spirit’s Workspace (its working memory) contains a replica of the grid, and this is 

where the Drafter drafts.  In Letter Spirit, “quanta are drawn, one by one, as though a 

pen were drawing a role filler on the grid” (Rehling 2002, p.276).  In fact, the 

Workspace seems more like the grid itself than an area of memory.  Rehling (2001, 

p.255) describes the Workspace as a “copy of the grid.”  There is no reason to 

construct a computational representation unless there is a mechanism (analogous to a 

microprocessor) that uses it.  Letter Spirit does not, however, model the way the 

representation in the Workspace is accessed for the purpose of reproducing it on the 

grid.  As it stands, Letter Spirit outputs the representation, but this is not an accurate 

model of the translation of mental content into a creative product in the system’s 

environment.  In contrast, PABLO shows how a preconceived product can be created 

in the world without first forming a representation in an internal data-structure, but 

without discounting the relevance of mental imagery.  This highlights the 

computational effectiveness of PA/SC theory.  Not only does PA/SC theory eliminate 

the need for an explanation of how information is extracted from the environment and 

assembled into a representation (and then processed), it also alleviates the need to 

explain how computational representations, once formed, are reproduced in the 

environment.  This brings us to the issue of “knowledge-about.”  
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10.4 PABLO’s knowledge about its domain 

 

Hofstadter (1995) says that many AI programs do not know anything about the 

concepts they purportedly employ.  Hofstadter cites Waldrop’s (1987) analysis of 

SME (Falkenhainer, Forbus & Gentner 1989) as an example.   SME is based on 

Gentner’s (1983) structure mapping theory.  Waldrop (1987, p.1298-9) says that SME 

can make analogies between various concepts such as “an analogy between the solar 

system and the Rutherford model of the atom” and “an analogy between fluid flow 

and heat flow.”  Hofstadter (1995, p.156) believes that such statements are 

misleading, and he is concerned with what he refers to as an “insidious problem in 

writing about such a computer architecture.”  He says: 

 
When someone writes or reads “the program makes an analogy between heat 

flow through a metal bar and water flow through a pipe”, there is a tacit 

acceptance that the computer is really dealing with the idea of heat flow, the idea 

of water flow, the concepts of heat, water, metal bar, pipe, and so on (Hofstadter 

1995, p.156, original emphasis). 

 

According to Hofstadter (1995, p.156), what SME is dealing with are actually “empty 

tokens that have the form of English words.”  He says, for example, that SME does 

not know that water “is a liquid, that it is wet and colourless, that it is affected by 

gravity” etc.  Hofstadter says, “it turns out that the program in question knows none of 

these facts.  Indeed it has no concepts, no permanent knowledge about anything at 

all” (p.156, original emphasis).  In contrast, I think that PABLO does have some 

knowledge (albeit rudimentary) about its domain.  Before I explain why, we need to 

briefly revisit the Letter Spirit implementation one last time. 

 

As we have seen, Letter Spirit is said to have knowledge about its domain (Hofstadter 

& McGraw 1995).  Dartnall (2002, p.51) goes further - he says that Letter Spirit gives 

us a mechanism that shows “how explicitation is a natural consequence of the learning 
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and recognition process.”  He believes that representations are the “created products” 

of our knowledge about a particular domain “rather than stored repositories or 

representations of what we know” (p.51).  Dartnall says that Letter Spirit pioneers this 

new epistemology “in which representations, rather than being copied or transduced 

from experience, are generated ‘in the imagination’ by our knowledge about a 

domain” (p.51).   

 

Letter Spirit’s knowledge about letters is stored in the Conceptual Memory, which is a 

data-structure that represents the roles that underlie letters, and the role-sets that 

describe how roles form letters.  PABLO does not store knowledge in this way, and I 

think it provides a better indication of how “knowledge-about” can be implemented.  

PABLO’s architecture, as we have seen, implements the practical knowledge needed 

to interact with, and thereby perceive, its environment.  PABLO shows how such a 

system can be extended to act as if it is perceiving the environment, thereby 

implementing a non-representational form of mental content.  PABLO also suggests 

that if the system can simultaneously coordinate productive actions (such as drafting 

actions), it can articulate the (non-representational) contents of its mind to the world.  

Articulating mental content to the world is a form of explicitation.  In PABLO’s case, 

this does not involve the creation of an internal representation but an external 

representation.  PABLO renders letters on the grid, but the representation can, 

theoretically, be anything a system produces through schema-guided action.  In this 

way a system based on PA/SC theory can represent what it knows to others and to 

itself.  Such a system, I suggest, implements a form of “knowledge-about.” 

 

 

10.5 Future work 

 

The way simultaneously active schemata coordinate themselves warrants further 

investigation.  PABLO always approves its own creative products because the 

drafting actions replicate those defined in the perceptual schemata.  It is not 
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unrealistic to assume that a schema acquired using one perceptual/productive 

instrument can be redeployed in conjunction with another – a drummer, for example, 

who has mastered the paradiddle on the snare drum (using his hands) can redeploy 

this ability using his feet to operate the peddles attached to the bass drum and high-

hat.  Nevertheless, I see a possibility for future work here.  If PABLO’s perceptual 

actions did not parallel the corresponding drafting actions, it would introduce 

discrepancies between what is imaged and what is drafted.  In this case, PABLO 

would need to model the formation of a drafting schema in a more informative way.  

It would also need to model the way an initial drafting is revised and modified to 

better suit the perceptual schema.  This would require more realistic coordination 

between concurrent schemata. 

 

I see another possibility for future work.  The Letter Spirit domain was designed by 

Hofstadter (1985) to allow the creative process to be analysed at its essence.  The 

domain is effective for demonstrating that PA/SC theory is computationally sound, 

but it would be interesting to see if the theory can be successful in a more complex 

domain.  Perhaps a real world active vision system.  This pertains to a question not 

asked, and subsequently not answered, in this thesis.  Does PA/SC theory provide the 

basis for any useful engineering solutions? 

 

  
10.6 Summary 

 

This chapter concludes the discussion of PABLO’s implementation and the results.  

PABLO is an idealised model that puts PA/SC theory on a more secure computational 

footing.  This is important, because PA/SC theory can sound mystical.  We saw in 

previous chapters how PABLO models the perception of both letter type and letter 

style.  I began this chapter with a discussion of PABLO as a model of creative mental 

imagery.  PABLO models mental imagery (as it does perception) at the level of 
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schema-guided activity.  The internal processes involved in this activity do not 

generate data-structures that stand in for the corresponding objects.  Instead, schemata 

guide a rehearsal of the relevant perceptual activity.  This activity itself serves as a 

model of mental content.  The schema-guided activity can adapt so that PABLO acts 

as if it is perceiving something new.  This demonstrates an idealised form of creative 

mental imagery.  In this way, PABLO shows that it is possible to implement PA/SC 

theory without requiring the functional equivalent of a visual buffer.  PABLO is a 

model of an information processing system that includes stored structures (which 

adapt in response to environmental feedback), but it does not assemble depictive 

representations that are accessed in place of objects in the environment.  

 

In the second half of this chapter I discussed PABLO as a model of the underlying 

processes involved in preparing and executing a plan for drafting imaged letters.  This 

involves the formation of a drafting schema, which delineates actions that cause 

modifications to the environment (i.e. the grid).  As the drafting schema is executed, 

the perceptual schema (which previously manifested the system’s mental imagery 

through rehearsed perceptual activity) can be re-deployed in the environment in an act 

of perceptual evaluation.  The coordination between drafting and perceptual/imagery 

schemata allows PABLO to explicitate its mental content in accordance with PA/SC 

theory.  This makes PABLO a rudimentary model of “knowledge-about” and it 

illustrates how PA/SC theory can form part of a non-atomistic theory of creativity. 

 

 

 



   

 

 

11 Summary and Conclusion 
 

 

 

I began by introducing a theory of perception and mental imagery, which I refer to as 

PA/SC theory.  Versions of the theory have been proposed by researchers including 

Ryle (1949), Neisser (1976; 1978), Thomas (1999; 2003), and O’Regan and Noë 

(2001a).  PA/SC theory rests on the idea that perception is something we do.  

Specifically, we perceive by actively engaging the environment under the guidance of 

stored schemata, which change and adapt as a consequence of the activities they 

facilitate.  According to this view, perception is the process we use to interpret the 

environment.  This is in contrast to the more conventional view that perception is 

about extracting or filtering information from the environment and formatting it into a 

representation, which is then interpreted by some other means. 

 

In Chapter 3 I focused on mental imagery.  According to Neisser’s (1976) theory, 

mental imagery is “the inner aspect of a readiness to perceive the imagined object” 

(pp.130-1).  Thomas (1999) says that mental imagery is a form of seeing as.  Other 

theorists, such as Hebb (1968) and Sarbin & Juhassz (1970), have expressed similar 

views.  The recurring theme is that mental imagery is a rehearsal of the perceptual act, 

and not the formation of an internal representation.  By rehearsing the processes we 

use to interpret an object in its presence, decisions can be made about the object in its 

absence; for example, if we possess the sensorimotor knowledge necessary to visually 

engage a cat’s ear when one is present, we can rehearse the applicable visual 

interaction when no cat is available.  If perception is coordinated action, and if we 

interpret the world through this action, then (according to PA/SC theory) we can make 

decisions about a cat’s ear by acting as we do when we perceive one.   
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PA/SC theory also makes a prediction about the relative qualities of our perceptual 

experiences.  I reviewed the work of O’Regan and Noë (2001a), who say that seeing 

red is more like seeing pink than it is like seeing black, because the “mode of 

exploration” (p.943) is closer.  I argued that O’Regan and Noë’s theory predicts the 

quasi-perceptual experience associated with mental imagery.  The mode of 

exploration involved in rehearsing a perceptual act is, by definition, similar to the 

mode of exploration involved in carrying it out.  The prediction that the respective 

experiences will be similar is, of course, consistent with most people’s subjective 

experiences of mental imagery; for example, when most people mentally image a cat, 

they report a subjective experience similar to that associated with directly perceiving a 

cat.  In this way PA/SC theory accounts for quasi-perceptual experiences without 

recourse to internal representations of the objects imaged.   

 

In Chapter 4, I discussed the role of mental imagery in creativity.  We saw that the 

relationship between mental imagery and creativity creates a problem for both 

depictive theory and description theory.  Treating mental imagery as the process of 

creating a depictive or descriptive representation cam lead to a combinatorial process 

of shuffling stored representations (such as parts of images or descriptions).  Dartnall 

(2002) says that the combinatorial approach is inadequate because it limits our 

capacity for creativity to the “size and combinatorial capabilities of a set of atomic 

ingredients” (p1).  I argued that a theory of creativity based on PA/SC theory would 

not be subject to the problem identified by Dartnall.  If mental imagery has its basis in 

the same schema-guided activities as perception, except that some or all of the 

feedback is ignored, it follows that creative mental imagery can be accounted for in a 

non-atomistic way.  Specifically, it can be accounted for in terms of the process of 

rehearsing a perceptual act that is not applicable to anything the system has previously 

encountered.  No recombination of representational components is required.  I 

extended Neisser’s (1976) “perceptual cycle” to encompass a broader range of 

activities than originally proposed.  Neisser concerns himself with perceptual 

activities, but I broadened the scope to include environment-altering activities, and 
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subsumed Neisser’s perceptual cycle into a more general action cycle.  In this way, I 

proposed a mechanism for productive creativity based on PA/SC theory.   

 

According to Kosslyn (1994, p.3), theories of mental imagery “took a leap forward 

when researchers began to think about how one could program a computer to produce 

specific types of behaviour.”  Computer models are particularly important in the 

context of mental imagery, because this approach “forces one to think clearly about 

the nature of [the underlying] representations” (Kosslyn 1994, p.4), and in the case of 

PA/SC theory, the lack thereof.  In Chapter 5, I outlined an approach for 

implementing PA/SC theory using a computer model.  I approached this task by 

surveying a number of existing computer models of mental imagery and creativity.  

The models I reviewed conform to the computational metaphor, in that mental 

contents are represented as data-structures.  I developed a different approach by 

considering how the existing computer models could, in principle, be implemented in 

compliance with PA/SC theory.   

 

In Chapter 6, I progressed the discussion in a similar vein, but focussed specifically 

on one of the leading computer models of creativity, namely Letter Spirit (Hofstadter 

& McGraw 1995; McGraw 1995; Rehling 2001).  In Chapter 7 I provided a 

conceptual overview of how PA/SC theory can be applied in the Letter Spirit domain.  

I then introduced PABLO, which is a computer model that puts this plan into effect.  

In the next three chapters I outlined the PABLO implementation and I presented the 

results.   

 

Unlike other computer models, PABLO simulates mental contents such as percepts 

and images at the level of schema-guided activity.  PABLO does not model mental 

imagery in isolation - it shows how it can be harnessed for productive creativity.  On 

this basis, I argued that PA/SC theory is logically coherent and computationally 

defensible.  I also suggested that it can account for the explicitation of mental content 

in the world, and thus provides a viable computational basis for the implementation of 
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“knowledge-about”.  If this is true, it confirms what Dartnall (2002) suspects: that 

creativity is not the recombination of fixed components, but the application of 

“knowledge-about” a domain.  Thomas (1999) says that PA/SC theory deserves more 

attention.  I think he is right. 

 



   

 

Appendix A    The Neural Network  
 

 

In Chapter 7, I discussed the relative performance of PABLO and Letter Spirit on 

gridletter recognition tasks.  A simple weightless (or RAM based) neural network was 

also tested on this task.  Each neuron in a weightless neural network is a binary 

pattern recognition device.  Neural networks composed of these neurons exhibit a fast 

convergence rate and good generalisation ability (Al-Alawi 2003).  Weightless neural 

networks have proven to be effective in a variety of pattern recognition applications 

(Austin 1998; Lauria & Mitchell 1999). 

 

The neural network referenced in Chapter 7 is composed of 26 class discriminators 

(one for each letter of the alphabet).  Each neuron has 8 connections to random quanta 

on the grid.  Over-sampling was not used.  This means that each quantum is connected 

to a single neuron per class discriminator.  The Letter Spirit grid contains 56 quanta, 

which equates to 7 neurons per class discriminator.  The source code for the Neural 

Network experiment can be found on the CD.  An average accuracy of 30% was 

achieved over all gridfonts in the test set.  See Table A.1. 
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Table A.1   Neural Network Results. 

The table lists the accuracy of the neural net on each of the FARG gridfonts. 

 

Gridfont Neural Network Accuracy (%) 

Benzene Left 31.4 

Benzene Right 35.8 

Boat 20.5 

Bowtie 34.6 

Checkmark 35.9 

Close 34.8 

Double Backslash 9.2 

Flournoy Ranch 16.7 

Funtip 16.8 

Hint Four 67.6 

House 42.9 

Hunt Four 47.6 

Intersect 21.2 

Sabretooth 26.2 

Shorts 35.2 

Slant 27.0 

Slash 31.5 

Sluice 26.1 

Snout 29.2 

Square Curl 24.8 

Standard Square 42.9 

Three D 13.4 

Weird Arrow 19.8 

Average 30.0 

 



   

 

Appendix B    Screen Shots 
 

 

This appendix contains some screen shots of the PABLO application. 
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Appendix C    Output Listings 
 

 
This appendix contains two PABLO output listings.  The first is an abridged output 

listing generated during the perception cycle (see Chapter 8).  The second listing was 

generated during one trial of the production creativity cycle (see Chapter 10).  The 

complete set of fonts created by PABLO is illustrated in Section 10.2 (p.175).  Full 

output listings and source code are provided on the accompanying CD. 

 

 
Perception cycle 

 
 
 
Test Starting 
Run 
Starting Training 
New training letter archetype.lsx : a 
New training letter archetype.lsx : b 
New training letter archetype.lsx : c 
New training letter archetype.lsx : d 
New training letter archetype.lsx : e 
New training letter archetype.lsx : f 
New training letter archetype.lsx : g 
New training letter archetype.lsx : h 
New training letter archetype.lsx : i 
New training letter archetype.lsx : j 
New training letter archetype.lsx : k 
New training letter archetype.lsx : l 
New training letter archetype.lsx : m 
New training letter archetype.lsx : n 
New training letter archetype.lsx : o 
New training letter archetype.lsx : p 
New training letter archetype.lsx : q 
New training letter archetype.lsx : r 
New training letter archetype.lsx : s 
New training letter archetype.lsx : t 
New training letter archetype.lsx : u 
New training letter archetype.lsx : v 
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New training letter archetype.lsx : w 
New training letter archetype.lsx : x 
New training letter archetype.lsx : y 
New training letter archetype.lsx : z 
Training complete 
Perceptual Cycle 
Mode changed to perception 
Run 
Starting perception cycle 
 
 
************* New grid font benzeneLeft.lsx ************* 
 
 
New test letter : a 
Trying initial schema 0  confidence = 0.9720000000000001 
Answer (a) = a  with confidence = 0.9720000000000001 
Correct: 1   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : b 
Trying initial schema 1  confidence = 0.984 
Answer (b) = b  with confidence = 0.984 
Correct: 2   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : c 
Trying initial schema 2  confidence = 0.9840000000000001 
Answer (c) = c  with confidence = 0.9840000000000001 
Correct: 3   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : d 
Trying initial schema 3  confidence = 0.994 
Answer (d) = d  with confidence = 0.994 
Correct: 4   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : e 
Trying initial schema 4  confidence = 0.974 
Answer (e) = e  with confidence = 0.974 
Correct: 5   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : f 
Trying initial schema 5  confidence = 0.998 
Answer (f) = f  with confidence = 0.998 
Correct: 6   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : g 
Trying initial schema 6  confidence = 0.986 
Answer (g) = g  with confidence = 0.986 
Correct: 7   Incorrect: 0   Accuracy: 100.0% 
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New test letter : h 
Trying initial schema 7  confidence = 0.982 
Answer (h) = h  with confidence = 0.982 
Correct: 8   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : i 
Trying initial schema 11  confidence = 0.348 
Alternate schema 19  confidence = 0.34600000000000003 
Alternate schema 8  confidence = 0.803088803088803 
Alternate schema 3  confidence = 0.5539999999999999 
Alternate schema 1  confidence = 0.412 
Answer (i) = i  with confidence = 0.803088803088803 
Correct: 9   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : j 
Trying initial schema 9  confidence = 0.8412776412776413 
Alternate schema 6  confidence = 0.336 
Alternate schema 16  confidence = 0.29 
Alternate schema 11  confidence = 0.298 
Alternate schema 24  confidence = 0.244 
Answer (j) = j  with confidence = 0.8412776412776413 
Correct: 10   Incorrect: 0   Accuracy: 100.0% 
 
 
New test letter : k 
Trying initial schema 1  confidence = 0.6279999999999999 
Alternate schema 7  confidence = 0.848 
Alternate schema 10  confidence = 0.732 
Alternate schema 19  confidence = 0.456 
Alternate schema 2  confidence = 0.62 
Answer (k) = h  with confidence = 0.848 
Correct: 10   Incorrect: 1   Accuracy: 90.909096% 
 
 
New test letter : l 
Trying initial schema 11  confidence = 0.998 
Answer (l) = l  with confidence = 0.998 
Correct: 11   Incorrect: 1   Accuracy: 91.66667% 
 
 
New test letter : m 
Trying initial schema 12  confidence = 0.77 
Alternate schema 21  confidence = 0.472 
Alternate schema 22  confidence = 0.59 
Alternate schema 13  confidence = 0.998 
Answer (m) = n  with confidence = 0.998 
Correct: 11   Incorrect: 2   Accuracy: 84.61539% 
 
 
New test letter : n 
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Trying initial schema 13  confidence = 0.9840000000000001 
Answer (n) = n  with confidence = 0.9840000000000001 
Correct: 12   Incorrect: 2   Accuracy: 85.71429% 
 
 
New test letter : o 
Trying initial schema 14  confidence = 0.976 
Answer (o) = o  with confidence = 0.976 
Correct: 13   Incorrect: 2   Accuracy: 86.666664% 
 
 
New test letter : p 
Trying initial schema 15  confidence = 0.9919999999999999 
Answer (p) = p  with confidence = 0.9919999999999999 
Correct: 14   Incorrect: 2   Accuracy: 87.5% 
 
 
New test letter : q 
Trying initial schema 16  confidence = 0.9859999999999999 
Answer (q) = q  with confidence = 0.9859999999999999 
Correct: 15   Incorrect: 2   Accuracy: 88.2353% 
 
 
New test letter : r 
Trying initial schema 17  confidence = 0.998 
Answer (r) = r  with confidence = 0.998 
Correct: 16   Incorrect: 2   Accuracy: 88.88889% 
 
 
New test letter : s 
Trying initial schema 2  confidence = 0.8019999999999999 
Alternate schema 18  confidence = 0.974 
Answer (s) = s  with confidence = 0.974 
Correct: 17   Incorrect: 2   Accuracy: 89.47369% 
 
 
New test letter : t 
Trying initial schema 11  confidence = 0.664 
Alternate schema 19  confidence = 0.642 
Alternate schema 7  confidence = 0.448 
Alternate schema 1  confidence = 0.524 
Alternate schema 10  confidence = 0.438 
Answer (t) = l  with confidence = 0.664 
Correct: 17   Incorrect: 3   Accuracy: 85.0% 
 
 
New test letter : u 
Trying initial schema 20  confidence = 0.9840000000000001 
Answer (u) = u  with confidence = 0.9840000000000001 
Correct: 18   Incorrect: 3   Accuracy: 85.71429% 
 
 
New test letter : v 
Trying initial schema 12  confidence = 0.666 
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Alternate schema 13  confidence = 0.52 
Alternate schema 0  confidence = 0.534 
Alternate schema 23  confidence = 0.382 
Alternate schema 14  confidence = 0.704 
Answer (v) = o  with confidence = 0.704 
Correct: 18   Incorrect: 4   Accuracy: 81.818184% 
 
 
New test letter : w 
Trying initial schema 22  confidence = 0.772 
Alternate schema 21  confidence = 0.662 
Alternate schema 12  confidence = 0.578 
Alternate schema 20  confidence = 1.0 
Answer (w) = u  with confidence = 1.0 
Correct: 18   Incorrect: 5   Accuracy: 78.26087% 
 
 
New test letter : x 
Trying initial schema 23  confidence = 0.664 
Alternate schema 25  confidence = 0.274 
Alternate schema 18  confidence = 0.624 
Alternate schema 22  confidence = 0.506 
Alternate schema 12  confidence = 0.504 
Answer (x) = x  with confidence = 0.664 
Correct: 19   Incorrect: 5   Accuracy: 79.16667% 
 
 
New test letter : y 
Trying initial schema 24  confidence = 0.9819999999999999 
Answer (y) = y  with confidence = 0.9819999999999999 
Correct: 20   Incorrect: 5   Accuracy: 80.0% 
 
 
New test letter : z 
Trying initial schema 0  confidence = 0.926 
Alternate schema 4  confidence = 0.932 
Alternate schema 25  confidence = 1.0 
Answer (z) = z  with confidence = 1.0 
Correct: 21   Incorrect: 5   Accuracy: 80.769226% 
 
 
 
 
 
... 
 
 
 
 
************* New grid font weirdArrow.lsx ************* 
 
 
New test letter : a 
Trying initial schema 0  confidence = 0.686 
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Alternate schema 12  confidence = 0.634 
Alternate schema 13  confidence = 0.54 
Alternate schema 14  confidence = 0.61 
Alternate schema 18  confidence = 0.456 
Answer (a) = a  with confidence = 0.686 
Correct: 348   Incorrect: 225   Accuracy: 60.732986% 
 
 
New test letter : b 
Trying initial schema 1  confidence = 0.882 
Alternate schema 10  confidence = 0.7220000000000001 
Alternate schema 7  confidence = 0.91 
Alternate schema 4  confidence = 0.728 
Alternate schema 19  confidence = 0.41 
Answer (b) = h  with confidence = 0.91 
Correct: 348   Incorrect: 226   Accuracy: 60.627182% 
 
 
New test letter : c 
Trying initial schema 4  confidence = 0.7220000000000001 
Alternate schema 25  confidence = 0.548 
Alternate schema 21  confidence = 0.55 
Alternate schema 18  confidence = 0.514 
Alternate schema 22  confidence = 0.496 
Answer (c) = e  with confidence = 0.7220000000000001 
Correct: 348   Incorrect: 227   Accuracy: 60.52174% 
 
 
New test letter : d 
Trying initial schema 3  confidence = 0.828 
Alternate schema 0  confidence = 0.628 
Alternate schema 19  confidence = 0.42000000000000004 
Alternate schema 11  confidence = 0.412 
Alternate schema 14  confidence = 0.446 
Answer (d) = d  with confidence = 0.828 
Correct: 349   Incorrect: 227   Accuracy: 60.59028% 
 
 
New test letter : e 
Trying initial schema 4  confidence = 0.8460000000000001 
Alternate schema 0  confidence = 0.8200000000000001 
Alternate schema 25  confidence = 0.632 
Alternate schema 21  confidence = 0.508 
Alternate schema 14  confidence = 0.484 
Answer (e) = e  with confidence = 0.8460000000000001 
Correct: 350   Incorrect: 227   Accuracy: 60.65858% 
 
 
New test letter : f 
Trying initial schema 19  confidence = 0.554 
Alternate schema 11  confidence = 0.568 
Alternate schema 3  confidence = 0.5539999999999999 
Alternate schema 5  confidence = 0.538 
Alternate schema 12  confidence = 0.36 
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Answer (f) = l  with confidence = 0.568 
Correct: 350   Incorrect: 228   Accuracy: 60.553635% 
 
 
New test letter : g 
Trying initial schema 24  confidence = 0.772 
Alternate schema 6  confidence = 0.8480000000000001 
Alternate schema 15  confidence = 0.584 
Alternate schema 16  confidence = 0.5619999999999999 
Alternate schema 22  confidence = 0.22 
Answer (g) = g  with confidence = 0.8480000000000001 
Correct: 351   Incorrect: 228   Accuracy: 60.62176% 
 
 
New test letter : h 
Trying initial schema 10  confidence = 0.5780000000000001 
Alternate schema 7  confidence = 0.862 
Alternate schema 1  confidence = 0.7779999999999999 
Alternate schema 19  confidence = 0.49 
Alternate schema 11  confidence = 0.5 
Answer (h) = h  with confidence = 0.862 
Correct: 352   Incorrect: 228   Accuracy: 60.68966% 
 
 
New test letter : i 
Trying initial schema 8  confidence = 0.9305019305019304 
Alternate schema 12  confidence = 0.372 
Alternate schema 4  confidence = 0.444 
Alternate schema 18  confidence = 0.322 
Alternate schema 25  confidence = 0.45999999999999996 
Answer (i) = i  with confidence = 0.9305019305019304 
Correct: 353   Incorrect: 228   Accuracy: 60.757317% 
 
 
New test letter : j 
Trying initial schema 9  confidence = 0.7862745098039216 
Alternate schema 15  confidence = 0.5419999999999999 
Alternate schema 6  confidence = 0.5740000000000001 
Alternate schema 8  confidence = 0.5678294573643411 
Alternate schema 24  confidence = 0.796 
Answer (j) = y  with confidence = 0.796 
Correct: 353   Incorrect: 229   Accuracy: 60.652924% 
 
 
New test letter : k 
Trying initial schema 10  confidence = 0.654 
Alternate schema 7  confidence = 0.634 
Alternate schema 1  confidence = 0.7299999999999999 
Alternate schema 19  confidence = 0.37000000000000005 
Alternate schema 12  confidence = 0.398 
Answer (k) = b  with confidence = 0.7299999999999999 
Correct: 353   Incorrect: 230   Accuracy: 60.548885% 
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New test letter : l 
Trying initial schema 11  confidence = 0.416 
Alternate schema 19  confidence = 0.55 
Alternate schema 5  confidence = 0.384 
Alternate schema 7  confidence = 0.492 
Alternate schema 3  confidence = 0.6279999999999999 
Answer (l) = d  with confidence = 0.6279999999999999 
Correct: 353   Incorrect: 231   Accuracy: 60.445206% 
 
 
New test letter : m 
Trying initial schema 12  confidence = 0.696 
Alternate schema 13  confidence = 0.556 
Alternate schema 21  confidence = 0.388 
Alternate schema 22  confidence = 0.508 
Alternate schema 4  confidence = 0.48400000000000004 
Answer (m) = m  with confidence = 0.696 
Correct: 354   Incorrect: 231   Accuracy: 60.51282% 
 
 
New test letter : n 
Trying initial schema 12  confidence = 0.644 
Alternate schema 21  confidence = 0.456 
Alternate schema 18  confidence = 0.598 
Alternate schema 13  confidence = 0.648 
Alternate schema 22  confidence = 0.594 
Answer (n) = n  with confidence = 0.648 
Correct: 355   Incorrect: 231   Accuracy: 60.580208% 
 
 
New test letter : o 
Trying initial schema 22  confidence = 0.45 
Alternate schema 0  confidence = 0.786 
Alternate schema 4  confidence = 0.7600000000000001 
Alternate schema 25  confidence = 0.8160000000000001 
Alternate schema 20  confidence = 0.8180000000000001 
Answer (o) = u  with confidence = 0.8180000000000001 
Correct: 355   Incorrect: 232   Accuracy: 60.477% 
 
 
New test letter : p 
Trying initial schema 15  confidence = 0.9819999999999999 
Answer (p) = p  with confidence = 0.9819999999999999 
Correct: 356   Incorrect: 232   Accuracy: 60.544216% 
 
 
New test letter : q 
Trying initial schema 24  confidence = 0.666 
Alternate schema 6  confidence = 0.82 
Alternate schema 16  confidence = 0.596 
Alternate schema 22  confidence = 0.338 
Alternate schema 0  confidence = 0.362 
Answer (q) = g  with confidence = 0.82 
Correct: 356   Incorrect: 233   Accuracy: 60.44143% 
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New test letter : r 
Trying initial schema 17  confidence = 0.59 
Alternate schema 21  confidence = 0.592 
Alternate schema 4  confidence = 0.628 
Alternate schema 13  confidence = 0.774 
Alternate schema 12  confidence = 0.51 
Answer (r) = n  with confidence = 0.774 
Correct: 356   Incorrect: 234   Accuracy: 60.338985% 
 
 
New test letter : s 
Trying initial schema 18  confidence = 0.97 
Answer (s) = s  with confidence = 0.97 
Correct: 357   Incorrect: 234   Accuracy: 60.40609% 
 
 
New test letter : t 
Trying initial schema 19  confidence = 0.458 
Alternate schema 19  confidence = 0.458 
Alternate schema 23  confidence = 0.49 
Alternate schema 4  confidence = 0.728 
Alternate schema 12  confidence = 0.42 
Answer (t) = e  with confidence = 0.728 
Correct: 357   Incorrect: 235   Accuracy: 60.30405% 
 
 
New test letter : u 
Trying initial schema 21  confidence = 0.666 
Alternate schema 22  confidence = 0.644 
Alternate schema 18  confidence = 0.598 
Alternate schema 20  confidence = 0.8220000000000001 
Alternate schema 12  confidence = 0.598 
Answer (u) = u  with confidence = 0.8220000000000001 
Correct: 358   Incorrect: 235   Accuracy: 60.370995% 
 
 
New test letter : v 
Trying initial schema 21  confidence = 0.8 
Alternate schema 22  confidence = 0.75 
Alternate schema 0  confidence = 0.658 
Alternate schema 4  confidence = 0.688 
Alternate schema 12  confidence = 0.512 
Answer (v) = v  with confidence = 0.8 
Correct: 359   Incorrect: 235   Accuracy: 60.43771% 
 
 
New test letter : w 
Trying initial schema 21  confidence = 0.664 
Alternate schema 22  confidence = 0.802 
Alternate schema 20  confidence = 0.638 
Alternate schema 4  confidence = 0.75 
Alternate schema 12  confidence = 0.408 
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Answer (w) = w  with confidence = 0.802 
Correct: 360   Incorrect: 235   Accuracy: 60.504204% 
 
 
New test letter : x 
Trying initial schema 0  confidence = 0.646 
Alternate schema 12  confidence = 0.486 
Alternate schema 18  confidence = 0.516 
Alternate schema 13  confidence = 0.53 
Alternate schema 14  confidence = 0.484 
Answer (x) = a  with confidence = 0.646 
Correct: 360   Incorrect: 236   Accuracy: 60.402687% 
 
 
New test letter : y 
Trying initial schema 24  confidence = 0.762 
Alternate schema 6  confidence = 0.8300000000000001 
Alternate schema 15  confidence = 0.436 
Alternate schema 16  confidence = 0.412 
Alternate schema 22  confidence = 0.306 
Answer (y) = g  with confidence = 0.8300000000000001 
Correct: 360   Incorrect: 237   Accuracy: 60.301506% 
 
 
New test letter : z 
Trying initial schema 25  confidence = 0.998 
Answer (z) = z  with confidence = 0.998 
Correct: 361   Incorrect: 237   Accuracy: 60.367893% 
 
 
benzeneLeft.lsx:21 => 80.76923% 
benzeneRight.lsx:18 => 69.23077% 
boat.lsx:19 => 73.07692% 
bowtie.lsx:10 => 38.46154% 
checkmark.lsx:11 => 42.307693% 
close.lsx:13 => 50.0% 
doubleBackslash.lsx:12 => 46.153847% 
flournoyRanch.lsx:16 => 61.53846% 
funtip.lsx:13 => 50.0% 
hintFour.lsx:24 => 92.30769% 
house.lsx:17 => 65.38461% 
huntFour.lsx:22 => 84.61539% 
intersect.lsx:15 => 57.692307% 
sabretooth.lsx:15 => 57.692307% 
shorts.lsx:23 => 88.46154% 
slant.lsx:16 => 61.53846% 
slash.lsx:16 => 61.53846% 
sluice.lsx:8 => 30.76923% 
snout.lsx:16 => 61.53846% 
squareCurl.lsx:13 => 50.0% 
standardSquare.lsx:25 => 96.15385% 
threeD.lsx:4 => 15.384615% 
weirdArrow.lsx:14 => 53.846153% 
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Creativity cycle 

 

 
Test Starting 
Run 
Starting Training 
New training letter archetype.lsx : a 
New training letter archetype.lsx : b 
New training letter archetype.lsx : c 
New training letter archetype.lsx : d 
New training letter archetype.lsx : e 
New training letter archetype.lsx : f 
New training letter archetype.lsx : g 
New training letter archetype.lsx : h 
New training letter archetype.lsx : i 
New training letter archetype.lsx : j 
New training letter archetype.lsx : k 
New training letter archetype.lsx : l 
New training letter archetype.lsx : m 
New training letter archetype.lsx : n 
New training letter archetype.lsx : o 
New training letter archetype.lsx : p 
New training letter archetype.lsx : q 
New training letter archetype.lsx : r 
New training letter archetype.lsx : s 
New training letter archetype.lsx : t 
New training letter archetype.lsx : u 
New training letter archetype.lsx : v 
New training letter archetype.lsx : w 
New training letter archetype.lsx : x 
New training letter archetype.lsx : y 
New training letter archetype.lsx : z 
Training complete 
Creativity Cycle 
Mode changed to creativity 
Run 
 
 
Starting creativity cycle 
Seed letter o 
Seed font benzeneLeft.lsx 
 
Perceiving the seed 
Preparing to perceive as a letter 'a' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8133333333333334 
 
Perceiving the seed 
Preparing to perceive as a letter 'b' (i.e. imagery) 
Preparing to draft (i.e. planning) 
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Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8958333333333333 
 
Perceiving the seed 
Preparing to perceive as a letter 'c' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8325000000000001 
 
Perceiving the seed 
Preparing to perceive as a letter 'd' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8916666666666667 
 
Perceiving the seed 
Preparing to perceive as a letter 'e' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7733333333333333 
 
Perceiving the seed 
Preparing to perceive as a letter 'f' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.6900000000000001 
 
Perceiving the seed 
Preparing to perceive as a letter 'g' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8716666666666667 
 
Perceiving the seed 
Preparing to perceive as a letter 'h' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.825 
 
Perceiving the seed 
Preparing to perceive as a letter 'i' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 1.012028869286287 
 
Perceiving the seed 
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Preparing to perceive as a letter 'j' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 1.0134969325153373 
 
Perceiving the seed 
Preparing to perceive as a letter 'k' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.6058333333333334 
 
Perceiving the seed 
Preparing to perceive as a letter 'l' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.59 
 
Perceiving the seed 
Preparing to perceive as a letter 'm' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.73 
 
Perceiving the seed 
Preparing to perceive as a letter 'n' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7683333333333334 
 
Perceiving the seed 
Preparing to perceive as a letter 'o' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8766666666666667 
 
Perceiving the seed 
Preparing to perceive as a letter 'p' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8791666666666667 
 
Perceiving the seed 
Preparing to perceive as a letter 'q' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.8575 
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Perceiving the seed 
Preparing to perceive as a letter 'r' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7241666666666666 
 
Perceiving the seed 
Preparing to perceive as a letter 's' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7241666666666666 
 
Perceiving the seed 
Preparing to perceive as a letter 't' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.6900000000000001 
 
Perceiving the seed 
Preparing to perceive as a letter 'u' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7683333333333334 
 
Perceiving the seed 
Preparing to perceive as a letter 'v' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7475 
 
Perceiving the seed 
Preparing to perceive as a letter 'w' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.7 
 
Perceiving the seed 
Preparing to perceive as a letter 'x' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.6033333333333334 
 
Perceiving the seed 
Preparing to perceive as a letter 'y' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
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Judging  (i.e. executing perceptual plan) 
  confidence = 0.7666666666666666 
 
Perceiving the seed 
Preparing to perceive as a letter 'z' (i.e. imagery) 
Preparing to draft (i.e. planning) 
Drafting (i.e. executing drafting plan) 
Judging  (i.e. executing perceptual plan) 
  confidence = 0.6941666666666667 
 
 
Creativity cycle complete 
                      
 
 
Final output: 
 

       
 



   

 

References 
 
 
 
Adams, D. 1986: A Dialogue of Forms: Letters and Digital Font Design. Ph.D. 
dissertation,  Cambridge, Mass.: Massachusetts Institute of Technology. 

Al-Alawi, R. 2003: FPGA implementation of a pyramidal weightless neural network 
learning system. International Journal of Neural Systems, 13, pp. 255-37. 

Anjan, C. 2002: Pictures, propositions, and primitives in the head. Behavioral and 
Brain Sciences, 25, pp. 186-87. 

Austin, J. 1998: RAM-Based Neural Networks.  World Scientific Publishing Co., Inc 

Bartlett, F.C. 1932: Remembering. Cambridge, England: Cambridge University Press 

Berbaum, K. and Chung, C.S. 1981: Muller-Lyer illusion induced by imagination. 
Journal of Mental Imagery, 5, pp. 125-28. 

Block, N. 2001: Behaviorism revisited. Behavioral and Brain Sciences, 24, pp. 977-
78. 

Boden, M. 1977: Artificial Intelligence and Natural Man. New York: Basic Books 

Brandimonte, M. A. and Gerbino, W. 1993: Mental imagery reversal and verbal 
recoding. Memory and Cognition, 21. 

Broackes, J. 1992: The autonomy of colour. In Reduction, Explanation, & Realism. 
Lennon, K., & Charles, D. (ed) Cambridge, Mass: MIT Press. 

Broackes, J. 2001: Experience, attention, and mental representation. Behavioral and 



216  A Computer Model of Creativity 

Brain Sciences, 24, pp. 978-79. 

Brooks, A 1989: A Robot that Walks; Emergent Behavior from a Carefully Evolved 
Network. Neural Computation, 1, pp. 253-62. 

Brooks, A 1991b: Intelligence without reason. In The artificial life route to artificial 
intelligence. Steels, L. and Brooks, A (eds) Hillsdale, NJ: Erlbaum pp. 25-81. 

Brooks, A and Connell, J. (1986). Asynchronous distributed control system for a 
mobile robot. SPIE's Cambridge Symposium on Optical and Optoelectronic 
Engineering, Cambridge, MA. 

Brooks, L. 1968: Spatial and verbal components of the act of recall. Canadian 
Journal of Psychology, 22, pp. 349-68. 

Brooks, R. 1991a: Intelligence without representation. Artificial Intelligence, 47, pp. 
139-59. 

Brooks, R.A., Breazeal, C., Irie, R. , Kemp, C. , Marjanovic, M. , Scassellati, B. and 
Williamson, M. (1998). Alternate Essences of Intelligence. Proceedings of the 
Fifteenth National Conference on Artificial Intelligence (AAAI-98), Madison, 
Wisconsin. 

Burt, P.J. 1988: "Smart sensing" in machine vision. In Machine Vision: Algorithms, 
architectures and systems. Freeman, H. (ed) San Diego, CA: Academic Press. 

Chalmers, D., French, R.M. and Hofstadter, D. 1995: High-level perception, 
representation, and analogy. In Fluid concepts and Creative Analogies: Computer 
models of the fundamental mechanisms of thought. Hofstadter, D. (ed) London: 
Penguin. 

Chalmers, D., French, R.M. and Hofstadter, D. 1995: High-level perception, 
representation, and analogy. In Fluid Concepts and Creative Analogies: computer 
models of the fundamental mechanisms of thought.  London: Penguin pp. 169-93. 

Chambers, D. and Reisberg, D. 1985: Can mental images be ambiguous? Journal of 
Experimental Psychology: Human perception and performance, 11, pp. 317-28. 



References  217 

Chen, W., Kato, T., Zhu, X.H., Ogawa, S., Tank, D.W. and Ugurbil, K. 1998: Human 
primary visual cortex and lateral geniculate nucleus activation during imagery. 
NeuroReport, 9, pp. 3669-74. 

Clancy, W.J. 1997: Situated Cognition: On human knowledge and computer 
representations. Cambridge: Cambridge University Press 

Clark, A. 2006: That lonesome whistle: a puzzle for the sensorimotor model of 
perceptual experience. Analysis, 66, pp. 22-25. 

Clark, A. and Toribio, J. 1994: Doing Without Representing. Artificial Intelligence, 
47, pp. 139-59. 

Clayton, K. and Frey, B. (1996). Fractal Memory for Visual Form. Annual convention 
of the Society for Chaos Theory in Psychology & Life Sciences, Berkeley, CA. 

Cohen, J. 2001: Whither visual representations? Whither qualia? Behavioral and 
Brain Sciences, 24, pp. 980-81. 

Cooper, L. 1976: Demonstration of a mental analog of an external rotation. 
Perception and Psychophysics, 19, pp. 246-50. 

Cooper, L. and Shepard, R. 1973: The time required to prepare for a rotated stimulus. 
Memory and Cognition, 1, pp. 246-50. 

Cornoldi, C., Logie, R.H., Brandimonte, M.A., Kaufmann, G. and Reisberg, D. 1996: 
Stretching the imagination: Representation and transformation in mental imagery. 
New York: Oxford university press 

Cotterill, R. 1998: Enchanted Looms: Conscious Networks in Brains and Computers. 
Cambridge: Cambridge University Press 

Cross, I. 1999: AI and music perception. AISB Quarterly, 102, pp. 12-25. 

Dalla Barba, G., Rosenthal, V. and Visetti, Y. 2002: The nature of mental imagery: 
How null is the 'null hypothesis'? Behavioral and Brain Sciences, 25, pp. 187-88. 



218  A Computer Model of Creativity 

Dallos, P. 1992: The active cochlea. Journal of Neuroscience, 12, pp. 4575-85. 

Dartnall, T.H. 1996: Retelling the Representational Story. Communication & 
Cognition, 29, pp. 479-500. 

Dartnall, T.H. 2002: Creativity, Cognition, and Knowledge: An Interaction. Westport: 
Praeger 

Dartnall, T.H. 2006: The sensorimotor model of perceptual experience, lonely 
whistles, and that 3-D feeling. Analysis. 

De Bie, J. 1986: The control properties of small eye movements. Ph.D. dissertation,   
Technical University of Delft. 

De Graef, P., Verfaillie, K., Germeys, F., Gysen, V. and C., Van Eccelpoel 2001: 
Trans-saccadic representation makes your Porsche go places. Behavioral and Brain 
Sciences, 24, pp. 981-82. 

Dennett, D. 1969: Content and Consciousness. New York: Humanities Press 

Dennett, D. 1978: Brainstorms. Montgomery, VT: Bradford Books 

Dennett, D. 1991: Consciousness Explained. Boston, MA.: Little, Brown. first 
paperback edition 

Ditchburn, R.W. and Ginsborg, B.L. 1952: Vision with a stabilised retinal image. 
Nature, 170, pp. 36-37. 

Dolezal, H. 1982: Living in a world transformed. New York: Academic press 

Falkenhainer, B., Forbus, K. D. and Gentner, D. 1989: The structure-mapping engine: 
Algorithm and examples. Artificial Intelligence, 41, pp. 1-63. 

Farley, A.M. 1974: A visual imagery perception system. Ph.D. dissertation,  
Pittsburgh: Carnegie-Mellon University. 



References  219 

Findlay, J.M. and Gilchrist, I.D. 2003: Active Vision: The psychology of looking and 
seeing. Oxford: Oxford University Press 

Finke, R. 1989: Principles of mental imagery. Cambridge, MA: MIT Press 

Finke, R., Pinker, S. and Farah, J. 1989: Reinterpreting visual patterns in mental 
imagery. Cognitive Science, 13, pp. 51-78. 

Fisher, D.F., Monty, R.A. and Senders, J.W. 1981: Eye movements: cognition and 
visual perception. Hillsadale, NJ: Erlbaum 

Fodor, J.A. and Pylyshyn, Z.W. 1988: Connectionism and cognitive architecture: A 
critical analysis. Cognition, 28, pp. 3-71. 

French, R.M. 1992: Tabletop: An emergent, stochastic computer model of analogy-
making. Ph.D. dissertation, Department of Computer Science and Engineering.   
University of Michigan. 

Gallese, V. 2001: The “Shared Manifold” hypothesis: From mirror neurons to 
empathy. Journal of Consciousness Studies, 8, pp. 33-50. 

Gallese, V. and Keysers, C. 2001: Mirror neurons: A sensorimotor representation 
system. Behavioral and Brain Sciences, 24, pp. 983-84. 

Gentner, D. 1983: Structure-Mapping: A Theoretical Framework for Analogy. 
Cognitive Science, 7, pp. 155-70. 

Ghose, G.M. and Maunsell, J. 1999: Specialized representations in visual cortex: a 
role in binding? Neuron, 24, pp. 111-25. 

Gibson, J.J. 1979: The ecological approach to visual perception. Boston, MA: 
Houghton Mifflin 

Goldenberg, G., Mullbacher, W. and Nowack, A. 1995: Imagery without perception -  
a case study of anosognosia for cortical blindness. Neuropsychologia, 33, pp. 1373-
82. 



220  A Computer Model of Creativity 

Goldenberg, G., Podreka, I., Uhl, F., Steiner, M., Willmes, K. and Deecke, L. 1989: 
Cerebral correlates of imagining colours, faces and a map. Neuropsychologia, 27, pp. 
1315-28. 

Goldenberg, G., Steiner, M., Podreka, I. and Deecke, L. 1992: Regional cerebral 
blood flow patterns related to verification of low and high imagery sentences. 
Neuropsychologia, 30, pp. 581-86. 

Gorea, A. 1991: Thoughts on the specific nerve energy. In Representations of vision: 
Trends and tacit assumptions in vision research. Gorea, A. (ed) Cambridge: 
Cambridge university press pp. 219-99. 

Grand, S. 2000: Creation: Life and how to make it. London: Weidenfeld & Nicolson 

Grebert, Igor, Stork, D., Keesing, R. and Mims, S. 1992: Connectionist Generalization 
for Production: An Example from Gridfont. Neural Networks, 5, pp. 699-710. 

Halpern, B.P. 1983: Tasting and smelling as active, exploratory sensory processes. 
American Journal of Otolaryngology, 4, pp. 246-49. 

Hampson, P. and Morris, P. 1978: Unfilled expectations: A criticism of Neisser's 
theory of imagery. Cognition, 6, pp. 79-85. 

Hardcastle, V.G. 2001: Visual perception is not visual awareness. Behavioral and 
Brain Sciences, 24, pp. 985-86. 

Haugeland, J. 1991: Representational Genera. In Philosophy and Connectionist 
Theory. Ramsey, W., Stich, S. and Rumelhart, D.E. (eds) New Jersey: Erlbaum pp. 
61-90. 

Hebb, D.O. 1968: Concerning Imagery. Psychological Review, 75, pp. 466-77. 

Hochberg, J. 1968: In the mind's eye. In Contemporary Theory and Research in 
Visual Perception. Haber, R.N. (ed) New York: Holt, Rinehart & Winston. 

Hodgkin, A.L. and Huxley, A.F. 1952: A Quantitative Description of Membrane 



References  221 

Current and its Application to Conduction and Excitation in Nerve. Journal of 
Physiology, 117, pp. 500-44. 

Hofstadter, D. 1979: Godel, Escher, Bach: an eternal golden braid. New York: Basic 
Books 

Hofstadter, D. 1983: On Seeking Whence. In  Bloomington: Indiana University. 

Hofstadter, D. 1985: Metamagical Themas. New York: Basic Books 

Hofstadter, D. 1995: Fluid Concepts and Creative Analogies: Computer models of the 
fundamental mechanisms of thought. New York: Basic Books. paperback edition, 
1998 

Hofstadter, D. and McGraw, G. 1995: Letter Spirit: Esthetic perception and creative 
play in the rich microcosm of the Roman alphabet. In Fluid Concepts and Creative 
Analogies: computer models of the fundamental mechanisms of thought. Hofstadter, 
D. (ed) New York: Basic Books pp. 407-66. 

Holmes, E. 1932: The Life of Mozart.  E.P. Dutton 

Honderich, T. (ed) 1995: The Oxford Companion to Philosophy. Oxford: Oxford 
university press. 

Huey, S. (2005). Anarchy in the U.K. - Song review.   Retrieved 11 June 2005, 2005, 
from http://www.allmusic.com/cg/amg.dll?p=amg&sql=33:z7evadoke8w2. 

Ingle, D. 2002: Problems with a "cortical screen" for visual imagery. Behavioral and 
Brain Sciences, 25, pp. 195-96. 

Jameson, D. and Hurvich, L. M. 1978: Dichromatic color language: "reds" and 
"greens" don't look alike but their colors do. Sensory Processes, 2, pp. 146-55. 

Kant, I. 1929: Critique of Pure Reason. London: Macmillian 



222  A Computer Model of Creativity 

Klein, I., Paradis, A.L., Poline, J.B., Kosslyn, S.M. and Le Bihan, D. 2000: Transient 
activity in human calcarine cortex during visual imagery. Journal of Cognitive 
Neuroscience, I2(Suppl. 2), pp. 15-23. 

Kohler, I. 1951: Über Aufbau und Wandlungen der Wahrnehmungswelt. In 
Österreichische Akademie der Wissenschaften. Sitzungsberichte, philosophish-
historische Klasse.    pp. 1-118. 

Kolers, P.A. and Roediger, H.L. 1984: Procedures of Mind. Journal of Verbal 
Learning and Verbal Behavior, 23, pp. 425-49. 

Kosslyn, S.M. 1978: Measuring the visual angle of the mind's eye. Cognitive 
Psychology, 10, pp. 358-89. 

Kosslyn, S.M. 1980: Image and Mind. Cambridge, MA: Harvard University Press 

Kosslyn, S.M. 1994: Image and Brain: The resolution of the imagery debate. 
Cambridge, MA: MIT Press. paperback reprint, 1996 

Kosslyn, S.M., Ball, T.M. and Reiser, B.J. 1978: Visual images preserve metric 
spatial information: Evidence from studies of image scanning. Journal of 
Experimental Psychology: Human perception and performance, 4, pp. 47-60. 

Kosslyn, S.M., Ganis, G. and Thompson, W.L 2001: Neural foundations of imagery. 
Nature reviews: Neuroscience, 2, pp. 635-42. 

Kosslyn, S.M., Ganis, G. and Thompson, W.L. 2003: Mental Imagery: Against the 
nihilistic hypothesis. Trends in Cognitive Science, 7, pp. 109-11. 

Kosslyn, S.M. and Schwartz, S.P. 1977: A Simulation of Visual Imagery. Cognitive 
Science, 1, pp. 265-95. 

Kosslyn, S.M., Sukel, K.E. and Bly, B.M. 1999: Squinting with the mind's eye: 
Effects of stimulus resolution on imaginal and perceptual comparisons. Memory and 
Cognition, 19, pp. 272-82. 



References  223 

Kosslyn, S.M. and Thompson, W.L 2003: When is early visual cortex activated 
during visual mental imagery. Psychological Bulletin, 5, pp. 723-46. 

Kosslyn, S.M., Thompson, W.L and Ganis, G. 2002: Mental imagery doesn't work 
like that. Behavioral and Brain Sciences, 25, pp. 198-200. 

Kosslyn, S.M., Thompson, W.L and Ganis, G. 2006: The Case for Mental Imagery. 
Oxford: Oxford University Press 

Kosslyn, S.M., Thompson, W.L., Kim, I.J.  and Alpert, N.M. 1995: Topographical 
representation of mental images in primary visual cortex. Nature, 378, pp. 496-98. 

Kosslyn, S.M., Thompson, W.L., Sukel, K.E. and Alpert, N.M. 2005: Two types of 
image generation: Evidence from PET. Cognitive, Affective, & Behavioral 
Neuroscience, 5, pp. 41-53. 

Kottenhoff, H. 1961: Was ist richtiges Sehen mit Unkehrbrillen und in welchem Sinne 
stellt sich das Sehen um? Meisenheim am Glan: A. Hain. 

Krakauer, J. and Ghez, C. 2000: Movement. In Principles of Neural Science. Kandel, 
E., Schwartz, J. and Jessel, T. (eds) New York: McGraw-Hill. 

Laeng, B. and Teodorescu, D.D. 2002: Eye Scanpaths During Visual Imagery Reenact 
those of Perception of the Same Visual Scene. Cognitive Science, 26, pp. 207-31. 

Lakoff, G. and Nunez, E. 2000: Where Mathematics Comes From: How the embodied 
mind brings mathematics into being.  Basic Books 

Large, E., Palmer, C. and Pollack, J. 1999: Reduced memory representations for 
music. Cognitive Science, 19, pp. 53-96. 

Lauria, S. and Mitchell, R.J. (1999). Improved weightless networks for face 
recognition. Weightless Neural Networks Workshop, York, U.K. 

Le Bihan, D., Turner, R., Zeffiro, T.A., Cuenod, C.A., Jezzard, P. and Bonnerot, V. 
(1993). Activation of human primary visual cortex during mental imagery. Functional 



224  A Computer Model of Creativity 

MRI of the brain: A workshop presented by the Society of Magnetic Resonance in 
Medicine and the Society from Megnetic resonance Imaging, Arlington, Society of 
Magnetic Resonance in Medicine, Inc. 

Leigh, J. and Zee, D. 1991: The Neurology of Eye Movements. Philadelphia: F.A. 
Davis Company 

Locke, J. 1690: An essay concerning human understanding. In Woozley, A.D. (ed) 
London: Collins. 

Macedo, L., Pereira, F., Grilo, C. and Cardoso, A. (1996). Towards a Computational 
Case-Based Model for Creative Planning. European Workshop on Cognitive 
Modelling, Berlin, Germany. 

MacKay, D.M. 1962: Theoretical models of space perception. In Aspects of the theory 
of artificial intelligence. Muses, C.A. (ed) New York: Plenum Press. 

MacKay, D.M. 1967: Ways of looking at perception. In Models for the perception of 
speech and the visual form. Wathen-Dunn, W. (ed) Cambridge, Mass.: MIT Press. 

MacKay, D.M. 1973: Visual stability and voluntary eye movements. In Handbook of 
sensory physiology. Jung, R. (ed) Berlin: Springer. 

Marcel, A.J. 1983: Conscious and unconscious perception: An approach to the 
relations between phenomenal experience and perceptual processes. Cognitive 
Psychology, 15. 

Marr, D. 1982: Vision: A computational approach. San Fransisco: Freeman and Co. 

Marshall, J. 1999: Metacat: A self-watching cognitive architecture for analogy-
making and high-level perception. Ph.D. dissertation, Department of Computer 
Science.  Bloomington: Indiana University. 

Mataric, M.J. 1992: Integration of representation into goal driven behavior-based 
robots. Journal of Robotics and Automation, 8, pp. 304-12. 



References  225 

Maturana, H.R. and Varela, F.J. 1987: The Tree of Knowledge. Boston, 
Massachusetts: Shambhala Publications 

McGraw, G. 1995: Letter Spirit (part one): Emergent high-level perception of letters 
using fluid concepts. Ph.D. dissertation, Department of Computer Science.  
Bloomington: Indiana University. 

McGraw, G. and Hofstadter, D. 2002: Letter Spirit: Perception and Creation of 
Diverse Alphabetic Styles. In Creativity, Cognition and Knowledge. Dartnall, T. (ed)  
Praeger pp. 251-71. 

Menon, R., Ogawa, S., Tank, D.W., Ellerman, H., Merkele, H. and Ugurbil, K. 
(1993). Visual mental imagery by functional brain MRI. Functional MRI of the brain: 
A workshop presented by the Society of Magnetic Resonance in Medicine and the 
Society from Megnetic resonance Imaging, Arlington, Society of Magnetic Resonance 
in Medicine, Inc. 

Meredith, M. 1986: Seek-Whence: A model of pattern perception. Ph.D. dissertation, 
Computer Science Department.  Bloomington: Indiana University. 

Meredith, M. 1991: Data Modeling: a process for pattern induction. Journal for 
Experimental and Theoretical Artificial Intelligence, 3, pp. 43-68. 

Merleau-Ponty, M. 1962: Phenomenology of Perception. London: Routledge and 
Kegan Paul. 

Minsky, M. 1985: The Society of Mind. New York: Simon & Schuster 

Mitchell, M. 1993: Analogy-making as perception: A computer model. Cambridge, 
MA: Bradford books/MIT press. 

Mitchell, M. and Hofstadter, D. 1990: The Emergence of Understanding in a 
Computer Model of Analogy Making. Physica D, 42, pp. 322-44. 

Nandard, M., Nandard, J., Gandara, M. and Porte, N. 1989: A Declarative Approach 
for Font Design by Incremental Learning. In Raster Imaging and Digital Typography. 
Andre, J. & Hirsch, R. (ed) Cambridge, UK.: Cambridge University Press. 



226  A Computer Model of Creativity 

Nazir, T.A. and O'Regan, J.K. 1990: Some results on translation invariance in the 
human visual system. Spatial Vision, 5, pp. 81-100. 

Neisser, U. 1967: Cognitive Psychology. Englewood Cliffs, NJ: Prentice-Hall 

Neisser, U. 1976: Cognition and Reality. San Francisco: Freeman 

Neisser, U. 1978: Anticipations, Images and Introspections. Cognition, 6, pp. 167-74. 

Niebur, E. 2001: Sensorimotor contingencies do not replace internal representations, 
and mastery is not necessary for perception. Behavioral and Brain Sciences, 24, pp. 
994-95. 

Noë, A. 2004: Action in Perception. Cambridge, MA.: The MIT Press 

Noë, A. 2006: Experience of the world in time. Analysis, 66, pp. 1-93. 

O'Regan, K., Deubel, H., Clark, J. and Rensink, R.A. 2000: Picture changes during 
blinks: Looking without seeing and seeing without looking. Visual Cognition, 7, pp. 
191-212. 

O'Regan, K., Myin, E. and Noe, A. 2003b: Skill, Corporality and Alerting Capacity in 
an Account of Sensory Consciousness. In. 

O'Regan, K., Myin, E. and Noe, A. 2004: Phenomenal consciousness explained 
(better) in terms of corporality and alerting capacity. In. 

O'Regan, K. and Noë, A. 2001a: A Sensorimotor Account of Vision and Visual 
Consciousness. Behavioral and Brain Sciences, 24, pp. 939-1031. 

O'Regan, K. and Noë, A. 2001b: Acting out our sensory experience. Behavioral and 
Brain Sciences, 24, pp. 1011-30. 

O'Regan, K., Rensink, J. and Clark, J. 1999: Change-blindness as a result of 
'mudsplashes'. Nature, 398, p. 34. 



References  227 

Paivio, A. 1975: Perceptual comparisons through the mind's eye. Memory and 
Cognition, 3, pp. 635-47. 

Pani, J. 2001: Perceptual theories that emphasize action are necessary but not 
sufficient. Behavioral and Brain Sciences, 24, p. 998. 

Partridge, D. and Rowe, J. 1994: Computers and creativity. Oxford: Intellect Books 

Partridge, D. and Rowe, J. 2002: Creativity: A Computational Modelling Approach. 
In Creativity, Cognition and Knowledge. Dartnall (ed)  Praeger pp. 211-38. 

Pessoa, L., Thompson, E. and Noë, A. 1998: Finding out about visual filling in: a 
guide to perceptual completion for visual science and the philosophy of perception. 
Behavioral and Brain Sciences, 21, pp. 723-802. 

Peterson, M.A., Kihlstrom, J.F., Rose, P.M. and Gilsky, M.L. 1992: Mental images 
can be ambiguous: Reconstruals and reference frame reversals. Memory and 
Cognition, 20, pp. 107-23. 

Pinker, S. 1980: Mental imagery and the third dimension. Journal of Experimental 
Psychology, 109, pp. 354-71. 

Port, R. and van Gelder, T. 1995: Mind as Motion: Explorations in the Dynamics of 
Cognition. Cambridge, MA.: MIT Press 

Potter, M.C. 1976: Short-term conceptual memory for pictures. Journal of 
Experimental Psychology, 2, pp. 509-22. 

Prinz, W. and Bridgeman, B. 1995: Handbook of perception and action. Volume one: 
Perception. London: Academic Press 

Pylyshyn, Z. 1973: What the mind’s eye tells the mind’s brain: A critique of mental 
imagery. Psychological Bulletin, 80, pp. 1-25. 

Pylyshyn, Z. 1981: The imagery debate: Analogue media versus tacit knowledge. 
Psychological Review, 88, pp. 16-45. 



228  A Computer Model of Creativity 

Pylyshyn, Z. 1991: The role of cognitive architectures in theories of cognition. In 
Architectures for intelligence. VanLehn, K. (ed) Hillsdale, NJ: Erlbaum pp. 189-223. 

Pylyshyn, Z. 1994: Mental images on the brain. [Review of the book Image and 
brain: The resolution of the imagery debate, by Stephen M.Kosslyn]. Nature, 372, pp. 
289-90. 

Pylyshyn, Z. 2000a: Situating vision in the world. Trends in Cognitive Sciences, 4, pp. 
197-207. 

Pylyshyn, Z. 2000b: Is the imagery debate over? If so, what was it about? In 
Cognition: a critical look.  Advances, questions and controversies in honor of 
J.Mehler. Dupoux, E. (ed) Cambridge, MA.: MIT Press. 

Pylyshyn, Z. 2001b: Visual indexes, preconceptual objects, and situated vision. 
Cognition, 80, pp. 127-58. 

Pylyshyn, Z. 2002a: Mental Imagery: In Search of a Theory. Behavioral and Brain 
Sciences, 25, pp. 157-238. 

Pylyshyn, Z. 2002b: Stalking the elusive mental image screen. Behavioral and Brain 
Sciences, 25, pp. 216-27. 

Pylyshyn, Z. 2003: Return of the Mental Image: Are There Really Pictures in the 
Head? Trends in Cognitive Sciences, 25, pp. 113-18. 

Rabb, M. and Boschker, M. 2002: Time matters! Implications from mentally imaged 
motor actions. Behavioral and Brain Sciences, 25, pp. 208-09. 

Rehling, J. 2001: Letter Spirit (part two): Modelling creativity in a visual domain. 
Ph.D. dissertation, Department of Computer Science and Cognitive Science.  
Bloomington: Indiana University. 

Rehling, J. 2002: Results in the Letter Spirit Project. In Creativity, Cognition and 
Knowledge. Dartnall, T. (ed)  Praeger pp. 273-81. 



References  229 

Richardson, Scott. (2005). The Axel-Tow FeederTM.   Retrieved 14 August 2005, from 
www.axletowfeeder.com.au. 

Riggs, L. and Ratcliff, F. 1952: The effects of counteracting the normal movements of 
the eye. Journal of the Optical Society of America, 42, pp. 872-73. 

Rizzollati, G., Fadiga, L., Gallesi, V. and Fogassi, L. 1996: Premotor cortex and the 
recognition of motor actions. Brain Res Cogn Brain Res, 3, pp. 313-141. 

Robson, J. (1986). Coleridge’s images of fantasy and imagination. In D. G. Russell, 
D. F. Marks & J. T. E. Imagery 2: Proceedings of the 2nd International Imagery 
Conference, Dunedin, New Zealand. 

Rolls, E.T. 1992: Neurophysiology mechanisms underlying face processing within 
and beyond the temporal cortical visual areas. Philos Trans R Soc Lond B Biol Sci, 
335, pp. 11-20. 

Rosenblatt, F. 1962: Principles of Neurodynamics: Perceptrons and the Theory of 
Brain Mechanisms. New York: Spartan 

Roskies, A.L. 1999: The Binding Problem. Neuron, 24, pp. 7-9. 

Rumelhart, D.E. 1980: Schemata: The building blocks of cognition. In Theoretical 
issues in reading and comprehension. Spiro, R.J., Bruce, B.D., & Brewer, W.F. (ed) 
Hillsdale, N.J.: Erlbaum. 

Runeson, D.E. 1998: On the possibility of “smart” perceptual mechanisms. 
Scandinavian Journal of Psychology, 18, pp. 172-79. 

Ryle, G. 1949: The Concept of Mind. Chicago: University of Chicago Press. New 
University edition (2000) 

Sarbin, T.R. and Juhasz, J.B. 1970: Toward a Theory of Imagination. Journal of 
Personality, 38, pp. 52-76. 

Shadlen, M.N. and Movshon, J.A. 1999: Synchrony unbound: a critical evaluation of 



230  A Computer Model of Creativity 

the temporal binding hypothesis. Neuron, 24, pp. 67-77. 

Shepard, R. and Cooper, L. 1982: Mental images and their transformations. 
Cambridge Mass.: MIT Press 

Shepard, R.N. 1966: Learning and recall as organisation and search. Journal of Verbal 
Learning and Verbal Behavior, 5, pp. 201-04. 

Shepard, R.N. 1978: Externalization of Mental Images and the Act of Creation. In 
Visual Learning, Thinking and Communication. Randhawa, B.S., & Coffman, B.F. 
(ed) London: Academic Press pp. 133-89. 

Simons, D.J. and Chabris, C.F. 1999: Gorillas in our midst: sustained inattentional 
blindness for dynamic events. Perception, 28, pp. 1059-94. 

Singer, W. and Gray, C.W. 1995: Visual feature integration and the temporal 
correlation hypothesis. Annual Review of Neuroscience, 18, pp. 555-86. 

Stark, L. and Ellis, S.R. 1981: Scanpaths revisited: Cognitive models direct active 
looking. In Eye movements: Cognition and Visual Perception. Fisher, D.F., Monty, 
R.A., & Senders, J.W. (ed) Hillsdale, NJ: Erlbaum pp. 193-226. 

Stein, L. 1994: Imagination and Situated Cognition. Journal of Experimental and 
Theoretical Artificial Intelligence, 6, pp. 393-407. 

Sternberg, J. 1999: Handbook of Creativity. Cambridge: Cambridge University Press 

Stewart, I. 1995: Mathematical recreations. Scientific American, 227, pp. 82-84. 

Stratton, G. 1897: Vision without inversion of the retinal image. Psychological 
Review, 4, pp. 341-60, 463-81. 

Stucki, D.J. and Pollack, J.B. (1992). Fractal (reconstructive analogue) memory. 
Proceedings of the Fourteenth Annual Conference of the Cognitive Science Society, 
Hillsdale, NJ, Erlbaum. 



References  231 

Tatler, B. 2001: Re-representing the case for representation. Behavioral and Brain 
Sciences, 24, pp. 1006-07. 

Taylor, J. 1962: The behavioral basis of perception. New Haven, Conn: Yale 
university press 

Thagard, P. (2004, 2004). Cognitve Science. The Stanford Encyclopedia of 
Philosophy, from http://plato.stanford.edu/entries/cognitive_science. 

Thomas, N. 1999: Are Theories of Imagery Theories of Imagination? Cognitive 
Science, 23, pp. 207-45. 

Thomas, N. 2001a: Mental Imagery. In The Stanford Encyclopedia of Philosophy. 
Zalta, E.N. (ed). 

Thomas, N. 2002: The false dichotomy of imagery. Behavioral and Brain Sciences, 
25, p. 211. 

Thomas, N. (2003). New Support for the Perceptual Activity Theory of Mental 
Imagery., from http://www.calstatela.edu/faculty/nthomas/newsupa.htm. 

Thomas, N. (2005). A Note on "Schema" and "Image Schema". from 
http://www.calstatela.edu/faculty/nthomas/schemata.htm. 

Van Gelder, T. 1995: What might cognition be, if not computation? Journal of 
Philosophy,  pp. 345-81. 

van Gelder, T. 1999: Dynamic approaches to cognition. In The MIT Encyclopedia of 
Cognitive Sciences. . Wilson, R. and Keil, F. (eds) Cambridge MA: MIT Press pp. 
244-6. 

Varela, F. 1993: The Embodied Mind. Cambridge, Mass: The MIT Press 

Varela, F., Thompson, E. and Rosch, E. 1991: The Embodied Mind. Cambridge, 
Mass: The MIT Press. paperback edition, 1993 



232  A Computer Model of Creativity 

Waldrop, M.M. 1987: Causality, Structure, and Common Sense. Science, 237, pp. 
1297-99. 

Wallace, B. 1984: Apparent equivalence between perception and imagery in the 
production of various visual illusions. Memory and Cognition, 12, pp. 156-62. 

Warnock, M. 1976: Imagination.  Faber & Faber 

Wittgenstein, L. 1953: Philosophical Investigations. Oxford: Blackwell 

Wolfe, J.M., Klempen, N. and Dahlen, K. 1999: Post-attentive vision. Journal of 
Experimental Psychology. 
 
 


	Introduction
	Thesis structure

	Perception
	The standard account of perception versus PA/SC theory
	Schemata
	Filtering information
	Perceptual experience
	Summary

	Mental Imagery
	Terminology
	How PA/SC theory accounts for mental imagery
	Depictive theory
	Objections to depictive theory
	The homunculus problem
	Cortical blindness
	Successive eye movements
	Reversible figures
	Pylyshyn’s objections

	Objections to computational mentalism
	The homunculus argument
	Ignores the temporal nature of experience
	The binding problem
	The relationship between Pylyshyn and PA/SC theory

	Objections to PA/SC theory
	Where are the images?
	A form of behaviourism
	Mirror neurons
	Seeing without eye movements
	Subjective experience as evidence of representations
	The auditory perception of long drawn-out sounds

	Empirical evidence that supports PA/SC theory
	Time differences during imagery tasks
	Perceptual completion
	Microsaccades
	Colour perception
	Inversion of the visual world
	Change blindness
	Inattentional amnesia
	Scan paths
	Related research

	Summary

	Creativity
	The relationship between mental imagery and creativity
	Description theory in the context of creative mental imagery
	Depictive theory in the context of creative mental imagery
	Knowledge-about
	PA/SC theory in the context of creative mental imagery

	A general account of creativity
	Creative perception
	Creative seeing-as
	Productive creativity.

	Summary

	Computer Models
	Kosslyn and Schwartz
	Situated cognition and MetaToto
	VIPS
	SeekWhence
	GENESIS
	Summary

	Letter Spirit
	Objectives of the Letter Spirit project
	Overview of Letter Spirit’s architecture
	The central feedback loop of creativity
	The Letter Spirit Implementation
	The Letter Spirit Examiner
	Coderack
	Workspace
	Conceptual Memory and the Conceptual Network
	Codelets

	The Adjudicator
	The Imaginer
	The Drafter
	The Letter Spirit top-level program
	Summary

	PABLO – A Conceptual Overview
	Choosing the implementation level
	Overview of PABLO’s design
	PA/SC theory and the central feedback loop of creativity
	Summary

	PABLO and the Perception of Letter Category
	The perception of letter type in PABLO
	The GridLetter class
	The GridFont class
	The Grid class
	The Instrument class
	The Coderack class
	The Agent and Agitation classes
	The LTMemory class
	The Schema class

	Piecing PABLO together
	Test cases
	Results
	Discussion
	Summary

	PABLO and the Perception of Letter Style
	Implementation and Results
	Discussion
	Summary

	PABLO, Mental Imagery and� Productive Creativity
	The implementation of mental imagery and productive creativi
	Results
	Discussion
	PABLO’s knowledge about its domain
	Future work
	Summary

	Summary and Conclusion



