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The performance of an automatic speech recognition system degrades drastically when 

there is a mismatch between training and testing environments. The aim of robust speech 

recognition is to overcome this mismatch. Numerous methods have been reported in the 

literature that attempt to provide robustness to this mismatch. This thesis investigates 

several different techniques at different stages of the recognition process that are suitable 

for robust speech recognition. All experiments are conducted on the ISOLET database. 

The TIMIT database was also used to confirm some of the experimental results. 

A number of speech enhancement techniques have been used in the past for speech 

recognition to achieve robustness with respect to noise. A speech enhancement system 

attempts to reduce noise from the noisy speech signal and is used as a pre-processor to a 

speech recogniser. In this thesis, a singular value decomposition (SVD) based speech 

enhancement method is used for robust speech recognition. The speech recognition 

performance of the SVD method is compared to that of the popular spectral subtraction 

method. 

Speech recognition performance is directly affected by the performance of the feature 

extraction stage. This thesis provides a comprehensive evaluation of a number of acoustic 

front-ends for robust speech recognition. It also investigates the use of human auditory 

properties for robust feature extraction. Two acoustic front-ends based on simultaneous 

masking and variable frequency and temporal resolutions are proposed and their 

performance is investigated for speech distorted by additive noise and channel distortion. 

This thesis also investigates the degradation in speech recognition performance due to 

speech coding distortion. For this, seven different speech coders operating at different bit 

rates are simulated and the speech recogniser is utilised through each of these coders. The 

MAP adaptation technique is then applied to adapt the model parameters to the speech 

coding environment. The resulting system is found to perform well in the presence of the 

speech coding distortion. 
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Introduktion 1 

Speech is the natural form of communication for humans. As computer systems are 

prolific in today's information age, speech recognition systems are becoming a popular 

human-machine interface. Automated ticketing systems, dictation systems, various 

information systems and banking are a few of the applications where a speech recogniser 

has already been utilised. Speech recognition systems also allow people such as children 

and the handicapped a chance to operate a computer. 

Improvements in speech recognition performance and increasing speed of hardware 

technologies have seen the speech recogniser move out of the laboratory and applied in 

practical applications. One of the major problems with current speech recognition 

systems is that they are not robust when deployed in practical environments. When there 

is a mismatch between the training and test environments it causes severe degradation in 

speech recognition performance. The aim of robust speech recognition is to overcome 

this mismatch 'problem. Robustness is a major topic of research today [ I  11. This is the 

focus of this thesis. 

The sources of variability that cause the mismatch are diverse and include: 

changing speaker characteristics, 

speaking manner, 

background noise, 

different microphones used in training and test environments, 

distortions introduced by a channel such as the telephone network. 

This thesis investigates various robust speech recognition techniques where speech is 

degraded by noise, channel distortion and speech coding distortion. 
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Figure 1.1: The structure of a conventional speech recognition system. 

1.1 Automatic Speech Recognition 

The goal of a speech recognition system is to provide a transcription of a given speech 

waveform as a string a phonemes, words, etc. The structure of a conventional speech 

recognition system is shown in Figure 1.1. 

The speech recognition front-end transforms the speech waveform into a sequence of 

acoustic features for use in the classification stage. Using the knowledge in the form of 

acoustic and language models obtained during training, the classification stage recognises 

the input speech as a sequence of words. 

A number of different approaches have been reported in the literature for speech 

recognition [83], but by far the most popular is the Hidden Markov Model (HMM) based 

approach. HMMs are probablistic models that model the non-stationarity of the speech 

signal. The HMM speech recognition model that has been used in this work is discussed 

in more detail in later chapters. 

The Library module shown in Figure 1.1 includes the three main sources of information 

that are hsed in the speech recognition process: the language model, the lexicon and the 

acoustic model. The acoustic models are represented in this thesis in terms of HMMs. 

In a large vocabulary task, the lexicon describes the mapping between the words 

contained in the vocabulary and their transcription in terms of sub-word units. Each sub- 
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word unit is represented by one HMM. For example, a word may have the following 

transcription: 

where a, b, c, d and e each represent a sub-word unit and put together represent word. 

The sub-word units can represent different sounds found in speech and when put together 

make up a particular word. A popular sub-word unit used in large vocabulary speech 

recognition is the phoneme. For a small vocabulary task, whole word can be used as a 

recognition unit. Acoustic models in this case consist of HMMs of individual words. 

The language model describes the possible word sequences (with their probability of 

occurrence) for a particular language. A popular language model technique that is 

commonly used with HMMs is the N-gram technique. N-gram language models associate 

probabilities with each word sequence. N-gram models assume that the probability of the 

current word is dependent only on the previous N - 1 words. The most common forms of 

N-grams are trigram (N=3), bigram (N=2) and unigram (N=l ) language models. 

1.2 Robust Speech Recognition 

Speech recognition systems perform well when the training and test environments are 

similar. However, their performance degrades drastically when deployed in an 

environment for which they have not been trained. Variations in the acoustic environment 

and stress-related variability contribute to the degradation of a speech recognition system. 

A speech recognition system is considered robust if it (approximately) maintains good 

recognition performance even in the presence of mismatched conditions. 

Robust speech recognition techniques can be divided into four broad catergories: signal 

space techniques, robust spectral estimation, feature space techniques and model space 

techniques. These techniques are described in more detail in Chapter 2. 
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1.3 Contributions Made in this Thesis 

The contributions that have been made in this thesis are summarised as follows: 

A comprehensive evaluation of a number of acoustic front-ends for robust speech 

recognition in the presence of two different distortions: 1) additive noise 

distortion and 2) channel distortion. (See Chapters 3 and 4). 

Investigation of robust techniques (such as GMS and RASTA) for improving the 

speech recognition performance in the presence of the two distortions mentioned 

above. (See Chapters 3 and 4). 

The SVD-based speech enhancement system is used as a pre-processor to a 

speech recogniser for robust speech recognition. (See Chapter 5 and the paper 

[GO]). 

Two acoustic front-ends utilising the human auditory properties of simultaneous 

masking and variable frequency and temporal resolutions. (See Chapter 6 and the 

papers [80][6 I]). 

The effect of speech coding distortions on speech recognition performance. (See 

Chapter 4 and the paper [59]). 

The role of the MAP adaptation technique for robust speech recognition in the 

presence of the speech coding distortion. (See Chapter 7). 

1.4 Organization of this Thesis 

The rest of this thesis is organised as follows: Chapter 2 describes the training and use of 

the HMM for speech recognition. It also describes the sources of variability in the speech 

signal and provides a brief overview of robust speech recognition. The setup of 

recognition experiments is also outlined in this chapter. Chapter 3 describes a number of 

acoustic front-ends and robust techniques. It also provides their speech recognition 

performance results for clean speech. Chapter 4 examines the recognition performance of 

these front-ends and techniques in the presence of additive noise, channel distortion and 

speech coding distortion. The use of the SVD based speech enhancement technique as a 
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pre-processor to a speech recogniser is evaluated in Chapter 5. Its speech recognition 

results are compared with that of the spectral subtraction technique. Chapter 6 introduces 

two acoustic front-ends: one based on simultaneous masking and the other based on the 

auditory property of variable and frequency temporal resolutions. Chapter 7 investigates 

the use of the MAP adaptation technique to improve the speech recognition performance 

in the presence of the speech coding distortion. Finally, conclusions are presented in 

Chapter 8. 
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Figure 1.1 demonstrates the basic structure of a speech recognition system. The 

most popular classifier used in speech recognition systems today is the Hidden 

Markov Model (HMM). This chapter briefly describes the theory of HMMs, how 

they are trained and used for speech recognition. The sources of variability in the 

speech signal are presented and the basics of a robust speech recognition system are 

also discussed in this chapter. 

2.1 Parameterisation of Speech 

The first part of a speech recognition system is the front-end. The front2end can 

consist of two parts, a signal conditioning stage and the feature extraction stage. 

The signal conditioning stage is common in robust speech recognition systems and 

prepares the signal ready for feature extraction. Such examples include removing 

the noise from the speech signal. This is expanded upon in Chapter 5. 

The goal of the feature extraction stage is to represent the speech signal as a 

compact, efficient set of features useful for speech classification. The most common 

features used for speech recognition are derived from the short-time power 

spectrum. The short-time power spectrum contains both the response of the 

vibrating vocal cords and the response of the vocal tract. The effect of the vocal 

cords is removed from the power spectrum and the resulting smooth, short-time, 

spectral envelope is used for speech recognition. 

More detail into how the acoustic features are calculated is provided in Chapter 3. 
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2.2 Hidden Markov Models 

The HMM is the acoustic model that works in conjunction with the language model 

to determine the most likely word sequence of a speech signal. The goal of the 

acoustic model is to calculate the probability of each possible word sequence. 

Figure 2.1 shows a simple 4 state HMM. Although a fully connected or ergodic 

HMM can be used in speech recognition, this simple left-to-right topology is the 

most popular topology and is used throughout this work (although the number of 

states may vary). The left-to-right topology contains no "skips". Transitions are 

made to the same state or to the next state. 

State 1 State 2 State 3 State 4 

Figure 2.1: A 4 state left-to-right HMM. 

The HMM states can model words, syllables, phonemes or other acoustic events. 

However, it is possible that the HMM states do not correspond to any particular 

acoustic event. A HMM is defined by the following parameters: 

1. N, the number of states in the model. The set of states of the HMM is denoted S 

= {si), 1 I i I Nand q, indicates the state at time t. 

2. n: = {G), 1 I i 5 N is the initial state distribution. That is, the probability of 

N 

being in state i at time t = 1. Also, Eni  = 1 
i=l 

3. A={aq), 1 I i 5 N is the state probability transition matrix. av is the probability 

of making a transition from state i at time t to state j at time t + 1. 
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4. bj(o) is the observation vector probability distribution. That is, the probability 

that the current model will emit the symbol o while in state j. The distribution 

can be discrete or continuous. The distributions used in this thesis are a mixture 

of Gaussian densities. The distributions can be defined as 

Eq. 2.1 

where c,k is the mixture weight for the k'h mixture component of state j; p j k  is 

the mean vector and qr is the covariance matrix corresponding to the k'h 

Gaussian component for state j. The covariance matrices used in these 

distributions are assumed to be diagonal. 

The form of the HMM can therefore be expressed as X = (x, A, c, p, 0). Given this 

form of the model and the observation sequence 0 = (01, 02,. . .,oT), there are three 

problems to be solved. 

Given the observation 0 and the model A, how do we compute the probability 

P(Olh)? This is used during the training process to evaluate how well the model 

matches the training observations. During testing and recognition, this 

probability is used to select the best model from a number of models that best 

matches the observation. 

Given the observation 0 and the model how do we calculate the "hidden" 

state sequence Q = (ql, q2, . . .,qT) that "best" explains the observation? 

Finally, how do we modify the model parameters of the model X to maximise 

P(Olh)? This is performed during the training process and helps us create the 

best model given the observations. 

Problem 1 

Consider an arbitrary state sequence 

Eq. 2.2 
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The probability of the observation sequence given the model and the state sequence 

is 

P ( 0  I Q, 1) = bql ( 0 1  )bq2 ( 0 2  )..dqT ( 0 , )  Eq. 2 3  

The probability of the state sequence is 

Therefore, 

Eq. 2.4 

Eq. 2.5 

Eq. 2.6 

The above equation can be calculated directly but involves many calculations. A 

more efficient algorithm called the forward-backward algorithm can be-used to 

solve this problem. 

Forward-Backward Algorithm 

The forward variable ~ ( i )  denotes the probability of observing a partial observation 

sequence 0 1 0 2  . . . ot until time t and being in state si at time t, given the model. Thus, 

a , ( i )  = P(o,o ,... o, ,q ,  = si 11) Eq. 2.7 

The forward variable can be solved inductively as follows: 

1. Initialise the forward probabilities. 

Eq. 2.8 

Eq. 2.9 
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That is, the forward probability at any state j and time t+l is a sum of the 

product of the probabilities of being in any state i at time t and moving 

to state j to produce observation ot+l. 

3. Then, 

Eq. 2.10 

A backward variable can also be defined as the probability of a partial observation 

sequence from time t.tl to the end ( t  = T) given the state qt+l = si and the model. 

Thus, 

The backward variable is solved as follows: 

1. Initialise the backward variables 

Eq. 2.11 

Eq. 2.13 

Problem 2 

One way to solve this problem is to choose the state that is most likely at each 

instant in time. The problem with this method is that the chosen state sequence may 

not be physically possible according to the HMM structure. The most common 

criterion used is to choose the best state sequence which maximises P(0,Qlh). This 

state sequence can be determined by a dynamic programming technique called the 

Viterbi algorithm. 

Define the variable 6,(i) as the highest probability along a single path that ends in 

state i at time t  as follows: 
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6,(i) = max P(q,,q ,,.. .,q(,-,,,q, =i ,O 11) 
41 .-5'(r-1) 

Then, 

6,t+11 ( j )  = [my 6, (i)ag J bj (of+, 

Eq. 2.14 

Eq. 2.15 

Using an additional array w,Q) to keep track of the argument that maximises 6,(i), 

the best state sequence can be determined using the Viterbi algorithm as follows: 

1. Initialisation, I S i S N 

6, (i) = z,bi(o,) Eq. 2.16 

W,(i) = 0 

2. Recursion: For 2 I t I T, 1 S j 5 N 

6, (i) = m?xI6,-, (i)ag 1 bj (0 , )  

Eq. 2.17 

Eq. 2.18 

wt (j) = arg max[~,-~ i (i)av 1 Eq. 2.19 

3. Termination 

P* = max[6, (i)] 
I 

Eq. 2.20 

= arg max [6, (i)] 
i Eq. 2.21 

4. Path backtracking: For t = T- 1, T-2,. . . ,1 

4; = W,+I ((?;+I ) Eq. 2.22 
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Problem 3 

This is the most difficult of the three problems. We want to find the model 

parameters so as to maximise the probability of the observation sequence. The 

Baum-Welch technique is one such procedure that maximises the likelihood locally 

using an iterative procedure as this problem cannot be solved analytically. The re- 

estimation formulae can be written in terms of two other variables <,(i,  j )  and 

yt ( i ) .  6 ,  (i, j )  is defined as the probability of being in state i  at time t  and then in 

state j  at time e l ,  given the observation 0 and the model A. 

6,  (i, j )  = P(s, = i, s,,, = j 1 0 , k )  Eq. 2.23 

This probability can be calculated using the forward and backward variables. 

Eq. 2.24 

Another useful definition is the probability of being in state i  at time t, given the 

observation sequence and the model. 

The model parameters can then be re-estimated as 

- 
7r = expected frequency at state s: at time t = 1 = y, ( i )  

Eq. 2.25 

- - expected number of transitions from ST to s; a, - 
expected nurnber of transitions from ST 
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Eq. 2.26 

Assuming that the observation densities in each state are a mixture of multiviate 
- 

Gaussians as in Equation 2.1. The mixture weights q, means pjk and covariances 

- 
a, of state s; can be re-estimated by: 

where 

Eq. 2.27 

Eq. 2.28 

Eq. 2.29 

Eq. 2.30 
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2.3 Recognition using HMMs 

The goal of a speech recognition system is to take the observation sequence 0 and 

compute which is the most likely word or sub-word sequence that would produce 

the observation. Consider the case where the observation is a single word w, the 

task becomes 

max[p(wi i I 011 Eq. 231  

where P(wil0) is the probability of the word wi given the observation 0. Using 

Bayes Rule, 

Eq. 2 3 2  

Since P(0) does not influence the choice of wi, the recognition task reduces to 

max[p(0 I w, )~(w, ) l ,  ~ q .  2.33 

where P(0lwJ and P(W> are computed using the acoustic and language models, 

respectively. 

For an isolated word recognition task, if all the words are equally probable, the 

probability P(wJ is determined as follows: 

Eq. 2 3 4  

where N is the vocabulary size. 

2.4 Effect of Varying Conditions on Recognition 

Performance 

Statistical pattern recognition systems such as HMMs, rely on data that is presented 

to them during the training phase. They learn the environmental characteristics of 

the data presented to them and relationship to the speech units. If the environmental 
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characteristics of the training and testing data were similar, speech recognition 

systems would perform well. 

In most practical implementations, the training and testing environments differ. 

When they do, the performance of the system degrades rapidly due to mismatches 

between the testing and training conditions. The sources of the variability's in 

speech that cause the mismatch are summarised in Figure 2.2. 

The source of variability begins with the speaker. The response of a speaker to 

stress or background noise is known as the Lombard effect [47]. Other variations in 

the speaker can be attributed to dialect, speaking rate or speaking style. 

The acoustic environment is a major cause of degradation [43]. The acoustic 

environment consists of non-stationary distortions such as passing cars and closing 

doors and continuous distortions such as fans and motor noise. 

The recognition hardware also contributes to the performance of a recogniser. The 

SPINX recognition system showed a performance decrease from 85.3% to 18.6% 

when the test microphone was changed from which it was trained with [2]. 

Different communication channels can also affect speech recognition performance, 

especially if the communication channel is a telephone line where the bandwidth is 

limited. Electrical noise adds a random noise to the speech signal that degrades the 

recognition performance. For example, a multi-speaker, isolated word speech 

recognition system deteriorated from 100% recognition to 30.5% in lOdB of noise 

[441. 

The structure in Figure 2.2 can be simplified by ignoring the effects of speaker 

stress. The structure simplifies to an additive noise source and a convolutional 

channel as shown in Figure 2.3. This is the model that is assumed in the work 

presented in this thesis. 
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Figure 2.2: Sources of variability in the speech signal. (Figure adapted from 1831) 
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Figure 2.3: The influence of noise and channel distortions. 
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2.5 Basics of Robust Speech Recognition 

The goal of a robust recognition system is to compensate or be robust to these types 

of mismatched conditions. One method that can been used, is to train HMMs with 

training data that contains a variety of distortions to minimise any mismatched 

conditions. The disadvantage of this method is that the recogniser becomes 

generalised and does not perform well for any one particular distortion. Also, 

training data for different types of distortions is not always available. 

Many robust techniques have been developed. These techniques can be divided into 

four broad categories. 

Signal Space 

Robust Spectral Estimation 

Feature Space 

Model Space 

The following sections briefly describe some of the techniques that fall into'each of 

these categories. A comprehensive discussion of speech recognition in noise can be 

found in [32]. 

2.5.1 Signal Space Techniques 

The signal space denotes the digital speech signal itself. As depicted in Figure 2.3, 

the speech signal can be corrupted with noise and channel distortions. Signal space 

techniques enhance the speech signal before the feature extraction stage. These 

types of techniques attempt to "clean" the speech signal or apply an inverse 

transformation, which reverses the effect of the distortion. 

Re~ent work with microphone arrays gives the ability to track the direction of the 

speaker to enhance the SNR [62][105][37]. The microphone array tracks the 

speakers direction so that any noise that is received from the other directions can be 

used in noise cancellation. 
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Spectral subtraction is one such technique that has been shown to work to some 

extent for speech recognition [63][65][71]. The spectral subtraction algorithm 

works on the assumption that the noise contained in the noisy speech signal is 

additive and uncorrelated with the clean speech signal. The short-time magnitude 

and phase spectra of the noisy signal are computed. The magnitude spectrum is 

modified, by subtracting the short-time spectral magnitude of the noise estimated 

during the non-speech periods, while the phase spectrum is left unchanged. The 

signal reconstructed from the modified magnitude and phase spectra is an enhanced 

version of the original signal [7]. 

Singular value decomposition (SVD) is another speech enhancement technique that 

has shown some promise for speech recognition [60]. SVD also assumes that the 

noise contained in the noisy speech signal is additive and uncorrelated with the 

clean speech signal. The SVD technique enhances a noisy signal by retaining a few 

of the singular values from the decomposition of an over-determined, over-extended 

data matrix. The singular values that are ignored are associated with the noisy part 

of the speech signal. The signal reconstructed from the reduced rank matrix is the 

enhanced signal [I 4][41]. Unlike the Spectral subtraction technique, SVD does not 

need prior knowledge of the noise spectrum [41]. 

A signal subspace approach has also been used to enhance speech [19]. This 

technique is similar to spectral subtraction and SVD in that it decomposes the noisy 

speech signal into a signal-plus-noise subspace and a noise subspace. Enhancement 

is achieved by removing the noise subspace. The decomposition is performed using 

the Karhunen-Loeve transform (KLT) . 

Artificial Neural Networks (ANN) have shown improvements in SNR in speech 

enhancement experiments and have been used for robust speech recognition [ 5 ] .  

However, their performance may be highly dependent on the noise level and the 

type of training data [32]. 

Several other techniques such as Kalman filtering, Wiener filtering, comb filtering 

and, speech model based enhancement have been reported in the literature for 

speech enhancement [57][32]. 
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2.5.2 Robust Spectral Estimation 

Spectral estimation techniques convert the speech signal into a set of features that 

can be used for speech recognition. The performance of a robust speech recognition 

system is directly affected by the ability of the acoustic features to correctly 

represent the spoken speech. Robust spectral estimators attempt to perform this by 

being robust to additive noise and spectral distortions. 

Many speech recognisers reported in the literature use cepstral features that are 

derived from the speech signal by using the linear prediction (LP) analysis 

technique [83]. These features are known to be sensitive to additive noise and 

spectral distortions and degrade the performance of a speech recogniser when 

deployed in these environmental conditions. 

On the contrary, humans can recognise speech in large amounts of noise and 

channel distortions. It is therefore argued, that an acoustic front-end can be made 

robust to these distortions by utilising the properties of the human auditory system. 

These front-ends are called auditory front-ends. 

The most common auditory front-end in today's speech recognition systems is the 

cepstral front-end derived through a set of Mel-spaced filter banks [13]. The Me1 

frequency scale is derived from experiments in human perception. Similarly, the 

Bark scale was derived from how humans perceived speech sounds. 

Auditory front-ends that attempt to model the mechanisms supported by 

psychoacoustics and neurophysiology evidences [3 1][95] also show evidence that 

auditory properties are useful in robust speech recognition [40]. The PLP front-end 

utilises several human auditory properties including the Bark frequency scale [33]. 

Recently, robust feature extraction techniques that use cepstrum in addition to 

formant extraction have shown some mixed results [28][77]. 

2.5.3 Feature Space Techniques 

Feature space is concerned with the filtering or transformation of feature vectors. 

Filtering feature vectors attempts to remove unwanted spectral distortions so that 
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the resulting features are "cleaner"; i.e., their mismatch to clean speech models is 

minimal. Feature transformation transforms the features sampled in the noisy 

environment into what they would be in a controlled environment or visa-versa. 

This minimises the mismatch the testing data has to the training data, which may 

also not be clean. This way the models that we use for recognition are ones that 

have been trained in the controlled environment. 

Cepstral liftering 1461 is one feature space technique that uses a raised sined 

window to remove the effect of spectral tilt due of speaker variations. A more 

popular technique is Cepstral Mean Subtraction (CMS) [3]. CMS subtracts a mean 

cepstral vector from each of the incoming cepstral vectors, thus subtracting any 

channel distortion effects in the distorted speech signal. The mean cepstral vector 

can be calculated using two different techniques. Global mean subtraction, as used 

in [3], calculates the mean cepstral vector over the entire utterance. Local mean 

subtraction calculates the mean cepstral vector over a number of past cepstral 

vectors [88] which is a more practical solution for real time systems. Both these 

CMS techniques have shown to perform well for speech recognition in noise and 

channel distorted conditions [74]. 

Direct filtering of the feature vectors has also shown some robustness to noise and 

channel distortions [30][70]. A popular technique is the RASTA technique [34], 

which uses a bandpass filter on the feature vectors. The RASTA technique has 

traditionally been applied to the PLP front-end [35], but it can be applied to any 

front-end. All these methods attempt to reduce slow temporal variations that are 

caused by noise and channel distortions and show robust recognition performance 

[741[351. 

The use of a dynamic cepstrum [24] derived from past feature vectors has shown a 

significant performance increase in clean and noisy speech. So much so, that these 

features are considered a must in any practical recognition system. 

Two different types of feature transformations are use in the literature, linear and 

non-linear transformations. Linear transformations, such as used in IMELDA [38], 

transforms the noisy features into the clean features used for recognition by 
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maximising the ratio between in-class and between class covariances. This 

technique has been shown to be more robust than Mel-spaced cepstral coefficients 

1381. 

Non-linear transformations are generally performed using an Artificial Neural 

Network (ANN) [6] [ 1 001 [85] [86][106]. A Multi-layer Perceptron (MLP) is trained 

using noise corrupt speech to learn the transformation between the noisy and clean 

feature representation. 

2.5.4 Model Space Techniques 

Model decomposition techniques allow the signal and the noise to be modelled 

simultaneously' [l02]. This technique is also often referred to as parallel model 

combination (PMC) [26]. In this method, the signal model and the noise model are 

trained separately. The output probabilities of both models are then combined 

during recognition to give a probability score for the observed feature. In this 

technique, prior knowledge of the distortion is required to train the noise model. 

PMC has also been used in conjunction with the spectral subtraction speech 

enhancement technique [71][72]. The noise model in this work has been used to 

compensate for the distortions introduced by the spectral subtraction technique. 

More common today are techniques which train recognisers on clean speech and 

adapt the model parameters using a small amount of noisy speech data. These 

techniques are common in practical recognition systems as they can adapt 

themselves in the deployed environment based on the noisy speech with either 

known transcriptions (supervised adaptation) or unknown transcriptions 

(unsupervised adaptation). 

The maximum a posterior (MAP) technique was originally proposed for speaker 

adaptation [29][51][52], but it can be used for adapting to noisy environments as 

well. Here the MAP criterion is used to modify the model parameters so that they 

match the noisy speech available for adaptation. 
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Another method that is based on the Maximum Likelihood (ML) criterion 

transforms the model parameters by linear transformation. This is called Maximum 

Likelihood Linear Regression (MLLR) [54][55] and requires less adaptation data 

than the MAP procedure to achieve a successful level of adaptation. 

2.5.5 Combination of Techniques 

Many techniques have been combined together to improve the overall recognition 

performance with some success. The spectral subtraction technique has been 

combined with several other techniques including IMELDA [97] and the parallel 

model combination technique [71][72]. IMELDA and the PLP front-ends have also 

been combined [39]. Cepstral mean subtraction and the parallel model combinations 

approaches have been implemented in one system [96]. Other techniques have the 

potential for combination, especially combinations of enhancement and adaptation 

techniques. This is possibly a topic of future research. 

2.6 Experimental Setup 

Two speech recognition systems are used in this thesis to evaluate robust speech 

recognition: one is an isolated word recognition system and the other is a phoneme- 

based continuous speech recognition system. These systems are experimented with 

the ISOLET database and the TIMIT database, respectively. Discussed in this 

section is the default setup for experiments in this thesis. However, details of other 

setups are described wherever they are used. 

2.6.1 Databases and Models 

The ISOLET database 1121 is used for isolated word recognition experiments. It 

consists of the 26 letters of the English alphabet. Training data consists 4680 

utterances from 90 speakers and 1560 utterances from 30 speakers are used for 

testing. The database consists of the same number of female speakers as males and 

the speakers in the testing database do not appear in the training data. 
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This database is sampled at 16 kHz with a 16 bit resolution. Every utterance in 

training and testing data is decimated to 8 kHz using a low pass filter with a half 

power cutoff of 3.5 kHz. Features are generally calculated over a 45 ms window in 

15 ms steps. 

The TIMIT database is used for phoneme-based continuous speech recognition 

experiments. All SI and SX utterances from all 8 dialects of the TIMIT training data 

are used to train 48 context-independent phoneme models as proposed in [53]. This 

consists of 3696 training sentences from 462 speakers of which 326 are male. 

Testing is performed using the core test set suggested in the TIMIT documentation, 

which includes 2 male speakers and 1 female speaker from each dialect resulting in 

192 unique utterances from 24 speakers. 

This database is also sampled at 16 kHz and decimated to 8 kHz using the same 

technique as described for the ISLOET database. The speech signal is analysed here 

frame-wise at 100 frameslsec using a 20 ms window. 

Both databases are tested using simple left-to-right mutli-mixture HMMs. For the 

ISOLET database, 5 HMM states are used while for the TIMIT database 3 states are 

used, except for the silence and closures (epi, s i l  vcl, cl) which are modelled with 

just a single state. All Gaussian densities use diagonal covariance matrices. 

2.6.2 Noise sources 

A number of noise sources are used in experiments throughout this thesis. A simple 

Gaussian white noise is used for additive noise experiments. Noise is added to the 

speech for various signal-to-noise ratios (SNRs). 

A simple bandpass filter is used to simulate channel distortion. Four different filters 

with different levels of distortion are used in experiments. The filter response for 

the 4 dB case is shown in Figure 2.4. 
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Figure 2.4: Filter response for the 4 dB case used in experiments to simulate 
channel distortions. 

Another distortion that is considered is speech coding. The following speech coders 

are used in experiments. 

o ADPCM coders at 40 kbps, 32 kbps and 24 kbps 

Low delay CELP coder at 16 kbps 

GSM coder at 13 kbps 

CELP-1016 coder at 4.8 kbps 

LPC-1 Oe coder at 2.4kbps 
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3 CONVENTIONAL FRONT-ENDS AND 

The objective of the front-end is to represent the speech signal in terms of a few 

features. These features should contain all the information necessary for speech 

recognition. At the same time, these features should be robust to changing speaker 

characteristics, speaking manner, background noise, channel distortions, etc. Speech 

recognition performance is affected directly on how these features are selected and 

how well the front-end estimates them from the speech signal. In this chapter, a 

number of acoustic front-ends are discussed. The performance of these acoustic 

front-ends is evaluated for clean, undistorted speech. The next chapter provides the 

results for these front-ends for noisy distorted speech. 

3.1 Acoustic Front-ends 

An acoustic front-end analyses the speech signal by dividing it into overlapping 

time frames and calculating a set of acoustic features for each frame. Different 

types of feature representations have been proposed in the literature. Normally, the 

so~gcelsystem model of the speech production system is used to derive a feature 

representation for speech recognition. This model is shown in Figure 3.1. The 

system part of this model represents the vocal tract response. It contains most of the 

information necessary for speech recognition. The power spectrum calculated from 

each speech frame, contains both the system part of the model (fine structure) and 
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the source part (smooth spectral envelope) as shown in Figure 3.2 (dotted line). An 

acoustic front-end attempts to remove the fine structure in the power spectrum 

leaving only the smooth spectral envelope. This smooth envelope is then 

represented in terms of a few features necessary for use in speech recognition. 

..... Response 

Figure 3.1: Source / system model of the human production system. 

500 id00 t i 0 0  2doo 25'00 3000 3500 40'00 
Frequency (Hz) 

Figure 3.2: Power spectrum showing 1) the raw power spectrum and 2) the smooth 
spectral envelope using 10th order cepstral analysis. 
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The power spectrum is normally calculated using the fast Fourier transform (FFT) 

or through the use of filter banks. Two techniques exist that calculate the smooth 

spectral envelope from the power spectrum: the linear prediction (LP) analysis 

technique and the homomorphic analysis technique. The LP technique models the 

power spectrum using an all pole model and the model parameters (also known as 

LP coefficients) are calculated using a least squares procedure. The homomorphic 

analysis technique uses a logarithmic function on the power spectrum thereby 

making the source and system components of the model additive in the log power 

spectrum. The system component of the speech production model can be removed 

by first performing an inverse Fourier transform on the log power spectrum leaving 

a spectrum represented by cepstral coefficients. We can take the fust few terms of 

the cepstral coefficients that represent the smooth spectral envelope and use them 

for our feature representation for speech recognition. 

We can also use a filter bank to calculate a spectral envelope. This is usually 

performed using an FFT because of its speed advantage in real-time systems. Filter 

bank energies are calculated from each filter in the filter bank. Homomorphic or 

linear prediction techniques can then be applied to the filter bank energies in the 

same way as described above. 

The advantage of filter bank analysis is that the filters can be designed to maximise 

recognition performance or be based on some human property. It is argued that the 

use of human auditory properties in front-ends improves the recognition 

performance especially in the presence of noise and channel distortions. This is 

further expanded on in Chapter 4. These types of front-ends are known as auditory 

front-ends . 

Examples of two auditory filter banks are those based on the Me1 [I31 and Bark 

[81] frequency scales. These warped frequency scales are based on experiments on 

human speech perception. Other auditory front-ends include perceptual linear 

prediction analysis (PLP) [33], ensemble interval histogram (EIH) [31] and the 

Seneff auditory model 1951. 
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The rest of this chapter describes in more detail a number of acoustic and auditory 

front-ends that are mentioned above. Additional features based on temporal 

processing of the feature vectors are also used. These include dellta features [24], 

RASTA [34] and global mean subtraction (GMS) [3]. 

3.2 FFT based Front-ends 

Figure 3.3 shows the methods for calculating the feature vectors for the linear 

prediction and homomorphic techniques. Firstly, the speech signal is divided up 

into overlapping time frames. The power spectrum of each frame is then calculated 

using an FFT. 

=me Frames 

Hamming 
Window 

AUTOC0RRF.LATI0N 

Power 
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Figure 3.3: Calculation of linear prediction and homomorphic feature analysis. 
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For the linear prediction features, the autoconelation coefficients are calculated by 

taking the inverse FFT of the power spectrum. The Levinson-Durbin algorithm then 

calculates the linear prediction coefficients. Alternatively, the autocorrelation 

coefficients can be calculated directly from the speech signal itself. 

Homomorphic features are calculated by performing the inverse FFT of the log 

power spectrum. The result is known as the cepstrum (spectrum with the first four 

letters spelt backwards). The zeroth cepstral coefficient is generally not used for 

speech recognition as it is sensitive to level (amplitude) of the speech signal. The 

next few cepstral coefficients are used to represent the spectral envelope. The 

number of coefficients that are used determines the amount of filtering that is 

applied to the power spectrum. Figure 3.4 shows the spectrum calculated from 

different number of cepstral coefficients. This figure shows that increasing the 

number of coefficients results in a more detailed representation of the spectrum. For 

both the LP and homomorphic techniques, 10 to 12 cepstral coefficients are 

typically used for a speech signal sampled at 8 kHz. 
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Figure 3.4: Spectral envelopes using 1 ) 10 cepstral coefficients, 2) 15 cepstral 
coefficients and 3) 25 cepstral coefficients. 

Many recognition systems today use cepstral features that are derived from the FFT 

power spectrum using the LP analysis technique [83]. Known as LPC cepstral 

coefficients, these features perform well in clean, undistoited speech. In isolated 

word recognition experiments using 10 cepstra, these features correctly recognised 

76.35% of the test data. These coefficients are calculated from the LP coefficients 

using the following formula: 

Eq. 3.1 

In the same experiment with the homomorphic front-end, 76.86% of the test data 

was correctly recognised, slightly better than the LP analysis technique. It can be 

said that for clean speech, the performance of these front-ends for isolated word 

recognition is comparable. 
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Figure 3.5: Feature calculation for a front-end using a filter bank. 

3.3 Filter bank Front-ends 

Figure 3.5 shows the procedure for a front-end utilising a filter bank to calculate the 

power spectrum. Here we apply individual filters in the filter-bank on the power 

spectrum and compute the power. In our experiments, we use 20 triangular shaped 

filters. Using either the LP or homomorphic techniques, we take the inverse DCT 

(discrete cosine transform) of the power spectrum or log power spectrum to obtain 

the respective coefficients. 

In the case of the homomorphic technique, the inverse DCT is applied to the log 

power spectrum to obtain the cepstrum coefficients. The LP technique takes the 

DCT of the power spectrum to produce autocorrelation coefficients, which can then 

be converted to cepstral coefficients through the Levison-Durbin algorithm and Eq. 
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Experiments on the isolated word recognition task show that the uniform filter bank 

front-end produces features that compare in performance to the FFT based front- 

ends. The LP based uniform filter bank front-end recognised 76.09% of the test task 

correctly. As for the FFT based front-ends, the homomorphic front-end performed 

slightly better with 78.01%. So far, it could be concluded that the homomorphic 

technique provides better recognition performance for HMM recognition. 

As stated earlier, it has been argued that front-ends based on human auditory 

properties, called auditory front-ends, perform better in terms of recognition 

performance. A commonly used human property is frequency scale warping. The 

human ear does not use a uniform frequency scale. It divides the frequency scale 

logarithmically. Also, the bandwidth of a given filter in the filter bank depends on 

the frequency at which it is centred. This bandwidth is referred to as the critical 

bandwidth [81] and is equal to about 1/6 of the centre frequency. Filter banks based 

on this are referred to as critical bandflter banks. 

Two perceptual frequency scales that have resulted from auditory experiments are 

the Me1 and Bark scales [8 11. Both these scales attempt to transform the 

frequency of a sound onto a linear scale. The bandwidth of each of the filters in the 

filter bank is determined from the critical bandwidth function [81]. 

Eq. 3.2 

The two frequency scales are shown in Figure 3.6. The difference between these 

two functions is minor and as this chapter and subsequent chapters will show, the 

recognition performance is also comparable. 



Conventional Front-ends and Their Speech Recognition Performance 33 

I : : : : : : :  I  

Figure 3.6: 1) The Me1 scale and 2) The Bark scale. 

Again, both the LP and homomorphic techniques are applied to these filter bank 

front-ends. Using LP-derived cepstral coefficients, these front-ends obtain the 

recognition scores of 76.67% and 76.86% for the Me1 and Bark scales respectively. 

The homomorphic front-end again slightly out-performed the LP analysis technique 

scoring 77.76% and 78.53% for the Me1 and Bark scales respectively. Overall, the 

warped frequency front-ends showed a small improvement in recognition 

performance over the uniform scales. The only exception being the Mel-spaced 

homomorphic based filter bank front-end which did not out-perform the uniform 

homomorphic-based front-end. However, the result is close enough to state that 

warping the frequency scale improves recognition performance in clean speech. 

The auditory front-ends mentioned above use only one human auditory property. A 

front-end that uses multiple auditory properties is the Perceptual Linear Predictive 

(PLP) front-end [33]. This front-end is similar to the Bark spaced LP analysis front- 

end previously discussed however, two additional auditory based processing 

concepts not previously mentioned are utilised. These are 1) the equal-loudness 

curve and 2) the intensity-loudness power law. The equal-loudness pre-emphasis 

accounts for the sensitivity of human hearing at different frequencies. The intensity- 

loudness power law is derived from the non-linear relation between the intensity of 

a sound and its perceived loudness. For a more detail explanation, the reader is 

directed to [33]. 
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In the isolated word experiment, this fiont-end performed better than any other LP 

based front-end scoring 78.33% correct recognition. The only front-end to obtain a 

slightly better score was the Bark spaced homomorphic front-end that is again 

consistent with the current trend. This shows that human auditory properties 

improve recognition performance even for clean speech. 

For the rest of this thesis, these front-ends will be given the following acronyms. 

FFTHCC FFT based homomorphic front-end. 

FFTLCC FFT based LP-derived cepstrum front-end. 

UNIHCC Uniform spaced homomorphic filter bank front-end. 

UNILCC Uniform spaced LP-derived cepstrum filter bank front-end. 

MELHCC Me1 spaced homomorphic filter bank front-end. 

MELLCC Me1 spaced LP-derived cepstrum filter bank front-end. 

BARKHCC Bark spaced homomorphic filter bank front-end. 

BARKLCC Bark spaced LP-derived cepstrum filter bank front-end. 

PLPCC Perceptual Linear Predictive front-end [33]. 
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Figure 3.7: Performance summary of the front-ends in clean speech. 

Figure 3.7 shows the summary of the front-ends discussed in this section. In the 

next chapter we will look at the recognition performance of these front-ends again 

in the presence of channel and noise distortions. 

3.4 Adding Robust Features 

Robust features are used to increase the performance of speech recognition systems 

in the presence of noise and other distortions. This section looks at the effect these 

additional robust features have on the recognition performance for clean speech. 

Two commonly used techniques are presented here, RASTA [34] and Global Mean 

Subtraction (GMS) [3]. Other techniques do exist and the performance of several of 

these is discussed in [74]. These techniques are chosen for their computational 

simplicity and popularity in the literature. 
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Figure 3.8: Using RASTA in a front-end. 

3.4.1 RASTA Processing 

RASTA utilises yet another human auditory property not already mentioned called 

forward masking [69][73][92][109]. Forward masking is where the signal follows 

the masker in time. That is, the signal that is currently being received is masked by 

the signal preceding it. RASTA attempts to utilise this property by temporal 

filtering of the power spectrum as shown in Figure 3.8. 

The RASTA technique smooths the power spectrum using a bandpass IIR filter 

with the following transfer function. 

Eq. 3 3  

 hi; function ignores slowly changing spectral characteristics at very low 

frequencies (0.26Hz) such as a steady background noise or channel distortion and 

filters off fast changing spectral characteristics associated with high frequency noise 

and' frame-to-frame spectral changes at the high end (12.8Hz). 
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Figure 3.9: Recognition performance of RASTA over using no processing. 

As this technique is performed on the power spectrum, it can also be applied to 

cepstral feature vectors derived through any of the front-ends presented in the 

previous section. Figure 3.9 shows the performance of using RASTA with the front- 

ends described in the previous section. 

It is clear from Figure 3.9 that RASTA improves the recognition performance for 

clean speech. It is also interesting to note that the ranking in terms of performance 

of the front-ends has changed. Where the BARKHCC and PLPCC front-ends 

obtained the best result in the fist  section with no processing, the MELHCC front- 

end scores the highest now that the RASTA technique has been utilised. As was the 

case with no processing, the homomorphic analysis front-ends also out-performed 

the LP front-ends using the RASTA technique. 
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Figure 3.10: Recognition performance of GMS versus no processing. 

3.4.2 Global Mean Subtraction 

With a similar objective to the RASTA technique, Global Mean Subtraction (GMS) 

attempts to remove the slowly changing spectral characteristics associated noise and 

channel distortions. It does this by subtracting the mean cepstral vector of the 

utterance from each individual cepstral vector in that utterance. 

A related technique which shows comparable performance and is used in real-time 

applications is Local Mean Subtraction (LMS) [88]. The difference between GMS 

and LMS is that LMS calculates its mean cepstral vector over the last n vectors, not 

the entire utterance. 

Again, GMS can be applied to any of the front-ends mentioned in this chapter. 

Figure 3.10 shows the recognition performance using the GMS technique versus no 

processing. 
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As with the RASTA technique, GMS improves recognition performance for every 

front-end. Yet again, the homomorphic front-ends outperformed the LP front-ends 

and the MELHCC front-end scored the best result. It is interesting to note that for 

both the RASTA and GMS techniques, the Mel-spaced front-ends performed 

slightly better than the Bark-spaced front-ends. 

3.4.3 Delta Coefficients 

Common today, is the use of a delta cepstrum or dynamic cepstrum [24] as an 

addition to the primary features in speech recognition. In fact, these features are 

considered to be standard for practical, robust recognition systems. The use of them 

in an auditory sense is based on the theory that humans listen for changes in the 

speech spectrum in order to recognise speech. Delta coefficients offer a significant 

improvement in performance and also perform well as primary features [76]. 

Eq. 3.4 

Equation 3.4 is known as the first time derivative. Similarly, the second time 

derivative can be performed by reapplying Equation 3.1 to the output of the first 

time derivative and so on. 

Delta coefficients are appended to the cepstral features derived from each of the 

front-ends discussed in the previous section. The resulting feature vector thus has 

20 components. Speech recognition results are shown in Figure 3.1 1 .  As can be 

seen, additional use of deltas provides the best recognition scores presented so far. 

Also, the ranking of the front-ends differs from that discussed previously. 

Suprisingly, the uniform front-ends score better than the Me1 and Bark scale front- 

ends: The PLP front-end scores the best for the LP techniques edging out the 

UNILCC front-end and the UNIHCC front-end is the best performing 

homomorphic front-end. As was found with all the results presented so far, the 

homomorphic front-ends perform better than the LP based front-ends when 

appended deltas are used. 
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Figure 3.1 1: Recognition performance using appeanded Delta coefficients versus 
primary coefficents only. 

3.4.4 Combining Techniques 

It is also possible to combine the techniques presented above into the same front- 

end. The combinations that are experimented here are listed below. 

RASTA and Deltas 

GMS and Deltas 

Figure 3.12 shows the results for all the techniques including the combinations 

listed above for all the front-ends. Figure 3.13 shows an overall score for each of 

the techniques by averaging the recognition score obtained for each of the front- 

ends. 

These results show three distinctive layers. The bottom layer consists solely of the 

primary features showing .that any additional processing improves recognition 
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performance signii3cantly. The middle layer consists of two techniques, both of 

which contain only enhanced primary features. They are RASTA and GMS. 

The top layer consists of 3 techniques, all of which contain Delta coefficients. As 

can be seen from Figure 3.12, a particular technique does not outperform the others 

for all the front-ends. Using Figure 3.13, the overall performance presented for the 

3 techniques shows comparable performance. 

+RASTA + Deltas 

I I I I I I I I I 

CCI 

Figure 3.12: Recognition Performance for combining Techniques. 
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Figure 3.13: Overall Technique Performance. 

Figiire 3.14: Overall Front-end Performance, calculated by averaging all the results 
in this chapter for the same front-end. 
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3.5 Summary 

This chapter has shown several techniques used with different front-ends for a 

robust speech recognition system. Acoustic front-ends that contain human auditory 

properties have shown some degree of performance increase in clean speech 

recognition. The PLPCC front-end outperformed all the other LP based front-ends. 

For experiments performed in this chapter on the ISOLET database, the 

homomorphic front-ends outperformed the LP based front-ends in almost all 

categories, which is reflected in Figure 3.14. This figure also shows that the 

uniform frequency front-ends perform better than ones that contain a warped 

frequency scale although the difference is only small. 
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When recognition systems are deployed into practical environments, their 

performance is directly affected by the severity of the environment. The more 

severe the environment, the more the performance of the recognition system 

declines. A number of factors affect the amount of decline that is seen. The type of 

front-end, what robust techniques are utilised and the type of distortion all 

contribute to the robustness of a recognition system. 

The front-ends and robust techniques described in the previous chapter are used in 

this chapter to evaluate the performance of a HMM based speech recognition 

system in the presence of additive noise, a channel distortion and the speech coding 

distortion. 

4.1 Additive Noise Distortion 

For speech recognition systems that are deployed in practical environments, 

background noise is typically recorded along with the speech signal. For example in 

an office environment, computers, fans, other people, radios, etc. all contribute to 

the ambient background noise. This background noise is considered to be additive 

with the recorded speech signal. For most of the practical environments the noise 

can ,be assumed to be white. This noise distortion causes severe degradation in 

speech recognition performance. This section examines the recognition 
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performance of each front-end and robust technique previously described for speech 

degraded by white noise for different SNRs. 

4.1.1 FFT-based Front-ends 

Figure 4.1 shows the results for the FFTHCC and FFTLCC front-ends in the 

presence of a white noise distortion. These results show that the FFT-based 

homomorphic cepstral features are more sensitive to additive noise than the FFT- 

based LP cepstral features. A possible explanation is given in [78]. The lower 

regions in the power spectrum (troughs or valleys) have a lower SNR than the 

higher regions (peaks). The homomorphic technique applies a logarithmic function 

to the power spectrum thus reducing the dynamic range of the power spectrum. Any 

small change in the power spectrum, as is introduced by white noise, produces a 

significant change in the cepstrum. This results in confusion in the recogniser and 

decreased recognition performance. 

(+ FFTLCC + PFTHCC I 

0 ! I 

Inf 30 25 20 15 

SNR (dB) 

Figure 4.1: Recognition performance of the FFT-based front-ends with signal-to- 
ratio. 



Recognition Performance of Conventional Front-ends in Adverse Environments 46 

The LP technique does not apply a logarithmic function but operates on the power 

spectrum itself. Because the peaks are significantly larger than the valleys, the 

additive noise in the valleys does not affect the LP technique as significantly. 

4.1.2 Filter bank based Front-ends 

Figure 4.2 shows the speech recognition performance in the presence of white noise 

for the filter bank front-ends excluding the PLPCC front-end. Comparing Figure 4.1 

and Figure 4.2, the first observation is that the front-ends using a filter bank 

representation are more robust than the front-ends that compute the power spectrum 

using the FFT directly. The output of each filter in the filter bank represents the 

average energy found in that band. Therefore, the noise in that band is averaged 

over the frequency interval represented by it. This is shown for the recognition 

results for the FFTLCC and FFTHCC front-ends (Figure 4.1) and the UNILCC and 

UNIHCC front-ends (Figure 4.2). The only difference between the FFT-based 

front-ends and the uniform filter bank front-ends, is the use of a filter bank to 

calculate the power spectrum. 

A comparison of the graphs in Figure 4.2, demonstrates that the LP based front- 

ends are more robust to white noise than the homomorphic front-ends thus 

confirming the results found in the previous section. 

Figure 4.3 demonstrates the same results but the grouping is based on technique, ie. 

LP and hornomorphic. These graphs show that warping the frequency scale 

improves the robustness in terms of recognition performance. In these experiments, 

both the Mel-spaced and Bark-spaced front-ends are more robust to additive noise 

than the uniform bank front-ends. Also, the recognition performance of the Mel- 

spaced and the Bark-spaced front-ends are comparable in clean and noisy speech. 

The iPLPCC front-end shown in the left graph of Figure 4.3, does not show any 

significant increase in recognition performance over any of the other front-ends. 
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Figure 4.2: Recognition performance in white noise for the filter bank front-ends, 
Uniform-spaced, Mel-spaced and Bark-spaced respectively. 
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Figure 43: Recognition performance in white noise for the LP and homomorphic 
techniques respectively. 
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4.1.3 Using Robust Features 

In this section, the robust features discussed in the previous chapter are once again 

used and their performance investigated in white noise. Again, we use the same 

front-ends as described in the previous section and use the same graphs for easy 

comparison. 

Comparing the results in Figure 4.1 and Figure 4.2 (that do not contain any 

additional processing), with the results from Figure 4.4 and Figure 4.5 (using the 

GMS technique), the recognition performance has significantly improved for all 

front-ends. The GMS technique has had a significant impact on the performance of 

our recogniser at all SNR values. It has significantly improved the recognition 

performance whilst maintaining the observations made in the previous section. 
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Figure 4.4: Recognition performance in white noise using the GMS technique, for 
the front-ends, FFT based, Uniform-spaced, Mel-spaced and Bark-spaced 

respectively. 
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Figure 4.5: Recognition performance in white noise using the GMS technique, for 
the LP and homomorphic techniques respectively. 

The observations made are: 

1. The LP analysis technique is more robust to additive noise than the 

homomorphic technique for front-ends that do not utilise a warped 

frequency scale. However, for front-ends using a warped frequency scale, 

the LP technique is comparable to the homomorphic techniques. 

2. The filter bank front-ends are more robust than the front-ends -which 

calculate the power spectrum using the FFT directly. 

3. The Mel-spaced and Bark-spaced front-ends are more robust than the front- 

ends using a uniform frequency scale. 

The experimental results utilising the RASTA technique (Figure 4.6 and Figure 

4.7), show similar performance increases as was evident with the GMS technique 

with the three points made above holding true. The recognition performance 

increased for all front-ends at all SNR values. The LP technique is more robust than 

the homomorphic technique for the front-ends that do not utilise a warped 

frequency scale. The filter bank front-ends are more robust than the FFT based 

front-ends and the Mel-spaced and Bark-spaced front-ends are more robust than the 

uniform frequency scale front-ends. 
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Figure 4.6: Recognition performance in white noise using the RASTA technique, 
for the front-ends, FFT based, Uniform-spaced, Mel-spaced and Bark-spaced 

respectively. 
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Figure 4.7: Recognition performance in white noise using the RASTA technique, 
for the LP and homomorphic techniques respectively. 
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4.1.4 Adding Dynamic Features 

So far in this chapter, we have only shown the recognition performance for a 1 0 ~  

order feature vector. As demonstrated in the previous chapter, dynamic features are 

appended to the original vector to obtain a 20' order vector. 

Figure 4.8 and Figure 4.9 show the recognition performance for appending deltas to 

the nine front-ends that do not contain any additional processing. As with the 

experiments where additional processing was performed, the recognition 

performance has significantly increased by appending deltas to the end of the 

feature vector. 

All the other experimental results using deltas are also demonstrated. Figure 4.10 

and Figure 4.1 1 show results using the RASTA technique with appending deltas 

and Figure 4.12 and Figure 4.13 show results using the GMS technique with 

appending deltas. All these results show that the addition of the differential 

coefficients has increased the recognition performance significantly. The delta 

coefficients provide an additional robustness and performance enhancement that the 

GMS and RASTA techniques do not provide. 
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Figure 4.8: Recognition performance in white noise using appending Deltas, for the 
front-ends, FFT based, Uniform-spaced, Mel-spaced and Bark-spaced respectively. 
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Figure 4.9: Recognition performance in white noise using appending Deltas, for the 
LP and homomorphic techniques respectively. 
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Figure 4.10: Recognition performance of the RASTA technique with appending 
Deltas in white noise. 
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Figure 4.11: Recognition performance in white noise for the RASTA technique and 
appending Deltas, for the LP and homomorphic techniques respectively. 
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Figure 4.12: Recognition performance of the GMS technique and appending Deltas 
in white noise. 
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Figure 4.13: Recognition performance of the GMS technique and appending Deltas 
in white noise. 



Recognition Performance of Conventional Front-ends in Adverse Environments 55 

+Clean +30dB SNR +25 dB S N R  +2O dB S N R  ++15dB SNR 

Figure 4.14: Study of recognition performance for the FFTHCC front-end for the 
different techniques. 

4.1.5 Discussion 

An example of the robustness of appending dynamic features is the FFTHCC front- 

end, which performed very poorly when no additional processing was applied. 

Figure 4.14 shows how the recognition performance increases as more additional 

processing techniques are applied. For clean, undistorted speech, the recognition 

performance increases by a small amount regardless of the technique used. 

However for the lower SNR values, the recognition performance is greatly affected 

by which technique is utilised. As can be seen in Figure 4.14, the experiments that 

contain the appended deltas perform better than the experiments that do not. For 

example, RASTA features appended with Deltas perform better than the RASTA 

featpres alone. 
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Figure 4.1 5 and Figure 4.16 show similar graphs for the MELLCC and PLPCC 

front-ends, respectively. These front-ends also show that the application of 

additional processing techniques provides increased recognition performance. Also, 

the experimental results for the PLPCC front-end (Figure 4.16), do not show a 

significant performance increase over the MELLCC front-end. This suggests that 

the additional processing techniques incorporated into the PLPCC front-end do not 

provide a significant recognition performance increase in white noise. 

For the experiments presented in this section, the following conclusions can be 

made about the performance of a HMM recognition system in the presence of white 

noise. 

1. The LP technique is more robust to additive noise than the homomorphic 

technique for front-ends that do not use a warped frequency scale. 

2. The filter bank based front-ends are more robust than the front-ends that 

calculate the power spectrum using the FFT directly. 

3. The front-ends that contain a warped frequency scale are more robust than the 

front-ends using a uniform frequency scale. 

4. The addition of robust techniques such as RASTA and GMS provides better 

recognition performance and makes the recogniser more robust to additive noise 

distortion. 

5. Appending dynamic features to the end of the feature vector provides superior 

performance and robustness to any other technique. 
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Figure 4.15: Study of recognition performance for the MELLCC front-end for the 
different techniques. 
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Figure 4.16: Study of recognition performance for the PLPCC front-end for the 
different techniques. 
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4.2 Channel Distortion 

In addition to the additive noise distortion, the recorded speech signal also 

undergoes a series of spectral distortions in the form of a communication channel. 

For example, when different microphones are used in the training and test 

environments, the recognition system shows degradation in recognition 

performance [2]. Also, when one uses a recogniser through a telephone network, the 

transmission channel that is obtained is totally unknown and unpredictable. This 

causes a mismatch in training and test conditions. The transmission channels and 

microphones acts like a linear filter on the speech signal and cause a convolution 

type of distortion. 

In experiments presented in this section, we have used a band pass filter (described 

in Section 2.6.2) to simulate a channel distortion. We use this filter to evaluate the 

effect a channel distortion for different distortion levels in terms of speech 

recognition performance. 

4.2.1 FFT and Filter bank based Front-ends 

Figure 4.17 presents the recognition performance of the nine front-ends in the 

presence of a channel distortion. From this figure, the following observations can be 

made: 

1. The recognition performance is not affected by the channel distortion as 

severely as by the white noise distortion. (Compare Figure 4.17 with Figure 

4.1, Figure 4.2 and Figure 4.3). 

2. Front-ends that use a filter bank representation are more robust than the 

front-ends that compute the power spectrum using a FFT directly. 

3. Warping of the frequency scale improves the robustness in terms of 

recognition performance. 

4. The PLP front-end shows a significant improvement in performance over 

the other LP based front-ends, but it is comparable to the filter bank-based 

homomorphic front-ends . 
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Figure 4.17: Recognition performance of all the fi-ont-ends in the presence of a 
channel distortion. 

4.2.2 Using Robust Features 

The GMS and RASTA techniques are again applied to the front-ends and their 

performance in a channel distorted environment is observed. The GMS technique in 

the presence of a channel distortion shows minimal performance degradation with 

increasing level of distortion (Figure 4.18). This result is explained by the way the 

GMS algorithm is computed and what it sets out to achieve. An average cepstrum is 

calculated over the entire utterance and can be considered a measure of the 

distortion in the speech signal. Therefore, subtracting the average cepstrum from 

each of the vectors normalises the speech spectrum to the channel regardless of its 

characteristics and provided that the channel is stationary. It can also be observed 

from Figure 4.18 that the Homomorphic front-ends outperform the LP-based front- 

ends when used with the GMS algorithm. 
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Figure 4.18: Recognition performance using the GMS technique in the presence of 
a channel distortion. 

Figure 4.19 shows the recognition performance of the RASTA technique in the 

presence of a channel distortion. Even though the RASTA technique outperforms 

the GMS technique in clean speech, the RASTA technique is not as robust as the 

GMS technique for channel distorted environments. Figure 4.19 shows that the 

recognition performance is significantly degraded for increasing levels of distortion. 

However, as was found for the GMS technique, the homomorphic front-ends 

outperform the LP front-ends when used with the RASTA technique. Also, the filter 

bank front-ends are more robust than the FFT-based front-ends especially with 

respect to the homomorphic front-ends. 

l+FFlHCC' + UNIHCC. h1ELHC.C t.B.4RKHC.C 

Figure 4.19: Recognition performance using the RASTA technique in the presence 
of a channel distortion. 
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4.2.3 Adding Dynamic Features 

As was performed in the white noise experiments, we have studied the effect the 

addition of dynamic features has on recognition performance. Figure 4.20 shows 

that the addition of dynamic features has improved the recognition performance at 

almost all distortion levels compared to either the RASTA or GMS technique. 

The introduction of the GMS technique and RASTA technique with the appending 

dynamic features provides a small improvement in performance over using the 

dynamic features alone. These results are shown in Figure 4.20 to Figure 4.22. 

[+FFTLCC a UNILCC -S IEIELLCC + B ~ K L C C  +PLPCC] I+ FFIHCC + UNIHCC *AIELHC'C - A - B ~ H C C '  
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Figure 4.20: Recognition performance with appending Deltas in the presence of a 
channel distortion. 
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Figure 4.21: Recognition performance using the GMS technique with appending 
Deltas in the presence of a channel distortion. 
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Figure 4.22: Recognition performance using the RASTA technique with appending 
Deltas in the presence of a channel distortion. 

4.2.4 Discussion 

Figure 4.23 shows the performance of the FFTHCC front-end for all techniques. An 

interesting observation from this figure is that the GMS technique is very robust to 

channel distortion, but the RASTA technique is not as robust. Also, appending 

dynamic features to the feature vector improves the overall performance and 

robustness of the recognition system in the presence of a channel distortion. 

Figure 4.24 and Figure 4.25 show similar results for the MELLCC and PLPCC 

front-ends. Note that the GMS technique is very robust to channel distortion for 

these front-ends. 

For the experiments presented in this section, the following conclusions can be 

made about the performance of a HMM recognition system in the presence of a 

channel distortion: 

1. The filter bank front-ends are more robust than the front-ends that calculate the 

power spectrum using the FFT directly. 

2. The front-ends that contain a warped frequency scale are more robust than the 

front-ends using a uniform frequency scale. 

3. The GMS technique is found to be more robust to channel distortion than the 

RASTA technique. 
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4. Appending dynamic features to the end of the feature vector improved the 

robustness further. 

I - t ~ k a n  +4dB SNR +8dB SNR +12dB SNR I 

Figure 4.23: Study of recognition performance for the FFTHCC front-end for the 
different techniques in the presence of channel distortions. 
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Figure 4.24: Study of recognition performance for the MELLCC front-end for the 
different techniques in the presence of channel distortions. 
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Figure 4.25: Study of recognition performance for the PLPCC front-end for the 
different techniques in the presence of channel distortions. 
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4.3 Speech Coding Distortion 

Significant advances have been made in speech coding over the last 15 years and 

speech coding algorithms are now available that produce communication quality 

speech at 2.4kbitsls [50]. These advances combined with the hardware technology 

offered by todays DSP microprocessor have made speech coders realisable in 

telecommunications applications. 

It is possible that in the future, speech recognition systems will be operated from a 

remote location, which means that the speech signal may have gone through a 

number of speech coders during its transmission. Since speech coders introduce 

distortion into the speech signal, it is only natural to expect that the recognition 

performance of these systems will deteriorate with the reduction of bit rate 

[9][20][59]. Work to improve the recognition performance in the presence of 

speech coding distortions has already been performed [49] [89] 1271. 

This section outlines the work published in [59]. Two experiments are performed. 

In the first experiment, the effect of recognition performance is studied as a 

function of bit rate. The second experiment examines how tandeming the speech 

coders affects the recognition performance. 

These experiments are performed on both isolated word and phoneme based speech 

recognition systems using only two of the front-ends described previously in this 

chapter. The ISOLET database is used for isolated word recognition and the TIMIT 

database is used for phoneme based experiments. 

Both databases are decimated as described in Section 2.4.1. The speech signal is 

analysed 100 frames a second (every 10 ms) using a 20 ms Hamming window. 

Twelve LPCderived cepstral coefficients are computed through LPC analysis 

(equivalent to FFTLCC) and twelve Mel-spaced cepstral coefficients are obtained 

from 14 filter bank energies (equivalent to MELHCC). In some experiments, 

additional features such as deltas and log energy are appended to the feature vector 

to produce a 26& order feature vector. 
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Speech Coders 

A typical linear PCM system uses a sampling rate of 8 kHz and a resolution of 16 

bitslsample. This amounts to a bit rate of 128 kbitsls if no compression is utilised. 

This bit rate is much too large for transmission in todays communications channels. 

The smaller we can make the bit rate, the more information we can transmit at any 

given time over the same channel. 

The aim of a speech coder is to compress the speech signal such that the bit rate is 

as small as possible while introducing as little perceptual distortion as possible. 

There are four attributes that are used to describe a speech coder [50]. These are 

quality, bit rate, delay and complexity. The attribute that best describes the 

performance of a speech coder is its quality at a given bit rate. 

During the development of a speech coder, objective measures such as signal-to- 

noise ratio (SNR) and segmental SNR are used. However, these do not correctly 

measure the human perceptual quality. Therefore, a number of subjective tests are 

also performed. These include, the diagnostic rhyme test (DRT), the diagnostic 

acceptability measure (DAM) and the mean opinion score (MOS). The MOS score 

is the most commonly used procedure as it combines all aspects of performance into 

one number. 

Table 4.1: The seven speech coders used in experiments in this thesis and their 
corresponding bit rates. 

Type of Coder 
ADPCM G.723 
ADPCM G.721 
ADPCM G.723 

LDCELP 
GSM 

CELP-1016 
LPC- I Oe 

Bit Rate (kbitsls) 
40 
32 
24 
16 
13 
4.8 
2.4 
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Table 4.1 shows the seven speech coders used in experiments in this thesis and their 

corresponding bit rates. The first three coders are based on the backward adaptive 

differential pulse code modulation (ADPCM) technique. These coders use linear 

prediction to remove the redundancy from the speech signal and are generally used 

for bit rates above 16 kbitls. As the performance of this type of speech coder 

degrades quickly for bit rates less than 24 kbitsls, we have chosen to test three 

ADPCM coders ranging from 24 kbit/s to 40 kbitsls. 

The last four coders utilise the linear-prediction based analysis-synthesis procedure 

for coding speech. These coders model both the excitation source and production 

model and hence are more efficient for speech coding. The LD-CELP coder 

described in 191, is a 16 kbitsls Low Delay CELP (Code Excitation Linear 

Prediction or stochastic-excited linear prediction) coder designed to outperform the 

24 kbitsls ADPCM coder and be comparable to the 32kbitsls ADPCM coder. The 

CELP-1016 coder is based on the Celp Excited Linear Prediction method. It was 

developed jointly by the U.S. Department of Defence and AT&T for secure 

transmission purposes. The GSM (Generale Systemme Mobile) speech coder uses a 

multi-pulse excitation model and is the standard developed for European digital 

mobile telephony and the LPC-lOe is a single pulse LPC vocoder. These four 

coders are described in more detail in [50]. 

Figure 4.26 shows the SNR performance of these seven speech coders on a small 

section of the TIMIT and ISOLET databases. The title 1 coding describes the SNR 

performance after coding and decoding a "clean" signal through a speech coder 

once. The title 2 codings shows the results after coding and decoding the signal a 

second time to show the effect of tandeming. 

The SNR performance is calculated as follows: 

Eq. 4.1 

where So, is the original (128 kbitsls) uncoded signal and Scoded is the signal that 

has been coded and decoded by a particular speech coder. 
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Figure 4.26: SNR performance of 7 speech coders evaluated on a section of the 
TIMIT and ISOLET databases. 

As expected as the bit rate of the speech coders decrease, the SNR of the speech 

signal also decreases. This suggests that speech coding will have a significant effect 

on recognition performance. This figure also shows that for the LP-based coders 

(LDCELP, CELP-1016, GSM), tandeming has a significant effect on the speech 

quality. 

4.3.2 Performance Versus Bitrate 

Figure 4.27 shows that recognition performance degrades as the bit rates of the 

speech coders are reduced. Shown in this figure are four different front-ends, LPC 

derived cepstral coefficients with (FFTLCC + A) and without (FFTLCC) delta 

coefficients and Mel-spaced cepstral coefficients with (MELHCC + A) and without 

(MELHCC) deltas. We notice that the MELHCC front-ends are not affected as 

significantly by the speech coding distortion than the FFTLCC front-ends. 

Also, the front-ends that append dynamic features and log energy coefficients to the 

feattire vector are more robust to the distortion than the front-ends that don't. Using 

a 2 6 ~  order MELHCC coefficients, the performance degradation of the lowest bit 
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rate coder (LPC-lOe) compared to no coding is 16.6%. Without the delta and log 

energy coefficients, the performance degradation increases to 30.64%. Similar 

results are shown for the FFTLCC coefficients with 17.95% and 30.12% for the 26& 

order and 12& order features respectively. Although the deltas and log energy 

coefficients are more robust to the distortions introduced by the speech coders, 

degradation in recognition performance is still evident for decreasing bit rates. 

40 
128 40 32 24 16 13 4.8 2.4 

Speech coder bit rate (kbitsls) 

Figure 4.27: Speech recognition performance versus the bit rate of each speech 
coder using the ISOLET database. 
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Figure 4.28: Speech recognition performance as a hnction of the bit rate of speech 
coder using a 26& order MELHCC front-end on the TIMIT database. 

A common result with all front-ends is that the LDCELP coder obtains a better 

result than the 24 kbits/s ADPCM G.723 coder and it is comparable to the 32 kbitsls 

ADPCM G.721 coder as reported in the literature [9 ] .  These results have a strong 

correlation to the results obtained for the SNR experiment. 

To confirm these results, we carried out speech recognition experiments on 

continuous speech from the TIMIT database. We used a 26" order MELHCC 

feature vector and measured the phoneme recognition performance of the system. 

Figure 4.28 shows the results. The recognition performance degrades with 

decreasing bit rate. As was found for the ISOLET database, the LDCELP coder 

performs slightly better than the 24 kbitsls ADPCM coder. 

4.3.3 Effect of Tandeming 

A long distance telephone connection is made up of a number of 

telecommunications channels in tandem. If a speech recognition system is used 

under such a situation, it will show a degradation in recognition performance. 
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This section studies the effect of tandeming the speech coders on speech 

recognition performance. Figure 4.29 shows how the speech signal is processed 

with 2 stages of tandeming for a particular coder in the experiments presented here. 

Figure 4.30 and Figure 4.31 show the recognition performance as a function of the 

number of tandeming stages. Results are shown for no tandeming, 2, 3, 4 and 5 

tandeming stages. These figures show that the higher bit rate coders show little or 

no degradation in recognition performance. The lower bit rate coders however are 

significantly effected by tandeming. 

As was found in the SNR experiments shown in Section 4.3.1, the ADPCM speech 

coders are not affected by the tandeming of speech coders. However, the GSM, 

CELP-1016 and LPC-lOe speech coders all show that recognition performance will 

degrade if deployed in an environment involving tandeming of speech coders. The 

LDCELP speech coder however, shows only a small decrease in recognition 

performance even though it showed that it was sensitive to tandeming in the SNR 

experiments. 

Figure 4.29: The processing of a speech signal with 2 stages of tandeming. 
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Figure 4.30: The effect of tandeming on recognition performance for the 26' order 
FFTLCC front-end on the ISOLET database. 
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+ AWCM 24kMtsls 

+ LDCELP 

+ CUP-1016 

+ usc.1oe 

Ntunbw of Ta~idelnit~g of Stages 

Figure 4.31: The effect of tandeming on recognition performance for the 26' order 
MELHCC front-end on the ISOLET database. 



Recognition Performance of Conventional Front-ends in Adverse Environments 73 

Similar results are also obtained using the TIMIT database. Figure 4.32 shows the 

recognition performance as a function of tandeming stages using the MELHCC 

front-end. The ADPCM coders show little degradation in recognition performance. 

The GSM, CEP-1016 AND LPC-lOe coders show a significant degradation and the 

LDCELP coder shows only a slight sensitivity to tandeming. 

Nrunber of T ~ l d d ~ g  of Stages 

+ AWCMWMtsls 

-)- ADPCM 32kMtsls 

+ AWCM 24kMtsls 

+ LDCELP 

43- 
+ cap-1016 

+ LPC-lOe 

Figure 4.32: The effect of tandeming on recognition performance for the 26h order 
MELHCC front-end on the TIMIT database. 
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4.3.4 Discussion 

Overall, the ADPCM coders have little effect on recognition performance. Speech 

coders with a lower bit rate such as the GSM, CELP-1016 and LPC-1 Oe coders, 

have a significant effect on recognition performance due to the distortions 

introduced. The LDCELP coder showed good performance. In most experiments, it 

performed better than the 24 kbitsls ADPCM coder and had comparable 

performance to the 32 kbits/s ADPCM coder. Appending dynamic cepstrum 

features increases the robustness of a speech recognition system in the presence of 

speech coding distortions. 

Lower bit rate coders also degrade the recognition performance when they are 

placed in tandem. After 5 stages of tandeming, these speech coders degraded the 

performance by 13% to 35% (depending on the coder). The ADPCM coders 

showed that they virtually had no effect on the recognition performance when 

placed in tandem. The LDCELP front-end showed only a small decrease in 

performance. 

4.4 Summary 

The performance of speech recognition systems decline when subjected to 

increasing levels of environmental distortion. Human auditory properties can be 

employed in the front-end of the recogniser to make it more robust to the 

environmental distortions, however significant degradation is still evident. For the 

experiments presented in this chapter, the following conclusions can be made. 

1. The difference in recognition performance between the front-ends using the LP 

technique and the front-ends using the homomorphic technique was slight. 

Although if one had to choose a particular technique, the LP technique would be 

chosen because it showed that it was more robust than the homomorphic 

technique in the presence of white noise and the white noise distortion is very 

common in practical systems. 
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2. In all experiments presented in this chapter, the front-ends that used a filter bank 

were more robust than the front-ends that calculated the power spectrum 

directly from the FFT. 

3. In all cases, except for the uniform front-ends that contained appended dynamic 

features in the presence of a channel distortion, the warped frequency scale 

front-ends consistently outperformed the uniform frequency scale front-ends. 

The speech coding environment also showed that a warped frequency scale 

contributes to the robustness of a recognition system. 

4. The addition of robust techniques such as RASTA and GMS provides an 

increase in recognition performance and improved robustness. The GMS 

technique is very robust to channel distortions. 

5. Appending dynamic features to the end of the feature vector provides 

substantial increases in performance and robustness. A robust speech 

recognition system would not be deployed without the use of appended dynamic 

features. 



Using Speech Enhancement for Robust Speech Recognition 76 

5 USING SPEECH ENHANCEMENT 

FOR ROBUST SPEECH 

RECOGNITION 

As was shown in the previous chapter, the performance of a speech recognition 

system degrades with increasing levels of distortion in the testing data. This is due 

to the mismatch between what data the recogniser was trained with and the data it 

was tested with. In the previous chapter, the training data consisted of clean speech 

whereas the test data contained distortions. 

This is a common problem with practical speech recognition systems. Clean 

training data is readily available whereas comprehensive data for a specific 

environment is not. Ideally, speech recognition systems need to be robust to the 

distorted environment so that they can be trained using clean speech data. The 

previous chapter examined how robust features affect the recognition performance. 

Another method that may be used to improve the robustness involves techniques 

that attempt to recover the clean speech waveform embedded in the distorted signal 

before the feature extraction stage of the recogniser. These techniques are 

commonly called speech enhancement techniques. 

This chapter firstly provides a brief overview of the different speech enhancement 

techniques. Two of the techniques are then examined in more detail and their 

suitability for robust speech recognition is investigated. 
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5.1 Brief Review of Speech Enhancement 

The goal of speech enhancement techniques is to restore the clean speech waveform 

from a distorted signal without degrading the original signal. Most speech 

enhancement algorithms were originally designed to improve the speech quality in 

noisy communication channels. However, they maybe successfully used as a pre- 

processing step before the recognition stage to improve the recognition performance 

in distorted environments. Although speech enhancement algorithms improve the 

perceptual quality of the speech signal, there is no guarantee that they will improve 

the recognition performance. A human listener is more tolerant to distortions than a 

speech recognition system. 

Noise compensation in speech recognisers can be performed using multiple 

microphones. Microphones are positioned such that they record the speech and 

noise separately and therefore maximise the SNR from the speaker (see Figure 5.1). 

However, multiple microphone solutions are not always possible [41]. For speech 

recognition experiments in this chapter, we are interested in techniques that utilise a 

single microphone topology. 

Primary channel 

I 
I 
I 
I 
I 
I 

/ 
I 

e(n) I Refemnce channel /-/-,,,,,--,-,-,,~ 

n,(n) is filtered to produce an output estimate of n,(n) which is subtracted fmm 
the primary input y(n) to give the enhanced signal. 

Figure 5.1: Structure of noise compensation using multiple microphones 1481. 
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A number of different speech enhancement algorithms exist for the single 

microphone topology. They use the following assumptions: 

Noise is additive 

Speech and noise are unconelated. 

Noise characteristics are fxed during the speech utterance or vary very 

slowly (noise is stationary). 

Some priori information of the noise is known or can be obtained. 

One popular method for speech enhancement, which has been shown to work well 

for speech recognition, is spectral subtraction [7] [ 10 1][63][22]. The clean speech 

signal is estimated by subtracting the noise spectral magnitude spectrum estimated 

during non-speech activity, from the noisy speech magnitude spectrum [7]. This 

technique requires a robust procedure to detect non-speech frames and thus provide 

a reliable estimate of the noise spectrum. 

Adaptive filtering techniques such as Wiener and Kalman filtering have also been 

used for speech enhancement [79][56]. These techniques assume an AR model for 

the speech signal to calculate the noise suppression filter. In a speech enhancement 

experiment, Kalman filtering was found to outperform Wiener filtering [79]. 

Comb filters can be used for speech enhancement if the period of the speech can be 

calculated 1231. The results are dependant on how well the period of the speech is 

estimated [58]. 

Singular Value Decomposition (SVD) based approach is used for speech 

enhancement [14][41]. We have used this approach as a pre-processor to the 

recognition system. We have found that it improves the recognition performance for 

noisy speech [60]. 

More details on the algorithms presented here and other enhancement techniques 

can be found in [57][48][32]. In experiments presented in this chapter, the Singular 

Value Decomposition algorithm and its application to speech recognition is 

described in more detail. The spectral subtraction algorithm is used for providing a 
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comparison with the SVD algorithm. In this chapter, we firstly outline the spectral 

subtraction algorithm and its speech enhancement and recognition performance 

before comparing it to the SVD technique. 

5.2 Spectral Subtraction 

Spectral subtraction is one such algorithm that attempts to remove the noise from 

noisy speech. It makes the assumption that the noise contained in noisy speech is 

additive and uncorrelated with the clean speech signal. It also makes the assumption 

that the background noise is slowly varying or stationary. 

The spectral subtraction algorithm works by subtracting an estimate of the noise 

spectrum away from the noise speech spectrum. One of the disadvantages with an 

algorithm such as this is that a good estimate of the noise spectrum must be known 

in order to remove the noise. This can be achieved by estimating the noise spectrum 

during non-speech frames of the noisy signal. This is difficult however, in 

environments where the SNR is low because the speech end-points are difficult to 

detect. 

5.2.1 Algorithm 

The noisy speech is first windowed using either the Bartlett or Hanning windows as 

seen in Figure 5.2. The windowing function that is used must add to one when half- 

overlapped so that if the subtraction does not take place, the original signal is 

obtained. 
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Figure 5.2: The Barlett and Hanning windows half-overlapped. 

In this method, we assume the noise and speech signals to be additive and 

uncorrelated. Let {sip)), {nifi)) and J~ifi)) are the clean speech, noise and noisy 

speech signals respectively, for the ih frame, 

Eq. 5.1 

By taking the Fourier transform of this we obtain 

-&(u) = Si(@ + Ni(0). Eq. 5.2 

The noise spectrum Ni(w) is estimated during non-speech frames of the noisy 

speech signal. An average magnitude spectrum over several past T non-speech 

frames is used as the noise estimate. It is given by, 

Eq. 5.3 

The average noise magnitude spectrum is subtracted from the magnitude spectrum 

of the noisy speech signal to obtain an estimate of the magnitude spectrum of the 

clean signal, 
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Eq. 5.4 

The phase spectrum calculated from the noisy speech signal is retained and is used 

in the reconstruction of the clean speech signal through the use of an inverse FFT as 

follows : 

Eq. 5.5 

This method has the problem that the average noise magnitude may be greater than 

the noisy signal magnitude spectrum resulting in negative magnitude values. This 

problem can be solved by zeroing all negative magnitude values which causes the 

estimated clean speech signal to contain musical tones that can be distracting to the 

listener. 

Speech Signal 
I 

malplitnde from noLrg 

I I + 
~ r n  + 

Oowlap-Add 
to EnhaIIced Signal + 

Shift window by 
l 2 B  samples 

Figure 5.3 Spectral subtraction algorithm. 
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The following sections examine the results for this algorithm for speech 

enhancement and as a pre-processor for speech recognition. 

5.2.2 Speech Enhancement Results 

Figure 5.3 shows a summary of the spectral subtraction algorithm used in the 

experiments presented in this chapter. A 256 sample barlett window is used to 

window the noisy speech signal. Successive windows are overlapped by 128 points 

so that if the magnitude subtraction in Equation 5.6 is not performed, the resulting 

signal would be the identical to the original. 

A 256 point FFT is performed on the windowed signal and the phase and magnitude 

are calculated. As stated in the previous section, the average noise magnitude 

spectrum can be calculated during the non-speech periods of the noisy speech 

signals. 

The clean speech signal magnitude can then be estimated by subtracting the average 

noise magnitude from the noisy speech magnitude. Any negative magnitude. values 

are then zeroed. The phase of the noisy speech signal is then used in conjunction 

with the magnitude of the clean speech signal to obtain the estimate of the clean 

speech signal. The resulting 256 point signal is then added to the previous frame 

with the proper overlap to produce the clean speech waveform. 

This algorithm is tested for its ability as a speech enhancement routine. Two male 

and 2 female utterances from the TIMIT database are used for the speech 

enhancement experiments. White noise is added to the clean speech signal to 

produce noisy signals for SNR values ranging from 0 dB to 25 dB. 

Figure 5.4 shows the speech enhancement results for the spectral subtraction 

algorithm in the presence of white noise of varying SNRs. These results show that 

the spectral subtraction algorithm successfully improves the SNR of the speech at 

all levels of distortion. 
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Figure 5.4 Speech enhancement performance of the spectral subtraction algorithm. 

5.2.3 Recognition Results 

The spectral subtraction algorithm is applied to a speech recognition system by 

using it as a pre-processor to the recogniser. The use of spectral subtraction in this 

way means that the speech recognition system does not need to be altered. The 

recognition system can be trained on clean, undistorted speech and then deployed 

without any knowledge of the environment. 

In experiments presented in this thesis, the spectral subtraction algorithm presented 

in Figure 5.3 is used as a pre-processor to a continuous speech HMM recognition 

system. The TIMIT database is used for testing and training for which experimental 

setup is described in Section 2.6. 

Based on experiments in previous chapters, the MELHCC front-end is chosen as the 

robust feature extraction method for these experiments. Deltas, log energy and delta 

log energy features are also appended to the feature vector for added robustness. 

Twelve MELHCC coefficients are computed from 19 filter bank energies every 20 

ms with a 20 ms Hamming window. 
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Figure 5.5: Speech recognition performance at different SNRs for the spectral 
subtraction technique. 

Figure 5.5 demonstrates the speech recognition performance of the spectral 

subtraction algorithm in the presence of white noise. The use of the spectral 

subtraction technique has improved the recognition performance at all SNR levels. 

5.3 Singular Value Decomposition 

Recently, singular value decomposition based speech enhancement has been 

proposed in the literature [14][41]. Like the spectral subtraction method, this 

technique also assumes that the noise contained in the noisy speech is additive and 

uncorrelated with the clean speech signal. The SVD technique enhances a noisy 

signal by retaining a number of the singular values from the decomposition of an 

over-determined, over extended data matrix, The singular values that are ignored 

are associated with the noisy part of the signal. The signal reconstmcted from the 

reduced rank matrix is the enhanced speech signal. 

Two SVD techniques have been proposed in the literature - a least squares method 

[14]'and a minimum variance technique [41]. The least squares method uses prior 
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knowledge of the noise to predict the number of singular values retained for signal 

reconstruction. The minimum variance technique does not need this information. 

5.3.1 Algorithm 

The singular value decomposition (SVD) technique is another technique that relies 

on the assumption that the noisy signal n(i) contained in the noisy speech signal x(i) 

is additive and uncorrelated with the clean speech signal s(i); i.e. 

x(i) = s(i) + n(i) Eq. 5.6 

If the signal x(i) has a duration equal to N samples, we can form L data vectors each 

having M samples and construct a LxM Hankel Matrix H as follows: 

x(0) x(1) ... X(M - l)] 

The choice of L is determined by frame duration N according to the conditions L + 
M = N + 1 and L 2 M. Using the singular value decomposition, we can decompose 

the matrix H into matrices U and V (with orthonormal columns) and I: [98], which 

represents the singular values of the noisy matrix H; i.e., 

H = uxvT Eq. 5.7 

2 where I: = diag( a12, d, 032, . . , , C F M ~ )  and, a12 > d> . . . > CM . 

We select K such that the fust K singular values of the diagonal matrix X represent 

the clean speech signal and the last M-K singular values representing the noise. By 

setting the singular values representing the noise to zero, we can form a reduced 

rank matrix Tf as follows: 

Eq. 5.8 
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2 2 2 where XK = diag( a1 , cr2 , 03 , .. . , u ~ ~ ,  0, 0, ... ,O). This reduced rank matrix is 

used to reconstruct the enhanced speech signal. 

The problem with this procedure is how to select the value of K. The least squares 

method [I41 assumes the noise variance a2 contained in the noisy speech is known. 

This can be calculated by averaging the variances over a number of past non-speech 

frames. The value K is chosen such that (E, - 0 ' 1  is minimum [14], where 

Eq. 5.9 

A problem with the least squares method is that it is sensitive to the selected value 

of K. If the value is not selected correctly, the speech enhancement performance is 

degraded. The SVD speech enhancement algorithm based on the minimum variance 

technique [41] attempts to solve this problem by transforming the singular values 

before reconstruction of the reduced rank data matrix H [41][36]. Here, the 

reduced rank matrix is computed as follows: 

- 
H = UF,,,XKV~ , Eq. 5.10 

where F,,,, is a diagonal matrix and is given by 

M 
2 where om, = Eo: . 

i=K+l 

More details about this algorithm can be found in [41][36]. 

5.3.2 Speech Enhancement Results 

Eq. 5.11 

N and M are two parameters common to both SVD techniques. The frame length N 

was 'set to be the same as for the spectral subtraction technique, which was 256 

samples with an overlap of 128 samples. A trade-off had to be made for the value of 
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M with higher values of M giving better resolution and SNR improvements at the 

cost of computation time. Lower values of M produced poor SNR improvements. 

From experimental results, a value of M = 40 produced good results. 

In order to see the effect of the value chosen for the rank K, we have investigated 

the speech enhancement performance of the least squares (LS) and minimum 

variance (MV) algorithms as a function of K. The enhancement performance is 

measured in terms of SNR of the reconstructed speech using Eqs. 5.8 and 5.1 1, 

respectively. To evaluate the SNR performance in this experiment, white noise was 

added to the speech utterances to get noisy speech with an SNR of 10 dB. Figure 

5.6 shows the SNR performance of the least squares algorithm (dotted line) as a 

function of K. In this figure, the SNR performance is best for K = 17. The 

performance degrades relatively quickly for lower and higher values of K. Thus, 

this algorithm is very sensitive to the value of K used in Eq. 5.8. The LS algorithm 

generally uses K determined by Eq. 5.9. In our experiments, this provides 

reasonably good performance. 

The SNR performance of the minimum variance technique as a function of K is 

shown in Figure 5.6 by the solid line. Here, the SNR performance first improves 

with K and then saturates. It does not degrade for higher values of K. In Figure 5.6 

once the rank K is above 19, the SNR performance stays relatively steady. Based on 

this figure and other experiments performed using these algorithms, a rank value of 

35 was chosen for use with the minimum variance technique and was used for all 

the experiments reported in this chapter. 



Using Speech Enhancement for Robust Speech Recognition 88 

7 1 I 

I I I I I I I I 

0 5 10 15 20 25 3 0 3 5 4 0 

Rank (K)  

- - . SVD-LS S V D - M V  

Figure 5.6: The effect of the chosen rank K for the SVD-MV method (solid) and 
the SVD-LS algorithm (dotted). 
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The speech data used here to perform speech enhancement experiments for the 

SVD algorithms is the same as that used in earlier sections for the spectral 

subtraction algorithm. Figure 5.7 shows the speech enhancement performance for 

the two SVD algorithms as a function of SNR of the noisy speech. This figure 

shows that the two SVD algorithms are comparable for low SNRs. For higher 

SNRs, the least squares technique outperforms the minimum variance technique. 

Note that the least squares algorithm requires prior knowledge of the noise variance 

while the minimum variance algorithm does not need this information. We can also 

see from this figure that the spectral subtraction method outperforms the two SVD 

methods at higher SNRs and it is comparable to the minimum variance SVD 

method for low SNRs. 
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Figure 5.7: Comparison of the SVD and spectral subtraction speech enhancement 
techniques. 

+No Enhancement -m-SVD-LS - t S V D - M V  +Spectral Subtraction 

15  10 

SNR (dB) 

Figure 5.8: Recognition performance of the SVD techniques and spectral 
subtraction algorithm. 
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5.3.3 Recognition Results 

The SVD speech enhancement techniques were used for robust speech recognition 

in the same way as the spectral subtraction technique. That is, SVD speech 

enhancement was used as a pre-processor to the speech recognition system. 

Figure 5.8 shows the recognition performance of the SVD techniques for white 

noise corrupted speech for SNR values ranging from 0 to 25 dB. The recognition 

performance when using the least squares SVD algorithm, demonstrates a 

significant increase in recognition performance for SNRs equalled to and less than 

15 dB. The least squares algorithm does not, however, show an increase in 

performance for SNRs equalled to and above 15 dB. 

The minimum variance technique shows a significant improvement in recognition 

performance at all SNR levels and also performs better than the least squares 

technique at all SNR levels. 

As was found for the speech enhancement experiments in the previous section, the 

recognition performance using spectral subtraction outperformed the SVD 

enhancement algorithms at higher SNR values (Figure 5.8). At lower values of SNR 

however, the minimum variance method performed comparable to or better than 

spectral subtraction. The speech enhancement experiments demonstrated that the 

least squares SVD method performed better than spectral subtraction at low SNR 

levels. Surprisingly in terms of recognition performance, the least squares SVD 

algorithm showed no improvement over spectral subtraction at any SNR level. 

5.4 Summary 

Significant improvements in recognition performance can be achieved by using a 

speech enhancement algorithm as a pre-processor for speech recognition. We have 

shown in this chapter that the singular value decomposition techniques improved 

the recognition performance when deployed in a noisy environment compared to 

not using them at all. 
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The least squares singular value decomposition method improved the recognition 

performance for signal-to-noise ratios less than 15 dB. The least squares method, 

however, performs poorly compared to the spectral subtraction technique. The 

minimum variance technique showed improvements in recognition performance for 

all SNR values and obtained similar or better results than spectral subtraction for 

SNR values less than 20 dB. The advantage of the minimum variance technique 

over the other two techniques is that it does not require any prior knowledge of the 

noise variance. 
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6 AUDITORY FRONT-ENDS FOR 

The feature extraction stage is a critical part of the recognition system. The 

performance of the recognition system is directly affected by the performance of the 

feature extractor as was explored in Chapters 3 and 4. 

Humans can recognise speech in the presence of large amounts of noise and channel 

distortions. Therefore it is argued that the acoustic front-end can be made more 

robust to distorted environments by utilising the properties of the human auditory 

system. These front-ends are called auditory front-ends. 

In this chapter, we propose two auditory front-ends and evaluate them for speech 

recognition. The first front-end utilises the auditory property of simultaneous 

masking to obtain a more robust estimate of the features under adverse 

environments. The second front-end is based on another human property where 

temporal and frequency resolutions vary with frequency. Both these front-ends are 

evaluated using the same HMM recognition system as was used in previous 

chapters. 

6.1 Auditory Front-end Analysis 

The lspeech parameters that are extracted by the front-end must match the rest of the 

recognition system in order to achieve good performance. The most useful 

parameters are found in the frequency domain, as they are capable of discriminating 

sounds. This discrimination capability allows for pattern matching algorithms to be 

utilised for the recognition process. 
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As demonstrated in Chapters 3 and 4, three different techniques are used to 

calculate the speech parameters. 

Fourier transforms 

Filtering through digital filter banks 

Linear prediction 

As was demonstrated in Chapter 4, cepstral features derived from the speech signal 

using the linear prediction (LP) analysis technique (FFTLCC), are sensitive to 

additive noise and channel distortions. Front-ends that utilised Fourier transforms 

also performed poorly in the presence of a distorted environment whilst the use of 

filter banks improved the robustness of the recognition system considerably. 

Chapters 3 and 4 demonstrated that the auditory phenomena of warping the 

frequency scale improved recognition performance significantly especially in 

distorted environments. It is therefore argued that additional auditory techniques 

may contribute to improve recognition performance in practical environments. An 

example is the PLP front-end which uses the equal-loudness curve aid the 

intensity-loudness power law properties of the human auditory system. Chapter 4 

demonstrated that the addition of the techniques showed some improvements in 

recognition performance especially in distorted environments. 

Other popular auditory front-ends include the EIH model [31] and the Seneff 

auditory model [95]. Both these front-ends attempt to model the human auditory 

system and have been shown to perform better than a Me1 cepstra based acoustic 

front-end [40]. 

Other auditory techniques that may be useful for speech recognition are auditory 

masking and time-frequency representations of speech. These auditory phenomena 

are :the focus of the techniques described in this chapter and are explored in 

subsequent sections. 
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6.2 Auditory Front-end using Simultaneous Masking 

The human auditory system performs a frequency analysis on the incoming speech 

to resolve the components of a complex sound. If two different sounds of different 

frequencies are received by the human ear, they are usually resolved by the auditory 

system as two different sounds. This is called frequency selectivity or frequency 

resolution. Masking is when the auditory system fails to resolve the two different 

sounds because one of the sounds masks the other. 

The human auditory system utilises this property of masking to recognise speech in 

large amounts of noise. Based on masking experiments, Fletcher [21] derived the 

power spectrum model of masking, which was based on the following assumptions 

~671. 

1. The peripheral auditory system contains an array of linear overlapping bandpass 

filters. 

2. When trying to detect a signal in a noise background, the listener is assumed to 

use just one filter with a centre frequency close to that of the signal. Usually, it 

is assumed that the filter used is the one that has the highest signal-temasker 

ratio at its output. 

3. Only the components in the noise that pass through the filter have any effect in 

masking the signal. 

4. The threshold for detecting the signal is determined by the amount of noise 

passing through the auditory filter; specifically, the threshold is assumed to 

correspond to a certain signal-tenoise ratio, K, at the output of the filter. The 

stimuli are represented by their long-term power spectra, that is, the relative 

phases of the components and the short-term fluctuations in the masker are 

ignored. 

We now know that some of these assumptions are not entirely true. The filters are 

non-linear, listeners can combine information from more than one filter, noise that 

falls, outside the passband of the auditory filter can affect the signal detection and 

fluctuations in the masker can play a role [67]. Even though that some of the 
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assumptions are not correct, the basis of the concept of the auditory filter is not and 

is currently used in today's feature extraction techniques. 

The concept that the masking experiments bring to this work is the use of a masker 

to determine the auditory filter shape '. The masker used in Fletcher's experiments 

showed that it could mask out a pure sinusoidal signal. In order to replicate this into 

an auditory model for use in speech recognition, a feature extraction technique 

would need to ignore this signal if another had masked it according to auditory 

properties. If the signal is masked, then the masker would be represented instead of 

the signal. 

6.2.1 Simultaneous and Non- simultaneous Masking 

To determine how to calculate the masking threshold, one needs to determine the 

type of masking and how it affects the signal. Two different types of masking exist, 

simultaneous and non-simultaneous masking. 

Non-simultaneous masking has two different forms, forward and backward 

masking. Backward masking occurs when the signal precedes the masker in time. 

Forward masking occurs when the signal follows the masker and is utilised in 

techniques such as RASTA 1341. Another technique that utilised both forms of non- 

simultaneous masking is found in [4]. 

The reason that non-simultaneous masking occurs is thought to be due to latency in 

the auditory system. The signal or masking signal is retained by the auditory system 

when another masker or signal is present. Essentially this is what the RASTA 

technique is performing. It calculates and retains a masker (filter) and uses it to 

calculate the new spectrum value. 

Simultaneous masking describes the situations where the masker is present for the 

whole time the signal occurs. In order to calculate the effect of simultaneous 

' Note that the auditory masking properties have been successfully used in the past for improving the 

performance of speech and audio coders [I 10][93][94][99][42] 
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masking, the shape of the auditory filter must be known. In Me1 spaced ceptrum 

front-ends (MELHCC and MELLCC), the auditory filter is approximated using 

triangular filters that vary in bandwidth as the centre frequency increases as shown 

in Figure 6.la). Fletcher found that the auditory filter was not triangular and not 

symmetric [21]. The shape of Fletcher's auditory filter is shown in Figure 6.lb) and 

is the same as that used by Hermansky in the PLP front-end 1331. 

In experiments presented in this chapter, the use of both auditory filters is examined 

for their effectiveness in calculating the masker. The effectiveness is gauged by the 

recognition performance that is obtained. 

Figure 6.1: a) Triangular filters found in the Me1 spaced front-ends and b) Fletchers 
auditory fdter which is used in the PLP front-end (not all filters are shown for 

intelligibility reasons). 
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Figure 6.2: The simultaneous masking algorithm. 

6.2.2 Algorithm Description 

Figure 6.2 shows a summary of the algorithm. Like most feature extraction 

techniques, the speech signal is analysed frame-wise using the Hamming window 

and the Fourier transform is used to calculate the power spectrum of the speech 

frame. 

The masking threshold is then calculated as a function of frequency from the power 

spectrum of the current frame using the auditory filters described previously. For 

each frequency point in the power spectrum, a masking spectrum is calculated as 

follows : 
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Eq. 6.1 

where P(i) is the power spectrum of the current frame at frequency bin i and &(i) is 

the frequency response at bin i for the critical band filter centred at fiequency bin j. 

The masking spectrum Mfi) using triangular and Fletcher's filters are shown in 

Figure 6.3 and Figure 6.4 respectively, for a voiced speech frame. Frequency 

components of P(i) below the masking threshold M(i) are not heard in the human 

auditory system due to the masking effects and are discarded. Thus, the modified 

power spectrum P(i) is calculated as follows [go]: 

- 
P(i) = max [P(i), M(i)] . Eq. 6.2 

- - - -- - - - 
Frequency 

Figure 6.3: The power spectrum of a voiced speech frame and the masker 
calculated using the triangular filters. 
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Figure 6.4: The power spectrum of a voiced speech frame and the masker 
calculated using Fletcher's filters. 

I ----- -. - -- - -. - . ._i 

Frequency 

Figure 6.5: The modified power spectrum using the triangular filters. 
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Frequency 

Figure 6.6: The modified power spectrum using Fletcher's filters. 

The modified power spectrum for the two examples shown in Figure 6.3 and. Figure 

6.4 are shown in Figure 6.5 and Figure 6.6 respectively. 

Adding white noise to the signal results in a constant addition to the log power 

spectrum. Any frequency component in the power spectrum can be considered to 

have a certain SNR value. The SNR values are smaller in the troughs of the 

spectrum than in the peaks. The masking procedure described above thresholds the 

frequency components that have low SNR values and thus maximises the overall 

SNR of the speech frame. 

Once the modified spectrum has been calculated, cepstral features can be obtained 

using either the homomorphic or linear prediction techniques described in Chapter 

3. In fact the modified spectrum can be applied to any of the front-ends described in 

Chapter 3. In experiments presented in the next section, several of the front-ends are 

chosen to observe the effect simultaneous masking has on recognition performance. 

Other experiments are also performed that include the RASTA technique, which 

provides a more complete auditory masking model. 
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The amount of extra processing required to compute this front-end is not significant 

and is easily realisable on a real time recognition platform. 

6.2.3 Experimental Results 

For investigating the effect of masking on speech recognition performance, we use 

the LP cepstral features derived through FFTLCC front-end. We use the triangular 

and Fletcher's filters for computng the masking spectrum. Experiments are 

conducted on speech corrupted by additive white noise and a channel distortion. 

Figure 6.7 shows the recognition performance of the FFTLCC fiont-end with and 

without masking. This figure demonstrates that both masking techniques improve 

the performance and robustness of the recognition system at all SNR values. They 

also show that Fletchers auditory filter outperforms the triangular filter. As a result, 

only Fletcher's auditory filter is considered in the rest of the experimental results 

present in this section. 

Other robust techniques can be added to the masking technique to improve the 

speech recognition performance. As the RASTA technique has some forward 

masking properties, it is combined with the simultaneous masking front-end 

presented here to complete the auditory masking model. The results, shown in 

Figure 6.8, demonstrate that the addition of the RASTA technique has hrther 

improved the recognition performance in the presence of white noise. 

The addition of dynamic features to the end of the simultaneous masking front- 

end's feature vector also improves the recognition performance (Figure 6.8). The 

2 0 ~  order feature vector (consisting of cepstrum and delta cepstrum coefficients) 

provides more robust recognition performance than the combination of the RASTA 

and masking techniques. A further improvement (although small) is seen when all 

the three techniques are combined (Figure 6.8). 
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Figure 6.7: Recognition performance of the FFTLCC front-end using simultaneous 
masking for the two different auditory filters. 
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Figure 6.8: Recognition performance for the FFTLCC front-end using the masking 
technique in conjunction with other known robust techniques. 
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Figure 6.9: Recognition Performance for the FFTLCC front-end using the masking 
technique in the presence of a channel distortion. 

So far the results show that the simultaneous masking front-end demonstrates a 

significant improvement in recognition performance in the presence of white noise. 

Now we investigate the performance of the front-end in the presence of a channel 

distortion. Results are shown in Figure 6.9. These results show that the 

simultaneous masking front-end improves the recognition performance for speech 

corrupted by a channel distortion. 

As was performed in Chapter 4, Figure 6.10, Figure 6.1 1 and Figure 6.12 show the 

recognition performance of the FFTLCC front-end in the presence of both white 

noise and channel distortions. These figures show that the addition of each robust 

technique further improves the recognition performance. If the results shown in 

these figures are compared to the results obtained when not using simultaneous 

masking in Chapter 4, the comparison shows that a significant improvement in 

performance is obtained. For example, at the highest distortion level (15dB white 

noise SNR and 12dB channel distortion), the standard FFTLCC front-end scored 

41.15%. The introduction of the masking technique improved this to 56.41 %. Using 
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the RASTA technique on its own with the FFTLCC front-end scored 47.37%. 

Simultaneous masking combined with the RASTA technique improved this to 

64.17%. As for the RASTA and deltas combination, not using simultaneous 

masking achieved 65.38% correct recognition where as the masking technique 

improved this to 71.60%. 

40 Performance 

White Noise S N  

(dB) 

Channel Distortion 

(dB) 

Figure 6.10: Recognition performance of the FFTLCC front-end using the masking 
technique in the presence of white noise and channel distortions. 
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Figure 6.11: Recognition performance of the FFTLCC front-end using masking 
and RASTA techniques in the presence of white noise and channel distortions. 
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Figure 6.12: Recognition performance of the FFTLCC front-end using masking, 
RASTA and appended deltas in presence of white noise and channel distortions. 
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In all cases the simultaneous masking technique has improved the recognition 

performance for isolated word recognition. To confirm that this front-end performs 

in continuous recognition systems as well, the TIMIT database is used to perform 

continuous recognition experiments. The training data is setup as indicated, in 

Chapter 2 (Section 2.6). The test set used was not the core test set stated in this 

section. Instead, all the SX and SI sentences from all the dialects were used. 

Figure 6.13 shows the recognition results using the FFTLCC simultaneous masking 

front-end in continuous recognition experiments in the presence of white noise. 

These results show a significant improvement in recognition performance thus 

confirming that the simultaneous masking front-end provides robust performance in 

the presence of white noise. 

~ ~ F F T L C C  +FFTLCC with  aski in^ 1 

0 f I I I I i 
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SNR (dB) 

Figure 6.13: Recognition performance for the FFTLCC front-end using the 
simultaneous masking technique in continuous recognition experiments in the 

presence of white noise. 
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6.3 Auditory Front-end using Variable Frequency and 

Temporal Resolutions 

Typically, the power spectrum of a speech frame used in speech recognition is 

estimated for a fixed length window using the fast Fourier transform. Each 

frequency component represented in this power spectrum is an estimate over that 

speech frame. The power spectrum calculated in this way has a constant time and 

frequency resolution. That is, the temporal and frequency resolutions are 

independent of frequency. 

As demonstrated throughout this thesis, a front-end that utilises a warped frequency 

scale (such as the Me1 and Bark scales) provides a significant improvement in 

recognition performance. In these types of front-ends, frequency resolution varies 

as a function of frequency. But, the temporal resolution is constant for different 

frequencies. 

It is well known that when the human ear performs frequency analysis of a speech 

signal, it has different temporal resolutions at different frequencies [16][1'7][66]. 

Time and frequency resolutions are inversely related [IS]. Wavelet transform based 

acoustic front-ends [104][64][87] utilise this human auditory property to some 

extent. These front-ends divide the time-frequency plane in a manner such that the 

power spectrum for lower frequencies is estimated over a longer time window than 

for higher frequencies. 

In this section, we vary both the temporal and frequency resolutions as a function of 

frequency under the constraint that the temporal resolution is inversely proportional 

to the frequency resolution. 

6.3.1 Implementation 

In the preceding chapters, we have implemented a number of front-ends (such Me1 

and Bark based front-ends) in the frequency domain. In order to investigate a front- 

end ,that has varying frequency and temporal resolutions, we have to simulate the 
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filter bank in the time domain. The time domain implementation of this front-end is 

shown in Figure 6.14. 

Coefficients 
Non-linear Representing 

Device Itltegrator the Power 
Spectrum 

Figure 6.14: An Auditory Front-end Model for Speech Recognition. 

Here, the filter bank consists of 15 filters uniformly spaced on the Bark scale with a 

spacing of 1 Bark. The bandwidth of each filter is set to the corresponding critical 

bandwidth [68] (which is approximately 1/6 of its centre frequency). We use FIR 

filters in our simulation. These filters were designed using the windowing technique 

[82]. The output of each filter is applied to a non-linear device, which is a squaring 

function in this implementation. The squared signal is then passed through a 

temporal integrator, which sums up the squared values over a temporal yindow 

having a duration that changes as a function of centre frequency. The window 

duration is adjusted so that it is inversely proportional to the filter bandwidth. At the 

output of the temporal integrator, we get filter bank energies (or power). These are 

then converted to cepstral coefficients through the homomorphic processing 

technique. 

The major difference between this front-end and the front-ends investigated in 

previous chapters, is that the window duration used by the temporal integrator in 

this case depends on the bandwidth of the filter. The centre frequencies and 

bandwidths for the 15 filters used in our filter bank are listed in Table 6.1. In order 

to determine window durations, the smallest window duration (which corresponds 

to the highest frequency filter) is selected to be 5 ms. The other window durations 

are calculated such that the filter bandwidth - window duration product is held 

constant. The resulting window durations are listed in column 4 of Table 6.1. Also, 

note that we perform the analysis frame-wise, but update the frames every 5 ms. 
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Table 6.1: Bandwidths used for each filter bank with the corresponding impulse 
response length. 

An interesting question arises in the implementation of the filter bank, what should 

be the lengths of the FIR filters? We have investigated two cases. In the first case, 

we assume the length of all the 15 FIR filters to be the same and set it to 65. The 

resulting frequency responses of the filters are shown in Figure 6.16. In the second 

case, we select the length of an individual filter such that it is inversely proportional 

to its bandwidth. Choosing the minimum length to be 27 for the 15" filter, the 

lengths of the other filters are calculated. These filter lengths are listed in column 5 

of Table 6.1. The frequency responses of the resulting filters are shown in Figure 

6.17. 

Filter 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

12 

13 

14 

15 

Bandwidth 
(Hz) 

100.7296 

102.9805 

106.940 

1 12.929 

121.406 

132.989 

148.471 

168.857 

195.402 

229.678 

273.650 

329.783 

401.172 

491.71 1 

606.298 

Centre 
Frequency 

(Hz) 
100.4636 

203.724 

3 12.657 
- 

430.295 

559.91 3 

705.121 

869.960 

1059.02 

1277.57 

1531.68 

1828.45 

2176.12 

2584.37 

3064.59 

3630.12 

Window 
Duration (ms) 

30.1 

29.4 

28.4 

26.8 

25.0 

22.8 

20.4 

18.0 

15.5 

13.2 

11.1 

9.2 

7.6 

6.2 

5.0 

Length of FIR 
filter 

163 

159 

153 

145 

135 

123 

11 1 

97 

83 

7 1 

59 

49 ' 

41 

3 3 

27 
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Figure 6.15: Graphical representation of the window duration's for each filter in 
the filter bank. 
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Figure 6.16: The first bank of bandpass filters used in recognition experiments. 
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Figure 6.17: Filter bank that varies the impulse response length with the bandwidth 
of the filter. The impulse response length corresponding to the bandwidth is given 

in Table 6.1. 

We have described how to vary the frequency resolution, temporal resolution and 

filter length as a function of a filter's centre frequency. In order to describe the 

results showing the effect of varying these parameters, we denote the front-ends by 

BARK-FIR, T-BARK-FIR, BARKVFIR and T-BARK-VFIR. These are listed in 

Table 6.2. 

To demonstrate the difference between this new front-end and the front-ends 

described in the preceding chapters, we compute spectrograms for two of the front- 

ends. An utterance of the letter 'A' from the ISOLET database is used to compare 

the spectrograms from the two front-ends. The f ~ s t  front-end (BARK-FIR) is 

similar to the BARKHCC front-end except that it performs the temporal integration 

over ' a  fixed duration for each filter in the filter bank. The second front-end (T- 

BARK-FIR) contains varying temporal resolutions. Spectrograms from these two 

front-ends are shown in Figure 6.18 and Figure 6.19, respectively. 
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At lower frequencies, the two spectrograms are similar. At higher frequencies, the 

T-BARK-FIR front-end captures more details than the BARK-FIR front-end. Since 

that T-BARK-FIR front-end uses smaller temporal windows for integration at 

higher frequencies, this front-end is able to capture short transients (such as bursts 

in stop sounds) that occur at higher frequencies. 

Figure 6.88: The log power coefficients for each filter and each speech frame for 
the letter 'A' for the BARK-FIR front-end which has a uniform temporal resolution. 
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Figure 6.19: The log power coefficients for each filter and each speech frame for 
the letter 'A' for the T-BARK-FIR front-end which has a warped temporal 

resolution. 

Table 6.2: Features of the various front-ends used in experiments. 

6.3.2 Experimental Setup 

Front-end 

FFTLCC 

BARK-FIR 

T-BARK-FIR 

BARK-VFIR 

TiBARK-VFIR 

To ,evaluate the speech recognition performance of varying temporal resolution, 

frequency resolution and filter length as a function of the filter's centre frequency, 
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several front-ends are compared (listed in Table 6.2). The FFTLCC front-end is 

used as a benchmark. This front-end does not use the FIR filters and has constant 

(and fmed) frequency and temporal resolution at all frequencies. 

The BARK-FIR front-end is similar to the BARKHCC front-end used in 

experiments in previous chapters, except the filter bank shown in Figure 6.16 is 

used. The T-BARK-FIR front-end uses varying temporal resolutions and a constant 

impulse response length for all the filters in the filter bank. The last two front-ends 

(BARK-VFIR and T-BARK-VFIR) are similar to the previous two front-ends 

except they use the filter bank where the filter length varies with the bandwidth of 

the filter. 

Experiments are performed on the e-set alphabet (B,C,D,E,G,P,T,V,Z) of the 

ISOLET database. There are 1620 utterances from 90 speakers used for training and 

540 utterances from 30 speakers used for testing. 

Speech frames in all front-ends are computed every 5 ms. A window duration of 20 

ms is used for the front-ends that contain a constant temporal resolution. The other 

front-ends use the window durations shown in Table 6.1. Fifteen filter bank 

energies are used to calculate the 12 cepstral coefficients per speech frame. 

Additional experiments are performed with appended delta coefficients. The multi- 

mixture HMM recognition system is used to evaluate the performance of this 

auditory front-end. 

6.3.3 Experimental Results 

Figure 6.20 shows the recognition performance of all the front-ends. The following 

observations can be made from this figure: 

1. The front-end that has a uniform temporal resolution and variable frequency 

rksolution (BARK-FIR) shows a small improvement over the front-end that has 

both frequency and temporal resolutions uniform (FFTLCC). This result is 

similar to what was found in Chapter 3. 
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No deltas @jijj Deltas I 

Figure 6.20: Recognition perfo~mance for the five front-ends with and without 
appended delta coefficients. 

2. A significant iniprovement in recognition perfonnance is observed for front- 

ends that contain a variable temporal resolution (T-BARK-FIR and T-BARK- 

VFIR) over the corresponding front-ends that use uniform temporal resolutions 

(BARK-FIR and BARK-VFIR). This is due to the increased temporal resolution 

of the higher frequency components of the power spectrum. They have provided 

additional detail that is normally averaged out in uniform te~nporal analysis. 

3. The front-ends utilising a constant filter length (BARK-FIR and T-BARK-FIR) 

for all filters achieve better performance than the front-ends that use variable 

filter lengths (BARK-VFIR and T-BARK-WIR). 

6.3.4 Rsbustness to Noise 

The performance of this auditory front-end is investigated here in the presence of 

white noise and channel distortions. The experiments presented in this section are 
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performed on the whole ISOLET database as was performed in Chapters 3 and 4. 

Also, only the BARKHCC, BARK-FIR and T-BARK-FIR front-ends are 

investigated to evaluate the performance of variable temporal resolution in noisy 

environments . 

Figure 6.21 shows the recognition performance of the BARKHCC, BARK-FIR and 

T-BARK-FIR front-ends in the presence of white noise. All three front-ends show a 

degradation in recognition performance with decreasing S N R  values. The T- 

BARK-FIR front-end that utilises variable temporal resolutions was not as robust to 

the white noise as the other front-ends. 

This can be explained as follows. The higher frequency parts in the power spectrum 

are lower in magnitude than the lower frequency parts and thus are affected more 

by the additive noise distortion. Since the T-BARK-FIR front-end provides a more 

detailed description of the spectrum at higher frequency (through the use of a 

shorter temporal window), it is affected more by additive noise. 

4 0 I I I I 1 

inf 3 0 2 5 2 0 15  

WHlte Nolse SNR (dB) 

Figure 6.21: Recognition performance of a front-end containing warped temporal 
resolutions (T-BARK-FIR) versus uniform temporal resolutions front-ends 

(BARKHCC and BARK-FIR) in the presence of white noise. 
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+- BARKHCC +- BARK-FIR -ST-BARK-FIR 

inf 4 8 1 2  

Channel Dlstortlon (dB) 

Figure 6.22: Recognition performance of a front-end containing warped temporal 
res,olutions (T-BARK-FIR) versus uniform temporal resolutions front-ends 

(BARKHCC and BARK-FIR) in the presence of a channel distortion. - 

Figure 6.22 shows the recognition performance of the same three front-ends in the 

presence of a channel distortion. Again, the T-BARK-FIR front-end did not show 

the same robustness as the other front-ends. This suggests that a front-end that 

utilises variable temporal resolutions is not very robust for noisy environments. 

6.4 Summary 

This chapter has presented two new acoustic front-ends based on human auditory 

properties. The simultaneous masking front-end demonstrated significant 

improvements in recognition performance for both white noise and channel 

distorted environments at all SNR values. The combination of this front-end with 

other robust techniques such as RASTA and deltas improved the recognition 

performance fixther. 



Auditory Front-ends for Speech Recognition 118 

The front-end that uses variable frequency and temporal resolutions, demonstrated 

better performance in clean speech, but it was not found to be very robust when 

speech was corrupted by additive noise and channel distortions. 
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Previous chapters in this thesis have demonstrated techniques that either enhance 

the speech signal or improve the front-end processing to obtain better features for 

robust speech recognition. Another class of algorithms are those that adapt or 

transform the model parameters based on some target environment. This chapter 

investigates the use of adaptation techniques for the speech coding environment. 

7.1 Model Adaptation Review 

Traditionally, adaptation techniques have been used for speaker adaptation. 

Recognition systems were trained on speaker independent data to obtain parameters 

for the acoustic models. These model parameters were adapted either directly or 

through a transformation to suit the new speaker's speech samples. These 

techniques improved the recognition performance significantly for the new speaker. 

Most speaker adaptation methods can be equally applied to noise or environment 

adaptation. Speech recorded in a clean environment can be used to derive the initial 

model parameters. A small sample of speech in the target environment can then be 

used to adapt the model parameters in the target environment. If the linguistic 

transcription of the adaptation speech data is known, then the adaptation procedure 

is considered to be supervised. However, in some cases, this transcription may not 

be known. Training is then performed based on the decision made by the recogniser 

and is considered unsupervised. Using its existing model parameters, the recogniser 
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makes its decision on the speech transcription and then adapts or transforms the 

model parameters based on that decision. 

Model adaptation can be performed in a batch or incremental mode. Batch 

adaptation is when all the adaptation data available is presented to the adaptation 

process. In incremental adaptation, the model parameters are updated as and when 

part of adaptation data becomes available. 

Let Ay be the model estimated from the clean training data Y. Let X be the 

adaptation data representative of the noisy environment. The model Ay can be 

adapted to the noisy environment directly using the MAP technique or through a 

transformation given by [90], 

Ax = Gq(Ay), Eq. 7.1 

where G is the transformation and q are the associated parameters. A maximum 

likelihood formulation can be employed to estimate the parameters q using the 

expectation-maximisation algorithm. The functional form of the transforgation 

depends on the prior knowledge of the environmental mismatch. 

Currently, the linear affine transform is the most popular functional form of this 

transform and the resulting method is called the maximum likelihood linear 

regression (MLLR) method [54][25]. Non-linear functional forms have also been 

used recently through multilayer perceptrons [I]. 

The MLLR method has the advantage over the MAP approach in that it requires a 

smaller amount of adaptation data. However, in this chapter, we use the MAP 

method for adaptation [8] [29][5 1119 1][107]. 

Chapter 4 of this thesis demonstrated that speech coding distortions have a 

significant effect on speech recognition performance especially for the lower bit 

rate coders. This chapter investigates the use of the MAP method for adapting to 

speech distorted by the speech coders presented in Chapter 4. 
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7.2 Compensation using MAP Adaptation 

The maximum a posteriori (MAP) adaptation method used in experiments in this 

chapter is the same as described in [29][51][52]. Unlike maximum likelihood (ML) 

estimation, MAP estimation relies on having some prior knowledge of the model 

distributions in the form of model parameters h = {R, aij, Cjk, pik, oik). These prior 

models are estimated from the clean speech data. A small amount of adaptation data 

X = {xI,x2,. . .,xT) which is environment dependent, is used to estimate the adapted 

model parameters = hi, or ,  ck , b*, Zjk} as follows [15]: 

- argmax a = a P ( i  I X) 

Using Bayes rule, this equation can be written as, 

Eq. 7.2 

Eq. 7 3  

In our implementation, the {R} and {qj} parameters are left unchanged in the 

adaptation process. Only the mixture weights {cjk}, the Gaussian means ( j & )  and 

the Gaussian variances {m) are adapted. 

We use here the segmental MAP algorithm [29][45][51][52] to carry out the 

maximisation in Eq. 7.2. In this algorithm, we estimate the optimum state sequence 

for the data X using the model h. Then we compute the model by maximising 

P&slX). This leads to an iterative process where the model parameters are updated 

as follows [29] [52]: 

Eq. 7.4 

T 

- ';kP;k + XI=, dikt 
E i k  - 

'ik ' Z:l di!it 

Eq. 7.5 
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Eq. 7.6 

where K is the number of mixture components, p is the order of the feature vector 

x,, T is the total number of feature vectors in the adaptation data and dih is the 

probability of being in state i with the mixture component k at time t. The 

parameters vik, a i k  and Pik used in Eq. 7.4 to Eq. 7.6 correspond to the state i and 

mixture component k. These are given by, 

Eq. 7.7 

Eq. 7.8 

Eq. 7.9 

The parameter qk used in these equations determines the speed of the adaptation 

process. In our implementation, z, = 2 for all the Gaussians of all the given 

HMMs. 

7.2.1 Adaptation to Speech Coding Distortions 

The effect of the speech coding environment on recognition performance was 

investigated in Chapter 4. The MAP adaptation algorithm is used in the experiments 

reported in this chapter to investigate its effectiveness for adapting to the speech 

coding environment. 
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A number of front-ends described in earlier chapters are evaluated for their 

performance under this adaptation scenario. These front-ends are as follows. 

FFTLCC (1 ofi order features) 

MELHCC (1 oa order features) 

FFTLCC and DELTAS ( 2 0 ~  order features) 

MELHCC and DELTAS (20a order features) 

The front-end setup is identical to previous experiments. The database setup 

however, is different to accommodate adaptation data. The ISOLET database is 

made up of 5 different sections. As was performed in previous experiments, the 

initial models were derived using the first 3 sections of the ISOLET database. 

The last two sections are then divided into two equal parts with one part used for 

adaptation and the other part for testing. The first utterance from every speaker in 

the last two sections of the ISOLET database was used for the adaptation data. Then 

second utterance from every speaker was used as the testing set. The database is 

divided in this way so that the same speakers are contained in both the adaptation 

and testing data. Any improvement in performance can then be attributed to the 

adaptation process applicable to the speech coding environment alone. 

The fnst 3 sections of the ISOLET database are used to train the isolated word 

models using clean speech utterances. The adaptation and test data are then speech 

coded once, each time with a different speech coder. The seven speech coders used 

in these experiments are those presented in Chapter 4. 

Two separate experiments are performed. In the first set of experiments, only the 

Gaussian means were adapted. The second set of experiments investigates any 

improvements gained by adapting the Gaussian variances and the Gaussian means. 

7.2.2 Adaptation of the Means 

Figure 7.1 and Figure 7.2 demonstrate the recognition performance by adapting to 

the speech coding environment for the FFTLCC and MELHCC front-ends 
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respectively. Both these front-ends show a significant improvement in recognition 

performance for all speech coding environments when MAP adaptation is utilised. 

The MAP adaptation algorithm shows a large improvement in recognition 

performance for the lower bitrate coders. The degradation in recognition 

performance with bitrate has been significantly reduced now that the models have 

been adapted to each speech coding environment. 

/ + N O  Adapt +Means Only I 

Blt Rate (kbps )  

Figure 7.1: Recognition performance by adapting the means for the FFTLCC front- 
end. 
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-+No Adapt +Means Only I 

Bit Rate (kbps) 

Figure 7.2: Recognition performance by adapting the means for the MELHCC 
fi-ont-end. 

When no adaptation was used, the FFTLCC front-end performance degraded from 

76.41% for undistorted speech to 53.14% in the presence of the 2.4 kbps LPC 

speech coder. By adapting the means using the MAP adaptation algorithm, the 

recognition performance increased to 72.1 8% in the presence of the 2.4 kbps LPC 

coder. This is more than a 35% improvement in recognition performance and the 

resulting recognition rate is almost that of undistorted speech. The MELHCC front- 

end in Figure 7.2 shows similar performance increases. 

As was found in Chapters 3 and 4, the introduction of delta coefficients to the 

feature vectors, improves the overall recognition performance significantly. This is 

observed again as illustrated in Figure 7.3 and Figure 7.4. As the delta coefficients 

have improved the recognition performance for all speech coders, the performance 

increase when adapting to the speech coders is smaller than when no deltas were 

utilised. 
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(-+NO Adapt +-Means Only 1 

2 0 

128 4 0 3 2 2 4 16 13 4.8 2.4 

Blt Rate (kbps) 

Figure 7.3: Recognition performance by adapting the means for the FFTLCC front- 
end with appending deltas. 

+-No Adapt ++Means Only 

Bit Rate (kbps) 

Figure 7.4: Recognition performance by adapting the means for the MELHCC 
front-end with appending deltas. 
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However, adapting the means using the MAP algorithm has still improved the 

recognition performance. The FFTLCC front-end degraded from 88.40% for 

undistorted speech to 70.90% in the presence of the 2.4 kbps LPC speech coder and 

no compensation. Adapting the means using the MAP algorithm increased this 

performance to 79.49%, a performance increase of more than 12%. The MELHCC 

front-end shown in Figure 7.4 again shows similar increases in recognition 

performance when adaptation is used. 

7.2.3 Adaptation of Means and Variances 

Figure 7.5 to Figure 7.8 show the recognition performance for the four front-ends in 

the presence of the speech coders when compensated by MAP adaptation. These 

figures show the recognition performance for adapting only the means and adapting 

both the means and variances. 

Some of the results shown in these figures show an improvement in recognition 

performance by adapting the variances as well as the means. However, some results 

also show a decrease in performance. Thus, adaptation of variances does not 

provide any m h e r  improvement in recognition performance and adaptation of the 

means seems to be adequate for the speech coding distortion environments. 
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[ + ~ e a n s  Only +-Means l ~ a r s  [ 

128 4 0 32 24 16 13 4.8 2.4 

Bit Rate (kbps) 

Figure 7.5: Comparison of recognition performance between adapting the means 
only and adapting both the means and variances for the FFTLCC front-end. 

+Means Only -6-Means I V a r s  

6 5 

128 4 0 3 2 24 16  13 4.8 2.4 

Bit Rate (kbps) 

Figure 7.6: Comparison of recognition performance between adapting the means 
only and adapting both the means and variances for the MELHCC front-end. 
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-6- Means Only -13-Means I Vars 

40 3 2 24 16 13 4.8 2.4 

Bit Rate (kbps) 

Figure 7.7: Comparison of recognition performance between adapting the means 
only and adapting both the means and variances for the FFTLCC front-end with 

appending deltas. 

1 - 4 ~ e a n s  Only +Means t ~ a r s l  

6 5 

128 4 0 32 2 4 16 13 4.8 2.4 

Bit Rate  (kbps) 

Figure 7.8: Comparison of recognition performance between adapting the means 
only and adapting both the means and variances for the MELHCC front-end with 

appending deltas. 
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Similar results were observed by other researchers for speaker adaptation. For 

example, the results reported in [51] showed that the variance was useful in 

adaptation when a small amount of adaptation data was presented. As more 

adaptation data was presented, the difference in recognition performance between 

the means only adaptation and means and variance adaptation was negligible. 

The work presented for the MLLR technique [25], showed that a small 

improvement in recognition performance was obtained when means and variances 

were used in the adaptation algorithm. However, it is generally agreed that the 

greatest gain in performance is obtained when only the means are adapted 

compared to using no compensation at all. 

7.3 Summary 

The utilisation of the MAP adaptation algorithm in a speech coding environment 

has been presented in this chapter. All speech coders demonstrated an improvement 

in performance once speech data containing the distortion was presented to the 

adaptation algorithm. 

The most significant improvements were shown for low bite rate speech coders. 

The FFTLCC front-end showed a performance increase from 53.14% to 72.1 8% by 

adapting the means using the MAP adaptation algorithm for the 2.4 kbps LPC 

speech coder. By appending deltas to the feature vector, the recognition 

performance was again improved by adapting the means. By adapting the variances 

in addition to the means did not improve the overall recognition performance much. 
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There are several ways to improve the robustness of a speech recognition system in 

the presence of noise and channel distortions. This thesis has shown that speech 

recognition performance improvements can be achieved at different stages of the 

recognition process. Improvements can be obtained by removing the noise from the 

speech signal before the feature extraction stage. A feature extraction method that is 

robust to these distortions provides significant improvement over conventional 

techniques. The MAP adaptation technique applied to update the model parameters 

for a particular target environment provides further improvements in recognition 

performance. 

The following sections summarise the work presented in this thesis and also provide 

suggestions for further research. 

8.1 Summary of Work 

The performance of an automatic speech recognition degrades drastically when 

there is a mismatch between training and testing environments. The aim of robust 

speech recognition is to overcome this mismatch. 

In this thesis, we investigated the performance of a speech recognition system when 

it is deployed in an adverse environment. We concentrated on three types of 

distortions: 1) additive noise distortion, 2) channel distortion and 3) speech coding 

distortion. A number of robust speech recognition techniques (such as cepstral 

mean subtraction, RASTA, delta features, etc.) have been investigated to overcome 

the mismatch resulting from these distortions. 
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A number of speech enhancement techniques have been used in the past for speech 

recognition to achieve robustness with respect to noise. A speech enhancement 

system attempts to reduce noise from the noisy speech signal and is used as a pre- 

processor to a speech recogniser. In this thesis, a singular value decomposition 

(SVD) based speech enhancement method is used for robust speech recognition. In 

this method, SVD is applied to an over-determined, over-extended data matrix 

formed from the noisy speech signal and a noise-free, low rank approximation is 

obtained by retaining a specific number of singular values. This method was found 

to improve the recognition performance significantly for speech corrupted by 

additive noise distortion. 

Currently, the cepstral features derived either through linear prediction analysis or 

from filter bank energies are the most popular features used for speech recognition. 

We have utilised human auditory properties for robust extraction of cepstral 

features. Using the properties of simultaneous masking, an auditory masking 

threshold as a function of frequency is computed for a given speech frame from its 

power spectrum. All those portions of the power spectrum which are below the 

auditory threshold are not heard by the human auditory system due to masking 

effects and, hence, are discarded. These portions are replaced by the corresponding 

portions in the masking threshold spectrum. This modified power spectrum is 

processed by the linear prediction analysis procedure to derive cepstral features for 

the speech frame. These cepstral features are found to be more robust for speech 

recognition. 

Another property of the human auditory system that is utilised here for robust 

feature extraction relates to temporal and frequency resolutions. The conventional 

front-ends (such as me1 frequency cepstral coefficients (MFCC) front-end) use a 

filter bank where the higher frequency filters have greater bandwidth than the lower 

frequency filters, but their temporal resolutions are the same. We extend this filter 

bank to provide variable frequency and temporal resolutions at different frequencies 

under the constraint that these resolutions are inversely proportional. The resulting 

front-end provides an improvement in speech recognition performance. 
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The thesis also investigates the degradation in speech recognition performance due 

to speech coding distortion. For this, seven different speech coders operating at 

different bitrates are simulated and the speech recogniser is utilised through each of 

these coders. The MAP adaptation technique is then applied to adapt the model 

parameters to the speech coding environment. The resulting system is found to 

perform well in the presence of speech coding distortion. 

8.2 Suggestions for Future Work 

As mentioned earlier, the speech recognition performance degrades significantly 

when there is a mismatch between the training and test environments. A 

considerable amount of research has been done in the past to make the speech 

recogniser robust to this mismatch. The present thesis is also an attempt in this 

direction. However, there is still a lot of research to be done to achieve robust 

speech recognition. Some of the directions for future research are listed below. 

1. We have reported in this thesis speech recognition results for additive noise 

distortion with SNR as low as 15 dB. For lower SNRs, the Lombard effect 

becomes prominent and distorts the speech signal further. Robust speech 

recognition techniques have to be developed that address the distortion 

resulting from the Lombard effect. 

2. If we know how a particular type of distortion affects the recognition 

features, we can devise techniques to clean these features by removing the 

effect of the distortion. For example, we know that the channel distortion 

affects the cepstral feature vector by a constant additive bias [84]. The GMS 

technique removes this bias by cepstral mean subtraction and is successful 

in handling the mismatch introduced by the channel distortion (see Chapter 

4 of this thesis). We do not know how the speech coding distortion and the 

Lombard effect influence the recognition features. This should be 

investigated in the future. 

3. All the front-ends discussed in this thesis use the short-term power spectrum 

to derive the recognition features. The power spectrum contains only half of 
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the information about the speech signal. The remaining half is contained in 

the phase spectrum. Meaningful features may be derived from the phase 

spectrum to get better speech recognition performance. 

4. None of the acoustic front-ends employed in this thesis use pitch and 

voicing information contained in the speech signal. A proper use of this 

information might help in improving speech recognition performance. 

5. This thesis uses the cesptral coefficients as features for speech recognition. 

These coefficients do not have a physical meaning; i.e., each cepstral 

coefficient is influenced by the whole power spectrum. If the recognition 

features had a physical meaning, we could have used the human auditory 

properties with these features during the classification stage for better 

speech recognition performance. Two feature sets, spectral subband 

centroids [77] and filter bank energies [75], having physical meaning have 

been recently proposed in the literature. These features have to be 

investigated for robust speech recognition. 
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