
Chapter 1
Introduction to Evolutionary Single-objective
Optimisation

1.1 Introduction

In the past, the computational engineering design process used to be mostly ex-
perimentally based [1]. This meant that a real system first had to be designed and
constructed to be able to do experiments. In other words, the design model was an
actual physical model. For instance, an actual airplane or prototype would have to
put in a massive wind tunnel to investigate the aerodynamics of the aircraft [2].
Obviously, the process of design was very tedious, expensive, and slow.

After the development of computers, engineers started to simulate models in
computers to compute and investigate different aspects of real systems. This was
a revolutionary idea since there was no need for an actual model in the design phase
anymore. Another advantage of modelling problems in computers was the reduced
time and cost. For instance, it was no longer necessary to build a wind tunnel and
real model to compute and investigate the aerodynamics of an aircraft. The next step
was to investigate not only the known characteristics of the problem but also explore
and discover new features. Exploring the search space of the simulated model in a
computer allowed designers to better understand the problem and find optimal val-
ues for design parameters. Despite the use of computer in modelling, a designer still
had to manipulate the parameters of the problem manually.

After the first two steps, people started to develop and utilise computational or
optimisation algorithms to use the computer itself to find optimal solutions of the
simulated model for a given problem. Thus, the computer manipulated and chose
the parameters with minimum human involvement. This was the birth of automated
and computer-aided design fields. Evolutionary Algorithms (EA) [3] also became
popular tools in finding the optimal solutions for optimisation problems.

Generally speaking, EAs mostly have very similar frameworks. They first start
the optimisation process by creating an initial set of random, trial solutions for a
given problem. This random set is then iteratively evaluated by objective function(s)
of the problem and evolved to minimise or maximise the objective(s). Although this
framework is very simple, optimisation of real world problems requires considering
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and addressing several issues of which the most important ones are: local optima,
expensive computational cost of function evaluations, constraints, multiple objec-
tives, and uncertainties.

Real problems have mostly unknown search spaces that may contain many sub-
optimal solutions [4]. Stagnation in local optima is a very common phenomenon
when using EAs. In this case, the algorithm is trapped in one of the local solutions
and assumes it to be the global solution. Although the stochastic operators of EAs
improve the local optima avoidance ability compared to deterministic mathematical
optimisation approaches, local optima stagnation may occur in any EAs as well.

EAs are also mostly population-based paradigms. This means they iteratively
evaluate and improve a set of solutions instead of a single solution. Although this
improves the local optima avoidance as well, solving expensive problems with EAs
is not feasible sometimes due to the need for a large number of function evaluations.
In this case, different mechanisms should be designed to decrease the required num-
ber of function evaluations. Constraints are another difficulty of real problems [5],
in which the search space may be divided into two regions: feasible and infeasible.
The search agents of EAs should be equipped with suitable mechanisms to avoid all
the infeasible regions and explore the feasible areas to find the feasible global op-
timum. Handling constraints requires specific mechanisms and has been a popular
topic among researchers.

Real engineering problems often also have multiple objectives [6]. Optimisation
in a multi-objective search space is quite different and needs special considerations
compared to a single-objective search space. In a single-objective problem, there
is only one objective function to be optimised and only one global solution to be
found. However, in multi-objective problems there is no longer a single solution for
the problem, and a set of solutions representing the trade-offs between the multiple
objectives, the Pareto optimal set, must be found.

Last but not least, another key concept in the optimisation of real engineering
problems is robustness [7]. Robust optimisation refers to the process of finding op-
timal solutions for a particular problem that have least variability in response to
probable uncertainties. Uncertainties are unavoidable in the real world and can be
classified in three categories: those affecting parameters, operating conditions, and
outputs.

1.2 Single-objective optimization

As its name implies, single-objective optimisation algorithms estimate the global
optimum for single-objective problems. In a single-objective problem there is one
set of optimal values for the parameters that leads to the most optimal objective
value. The objective function is just one component of an optimization problems.
Other components are the inputs (parameters, variables) and constraints. The inputs
are the unknowns form the optimizer perspective and produce one objective for
every unique combination. The main duty of an optimisation algorithm is to find
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the optimal values for the inputs. Examples of the inputs are thickness of an airfoil,
length of a propeller blade, diameter of a nozzle, etc.

 

Inputs Constraints Output 

Sys…….                   ……tem            

Fig. 1.1 Three main components of an optimisation system with single objective: inputs, con-
straints (operating conditions), and output

The constraints can be considered as secondary inputs for the system, but their
impact is different from the primary inputs. The constraints indicates the limits of a
system and should be considered to find feasible solutions. In fact, constraints de-
fine which set of values for the inputs are valid. The objective can be calculated for
any set of inputs. However, a solution and its objective value is not acceptable in
case of violation of the constraints. The optimization algorithm do not find optimal
values for constraints, yet it must consider them to find feasible solutions for deci-
sion makers. Some examples of constraints are density of air, temperature of water,
moisture, etc.

Without the loss of generality, single-objective optimisation can be formulated
as a minimization problem as follows:

Minimise : f (x1,x2,x3, ...,xn−1,xn) (1.1)

Sub ject to : gi(x1,x2,x3, ...,xn−1,xn)≥ 0, i = 1,2, ...,m (1.2)

hi(x1,x2,x3, ...,xn−1,xn) = 0, i = 1,2, ..., p (1.3)

lbi ≤ xi ≤ ubi, i = 1,2, ...,n (1.4)

where n is number of variables, m indicates the number of inequality constraints,
p shows the number of equality constraints, lbi is the lower bound of the i-th vari-
able, and ubi is the upper bound of the i-th variable.

This formulation shows that there are two types of constraints: equality and in-
equality. However, the equality constraints can be expressed as follow to formulate
a single-objective problem with inequality constraints only:

hi(x1,x2,x3, ...,xn−1,xn)≤ 0∧hi(x1,x2,x3, ...,xn−1,xn)≥ 0 (1.5)
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When formulating a problem, an optimiser would be able to tune its variables
based on the outputs and constraints. As mentioned in the introduction of this chap-
ter, one of the advantages of evolutionary algorithms is that they consider a system
as a black box [8]. Fig.1.2 shows that the optimisers only provide the system with
variables and observe the outputs. The optimisers then iteratively and stochastically
change the inputs of the system based on the feedback (output) obtained so far un-
til satisfaction of an end criterion. The process of changing the variables based on
the history of outputs is defined by the mechanism of an algorithm. For instance,
Particle Swarm Optimisation (PSO) [9] saves the best solutions obtained so far and
encourages new solutions to relocate around them.

 

 

Inputs Constraints Output 

Sys…….                   ……tem            

Optimiser 

 
Fig. 1.2 Stochastic optimisers solve optimisation problem as a black box.

1.3 Search landscape

The set of parameters creates a search space that will be searched by the optimizer.
The set of parameters, objectives, and constraints create a search landscape. Fig.1.3
shows an example of search landscape with two variables and several constraints.
Note that for most of the optimization problems, the ranges are similar. Therefore,
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the search space is a square in 2D problems, a cube in 3D problems with three
variables, and hyper-cube in problems with more than 3 variables. However, the
range each of variable might be different. Therefore, the search space is no longer
of cubic shape. In this case, we have to deal with a (hyper-)rectangular search space.

Depending on the relations between the input(s) and output(s), the search land
scape can be unimodal or multi-modal. In a unimodal landscape, there is no local so-
lutions (hills or valleys). In the multi-modal landscape, however, there are multiple
local solutions of which one is the global optimum. It is worth mentioning here that
the search landscape of real-world problems might be changing. In this case, a dy-
namic optimisation is required to keep track of the changing global optimum. Also,
some search landscapes have multiple global optima with equal objective values.

 

 Fig. 1.3 A search landscape with several constraints.

Fig.1.3 shows that constraints create gaps in the search space that should be
avoided by an optimisation algorithm. The constants may also divide the search
landscape into multiple ‘islands’. An optimisation algorithm should be able to dis-
cover isolated regions and identify the promising optima. It should be noted that
each search landscape has boundaries, which can be considered as a set of con-
straints restricting the upper and lower bouts of the parameters. An optimisation
algorithm should be equipped with suitable mechanisms to relocate over-shooted
particles to the feasible regions of the search landscape. This search landscape il-
lustrated in Fig.1.3 is calculated using a set of simple mathematical functions. The
landscape of real-world problems includes a large number of difficulties: a large
number of parameters [10], a large number of constraints, a large number of lo-
cal solutions, deceptive slopes, isolation of global optimum, dynamically changing
optima, and uncertainties.

From an optimisation algorithm’s perspective, the search landscape is defined
by formulating the problem. This includes identifying and defining the number of
parameters, range of each parameters, constraints, and the objectives. With the prob-
lem formulation, an optimizer is able to find the optimal parameters to minimize or
maximize the objectives. A conceptual model of an optimization algorithm and its
interaction with a system was shown in Fig.1.2.
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This figure shows that an optimization algorithm (e.g. evolutionary algorithms)
provides the inputs and monitors the outputs. The constraints are also considered
to ensure the feasibility of the solutions during the optimisation. The way that an
algorithm change the inputs is based on the structure of the algorithm. Optimisation
algorithms normally require several iterations to determine the global optimum for
a given problems.

1.4 Penalty function for handling constraints

It was mentioned in the preceding paragraph that the constraints are considered by
the optimizer. In the literature, penalty functions are population, in which a solu-
tion is penalized in case of violation of any of the constraints. One of the easiest
penalty functions is called “barrier”. In case of minimisation, an infeasible solution
is penalized with a large objective value when violating the constraints. As such, the
algorithm ignores or improves this solution in the next iterations. An example of a
barrier penalty function for the search landscape in Fig.1.3 is given in Fig.1.5. Note
that the constraints applied to this search space are as follows:

(y≤ 3.2)∨ (y≥ 3.4) (1.6)
(x≤ 2.2)∨ (x≥ 2.3) (1.7)

(x−3)2 +(y−1)2 ≥ 0.1 (1.8)
(x+3)2 +(y−1)2 ≥ 0.3 (1.9)

x2 + y2 ≥ 1 (1.10)
x 6= y (1.11)

The source code (written in Matlab) to implement the barrier function is shown in
Fig.9. It may be seen that if a solution violates a constraint at any level, it is penalised
with a larger objective value (in case of minimisation). The impact of the barrier
function on the shape of search landscape is shown in Fig. 1.5. It is evident that the
infeasible regions became the biggest peaks, meaning that they are the worst regions
of the search landscape. If a solution is generated on such regions by an optimization
algorithm, they have the poorest quality. Optimization algorithms normally ignore
or significantly change such solutions to relocate them to better, feasible regions.

The issue with penalizing violated solutions with a equal value is that there is
no differentiation between a solution that slightly violates one of the constrains or
a solution that significantly violates multiple constraints. One way to address this
issue is to add a large objective value to the value returned by the objective function
for the infeasible solution. The code to implement this method is given in Fig. 1.6.
It can be seen in this figure that the large objective value (2000) is now added to
the objective value that is supported to return using f (x,y). This results in having a
non-flat regions for the violated regions. There are different works in the literature,
so interested readers are refereed to [11, 5].
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if y > 3.2 & y < 3.4 
    o = 2000; 
end 
if x > 2.2 & x < 2.3 
    o = 2000; 
end 
if ((x-3)^2 + (y-1)^2) <0.1 
    o = 2000; 
end 
if ((x+3) ^2 + (y-1)^2) <0.3 
    o = 2000; 
end 
if (x ^2 + y^2) <1 
    o = 2000; 
end 
if x == y 
    o = 2000; 
end 

 

Fig. 1.4 The code to implement the barrier penalty function. If a solution violates a constraints at
any level, it is penalised with a larger objective value.

 

Fig. 1.5 A barrier penalty function applied to the constrained search landscape shown in Fig. 1.3

1.5 Classification of optimization algorithms

Regardless of the type of search space and the penalty function, stochastic optimisa-
tion algorithms can be divided into two main classes [17]: individual-based versus
population-based. In the former class, an optimisation algorithm starts with one can-
didate solution for a given problem. This solution is then evaluated and improved
until the satisfaction of a termination condition. In the latter class, however, a set of
candidate solutions is employed to determine the global optimum for optimisation
problems.

The advantage of individual-based algorithm is the need for the minimum num-
ber of functions evaluations. In fact, the number of function evaluations is equal to
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if y > 3.2 & y < 3.4 
o = f(x,y) + 2000;

end 
if x > 2.2 & x < 2.3 

o = f(x,y) + 2000;

end 
if ((x-3)^2 + (y-1)^2) <0.1 

o = f(x,y) + 2000;

end 
if ((x+3) ^2 + (y-1)^2) <0.3 

o = f(x,y) + 2000;

end 
if (x ^2 + y^2) <1 

o = f(x,y) + 2000;

end 
if x == y 

o = f(x,y) + 2000;

end 

Fig. 1.6 A better way to penalise a solution is to add a large objective value to the current objective
value returned for the infeasible solution.

the number of iterations. However, such techniques suffer from local optima stag-
nation (premature convergence). A single solution is very likely to trap in local
solutions in real-world challenging problems.

By contrast, population-based techniques benefit from high exploration of search
space and a lower probability of local optima entrapment. If a solution goes inside
a local solution, other solutions will assist in avoiding it in the next iterations. As a
drawback, such algorithms require more function evaluations and are computation-
ally more expensive.

There is a large number of algorithms in each class. The most well-regarded
individual-based algorithms are Simulated Annealing (SA) [16], Tabu search [13],
Iterated Local Search (ILS) [15], and hill climbing [14].

TS is an improved local search technique that utilises short-term, intermediate-
term, and long-term memories to ban and truncate unpromising/repeated solutions.
Hill climbing is also another local search and individual-based technique that starts
optimisation from a single solution. This algorithm then iteratively attempts to im-
prove the solution by changing its variables. ILS is an improved hill climbing algo-
rithm to decrease the probability of entrapment in local optima. In this algorithm,
the optimum obtained at the end of each run is retained and considered as the start-
ing point in the next run. Initially, the SA algorithm tends to accept worse solutions
proportionally to a variable called the cooling factor. This assists SA to promote ex-
ploration of the search space and prevents it from becoming trapped in local optima
when it does search them.

Over the course of last two decades, there have been many improvement in each
of the aforementioned algorithms. The primary objective of most of them has been
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to alleviate the main drawback of such techniques: premature convergence. Despite
several improvement [27] with successful applications [26], the nature of such tech-
niques require them to show a lower exploration and local optima avoidance com-
pared to population-based algorithms. A set of solutions is able to better handle the
difficulties of real-world problems with a large number of local solutions.

1.6 Exploration and exploitation

Population-based algorithms improve the set of initial solutions over the course of
iterations. This is done in the phases: exploration (diversification) and exploitation
(intensification) [25]. In the former phase, an algorithm abruptly change the can-
didate solutions to ensure that they explore different regions of the search space.
The main objective in the exploration phase is to discover the promising areas of
the search landscape. In other words, a rough estimation of the global optimum for
the problem is found in the exploration phase. The exploration can be done with
frequent or large changes in the solutions. There are different operators for algo-
rithms to provide exploratory behaviour. In PSO, for instance, the inertia weight
maintains the tendency of particles toward their previous directions and emphasises
exploration. In GA, a high probability of cross-over causes more combination of
individuals as the main mechanism for exploration.

In the exploitation phase, an algorithm require the solutions to search around
the best solutions. The magnitude of changes in the solutions is much lower than
exploration. In other words, the search is done locally around the most promising
solutions found in the exploration phase. The mechanism of exploitation is different
depending on the type of an algorithm. In PSO, for instance, a low inertia rate causes
low exploration and a higher tendency toward the best personal/global solutions
obtained. Therefore, the particles converge toward best points instead of ‘churning’
around the search space. The mechanism that brings GA[1] exploitation is mutation.
The mutation process causes slight random changes in the individuals and local
search around the candidate solutions.

What makes the process of designing and utilising population-based algorithms
difficult is that the exploration and exploitation are in conflict. A mere exploratory
behaviour mostly results in finding poor-quality solutions since the algorithm never
get the chance to improve the accuracy of the solutions. By contrast, a mere ex-
ploitative behaviour results in trapping in local solutions since they algorithm does
not change the solutions abruptly. A good balance between exploration and exploita-
tion lead to finding the global optimum for all types of problems. However, the
challenge is that the intensity of these two conflicting phases is hard to define and
balance. Finding a good balance between exploration and exploitation is difficult
due ot the different search space of problems.

To solve problems with population-based algorithms, it is common to use adap-
tive operators to tune exploration and exploitation proportional to the number of
iterations. This means that the algorithm smoothly transit from exploration to ex-
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ploitation as the iteration counter increases. Another popular technique is to pro-
mote exploration at any stages of optimisation if there is no improvement in the best
solution obtained so far (or all solutions). In PSO, for instance, the solutions can
be changed randomly if the pbest and gbest do not change for a certain number of
iterations.

1.7 Classification of population-based optimisation algorithms

Population-based algorithms can be divided into two main classes: evolutionary and
swarm-based. Evolutionary algorithms mimic evolutionary concepts in nature to
solve optimisation problems. They main operators in such techniques are cross-over
and mutation. Cross-over components combine solutions during optimisation and
are the main mechanism to explore the search (global search). However, the muta-
tion operators change some of the solutions slightly, which emphasize exploitation
(local search). Some of the most popular proposed evolutionary algorithms are GA
[17], DE [18], ES [19], and EP [20].

Swarm-based algorithms mostly define a position vector for each solutions and
change (move) it using a set of rules. The movement step indicate direction and
speed of solutions. Therefore, such techniques move solutions with the highest
speed along different direction in the search space to perform exploration. The mag-
nitude of movement reduces proportional to the number of iterations to exploit the
best position(s) obtained in the exploration phase. Two of the most popular swarm-
based algorithms are ACO [21] and PSO [22].

There is an important questions here as to why stochastic algorithms have be-
come significantly poplar in different fields [23]. Firstly, the popularity of algorithms
in the field of meta-heursitics is due the consideration of problem as a black box.
Such techniques do not need derivation and are not based on gradient descent for-
mulation. They provide the inputs to a problem and observe the output (see Fig.1.2
). In other words, stochastic algorithms are problem independent. Secondly, the in-
spiration of the algorithms is simple and easy to understand. The mechanisms are
also understandable for researchers even without optimisation background. Thirdly,
stochastic algorithms better handle difficulties of real-world problems compared to
conventional optimisation techniques.

Another frequently asked question is as to why there is a substantial number
of works despite the existence of many optimisation algorithms. There is a theory
in the field of optimisation called No Free Lunch (NFL) [24] that logically proves
there is no optimisation algorithm to solve all optimisation problems. This means
that the solution to a particular problem is not necessarily the best algorithm on
test functions or other real-world problems. To solve a problem one might need to
modify, improve, or adapt an algorithm. This makes the field very active and is the
reason why there is a large number of improvement of new algorithms every year.
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Despite the advantages of meta-heuristics and their popularity, solving real-world
problems requires special considerations. There is a large number of difficulties
involved that should be considered to reliably find the global optimum.

1.8 Conclusion

This chapter provided preliminaries and essential definitions in the field of optimi-
sation using meta-heuristics. Firstly, the challenges when solving single-objective
problems were covered briefly including the large number of variables, constraints,
multiple objectives, and uncertainties. Secondly, the main components of a single-
objective optimisation were discussed and formulated. The problems solved in this
book are single-objective, so this is the reason of providing an in-depth literature
review in this area. Thirdly, the concepts of search space and search landscape were
provided. Fourthly, one of the most popular methods for handling constraints were
give. Fifthly, the concepts of exploration and exploitation with examples in PSO and
GA were presented. Finally, the classification of individual-based and population-
based optimisation algorithms along with their pros and cons were explained.

The literature review of this chapter showed how popular EAs are for solving
challenging real-world problems. This does not mean that a designer can easily
solve a problem by just choosing an algorithms. An optimisation problem should
be formulated and prepared for an EA. This includes understanding the nature of
the problem, identifying the main components of the problem, and formulating the
objective function. Depending on the distinct difficulties and features of a partic-
ular problem, an algorithm requires modifications. In training NNs, for instance,
the range of variables is unknown. Therefore, special mechanisms are needed to
grow the boundaries of the search landscape or require solutions to leave the search
space and discover new regions. Otherwise, a designer needs to make assumption
for th range of variables, which results in finding poor-quality solutions. This book
is mainly on EAs and their applications in training NNs. Therefore, such difficulties
will be discussed.
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