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Chapter 1

Introduction

Proteins are essential to living organisms, and as such are commonly referred to as the

most important biological macromolecule. Defined in the genetic code of an organism,

proteins fulfill a huge range of biological tasks and processes, ranging from antibodies

counteracting antigens, catalysts in enzymic reactions, transmitters of cellular signals, to

structural elements providing rigidity to cells, amongst others. The facet of proteins that

allows them to fulfill these biological roles is their three-dimensional structure, providing

each protein the innate characteristics necessary to perform their functions. Consequently,

by ascertaining the structure of a protein, we gain a better understanding of its role and

function in biology.

Many experimental methods exist for the determination of protein structures. Meth-

ods such as X-ray crystallography, nuclear magnetic resonance spectroscopy, and electron

microscopy are able to provide accurate structure models for individual proteins. However,

the practicality of these methods is hampered by their high monetary costs and extensive

time consumption. Moreover, not all proteins are suitable for structure determination by

these methods. Meanwhile, the total number of available protein sequences vastly exceeds

the number of corresponding solved three-dimensional structures due to the ease and in-

expensiveness of modern genome sequencing technology [1]. To close this gap, the past

few decades have seen a shift towards the development and application of computational

methods to provide quick, yet accurate models for protein structure [2].

The foundation of computational algorithms for protein structure prediction is the

discovery by Anfinsen [3] that the structure of a protein is governed directly by the sequence
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2 Chapter 1 Introduction

of amino acid residues forming the protein backbone. However, the direct prediction of

the three dimensional coordinates of the amino acid residues in the protein backbone is

extremely difficult due to the exorbitantly large conformational space provided by each

unfolded protein. Furthermore, there is no universal energy function to find the optimal

structural conformation in the free energy plane for every protein, as parameterised by

the physicochemical interactions of all of a protein’s residues during the folding process.

The work of computational methods is therefore often focused on the prediction of simpler

structural properties of proteins, in the hope that the solution to these subproblems will

lead to the solution of the larger structure prediction problem.

Key to the success of any protein structural prediction problem is the modeling of

the residue-residue interactions that determine a protein’s structure during the folding

process. These interactions are dominated by structural rather than sequential neighbours,

making them difficult to model as these dependencies can be spread deeply throughout

the sequence. Following advances in the fields of audio and image processing, where long-

range context is also imperative, the rise of convolutional and recurrent neural network

architectures is inspiring as a solution to the modelling of non-local dependencies in the

protein sequence. These architectures are specifically designed to learn intra-sequence

dependencies to enhance their modelling capabilities.

Recurrent architectures, such as the Bidirectional Recurrent Neural Network (BRNN) [4],

pass information throughout the sequence through temporal or sequential data paths in

the model. These paths form an internal memory capable of learning specific dependencies

in dynamically-shaped inputs. An extension to this architecture is the Long Short-Term

Memory (LSTM) cell [5], which greatly improves the propagation of sequential information

through the use of a dedicated memory bus through the entire sequence.

On the other hand, convolutional architectures [6] employ a local window to learn

short-term dependencies in the data. Convolutional layers utilise a widened receptive

field to introduce sequential context in the calculation for a target datapoint. When

many convolutional layers are stacked together, this context is aggregated and greatly

improves the range of dependency propagation. These models have overcome the problems

associated with excessive model depth, such as the vanishing gradient problem, through

the use of residual connections (ResNets) [7] and normalisation techniques [8].
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1.1 Thesis Outline

In this thesis, the application of convolutional and recurrent machine learning techniques

to several key structural properties of proteins is explored.

Chapter 2 presents the first application of an LSTM-BRNN in structural bioinformat-

ics. The method, called SPOT-Disorder, predicts the per-residue probability of a protein

being intrinsically disordered (ie. unstructured, or flexible). Using this methodology,

SPOT-Disorder achieved the highest accuracy in the literature without separating short

and long disordered regions during training as was required in previous models, and was

additionally proven capable of indirectly discerning functional sites located in disordered

regions.

Chapter 3 extends the application of an LSTM-BRNN to a two-dimensional problem in

the prediction of protein contact maps. Protein contact maps describe the intra-sequence

distance between each residue pairing at a distance cutoff, providing key restraints towards

the possible conformations of a protein. This work, entitled SPOT-Contact, introduced

the coupling of two-dimensional LSTM-BRNNs with ResNets to maximise dependency

propagation in order to achieve the highest reported accuracies for contact map preci-

sion. Several models of varying architectures were trained and combined as an ensemble

predictor in order to minimise incorrect generalisations.

Chapter 4 discusses the utilisation of an ensemble of LSTM-BRNNs and ResNets to

predict local protein one-dimensional structural properties. The method, called SPOT-1D,

predicts for a wide range of local structural descriptors, including several solvent exposure

metrics, secondary structure, and real-valued backbone angles. SPOT-1D was significantly

improved by the inclusion of the outputs of SPOT-Contact in the input features. Using

this topology led to the best reported accuracy metrics for all predicted properties. The

protein structures constructed by the backbone angles predicted by SPOT-1D achieved

the lowest average error from their native structures in the literature.

Chapter 5 presents an update on SPOT-Disorder, as it employs the inputs from SPOT-

1D in conjunction with an ensemble of LSTM-BRNN’s and Inception Residual Squeeze

and Excitation networks to predict for protein intrinsic disorder. This model confirmed

the enhancement provided by utilising the coupled architectures over the LSTM-BRNN

solely, whilst also introducing a new convolutional format to the bioinformatics field.
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The work in Chapter 6 utilises the same topology from SPOT-1D for single-sequence

prediction of protein intrinsic disorder in SPOT-Disorder-Single. Single-sequence predic-

tion describes the prediction of a protein’s properties without the use of evolutionary

information. While evolutionary information generally improves the performance of a

computational model, it comes at the expense of a greatly increased computational and

time load. Removing this from the model allows for genome-scale protein analysis at a

minor drop in accuracy. However, models trained without evolutionary profiles can be

more accurate for proteins with limited and therefore unreliable evolutionary information.

1.2 Research Contributions

The research reported in this thesis (in order of chapters) appeared in the following pub-

lications:

J. Hanson, Y. Yang, K. Paliwal, and Y. Zhou, “Improving protein disorder prediction by deep bidirectional long short-

term memory recurrent neural networks,” Bioinformatics, vol. 33, no. 5, pp. 685–694, 2017.

J. Hanson, K. Paliwal, T. Litfin, Y. Yang, and Y. Zhou, “Accurate prediction of protein contact maps by coupling

residual two-dimensional bidirectional long short-term memory with convolutional neural networks,” Bioinformatics,

vol. 34, no. 23, pp. 4039–4045, 2018.

J. Hanson, K. Paliwal, T. Litfin, Y. Yang, and Y. Zhou, “Improving prediction of protein secondary structure, backbone

angles, solvent accessibility, and contact numbers by using predicted contact maps and an ensemble of recurrent and

residual convolutional neural networks,” Bioinformatics, In Press, 2018.

J. Hanson, K. Paliwal, T. Litfin, Y. Yang, and Y. Zhou, “Enhancing protein disorder prediction by utilizing deep squeeze

and excitation residual inception and long short-term memory networks,” J Gen. Prot. Bioin., In Press, 2019.

J. Hanson, K. Paliwal, and Y. Zhou, “Accurate single-sequence prediction of protein intrinsic disorder by an ensemble

of deep recurrent and convolutional architectures,” J Chem. Info. Model., vol. 58, no. 11, pp. 2369–2376, 2018.

The publications resulting from the PhD that are not included in the scope of this

thesis are:

Y. Yang, J. Gao, J. Wang, R. Heffernan, J. Hanson, K. Paliwal, and Y. Zhou, “Sixty-five years of long march in protein

secondary structure prediction: the final stretch?,” Briefings in Bioinformatics, vol. 19, pp. 482–494, 2018.

J. O’Connell, Z. Li, J. Hanson, R. Heffernan, J. Lyons, K. Paliwal, A. Dehzangi, Y. Yang, and Y. Zhou, “SPIN2:

Predicting sequence profiles from protein structures using deep neural networks,” Proteins: Structure, Function, and

Bioinformatics, vol. 86, no. 6, pp. 629–633, 2018.

J. Singh, J. Hanson, R. Heffernan, K. Paliwal, Y. Yang, and Y. Zhou, “Detecting proline and non-proline cis isomers in

protein structures from sequences using deep residual ensemble learning,” JCIM, vol. 58, no. 9, pp. 2033–2042, 2018.
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Abstract

Motivation: Capturing long-range interactions between structural but not sequence neighbors of

proteins is a long-standing challenging problem in bioinformatics. Recently, long short-term mem-

ory (LSTM) networks have significantly improved the accuracy of speech and image classification

problems by remembering useful past information in long sequential events. Here, we have imple-

mented deep bidirectional LSTM recurrent neural networks in the problem of protein intrinsic dis-

order prediction.

Results: The new method, named SPOT-Disorder, has steadily improved over a similar method

using a traditional, window-based neural network (SPINE-D) in all datasets tested without separate

training on short and long disordered regions. Independent tests on four other datasets including

the datasets from critical assessment of structure prediction (CASP) techniques and >10 000 anno-

tated proteins from MobiDB, confirmed SPOT-Disorder as one of the best methods in disorder pre-

diction. Moreover, initial studies indicate that the method is more accurate in predicting functional

sites in disordered regions. These results highlight the usefulness combining LSTM with deep bi-

directional recurrent neural networks in capturing non-local, long-range interactions for bioinfor-

matics applications.

Availability and Implementation: SPOT-disorder is available as a web server and as a standalone

program at: http://sparks-lab.org/server/SPOT-disorder/index.php.

Contact: j.hanson@griffith.edu.au or yuedong.yang@griffith.edu.au or yaoqi.zhou@griffith.edu.au

Supplementary information: Supplementary data is available at Bioinformatics online.

1 Introduction

One of the major discoveries in recent years is that protein sequences

not only encode for regions that possess well-defined unique three-

dimensional structures, but also for regions that lack the tendency to

form a structure. These Intrinsically Disordered Proteins (IDPs), or

Regions in proteins (IDRs), have been found to fulfill a wide variety

of crucial biological roles (commonly involving regulatory and sig-

naling functions) (Dyson and Wright, 2005; Rigden, 2009; Uversky

et al., 2005), with a particular prevalence in eukaryotes (Dunker

et al., 2000). The flexibility and multiple structural states of IDPs

offer unique advantages over ordered proteins (Receveur-Bréchot

et al., 2006; Rigden, 2009), thus vindicating the evolutionary devel-

opment and propagation of intrinsic disorder (Rigden, 2009). In

fact, natural protein sequences are more disordered than random se-

quences (Yu et al., 2016). IDPs have been implicated in many

human diseases, including cancer, cardiovascular and neurodegener-

ative diseases and genetic diseases (Raychaudhuri et al., 2009;

Uversky et al., 2005, 2008). Thus, it is important to identify IDPs or

IDRs as a means to better understand the functional mechanisms of

proteins.

VC The Author 2016. Published by Oxford University Press. All rights reserved. For Permissions, please e-mail: journals.permissions@oup.com 685
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Intrinsic disorder in proteins has been studied by both experi-

mental and theoretical methods. Common experimental methods

for determining protein structure, such as X-ray spectroscopy,

Nuclear Magnetic Resonance (NMR) spectroscopy and Circular

Dichroism (CD) spectroscopy, have been the main tools for charac-

terization of disorder in proteins (Dunker et al., 2001; Dyson and

Wright, 2000; Rigden, 2009). These methods make up for the bulk

of annotated IDPs and IDRs in the disordered protein database

DisProt (Sickmeier et al., 2007), which at its current version (v6.02)

consists of 694 IDPs and 1539 proteins containing IDRs taken from

the Protein DataBank (PDB), an archive of protein structures

(Berman et al., 2000). The largest single collection of disordered

proteins has 25 833 annotated proteins (Potenza et al., 2015).

Meanwhile, the UniProt/TrEMBL protein sequence database

(Bairoch et al., 2005) currently consists of 60 971 489 protein

entries, most of which do not yet have their structures nor dis-

ordered regions determined. Genome-scale computational studies

suggest that 30–50% proteins contain IDRs, and 15% are IDPs

(Rigden, 2009; Tompa et al., 2006). Due to the arduous and costly

process of determining the flexible structural states of IDPs and

IDRs experimentally (Radivojac et al., 2004), the disparity between

experimentally annotated and unannotated proteins grows rapidly.

To bridge this growing gap between sequenced and disorder-

annotated proteins, many computational methods have been estab-

lished to discriminate intrinsically disordered regions from struc-

tured regions at a fraction of the time and cost of the experimental

methods. A majority of these methods employ machine-learning

techniques such as Artificial Neural Networks (ANNs) (Rumelhart

et al., 1985) and Support Vector Machines (SVMs) (Vapnik, 1998).

For example, SVMs have been utilized in MFDp (Mizianty et al.,

2010), POODLE L and S (Hirose et al., 2007; Shimizu et al., 2007),

PrDOS (Ishida and Kinoshita, 2007), Spritz (Vullo et al., 2006) and

with an RBF kernel in the most recently released model, Dispredict

(Iqbal and Hoque, 2014). ANNs have also enjoyed widespread suc-

cess in many accurate predictors, such as DisEMBL (Linding et al.,

2003a), DISOPRED (Jones and Ward, 2003), DISpro (Cheng et al.,

2005), NORSnet (Schlessinger et al., 2007a), the PONDR series

(Romero et al., 2001), PROFbval (Schlessinger et al., 2006), RONN

(Yang et al., 2005), SPINE-D (Zhang et al., 2012) and Espritz

(Walsh et al., 2012), which is the only classifier to utilize a

Bidirectional Recurrent ANN (BRNN) (Baldi et al., 1999; Schuster

and Paliwal, 1997). Other computational methods are based on the

analysis of amino acid propensities, physicochemical properties and

statistical potential, such as FoldIndex (Prilusky et al., 2005),

GlobPlot (Linding et al., 2003b), IUPred (Doszt�anyi et al., 2005)

and UCON (Schlessinger et al., 2007b). Complementary methods

can be combined to form meta-predictors, which employ the outputs

from other classifiers to form their own enhanced predictions.

Examples are CSpritz (Walsh et al., 2011), MD (Schlessinger et al.,

2009), metaPrDOS (Ishida and Kinoshita, 2008), MFDp2 (Mizianty

et al., 2013) and PONDR-FIT (Xue et al., 2010).

Recently, the application of deep neural networks with more

than two hidden layers to proteins has permitted a better learning of

deep and complex relationships between sequences, structures and

functions of proteins, and advanced the accuracy of pairwise contact

prediction (Di Lena et al., 2012; Eickholt and Cheng, 2012), second-

ary structure and solvent accessible surface-area prediction

(Heffernan et al., 2015, 2016; Paliwal et al., 2015; Qi et al., 2012)

and protein disorder prediction (Eickholt and Cheng, 2013; Paliwal

et al., 2015). However, common deep learning techniques, such as

recurrent neural networks and window-based artificial neural net-

works, while effective at propagating local errors within sequence

neighbors, are ineffective at modeling long-range (non-local) inter-

actions between amino acid residues that are structural but not se-

quence neighbors (Hochreiter et al., 2001). Because residue–residue

interactions are dominated by structural neighbors, how to account

for them is the key for improving sequence-based prediction of pro-

tein structural and functional properties.

The long-range dependence between a series of time-resolved

events can be better captured by enforcing the constant error flow so

that useful long-range interactions can be memorized (Hochreiter

and Schmidhuber, 1997). In this Long Short-Term Memory (LSTM)

network, hidden layers are made of memory blocks containing one

or more LSTM cells. Each LSTM cell has the discretion to either for-

get, input to or output the Constant Error Carousel (CEC, i.e. a

fixed weight of 1 in the absence of outside signal). The CEC passes

through every LSTM cell in the entire sequential event, acting as a

memory backbone effectively connecting the whole sequence

(Hochreiter and Schmidhuber, 1997), in either the forwards or

backwards directions. LSTM-based neural networks have success-

fully applied to speech and image-related problems in which long-

range memory is the key for accurate interpretation and prediction

(Graves and Schmidhuber, 2005; Vinyals et al., 2015).

In this paper, we hope to capture nonlocal interactions that are

essential for determining whether a protein will fold (structured) or

will not fold (intrinsically disordered) into a unique three-

dimensional structure, by employing deep bidirectional LSTM cells.

The bidirectional network will allow us to capture both forward

and backward information contained in protein sequences. The new

method, called SPOT-disorder (Sequence-based Prediction Online

Tools for disorder), is found to be highly effective in predicting both

short and long disordered regions without separated training

(Zhang et al., 2012), despite disordered regions of different sizes

having different compositions of amino acids (Radivojac et al.,

2004; Rigden, 2009). Independent tests and applications to the tar-

gets from Critical Assessment of Structure Prediction (CASP9 and

10) (Monastyrskyy et al., 2011, 2014) have confirmed that SPOT-

disorder is comparable to or more accurate than all the methods

compared, regardless of which datasets were employed for

comparison.

2 The machine learning approach

2.1 Neural network
As shown in Figure 1, the proposed method comprises of a three

hidden-layer BRNN (Schuster and Paliwal, 1997), utilizing a recur-

rent feed-forward layer with a Rectified Linear Unit (ReLU) activa-

tion function in the first layer, succeeded by LSTM cell layers in the

second and third layer (Hochreiter and Schmidhuber, 1997). In this

architecture, the recurrent layer consists of 200 nodes and a bias

node in each direction, and the LSTM layers contain 200 one-cell

memory blocks of one cell each in each direction. The size of mem-

ory block (200 nodes) was chosen after proving to be the best com-

promise between memory usage and performance accuracy in

training. We trained another network with an increased 1000 nodes

per layer and found it did not improve on the performance of our

method.

The model was trained utilizing the BackPropagation Through

Time (BPTT) algorithm (Pineda, 1987; Werbos, 1988; Williams and

Zipser, 1989) in the Torch framework (Collobert et al., 2002). This

model has compensated for possible overtraining in the training

phase by the use of the dropout algorithm, with a dropout percent-

age of 50% in each of the hidden layers (Srivastava et al., 2014).

686 J.Hanson et al.



Torch accounts for dropout during the training phase, meaning that

the weights in each layer do not have to be scaled in testing. The

training parameters also incorporated a decaying learning rate

initialized at 0.001, and a momentum term of 0.99 (Rumelhart

et al., 1985).

The learning rate was determined in initial training, where larger

learning rates of >0.001 did not enable the network to converge.

We employed the step learning rate decay technique to reduce the

learning rate by 1% per epoch (Senior et al., 2013). That is, the

learning rate was initialized at 0.001, and then systematically an-

nealed to �6� 10�4 within 50 epochs. This allowed the model to

learn finer detail as it progressed through training. Finally, the two

outputs of this network are squeezed into a probability distribution

through the use of the softmax function (Bishop, 2006).

2.2 Input features
Similar to our previous method (Zhang et al., 2012), input features

for disorder prediction included evolutionary, predicted structural

properties and physicochemical properties for each amino acid at its

position in the polypeptide chain.

The evolutionary content is established through the use of a

Position-Specific Scoring Matrix (PSSM), generated by three iter-

ations of the PSI-BLAST algorithm (Altschul et al., 1997) against the

NCBI’s Non-Redundant (NR) sequence database for each protein.

The Shannon entropy is also calculated to represent the information

content in these probabilities per residue (Shannon, 1948). The aver-

age Shannon entropy over the entire protein is also utilized as an in-

put feature of the general conservation of the whole protein. This

leads to a total of 22 evolutionary features used for prediction.

We also obtained 17 predicted structural features from the

SPIDER2 predictor (1 ASA, 1 CN, 4 HSE based on Ca and Cb

atoms, respectively and the 11 predicted SS and sine/cosine of the

backbone angle values) (Heffernan et al., 2015, 2016). Finally, seven

commonly-used physicochemical properties, including hydrophobi-

city and polarizability, are used as features as provided by Meiler

et al. (2001).

Thus, using these features resulted in a 46-length feature vector

for each amino acid. These parameters were scaled within the range

of [0,1] before being passed through the model, based on the minima

and maxima of the training data.

2.3 Datasets
Two datasets were used to train and independently test the network.

We employed the same dataset DM4229 from the SPINE-D classi-

fier (Zhang et al., 2012) in which 3000 chains (DM3000) were

selected for training and cross validation and 1229 chains

(DM1229) for independent testing. In addition, we employed two

independent test sets (SL and MxD datasets) that were used to test

SPINE-D and MFDp (Mizianty et al., 2010), respectively, as well as

another independent test set, MobiDB (Potenza et al., 2015; Walsh

et al., 2014). The initial DM4229 dataset comprised of the original

Disprot dataset, obtained prior to the 5th of August, 2003 (Vucetic

et al., 2005). It contains 72 fully disordered proteins from the

Disprot database v5.0 (Sickmeier et al., 2007) and 4125 high-

resolution, non-redundant structures determined by X-ray crystal-

lography after removing sequences with similarity >25% by the

Blastclust algorithm (Altschul et al., 1997).

The SL dataset of 477 proteins (Sirota et al., 2010) was created

by re-annotating Disprot to more accurately reflect disordered and

ordered regions. The MxD dataset was originally obtained by

Mizianty et al. (2010) and further reduced by Iqbal and Hoque

(2014) to 444 proteins after removing proteins with unknown

amino acid residues. Removing the overlap between SL477 and

DM4229 using 25% sequence identity cutoff led to SL329 as an in-

dependent test set. As some methods employ MxD444 as training

set, we also removed the overlap between SL329 and MxD444 and

obtained SL117. Furthermore, we obtained the datasets from

CASP9 and CASP10 (Monastyrskyy et al., 2011, 2014) as additional

test sets.

The MobiDB dataset consists of 25 833 proteins labeled

through several methods of curation: data directly taken from

Disprot labels; indirectly inferred labels from PDB structures; and

predicted labels through a consensus of disorder predictors

(Potenza et al., 2015). We trimmed this dataset down to 12 019

proteins after removing the overlap between MobiDB and the

SL477 and DM4229 datasets at 20% sequence similarity. Also,

proteins with unknown amino acids were discarded, as well as pro-

teins under 30 residues long. This resulted in our final and largest

test set, Mobi11925.

2.4 Performance evaluation
Performance is assessed in this paper through the analysis of bin-

ary labels and raw prediction values. The raw prediction probabil-

ities are obtained at the output of the network through the use of

the softmax function. The discrete labels are generated by the

comparison of these probabilities with a pre-calculated threshold

T. For protein disorder prediction, we assume disorder labels to

represent positive samples and order labels to represent negative

samples. Each output from the classifier can be sorted into one of

four outcomes depending on the label of the sample: True Positive

(TP), True Negative (TN), False Positive (FP) and False Negative

(FN). Sensitivity (Se ¼ TP
TPþFN) and specificity (Sp ¼ TN

TNþFP) are two

metrics which measure the performance of each class in binary

classification. Sensitivity illustrates the classifier’s ability to cor-

rectly allocate samples into the disordered (or positive) class,

whereas specificity does the same for the ordered (or negative)

class. These two measures are often combined into a single metric

to form the balanced accuracy measurement (Acc ¼ SeþSp

2 ).

Another balanced metric is the commonly-used Matthews’

Correlation Coefficient (MCC) (Matthews, 1975). This metric cal-

culates the correlation between the predicted and obtained binary

classifications, and can be calculated from a confusion matrix as

follows:

MCC ¼ TP � TN� FP � FN
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ðTPþ FPÞðTPþ FNÞðTNþ FPÞðTNþ FNÞ

p : (1)

Fig. 1. The layout of the entire network (focusing on sequence position i).

Here x and y denote input and output, respectively, while CEC denotes the

Constant Error Carousel, FC denotes a fully connected layer and h the imme-

diately recurrent connection in an LSTM.
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Even though this measure combines information from both columns

in the confusion matrix, this metric presents a balanced metric inde-

pendent of class skew.

Another single-valued metric is the Youden index Sw. This metric

is often used in conjunction with the area under the Receiver

Operating Characteristic (ROC) curve (AUC) as it is an indication

of the margin between the random predictor (where Se ¼ 1� Sp)

and the obtained ROC for the chosen threshold (Schisterman et al.,

2005):

Sw ¼
WdTP�WoFPþWoTN�WdFN

WdNd þWoNo
; (2)

where Wo and Wd are the ratio of disordered and ordered residues,

respectively, and Nd and No are the total number of disordered and

ordered residues, respectively. It was shown by Lobanov et al.

(2010) that there is a linear relationship between the weighted score

and the accuracy metrics (Sw ¼ 2 � Acc� 1). Because these two met-

rics are tautological, the accuracy metric will be eschewed in this

paper for the Youden index. For further AUC analysis, the P-value

metric can be calculated, which calculates the significance of the dif-

ference between two AUC values on a common dataset (Hanley and

McNeil, 1982). All of these measurements based on the discrete

labels of the predictor have a maximum value of 1, indicating a per-

fect level of prediction. Therefore, the performance between pre-

dictors can be evaluated and compared using the AUC, MCC or Sw

metrics after being tested on a common dataset.

2.5 Method comparison
To compare against other methods, we downloaded the standalone

version for DisEMBL 1.4 (Download: http://dis.embl.de/html/down

load.html), DISOPRED 3.16 (Download: http://bioinf.cs.ucl.ac.uk/

software_downloads/), Dispredict 1.0 (Download: https://github.

com/tamjidul/DisPredict_v1.0), Espritz 1.1 (Download: http://pro

tein.bio.unipd.it/download/), SPINE-D (Download: http://sparks-

lab.org/index.php/Main/Downloads) and MetaDisorder

(Download: https://github.com/Rostlab/MetaDisorder), which

included the predictors NORSnet, Profbval and UCON. We also

submitted our sequences to the online servers of Dispro (Server

URL: http://scratch.proteomics.ics.uci.edu/), IUP-short and IUP-long

(Server URL: http://iupred.enzim.hu/), MFDp and MFDp2 (Server

URL: http://biomine-ws.ece.ualberta.ca/MFDp2/), PONDR-fit

(Server URL: http://www.disprot.org/pondr-fit.php) and PONDR-

VLXT (Server URL: http://www.pondr.com/cgi-bin/PONDR/pondr.

cgi). These methods will also provide a comparison between

sequence-based and profile-based predictors. Profile-based pre-

dictors (such as Dispredict, DISOPRED, the MetaDisorder ensem-

ble, MFDp 1 & 2, SPINE-D and the proposed method) utilize an

evolutionary profile in their predictions. This generally provides a

more accurate prediction than solely sequence-based methods, but

greatly increases the time taken for prediction from the sequence,

limiting their practicality for large-scale predictions. Note that we

are using the single-sequence model for Espritz due to time con-

straints, which is known to provide inferior results to the multi-

sequence model (Walsh et al., 2012).

3 Results

3.1 Training and testing
SPOT-disorder was trained and cross-validated by the DM3000 set

(ten-fold cross validation) and independently tested by DM1229

and SL329. As shown in Table 1, the performance for the two

randomly divided large datasets (DM3000 and DM1229) is essen-

tially the same, where the obtained Sw’s and AUC’s for both datasets

are virtually equal, indicating the robustness of the training. For the

smaller test set SL329, SPOT-disorder has an even better perform-

ance with MCC¼0.67. SPOT-disorder is more accurate than

SPINE-D, which employed traditional window-based ANNs for the

same cross validations and test sets. The AUC values for DM1229

increased from 0.877 by SPINE-D to 0.894 by SPOT-disorder and

Sw from 0.60 to 0.63.

Table 2 examines the contributions of individual feature groups

to the overall performance of SPOT-disorder in the SL329 test set.

We divided features into four groups: evolutionary

(PSSMþ entropy), physiochemical properties, predicted backbone

structure (secondary structure and backbone angles) and predicted

contacts (solvent exposure and contact numbers). The table shows

that removing contacts predicted by SPIDER2 has the largest im-

pact, followed by secondary structure on all three measures (AUC,

Sw and MCC). The importance of predicted contacts for disorder

prediction confirms the capability of the LSTM technique to pick up

long-range, nonlocal interactions. Interestingly, the evolutionary

features (PSSM and entropy) are not as important as one might

think, likely due to other features such as secondary structures and

contacts being predicted with the PSSM information.

Supplementary Table S1 compares SPOT-disorder against a

number of 12 other predictors in addition to SPINE-D in SL329.

The ROC curves for these methods are shown in Supplementary

Figure S1. In the table, we also present the results from SL290

after excluding 39 chains >1000 residues in length, as some pre-

dictors’ servers do not accept proteins over this length. We note

that the SPINE-D results for SL329 are slightly better than previ-

ously reported by Zhang et al. (2012), likely because the updated,

larger protein sequence library is employed in generating PSSM

by PSIBLAST. Table S1 shows that SPOT-disorder has the best

performance across all performance metrics excluding Dispredict,

Table 1. Performance of SPOT-disorder on the 10-fold cross-valid-

ation subset of DM3000, and test sets DM1229, SL329 and

Mobi11925

Dataset AUC Sw
c MCCd Se

d Sp
d #Oa #D(long)b

DM3000 0.892 0.63 0.60 0.54 0.98 656634 74170 (33778)

DM1229 0.894 0.63 0.57 0.51 0.98 276748 29082 (11496)

SL329 0.905 0.66 0.67 0.67 0.96 51292 39544 (34470)

Mobi11925 0.891 0.63 0.50 0.49 0.98 2907992 191633 (63751)

a#O: the number of ordered residues.
b#D: the number of disordered residues and the number in long disordered

regions in parentheses.
cThe Sw was obtained using the threshold that maximized the Sw score in

DM3000 cross-validation (0.16).
dMCC, Se and Sp were obtained using the threshold which maximized

MCC during DM3000 cross-validation (0.49).

Table 2. Performance of SPOT-disorder on the SL329 dataset with

individual feature groups removed

Omitted feature group AUC Sw MCC

SPOT-Disorder 0.905 0.661 0.660

PSSM & Entropy 0.903 0.662 0.663

Physicochemical Properties 0.902 0.668 0.672

Backbone Structure 0.902 0.647 0.643

Contacts/Solvent Exposure 0.896 0.642 0.638
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which employed the MxD444 dataset as the training set,

which was found to have a high sequence similarity to SL329. In

fact if we excluding chains in SL329 overlapped with MxD444

(SL117), the performance of Dispredict is significantly worse than

SPOT-Disorder (AUC¼0.671, Sw¼0.38, MCC¼0.42 for

Dispredict, compared to AUC¼0.930, Sw¼0.71, MCC¼0.70

for SPOT-Disorder). Importantly, the AUC obtained by

SPOT-disorder is significantly better than all of the other methods

(P-value< 10�5 for all methods) across the datasets in

Supplementary Table S1.

3.2 CASP9 and CASP10 predictions
To further compare our methods, SPOT-disorder is applied to

CASP9 targets and CASP10 targets. Notice that SPINE-D and

SPOT-disorder were trained by the same training sets built prior to

2010 and SPINE-D participated in the blind prediction of CASP9.

Thus both CASP datasets can be considered as independent test sets

for SPOT-disorder. CASP9 has 117 targets with 23656 ordered resi-

dues and 2427 disordered residues, with only 560 disordered resi-

dues in long disordered regions (�30 residues). Similarly, CASP10

has 94 targets with 22 688 ordered residues and 1502 disordered

residues. There are only 260 disordered residues in long disordered

regions (�30 residues). Thus both datasets mainly test the ability of

a computational method for detecting short disordered regions.

The performance of SPOT-disorder in CASP9 and CASP10 is

compared to other methods in Supplementary Tables S2 and S3 and

Figures S3 and S4 for ROC curves, respectively. The performance of

these other methods is obtained from Monastyrskyy et al. (2011,

2014), respectively. As CASP predictions contain predictors which

are trained on different objectives (i.e. maximizing Sw or MCC),

both of the thresholds from Table 1 are used in calculating SPOT-

disorder’s performance. For CASP9, SPOT-disorder has the best per-

formance in AUC, Sw and MCC values. For CASP10, SPOT-

disorder has an insignificantly lower AUC than PrDOS-CNF (0.903

versus 0.907, a one-tailed P-value¼0.28), yet achieves a higher

MCC value (0.55 versus 0.53) and the highest Sw (0.63 versus 0.56

for POODLE and metaprdos2). SPOT-disorder scores marginally

higher than DISOPRED in AUC (0.903 versus 0.897, a one-tailed P-

value¼0.22), but, more significantly, scores higher in MCC (0.55

versus 0.53). The comparison of these results to SPINE-D’s per-

formance in the CASP datasets shows that SPOT-disorder signifi-

cantly outperforms SPINE-D, with one-tailed P-values of 5� 10�5

and 5� 10�3 for CASP9 and CASP10, respectively. The relatively

higher P-value could be caused by the small set in CASP10, which

contains very few long (>30 residues) disordered regions.

3.3 MobiDB
To further confirm the accuracy of SPOT-disorder we applied our

method to MobiDB, our largest database consisting of >10 000

annotated proteins. Table 3 and Figure 2 compared SPOT-disorder

with 11 other methods. Several methods listed in Supplementary

Table S1 (MFDp 1 & 2, and Dispro) are not compared here because

the size of the database prohibits its submission for online predic-

tion. We have listed the result of DISOPRED for convenience al-

though it was directly trained by a significant portion of MobiDB.

SPOT-disorder continues to consistently improve over other meth-

ods compared. In particular, the difference between the ROC curves

given by SPOT-disorder and the next best SPINE-D (not including

DISOPRED) is statistically significant with a one-tailed p-value

of < 10�6. Our values of AUC, Sw and MCC are 0.891, 0.630 and

0.401, respectively, all of which are the highest among all the

methods compared, excluding DISOPRED. We noted that faster

single-sequence-based models are generally less accurate than slower

profile-based methods due to their lack of evolutionary information

on this dataset.

Also of note is that AUC and Sw values are essentially the same

among DM3000, DM1229 and Mobi11925 as shown in Table 1.

Mobil11925 has the lowest MCC value because it has the lowest

ratio of disordered residues (disorder:order¼1:15).

3.4 Length dependence
In our previous method SPINE-D, residues in long disordered (�30

residues) regions are predicted separately from those in short dis-

ordered (<30 residues) regions. It is of interest to know if SPOT-

Disorder would be biased toward disordered regions of certain

length without length-separated training. Supplementary Figure S2

compares the performance of SPOT-disorder with other methods for

the SL290 dataset in disordered regions of different sizes. It is clear

that SPOT-disorder either matches or exceeds the performance of

SPINE-D in each length segment and improves over other methods

in comparison, suggesting a small but systematic overall

Table 3. Performance of various methods on Mobi11925, grouped

by use of evolutionary features

Predictor Mobi11925

AUC S w MCC

Profile SPOT-disordera 0.891 0.630 0.401

DISOPREDb,c 0.887 0.466 0.494

SPINE-D 0.882 0.610 0.397

MDb 0.813 0.405 0.305

NORSb 0.738 0.227 0.234

PROFbvalb 0.734 0.335 0.165

UCONb 0.734 0.312 0.206

Sequence Espritz 0.824 0.164 0.333

PONDR-fit 0.822 0.441 0.341

DisEMBL 0.789 0.343 0.327

IUP-short 0.784 0.368 0.341

IUP-long 0.740 0.289 0.270

PONDR 0.733 0.336 0.192

aSPOT-disorder’s MCC value is slightly different from that reported in

Table 1 as the threshold used here is based on Sw.
bOmits a single protein of length>10000 residues long.
cDISOPRED employed a significant portion of proteins in Mobi11925 as

the training set. The result is listed here for convenience.
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Fig. 2. Receiver Operating Characteristic curves by various methods as

labeled for the Mobi11925 dataset.
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improvement. SPOT-disorder also follows the general curve of most

of the predictors, illustrating regions in the dataset which are more

easily predicted than others, such as regions of length (45,60] and

(120,180].

To remove the uncertainty due to the small sample size, we fur-

ther examined length dependence using the large MobiDB dataset.

As shown in Figure 3, the larger amount of data makes a smoother

dependence of performance on the size of disordered regions.

Interestingly, SPOT-Disorder improves over SPINE-D consistently

for all sizes of disordered regions except the last two bins: (120,

180] and>180. The improvement in shorter disordered regions is

consistent with the fact that these disordered regions tend to associ-

ated with more nonlocal interactions as they are embedded within

structured regions.

4 Discussion

This paper represents the first application of a long short-term mem-

ory network in protein disorder prediction. The new technique has

the best performance or has matched the best performance among

all methods compared for all independent test sets (Table 3;

Supplementary Tables S1–S3). This was achieved despite SPOT-

Disorder being trained on an unbalanced dataset (DM3000), and in-

dependently tested on both a more balanced dataset (SL329), data-

sets dominated by short disordered regions (CASP9 and CASP10)

and the large MobiDB dataset of >10 000 proteins.

One strength of SPOT-disorder is its ability to handle disordered

residues in disordered regions of different lengths. Some previous

methods relied on separate training of short or long disordered re-

gions in a single method (Zhang et al., 2012) or two different meth-

ods such as short and long versions in IUPRED (Doszt�anyi et al.,

2005) and PONDR (Peng et al., 2005, 2006; Romero et al., 2001).

Other methods such as DISpro (Cheng et al., 2005) and Predisorder

(Deng et al., 2009) trained on disordered regions without separating

long and short disordered regions. SPOT-disorder confirmed that it

is possible to provide the best prediction in short and long dis-

ordered regions without specific training. Interestingly, according to

the largest test set (Figure 3), most methods, including this study,

have the best performance for the disordered regions of (30,45]

amino acids long. The performance goes down quickly for the long

disordered regions with more than 180 residues, indicating that pre-

diction of very long disordered regions remains a challenge.

While the main objective of this study is to highlight the import-

ance of long short-term memory for further improving on the cur-

rent disorder predictors, it is of interest to examine its ability to

identify potential functional regions in disordered proteins. Early

studies have shown that a dip in disorder probability is associated

with induced folding (Mohan et al., 2006; Oldfield et al., 2005).

Several machine-learning tools were developed specifically for pre-

diction of binding sites in disorder (Garner et al., 1999), such as

alpha-MoRF (Oldfield et al., 2005), MoRFpred (Disfani et al.,

2012), ANCHOR (Mész�aros et al., 2009) and DISOPRED3 (Jones

and Cozzetto, 2015). We previously showed that semi-disorder

(defined as predicted disorder probability around 0.5) is implicated

in induced folding and protein aggregation (Zhang et al., 2013) and

plays a significant role in temperature adaption of disordered pro-

teins (Wang et al., 2013). As an initial test for SPOT-disorder in

binding site prediction, we employed a test set of 9 proteins with

annotated disordered binding sites, collected by Jones and Cozzetto

(Jones and Cozzetto, 2015). Following our previous work (Zhang

et al., 2013), we defined semi-disorder as a region enclosing a pre-

dicted disorder probability of 0.5. Table 4 shows that using only

two parameters for defining semi-disorder, SPOT-disorder yields

substantially more accurate prediction of binding sites (MCC¼0.31

and Sw ¼ 0.41) than other methods specifically trained for predict-

ing binding sites (MCC<0.13 and Sw<0.12). The optimized semi-

disorder region is found to be between 0.28 and 0.69. This result

highlights the potential of SPOT-disorder in predicting functional

regions of protein disorder and strengthens the existence of a third

state between disordered and structured states to account for

induced folding and aggregation in intrinsically disordered regions

(Zhang et al., 2013).

These successes can be attributed to the ability of LSTMs to rec-

ognize non-local interactions, as the limit of focusing on local inter-

actions has seemingly been reached by the use of traditional neural

networks. Steady further improvement in all of the datasets tested

suggests the usefulness of LSTMs in other bioinformatics areas

where non-local interactions are important.

In this study, to greatly improve the speed of training this net-

work, we trained this network using a Graphics Processing Unit

(GPU) for accelerated training. The use of GPUs in training neural

networks has been shown to decrease the training time by a factor

of �20 (Oh and Jung, 2004). Training the network through 50

epochs took about 1 week on a single Quadro K5200 graphics card.

The testing phase of a neural network involves doing a forward pass

through the network, which is computationally trivial and can easily

be performed on a CPU. For example, a forward pass only takes

0.8 seconds for a protein with 110 residues and 6 seconds for a pro-

tein with 1194 residues. The most time-consuming portion is calcu-

lation of the PSSM by PSI-BLAST. It takes about 10 and 50 minutes/

iteration for those same two proteins, respectively, on a single CPU

of Intel Xeon E5-1650 v2 @3.50GHz. The computing cost of PSSM

is the main reason for slow calculation for profile-based methods.
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Fig. 3. The classification accuracy of the predictors per the size of the dis-

ordered regions for the Mobi11925 dataset.

Table 4. Prediction of protein binding sites from several predictors

Predictor Sw MCC Sens Spec

SPOT-disorder (dual) 0.407 0.309 0.52 0.89

SPOT-disorder (single)a 0.239 0.142 0.96 0.28

DISOPRED3b 0.105 0.126 0.15 0.96

MoRFpredb 0.112 0.104 0.19 0.92

MFSPSSMpredb 0.106 0.092 0.21 0.90

ANCHORb �0.175 �0.092 0.29 0.54

aResults obtained by considering disordered regions as binding sites and

using only one threshold.
bResults obtained from Jones and Cozzetto (2015).
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S.1 SL329 & SL290 Results

Table S1: Performance of various methods on SL329 and SL290 after excluding SL329
sequences with >1000 residues. Predictors are grouped based on their use of evolutionary
features.

Predictor SL329 (SL290)
AUC Sw MCC

Pr
ofi

le

SPOT-disordera 0.905 (0.899) 0.661 (0.648) 0.660 (0.643)
Dispredictb 0.908 (0.953) 0.754 (0.789) 0.774 (0.800)
SPINE-D 0.891 (0.879) 0.640 (0.614) 0.639 (0.610)
MFDp - (0.876) - (0.599) - (0.621)
MFDp2 - (0.872) - (0.577) - (0.608)
DISOPRED 0.872 (0.868) 0.590 (0.578) 0.605 (0.610)
MD 0.856 (0.841) 0.539 (0.511) 0.562 (0.530)
Dispro - (0.839) - (0.294) - (0.425)

Se
qu

en
ce

Espritz 0.839 (0.837) 0.209 (0.215) 0.351 (0.360)
PONDR-fit 0.843 (0.833) 0.512 (0.512) 0.545 (0.540)
IUP-long 0.839 (0.822) 0.515 (0.480) 0.554 (0.530)
IUP-short 0.829 (0.815) 0.442 (0.436) 0.504 (0.500)
DisEMBL 0.770 (0.760) 0.320 (0.307) 0.404 (0.390)
NORS 0.805 (0.777) 0.453 (0.408) 0.499 (0.460)
UCON 0.779 (0.750) 0.412 (0.361) 0.412 (0.360)
PONDR 0.755 (0.751) 0.376 (0.373) 0.384 (0.380)
PROFbval 0.705 (0.684) 0.296 (0.264) 0.296 (0.260)

a Results obtained using the threshold which maximised Sw in cross-validation training
in Table 1. The MCC value by SPOT-disorder is slightly different from that reported
in Table 1 because the threshold used here is based on Sw.

b Dispredict employed similar proteins to SL329 as the training set. The result is listed
here for convenience.
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Figure S1: Receiver Operating Characteristic curves by various methods as labeled for
the SL290 dataset.
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S.2 CASP9 Results
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Figure S3: The ROC graphs of the top ten CASP9 predictors and the proposed method
on the CASP9 dataset
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Table S2: Performance of various methods in the CASP9 competition, compared to
SPOT-disorder, along with best results in bold.

Predictor CASP9
# AUC Sw MCC Se Sp

SPOT-disorder 117 0.869 0.59 0.53 0.44 0.98
Multicom 114 0.855 0.38 0.41 0.42 0.96
prdos2 117 0.854 0.51 0.42 0.61 0.90
DisoPred3C 117 0.854 0.34 0.51 0.35 0.99
Spine-D 117 0.832 0.46 0.37 0.58 0.88
CBRC-Poodle 117 0.831 0.39 0.39 0.45 0.94
Multicom-refine 117 0.822 0.50 0.37 0.65 0.85
biomine-dr-pdb 117 0.820 0.48 0.38 0.60 0.88
McGuffin 117 0.819 0.37 0.33 0.46 0.91
biomine-dr-pdb-c 117 0.818 0.32 0.46 0.33 0.99
GSmetaDisorderMD 117 0.816 0.48 0.33 0.65 0.82
GSmetaserver 117 0.814 0.43 0.32 0.57 0.85
Distill-Punch1 106 0.800 0.45 0.36 0.57 0.88
IntFOLD-DR 117 0.797 0.37 0.31 0.48 0.89
GSmetaDisorder 117 0.795 0.39 0.31 0.51 0.88
Spine-DM 117 0.792 0.41 0.33 0.54 0.88
GSmetaDisorder3D 117 0.783 0.34 0.35 0.40 0.94
United3D 117 0.778 0.41 0.33 0.54 0.88
biomine-dr-mixed 117 0.771 0.37 0.29 0.50 0.87
biomine-dr-mixed-c 117 0.771 0.14 0.29 0.15 0.99
Spritz3 116 0.753 0.37 0.33 0.46 0.91
Mason 116 0.743 0.47 0.42 0.55 0.92
IsUnstruct 117 0.737 0.35 0.29 0.47 0.88
OnD-CRF 112 0.736 0.41 0.27 0.63 0.78
Owls 114 0.732 0.31 0.32 0.37 0.94
ULg-GIGA 115 0.720 0.18 0.31 0.19 0.99
OnD-CRF-pruned 117 0.710 0.32 0.22 0.53 0.80
Distill 117 0.694 0.31 0.21 0.50 0.81
MeDor 115 0.672 0.15 0.12 0.29 0.86
Lee 113 0.591 0.19 0.34 0.20 0.99
HIT-Dict 116 0.562 0.11 0.25 0.11 0.99
GeneSilicob 57 0.840 0.52 0.35 0.66 0.86
HEU-DisIPb 59 0.582 -0.06 -0.03 0.42 0.52

a Sw obtained using the threshold which maximised Sw in cross-validation
training in Table 1. MCC, Se, and Sp obtained using the threshold which
maximised MCC in cross-validation training in Table 1.

b These methods were excluded from the CASP9 rankings as they submit-
ted targets on less than half of the targets.
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S.3 CASP10 Results
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Figure S4: The ROC graphs of the top ten CASP10 predictors and the proposed method
on the CASP10 dataset
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Table S3: Performance of various methods in the CASP10 competition, compared to
SPOT-disorder, along with best results in bold.

Predictor CASP10
# AUC Sw MCC Se Sp

SPOT-disordera 94 0.903 0.63 0.55 0.47 0.99
PrDOS-CNF 94 0.907 0.42 0.53 0.44 0.99
DISOPRED3 94 0.897 0.40 0.53 0.40 0.99
biomine-dr-mixed 94 0.884 0.40 0.49 0.42 0.98
biomine-dr-pdb-c 94 0.882 0.37 0.48 0.39 0.99
metaprdos2 88 0.879 0.56 0.39 0.66 0.89
POODLE 94 0.875 0.56 0.41 0.65 0.91
MULTICOM 94 0.873 0.54 0.40 0.63 0.91
Yang 94 0.872 0.48 0.38 0.55 0.92
ZHOU-SPARKS-X 94 0.869 0.53 0.34 0.66 0.86
GSmetaDisorderMD 93 0.859 0.50 0.40 0.57 0.93
MULTICOM-novel 94 0.856 0.51 0.35 0.63 0.88
Espritz 94 0.849 0.48 0.32 0.61 0.87
Espritzv2 94 0.846 0.45 0.36 0.52 0.93
Multicom-refine 94 0.845 0.55 0.35 0.69 0.87
GSmetadisorderMD 87 0.843 0.45 0.34 0.54 0.91
biomine-dr-pdb 94 0.840 0.45 0.34 0.54 0.91
CSpritz 94 0.828 0.52 0.32 0.68 0.84
AIdisorder 83 0.826 0.44 0.35 0.52 0.92
OWL2 90 0.821 0.37 0.39 0.40 0.97
IntFOLD2 94 0.821 0.46 0.24 0.74 0.72
GSmetadisorder 94 0.808 0.46 0.30 0.59 0.87
OnD-CRF2 92 0.805 0.45 0.31 0.57 0.89
sDisPred 94 0.777 0.42 0.23 0.65 0.76
GSmetaserver 94 0.776 0.40 0.20 0.71 0.69
GSmetadisorder3D 90 0.753 0.14 0.17 0.18 0.97
SIbio 87 0.697 0.37 0.36 0.42 0.96
DisMeta 93 0.692 0.38 0.46 0.40 0.98
Algorithmic-code 94 0.566 0.20 0.12 0.37 0.82

a Sw obtained using the threshold which maximised Sw in cross-validation
training in Table 1. MCC, Se, and Sp obtained using the threshold which
maximised MCC in cross-validation training in Table 1.
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Abstract

Motivation: Accurate prediction of a protein contact map depends greatly on capturing as much

contextual information as possible from surrounding residues for a target residue pair. Recently,

ultra-deep residual convolutional networks were found to be state-of-the-art in the latest Critical

Assessment of Structure Prediction techniques (CASP12) for protein contact map prediction by

attempting to provide a protein-wide context at each residue pair. Recurrent neural networks have

seen great success in recent protein residue classification problems due to their ability to propa-

gate information through long protein sequences, especially Long Short-Term Memory (LSTM)

cells. Here, we propose a novel protein contact map prediction method by stacking residual convo-

lutional networks with two-dimensional residual bidirectional recurrent LSTM networks, and using

both one-dimensional sequence-based and two-dimensional evolutionary coupling-based

information.

Results: We show that the proposed method achieves a robust performance over validation and in-

dependent test sets with the Area Under the receiver operating characteristic Curve (AUC) > 0.95 in

all tests. When compared to several state-of-the-art methods for independent testing of 228 pro-

teins, the method yields an AUC value of 0.958, whereas the next-best method obtains an AUC of

0.909. More importantly, the improvement is over contacts at all sequence-position separations.

Specifically, a 8.95%, 5.65% and 2.84% increase in precision were observed for the top L=10 predic-

tions over the next best for short, medium and long-range contacts, respectively. This confirms the

usefulness of ResNets to congregate the short-range relations and 2D-BRLSTM to propagate the

long-range dependencies throughout the entire protein contact map ‘image’.

Availability and implementation: SPOT-Contact server url: http://sparks-lab.org/jack/server/SPOT-

Contact/.
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1 Introduction

Proteins are one of the most biologically important macromolecules

with a wide variety of functions. Because the functions of most pro-

teins rely on their uniquely-folded three-dimensional structures, deter-

mining protein structures is of great importance to understand

functional mechanisms. Due to the high cost and low efficiency of ex-

perimental techniques, ab initio prediction of protein structures by

computational methods have been actively pursued in the past

50years, but are still yet to be solved. To simplify the problem, break-

ing the structure-prediction problem into more feasible sub-problems

has been the forefront of bioinformatics studies for decades.

One such sub-problem is the prediction of residue-residue con-

tacts. By analyzing whether or not a residue pair in a protein se-

quence is in contact (i.e. close in 3D space), we are able to form a

protein contact map, which provides key structural restraints to-

wards the modeling of a protein’s three-dimensional structure. The

current methods for predicting protein contact maps can be sorted

into two distinct groups: Evolutionary Coupling Analysis (ECA) and

machine learning techniques.

ECA methods utilize Multiple Sequence Alignments (MSAs;

Göbel et al., 1994) to identify correlation in changing (co-evolving)

residue pairs, using the belief that residues in close proximity mutate

in sync with the evolutionary functional and structural requirements

of a protein. These methods have benefited from the explosion of

available protein sequences in the past decade, as these methods per-

form particularly well when a target protein sequence has a high num-

ber of homologues in a protein database (Ovchinnikov et al., 2017).

Popular ECA methods include: CCMPred (Seemayer et al., 2014),

FreeContact (Kaján et al., 2014), GREMLIN (Kamisetty et al., 2013),

PlmDCA (Ekeberg et al., 2013) and PSICOV (Jones et al., 2012).

While these methods are useful for predicting long-range contacts in

proteins with a high number of sequence homologues, their accuracy

is poor if the number of homologues is low (Wang and Xu, 2013).

The other, increasingly accurate methods are based on machine

learning techniques. These methods have seen success due to their

ability to learn underlying relationships present in sequence-based fea-

tures given a set of labelled data. They have been found especially ef-

fective when predicting on proteins with few homologues. Early

machine learning papers utilized Support Vector Machines (SVM;

Vapnik, 1998) due to their ability to model complex relationships des-

pite a lack of processing power and extensive data, such as SVMCon

(Cheng and Baldi, 2007), SVMSEQ (Wu and Zhang, 2008) and the

recently-released R2C (Yang et al., 2016). Other papers have found

success in exploiting the ever-increasing amount of available training

data by the application of Deep artificial Neural Networks (DNN’s;

Rumelhart et al., 1985) in various forms, such as two-dimensional

(2D) Recursive NNs (Rec-NN’s; Baldi and Pollastri, 2003) and Deep

Belief Network’s (Hinton et al., 2006). Such predictors include

Betacon (Cheng and Baldi, 2005), CMAPPro (Di Lena et al., 2012),

DeepConPred (Xiong et al., 2017) and NNCon (Tegge et al., 2009).

Complementary methods can be combined in the form of metapre-

dictors, where a single network combines the outputs of several other

classifiers. Examples of this architecture are MetaPSICOV (Jones et al.,

2015) and NeBCON (He et al., 2017). MetaPSICOV received the best

prediction results in a recent review by Wuyun et al. (2016).

The recently-released RaptorX-Contact (Wang et al., 2017) and

DNCON2 (Adhikari et al., 2017) predictors are the first approaches

to attempt the incorporation of the entire protein ‘image’ as context

for prediction. The architecture utilized in these models are

Convolutional NN’s (CNN; LeCun et al., 1989), with RaptorX-

Contact utilizing a Residual CNN, or ResNet (He et al., 2016a).

ResNets achieve identity mappings between several layers by

employing shortcut connection between the output of a previous

layer and the current output. This allows these models to have ultra-

deep architectures due to their ease of propagating the error gradient

through many layers, and have been shown to benefit from having

over 100 convolutional layers. RaptorX-Contact is currently the

state-of-the-art predictor for the latest Critical Assessment of

Structure in Proteins (CASP) round, demonstrating that access to the

entire protein as context is greatly beneficial to learning contact

maps (Schaarschmidt et al., 2018; Wang et al., 2018). It also is one

of the techniques to benefit from combining sequence-derived fea-

tures with the information from evolution coupling (Betancourt and

Thirumalai, 1999; Miyazawa and Jernigan, 1985). DNCON2, on

the other hand, can be split into two sections. The first uses a set of

intermediate CNNs to predict contact maps at several distances

(from 6–10 Å). It then combines these separate predictions in a sec-

ondary CNN to provide the final contact map at 8 Å.

The neural network architecture utilized in this paper was

inspired by RaptorX-Contact and the Multi-Dimensional Recurrent

Neural Network (MD-RNN) in Graves et al. (2007), in which

stacked 2D RNNs were proven able to progress information

throughout entire 2D images. The advantages here were that the

model was able to generalize along all input spatio-temporal dimen-

sions, making the model robust to distortions in any mixture of the

input dimensions, with the architecture performing particularly well

on warped data in comparison to CNNs. The MD-RNN was simpli-

fied in ReNets (not to be confused with ResNets), where the x and y

dimensions’ forward and backward RNNs were separated between

consecutive layers (Visin et al., 2015). Min et al. (2017) described

the MD-RNN as an emerging architecture in bioinformatics in a re-

cent review.

In combination with RNNs, Long Short-Term Memory (LSTM)

cells (Hochreiter and Schmidhuber, 1997) are commonly used to

model long-range context which is vital to modeling complex rela-

tionships between non-local datapoints. Bidirectional LSTM net-

works (Schuster and Paliwal, 1997) have already seen success in

bioinformatics applications, where their effective propagation of

deep residue structural interdependencies have provided state-of-

the-art results in protein secondary structure prediction (Heffernan

et al., 2017) and protein disorder prediction (Hanson et al., 2017),

the latter of which demonstrating that LSTM cells are able to accur-

ately predict sparse data, an aspect shared between protein disorder

and contact map prediction.

In this paper, we aim to capture these deep, underlying relation-

ships between non-local residue pairs in both spatial dimensions for

protein contact map prediction by the use of an ultra-deep hybrid

network, consisting of a ResNet coupled with 2D Bidirectional-

ResLSTMs (2D-BRLSTM). Using this technique, the proposed

method, called SPOT-Contact (Sequence-based Prediction Online

Tools for Contact map prediction), is able to capture contextual in-

formation from the whole protein ‘image’ at each layer. SPOT-

contact has been found to be highly accurate for predicting contacts

at all sequence-position separations, significantly outperforming all

methods compared.

2 The machine learning approach

2.1 Ensemble of two-dimensional bidirectional

recurrent neural networks and ResNets
Our approach to the problem is built up of an ensemble of models,

all based on slight variations of the network architecture shown in
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Figure 1. The base model can be broken down into four separate

segments: input preparation, ResNet, 2D-BRLSTM and Fully-

Connected (FC).

The data preparation segment involves the transformation of our

sequence-based one-dimensional features into a two-dimensional

representation. This is achieved through the outer concatenation

function, as described in Wang et al. (2017). However, rather than

concatenating the features of residues i; j and iþj
2 at position (i, j),

we omit the concatenation of the midpoint residue. The product of

the concatenation stage is then depth concatenated (i.e. concaten-

ated along the feature axis) with the two-dimensional features.

The ResNets used in our model utilize the pre-activation order of

operations as proposed in He et al. (2016b). As such, an initial con-

volutional layer was placed before the first residual block. The re-

sidual block architecture is shown in the ResNet Block section of

Figure 1. The output of the entire ResNet was also activated and

normalized prior to the 2D-BRLSTM section. The size of the convo-

lutions alternated between a kernel size of 3 x 3 and 5 x 5, both

with 60 filters and had a Exponential Linear Unit (ELU) activation

(Clevert et al., 2015). ELU activations have been seen to be more ef-

fective than the standard ReLU activation function in learning for

ResNets (Shah et al., 2016).

The 2D-RNNs used in this model differ to Graves et al. (2007)

by the fact that each of the four directions’ RNNs in each layer is

completely independent of all of the other directions’ due to limita-

tions in the coding environment, as is similar to Visin et al. (2015).

Although each directions’ outputs are calculated separately, they are

concatenated at the output of each layer to provide information

from the entire 2D image plane to the next layer. However, He et al.

(2016a) discussed that the identity mapping function is less effective

at error propagation when the residual connection is connected over

only a single layer’s activation. Therefore, we add a bottleneck layer

before the LSTM layers to increase the depth of the residual connec-

tion. This also has the added benefit of reducing the parameter count

of the model. The bottleneck and LSTM layers form our BRLSTM

blocks (Kim et al., 2017) as shown in Figure 1. This bottleneck

connection is established by a 1�1 convolution with an ELU

activation.

The default 2D-BRLSTM layer’s LSTM cells consist of 200 one-

cell memory blocks, culminating in 800 inputs at the succeeding

layer. The FC layers consist of 400 nodes plus a bias node with an

ELU activation, except at the output layer which has a single output

neuron and a sigmoid activation to convert the output into a likeli-

hood of a residue pair being in contact. The network layout from

Figure 1 is only changed when omitting the bottleneck layer, and

when the 2D-BRLSTM is placed first in the network (see the model

variants listed in Supplementary Table S1). All of the parameters dis-

cussed above were chosen after thorough experimentation, during

which this architecture was found to obtain consistently high

accuracies through short, medium and long distance contacts on a

validation set, yet fitting into the strict computational memory con-

straints of a 2D-BRLSTM.

Each model was trained with the ADAM optimization algorithm

(Kingma and Ba, 2014), which has been shown to converge more

quickly than the traditionally-used Stochastic Gradient Descent with

the additional benefit of having standard hyperparameters which re-

quire little to no tuning. Regularization was applied to the network

through the use of layer normalization (Lei Ba et al., 2016) at each

normalization block in Figure 1, and a 50% dropout rate at the out-

put of the FC layer during training (Srivastava et al., 2014).

Using an ensemble predictor allowed us to minimize the effects

of generalizations on the data. Because the tuned weights of a neural

network learn slightly different representations of the data (due to

various weight initializations and training data feeding), these lead

to various errors at the output which are dependent on the general-

izations made. Assuming that the correct outputs should be more

common between the individual predictors, the collective decision

between all of the predictors should be less likely to contain the

errors pertaining to an individual predictor’s generalization (Hansen

and Salamon, 1990). All six models (base network, base without

bottleneck, base without FC, 2D-BRLSTM prior to ResNet in the

base model and the 2D-BRLSTM only model) used in SPOT-

Contact are shown along with their network parameters in

Supplementary Table S1. The results of SPOT-Contact are provided

by the mean of all six networks’ outputs. An ensemble of models

was also utilized in RaptorX-Contact.

Training of the model was executed in the framework of

Google’s Tensorflow library (v1.4; Abadi et al., 2016), enabling us

to accelerate the training of the model by training the model on an

Nvidia GTX TITAN X Graphics Processing Unit (GPU). Oh and

Jung (2004) showed that the use of a GPU in neural network train-

ing can speed up the total training time by up to a factor �20. Total

training time was mostly influenced by the depth of the 2D-

BRLSTM layers, with each network taking roughly 50 h for 15

epochs over our whole training set. The size of the 2D-BRLSTM

layers dictated the memory consumption during training. Thus, the

model hyperparameters, such as LSTM cell size, were chosen as a

compromise between the training time, memory usage and perform-

ance of the model. Deeper and larger architectures were tested by

spreading the model over multiple GPU’s, but this was not found to

improve performance significantly.

2.2 Input features
The inputs to our model included both one-dimensional (i.e. along

the primary sequence) and two-dimensional features (i.e. pairwise,

or per residue pair). One-dimensional features consisted of the

Position-Specific Scoring Matrix (PSSM) profile, the HMM profile

from HHblits (Remmert et al., 2012) and several predicted struc-

tural probabilities from SPIDER3 (Heffernan et al., 2017). The

PSSM profile was generated by three iterations of PSI-BLAST

(Altschul et al., 1997) against the UniRef90 sequence database

updated in April 2018. The HMM profile was generated by hhblits

Fig. 1. The network layout of the SPOT-Contact. The ResNet (Residual

Convolutional Neural Network) and 2D-BRLSTM (2-Dimensional Bidirectional

Residual LSTM Network) functions are provided in boxes ‘A’ and ‘B’, respect-

ively. NRC, NRL, and NFC are the depth of the CNN filters in the ResNet block,

four times the depth of the LSTM layers in the 2D-BRLSTM block and the

depth of the FC layer, respectively, and L is the length of the input protein.

Depth concatenation means concatenation along the last dimension
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v3.0.3 with default parameters by searching the UniClust30 profile

HMM database updated in October 2017 (Mirdita et al., 2016).

The predicted values obtained from SPIDER3 were: 1 relative

solvent-Accessible Surface Area, 2 Half-Sphere Exposures based

on the Ca atom, the 8 sine/cosines of the backbone torsion

angles (theta, tau, phi and psi) and the three probabilities of the

predicted secondary structure. Finally, we also employed a set of

seven physicochemical properties provided by Meiler et al. (2001).

This gives a total of 71 1D features for the initial section of the

network.

The 2D features consist of the output from CMMPred (Seemayer

et al., 2014), and 2 outputs (mutual and direct-coupling informa-

tion) from DCA (Morcos et al., 2011), resulting in three pairwise

features for concatenation with the output of the first section of the

network. The data was standardized to have zero mean and unit

variance (according to the training data) before being input into the

network.

2.3 Datasets
We downloaded 30% non-redundant sequences with resolution

<2.5 Å and R-factor < 1.0 from the cullpdb website, which con-

tained 14 541 chains on February 2017. After removing obsolete

sequences, sequences containing less than 30 residues and proteins

greater than 25% sequence similarity according to BlastClust

(Altschul et al., 1997), we kept 12 450 chains. In order for a good

comparison with other methods, we have kept all 1250 chains

deposited after June 2015 as our independent test set (Test) and the

remaining 11 200 as training set. We produced a difficult (‘hard’)

subset of Test (Test-Hard), by removing any proteins in Test that

have a PSI-Blast E-value of 0.1 or less to any proteins in the training

set (i.e. further removing any proteins with potential homologous

relations to the training set). This ‘hard’ dataset contains 280

chains.

Due to limitations of the coding environment imposed by the

large memory usage by the 2D-BRLSTM model, training and testing

input proteins are limited to proteins of length � 300 and � 700 res-

idues, respectively. While this restriction excludes many proteins, it

still incorporates upwards of 90% of single domain sequences for

testing with our model (Islam et al., 1995). This restriction left us

with 7557 training proteins, and a validation, Test and Test-Hard

sets of 983, 1213 and 277 proteins, respectively. We also obtained

22 template-free modeling (TFM) CASP12 targets as an additional

test set. Their sequence similarity to our training set is also <25%

according to BlastClust. All of these datasets can be obtained from

www.sparks-lab.org.

To gauge the performance increase by training on new sequence

profiles, we also trained an exact replica of SPOT-Contact using the

UniRef and UniProt datasets from March 2017 and February 2016,

respectively. This model, named SPOT-Contact-2016 will serve as a

baseline to compare the other predictors to, to illustrate that the per-

formance improvement reported here is not solely caused by a sim-

ple update of sequence libraries.

2.4 Performance evaluation
Protein residues in these experiments are considered to be in contact

when the inter-residue distance between the two Cb atoms is

� 8.0 Å, following the standard CASP definition (Ezkurdia et al.,

2009). For a protein of length L, we first separate it into short

(12 > ji� jj � 6), medium (24 > ji� jj � 12) and long (ji� jj � 24)

sequence-position-separated residues. From these groups, we take

the top L/k highest-ranked predictions (where k 2 f10; 5; 2;1g)
from the predicted contact map and calculate the precision, recall

and F1 scores of these values, where:

Prec ¼ 1

N

XN

n¼0

True Positivesn

True Positivesn þ False Positivesn
; (1)

Recall ¼ 1

N

XN

n¼0

True Positivesn

True Positivesn þ False Negativesn

; (2)

and

F1 ¼ 2 � Prec � Recall

Prec þ Recall
; (3)

where N is the number of proteins in the test set.

These three metrics are chosen for consistency with the metrics

used in the CASP12 rankings. However, these CASP metrics pro-

vide an evaluation on the positive predictions of a predictor, but

do not provide any information on the predictions not in the top

L/k predictions, especially those negative predictions. Thus, they

are biased towards predictors which weight positive predictions.

It should be noted that SPOT-Contact was not trained with a scal-

ing factor for the positive samples. To analyze all the predictions

from our model, we utilize the Area Under the receiver operating

characteristic Curve (AUC) metric as an overall performance

evaluator. This metric provides the probability that the predictor

will rank a random positive sample higher than a random negative

sample (Fawcett, 2006). We can compare the AUC scores of other

predictors with respect to SPOT-Contact using a P-value, which

indicates the statistical significance of the difference between the

two predictors’ results (Hanley and McNeil, 1982). The smaller

the P-value is, the more significant the difference between the two

predictors. The AUC values for short-, medium- and long-range

contacts were also obtained separately to examine the improve-

ments in more detail.

The latest CASP publication (Schaarschmidt et al., 2018) noted

that the area under the Precision-Recall (PR) curve provides a bal-

anced metric. Thus we also analyze the AUC of the PR curve, to ana-

lyze the positive predictions of the predictor.

2.5 Method comparison
In order to gauge the performance of SPOT-Contact on our independ-

ent test sets, we chose several other readily-available, recently-

developed contact-map predictors. The standalone versions of

MetaPSICOV (Download: http://bioinfadmin.cs.ucl.ac.uk/downloads/

MetaPSICOV/), Gremlin (Download: http://gremlin.bakerlab.org),

SVMCon (Download: http://scratch.proteomics.ics.uci.edu), SVMSeq

(Download: http://zhanglab.ccmb.med.umich.edu/SVMSEQ), Deep

ConPred and DeepRCon (obtained from Xiong et al., 2017) and

PlmDCA (Download: https://github.com/pagnani/PlmDCA) were

used in these experiments. The standalone version of MetaPSICOV

also provided the results of EVFold, PSICOV and CCMPred. We also

submitted jobs to the online servers of DNCON2 (server URL: http://

sysbio.rnet.missouri.edu/dncon2/), RaptorX-Contact (Server URL:

http://raptorx.uchicago.edu/ContactMap/), R2C (Server URL: http://

www.csbio.sjtu.edu.cn/bioinf/R2C/), NeBcon (Server: https://zhan

glab.ccmb.med.umich.edu) and CMapPro (Server URL: http://scratch.

proteomics.ics.uci.edu/). Other predictors were considered, but were

ultimately far too time-consuming to do large-scale predictions or

were unavailable (Li et al., 2016).
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3 Results

The results of SPOT-Contact on each of the validation and independ-

ent testing datasets are shown in Supplementary Table S2 for AUC

and the mean precision of the results when separated into both se-

quence separation cutoffs (short, medium and long), and top-ranking

prediction cutoffs (L=10, L=5, L=2 and L). The F1 results are pro-

vided in Supplementary Table S3. Here, we did not perform multi-

fold cross-validation in training because of the time-consuming nature

of every training run. Nevertheless, the comparable performance in

AUC (0.976 versus 0.973) for the validation and the independent Test

set indicate the robustness of the ensemble predictor. Similar preci-

sions are observed regardless of whether it is a short, medium, or

long-range contact (88%, 88% and 92% for top L=10 predictions for

short, medium and long-range contacts in the test set, respectively).

The predictions of SPOT-Contact on the harder subset (Test-Hard)

obtained somewhat lower AUC, precisions and F1 scores. This was

expected, as more proteins in this subset have fewer homologous

sequences and thus are harder to predict. The average number of ef-

fective homologous sequences from HHblits is 7.93 for the Test set

but only 6.19 for the Test-Hard set.

3.1 Ensemble model analysis
To illustrate the contribution of each individual predictor, the individ-

ual and cumulative precision values for the Test-Hard are shown in

Supplementary Tables S4 and S5, respectively. Because it is not pos-

sible to directly compare the ResNets used in RaptorX-Contact, we

trained a pure ResNet model to compare to other ensemble compo-

nent models. As the results in Supplementary Table S4 show, while

the ResNet model is somewhat effective at short-range prediction, it

lacks the long-range modeling capabilities to predict the long-range

contacts as effectively as the pure 2D-BRLSTM model. However,

ResNets and 2D-BRLSTMs can be enhanced by combining the two in

hybrid models, showing the benefits of using the ResNets to congre-

gate the short-term relationships and then using the 2D-BRLSTM to

propagate this information throughout the protein image.

Supplementary Table S5 shows how much of a boost to performance

each network adds to the original base network, culminating in an in-

crease in the long-range predictions’ precisions by 5.31, 4.79, 5.24 and

4.54% for Test-Hard at the cutoffs of top L=10, L=5, L=2, L prediction,

respectively. While further gains could be obtained from adding more

models, the cumulative performance gains become incrementally smaller

as the number of networks in the ensemble increases, indicating that it

would not be worthwhile to increase the number of networks further.

3.2 Feature importance
It is of interest to see the effect of the individual feature groups on the

prediction accuracy. Much research has been conducted regarding the

effectiveness of evolutionary profiles, sequence structure and physico-

chemical properties on protein structure prediction (Hanson et al.,

2017), but such insight does not exist for the 2D features in protein

contact map prediction. Thus, we have trained our baseline model

without our 2D feature groups (the evolutionary coupling features

and CCMpred output) sequentially to see the effect of the 2D features

on our predictions. As is shown in Supplementary Table S6, 2D fea-

tures from CCMpred and DCA led to significant improvement over

the model based on 1D feature only. The improvement is significant

in all short, medium and long-range contact pairs. For example, the

improvement for top L/10 prediction is 3.7%, 6.5% and 10.3% for

short, medium and long-range contacts, respectively. Similar level of

improvement in F1 measure is also observed in Supplementary Table

S7. The overall improvement in AUC is 3.3% from 0.908 to 0.941.

3.3 Comparison to the 17 other methods
The performance of the 17 other predictors on a subset of

Test-Hard can be found in Supplementary Table S8 through

Supplementary Table S11. The corresponding Receiver-Operating

Characteristic (ROC) and PR curves are shown in Figures 2 and 3.

Mean precisions given by different methods for short, medium and

long-range contacts are also shown in Figure 4. Predictors such as

CMapPro and PSICOV have maximum length or a minimum num-

ber of sequence homologues requirements, which trimmed the size

of our dataset from 277 to 228. SPOT-contact significantly outper-

forms all compared models over all performance evaluations on this

dataset. For example, as shown in Supplementary Table S10, the

largest AUC is 0.958 given by SPOT-contact, followed by SPOT-

Contact-2016 (0.950), RaptorX-Contact (0.909) and DNCON2

(0.886). The AUC values for all other methods are less than 0.84. A

two-tailed P-value of < 10–6 is obtained when comparing SPOT-

contact’s AUC value against all external predictors. This improve-

ment is not dependent on the length cutoff, as Supplementary Table

S10 shows that the increase of AUC for SPOT-Contact is present

over all residue-separation cutoffs. For example, the AUC values for

short-, medium- and long-range contacts are 0.935, 0.949 and

0.888 by RaptorX-Contact, respectively, compared to 0.960, 0.965

and 0.951 by SPOT-Contact, respectively.

We also compare the PR curves of each predictor, and calculate

the AUC of these curves in Supplementary Table S11. SPOT-

Contact obtains the highest AUC, even when segmented by residue
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separation. SPOT-Contact increases on RaptorX-Contact’s overall

PR AUC by 0.1 from 0.554 to 0.658, 0.076 from 0.584 to 0.660

and 0.07 from 0.457 to 0.527 for the short-, medium- and long-

range contacts, respectively.

Most significantly, SPOT-contact increases the already-

outstanding long-range contact precision scores of RaptorX-contact

(e.g. from 51.1 to 55.6 in top L long-range prediction), further

increasing the gap between modern machine learning techniques

and ECA methods. This is independent of sequence profile database

selection, as SPOT-Contact-2016 also improved on RaptorX-

Contact in each analyzed metric.

In particular, SPOT-contact is the only method to achieve more

than 80% precision for short, medium and long-distance contacts

for top L/10 predictions. This happened without specific training for

precision. It can be noticed that the ECA-based predictors perform

poorly on this dataset, due many proteins in this dataset not having

a large number of sequence neighbors in the existing sequence li-

brary. SPOT-contact receives slightly higher evaluation metrics on

this subset of 228 proteins in Test-Hard than the results in

Supplementary Table S2 because the maximum length and min-

imum number of sequence homologue restrictions placed by other

predictors makes this subset easier to predict than the full 277-

protein Test-Hard dataset. This is confirmed by a similar decrease in

the evaluation metrics from RaptorX-Contact; for instance the

mean precision of the top L long-range residue pairs decreases from

51.09% in the subset to 49.31% in the full set.

To confirm the dependence of method-performance on the num-

ber of homologous sequences, we present the mean precision values

of the top L/5-ranked predictions as a function of the maximum

cumulative Neff values (the number of effective homologous sequen-

ces, ranging from 1 to 20) from HHblits, in Supplementary

Figure S1. All methods had their lowest performance for lower Neff

sequences. SPOT-Contact improves over RaptorX-Contact at all

Neff values, with the largest improvement for low-medium range

Neff sequences. We further analyze the results in accordance with

the number of contacts a residue has from the reduced Test-Hard.

We bin each residue in our database depending on the number of

contacts it has, and calculate the mean precision of the top L/5 long-

range precisions. As shown in Supplementary Figure S2, residues

with fewer contacts (surface contacts) are much harder to discrimin-

ate from their non-contacts, with each additional contact bringing

an almost linear increase in performance to all predictors. SPOT-

Contact and RaptorX-Contact show a distinct advantage over all

other methods, with our method maintaining an increase in per-

formance over RaptorX-Contact for all contact numbers.

We further examined the dependence of prediction precision on

protein secondary structure. Supplementary Table S12 compares the

performance of the four top-performing methods (metaPSICOV,

RaptorX-Contact, SPOT-Contact-2016 and SPOT-Contact) for resi-

dues with different secondary structure elements on the full set of

Test-Hard. The contacts between sheet residues have the highest

precision for all three methods. Using the updated sequence profiles,

SPOT-Contact increases on SPOT-Contact-2016 over all secondary

structure pairs for all length cutoffs. SPOT-Contact also increases

upon the performance of RaptorX-Contact, which attained similar

performance for some residue pairs with SPOT-Contact-2016.

3.4 CASP results
For completeness, we compared SPOT-Contact the other predictors

in Supplementary Table S13 for the available TFM CASP targets (22

proteins only). At the time of testing, several servers were not avail-

able and others are unable to predict the full 22-protein set. Only

the remaining servers were provided in Supplementary Table S13.

SPOT-Contact achieves the highest AUC of both the ROC and PR

curves (0.906 compared to the next highest 0.862, and 0.443 com-

pared to 0.369, respectively), and also achieves the highest mean

precision values across all length cutoffs and distance separations.

For example, the L/5 cutoff scores for RaptorX-Contact (the

CASP12 winner) and SPOT-Contact are 59.76% and 64.06%,

56.14% and 64.41% and 58.99% and 63.95% for the short-, me-

dium- and long-range contacts, respectively.

4 Conclusion

In this paper, we have developed a new predictor called SPOT-

Contact for protein contact maps. This method is built on the

previous success of residual CNN in contact map prediction by

RaptorX-Contact and the capability of capturing long-range inter-

actions by LSTM-RNN networks by inputting whole sequences. In

addition, the ensemble of six predictors with different combina-

tions of networks removes prediction noise and makes prediction

more generalizable. Using 228 recently-solved structures as an in-

dependent test set, SPOT-Contact is consistently more accurate in

contact prediction across contacts at different sequence separa-

tions (Fig. 4), across proteins with different number of effective

homologous sequences (Supplementary Fig. S1) and across residues

with different number of contacts (Supplementary Fig. S2). The

improvement in AUC is 5% over the next best technique RaptorX-

Contact, and is statistically significant (P<10–6). The result high-

lights the usefulness of coupling ResNets with two-dimensional

LSTM networks.
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Table S1: SPOT-contact ensemble architectures.

Model In ensemble Layer numbers Layer sizes
ResNet 2D-BRLSTM FC ResNet filters 2D-BRLSTM Cell 2D-BRLSTM Bottleneck FC

Base Network (see Fig. 1) 3 40 3 1 60 200 200 400
Base - No Bottleneck 3 40 3 1 60 200 - 400
Base - No FC 3 40 3 0 60 200 200 -
2D-BRLSTM prior to ResNet 3 30 3 1 60 180 180 400
Base - Wider ResNet 3 20 3 1 120 200 200 400
Pure 2D-BRLSTM 3 - 3 1 - 200 200 400
Pure ResNet 7 60 - 1 60 - - 400

Table S2: Mean precision values in validation and independent test sets by SPOT-Contact.

Dataset AUC Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

Validation 0.976 89.97 79.46 51.49 29.38 90.33 82.36 59.32 36.82 92.52 90.01 81.85 67.51
Test 0.973 87.75 76.72 49.24 28.37 87.99 79.50 57.07 35.75 91.57 88.62 79.98 65.50
Test-Hard 0.956 81.71 69.04 44.21 25.97 81.37 71.49 50.11 32.07 83.43 78.68 68.22 53.36

Table S3: Mean F1 values in validation and independent test sets by SPOT-Contact.

Dataset AUC Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

Validation 0.976 45.74 63.62 63.42 44.72 39.00 57.58 65.94 52.05 14.71 26.54 48.19 60.04
Test 0.973 45.57 62.40 61.24 43.40 38.94 56.31 63.70 50.60 14.77 26.21 46.76 57.81
Test-Hard 0.956 44.70 58.20 56.23 40.25 38.12 52.61 57.08 45.93 15.21 25.77 43.27 50.21

Table S4: Mean precision values of each individual predictor on the Test-Hard set

Predictor AUC Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

Base Network 0.941 78.11 66.05 42.46 25.43 77.26 68.25 47.80 30.79 78.12 73.89 62.98 48.82
Base - No Bottleneck 0.936 79.26 66.99 42.72 25.36 78.43 69.30 48.41 31.03 79.45 75.00 63.87 49.59
Base - No FC 0.934 77.97 66.08 42.38 25.31 76.86 67.54 47.57 30.68 78.28 74.02 62.77 48.61
ResLSTM prior to ResNet 0.938 79.21 66.34 42.78 25.39 76.94 67.34 46.88 30.37 77.30 72.47 61.96 47.79
Base - Wider ResNet 0.938 78.65 66.58 42.58 25.41 77.77 68.10 48.05 30.95 80.87 75.39 63.46 49.05
Pure ResLSTM 0.932 78.23 65.39 42.28 25.30 76.32 66.72 46.63 30.26 76.77 72.19 61.37 47.34
SPOT-Contact 0.956 81.71 69.04 44.21 25.97 81.37 71.49 50.11 32.07 83.43 78.68 68.22 53.36
Pure ResNet 0.917 77.89 65.50 41.89 25.08 76.10 67.04 46.66 30.11 74.71 70.13 58.99 44.99
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Table S5: Mean precisions of each additional predictor for the ensemble set on the Test-Hard set

Predictor Model ID Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

Base Network A 78.11 66.05 42.46 25.43 77.26 68.25 47.80 30.79 78.12 73.89 62.98 48.82
A + Base - No Bottleneck B 80.74 67.94 43.26 25.73 80.31 70.91 49.28 31.48 81.90 76.96 65.89 51.46
B + Base - No FC C 80.78 68.27 43.81 25.79 80.32 70.96 49.77 31.83 82.05 77.40 66.66 52.18
C + ResLSTM prior to ResNet D 81.47 68.63 43.99 25.91 80.48 71.22 49.86 31.90 82.51 78.14 67.40 52.72
D + Base - Wider ResNet E 81.61 69.02 44.15 25.95 81.44 71.52 50.17 32.10 82.96 78.58 67.90 53.23
E + Pure ResLSTM SPOT-Contact 81.71 69.04 44.21 25.97 81.37 71.49 50.11 32.07 83.43 78.68 68.22 53.36

Table S6: Predictor mean precisions when the 2D feature groups are sequentially added to the base network (see
Table S1).

Dataset AUC Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

No CCMPRED nor MI/DI 0.908 74.37 62.37 40.75 24.69 70.75 60.72 42.96 28.39 67.83 62.00 49.01 36.94
No CCMPRED 0.930 77.59 64.75 42.19 25.22 76.53 66.87 46.71 30.39 77.35 72.62 60.85 47.05
Base Network 0.941 78.11 66.05 42.46 25.43 77.26 68.25 47.80 30.79 78.12 73.89 62.98 48.82

Table S7: Predictor mean F1 when the 2D feature groups are sequentially added to the base network (see Table 1).

Dataset AUC Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

No CCMPRED nor MI/DI 0.908 39.96 52.17 51.89 38.30 31.34 43.37 48.72 40.76 11.72 19.32 30.57 34.82
No CCMPRED 0.930 42.09 54.46 53.70 39.13 35.28 48.73 53.27 43.58 13.50 23.04 38.34 44.32
Base Network 0.941 42.67 55.62 54.04 39.41 35.78 49.70 54.29 44.14 13.93 23.93 39.87 46.00
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Table S8: Comparison of several predictors’ mean precision values over the 228-protein subset of Test-Hard, omitting
proteins missing predictions from any predictor. Best results are highlighted in bold.

Dataset Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

EVFold 8.65 7.71 6.84 6.16 9.37 8.25 6.50 5.47 11.61 9.34 6.93 5.53
CCMPred 27.30 20.64 13.67 9.95 32.38 23.66 15.16 10.68 39.45 33.11 22.50 15.50
Gremlin 27.02 20.76 13.55 9.91 32.40 23.85 15.15 10.71 39.41 32.92 22.44 15.45
BetaCon 42.73 34.88 24.34 16.78 32.25 27.43 18.05 12.09 20.50 18.21 13.78 10.45
PSICOV 22.41 16.99 11.55 9.02 24.53 18.69 12.65 9.39 31.22 25.35 17.13 12.11
SVMCon 39.03 32.56 23.91 17.48 31.68 27.38 20.77 15.47 20.93 18.81 15.06 11.82
PlmDCA 25.83 19.92 13.15 9.90 30.97 23.01 14.82 10.44 38.21 31.60 21.93 15.00
SVMseq 48.31 41.39 29.09 19.33 37.41 32.29 24.01 17.90 22.75 20.21 16.95 13.98
DeepRCona - - - - - - - - 27.77 24.15 18.56 14.67
R2C 54.57 45.43 30.73 20.39 44.56 37.70 27.59 20.17 37.66 33.07 25.43 19.79
CMapPro 41.06 34.21 23.35 16.01 40.16 33.27 24.25 17.76 27.75 24.27 19.51 15.50
DeepConPreda - - - - - - - - 45.14 38.90 29.35 22.11
NeBcon 57.69 47.94 32.85 21.57 48.55 41.25 29.86 21.08 53.20 48.88 40.19 31.47
metaPSICOV 62.09 51.55 34.16 22.04 59.11 50.20 34.78 23.78 57.64 50.07 38.42 28.48
DNCON2 66.34 55.10 36.79 23.24 66.69 57.66 40.16 26.77 66.37 61.26 50.71 38.97
RaptorX-Contact 75.29 62.58 40.52 24.87 77.10 67.58 47.21 30.90 82.82 78.30 66.02 51.09
SPOT-Contact-2016 81.74 69.45 44.87 26.43 80.60 70.73 50.02 32.18 84.51 79.99 68.70 53.66
SPOT-Contact 84.24 71.49 45.51 26.65 82.75 73.60 51.64 32.90 85.66 81.66 70.71 55.63

a These models were trained only for long-distance contacts. Thus their precision values are only
calculated on long-range residues.

Table S9: Comparison of several predictors’ mean F1 values over the 228-protein subset of Test-Hard, omitting
proteins missing predictions from any predictor. Best results are highlighted in bold.

Dataset Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

EVFold 4.20 6.10 8.61 9.49 3.66 5.33 7.01 7.63 1.83 2.78 4.24 5.14
CCMPred 14.35 17.10 17.34 15.42 14.16 16.69 17.28 15.44 6.51 10.10 13.74 14.78
Gremlin 13.98 17.15 17.20 15.37 14.13 16.79 17.28 15.50 6.55 10.06 13.74 14.70
BetaCon 22.14 28.65 30.70 25.89 12.37 17.56 19.27 16.79 3.25 5.37 8.21 9.53
PSICOV 11.67 13.99 14.64 13.97 10.52 13.04 14.40 13.57 5.14 7.65 10.53 11.62
SVMCon 20.27 26.87 30.29 27.03 13.70 19.48 23.60 22.09 3.62 5.99 9.49 11.25
PlmDCA 13.60 16.58 16.75 15.34 13.43 16.24 16.95 15.13 6.33 9.70 13.60 14.45
SVMseq 25.34 34.27 36.73 29.87 16.02 22.81 27.28 25.67 3.89 6.31 11.24 13.80
DeepRCona - - - - - - - - 4.63 7.56 12.17 14.36
R2C 28.69 37.55 38.70 31.47 19.75 26.89 31.37 29.07 6.17 10.18 15.73 18.78
CMapPro 21.11 27.99 29.47 24.75 17.55 23.67 27.92 25.78 4.59 7.56 12.63 15.03
DeepConPreda - - - - - - - - 7.44 11.87 18.22 20.92
NeBcon 30.79 39.92 41.53 33.33 21.64 29.66 33.86 30.37 9.48 15.56 25.39 30.07
metaPSICOV 32.42 42.22 42.87 33.99 25.35 35.38 39.50 34.18 10.40 16.12 24.30 27.01
DNCON2 35.42 45.84 46.68 36.00 30.24 42.16 45.92 38.53 11.75 19.33 31.73 36.48
RaptorX-Contact 40.50 52.14 51.25 38.48 35.56 49.40 53.68 44.30 14.93 25.35 41.70 48.32
SPOT-Contact-2016 44.02 58.14 56.78 40.88 37.66 51.66 57.00 46.11 15.82 26.38 44.00 50.86
SPOT-Contact 45.81 60.07 57.62 41.21 38.85 54.03 58.77 47.14 15.53 26.90 45.23 52.71

a These models were trained only for long-distance contacts. Thus their F1 values are only
calculated on long-range residues.
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Table S10: AUC of several predictors’ ROC curves on the 228 protein subset of Test-Hard, omitting proteins missing
predictions from any predictor.

Overall Short Medium Long
EVFold 0.5419 0.5095 0.5114 0.5262
CCMPred 0.5895 0.5270 0.5439 0.5945
Gremlin 0.5928 0.5280 0.5461 0.5977
BetaCon 0.6022 0.7407 0.6237 0.5559
PSICOV 0.6296 0.5931 0.6144 0.6242
SVMCon 0.6424 0.7667 0.7031 0.5816
PlmDCA 0.6766 0.6074 0.6341 0.6694
SVMseq 0.6992 0.7276 0.7209 0.6653
DeepRCona 0.7271 - - 0.7271
R2C 0.7361 0.8152 0.7806 0.7095
CMapPro 0.7554 0.6895 0.8109 0.7465
DeepConPreda 0.7601 - - 0.7601
NeBcon 0.7988 0.8789 0.8424 0.8235
metaPSICOV 0.8344 0.8851 0.8790 0.8017
DNCON2 0.8856 0.9131 0.9151 0.8622
RaptorX-Contact 0.9094 0.9346 0.9491 0.8875
SPOT-Contact-2016 0.9497 0.9568 0.9607 0.9409
SPOT-Contact 0.9576 0.9600 0.9650 0.9513

a These models were trained only for long-distance contacts. Thus their AUC values are only
calculated on long-range residues.
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Table S11: AUC of several predictors’ Precision-Recall curves on the 228 protein subset of Test-Hard, omitting
proteins missing predictions from any predictor.

Overall Short Medium Long
EVFold 0.0023 0.0011 0.0008 0.0009
CCMPred 0.0381 0.0312 0.0334 0.0375
Gremlin 0.0383 0.0304 0.0330 0.0383
BetaCon 0.1033 0.2171 0.1541 0.0462
PSICOV 0.0458 0.0484 0.0525 0.0401
SVMCon 0.0987 0.1889 0.1325 0.0506
PlmDCA 0.0677 0.0618 0.0705 0.0627
SVMseq 0.1016 0.2562 0.1654 0.0506
DeepRCona 0.0582 - - 0.0582
R2C 0.0958 0.2861 0.1802 0.0436
CMapPro 0.1026 0.1716 0.1594 0.0612
DeepConPreda 0.1130 - - 0.1130
NeBcon 0.2086 0.3518 0.2553 0.2012
metaPSICOV 0.2509 0.3940 0.3510 0.1821
DNCON2 0.3682 0.4596 0.4531 0.3116
RaptorX-Contact 0.5005 0.5536 0.5841 0.4574
SPOT-Contact-2016 0.5505 0.6391 0.6345 0.4940
SPOT-Contact 0.5798 0.6578 0.6602 0.5270

a These models were trained only for long-distance contacts. Thus their AUC values are only
calculated on long-range residues.

Table S12: Mean precision values when analysing the residue-residue secondary structure content for length cutoff
of L/5.

Predictor Short Medium Long
HH HC HE CC CE EE HH HC HE CC CE EE HH HC HE CC CE EE

metaPSICOV 46.00 38.33 48.53 35.66 45.03 69.35 38.86 33.77 40.97 49.08 47.35 65.50 46.48 37.42 47.68 51.93 47.50 58.44
RaptorX-Contact 58.73 48.67 64.42 42.27 57.20 80.64 63.59 54.25 59.51 62.82 68.48 82.32 73.70 66.11 71.08 72.50 78.17 85.98
SPOT-Contact-2016 66.96 55.23 70.18 51.66 64.73 86.17 61.55 53.25 64.72 68.22 70.71 83.68 73.03 65.94 72.82 72.79 76.79 87.64
SPOT-Contact 70.01 57.20 71.25 57.27 68.33 86.68 64.61 59.99 66.91 68.73 76.15 85.35 76.77 68.39 75.60 77.21 79.16 88.07
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Table S13: Comparison of several predictors’ mean precision values over the 22-protein subset of the CASP12
dataset. Best results are highlighted in bold. Several predictors were missing prediction on proteins due to lack of
protein homology and have thus been omitted here.

Dataset AUC(ROC) AUC(PR) Short Medium Long
L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1 L/10 L/5 L/2 L/1

BetaCon 0.507 0.049 10.29 10.58 10.20 9.19 8.86 9.09 6.98 6.21 7.62 6.76 4.75 3.68
SVMCon 0.513 0.042 11.53 9.54 9.38 9.29 9.23 8.07 6.56 6.48 9.52 8.11 5.77 4.35
PlmDCA 0.676 0.065 26.83 21.69 13.92 10.05 26.32 20.56 13.83 9.85 29.93 26.98 18.79 13.65
SVMseq 0.676 0.099 39.92 35.27 24.52 17.80 39.77 28.50 19.84 15.06 29.14 24.40 18.30 13.89
DeepRCona 0.675 0.055 - - - - - - - - 29.32 24.00 17.69 13.40
R2C 0.690 0.059 43.50 37.09 27.72 19.32 40.20 32.83 22.73 16.66 32.61 28.11 22.79 18.19
CMapPro 0.517 0.017 10.97 9.59 8.59 7.48 6.17 5.80 5.57 6.03 7.51 7.51 5.72 4.47
DeepConPreda 0.715 0.076 - - - - - - - - 32.33 29.46 21.94 16.95
metaPSICOV 0.736 0.185 52.69 45.21 30.41 20.33 49.56 39.11 27.11 18.42 41.11 38.86 31.20 22.67
RaptorX-Contact 0.862 0.369 68.18 59.76 37.99 24.60 64.76 56.14 39.25 25.36 64.22 58.99 51.72 41.35
SPOT-Contact 0.906 0.443 71.77 64.06 41.50 25.29 73.55 64.41 45.49 27.63 68.46 63.95 54.32 44.45

a These models were trained only for long-distance contacts. Thus their AUC values are only
calculated on long-range residues.
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Abstract

Motivation: Sequence-based prediction of one dimensional structural properties of proteins has

been a long-standing subproblem of protein structure prediction. Recently, prediction accuracy has

been significantly improved due to the rapid expansion of protein sequence and structure libraries

and advances in deep learning techniques, such as residual convolutional networks (ResNets) and

Long-Short-Term Memory Cells in Bidirectional Recurrent Neural Networks (LSTM-BRNNs). Here

we leverage an ensemble of LSTM-BRNN and ResNet models, together with predicted residue-

residue contact maps, to continue the push towards the attainable limit of prediction for 3- and 8-

state secondary structure, backbone angles (h, s, / and w), half-sphere exposure, contact numbers

and solvent accessible surface area (ASA).

Results: The new method, named SPOT-1D, achieves similar, high performance on a large valid-

ation set and test set (�1000 proteins in each set), suggesting robust performance for unseen data.

For the large test set, it achieves 87% and 77% in 3- and 8-state secondary structure prediction and

0.82 and 0.86 in correlation coefficients between predicted and measured ASA and contact

numbers, respectively. Comparison to current state-of-the-art techniques reveals substantial im-

provement in secondary structure and backbone angle prediction. In particular, 44% of 40-residue

fragment structures constructed from predicted backbone Ca-based h and s angles are less than

6 Å root-mean-squared-distance from their native conformations, nearly 20% better than the next

best. The method is expected to be useful for advancing protein structure and function prediction.

Availability and implementation: SPOT-1D and its data is available at: http://sparks-lab.org/.

Contact: jack.hanson@griffithuni.edu.au or yaoqi.zhou@griffith.edu.au
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1 Introduction

Deriving a protein’s structure from its sequence alone remains an

unsolved problem since its inception over 50 years ago (Gibson and

Scheraga, 1967; Yang et al., 2018). The main challenge stems from

the exorbitantly large conformational space of a protein chain and

the lack of an accurate energy function to model the folding process

(Zhou et al., 2011). As a result, it is necessary to address simpler

problems in both the prediction of one-dimensional structural prop-

erties, such as backbone secondary structure and sidechain solvent

accessibility, and two-dimensional structural properties, such as

residue-residue contact maps.

Backbone secondary structure was first described by Pauling

et al. (1951) in their findings of helical and sheet hydrogen bonding

patterns in a protein backbone. This has been refined into either 3

or 8 local conformational states (Kabsch and Sander, 1983). The ac-

curacy of secondary structure prediction has risen from 70% (Rost

and Sander, 1993) to the latest 85% (Fang et al., 2018a), approach-

ing the theoretical upper bounds of effective prediction accuracy of

88–90% (Rost, 2001; Yang et al., 2018).

Recognizing secondary structure as a coarse-grained description

of protein backbone, more recent efforts have been shifted to the

prediction of continuously valued backbone torsion angles.

Backbone angles / and w are measurements of the residue-wise tor-

sion (Ramachandran et al., 1963), whereas angles h and s are spread

over 3 (dihedral about Cai�1-Cai-Caiþ1) and 4 (torsion about the

Cai-Caiþ1 bond) residues, respectively (Korkut and Hendrickson,

2009). These angles all form a complementary basis for local back-

bone structure, and have been predicted as both discrete states

(Kang et al., 1993) and continuous values (Faraggi et al., 2012;

Heffernan et al., 2015, 2017; Lyons et al., 2014; Xue et al., 2008).

In addition to local backbone structural properties, global three-

dimensional structures of proteins can be characterized by the resi-

due solvent accessibility. The distinction between buried and

exposed (i.e. low and high solvent accessibility, respectively) resi-

dues is important as active sites are typically located on the surface

of a protein. The solvent-Accessible Surface Area (ASA) is one such

descriptor which measures the exposure of a residue to solvent

(water) in its folded state. Another such metric is the Contact

Number (CN) of a residue in a protein, which is the count of

spatially close residues within a distance cutoff to a target residue.

The Half-Sphere Exposure (HSE) adds directionality to this meas-

urement by splitting the spherical distance cutoff into two halves

(Hamelryck, 2005). These descriptors have also been predicted into

discrete states and as continuous values (Heffernan et al., 2016; Lee

and Richards, 1971; Rost and Sander, 1994).

Recent predictors of these one-dimensional structural descriptors

have been dominated by the advances in deep learning. For example,

NetSurfP-2.0 used a large Long Short-Term Memory (LSTM)

(Hochreiter and Schmidhuber, 1997) network in a Bidirectional

Recurrent Neural Network (BRNN) (Schuster and Paliwal, 1997) to

predict for 3- and 8-state secondary structure, ASA and backbone

angles / and w (Klausen et al., 2018). MUFOLD-SS and MUFOLD-

Angle utilized variants of Inception networks (Szegedy et al., 2017)

to predict for 3- and 8-state secondary structure, and backbone

angles / and w, respectively (Fang et al., 2018a,b). Porter5

employed an ensemble of BRNN’s to predict 3- and 8-state second-

ary structure (Torrisi et al., 2018). PSRSM utilizes a large ensemble

of Support Vector Machines (SVM’s) (Vapnik, 1998) trained on

various training objectives using protein length-based partitioning

and random subspacing of their training data (Ma et al., 2018).

Deep conditional neural fields have been employed to predict for

3- and 8-state secondary structure in DeepCNF (Wang et al.,

2016a). RaptorX-Angle predicts real-valued / and w angles by com-

bining k-means clustering and deep residual convolutional neural

networks (ResNets) (Gao et al., 2018; He et al., 2016). Our own

work SPIDER3 utilized an iterative application of an LSTM-BRNN

to predict 3-state secondary structure, ASA, HSE and four backbone

torsion angles h, s, / and w (Heffernan et al., 2017, 2018). Current

improvement in method performance is due to larger databases of

protein sequences and structures and the enhanced ability of current

methods to capture non-local interactions between residues which

are structural but not sequential neighbors (Heffernan et al., 2017).

The latter was made possible by whole-sequence learning (without

using sliding windows) of LSTM-BRNN’s and ultra-deep ResNets.

All of the above new deep learning methods for predicting 1D

structural properties have relied on the separate application of either

vanilla or LSTM BRNN’s, Inception networks, or deep ResNets.

Different types of NN have different capability in capturing local

and/or nonlocal interactions. Indeed, we have shown that using an

ensemble of models based on LSTM-BRNN, ResNet and

Fully-Connected (FC) NN allows a significant improvement in the

prediction of residue-residue contact map (Hanson et al., 2018), and

proline and non-proline cis-isomers (Singh et al., 2018) by the inte-

grated learning of local and nonlocal interactions. Moreover, previ-

ous studies have shown the improvement in secondary structure

prediction resulting from the input of native contact maps (Ceroni

and Frasconi, 2004; Ceroni et al., 2005) and by the inference of a

contact map through beta sheet pairing (Chu et al., 2006).

Thus, given recent advancements in contact map prediction

through coupling correlated mutations and deep learning (Adhikari

et al., 2017; Hanson et al., 2018; Wang et al., 2017), it may be prof-

itable to employ an ensemble of different machine learning models

and utilize predicted contact maps as input for secondary structure

and solvent accessibility prediction. In this paper, the above idea

was utilized to develop a method called SPOT-1D by using 9 LSTM-

BRNN- and ResNet-based models for the prediction of multiple

one-dimensional structure properties (namely 3- and 8-state second-

ary structure, backbone torsion angles h, s, /, w and solvent accessi-

bility descriptors ASA, HSEa-up and -down and CN). We

demonstrate that the new method achieves significant improvement

in backbone structure in terms of secondary structures and torsion

angles and leads to near 20% improvement in three-dimensional

fragment-structure models constructed from predicted angles, in

addition to achieving high performance for the accuracy of predict-

ing contact numbers and ASA.

2 Materials and methods

2.1 Neural network
The model utilized in SPOT-1D follows the methodology employed

in our previous papers for contact map and cis-isomer prediction

(Hanson et al., 2018; Singh et al., 2018). In brief, we utilize an en-

semble of LSTM-BRNN and ResNet hybrid models to identify and

propagate short- and long-term dependencies throughout the se-

quence. The ensemble consists of nine models with varying hyper-

parameters which provides a set of diverse learning paths. A full

overview of the ensemble and the individual models is presented in

Supplementary Section S1.

2.2 Input features
Our input features consisted of two evolutionary profiles from three

iterations of PSI-BLAST (Altschul et al., 1997) with default

2 J.Hanson et al.



parameters and HHBlits (Remmert et al., 2012) with default param-

eters, respectively, physicochemical properties of each amino acid

and the predicted contact map information from SPOT-Contact

(Hanson et al., 2018). Each protein’s Position Specific Scoring

Matrix (PSSM) was generated by three iterations of PSI-BLAST

(Altschul et al., 1997) against the UniRef90 sequence database

updated in April 2018, generating 20 substitution probabilities per

sequence residue. The HMM profile was generated by HHblits

v3.0.3 with the Uniprot sequence profile database from October

2017 (Mirdita et al., 2017), and provides 20 residue substitution

values along with 10 transition frequency and the number of effect-

ive homologous sequences. Seven physicochemical properties of

each amino acid, such as Van der Waal’s volume and polarizability,

are obtained from Meiler et al. (2001). Thus, we have 57 base fea-

tures as the input to our base-feature model.

The full-feature model contains additional features obtained by

windowing the predicted contact information over the target resi-

due’s preceding and succeeding Wn pairwise contact predictions

obtained from SPOT-Contact (Hanson et al., 2018). When the win-

dow goes outside the contact map (i.e. 0 � i < Wn or

L�Wn � i < L), the value for the undefined positions is set to 0.

As SPOT-Contact only predicts contacts for residues that are greater

than or equal to 3 in sequence position separation (i.e. ji� jj � 3),

the feature size of the contact map is 2�Wn � 4 for each residue.

The windowed partition of the predicted contact map is shown in

Supplementary Figure S1.

Thus, the full-feature model contains an additional 2�Wn � 4

contact-map-based features. All features are standardized to have

zero mean and unit variance at the input of the model according to

the means and standard deviations of the training data. The window

size was tuned as a hyperparameter in each of the models trained

(Supplementary Table S1).

2.3 Outputs
For the classification model, we have eleven predicted outputs, pro-

viding independent prediction for both the 8-state and 3-state sec-

ondary structural elements. The 8-state labels and their one-letter

representation as defined by the Dictionary of Secondary Structure

of Proteins (DSSP) are: 310-helix G, a-helix H, p-helix I, b-bridge B,

b-strand E, high-curvature loop S, b-turn T and coil C (Kabsch and

Sander, 1983). This can be condensed to the 3-state labels of strand

E (8 state B and E), helix H (8 state G, H and I) and coil (everything

else). As shown in (Heffernan et al., 2018), predicting these confor-

mations independently provides superior accuracies than when SS3

is inferred from SS8.

The 12 regression outputs correspond to the ASA, HSEa-up and

-down, CN, sinðhÞ; cosðhÞ; sinðsÞ; cosðsÞ; sinð/Þ; cosð/Þ; sinðwÞ
and cosðwÞ. The ASA is predicted as relative ASA (rASA) so that the

prediction is not biased by larger nor smaller residues, and converted

to absolute ASA at the output. We define the distance cutoff for CN

and the HSEa metrics as 13 Å. h is defined as the angle between

three successive Ca atoms (Cai�1-Cai-Caiþ1) and s is defined as the

torsion angle about the Cai-Cai�1 bond. Both of the sin and cosine

of the backbone angles are predicted to account for angle periodicity

(Lyons et al., 2014). The predicted angle is recovered at the output

of the network by a ¼ tan�1 sinðaÞ
cosðaÞ

h i
. The DSSP software was used to

generate each protein’s SS3, SS8, ASA and / and w angles from their

PDB files. The remaining structural properties were generated with

an in-house program.

2.4 Datasets
The data used in these experiments is the same as our previous

works (Hanson et al., 2018; Singh et al., 2018). In summary, we

culled 12 450 proteins from the PISCES server (Wang and

Dunbrack, 2003) on Feb 2017 with the constraints of high reso-

lution (<2.5Å), an R-free <1 and a sequence identity cutoff of 25%

according to BlastClust (Altschul et al., 1997). 1250 proteins depos-

ited after June 2015 were separated into a test set, leaving 11200

proteins which were randomly divided into a train set (10 200 pro-

teins) and validation set (1000). As in SPOT-Contact we removed

the proteins over 700 residues in the above training, validation and

test sets for efficient calculations. This reduces our training, vali-

dation and independent test sets to 10 029, 983 and 1213 proteins,

respectively. We should emphasize that SPOT-Contact employed

the same validation and test sets but with a smaller training set of

7557 proteins, which is a subset of the 10 029 training proteins after

removing the proteins with >300 residues for efficient training of

SPOT-Contact. The same validation and test sets for SPOT-1D and

SPOT-Contact minimize the possibility of over training with SPOT-

Contact as input for SPOT-1D.

To facilitate a fair comparison to other methods, we further

obtained structures from the PDB released between 01/01/2018 and

07/16/2018 and solved with resolution < 2.5Å and R-free < 0.25 to

form a new independent test set. In order to minimize evaluation

bias associated with partially overlapping training data, we removed

proteins with >25% sequence identity to structures released prior to

2018. The dataset was also filtered to remove redundancy at a 25%

sequence identity cutoff. Finally, 13 proteins were removed with

length > 700 due to the limitations of some external predictors

(MUFOLD and PSRSM), leaving 250 high-quality, non-redundant

targets. For convenience, we denote two independent test sets as

TEST2016 (1213 proteins) and TEST2018 (250 proteins) as they

were deposited between June 2015 and Feb 2017 and between Jan

2018 and July 2018, respectively. For a measure of our predictor on

a harder set, we employ the TEST-HARD set from Hanson et al.

(2018), a subset of TEST2016 after removing proteins with a Blast

E-value of <0.1 against our Train set. In addition, we utilize 20

available Template-Free Modelling (TFM) proteins from CASP12

(Schaarschmidt et al., 2018) for independent testing of the available

methods (CASP12). This set has < 25% sequence similarity to our

training set.

2.5 Performance evaluation
We treat the outputs for the classification model as class probabil-

ities due to the outputs being squeezed into two independent prob-

ability distributions for 3- and 8-state prediction by the softmax

function. Thus, whichever node provides the highest probability in

each distribution is selected as the corresponding label for that class.

Hence, we can analyze the performance of the classification model

by its accuracy in designating the correct class label for both 3-state

(Q3) and 8-state (Q8) prediction. We also analyze the Segment

Overlap Value (SOV) for secondary structure predictions as pro-

posed by Zemla et al. (1999). We utilize the paired t-test to obtain a

significance value P for comparison of protein-wise accuracies.

The regression models are analyzed in two ways. The Pearson

Correlation Coefficient (CC) is used to analyze the regression mod-

el’s performance for HSEa-up and -down, ASA and CN, whereas

the Mean Absolute Error (MAE) is used for measuring the predicted

angle and true angle discrepancies. The angle error is taken as the

explementary of the error if the error is greater than 180� due to the

periodicity of angles.
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2.6 Method comparison
We compare against several secondary structure and solvent accessi-

bility prediction methods recently released in the literature. We

downloaded the standalone versions of MUFOLD-SS and

MUFOLD-Angle (available at http://dslsrv8.cs.missouri.edu/ cf797/

MUFoldAngle/and http://dslsrv8.cs.missouri.edu/ cf797/MUFoldSS,

respectively) (Fang et al., 2018a,b), RaptorX-Angles (available at

https://github.com/lacus2009/RaptorX-Angle) (Gao et al., 2018)

and SPIDER3 and SPIDER3-Single (available: http://sparks-lab.org/

yueyang/download/index.php) (Heffernan et al., 2017, 2018). We

utilized the online server for DeepCNF (Server URL: http://rap

torx2.uchicago.edu/StructurePropertyPred/predict/) (Wang et al.,

2016a), NetSurfP-2.0 (Server URL: http://www.cbs.dtu.dk/services/

NetSurfP-2.0/), PSRSM (Server URL: http://210.44.144.20: 82/pro

tein_PSRSM/default.aspx) (Ma et al., 2018) and Porter5 (Server

URL: http://distilldeep.ucd.ie/porter/) (Torrisi et al., 2018). For

brevity in the results, MUFOLD-SS and MUFOLD-Angle will both

be referred to as MUFOLD, and DeepCNF and RaptorX-Angle will

both be referred to as RaptorX.

3 Results

Table 1 shows the results for the validation (983 proteins) and

TEST2016 sets by the final ensemble model SPOT-1D. Similar per-

formance across both test and validation sets are observed for all ten

predicted variables, indicating the robustness of the model trained

for unseen data. For example, predicted 3-state secondary structures

have an overall accuracy of 87.5% for the validation set, 87.2% for

TEST2016 and 86% for TEST-HARD. The solvent accessibility pre-

diction achieved correlation coefficients of 0.823, 0.816 and 0.791

between predicted and actual ASA values for the validation,

TEST2016 and TEST-HARD sets, respectively. The backbone tor-

sion angle w has mean absolution errors of 22.5, 23.3 and 25.0

degrees for the validation, TEST2016 and TEST-HARD sets,

respectively.

As a comparison, we also listed the performance of our previous

method SPIDER 3 for TEST2016. Large improvement is observed

for all predicted structural properties. These include 2.5% increase

in the accuracy of three-state secondary structure prediction (4.1%

in SOV), 4% improvement in ASA correlation coefficients, and

11% reduction in w mean absolution errors. Improvement in angle

prediction is the largest as the MAE values for all four angles (h, s, /

and w) are reduced by 11–14%. Table 1 also shows the results of

SPOT-1D without input of predicted contact maps (SPOT-1D-base).

Inputting predicted 2D information leads to 0.5% increase in the ac-

curacy of three-state secondary structure prediction, 0.4% relative

improvement in ASA correlation coefficients, and 2% reduction in

w mean absolution errors. Thus, predicted 2D information provides

useful incremental improvement.

SPOT-1D improves over SPIDER3 and SPOT-1D-base for all 20

amino acid residues. Supplementary Figure S2 compares the accur-

acy of 3-state secondary structure prediction of these three methods.

SPOT-1D yields between 1.8 and 3.5% increase over SPIDER3 per

residue. The largest improvement is for Tryptophan residues (W).

Smaller but consistent improvement is observed between SPOT-1D

and SPOT-1D-base. The overall trend of the prediction performance

for each amino acid residue is the same for each method with a high

correlation of 0.97.

The improvement of SPOT-1D over SPIDER3 is the smallest for

fully exposed residues with the relative ASA (rASA) at about 100%.

As shown in Supplementary Figure S3, more than 2% improvement

of SPOT-1D over SPIDER3 is observed for rASA between 0 and

90%. Similarly, inputting predicted contact maps also makes the

largest impact for partially exposed residues (rASA�0.4). Fully

exposed residues are easier to predict as these residues involve most-

ly local interactions and are dominated by coil residues (6.1, 0.6,

93.3% are helix, sheet and coil, respectively). Moreover, the >90%

accuracy achieved by SPIDER3 at rASA�1 is certainly difficult to

improve on. Despite this, SPOT-1D manages to improve on

SPIDER3 at rASA�1 by nearly 1%.

It is of interest to know how much the above-described improve-

ment in prediction performance is due to the use of an ensemble.

Supplementary Table S2 compares the results of the single models

described in Supplementary Table S1 and that of the final consensus.

The use of an ensemble leads to 0.5 and 0.8% improvement in

3-state and 8-state secondary structure prediction, 2% relative im-

provement in correlation coefficient for ASA prediction, and 4%

relative improvement in MAE of w angle prediction. The only excep-

tion is a 1.5 and 0.3% reduction in term of segment overlaps (SOV3

and SOV8), respectively. The ensemble may have slightly disrupted

the segment-level consistency of a single model. Nevertheless, SOV3

was improved more than the three-state accuracy (4.1 versus 2.5%)

from SPIDER3 to SPOT-1D.

To gauge the robustness of our proposed model, we performed

10-fold Cross Validation (CV) on our training set using one of our

ensemble architectures (Model 0 in Supplementary Table S1).

Supplementary Table S3 compares the result of 10-fold CV (along-

side the means and standard deviations over the 10 folds) against

Model 0’s performance on the Validation set and on TEST2016.

Essentially the same performance on the validation set and 10-fold

CV as well as the low standard deviations over the 10-folds was

observed for all predicted properties in the training set, confirming

the robustness of the model trained.

Table 1. Performance of our proposed predictor (SPOT-1D) on the validation set alongside the performance of our previous LSTM-BRNN

method SPIDER3 and SPOT-1D-base (SPOT-1D without contact map) on TEST2016 and TEST-HARD

Dataset Model SS3 SOV3 SS8 SOV8 ASA HSEa-U HSEa-D CN h s / w

Validation SPOT-1D 87.54 80.81 77.60 75.58 0.8228 0.8225 0.7993 0.8631 6.78 24.54 16.27 22.53

TEST2016 SPIDER–3 84.66 75.62 – – 0.7873 0.7744 0.7436 – 7.72 29.24 17.88 26.66

SPOT-1D-base 86.67 79.52 76.03 73.88 0.8127 0.8139 0.7904 0.8532 7.02 26.16 16.52 23.67

SPOT-1D 87.16 79.73 77.10 74.98 0.8158 0.8164 0.7938 0.8571 6.89 25.38 16.27 23.26

TEST-HARD SPIDER–3 83.66 77.06 – – 0.7586 0.7494 0.7072 – 7.82 29.93 18.15 28.05

SPOT-1D-base 85.37 79.16 75.01 72.75 0.7864 0.7975 0.7642 0.8204 7.21 27.53 17.15 25.62

SPOT-1D 85.99 79.80 76.20 74.21 0.7908 0.8020 0.7674 0.8254 7.04 26.56 16.84 25.01

Note: All angle predictions (h, s, /, w) are measured in mean absolute error (MAE), 3-state (SS3, SOV3) and 8-state (SS8, SOV8) secondary structure predic-

tions are measured in % accuracy, and the solvent accessibility metrics are measured in correlation coefficient (CC).
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SPOT-1D is more accurate in part because SPOT-1D is trained

on the larger dataset (10 029 proteins) than SPIDER 3 (4590 pro-

teins). To assess the contribution of the larger training size without

the complication of iterative training in SPIDER 3, we compare the

first iteration of SPIDER-3 (SPIDER-3-Iter1) with an identical archi-

tecture trained with our larger dataset (SPIDER-3-Iter1-2018). The

results of these two methods are also compared to those of our sin-

gular Model 0 from SPOT-1D (SPOT-1D-0) for the TEST2016

dataset in in Supplementary Table S4. The large database size (the

difference between SPIDER3-Iter1-2018 and SPIDER3-Iter1) con-

tributed to about 1.6% improvement in three-state secondary struc-

ture prediction and 2.2 degree reduction in s. Our single model

alone is 1.3% more accurate than SPIDER3-Iter1-2018 and another

1.7 degree reduction in s, indicating that our improvement is more

than due to the enlargement of our training database. Although it-

erative learning could improve SPIDER3-Iter1-2018 by another 1%

(based on the performance difference between SPIDER3-Iter1 and

SPIDER3), it would be still lower than our final SPOT-1D by about

1% for three-state secondary structure prediction. Thus, SPOT-1D

without iterative learning improves the performance over SPIDER 3,

even after accounting for the difference in training databases.

Table 2 compares the performance of several recently developed

methods for 1D structural property prediction for new PDB struc-

tures in TEST2018. These methods include RaptorX (DeepCNF and

RaptorX-angle) for secondary structure and angle prediction,

PSRSM for secondary structure prediction, PORTER-5 for second-

ary structure prediction, MUFOLD for secondary and torsion angle

prediction, and NetSurfP-2.0 for secondary structure, ASA and

angle prediction. The second best performance method is NetSurfP-

2.0 which has a comparable performance in ASA with SPOT-1D,

but 0.8 and 0.4% lower accuracy in 3-state secondary structure pre-

diction and SOV, respectively (1.6 and 2.2% in 8-state prediction),

and more than 1 degree higher in mean absolute errors for both /

and w angle prediction. SPOT-1D’s improvement is significant,

obtaining P-values of <0.0022 against all external predictors for

SS3 prediction, and <3:7� 10�7 in SS8 prediction. Analyzing the

13 proteins of >700 residues originally excluded from TEST2018

leads to a reduction of performance for all methods applicable to

long proteins as shown in Supplementary Table S5. For example,

SPOT-1D performs 0.97% worse for SS3 prediction, 0.41 degrees

higher for / prediction, and 0.019 lower CC for ASA when analyz-

ing only large proteins in our set. However, as this set is only 13 pro-

teins, this is inconclusive as to the definite impact of long proteins

on prediction. For completeness, we also show the class-wise SS pre-

diction performance through a confusion matrix for 3- and 8-state

predictions in Supplementary Tables S6 and S7, respectively.

SPOT-1D is consistently the highest predictor for each element in

SS3 and SS8 prediction, except for sheet prediction which is slightly

lower than NetSurfP-2.0. The improvement over SPIDER3 is the

largest for sheet prediction (6.6% increase).

Statistically significant improvement of SPOT-1D over other

methods is evident when plotting the performance stratified by the

number of effective number of homologous sequences, Neff, calcu-

lated by HHblits (Remmert et al., 2012). Protein sequences with low

Neff have few diverse homologous sequences in the sequence li-

brary. Figure 1 and Supplementary Figures S4 and S5 compares

method performance for 3-state secondary structure, ASA and w

angle prediction, respectively. All methods show a nearly monotonic

decrease in performance for proteins with few sequence neighbors

(low Neff), confirming the importance of evolutionary information

in predicting one-dimensional structural properties (Hanson et al.,

2018; Heffernan et al., 2018; Singh et al., 2018; Wang et al.,

2016a). For example, the accuracy of 3-state secondary-structure

prediction by SPOT-1D drops from 86% at Neff ¼ 10 to 77% for

Neff ¼ 1. The overall performance of 86% by SPOT-1D for second-

ary structure prediction for TEST2018 indicates that the majority of

recently solved structures have many known homologous sequences.

Indeed, the average Neff for TEST2018 is 6.9. With a few excep-

tions noted below, SPOT-1D improves over other methods for every

Neff bin, indicating the statistical significance of the improvement.

One exception is the comparable performance of RaptorX

(DeepCNF), Porter-5 and SPOT-1D in secondary structure predic-

tion for sequences with few homologous sequences (Neff¼1).

Another exception is that the overall comparable accuracy in ASA

prediction by NetSurfP-2.0 and SPOT-1D.

Unlike multi-state secondary structure, one advantage of real-

value prediction of torsion angles is that they can be employed to

construct three-dimensional structural models for comparison with

the corresponding actual native structures. Here, we constructed

33214 fragment structures of 40-residue sequence windows in

TEST2018. Model structures were initialized by placing the first

three atoms in the X-Z plane. The chain was incrementally extended

using the predicted angles. Bond lengths and bond angles were fixed

to residue-independent ideal values for the //w-based model with x

angle fixed to 180 degrees. The Ca-based h/s model assumed a fixed

distance of 3.8Å between Ca positions. Discontinuous fragments

with incomplete solved structures were excluded from the analysis.

The structural difference between the model and its native structure

is measured by root-mean-squared distance (RMSD). A 6 Å RMSD

is considered as significant structural similarity (Reva et al., 1998).

As shown in Figure 2A, the fraction of fragment structures with

RMSD<6Å constructed by using predicted / and w angles is 36%

Table 2. Test performance of several recently developed predictors alongside SPOT-1D on the latest PDB structures (TEST2018)

Predictor SS3 SOV3 PSS3 SS8 SOV8 PSS8 ASA HSEa-U HSEa-D CN h s / w

SPIDER-3-Single 72.57 64.08 <1� 10�10 59.81 57.86 <1� 10�10 0.570 0.603 0.533 0.619 11.07 45.39 23.77 43.05

RaptorX 81.62 66.58 <1� 10�10 70.43 65.66 <1� 10�10 – – – – – – 21.01 35.95

PSRSM 81.94 74.22 <1� 10�10 – – – – – – – – – – –

SPIDER-3 83.84 73.89 <1� 10�10 – – – 0.768 0.764 0.716 – 7.73 29.62 18.38 28.10

PORTER-5 84.10 74.04 <1� 10�10 73.22 70.27 <9:89� 10�9 – – – – – – – –

MUFOLD 84.78 77.56 <2:73� 10�8 73.66 71.34 <2:15� 10�9 – – – – – – 17.78 27.24

NetSurfP-2.0 85.31 78.58 <2:20� 10�3 73.81 71.14 <3:64� 10�7 0.801 – – – – – 17.90 26.63

SPOT-1D-base 85.66 78.77 <1:08� 10�2 74.26 71.45 <1:33� 10�4 0.799 0.812 0.775 0.837 7.03 26.86 17.15 25.41

SPOT-1D 86.18 79.00 – 75.41 73.30 – 0.803 0.814 0.779 0.841 6.91 25.94 16.89 24.87

Note: All classification accuracies are presented in % accuracy, except for the significance metrics P, all angle predictions (h, s, /, w) are measured in mean

absolute error (MAE), and the solvent accessibility metrics are measured in correlation coefficient (CC).
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by SPOT-1D, compared to 24% by NetSurfP-2.0 and SPIDER3. If

fragment structures are constructed by the Ca-angle based h and s
predicted by SPOT-1D, the fraction of fragment structures with

RMSD<6Å further increases to 44%, meaning that close of half of

structures constructed have a reasonable structural similarity to their

native structures, and an 18% improvement over SPIDER3

(Fig. 2B). As illustrative examples, Figure 3 shows accurately con-

structed models in helix bundle (A), mixed helix and sheet (B) and

all-sheet fragments (C) with RMSD at 1.0Å, 4.3Å and 3.0Å, respect-

ively. Accurate description of coil regions reflects the usefulness of

angle prediction over secondary-structure prediction.

To further test our model, Supplementary Table S8 compares the

results of the CASP12 dataset by different models. The performance

for each predictor is considerably lower than that presented in

Table 2, largely because these proteins are specifically hard cases

which do not belong to folds present in any training data obtained

before CASP12. SPOT-1D continues to outperform all tested meth-

ods (except for a comparable ASA to NetSurfP-2.0), although this

performance improvement is not statistically significant largely due

to the small sample size of 20 proteins.

4 Discussion

We have developed a new method for predicting one-dimensional

structural properties of proteins based on an ensemble of different

types of neural networks (LSTM-BRNN, ResNet and FC-NN) with

predicted contact maps input from SPOT-contact. For a large inde-

pendent test set of 1213 proteins (TEST2016), the method achieves

unprecedented accuracy of 87 and 77% for 3-state and 8-state sec-

ondary structure prediction, respectively, and mean absolute errors of

16, 23, 7 and 25 degrees for w, w, h and s, respectively. It also pro-

vides high accuracy for ASA and HSE contact number prediction.

The significant improvement is due to several factors. Using the

3-state secondary structure as an example, predicted contact maps

as a feature contributes 0.5% improvement in accuracy (Table 1).

The employment of an ensemble of different types of neural net-

works contributes another 0.5% improvement (Supplementary

Table S2). The remaining roughly 1% improvement over SPIDER3

comes from the large dataset (Supplementary Table S4). As the

3-state accuracy approaches its theoretical limit of 88–89% (Rost,

2001; Yang et al., 2018), every bit of improvement is useful.

However, closing onto the theoretical limit for secondary struc-

ture prediction is true only for those protein sequences with many

known sequence homologs. As Figure 1 shows, the accuracy for the

secondary structure prediction drops to about 77% for sequences

with few known homologs (Neff¼1). This is problematic because

>90% known protein sequences have few homologous sequences

(Ovchinnikov et al., 2017). Thus, it is necessary to develop the

methods based on information from single sequence only such as

SPIDER3-single (Heffernan et al., 2018). However, SPIDER3-

single, using exactly the same neural network topology and training

set as SPIDER 3, can only improve over SPIDER3 in secondary

structure prediction by about 1% for proteins with Neff¼1. Thus,

single-sequence-based prediction, the ultimate solution to the fold-

ing problem, remains challenging.

Interestingly, the performance of SPOT-1D is comparable to that

of NetSurP-2.0 in ASA prediction (Supplementary Fig. S4). This

occurred despite the significant improvement of SPOT-1D over

NetSurP-2.0 in prediction of secondary structures (Fig. 1), angles

(Supplementary Fig. S5) and construction of fragments from pre-

dicted angles (Fig. 2A). This could be a signal for reaching a possible

theoretical limit for ASA prediction, because a CC of 0.8 or more

between predicted and actual ASA (Tables 1 and 2) has already

Fig. 1. The dependence of the accuracy of 3-state secondary structure predic-

tion on the number of effective homologous sequences for the TEST2018 set

(250 proteins). Note that the Neff of each protein is binned by rounding down

it to the nearest integer

A

B

Fig. 2. The fraction of 40-residue fragments in the TEST2018 set whose mod-

els, constructed based on predicted angles, are below a given root-mean-

squared distance (RMSD) from their corresponding native structures. (A) is

based on //w predicted angles, and (B) is based on h/s angles

Fig. 3. The results of three 40-residue protein fragments: helical hairpin from

residues 20 to 59 of protein 5N5EA (A), mixed helix and two sheets from resi-

dues 59 to 98 of protein 6FI2A, (B) and three-stranded antiparallel beta sheets

from residues 326 to 365 of protein 6FQ3A (C). All fragments were recon-

structed from the predicted h/s angles from SPOT-1D. The native structures

are shown in green, and the reconstructed fragments in red (Color version of

this figure is available at Bioinformatics online.)
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exceeded the 0.77 CC for the ASA between homologs (Rost and

Sander, 1994). More studies by using other techniques are needed to

confirm this bottleneck.

The most encouraging result of this paper is the large improve-

ment of fragment structural accuracy. The 11–14% reduction of

angle errors by SPOT-1D over SPIDER 3 (Table 1) leads to more

than 10% increase in the fraction of sequences with RMSD<6Å

from native conformations. In fact, close to half (44%) of 33 214

40-residue fragments have <6Å RMSD when the fragments are con-

structed by predicted Ca-based angle and torsion angles. Thus, using

SPOT-1D for angle prediction should significantly improve the ac-

curacy of fragment libraries for de novo protein structure prediction

(Wang et al., 2016b). Direct use of predicted angles for sequence-to-

structure alignment has also been proven useful for template-based

structure prediction (Yang et al., 2011).

It is of interest to know what causes some amino acid residues to

be predicted easier than others, as this behavior seems to be consist-

ent among different methods as shown in Supplementary Figure S2,

and it has been shown previously (Heffernan et al., 2017). One nat-

ural explanation is that different amino acids have different natural

abundance in the training dataset and thus affect respective accuracy

by different levels of training cases. Indeed, the correlation between

amino acid abundance and the accuracy of secondary structure for

individual amino acid has a reasonably strong correlation with a CC

of 0.52. To further search for the underlying mechanism, we correl-

ate the accuracy of secondary structure for individual amino acids to

>550 one-dimensional structure properties collected in AAindex

(Kawashima and Kanehisa, 2000). We found that the highest correl-

ation (CC of 0.67) is to the distribution of amino acid residues in

alpha-helices in thermophilic proteins. The propensity of an amino

acid residue for forming helices in high temperature environment

indicates its bias toward near-neighbor interactions. Thus, bias to-

ward local interactions or helical propensity is another factor contri-

buting easiness in secondary structure prediction as helices are the

easiest to predict.

In the interest of profiling our method in terms of processing

time, we have measured the time taken for each component of our

SPOT-1D downloadable version. Supplementary Table S9 shows

the time needed by our local machine for both a regular (PDB ID:

5ugwA) and long protein (PDB ID: 6ggyB) on both CPU and GPU.

As can be seen in this table, the majority of processing time is spent

on the PSSM generation, which is inhibited by the local machines

disk read/write speed. However, if these files are readily available,

they can be directly provided to the program, saving the bulk of

processing time. Long proteins are also shown to take extensive

time, especially for 2D analysis tools (SPOT-Contact, CCMpred,

DCA). The use of CPU and GPU is shown to not make a major dif-

ference in time taken, as the speed increase introduced by GPU ac-

celeration mainly comes during training. Protein 6ggyB is too large

to be run on the GPU for SPOT-Contact. Compared to another

readily available predictor MUFOLD (MUFOLD-SS and MUFOLD-

Angle) for protein 5ugwA, SPOT-1D is only 2 min slower despite

needing extra features. MUFOLD also requires both a PSSM and

HHBlits profile. Finally, it should be noted that processing one file

at a time is inefficient, as multiple sequences can be processed at

once in the SPOT-1D suite, meaning each of the ensemble’s models

only needs to be loaded once.
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S.1 Neural Network
The overview of the model employed here is presented in Figure S1. The prediction of the structural
properties is split between the classification problems (3- and 8-state secondary structure elements)
and the regression learning problems (θ, τ , φ, ψ, ASA, HSEα-up, HSEα-down, CN). Both prediction
methods utilize the same ensemble topologies, but are trained with different learning objectives.

The models used in our ensemble follow the same general layout of our previous works (Hanson
et al., 2018; Singh et al., 2018), in that we couple together Bidirectional-LSTM’s (BLSTM) and
ResNets in an effort to congregate and propagate both short and long-term dependencies. The
ResNets used in our model follow the pre-activation architecture proposed by He et al. (2016), in
that the unactivated outputs of the secondary convolution layer are carried through the residual skip
connection. Each convolution operation has a kernel depth of DCNN, and a kernel width of WCNN
and WCNN + 2 for the first and second convolution operator in the residual branch, respectively.
Each convolution operator is activated by the Rectified Linear Unit (ReLU) (Nair and Hinton,
2010) and then normalized by batch normalization (Ioffe and Szegedy, 2015). Dropout of 25%
is applied prior to the second convolution in the residual branch to avoid overfitting (Srivastava
et al., 2014). An initial convolution is applied before the first residual branch, and the output of
the final layer is normalized and activated to cater for the pre-activation architecture. There are
NCNN +1 convolutions performed in total. The NLSTM BLSTM layers each consist of a forwards and
backwards LSTM layer with a cell size of DLSTM, which are concatenated together at their outputs
to provide DLSTM × 2 outputs in total. Dropout of 50% is applied to the BLSTM outputs. The
NFC hidden Fully-Connected (FC) layers consist of DFC neurons, and have a ReLU activation and
dropout ratio of 50%. The output FC layer consists of 11 and 12 nodes for the classification and
regression networks, respectively, with no dropout and a softmax (classification model) or sigmoid
(regression model) activation. We ensured the diversity of the models used in the ensemble by
varying the hyperparameters of a baseline model and attained stochastic learning paths through
the use of dropout, batching and random weight initialization.

In this work, we trained many distinct models based on this topology, and selected the nine
best models after reviewing their performance on a validation set (3 LSTM models, 3 LSTM-
ResNet models, and 3 ResNet-LSTM models). Ensembling more than 9 models did not provide
an increase to the validation set performance. The hyperparameters of each model (DCNN, NCNN,
WCNN, DLSTM ,NLSTM, DFC, and NFC) are listed in Supplementary Table S1. These nine models’
secondary structure and solvent-accessibility outputs are averaged to provide the final output of
the ensemble, whereas the median is taken for the predicted backbone angles. Selecting more
than nine models did not add substantial gains to the ensemble, as the diversity introduced to
the ensemble is decreased with each additional model. Selecting an even number of models was
especially detrimental to the angle prediction, as occasionally the prediction would fall in between
the bimodal distribution of the backbone angles (Ramachandran et al., 1962).

Each network was trained with the Adam optimizer (Kingma and Ba, 2014) with the default
parameters in Tensorflow v1.4 (Abadi et al., 2016). The optimizer minimized the cross-entropy and
Mean Squared Error (MSE) loss from the classification and regression models, respectively (LeCun
et al., 2006). Using the Tensorflow API allowed us to accelerate training on an NVIDIA Titan X
GPU up to 20 times Oh and Jung (2004) in comparison to CPU training. Each model was trained
until the overall validation accuracies of the classification and regression models had not increased
for 5 epochs. Each regression model was trained for roughly 30 epochs, whereas classification models
were ended sooner at roughly 20 epochs. Each model took 10-15 mins/epoch, depending on the
size of the model.
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Figure S1: The overview of the SPOT-1D architecture for a target protein of length L and a window size of w.
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Figure S2: The accuracy of three-state secondary structure prediction per the 20 standard amino acids for the
TEST2016 set (1213 proteins) given by SPOT-1D, SPOT-1D-base (without predicted contact map) and SPIDER 3.
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Figure S4: As in Figure 1 of the main document, but for prediction performance of solvent accessible surface
area (ASA) in term of correlation coefficient between predicted and actual ASA. The performance of SPOT-1D is
comparable to that of NetSurP-2.0 with significant improvement over SPIDER3. Note that the Neff of each protein
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protein is binned by rounding down it to the nearest integer.

Table S1: Hyperparameters of each selected model in the final ensemble predictor.
Model ID RNN 1st Wn DCNN NCNN WCNN DLSTM NLSTM DFC NFC
0 3 20 60 20 7 1500 2 1000 2
1 3 50 60 20 7 1000 2 1000 2
2 - 20 - - - 1000 2 1000 2
3 - 50 60 20 5 500 2 1000 2
4 - 10 - - - 1000 2 1000 2
5 3 10 60 20 7 500 2 1000 2
6 - 50 60 10 5 500 2 1000 2
7 - 20 60 20 7 1500 2 1000 2
8 - 50 - - - 1000 2 1000 2
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Table S2: Performance of the individual predictors in the final ensemble on the TEST2016 set. All angle predictions (θ, τ ,
φ, ψ) are measured in mean absolute error (MAE), three-state (SS3, SOV3) and eight-state (SS8, SOV8) secondary structure
predictions are measured in % accuracy, and the solvent accessibility metrics are measured in correlation coefficient (CC).

Model SS3 SOV3 SS8 SOV8 ASA HSEα-U HSEα-D CN θ τ φ ψ
0 86.52 80.18 76.24 74.95 0.804 0.802 0.778 0.842 7.05 26.20 16.70 24.21
1 86.72 79.79 76.27 73.67 0.806 0.803 0.780 0.845 7.09 26.35 16.79 24.49
2 86.63 81.27 76.33 75.30 0.805 0.802 0.777 0.842 7.05 26.21 16.64 24.20
3 86.58 79.36 76.20 73.46 0.802 0.802 0.779 0.843 7.07 26.24 16.73 24.29
4 86.68 79.46 76.48 73.63 0.803 0.803 0.774 0.842 7.14 26.23 16.63 24.18
5 86.72 79.06 76.51 74.67 0.803 0.801 0.774 0.840 7.06 26.01 16.64 24.04
6 86.57 79.18 76.24 74.43 0.803 0.802 0.779 0.842 7.13 26.49 16.87 24.59
7 86.45 79.97 76.15 74.73 0.801 0.800 0.778 0.839 7.19 26.13 16.78 24.19
8 86.63 78.43 76.21 73.68 0.803 0.801 0.773 0.838 7.08 26.47 16.84 24.39
Average 86.61 79.63 79.29 74.28 0.803 0.802 0.777 0.842 7.10 26.26 16.74 24.29
SPOT-1D 87.16 79.73 77.10 74.98 0.816 0.816 0.794 0.857 6.89 25.38 16.27 23.26

Table S3: Performance of Model 0 from Table S2 in ten-fold cross-validation on the Train set alongside its Validation and TEST2016 performance.
All angle predictions (θ, τ , φ, ψ) are measured in mean absolute error (MAE), three-state (SS3, SOV3) and eight-state (SS8, SOV8) secondary
structure predictions are measured in % accuracy, and the solvent accessibility metrics are measured in correlation coefficient (CC). The means and
standard deviations of each metric are also taken for all folds, to check for consistency.

Model SS3 SOV3 SS8 SOV8 ASA HSEα-U HSEα-D CN θ τ φ ψ
Train (10-fold CV) 87.17 81.91 77.37 76.00 0.8197 0.8116 0.7836 0.8502 6.75 24.55 16.41 22.58
Train (10-Fold Mean) 87.17 81.92 77.36 75.99 0.8201 0.8121 0.7858 0.8512 6.75 24.56 16.41 22.58
Train (10-Fold Std Dev.) 0.32 0.52 0.35 0.34 0.0016 0.0047 0.0030 0.0023 0.04 0.37 0.10 0.25
Validation 87.00 81.35 76.80 75.75 0.8120 0.8095 0.7843 0.8496 6.94 25.36 16.67 23.48
TEST2016 86.52 80.18 76.24 74.95 0.804 0.802 0.778 0.842 7.05 26.20 16.70 24.21

Table S4: Comparison of our previous model SPIDER-3 (first iteration, SPIDER-3-Iter1) with an identical model
trained with our new training set (SPIDER-3-Iter1-2018) and an individual model in the proposed method (SPOT-
1D-0, Model 0). All classification accuracies are presented in % accuracy, except for the significance metrics P, all
angle predictions (θ, τ , φ, ψ) are measured in mean absolute error (MAE), and the solvent accessibility metrics are
measured in correlation coefficient (CC).

Dataset Model SS3 SOV3 SS8 SOV8 ASA HSEα-U HSEα-D CN θ τ φ ψ

TEST2016

SPIDER-3-Iter1 83.66 74.71 - - 0.7817 0.7701 0.7358 - 8.16 30.06 18.59 27.27
SPIDER-3 84.66 75.62 - - 0.7873 0.7744 0.7436 - 7.72 29.24 17.88 26.66

SPIDER-3-Iter1-2018 85.26 78.91 74.08 72.67 0.7964 0.7953 0.7676 0.8360 7.36 27.90 17.25 25.48
SPOT-1D-0 86.52 80.18 76.24 74.95 0.8042 0.8025 0.7780 0.8424 7.05 26.20 16.70 24.21
SPOT-1D 87.16 79.73 77.10 74.98 0.8158 0.8164 0.7938 0.8571 6.89 25.38 16.27 23.26
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Table S5: Test performance of several recently-developed predictors alongside SPOT-1D on the latest PDB struc-
tures filtered for length < 700 from the TEST2018 set (13 proteins) due to restrictions from other predictors (thus
MUFOLD and PSRSM are omitted). All classification accuracies are presented in % accuracy, except for the sig-
nificance metrics P, all angle predictions (θ, τ , φ, ψ) are measured in mean absolute error (MAE), and the solvent
accessibility metrics are measured in correlation coefficient (CC).

Predictor SS3 SOV3 PSS3 SS8 SOV8 PSS8 ASA HSEα-U HSEα-D CN θ τ φ ψ
SPIDER-3-Single 70.38 62.94 < 5.44 × 10−9 56.66 56.72 < 8.88 × 10−9 0.556 0.570 0.493 0.577 11.49 48.83 24.32 46.09
RaptorX 80.02 60.53 < 1.19 × 10−7 68.11 63.40 < 1.76 × 10−6 - - - - - - 19.92 32.57
SPIDER-3 83.18 70.17 < 7.69 × 10−7 - - - 0.760 0.764 0.712 - 8.04 31.74 18.77 29.52
PORTER-5 82.61 68.90 < 9.56 × 10−6 70.38 68.56 < 3.50 × 10−5 - - - - - - - -
NetSurfP-2.0 84.17 75.47 < 6.61 × 10−2 71.43 69.66 < 1.01 × 10−2 0.788 - - - - - 18.27 27.61
SPOT-1D-base 84.13 74.41 < 4.04 × 10−3 71.74 70.36 < 2.16 × 10−4 0.781 0.787 0.748 0.816 7.37 29.15 17.74 26.96
SPOT-1D 85.21 74.85 - 73.51 71.60 - 0.784 0.792 0.754 0.823 7.17 27.87 17.30 25.87

Table S6: Confusion matrix of SS3 prediction on the TEST2018 set (%).

Predictor C H E

SPIDER-3-Single
C 70.14 14.87 26.68
H 17.39 80.45 9.45
E 12.47 4.68 63.87

RaptorX
C 85.02 17.81 22.02
H 6.65 80.90 1.00
E 8.33 1.30 76.98

PSRSM
C 83.38 13.41 22.32
H 9.51 85.04 3.30
E 7.11 1.55 74.38

SPIDER-3
C 84.36 10.22 23.37
H 9.07 88.78 1.79
E 6.57 0.99 74.85

PORTER-5
C 84.33 11.15 21.26
H 8.59 88.08 1.56
E 7.07 0.76 77.18

MUFOLD
C 83.63 9.02 20.26
H 9.85 90.35 2.09
E 6.52 0.64 77.65

NetSurfP-2.0
C 82.51 9.20 15.98
H 8.54 89.96 1.50
E 8.95 0.84 82.52

SPOT-1D-base
C 84.23 8.58 18.59
H 9.22 90.72 1.57
E 6.55 0.70 79.84

SPOT-1D
C 84.92 8.91 17.02
H 8.70 90.38 1.50
E 6.38 0.71 81.48
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Table S7: Confusion matrix of SS8 prediction on the TEST2018 set (%).
Predictor C S T H G I E B

SPIDER-3-Single

C 45.70 40.14 19.00 3.92 22.32 18.75 10.62 37.13
S 0.29 1.26 0.32 0.01 0.16 0.00 0.03 0.00
T 8.62 17.94 35.95 1.84 10.50 0.00 3.08 6.34
H 20.98 19.06 29.53 88.33 45.65 50.00 10.99 20.15
G 0.53 0.52 1.04 0.26 4.75 0.00 0.08 0.19
I 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
E 23.88 21.08 14.18 5.65 16.62 31.25 75.20 36.19
B 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

RaptorX

C 65.61 43.00 23.47 4.01 26.97 25.00 11.10 54.48
S 6.12 25.23 6.30 0.45 3.48 0.00 1.78 6.53
T 5.60 13.65 46.54 2.28 16.20 0.00 1.68 6.72
H 6.13 6.03 14.91 90.51 21.90 75.00 1.15 4.48
G 1.16 1.55 3.33 1.39 25.28 0.00 0.28 1.31
I 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
E 15.33 10.53 5.42 1.32 6.17 0.00 83.95 20.90
B 0.03 0.02 0.02 0.03 0.00 0.00 0.06 5.60

PORTER-5

C 67.94 44.02 18.68 2.66 22.85 12.50 10.96 53.73
S 4.03 24.87 4.28 0.15 2.11 0.00 0.82 2.80
T 5.27 14.15 53.93 1.69 17.36 0.00 1.16 5.97
H 7.06 6.91 17.16 94.13 27.55 87.50 1.58 4.85
G 0.74 1.07 2.14 0.64 25.07 0.00 0.13 1.49
I 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
E 14.90 8.96 3.79 0.73 5.07 0.00 85.30 24.81
B 0.06 0.02 0.02 0.01 0.00 0.00 0.05 6.34

MUFOLD

C 69.19 42.09 17.16 2.30 20.26 0.00 12.77 47.20
S 4.50 27.25 4.19 0.18 1.27 0.00 0.91 5.22
T 5.87 15.84 55.67 1.82 14.09 0.00 1.42 7.09
H 7.19 6.41 16.58 94.22 26.54 93.75 1.76 5.97
G 1.25 1.57 3.96 0.91 34.14 0.00 0.38 1.87
I 0.00 0.00 0.00 0.00 0.00 6.25 0.00 0.00
E 11.78 6.74 2.40 0.57 3.59 0.00 82.37 19.03
B 0.23 0.10 0.04 0.00 0.11 0.00 0.40 13.62

NetSurfP-2.0

C 67.21 40.83 17.77 2.97 17.04 25.00 9.19 47.57
S 4.87 26.25 3.81 0.16 2.27 0.00 0.94 3.36
T 6.26 16.72 56.23 1.62 17.20 0.00 1.27 6.53
H 5.39 5.38 14.93 93.47 28.18 75.00 1.25 4.85
G 0.89 1.00 3.40 0.85 30.66 0.00 0.23 1.87
I 0.00 0.02 0.14 0.28 0.00 0.00 0.01 0.00
E 15.30 9.77 3.70 0.63 4.64 0.00 87.06 29.29
B 0.09 0.02 0.02 0.01 0.00 0.00 0.04 6.53

SPOT-1D-base

C 69.64 43.47 17.40 2.33 19.31 0.00 11.05 50.93
S 3.73 24.25 2.95 0.10 1.11 0.00 0.64 4.85
T 5.99 16.60 56.12 1.29 15.67 0.00 1.39 6.72
H 6.98 6.50 17.63 94.85 27.02 100.00 1.42 6.90
G 1.09 1.33 3.11 0.82 32.56 0.00 0.18 1.12
I 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
E 12.43 7.79 2.77 0.60 4.33 0.00 85.14 20.71
B 0.15 0.05 0.02 0.01 0.00 0.00 0.19 8.77

SPOT-1D

C 70.47 39.16 16.88 2.53 19.47 18.75 10.02 51.68
S 4.51 30.87 3.95 0.13 1.27 0.00 0.82 6.53
T 5.36 16.13 58.14 1.63 16.41 12.50 1.03 6.16
H 6.11 5.53 15.32 94.14 23.11 68.75 1.25 4.48
G 1.09 1.60 3.61 0.94 36.04 0.00 0.28 2.05
I 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
E 12.28 6.69 2.07 0.62 3.69 0.00 86.51 18.47
B 0.18 0.02 0.04 0.01 0.00 0.00 0.09 10.63
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Table S8: Test performance of several recently-developed predictors alongside SPOT-1D on 20 Template-Free
Modelling (TFM) targets in CASP12. All classification accuracies are presented in % accuracy, except for the
significance metrics P, all angle predictions (θ, τ , φ, ψ) are measured in mean absolute error (MAE), and the solvent
accessibility metrics are measured in correlation coefficient (CC).

Predictor SS3 SOV3 SS8 SOV8 ASA HSEα-U HSEα-D CN θ τ φ ψ
SPIDER-3-Single 68.94 56.89 55.39 47.33 0.426 0.461 0.393 0.423 11.72 47.83 26.16 47.46
RaptorX 74.07 61.21 60.37 51.62 - - - - - - 25.03 44.62
PSRSM 78.63 70.20 - - - - - - - - - -
SPIDER-3 78.48 69.63 - - 0.624 0.601 0.563 - 9.59 37.84 23.23 37.94
PORTER-5 76.43 65.22 64.14 58.07 - - - - - - - -
MUFOLD 77.21 67.74 65.17 62.03 - - - - - - 22.95 37.22
NetSurfP-2.0 77.78 68.36 65.71 61.27 0.665 - - - - - 22.57 35.76
SPOT-1D 79.35 70.31 66.10 62.95 0.646 0.633 0.593 0.617 8.79 33.49 21.82 33.93

Table S9: Time profiles for prediction using SPOT-1D under several circumstances. CPU used is Intel(R) Xeon(R)
CPU E5-1650 v2 @ 3.50GHz whereas the GPU is an Nvidia GTX Titan X.

Protein PDB 5ugwA (L=159) 6ggyB (L=914)
PSSM 28mins 74 mins
HHBlits 33s 96s
SPIDER-3 a 3s 8s
CCMPred a 7s 19mins
DCA a 4s 372s
CPU/GPU GPU CPU GPU CPU
SPOT-Contact 42s 55s NA 670s
SPOT-1D 154s 175s 262s 321s
SPOT-1D Standalone (CPU Total) 32 mins 117 mins
MUFOLD (Total) 30 mins NA

a SPOT-Contact inputs
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Abstract
Intrinsically disordered or unstructured proteins (or regions in proteins) have been found
to be important in a wide range of biological functions and implicated in many diseases.
Due to the high cost and low efficiency of experimental determination of intrinsic disorder
and the exponential increase of unannotated protein sequences, developing complementary
computational prediction methods has been an active area of research for several decades.
Here, we employed an ensemble of deep squeeze and excitation residual inception and Long
Short-Term Memory (LSTM) networks for predicting protein intrinsic disorder with input
from evolutionary information and predicted one-dimensional structural properties. The
method, called SPOT-Disorder2, offers substantial and consistent improvement not only over
our previous technique based on LSTM networks alone, but also over other state-of-the-art
techniques in three independent tests with different ratios of disorder to ordered residues, and
for sequences with either rich or limited evolutionary information. More importantly, semi-
disordered regions predicted in SPOT-Disorder2 are more accurate in identifying Molecular
Recognition Features (MoRF) as methods directly designed for MoRF prediction. SPOT-
Disorder2 is available as a web server and as a standalone program at: http://sparks-lab.
org/jack/server/SPOT-Disorder2/index.php.
Keywords: Intrinsic Disorder, Bioinformatics, Machine Learning, Deep Learning

1. Introduction

Intrinsic disorder in proteins is the lack of tendency of a protein to fold into a well-
defined, rigid structure. These dynamic protein structures can be experimentally observed
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as their backbone angles vary over time due to their innate flexibility [1]. The discovery
of Intrinsically Disordered Proteins (IDPs), or Regions in proteins (IDRs) challenged the
dogmatic structure-function paradigm, forcing a new perspective where protein rigidity is
no longer a foregone conclusion [2].

Disordered proteins are able to fulfill a wide range of niche, yet biologically crucial func-
tional roles despite their lack of a rigid structure due to their ability to transition between
a set of transient, interconverting structural states [3]. Their interactions are innately ad-
vantaged due to many abilities afforded by this disordered flexibility [4], which results in
their essential roles in signaling, assembling, and regulatory functions [5], and their associ-
ations with numerous human diseases, such as cancer, amyloidoses, cardiovascular disease,
neurodegenerative diseases, and various genetic diseases [6]. A recent study into the residue-
wise coverage of disorder has estimated that 19.6% of residues in eukaryotic organisms and
9.6% of residues in viral organisms are disordered [7]. This prevalence is vindicated by the
fact that naturally-occurring proteins, particularly those in eukaryotes and viruses [7, 8, 9],
tend to be more disordered than random sequences [10]. Thus, determining the identity and
locations of IDPs and IDRs is fundamental to understanding and addressing the cause and
effect of these unstructured states [11].

Due to the extensive monetary and time cost of experimental procedures, such as Nuclear
Magnetic Resonance (NMR), X-ray crystallography, and Circular Dichroism (CD) [12, 13],
many computational methods have been designed to bridge the growing gap between unanno-
tated and annotated protein structures and/or their intrinsic disorder. Early work in protein
disorder prediction was often based on small machine learning models [14], such as neural
networks and Support Vector Machines (SVM). Other computational methods calculated
disorder through the analysis of amino acid propensities and other sequence properties [15].
As more data and powerful tools became available, deep learning and recurrent architec-
tures have taken the forefront, in methods such as SPINE-D [16], Espritz [17], AUCpreD [18],
SPOT-Disorder [19], and NetSurfP-2.0 [20]. A recent review by [21] placed SPOT-Disorder
and AUCpreD as the two top-performing predictors for protein disorder prediction.

SPOT-Disorder, previously introduced by us, employed Long Short-Term Memory (LSTM)
cells in a Bidirectional Recurrent Neural Network (BRNN) for protein disorder predic-
tion [19, 22, 23]. Since this publication, this topology has been enhanced by utilizing an
ensemble set of hybrid models consisting of both LSTM-BRNNs and residual Convolutional
Neural Networks (residual CNNs, called ResNets) [24], and has already been successfully
employed in protein contact map prediction [25], protein ω angle prediction [26], and protein
secondary structure prediction [27]. The advantage of this architecture is its ability to con-
gregate and propagate both short- (ResNets) and long-term (LSTM-BRNN) dependencies
throughout the protein sequence. Furthermore, the residual connections in these models
alleviate the issues brought about by the vanishing gradient problem, and allow for much
deeper models (in the case of CNNs) and more effective gradient flow.

The effectiveness of ResNets and their various derivatives is displayed by their high
performance in recent ImageNet classification competitions [28]. Two such derivatives yet to
be applied in bioinformatics are residual-inception networks [28] and squeeze-and-excitation
networks [29]. Inception networks (v4) expand on the basic ResNet by increasing the number
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of paths available for data to be passed through. As such, the identity mapping function
provided by the residual connection has a deeper level of abstraction due to the independent
data paths. Squeeze and excitation networks are a simple, yet effective modification to
ResNets, wherein the data is compressed into an excitation signal which controls the specific
values added to the residual connection through the convolutional paths, similar to the
learned gates of an LSTM cell. These models are currently cutting edge in image and speech
processing tasks, and are ripe for application to protein structure and intrinsic disorder
prediction.

In this work, we examine models incorporating inception paths, residual connections, and
squeeze and excitation components for their usefulness in disorder prediction. We have found
that the ensemble of different deep learning models led to a stable and superior performance
in four independent test sets with different ratios of ordered to disordered residues.

2. Methods and Data

2.1. Neural Network
The neural network topology employed in SPOT-Disorder2 consists of various models

sequentially combining IncReSenet, LSTM, and Fully-Connected (FC) topographical seg-
ments, where IncReSenet refers to the incorporation of inception paths, residual connections,
and squeeze and excitation components. Several models have been individually trained and
then combined as an ensemble by averaging each model’s disorder prediction output. Each
individual method’s hyperparameters are outlined in Table 1.

The IncReSenet segments follow the order of operations in the preactivation ResNet ar-
chitecture [24], with a multi-path inception-style architecture similar to Inception V4 [28].
A shown in the flow diagram Fig. 1, each block has three branches: the residual connection,
and two convolution paths with 3 and 1 convolution operations, respectively. Each convolu-
tion operation is performed with a 1D kernel of size KCNN, except for the first convolution
in each branch, which had a kernel size of 1. These two paths are then concatenated and
passed into a convolution of kernel size 1 and depth NCNN. The input to every convolu-
tion is normalized by the batch normalization function [30], and is then activated by the
Exponential Linear Unit (ELU) activation function [31]. As each residual connection is pre-
activated, at the conclusion of all of the IncReSenet layers, the output is both normalized
and activated. Dropout of 25% is applied internally in some of the InReSeNet convolutions
to avoid overtraining [32]. It is applied after batch normalization as to not affect the moving
average and variance measurements, and before the convolution operations so the residual
connection is not directly affected, as shown in Fig. 1.

The squeeze and excitation segments in the residual blocks consist of two Fully-Connected
(FC) layers applied directly before the residual connection is applied. The means and vari-
ances across the protein for the prior convolution layer’s outputs are calculated to provide
2 × NCNN values per protein. These values are then passed through two FC layers with
NCNN/10 and 1 outputs, respectively, and an ELU and sigmoid activation, respectively. The
outputs of the second FC layer are then used as a makeshift logic gate to select which values
from the block’s final convolution will be added to the residual connection.
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The LSTM layers follow a similar format to our previous experiments [19, 27]. Each
LSTM block consists of one Bidirectional LSTM layers with a memory cell of size NLSTM
in both directions, resulting in NLSTM × 2 output values. Dropout of 50% is applied to
the output of the LSTM blocks. The FC layers consist of NFC nodes, utilize a ReLU
activation [33], and use dropout for regularization, except for the output layer which has no
dropout and a sigmoid activation to convert the singular output into a probability of the
residue being disordered.

The use of an ensemble predictor minimizes the effect of generalization errors between
models [34]. A large corpus of models with varying hyperparameters were trained and their
performance analyzed on a validation set. These hyperparameters were swept through in
a grid search, and included: the layout of the network, the number of nodes in each layer
(one parameter each for LSTM, IncReSeNet, and FC layers), and the number of layers for
each layer type. The five top-performing models with hyperparameters listed in Table 1
were chosen from this validation period and used in the final ensemble for SPOT-Disorder2.
Selecting more models was not found to contribute an increase in accuracy.

SPOT-Disorder2 was trained using the inbuilt Adam optimizer [35] in Tensorflow v1.10 [36],
on an NVIDIA TITAN X GPU. A typical IncReSenet model took 40s/epoch over our whole
training set, whereas a LSTM network took 3 mins/epoch.

2.2. Input Features
SPOT-Disorder2 employed a similar set of features to SPOT-Disorder. These include the

same evolutionary content consisting of the Position-Specific Substitution Matrix (PSSM)
profile from PSI-Blast [37], but also includes the Hidden Markov Model (HMM) profile
from HHblits [38]. The PSSM profile is generated by 3 iterations of PSI-Blast against the
UniRef90 sequence database (Apr 2018), and consists of 20 substitution values of each posi-
tion for each residue type. The HHM profile consists of 30 values generated by using HHblits
v3.0.3 with the Uniprot sequence profile database from Oct 2017 [39]. These 30 values them-
selves consist of 20 amino acid substitution probabilities, 10 transition frequencies, and the
Number of effective homologous sequences (Neff). In addition, we utilized the predicted
structural properties from SPOT-1D [27], a significant update from SPOT-Disorder which
utilized SPIDER2 [40, 41]. The features from SPOT-1D consist of: 11 secondary structure
probabilities (both 3- and 8-state secondary structure), 4 sine and 4 cosine θ, τ , φ, and ψ
backbone angles, 1 relative solvent-Accessible Surface Area (ASA), 1 Contact Number (CN),
and 2 Half-Sphere Exposure (HSE) values based on the Carbon-α atoms.

These feature groups are concatenated to form 73 input features for each protein residue.
Each residue’s features were standardized to have zero mean and unit variance before being
input in the network by the means and standard deviations of the training data.

2.3. Datasets
The datasets used in these experiments, as shown in Table 2, were obtained from our

previous disorder prediction publications [19, 16]. To summarize, we obtained 4229 non-
redundant, high-resolution protein sequences from the Protein DataBank (PDB) and Disprot
database [42]: 4157 proteins were derived from X-ray crystallography structures having
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residues without coordinates deposited to the PDB prior to 5th of August, 2003, and 72
fully-disordered chains were selected from Disprot v5.0. These chains were randomly split
into a training set (Train) of 2700 chains, a validation set (Validation) of 300 chains, and
a testing set (Test) of 1229 chains. These proteins all have a sequence similarity of < 25%
according to BlastClust [37]. As SPOT-1D has not been trained for proteins of length > 700,
we remove all proteins of length > 700 from all sets. This reduces our training, validation,
and test sets to 2615, 293, and 1185 proteins respectively.

We also obtained three independent test sets for a fair comparison against other methods.
SL250, Mobi9414, and Disprot228 were obtained after both clustering for redundancy against
our training set at <25% with blastclust and removing proteins of length >700 or containing
unknown residue types from the SL477 [16], MobiDB [43], and Disprot Complement [44]
sets, respectively. Our largest set, Mobi9414 consisted of IDRs and IDPs annotated at three
different stages from the MobiDB dataset: direct labels from the DisProt database, inferred
labels from the Protein DataBank (PDB), and predicted labels from a large ensemble of
disorder predictors. We have removed the predicted content from this dataset, as it provides
potentially inaccurate labels. Residues listed as ‘conflicting’ labels in MobiDB are omitted
in results analysis (but not in results computation). As new predictors have some overlap
in their training data with this set, we also utilize a reduced subset of the Mobi9414 set for
fair comparison, called Mobi4730. While an optimal set would require us to cluster against
all training sets of the methods compared, the limited availability of these sets makes this
approach unfeasible. Thus, this dataset is obtained by clustering Mobi9414 against the
training set for the largest and latest disorder training set for NetSurfP-2.0 at 25% sequence
similarity with BlastClust. Using this set will allow us to demonstrate the difference between
the performance of SPOT-Disorder2 (and NetSurfP-2.0) and the upper bound of external
predictors. The proteins in Disprot228 are newly-annotated proteins deposited in v7.0 of
the Disprot database [45].

2.4. Performance Evaluation
Analyzing the performance of a disorder predictor is difficult due to the innate class im-

balance present between disordered and ordered residues. As such, several skew-independent
metrics are used to gauge the overall accuracy of the predictor, as well as on a per-class ba-
sis. Initial analysis can be delivered by analyzing the performance of allocating residues into
their correct classes based on a prediction threshold (chosen in validation), which generates
the True Positives (TP), False Positives (FP), True Negatives (TN), and False Negatives
(FN). These can be combined to find the class 1 accuracy, or sensitivity (where Se= TP

TP+FN),
and the class 0 accuracy, or specificity (where Sp= TN

TN+FP). In this work, we refer to disor-
dered residues as class 1, and ordered residues as class 0. The precision of class 1 predictions
can also be attained (where Pr= TP

TP+FP).
To provide an overview of the general prediction performance of a model, the Area Under

the Receiver Operating Characteristic (ROC) Curve (AUCROC) can be obtained. This curve
is a measure of the sensitivity against the false positive rate (1-Se) with a sweeping threshold,
the area under which describes the ability of the model to rank a randomly-selected positive
above a randomly-selected negative sample. The difference between two AUCROC values can
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be qualified as statistically significant according to a P-value [46], where a smaller P-value
indicates a higher likelihood of a score being significant. The weighted score Sw (where
Sw = Se + Sp − 1), is a measure of the difference of the obtained ROC curve to a random
ROC at the selected threshold. In the case of protein disorder prediction, where the class
skew is so high, the Area Under the Precision-Recall (PR, where recall is equal to the
sensitivity) Curve (AUCPR) provides a supplementary analysis on the overall performance
of the model [47].

Finally, we obtain the Matthew’s Correlation Coefficient (MCC) between the predicted
and true labels:

MCC = TP · TN + FN · FP√
(TP + FN)(TP + FP)(TN + FN)(TN + FP)

. (1)

These metrics all have a maximum value of 1, and as such the highest-performing predictor
can be taken as the one which provides the overall highest metrics across our testing datasets.

2.5. Method Comparison
We compare to several high-performing protein disorder predictors. We have down-

loaded the local versions of DISOPRED2 [48] and DISOPRED3 [49] (Available: http://
bioinfadmin.cs.ucl.ac.uk/downloads/DISOPRED/), MobiDB-Lite [50] and profile-based
Espritz Disprot (D), NMR (N), and X-ray (X) [17] (Available: http://protein.bio.unipd.
it/download/), AUCpreD [18] (Available: https://github.com/realbigws/RaptorX_Property_
Fast), s2D [51] (Available: http://www-mvsoftware.ch.cam.ac.uk/index.php/s2D), and
SPOT-Disorder [19], SPOT-Disorder-Single (denoted as SPOT-Disorder-S for brevity) [52],
and SPINE-D [16] (Available: http://sparks-lab.org/). We also accessed the webserver
of NetSurfP-2.0 [20] (Server: http://www.cbs.dtu.dk/services/NetSurfP-2.0/).

3. Results and Discussion

Table 3 displays the performance of the model (SPOT-Disorder2) on the validation set
and four additional independent test sets, in comparison to those from SPOT-Disorder.
There is a clear significant improvement across all the datasets based on four different mea-
sures (AUCROC, AUCPR, MCC and Sw). For example, MCC values are improved by 7%,
8%, 7%, and 8% for the test set, SL250, Mobi9414, and Disprot228, respectively. Improve-
ment on AUCPR is less consistent with 7%, 2%, 13%, and 8% improvement for the test set,
SL250, Mobi9414, and Disprot228, respectively. This is because AUCPR is very sensitive to
the precision at low sensitivity. Here we will use AUCPR as one of the main performance
indicators as it gives the practical information regarding the fraction of correct predictions
in all positive predictions (precision) over the coverage of all annotated positives (sensitiv-
ity/recall).

To observe the effectiveness of ensembling several models for this problem, we present the
results of the individual ensemble models in Table 4 for the Mobi9414 dataset. As this table
shows, the use of an ensemble enables the final output to be more accurate than the highest-
performing component model. Yet, if we apply the same analysis on the Test set, Model
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4 becomes the highest-performing component despite its comparatively lower performance
for Mobi9414 (MCC of 0.599 vs 0.593 for Models 4 and 2 on the Test set, respectively,
against SPOT-Disorder2’s 0.607). This variation in model ranking displays the effectiveness
of ensembling in increasing the robustness of the culminating model.

Table 5 analyses the contribution of each feature type to the final model’s performance
for the Mobi9414 dataset. The features have been separated into groups provided by the
following programs: PSI-Blast (PSSM), HHblits (HHblits), and SPOT-1D (SPOT-1D). The
table shows that the PSSM is the most critical feature for maximizing both AUC metrics,
while SPOT-1D is the most critical for enhancing the single-threshold metrics MCC and
Sw. HHblits, on the other hand, does not seem to have a significant contribution to the
performance of the model. However, this might occur due to the HHblits profile already
being used in the input pipeline through SPOT-1D. The difference between AUCROC for
the full Model 0 and HHblits-omitted model is insignificant with a P-value of < 0.15. This
table also analyses the performance of Model 0 when the LSTM layers are removed. The
performance between the altered and original Model 0 is comparable for AUCROC, but is
significantly worse in AUCPR and MCC, indicating that the combination of LSTM and
IncReSeNet layers adds significant performance gains to the ensemble as a whole.

3.1. Comparison With Other Predictors
Table 6 further compared to 26 other predictors using the newest annotated proteins

in DisProt (DisProt228) [44]. The results of all methods except SPOT-Disorder, NetSurfP-
2.0, and SPOT-Disorder2 were obtained by [44]. As shown in the Table, SPOT-Disorder2
improves over the second-best profile-based Espritz-X (Espritz-X (prof)) by 2% in AUCROC,
4% in AUCPR, 5% in MCC, and 5% in Sw. As an example, the precision-recall curve of the
top 10 predictors is shown in Figure 2. SPOT-Disorder2 is nearly above all other curves
at all sensitivity values except that it is slightly worse than Espritz-D (prof) at sensitivity
<0.05, or Espritz-X (prof) at sensitivity between 0.4 and 0.6. It should be noted however
that Espritz-X (prof) has very poor precision at really low sensitivity (or near the highest
possible threshold that separate disordered or ordered residues). This suggests that false
positives exist even for the highest confidence scores for Espritz-X (prof). The difference in
AUCROC from Espritz-X (prof) is significant with a P-value of < 1 × 10−5.

Disprot provides experimental evidence for the labels of about 50% of the dataset [44].
The remaining ‘undefined’ residues are labelled by Disprot as ordered by default. However,
this will likely introduce some mis-classification of disordered residues. The PR curve will
be particularly affected by label error due to the increased susceptibility to false positive
predictions. We speculate that this label error is the reason for the (0,0) point of the SPOT-
Disorder2 PR curve as well as the poor performance of several methods at low precision
(Espritz-X, MetaDisorder-md2 etc). For example, the first 33 residues for protein Q9H981
(Disprot ID: DP00873) are amongst the highest confidence disorder predictions by SPOT-
Disorder2. Despite being labelled as ordered by Disprot, there is no experimental evidence
to support this labelling as these residues are missing from the solved X-ray structure [53,
45]. However, we preferred not to remove ambiguous residues from the dataset as it does
not change the performance comparison. Furthermore, SPOT-Disorder 2 shows consistent
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improvement across other metrics which are more robust to potential label noise as well as
other datasets where undefined residues have been excluded (MobiDB).

We further employed other independent test sets to compare our methods with other top
performing methods in DisProt228 that are available to us as either a local implementation
or on-line server. The results for Mobi4730 after excluding training sets for other meth-
ods are shown in Table 7. The previous second best in DisProt228 (Espritz-X) performs
significantly worse than SPOT-Disorder2 in this dataset, with a 19% difference in AUCPR
and 47% difference in MCC. The second best for this dataset is now NetSurfP-2.0. SPOT-
Disorder2 achieved a 1% increase in AUCPR but 2.5% increase in MCC over NetSurfP-2.0
for Mobil4730. For DisProt228, corresponding improvements over NetSurfP-2.0 are 17% for
AUCPR and 18% for MCC, respectively. The full PR curve is shown in Figure 3 in which
SPOT-Disorder2 has only a slight edge over NetSurfP-2.0, but both are significantly better
than other methods compared. It is noted that AUCpreD is optimized for the AUC of the
ROC curve, but performs poorly when the PR AUC is analyzed. Low AUCPR values di-
rectly result from the inability of methods such as AUCpreD, SPINE-D, and MobiDB-Lite
to resolve high-confidence true and false positives for this set, and as such their distribution
of predicted values prohibits their sensitivity range from reaching 0. This can be seen easily
in Figure 3, where AUCpreD’s PR curve ends at roughly (0.4, 0.83). This is a direct result
of predictors like AUCpreD predicting a high number of both positive and negative samples
at a score of 1, thus making it somewhat arbitrary in calculating area under the curve with
a limited region. To stress the inapplicability of this metric to AUCpreD (and others) we
have included a note in Tables 6, 7, 8, and 9 for those predictors whose sensitivity values do
not reach close to 0 and therefore have significantly disadvantaged area under the PR curve
scores. Nevertheless, the AUCROC of our method is still significantly better than that of the
nearest competitor, NetSurfP-2.0, obtaining a P-value of < 1 × 10−7.

To further demonstrate the stability of the performance of SPOT-Disorder2, Table 8
and Figure 4 show the results of the above methods for the SL250 dataset. SPOT-Disorder2
continues to be the best performer with SPOT-Disorder now as the second best. As Figure 4
shows, SPOT-Disorder2 is clearly above all other curves for this dataset, including SPOT-
Disorder and the two previous second-best methods in the other datasets (NetSurfP-2.0 and
profile-based Espritz-X). The difference in AUCROC is significant between us and the nearest
external predictor AUCpreD with a P-value of < 1 × 10−7. Between the new method and
SPOT-Disorder is also significant with a P-value of < 1 × 10−3.

3.2. Long Protein Analysis
Analysis on the UniProt-Swissprot database (as of Dec 2018) [54] has shown that more

than 91% of proteins are under 700 residues long, indicating that our method and the results
presented previously are applicable to the vast majority of available sequences. However, it
is important to see how our model performs when tested with longer chains representative
of the remaining 9% not covered in this statistic. Note that the 700 amino acid residue limit
is not a hard limit in the software, but the size which was found to maximize the memory
usage on our workstation’s GPU.
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One of SPOT-Disorder2’s input groups, SPOT-1D, relies on the contact map prediction
tool SPOT-Contact [25]. The computational memory necessary for using SPOT-1D with
extremely long sequences becomes far too high for a typical user’s workstation. To this
end, we generated the disorder profiles of SPOT-Disorder2 for 31 proteins initially omitted
from the Disprot complement set from [44] in Disprot228 using the outputs of the secondary
structure prediction tool SPIDER-3 [55] in place of SPOT-1D (one protein of length > 18000
residues is still omitted). As SPIDER-3 does not predict for 8-state secondary structure, we
merely assign the CHE 3-state probability predictions of SPIDER-3 to the CHE states for
the 8-state predictions (and 0 for the STIGB states). The results are presented in Table 9.
Interestingly, the top predictor for these results in both AUC metrics, s2D, was statistically
the worst predictor for the Mobi4730 and SL250 dataset analyses, indicating that this dataset
has a high correlation of disordered residues being in a coil state. However, the MCC of this
method is poor. SPOT-Disorder2 drops in the rankings, as is expected due to the learned
distribution of the secondary structure inputs changing from SPOT-1D to SPIDER-3, as
well as losing the information from the 8-state secondary structure. The higher performance
of SPOT-Disorder-Single (highest MCC of 0.457) for this set of proteins with >700 residues
might be caused by the fact that profile-based models are not well-trained for long proteins.
A single-sequence-based method, on the other hand, is less dependent on sequence length.
This is also echoed in the performance of sequence-based Espritz-D against the profile-based
method (MCC of 0.382 vs 0.228, respectively). Nevertheless, SPOT-Disorder2 is still one of
the higher ranking predictors, indicating that it is useful for long protein chains as well.

3.3. Analysis on the Number of Effective Sequences
Robust performance of SPOT-Disorder2 across different datasets is certainly contributed

significantly by evolutionary information derived from multiple sequence alignments in PSI-
Blast and HHBlits. To examine this contribution, Figure 5 shows the performance according
to AUCPR as a function of Neff, which reflects number of effective homologous sequences of
a given protein. The Mobi9414 set is used so that we have sufficient statistics for different
values of Neff. As the figure shows, SPOT-Disorder2 performs significantly more accurately
for proteins with a Neff>5, below which is a sharp decline in performance. However, there
is a drop for values of Neff > 6. Significant homology between sequences seems to introduce
noise into our prediction of disordered regions, indicating that these regions might not be se-
quentially conserved like structured regions are. Another possible cause is the sensitivity of
disorder prediction to false positives in the homolog search. More studies are needed to iso-
late the cause of this pattern. Nevertheless, SPOT-Disorder2 makes significant improvement
over SPOT-Disorder for all Neff values even for sequences with little evolution information
(Neff≈1). This suggests that improvement is possible even at the single sequence level when
several advanced machine learning techniques are integrated for consensus prediction.

3.4. MoRF prediction
Some intrinsically disordered regions can fold when interacting with other molecules

including proteins while others are structureless at any circumstance. Separating these fold-
able and unfoldable disordered regions are important for identification of functional regions,
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or Molecular Recognition Features (MoRFs). Previously, we have proposed that foldable
disordered regions are in a semi-disordered state with predicted disordered probabilities in
somewhat between fully disordered (p(D)=1) or fully structured (p(D)=0) [56]. We ex-
amine this theory using the output predictions from SPOT-Disorder2. In order to predict
MoRFs, we define two thresholds as upper and lower bounds to classify the outputs of SPOT-
Disorder2 as MoRFs. We also smooth the outputs of our model to prevent the prediction of
small MoRF regions, due to MoRFs typically being longer than just a few residues. To do
this, we apply a sliding window of size wL to the predicted labels (yM) of our model, and
apply the following function:

ŷM(i) =




1 if ∑i+wL
j=i−wL

yM(j) > wL

0 elsewhere
. (2)

We have downloaded the Test and Test2012 datasets from the MoRFpred server [57]
(Available: http://biomine.cs.vcu.edu/servers/MoRFpred/) for validation and inde-
pendent testing, respectively. We filter between the Test2012 and Test set at 25% se-
quence similarity using Blastclust, and also remove proteins over length 700, leaving us
with 220 and 22 chains, respectively. The smoothing window size, along with the up-
per and lower thresholds, are optimized on the Test set. For comparison to other mod-
els, we have used the web servers of MoRFpred, fMoRFpred, and DisoRDPbind [58, 59]
(Server URL: http://biomine.cs.vcu.edu/#webservers), ANCHOR2 [60] (Server URL:
https://iupred2a.elte.hu/), and MoRFchibi [61] (Server URL: https://gsponerlab.
msl.ubc.ca/software/morf_chibi/), and downloaded the local version of MoRFpred-
Plus [62] (Available: https://github.com/roneshsharma/MoRFpred-plus). We also use
the same standalone as the previous experiment from DISOPRED3 for their binding site
prediction.

The results of all models on this dataset is shown in Table 10. With only three parameters
trained for the ‘Test’ set, the result of SPOT-Disorder2 for MoRF prediction of the ‘Test2012’
set outperforms the second best MoRFPred-Plus in MCC values (0.155 by SPOT-Disorder2
compared to 0.143 by MoRFPred-Plus). Unlike SPOT-Disorder2, all other methods were
specifically trained for MoRF regions. However, the performance of all methods is low, with
MCC values of < 0.2. More data might be needed for further improving the methods for
predicting binding residues in disordered regions.

4. Conclusion

In this paper, we have introduced a new method for predicting protein intrinsic disorder
by taking advantage of recent progress in image recognition. In regards to the neural network
architecture, we implemented two recent developments in the literature for an extension on
residual convolutional neural networks: multiple inception-style pathways [30] and signal
squeeze and excitation [29]. We have also updated our feature set from our previous works
in [19] to include the latest state-of-the-art predictions for protein secondary structure from
SPOT-1D [27]. Finally, the use of an ensemble of these methods was again proven effective in
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increasing accuracy through the removal of spurious false predictions. These enhancements
over our previous and other disorder predictors enables SPOT-Disorder2 to achieve more
robust and higher performance across different datasets with varied disorder to order ratios,
achieving the best performance over all metrics analyzed when comparing to many other
techniques.

MMSeqs2 [63] was considered due to its speedup in generating profiles over PSI-Blast, but
it was found to produce a less accurate prediction if its profiles are directly used to replace the
profiles from PSI-Blast. This is in part because our model was trained on PSI-Blast profiles.
We hope to train a model based on MMSeqs2 profiles in a future work on disorder prediction.
The method is available at http://sparks-lab.org/jack/server/SPOT-Disorder2/ as a
server and downloadable package for local implementation.
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Table 1: The architecture of each of the five ensemble methods. The ”First Seg.” column describes the
order of the layers in the model, where ”RNN” and ”CNN” correspond to the LSTM and IncReSeNet blocks
being the first segment (Seg.), respectively (ie. at the input layers).

Model First Seg. NLSTM BlocksLSTM NCNN KCNN BlocksCNN NFC BlocksFC
0 RNN 250 2 21 5 60 250 1
1 RNN 250 2 21 7 60 500 1
2 RNN 250 2 21 9 60 250 1
3 CNN 250 2 21 9 60 250 2
4 RNN 250 1 21 9 60 250 1
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Figure 1: The IncReSenet blocks used in each model, illustrating the contribution of the Inception, Squeeze
and Excitation, and ResNet methodologies to our model. BN, Act, C, D(0.25), and FC stand for Batch
Normalization, Activation, 1D Convolution with kernel width K, a Dropout operation with 25% dropout,
and a Fully-Connected layer, respectively. KCNN, NCNN, and NFC are the kernel size, filter depth, and size
of the fully-connected layer, respectively. These hyperparameters are detailed in Table 1.

Table 2: Disorder propensity in each of the datasets.
Dataset No. Proteins #Ord #Dis (long) % Dis.
Train 2615 542532 59743 (24353) 9.92%
Validation 293 57470 5765 (2012) 9.12%
Test 1185 246616 26515 (9713) 9.71%
SL250 250 32261 21173 (17196) 39.62%
Mobi9414 9414 1932536 127362 (49871) 6.18%
Disprot228 228 30772 18811 (16391) 37.94%
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Table 3: The performance of the proposed model and our previous model SPOT-Disorder on four indepen-
dent test sets.

Dataset SPOT-Disorder2 SPOT-Disorder
AUCROC AUCPR MCCa Swb AUCROC AUCPR MCC Sw

Validation 0.938 0.725 0.621 0.739 - - - -
Test 0.914 0.698 0.607 0.676 0.894 0.650 0.567 0.477
SL250 0.901 0.889 0.679 0.625 0.893 0.875 0.629 0.567
Mobi9414 0.943 0.710 0.642 0.744 0.924 0.628 0.598 0.567
Disprot228 0.810 0.722 0.500 0.452 0.793 0.668 0.463 0.465
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[15] Dosztányi Z, Csizmok V, Tompa P, Simon I. IUPred: web server for the prediction of intrinsically unstructured regions of
proteins based on estimated energy content. Bioinformatics. 2005;21(16):3433–3434.

[16] Zhang T, Faraggi E, Xue B, Dunker AK, Uversky VN, Zhou Y. SPINE-D: accurate prediction of short and long disordered
regions by a single neural-network based method. Journal of Biomolecular Structure and Dynamics. 2012;29(4):799–813.

[17] Walsh I, Martin AJ, Di Domenico T, Tosatto SC. ESpritz: accurate and fast prediction of protein disorder. Bioinformatics.
2012;28(4):503–509.

16



Table 7: Performance of various methods on the Mobi4730 set.

Model AUCROC AUCPR MCC Sw
s2D 0.761 0.215 0.234 0.409
Espritz-D 0.762 0.226 0.274 0.366
MobiDB-lite 0.811 0.434c 0.450 0.449
DISOPRED2 0.859 0.536 0.394 0.577
Espritz-N 0.864 0.567 0.299 0.524
SPOT-Disorder-S 0.878 0.567 0.510 0.394
Espritz-X 0.893 0.608 0.439 0.635
SPINE-D 0.904 0.644 0.469 0.661
DISOPRED3 0.912 0.641 0.601 0.531
SPOT-Disorder 0.913 0.638 0.595 0.562
AUCpreD 0.917 0.297c 0.603 0.611
NetSurfP-2.0 0.926 0.716 0.632 0.511
SPOT-Disorder2 0.933 0.723 0.648a 0.715b

a MCC is obtained by the threshold which maximizes the MCC on the Validation set
(0.370).

b Sw is obtained by the threshold which maximizes the Sw on the Validation set (0.070).
c Recall/Sensitivity does not reach 0 so the AUCPR metric is significantly affected and is

thus unreliable.

[18] Wang S, Ma J, Xu J. AUCpreD: proteome-level protein disorder prediction by AUC-maximized deep convolutional neural fields.
Bioinformatics. 2016;32(17):i672–i679.

[19] Hanson J, Yang Y, Paliwal K, Zhou Y. Improving protein disorder prediction by deep bidirectional long short-term memory
recurrent neural networks. Bioinformatics. 2017;33(5):685–694.

[20] Klausen MS, Jespersen MC, Nielsen H, Jensen KK, Jurtz VI, Soenderby CK, et al. NetSurfP-2.0: improved prediction of protein
structural features by integrated deep learning. bioRxiv. 2018;-:311209.

[21] Liu Y, Wang X, Liu B. A comprehensive review and comparison of existing computational methods for intrinsically disordered
protein and region prediction. Briefings in Bioinformatics. 2017;p. https://doi.org/10.1093/bib/bbx126.

[22] Hochreiter S, Schmidhuber J. Long short-term memory. Neural computation. 1997;9(8):1735–1780.
[23] Schuster M, Paliwal KK. Bidirectional recurrent neural networks. Signal Processing, IEEE Transactions on. 1997;45(11):2673–

2681.
[24] He K, Zhang X, Ren S, Sun J. Identity mappings in deep residual networks. In: European Conference on Computer Vision.

Springer; 2016. p. 630–645.
[25] Hanson J, Paliwal K, Litfin T, Yang Y, Zhou Y. Accurate Prediction of Protein Contact Maps by Coupling Residual Two-

Dimensional Bidirectional Long Short-Term Memory with Convolutional Neural Networks. Bioinformatics. 2018;34(23):4039–
4045.

[26] Singh J, Hanson J, Heffernan R, Paliwal K, Yang Y, Zhou Y. Detecting Proline and Non-Proline Cis Isomers in Protein Structures
from Sequences Using Deep Residual Ensemble Learning. J Chem Info Model. 2018;58(9):2033–2042.

[27] Hanson J, Paliwal K, Litfin T, Yang Y, Zhou Y. Improving Prediction of Protein Secondary Structure, Backbone Angles, Solvent
Accessibility, and Contact Numbers by Using Predicted Contact Maps and an Ensemble of Recurrent and Residual Convolutional
Neural Networks. Bioinformatics. 2018;In Press(bty1006):–.

[28] Szegedy C, Ioffe S, Vanhoucke V, Alemi AA. Inception-v4, inception-resnet and the impact of residual connections on learning.
In: AAAI. vol. 4; 2017. p. 12.

[29] Hu J, Shen L, Sun G. Squeeze-and-excitation networks. arXiv preprint arXiv:170901507. 2017;7.
[30] Ioffe S, Szegedy C. Batch normalization: Accelerating deep network training by reducing internal covariate shift. In: International

Conference on Machine Learning; 2015. p. 448–456.
[31] Clevert DA, Unterthiner T, Hochreiter S. Fast and accurate deep network learning by exponential linear units (elus). arXiv

preprint arXiv:151107289. 2015;.
[32] Srivastava N, Hinton G, Krizhevsky A, Sutskever I, Salakhutdinov R. Dropout: A simple way to prevent neural networks from

overfitting. The Journal of Machine Learning Research. 2014;15(1):1929–1958.
[33] Dahl GE, Sainath TN, Hinton GE. Improving deep neural networks for LVCSR using rectified linear units and dropout. In:

Acoustics, Speech and Signal Processing (ICASSP), 2013 IEEE International Conference on. IEEE; 2013. p. 8609–8613.

17



Table 8: Performance of various methods on the SL250 set.
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Table 9: Performance of various methods on 31 proteins over 700 residues long from the Disprot Complement
set, obtained from [44].

Model AUCROC AUCPR MCC Sw
GlobPlot [64] 0.051 0.218 0.150 0.085
MetaDisorder-md [65] 0.551 0.163a 0.355 0.480
MetaDisorder-3D [65] 0.559 0.118a 0.057 0.080
DisEMBL (Hot-Loops) [66] 0.623 0.198 0.096 0.126
MetaDisorder [65] 0.631 0.025a 0.349 0.472
DisEMBL (465) [66] 0.648 0.222 0.126 0.128
MetaDisorder-md2 [65] 0.683 0.234 0.324 0.448
JRONN [67] 0.729 0.278 0.282 0.390
NetSurfP-2.0 0.747 0.269 0.247 0.283
IUPred (Short) [15] 0.752 0.279 0.288 0.336
Espritz-X (seq) 0.755 0.310 0.319 0.373
Espritz-N (seq) 0.760 0.323 0.326 0.439
AUCpreD 0.767 0.127a 0.420 0.519
PONDR-VSL [70] 0.768 0.355 0.277 0.387
IUPred (Long) [15] 0.768 0.295 0.367 0.470
MobiDBlite 0.772 0.324 0.319a 0.327
Espritz-D (prof) 0.781 0.356 0.228 0.179
Espritz-N (prof) 0.784 0.360 0.348 0.470
Espritz-D (seq) 0.788 0.389 0.382 0.321
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a Recall/Sensitivity does not reach 0 so the AUCPR metric is significantly affected and is

thus unreliable.
b Metric is obtained by the threshold which maximizes the MCC on the Validation set

(0.370).
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Table 10: Performance of various methods on the Test2012 MoRF set.

Model MCC Se Sp Pr
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ABSTRACT: Recognizing the widespread existence of
intrinsically disordered regions in proteins spurred the
development of computational techniques for their detection.
All existing techniques can be classified into methods relying
on single-sequence information and those relying on evolu-
tionary sequence profiles generated from multiple-sequence
alignments. The methods based on sequence profiles are, in
general, more accurate because the presence or absence of
conserved amino acid residues in a protein sequence provides
important information on the structural and functional roles of the residues. However, the wide applicability of profile-based
techniques is limited by time-consuming calculation of sequence profiles. Here we demonstrate that the performance gap
between profile-based techniques and single-sequence methods can be reduced by using an ensemble of deep recurrent and
convolutional neural networks that allow whole-sequence learning. In particular, the single-sequence method (called SPOT-
Disorder-Single) is more accurate than SPOT-Disorder (a profile-based method) for proteins with few homologous sequences
and comparable for proteins in predicting long-disordered regions. The method performance is robust across four independent
test sets with different amounts of short- and long-disordered regions. SPOT-Disorder-Single is available as a Web server and as
a standalone program at http://sparks-lab.org/jack/server/SPOT-Disorder-Single.

■ INTRODUCTION

Intrinsically disordered proteins (IDPs) or intrinsically
disordered regions (IDRs) in proteins refer to proteins or
protein regions that do not possess well-defined, three-
dimensional structures at their corresponding physiological
conditions. IDPs and IDRs are found abundantly in every
domain of life1,2 with a wide range of function3,4 and are
implicated in many diseases including cancer and neuro-
degenerative diseases.5,6 The importance of intrinsic disorder
in living organisms can be revealed by the fact that natural
proteins are even more intrinsically disordered than proteins
with random sequences,7 likely due to the unique evolutionary
advantages of flexibility and multistructural states that
disordered proteins have over structured.8,9

IDPs and IDRs can be identified by a number of
experimental techniques, such as missing regions in X-ray
crystallography10 and dynamics from nuclear magnetic
resonance experiments.11 This data has been collected and
annotated in manually curated databases such as DisProt12 and
MobiDB.13 However, these annotated proteins are only a tiny
fraction of all known proteins. Given the high cost of
identifying intrinsic disorder by experimental techniques, it is
practically necessary to prioritize possible IDRs/IDPs by
computational methods, prior to experimental studies.
More than 60 computational methods for ID prediction

have been developed14,15 since the first attempt was made in
1979 by Williams.16 The first reliable, neural-network-based

technique was developed almost 20 years later by Romero et
al.17 Many early methods utilized only single protein sequences
and their derived information for prediction through window-
based analysis of the physicochemical properties, amino acid
propensities, and statistical potentials (e.g., IUPred,18

Globplot,19 and FoldIndex20). These methods have been
shown to generally be outperformed by single-sequence
machine learning methods,21,22 such as the PONDR series,23

DisEMBL,24 CSpritz,25 and Espritz.26 However, these single-
sequence-based techniques are often less accurate than
machine-learning techniques using evolutionary sequence
profiles generated from multiple sequence alignment.22,27

This is because sequence profiles, generally created by
programs such as PSI-Blast and HHBlits,28,29 contain
important information pertaining to the presence or the lack
of evolutionarily conserved amino acid residues due to their
respective structural and functional roles. Examples of some
recent methods based on sequence profiles are SPOT-
Disorder,21 SPINE-D,30 NetSurf,31 MDFp2,32 and AUCpred.33

However, generating the evolutionary profile for a given
sequence is computationally intensive as the library size of
known protein sequences has exponentially increased in recent
years because of increasingly cheaper sequencing techniques.
As a result, it is often too time-consuming to perform genome-
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scale analysis of protein intrinsic disorder using profile-based
techniques. Moreover, in real-world applications, the majority
of proteins (>90%) do not belong to a large sequence cluster.34

In other words, the quality of sequence profiles for the majority
of proteins is poor due to limited evolutionary information. In
this case, single-sequence-based techniques may well be more
accurate than profile-based techniques as demonstrated for
single-sequence prediction of solvent accessible surface area35

and secondary structure.36 Thus, it is highly desirable to have a
highly accurate single-sequence-based method. Improving
existing single-sequence-based methods also addresses the
fundamental question of how far we can push the accuracy
limit without relying on evolutionary information, knowing
that protein intrinsic disorder is wholly determined by its
sequence alone.
Improving over existing single-sequence methods is possible.

This is because these single-sequence techniques are based on
outdated machine learning architectures, such as a small
SVM37 or simple Neural Network,38 except Espritz which
employed a vanilla Recurrent-NN (RNN). On the other hand,
several recent profile-based disorder predictors demonstrated
the power of advanced machine-learning techniques in
improving disorder prediction. Examples are deep convolu-
tional neural fields,33 deep bidirectional long short-term
memory (LSTM) RNN,21 and combined convolutional and
LSTM networks.31

This work was inspired by our recent success in using an
ensemble of coupled residual Convolutional Neural Networks
(residual CNNs or ResNets)39 and LSTM networks.40 Such an
ensemble allows the removal of prediction noise and improves
robustness of performance in protein contact map prediction41

and protein ω angle prediction.42 Although LSTM methods
have already provided high accuracies for protein disorder
prediction in previous works,21,31 their combinations with
ResNets can increase the effectiveness in propagating
information throughout the protein sequence. Here we showed
that an ensemble of ResNets with LSTM networks leads to the
most accurate single-sequence-based technique based on the
comparison to existing state-of-the-art techniques.

■ METHODS AND DATA

Neural Network. SPOT-Disorder-Single utilizes an
ensemble of 8 models each consisting of ResNets and/or
LSTM BRNNs (Table 1). To simplify the description of their
implementations, we discuss each of these architectures as a
culmination of several functional blocks, as provided in Figure
1a-c, with each block representing the LSTM, ResNet, and
Fully-Connected (FC) segments of the architecture, respec-
tively. One example of the full model in the ensemble (Model

2 in Table 1) is illustrated as a flowchart of these blocks in
Figure 1d.
The LSTM blocks, shown in Figure 1a, consist of a

bidirectional LSTM layer with NLSTM one-cell memory blocks
in each direction, concatenating together to provide an output
of size 2 × NLSTM.

40,43 Unlike our previous methods on contact
map and ω angle prediction,41,42 the LSTM blocks employed
neither residual connections across the LSTM layer nor
normalization of the LSTM layer because we found that they
are not useful for improving performance in disorder
prediction. A dropout of 50% is applied to the output of the
LSTM layer.44

The ResNet blocks follow the preactivation architecture in
He et al.,39 in which the residual connection is applied over the
unactivated outputs of the convolution layer, rather than the
activation layer, as in He et al.45 The layout used is shown in
Figure 1b. The one-dimensional (1D) convolution layers
applied in our models utilize a filter depth of NCNN at a kernel
size of KCNN. Each convolution layer is normalized using the
batch normalization technique46 and activated by the
Exponential Linear Unit (ELU).47 Dropout is applied prior
to the secondary convolution layer in the ResNet block, at a
ratio of 25%. As the input needs to be prior to activation, we
apply an unactivated convolution layer prior to the first ResNet
block in each model. To compensate for this, the output of the
last ResNet block is activated and normalized.
The FC blocks shown in Figure 1c are simply multilayer

perceptron layers with a size of NFC, an ELU activation, and
dropout of 50%.38 The output layer is a single neuron with a
sigmoid activation and no dropout.

Table 1. Architecture of Each of the Nine Ensemble Methods

model no. RNN first NLSTM BlocksLSTM NCNN KCNN BlocksCNN NFC BlocksFC

0 N 200 2 - - - 500 1
1 Y 200 2 120 3 10 250 1
2 Y 200 2 60 3 10 250 2
3 Y 200 1 60 3 10 250 1
4 Y 200 2 60 3 10 125 1
5 Y 200 2 60 7 5 250 2
6 N 200 2 60 9 5 250 1
7 Y 200 2 60 15 5 250 1
8 Y 200 2 60 15 10 500 1

Figure 1. Each of the model blocks used in these experiments: A) the
LSTM block; B) the preactivation ResNet block; C) the Fully-
Connected (FC) block; and D) the architecture of Model 2 from
Table 1, utilizing each of the three previous model blocks.
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We trained numerous models, all formed from these three
base blocks, and selected the top 9 models based on their
performance on the validation set across several analysis
metrics. These 9 models are then combined as an ensemble
predictor, providing a more general output due to the
suppression of spurious generalizations made after progressing
through the unique learning path of each model.48 While
ensembles are generally a combination of several diverse
machine learning techniques or other computational meth-
ods,49 we have found that slightly altering the topologies of an
already accurate model is sufficient to provide diverse and
independent outputs, two fundamental properties of an
accurate ensemble.50 Thus, our final output is the mean of
all 9 models (1 LSTM model, 1 ResNet-LSTM model, and 7
LSTM-ResNet models).
Each model was implemented in Tensorflow v1.4,51 allowing

us to accelerate training up to 20 times faster than CPU on an
NVIDIA TitanX GPU.52 The weights in the network were
optimized using the Adam optimizer,53 using the default
hyperparameters.
Input Features. In this work, our input feature vector

representing the protein chain is a binary one-hot matrix of size
20 × L with each row representing one amino acid type (1 for
the amino acid type at that position and 0 otherwise), where L
is the protein sequence length. As was noted by Heffernan et
al.,36 using a different matrix representation such as the
BLOSUM62 matrix54 or physicochemical properties of each
amino acid55 does not provide any substantial difference to
performance as these are easily learnable by the network as a
linear transformations on the one-hot vector. The input feature
vector for each residue was standardized to have zero mean
and unit variance according to the means and standard
deviations of the training data.
Datasets. We used the same datasets as our previous

protein disorder prediction work.21,30 In brief, we obtained
4229 proteins which were randomly split into a train set of
3000 chains (DM3000) and a test set of 1229 chains
(DM1229). These datasets were obtained from chains in the
Disprot database:56 72 fully disordered chains from v5.0 of the
Disprot database12 and 4125 high-resolution structures derived
from X-ray crystallography prior to the 5th of August, 2003.
These sequences have a sequence similarity of <25% according
to BlastClust.28 A validation set was also randomly taken from
the training set, leaving a final training and validation sets of
2700 and 300 proteins, respectively.
Additionally, we employed three independent test sets,

SL329,30,57 Mobi11924,21,58,59 and Disprot267.27 The SL329
dataset is a reduced set from the SL477 protein set released by
Sirota et al.57 By removing the overlap between DM4229 and
SL477, we obtained 329 nonredundant protein sequences as
an independent test set. The MobiDB dataset58 consists of the
entire DisProt database, indirectly inferred IDRs and IDPs
from the Protein DataBank (PDB), and, most commonly,
predictions from a large ensemble of various disorder
predictors. The original set was reduced to 11924 proteins
after filtering for 25% sequence identity against DM4229,
removing sequences less than 30 residues or more than 20000
residues in length, and removing sequences with unknown
amino acid residues. Finally, we also obtained the Disprot
Complement set from Necci et al.,27 which are newly
annotated proteins in Disprot v7.0.60 This dataset is dominated
by long IDRs and IDPs. We removed one protein with
unknown amino acids to obtain Disprot267.

Performance Evaluation. As our output is a singular node
whose value has been compressed to be in the range of [0,1),
we can treat our output as the probability of the residue at that
position of being disordered. By using a cutoff threshold T for
each model, we can linearly separate our outputs into the two
classes and analyze the results based on the accuracies of these
thresholded values. These thresholded values can thus be
separated into True Positives (TP), False Positives (FP), True
Negatives (TN), and False Negatives (FN).
As protein disorder prediction has an innately skewed class

distribution in DM4229, it would be trivial to gain ≈90%
accuracy by simply designating every residue as ordered. As
such, it is important to obtain skew-independent metrics with
which we can analyze the performance of our model for both
classes. The two simplest metrics are sensitivity (Se TP

TP FN
= + )

and specificity (Sp TN
TN FP

= + ), which can be seen as the

accuracy of class 1 and class 0 prediction, respectively.
The specificity and sensitivity of a model can be combined

to form the Receiver Operating Characteristic (ROC) curve.
The Area Under the ROC Curve (AUC) is an unbiased metric
which provides the probability that a randomly sampled
positive sample will obtain a higher ranking than a randomly
sampled negative sample.61 For comparison between two ROC
curves, it is often necessary to calculate the significance
between the AUC values using the P-value in order to reject
the null hypothesis.62

Finally, we use the Matthew’s Correlation Coefficient
(MCC) to gauge the correlation of the predicted labels and
true labels.63 The formula for the MCC value is

MCC
TP TN FN FP

(TP FN)(TP FP)(TN FN)(TN FP)
= · + ·

+ + + +
(1)

Supplementary to these analysis metrics (which are based on
a residue-level analysis), we can also analyze the predicted
disorder content on a per-protein basis. We take the Pearson
Correlation Coefficient (PCC)64 and calculate the Root Mean
Squared Error (RMSE) of the predicted and actual disordered
content for each protein in the test set. The RMSE is provided
by

y x

N
RMSE

( )n
N

n n0
1 2

= Σ −=
−

(2)

where N is the number of proteins in the dataset, and yn and xn
are the actual and predicted disordered content for protein n,
respectively. The content is normalized for each protein by the
number of annotated residues as to not bias longer proteins in
the dataset.
The maximum value of all of our per-residue analysis metrics

is 1, indicating that the predictor which obtains the highest
value for AUC of the ROC and/or MCC can be considered to
be the most accurate for disorder prediction. The predictor
which minimizes the RMSE can be considered to perform the
best for that analysis.

Method Comparison. Because this method is a single-
sequence based technique, we will mostly compare to other
single-sequence-based methods. To this end, we downloaded
the standalone versions of MobiDB-lite65 (available at http://
protein.bio.unipd.it/mobidblite/) and DisEMBL (available at
http://dis.embl.de/html/download.html) and accessed the
online server of IUPred2A66 (Server URL: https://iupred2a.
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elte.hu/), sequence-only Espritz (X-ray-, NMR-, and Disprot-
trained) (Server URL: http://protein.bio.unipd.it/espritz/),
and PONDR-VLXT (Server URL: http://www.pondr.com/).
The MobiDB-lite version downloaded utilizes the short and
long IUPred, DisEMBL 465, and hot-loops, sequence-only
Espritz D/N/X, and Globplot predictors in its consensus
modeling. In addition, we compare to the profile-based
technique SPOT-Disorder as a baseline for profile-based
methods (available athttp://sparks-lab.org/jack).

■ RESULTS
The results of SPOT-Disorder-Single on the validation and
four independent test sets are presented in Table 2. As Table 2
shows, these datasets have substantially different ratios of
ordered to disordered residues ranging from 15:1 in
Mobil1249, 10:1 in validation, 9.5:1 in DM1229, 3.8:1 in
Disprot267, and 1.3:1 in SL329. This is largely due to different
numbers of fully disordered proteins included in each set.
Thus, it is not surprising that the performance varies across
different datasets. Nevertheless, the AUC values for validation,
DM1229, SL329, and Mobil1249 varied slightly from 0.86 to
0.89, suggesting an overall robustness of the method. The
DisProt267 set, the latest annotations from DisProt v7.0, turns
out to be the hardest dataset with an AUC of 0.788.
Using the DM1229 test set as an example, Table 3 compared

the performance of individual models with those of the final

consensus. Although the AUC value only improved by 0.005
over the best single model, the MCC value increases by 3%.
The improvement is statistically significant with a P-value of 1
× 10−3.
Figures 2, 3, and 4 show the ROC curves produced by

various methods for three independent test sets SL329,
Mobi11924, and DisProt267, respectively. Performance
measures of these methods are also tabulated in Table 4.
SPOT-Disorder-single has the highest AUC and MCC values
for SL329 (5% higher in AUC and 9% higher in MCC than the
next best) and Mobi11924 (3% higher in AUC and 16% higher
in MCC than the next best) among all single-sequence

methods compared. The AUC by SPOT-Disorder-single is
only 3−4% lower than that by the profile-based method
SPOT-Disorder for SL329 and Mobi11924. For DisProt267,
SPOT-Disorder-Single is only slightly worse than Espritz
trained on the DisProt dataset in AUC (0.781 versus 0.796)
and slightly better in MCC (0.416 versus 0.414). However,
Espritz-DisProt performs significantly worse than SPOT-
Disorder-Single for Mobil11924 (0.732 versus 0.858 in AUC,
0.209 versus 0.442 in MCC), suggesting Espritz-DisProt is not
as general as SPOT-Disorder-Single. This is possibly due to the
fact that Espritz-Disprot was trained on long-disordered chains
from the Disprot database, which forms the bulk of the
Disprot267 dataset.
Long-disordered regions have different preference for amino

acid residues.15 Thus, it is of interest to examine if the method

Table 2. Performance of the Proposed Methods on All Test Sets

Dataset AUCROC MCC Pr Se Sp no. Ord no. Dis

Validation 0.888 0.575 0.712 0.517 0.979 61231 6083
DM1229 0.868 0.518 0.707 0.432 0.981 276748 29082
SL329 0.887 0.604 0.939 0.563 0.972 51292 39544
Mobi11249 0.858 0.438 0.561 0.389 0.980 2917685 194753
Disprot267 0.788 0.425 0.528 0.668 0.787 82989 29579

Table 3. Performance of the Ensemble Methods on the
DM1229 Set

Model AUC MCC Pr Se Sp

Model 0 0.862 0.490 0.683 0.404 0.980
Model 1 0.862 0.500 0.714 0.400 0.983
Model 2 0.861 0.496 0.744 0.375 0.986
Model 3 0.863 0.498 0.728 0.387 0.985
Model 4 0.849 0.489 0.761 0.355 0.988
Model 5 0.854 0.496 0.678 0.418 0.979
Model 6 0.852 0.498 0.679 0.421 0.979
Model 7 0.841 0.482 0.644 0.421 0.976
Model 8 0.858 0.504 0.686 0.425 0.980
SPOT-Disorder-Single 0.868 0.518 0.707 0.432 0.981

Figure 2. Receiver Operating Characteristic curve for all predictors on
the SL329 dataset.

Figure 3. Receiver Operating Characteristic curve for all predictors on
the Mobi11924 dataset.
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developed has a particular bias toward sizes of intrinsically
disordered regions. Figure 5 plots MCC values as disordered
and ordered regions are binned according to their sizes. The
largest Mobi11924 set was used so that we have sufficient
statistics in each bins. Except for a few methods, the majority
has a similar trend: the medium size around 30 residues has the
best discrimination between unstructured and structured
regions. SPOT-Disorder-Single is comparable to a few
methods in short IDRs but are more accurate than all single-
sequence methods in long-disordered regions. In fact, it is even
closer to the MCC values of the profile-based SPOT-Disorder
in long-disordered regions.
The above analysis is based on performance per residues.

Another way to evaluate method performance is to examine
the overall performance at the protein level: the fraction of the
residues in disordered regions (disordered content). The
performance can be measured by RMSE and PCC values.
SPOT-Disorder-Single was not specifically trained for protein-
level disordered contents. Thresholds used for optimizing
MCC values are not necessarily optimized to measure disorder
contents. Table 4 compared RMSE and PCC values given by
SPOT-Disorder-Single to other single-sequence-based techni-
ques. If the threshold for optimizing MCC values is employed,

the performance of our method is comparable to other
methods.
To understand the performance difference between a profile-

based and single-sequence methods, we plot the AUC value as
a function of the Number of effective homologous sequences
(Neff) in Figure 6. Neff is a parameter used in HHblits to
measure the effective size of its homologous sequence cluster.
The figure confirms that SPOT-Disorder-Single performs
significantly better than the profile-based SPOT-Disorder
when there is a lack of homologous sequences (very low
Neff), similar to single-sequence-based method for solvent
accessibility35 and secondary structure prediction.36

For illustrative purposes, we present the predictions on
cellular tumor antigen p53 (UniProt ID: P04637), a tumor
suppressing protein found in multicellular organisms contain-
ing several IDR67 in Figure 7. We selected the models
DisEMBL-465, Espritz-X, and IUPred-Long for comparison
due to their high performance across each test set. Espritz-D is
potentially biased as this protein also exists in the DisProt
database (DisProt ID: DP00086) and was thus not chosen. As
shown in Figure 7, SPOT-Disorder-Single is able to accurately
map all ordered and disordered regions, achieving an MCC of
0.826 for this protein, higher than the next highest of 0.759
achieved by IUPred-Long. While it achieves the third-lowest
sensitivity (94.8% vs 100% for Espritz-X and 96.0% for
IUPred-Long), SPOT-Disorder-Single achieves the highest
precision of 85.6% due to its lower occurrence of false
positives, compared to 65.9% and 78.0% for Espritz-X and
IUPred-Long, respectively.

■ DISCUSSION

In this paper, we have developed a method called SPOT-
Disorder-Single to predict intrinsic disorder of proteins by
using the sequence of amino acids only, with an ensemble of
coupled deep recurrent and convolutional neural networks. We
showed that employing the ensemble of deep neural networks
allows the method to improve over other sequence-only
techniques in terms of the ability to separate intrinsically
disordered from structured regions of proteins. The robust
performance is demonstrated by using several independent test
sets (DM1229, SL329, Mobi11249, and Disprot267) with
varying amounts of disordered content in short- and long-

Figure 4. Receiver Operating Characteristic curve for all predictors on
the Disprot267 dataset.

Table 4. Performance of Several Predictors on the Independent Test Setsd

SL329 Mobi11924 Disprot267

Predictor AUC MCC RMSE PCC AUC MCC RMSE PCC AUC MCC RMSE PCC

SPOT-Disordera 0.905 0.672 0.358 0.646 0.891 0.498 0.160 0.436 0.792 0.431 0.298 0.515
PONDR 0.755 0.384 0.330 0.569 0.73 0.191 0.256 0.276 0.680 0.234 0.28 0.439
IUP-Short 0.830 0.506 0.389 0.615 0.784 0.343 0.138 0.369 0.720 0.273 0.258 0.143
IUP-Long 0.838 0.552 0.386 0.587 0.741 0.273 0.159 0.359 0.706 0.292 0.305 0.201
DisEMBL-Coils 0.694 0.226 0.376 0.335 0.687 0.105 0.554 0.062 0.623 0.152 0.378 0.161
DisEMBL-Hotloops 0.682 0.243 0.366 0.408 0.724 0.169 0.312 0.196 0.614 0.128 0.246 0.310
DisEMBL-465 0.770 0.404 0.440 0.565 0.788 0.325 0.117 0.333 0.657 0.179 0.244 0.216
Espritz-Xray 0.842 0.543 0.324 0.660 0.829 0.354 0.187 0.388 0.754 0.372 0.269 0.591
Espritz-NMR 0.826 0.473 0.302 0.610 0.796 0.239 0.303 0.342 0.735 0.303 0.320 0.447
Espritz-Disprot 0.863b 0.608b 0.358 0.594 0.732 0.209 0.404 0.208 0.796 0.414 0.439 0.500
MobiDB-lite 0.835 0.554 0.369 0.643 0.791 0.376 0.140 0.394 0.762 0.397 0.253 0.607
Spot-Disorder-Singlec 0.887 0.604 0.403 0.600 0.857 0.438 0.139 0.393 0.788 0.425 0.269 0.600

aProfile-based method. bThe training set for Espritz-Disprot had significant overlap with the SL329 set (23 proteins left after filtering for 25%
sequence similarity). The results are listed here for completeness. cUsing the threshold from the validation set in Table 2 for MCC calculation.
dThe best sequence-based method is in boldface, while the second best is underlined.
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disordered regions. More importantly, we showed that the
single-sequence method is more accurate than the profile-
based technique for proteins with few homologous sequences.
One advantage of SPOT-Disorder-Single is its speed. We

obtained the computing time required for processing the large
Mobi11924 dataset. The timing was measured on CPU (Intel
Xeon CPU E5-1650 v2 @ 3.50 GHz) and GPU (Nvidia GTX
Titan X). This ended up making no difference during testing,
as the CPU and GPU versions both took 85 min for a full
ensemble pass over the data without parallelization. By
comparison, the profile-based SPOT-Disorder took more
than 3 weeks for the same set, even with parallel processing
of the profiles over multiple machines. A single-machine
implementation would have taken over a month. Meanwhile,
the Espritz server, which splits incoming jobs into 8 parallel
batches for processing on a high-performance computing
cluster, processed the Mobi11924 set in approximately 20 min.
Thus, SPOT-Disorder-Single is competitive in terms of
computing speed against other single-sequence servers as
well. This method allows a fast genome-scale prediction that is
often too time-consuming for profile-based techniques.

Another advantage of SPOT-Disorder-Single is that its
performance is more accurate than the modern profile-based
technique SPOT-Disorder for proteins with few homologous
sequences. This is important as most proteins have few
homologous sequences.34 Moreover, the method has a
comparable performance to SPOT-Disorder for long-disor-
dered regions as shown in Figure 5. This significantly enhances
the quality of the results for genome-scale prediction where
locating a stretch of disordered regions separating structured
domains is often needed.
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Figure 5. MCC of each predictor on the Mobi11924 dataset when binned by the length of both ordered and disordered regions.

Figure 6. AUC of the ROC curve when binned by the cumulative
Neff value of the proteins from the Mobi9981 dataset.

Figure 7. Predictions of several different predictors on the p53
protein (UniProt ID: P04637). The dashed horizontal line in each
graph represents the threshold of that predictor (e.g., 0.426 for SPOT-
Disorder-Single), and the remaining disjointed lines are the labels for
the target protein. There are several discontinuities (residues 92,
115−119, 181−186, 292, 312−325) where the curated and indirectly
inferred labels are conflicting in the MobiDB database.
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Chapter 7

Conclusions and

Recommendations

7.1 Conclusions

This thesis presents a collection of works focused on the application of recurrent and

convolutional neural network architectures to several problems in protein structure pre-

diction. These architectures were selected due to their innate abilities to learn long-range

structural dependencies interspersed throughout protein sequences critical to the protein

folding process. The success at achieving state-of-the-art performance in a wide range of

structural problems presented in this thesis is testament to this.

The first application of a Long Short-Term Memory Bidirectional Recurrent Neural

Network (LSTM-BRNN) was presented in the protein disorder predictor SPOT-Disorder.

This work provided the proof of concept that these architectures were superior to predictors

with access to limited sequence context previously used in this field, such as Support Vec-

tor Machines (SVMs) and Fully-Connected Neural Networks (FCNNs). SPOT-Disorder

obtained the highest reported accuracies for disorder prediction across a wide range of

class-balanced performance metrics, most significantly outperforming all other compared

models over 11925 proteins in the MobiDB dataset.

To enhance this architecture, we then applied LSTM-BRNNs in combination with

Residual convolutional neural Networks (Resnets). SPOT-Contact utilised an ensemble of
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these hybrid architectures to obtain state-of-the-art accuracies in the problem of protein

contact map prediction. Using an ensemble of models allows us to remove sporadic gener-

alisations made by individual models, making the model more robust and general. As this

problem is inherently two dimensional, we adapted our architecture to be able to garner

context from multiple dimensions through the use of multi-dimensional LSTM-BRNNs,

called ReNets. This work was the first in two years to beat the RaptorX-Contact predic-

tor across all measured metrics, particularly when negative samples (non-contacts) were

analysed.

As protein contact maps provide important structural constraints of a protein’s folded

structure, SPOT-Contact was then utilised as a set of input features for the prediction of

several one-dimensional structural properties in SPOT-1D. These one-dimensional struc-

tural properties include the 3- and 8-state secondary structure, backbone dihedral and

torsion angles θ, τ , φ, and ψ, and solvent-accessibility metrics solvent-Accessible Surface

Area (ASA), Half-Sphere Exposures based on the Cα atom (HSEα-up and HSEα-down),

and Contact Number (CN). SPOT-1D employed a similar approach to SPOT-Contact,

albeit in a one-dimensional approach. The use of SPOT-Contact and the more complex

architecture provided new state-of-the-art performance for all metrics over all other pre-

dictors.

Since LSTM-BRNNs had been proven to achieve lower accuracies than our new pro-

posed models for local structure prediction, we returned to disorder prediction to see if

the architecture and outputs of SPOT-1D could be used to improve on the performance

of SPOT-Disorder. In this case, we updated our model inputs from SPIDER2 to the new

state-of-the-art SPOT-1D, and changed the architecture to an ensemble of LSTM-BRNNs

and Inception Residual Squeeze and Excitation Networks (IncReSenets). Using this new

architecture and feature set, SPOT-Disorder2 improved on SPOT-Disorder for all metrics

and datasets. Further analysis of these results showed that SPOT-Disorder2 was also

more accurate than dedicated predictors for Molecular Recognition Feature (MoRF) pre-

diction. MoRFs are functionally-important sites in proteins that transition between order

and disorder in proteins.

While SPOT-Disorder and SPOT-Disorder2 are experimentally useful, they become

limited in practice due to their large feature set (including evolutionary profiles and mul-

tiple sequence alignment covariance analysis) taking extensive time to generate. Thus,
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we proposed a disorder predictor that did not rely on evolutionary profiles in SPOT-

Disorder-Single, a method viable for large-scale application due to its high throughput.

SPOT-Disorder-Single has the added benefit of increased accuracy over profile-based meth-

ods for proteins with unreliable evolutionary information from shallow multiple sequence

alignments. The proposed model provides consistent high performance over all other com-

pared single-sequence predictors over several datasets with differing disordered content.

All methods presented in this thesis are available as servers and downloadable packages

at the website http://sparks-lab.org/jack.

7.2 Recommendations For Future Work

The works in this thesis all contribute towards the computational derivation of three-

dimensional protein structure. Current state-of-the-art protein tertiary structure predic-

tors rely on the matching of the target protein to a known structure in a template library.

To obtain a structural template, each protein in the template library is scored based on

the alignment of their predicted structural properties and sequence with the input target

protein. SPOT-Contact stands as a potential improvement to this method, as aligned

contact maps are much more informative regarding the global structural similarity of a

protein than the one-dimensional structural properties used currently, typically including

protein primary sequence, secondary structure, disorder, and solvent accessibility. This is

particularly promising for those proteins with low sequence similarity but similar folded

structures. Ab initio structure prediction, where three-dimensional structure is directly

predicted from the sequence, can also be enhanced by using the predicted contact map as

a frame to restrict in-contact positions in the sequence.

This idea can be further extended by the use and prediction of protein distance maps

over the currently-used contact maps. Protein distance maps differ from contact maps

by offering more information on the separation of a residue pair in a sequence, by either

providing a continuous predicted distance (in a regression problem) or by separating the

distance into several discrete distance cutoffs, rather than the singular cutoff used in con-

tact maps (typically at < 8Å). This inherently provides a more difficult problem than

protein contact map prediction due to the larger sampling space provided by the more

precise predictions. However, with the current amount of data available and the predic-

http://sparks-lab.org/jack
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tion power of modern neural networks techniques, such as those used in this thesis, this

approach should be feasible, offering a much more informative alignment tool for protein

tertiary structure prediction.

As has been shown in this work, the expansion of sequence libraries has led to improved

accuracies for most proteins’ predicted structures. This is due to the evolutionary profiles

used at the input of these models being generated from a richer source of sequential in-

formation, allowing the network to more accurately identify key sequence-position-specific

variations pertaining to structural regions. When this information is limited, and the

multiple sequence alignment used to generate the evolutionary profile is shallow, this in-

formation becomes unreliable and offers little insight into the structural evolution of the

target protein. A potential boost to the effectiveness of evolutionary profiles lies in the use

of metagenomics libraries over current sequence libraries. Metagenomic libraries consist

of a vast selection of proteins extracted from a sample of an environment rich in microbial

biodiversity, such as ocean water or soil. The influx of potentially novel information regard-

ing protein structures insufficiently represented in current databases could provide critical

information to model under-represented protein folds. These libraries have only recently

become possible due to the rise of high throughput sequencing, and have therefore seen

limited use in the literature. However, their potential is tempered by the inherent noise

in this data resulting from low-quality or highly-redundant sequences. Thus, these new

sequence libraries would have to be tested using a known benchmark, such as secondary

structure prediction, to gauge their aptitude in extracting evolutionary profiles.

As a final note, the use of neural network technologies in protein structure prediction

can be seen as a ‘black box’ approach, in that the outputs may be numerically or physically

viable but the inner workings of how the output came to be remain uninterpretable. This

innate drawback is not conducive towards the understanding of how a protein folds from a

random coil-like structure into a unique 3-dimensional conformation as a function of time.

Thus, this presents a shortcoming of neural network technologies, where the practical goal

of structure prediction has come at the cost of reduced intuition. Future endeavors may

investigate the use of algorithms to learn the energy function governing protein folding so

that the protein folding process can be recreated by atomistic simulations.
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