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Abstract 

Big Data is the certain result of our knowledge-intensive world when practically 

everything is being monitored and measured. According to the 2014 report of the 

International Data Corporation (IDC), the amount of information created, captured or 

replicated had exceeded available storage for the first time in 2007. The digital universe 

is doubling in size every two years and will multiply 10-fold between 2013 and 2020 – 

from 4.4 trillion gigabytes to 44 trillion gigabytes. Besides the massive volume, the 

velocity of data is another concern as in our information society, very often data come 

in the form of streams which continuously and rapidly grow over time. Examples of 

such data can be easily seen in many real-world applications like network traffic, 

sensor networks, web searches, stock market systems, social media and others. Mining 

big data can bring back big values and benefit humans in every aspect of life such as 

social communication, business management, and scientific research. They present a 

new world of opportunities as well as challenges that human beings need to deal with in 

a responsible way, maintaining adaptability, scalability and efficiency adequately. 

From the perspective of machine learning, the main approach is based on algorithmic 

improvement. Traditional offline machine learning techniques suffer from many 

restrictions such as the limitation of computational storage for saving the whole 

training set, and the impossibility of handling real-time data and responding instantly. 

To overcome those challenges, the advent of online methods offers the essential ability 

of predictive models which can be trained on-the-fly after the arrival of every new data 

point and be ready to give predictions at any time if requested, by making use of a 

single/set of observations and then discarding them permanently before the next 

observations are used. This typical one-pass-throw-away streamed learning requires 

online methods to preserve as much information extracted from the past instances as 
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possible and at the same time must learn current instances effectively. They are also 

expected to better handle dynamically evolving environments with concept drifts (the 

change in data distribution), which are widely encountered in stream contexts. 

Furthermore, potentially extremely skewed classes in a large number of daily 

applications, such as accident diagnosis of real-time traffic surveillance, fault detection 

in online banking and intrusion monitoring, can significantly hinder the classification 

performance of online methods. There is a need for building more effective online 

frameworks, which offer rich information and high flexibility in adaption to concept 

changes, class imbalances and other advanced tasks (if needed) coming from real-life 

data stream mining.   

To address the research challenges mentioned above, we first proposed novel online 

supervised Bayesian classifiers based on variational inference (VI) for multivariate 

Gaussians (Minibatch-VIGO and VIGO), which outperformed recent and well-known 

methods on a wide range of datasets (reducing at least 5.5% mistake rate compared to 

the other benchmarks). From the same theoretical background, a lossless online 

classifier (OVIG) is presented, guaranteeing to produce the same prediction model as 

its offline counterpart regardless of the incremental training order. Through the 

application to movie genre classification, two strategies for dealing with high-

dimensional data were suggested including random projection based and stacking based 

ensembles. Exploiting the flexibility of a variational inference mechanism, we also 

developed advanced techniques to effectively tackle dynamic streaming data with 

concept drifts. They include VIGOd (online VI with a built-in concept drift detector for 

multivariate Gaussians) and VIGOw (online VI weighted for multivariate Gaussians), 

which are almost 20 times faster than the most accurate adaptive benchmark method. 

Next, we introduced OCSB (online cost-sensitive learning and sampling for Bayesian 
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classifiers), a new imbalanced learning strategy that combines cost-sensitive learning 

and intermediate sampling. When applying OCSB to Minibatch-VIGO, it helps to 

increase the recognition of rare instances and the overall accuracy significantly (by over 

25% and 16%, respectively). Furthermore, we generalize our online multi-class 

classifiers (each class has 1 label) to online multi-label classifiers (each class can have 

many labels) and our online VI-based multivariate Gaussians (VIGO) (data of each 

class described by a multivariate Gaussian) to online VI-based mixtures of Gaussians 

(VIMGO) (data of each class described by a number of Gaussians). For the former 

(multi-label learning), one more concept drift adaptation technique using a decay factor 

to weight the importance of instances according to their age is suggested and tested. At 

the same time, a new dynamic intermediate sampling technique (DIS) is developed to 

handle new challenges of online imbalanced learning for the multi-label scenarios. 

Although having to approximate a much bigger number of Gaussians in mixture 

models, the latter (VIMGO) and its adaptive version VIMGOw are optimized to run 

effectively. VIMGOw is combined with a simplified version of OCSB to obtain 

iVIMGOw. Applications of iVIMGOw in network intrusion and credit card fraud 

detection through recent UNSW-NB15 network data and real-world credit card data 

respectively show that it can accurately recognize attacks with a wide range of 

frequency. 

Finally, it is worth mentioning that all our proposed classifiers are second-order 

generative methods with rich information. They not only explore the underlying 

structure of data effectively but can also be used as a base framework for further 

advanced tasks of stream learning like cost-sensitive learning, active learning and semi-

supervised learning.   
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1. Chapter 1: Introduction 

 

This chapter presents an overview of online learning methods and our contributions. 

We will introduce here all the concepts that appear in subsequent chapters of the thesis.  

 

1.1. Online learning 

 

 What is online learning? 1.1.1.

We are living in the Internet of Things (IoT) era when the arrival of big data delivers 

many challenges for data mining techniques. Conventional batch machine learning 

methods experience several limitations when dealing with big data, especially data 

streams. Storing large volumes of streaming data in the machine's main memory is 

often computationally infeasible and traditional offline methods where the prediction is 

made based on learning the entire training dataset at once becomes impractical. 

Moreover, offline algorithms are not applicable in the real-time learning scenarios 

where a stream of data is arriving, and predictions must be made before all the data is 

seen. They are also very hard to adapt to fast-changing environments with continuously 

evolving concepts.  Therefore, online learning is emerging as an effective machine 

learning method for large-scale applications, especially those with streaming data. In an 

online learning process, predictive models can be updated after the arrival of every new 

data point (one-by-one) in a sequential fashion or deferred until a group of points has 

arrived (minibatch-by-minibatch) to reduce the effect of noise in the data. They do not 

require the whole data set to be stored or loaded into memory, but just make use of a 

single/set of observations and then discard them before the next observations are used. 
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In this thesis, the terms “online learning”, “stream learning”, “incremental learning” are 

used interchangeably. However, in real-world applications, stream learning often refers 

to mining large continuous streams, in the order of hundreds of millions of examples or 

of unlimited size. In some other contexts, incremental learning can do multiple passes 

over training datasets. 

Online learning methods can be divided into 3 main groups depending on the types of 

feedback information. Online supervised learning refers to the task where the full 

feedback information (true class label of data) is always revealed from the 

environments to the learner as a part of each learning round. When the feedback is 

partial (for example, a stream of a small amount of labelled data mixed with a large 

amount of unlabeled data), we have online semi-supervised learning. If data come in a 

sequential manner without any feedback, the task is online unsupervised learning. 

This thesis focuses on online supervised learning, in particular, online classification 

tasks. How does an online classifier usually work? Figure 1.1 depicts a typical online 

classification cycle [1]: 

1. The stream passes a new sample 𝐱𝑡 ∈ 𝕏 ⊂ ℝ𝐷 to the algorithm. Data points are 

available in a sequential order. An online method is not allowed to see all the 

training samples to date as it is required to discard them after use in order to 

limit the amount of the consumed memory. 

2. The algorithm uses its current classification model 𝑀𝑡 to inspect 𝐱𝑡, and give a 

prediction �̂�𝑡 if requested. Then the true label 𝑦𝑡 is revealed from the 

environment. Based on some criteria (for example, a suffered loss 𝑙(𝑦𝑡, �̂�𝑡)), it 

decides whether to use 𝐱𝑡 to update 𝑀𝑡 → 𝑀𝑡+1: 

- If yes, the learner updates 𝑀𝑡 → 𝑀𝑡+1 and discards 𝐱𝑡 
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- If no, 𝑀𝑡+1 ≡ 𝑀𝑡, the learner can discard 𝐱𝑡 straight away or store 𝐱𝑡 in 

a temporary minibatch of a limited size for updating the model later and 

discard 𝐱𝑡 after that. 

Sometimes, this learning step also needs to be done in a limited prefixed 

amount of time. 

3. The obtained model 𝑀𝑡+1 is ready to process the next coming sample 𝐱𝑡+1. It 

can be used to predict the class of unseen samples if required. In that way, the 

model evolves over time and can be employed at any stage of growth. 

 

1Figure 1.1. The online classification cycle 

 

From this framework, we can see that online learning algorithms avoid re-training 

when adding new data while maintaining excellent scalability and strong adaptability to 

changing environments. 

 

1. Input a new sample 𝐱𝑡 , 𝑦𝑡  

2. Update 𝑀𝑡 using 𝐱𝑡 , 𝑦𝑡  if needed 
3. Obtain model 𝑀𝑡+1 

Streaming 

data 

Unseen 

data 

Predictions 
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 Applications of online learning 1.1.2.

There are two main types of applications of online methods. First, in existing machine 

learning models, they replace offline methods in large-scale applications. Many offline 

methods like linear, kernel or lazy (kNN) methods were adapted to be able to learn 

training data in an online manner (1 by 1 or minibatch-by-minibatch) overcoming the 

curse of big data [2]. Second, online algorithms can be used to handle on-the-fly data 

coming in a sequential manner of streaming applications like stock price predictions, 

online recommendation systems, online portfolio selection [2], and online sentiment 

analysis [3], which are getting more and more common in our new IoT era. 

 

 Evaluation procedures for online methods 1.1.3.

The evaluation procedure of a learner decides which samples are used for training and 

which are utilized for testing the model. Holdout and cross-validation are the most 

suitable methods for evaluating batch machine learners [1]. The first one divides the 

available data into 2 mutually exclusive subsets: a training set and a testing (or holdout) 

set. The latter 𝑘-cross-validation method randomly divides the data into 𝑘 independent 

and approximately equal-sized folds. The evaluation repeats 𝑘 times, each time a 

different fold performs as a holdout set and the remaining 𝑘 − 1 folds are mixed 

together to be used as a training set.  

Holdout and cross-validation also can be used for online settings but Interleaved Test-

Then-Train or Prequential method [4] is the most popular and is used in the 

experiments of this thesis. A prequential scheme tests each individual sample before 

using it for training, and therefore the performance measures can be updated 

incrementally and recorded at any time step. This method maximizes the use of 

available data as no holdout set is required. It is also not susceptible to imbalanced 
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class distribution between folds, as in cross-validation. And finally, it is suitable for 

stream learning, where the limited data is not the concern, but the evolving 

performance of the model over time needs to be estimated accurately.  

In learning stationary data streams, we randomly permute datasets and run algorithms 

on them 10 times, take averages of recorded measures (such as mistake rates, runtime, 

recalls and so on). Nonetheless, we also perform Wilcoxon Sign Rank tests [5] between 

our proposed methods with other benchmarks to statistically test the significance (or 

the difference) among them. The resulting 𝑝-values <0.05 advise a significant 

difference between our proposed algorithms and the respective methods. 

In learning dynamically changing data streams, we run experiments on each stream one 

time in its natural order of data. To assess if the differences in performances of multiple 

algorithms over multiple datasets are statistically significant for a given evaluation 

measure, we employ a Friedman test followed by a post-hoc Nemenyi test [5] with a 𝑝-

value set as 0.05 for both tests. 

 

1.2. Literature review of online supervised multiclass classifiers 

In this section, we review major research done in the online supervised multiclass 

classification learning. The review about other research domains of this thesis including 

adaptive learning, imbalanced learning and multi-label learning will be covered in the 

related chapters. Here we focus on pointing out where our core proposed methods 

(online Bayes classifiers based on variational inference) stand in the literature. 

Based on the three main steps of an online learning classification, we can see that 

different online algorithms are mainly distinguished in terms of the different type of 
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loss function 𝑙(𝑦𝑡, �̂�𝑡) and the way of incrementally updating the predictive model: 𝑀𝑡 → 𝑀𝑡+1. 

 Given a problem instance to be classified represented by a vector 𝐱 = (𝑥1, 𝑥2, … 𝑥𝐷) ∈ℝ𝐷, binary (or multiclass) linear methods use the predictive rule: �̂�𝑡 = sign(𝐰. 𝐱𝑡) (or �̂�𝑡 = argmax𝑙∈{1,⋯,𝐿} 𝐰𝑙 ∙ 𝐱𝑡, here 𝐿 is the number of classes and 𝐰𝑙 is the weight 

vector of class 𝑙, 𝑙 = 1, … , 𝐿). Many popular first-order linear methods such as 

Perceptron [6], OGD (Online Gradient Descent) [7] and PA (Passive Aggressive 

learning) [8] are additive algorithms, i.e., when an instance 𝐱𝑡 is misclassified, the 

weight vector 𝐰 is usually updated by shifting along the direction of 𝐱𝑡: 𝐰 + 𝛼𝑡𝐱𝑡 →𝐰, where 𝛼𝑡 weighs the misclassified instance. They only utilize the first-order 

information of the received instances, maintaining a single point solution for the 

classification model at any trials. Later on, to better exploit the underlying structures 

between features, second-order online learning algorithms such as SOP (Second-order 

Perceptron) [9], SCW (Soft Confidence Weighted) [10], and AROW (Adaptive 

Regularization of Weights) [11] have been proposed. Most of the second-order learning 

algorithms typically assume the weight vector follows a Gaussian distribution 𝐰~𝒩(𝛍, 𝚺). They not only find the most likely solution for 𝐰 but also the distribution 

of all possible solutions, hence taking advantage of the training data more efficiently. 

Although linear methods are efficient in computation and memory as well as 

guaranteed by theoretical bounds on the mistake rates [12], they learn linear prediction 

models which are not flexible enough for many real-world applications. Moreover, it is 

not straightforward to convert from binary linear classifiers to multiclass linear 

classifiers.  

The limitation of online linear methods in classifying data with nonlinear dependency 

has motivated the research about online kernel-based methods, which apply linear 
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models in feature space to handle the nonlinear separation of data. Conventionally, for 

the kernel-based predictive model, a set of support vectors (SV) is maintained in the 

main memory and any misclassified new incoming instances are kept. This results in an 

unbounded SV set during the online learning process. One notable research direction to 

tackle this key challenge of kernel online learning is to use a fixed-size budget with 

different budget maintenance strategies (e.g., removal, projection, or merging) [13]. In 

another direction, a newer method [14] transforms data from the input space to the 

random-feature space, and then performs stochastic gradient descent in the feature 

space to create Fourier Online Gradient Descent (FOGD) and Nystrom Online Gradient 

Descent (NOGD). Recently, to make online kernel methods more scalable, Dual Space 

Gradient Descent (DualSGD) [15] utilizes random features as an auxiliary space to 

maintain information from data points removed during budget maintenance. 

Tree-based models are also a popular family among the supervised online learning 

models. An attractive feature of prevalent offline trees like CART [16] (or the related 

C4.5 [17]) is that the algorithm asks a sequence of hierarchical Boolean questions (e.g., 

is 𝑥(𝑖) ≤ 𝜃𝑗?, where 𝜃𝑗 is a threshold value), which is relatively easy to be interpreted 

by people. When converted into online settings, early incremental trees are either 

memory intensive, as all of the previous training data must be retained (ITI [18]), or 

have to discard important information if parent nodes change. In 2000, the state-of-the-

art Hoeffding trees [19] were introduced. It is an incremental, anytime decision tree, 

that is capable of learning from massive data streams, assuming that the distribution 

generating examples does not change over time. Among trees, Hoeffding tree is used 

the most since it has a good guarantee of performance not shared by other incremental 

decision tree learners. However, this guarantee does not work for small datasets. To 

measure the number of observations needed to estimate some sufficient statistics within 
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a prescribed precision, it exploits the so-called Hoeffding bound, which states that, with 

probability 1 − 𝛿, the true mean of a random variable of range 𝑅 will not differ from 

the estimated mean after 𝑛 independent observations by more than 𝜖 = √𝑅2𝑙𝑛(1/𝛿)2𝑛 . 

With this bound, a Hoeffding tree’s output is shown to be asymptotically nearly 

identical to that of a non-incremental learner using infinitely many examples. However, 

in the implementation of Hoeffding trees, checking for a split at a node is often 

expensive. Therefore, after initializing the predictive model with a number of first 

instances, it only checks for a split at a node after every new 𝑛𝑚𝑖𝑛 (default value = 200) 

observations have reached that node. 

Considering the stability-plasticity dilemma, Grossberg and Carpenter developed the 

Adaptive Resonance Theory (ART) [20] as a family of neural network models in the 

1980s and 1990s. The dilemma highlights the fundamental challenge on how to design 

a learning model that is able to continuously absorb knowledge from data samples 

incrementally (plasticity) and yet prevent knowledge learned previously in the model 

from being corrupted and erased (stability). An elementary unsupervised ART neural 

network often contains two fully connected layers (an input layer F1 and a recognition 

layer F2) as well as a system (controlled by a vigilance parameter) which is responsible 

for its decision-making capabilities. Among the ART based models, all supervised 

variants typically follow an ARTMAP architecture [21] consisting of two elementary 

ART units interconnected by a map field. When an ARTMAP architecture is used for 

classification, typically the first ART module clusters data samples while the second 

module clusters class labels in parallel. The map field consists of a single layer of 

nodes linking the nodes in the recognition layers of two ART units together. Supervised 

ART based models are well researched and developed with numerous publications such 

as Fuzzy ARTMAP [22], Gaussian ARTMAP [23], Bayesian ARTMAP [24], 



Chapter 1: Introduction  

 

9 

 

Generalized ART [25], Self-supervised ARTMAP [26], Biased ARTMAP [27], and 

TopoART-C [28]. Several problems faced by ART bases models are the order-

dependence of data presentation, especially in fast online learning mode, vigilance 

parameter adaptation and distributed representations [29]. In addition, ART-based 

learning of object representations uses excitatory matching and match-based learning to 

solve the stability–plasticity dilemma [30]. However, match learning is not the only 

kind of learning that the brain needs to accomplish autonomous adaptation to a 

changing world. Inhibitory matching and mismatch-based learning (e.g. using 

backpropagation in feed-forward neural networks such as deep learning architectures) 

is another essential complementary component [30]. Therefore, building machine 

learning systems that are fast and stable, having the ability for life-long learning and are 

resilient in the face of unpredictable changes in the environment crucially depends on 

the ability to master both types of learning [29]. 

Being one of the most powerful methods, Bayesian classifiers are very flexible 

generative algorithms which give access to the posterior class probabilities as well as 

the full data distribution. This information is especially valuable in online settings, 

where samples are discarded after use and cannot be retrieved later. Based on Bayes’ 

theorem, the prediction rule of a Bayesian classifier is as follows: 

𝑦 = argmax𝑙∈{1,2,⋯,𝐿} 𝑝(𝑙|𝐱) ~ argmax𝑙∈{1,2,⋯,𝐿} 𝑝(𝑙)𝑝(𝐱|𝑙) (1.1) 

where 𝑝(𝑙|𝐱) is the posterior probability that 𝐱 belongs to the class 𝑙, 𝑝(𝑙) is the prior 

probability of class 𝑙, and 𝑝(𝐱|𝑙) is the class conditional probability density function, 

respectively. Different Bayesian methods are distinguished by the way they 

approximate 𝑝(𝐱|𝑙). Naïve Bayes is the simplest Bayesian classifier which is called 

‘naïve’ because it assumes independence of the attributes given the label. In ONBG 
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(Online Naïve Bayes for Gaussians) [31], every attribute 𝑥𝑖 of 𝐱 follows a univariate 

Gaussian distribution 𝑝(𝑥𝑖|𝑙) = 𝒩(𝑥𝑖|𝜇𝑖, 𝜎𝑖2),  𝑖 ∈ {1, ⋯ , 𝐷}, and the maximum 

likelihood estimates of parameters 𝜇𝑖 , 𝜎𝑖2 are updated on-the-fly, based on the training 

set received so far. To estimate the parameters of diverse approximating distributions 

for 𝑝(𝐱|𝑙), optimization techniques using latent variables like Expectation 

Maximisation (EM) and variational inference (VI) (see e.g. [32]) are employed. EM is 

a popular two-stage iterative tool for finding parameters of flexible but complicated 

distributions like mixtures of Gaussians. Meanwhile, using the coordinate ascent update 

like EM, VI is a second-order approach where a distribution of each parameter is 

explored instead of just the point estimate. To catch up with streaming and big data 

applications, some algorithms based on incremental EM ([32]) and stochastic VI were 

developed [33-35]. Variational inference often uses the variational lower bound on the 

marginal likelihood as the objective function, and stochastic variational inference (SVI) 

[33-35] applies a variant of stochastic gradient descent to this objective function for 

latent Dirichlet allocation in the domain of topic modelling of document collections. 

Although the stochastic gradient is computed for a single, small subset of data points 

(documents) at a time, the targeted posterior is still a posterior for 𝑁 data points where 𝑁 is the capacity of the full dataset. Therefore, posterior for 𝑁′ (𝑁′ ≠ 𝑁) data points, 

that have been processed thus far, is not obtained as part of the analysis. Furthermore, 

this also prevents the application of SVI from learning streaming data where 𝑁 is 

unknown in advance. This undesirable property of SVI is overcome by SDA-Bayes 

[36], a framework for Streaming Distributed Asynchronous computation of a Bayesian 

posterior. The case study of SDA-Bayes is also latent Dirichlet allocation which shows 

that SDA-Bayes improves run time with no performance cost compared to SVI. In this 

dissertation, we introduce new online Bayesian classifiers, which apply VI technique in 
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multiclass/multilabel classification for a broad range of datasets. For multiclass 

classification, our proposed method aims to outperform the accuracy of online linear 

methods, the time efficiency of kernel based methods, the limitation of Hoeffding trees 

on small datasets, and the input order dependency of ART based models. Our VI based 

learners are also match-based, however the flexibility of VI framework allows the 

predictive model to fast forget when needed. Our contribution to coordinate ascent 

inference based Bayesian frameworks is to show in depth the flexibility of the VI 

framework in adaptation to concept drifts, which can also apply to other VI based 

methods. 

The above mentioned online classifiers can be combined in an ensemble framework to 

create committee classifiers obtaining better performance. To do this, ones might train 

multiple single models and then make predictions using different combining rules. Two 

well-known variants of online committee methods are online Bagging and online 

Boosting [37]. Online Bagging simulates the bootstrap process of offline bagging by 

sending 𝒦 copies of each new sample to update each base model, where 𝒦 follows the 

Poisson (λ = 1) distribution. Meanwhile, online Boosting trains a series of base models h1, … , h𝑀, each h𝑚 is learned from each new sample 𝒦 times, where 𝒦~ Poisson(𝜆), 𝜆 

is determined based on the classification result of the preceding model h𝑚−1. In 

particular, Online Random Forests [38] are ensembles of online decision trees with 

random feature-selection combined using online bagging. Recently, a Bayesian 

framework (BE) [39] was proposed for recursively estimating the classifier weights in 

online learning of a classifier ensemble. Another recent interesting work, named as 

BLAST [40], studies the use of heterogeneous ensembles, comprised of fundamentally 

different model types. BLAST introduces the Online Performance Estimation 

framework, which can be used in data stream ensembles to weigh the votes of ensemble 
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members differently across the stream. Although ensemble methods can inherit the 

good properties of base learners and give better accuracy, they also experience some 

disadvantages. For example, deciding on the number of base classifiers is non-trivial 

and a large number can lead to expensive computation while a small number may not 

give expected results. 

 

1.3. Main contributions 

 

 Research questions and objectives 1.3.1.

 From the demand for improving the accuracy and adaptability of online methods, as 

well as the detailed survey about important state-of-the-art existing online classifiers, 

we affirm the need for this research’s objectives which are: 

- Developing novel online classifiers which can be used as promising frameworks 

for not only basic but also advanced classification tasks in online machine 

learning 

- Applying these novel methods in real-world applications. 

These objectives lead to the following research questions:   

 

Question 1. Why are Bayesian classifiers not developed in an adequate manner 

with their potential? 

We first notice that among online methods, Bayesian classifiers, which have potential 

to adapt well to many demanding tasks of online machine learning, are not developed 

adequately. In prevalent libraries of online learning like MOA [41], LIBOL [42] and 

SOL [43], the only online Bayesian classifier that can be found is Online Naïve Bayes. 
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One of the likely reasons is as follows. Most online methods are based on their offline 

counterparts. And among offline methods, generative methods, to which Bayesian 

classifiers belong, are often considered as wasteful of computational resources and 

excessively demanding of training data to give more information than needed for the 

classification tasks. Specifically, generative approaches involve finding the joint 

distribution over both 𝐱 and its class label 𝑦, when in fact we only really need the class 

posterior probabilities, which can be obtained directly through discriminative models 

(for example, logistic regression [32]).  

For offline tasks, Bayesian classifiers already seem to be heavy. In online settings, 

where the requirements about the computational efficiency are even more demanding, 

should we make efforts to build novel online Bayesian classifiers? In fact, this question 

was proposed before for offline methods, and the answer was “yes” at that time, 

because the development of computer technology allowed more complicated but more 

accurate and flexible algorithms to be developed. To ensure our “yes” answer for the 

same question in online settings, we can have a quick look at the merits of online 

Bayesian classifiers in the answer for question 2 below. 

Furthermore, in generative approaches like Bayesian classifiers, the joint distribution 𝑝(𝐱, 𝑦) can be inferred if required, otherwise, Bayesian classifiers can focus only on the 

main task: inferring class posterior probability 𝑝(𝑦|𝐱). Therefore, Bayesian classifiers 

may not demand more computational resources and data than discriminative models, 

but it has much more potential for providing rich information if required. 

 

Question 2. What are the pros and cons of online Bayesian classifiers? 

Advantages of online Bayesian classifiers 
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Through analyzing existing Bayesian classifiers and especially developing new ones in 

our research, we can clarify the advantages of online Bayesian classifiers as follows: 

- While many online methods are very difficult to convert from binary to 

multiclass and require the 1-vs-all strategy to deal with multi-class problems, Bayesian 

classifiers have the same treatment for both cases because for each class 𝑙 they build a 

class-conditional probability 𝑝(𝐱|𝑙) separately and independently. This mechanism also 

makes Bayesian classifiers ready for parallel implementation to reduce run time. 

- Bayesian classifiers can update the model 1-by-1 or in batches of an arbitrary 

size. In our new methods (e.g. Minibatch-VIGO [44]), where we choose the 

conservative update (i.e. only update when the model gives wrong prediction), a pool-

based update is demonstrated to have many advantages over 1-by-1 updates in the 

accuracy improvement, de-noise effect and runtime reduction. That is because updating 

in minibatches utilizes available data more effectively. 

- Bayesian classifiers give access to the class posterior probabilities 𝑝(𝑙|𝐱), 

which are in high demand for many compelling reasons, for example in calculating an 

expected loss of cost-sensitive learning (which can be applied in imbalanced learning) 

or in combining models [32].  

- Bayesian classifiers are generative methods. They exploit data effectively to 

obtain rich information (i.e. class conditional distribution 𝑝(𝐱|𝑙)), which can be 

beneficial in adapting the model to different tasks of machine learning: 

 First, generative approaches allow the marginal density of data 𝑝(𝐱) to be 

determined (𝑝(𝐱) = 𝑝(𝐱, 𝑙)/𝑝(𝑙|𝐱) = 𝑝(𝐱|𝑙)𝑝(𝑙)/𝑝(𝑙|𝐱)). This can be 

useful for detecting new data points that have low probability under the 

model and for which the predictions may be of low accuracy, which is 
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known as outlier detection. In online settings, outlier detection is more 

important as the model learns from every sample one by one, and a noisy 

instance can dramatically damage the model, especially the aggressive ones. 

 Second, in our information society, although collection of data is often easy, 

the process of labelling it can be expensive. For example, with complex 

problems such as object recognition, where there is huge variability in the 

range of possible input vectors, it may be difficult or impossible to provide 

enough labelled training examples, and so there is increasing use of semi-

supervised learning in which the labelled training examples are augmented 

with a much larger quantity of unlabelled examples. Consequently, there is 

increasing interest in generative methods since these can effectively exploit 

unlabelled data [45].  

 Third, in many real-world applications like multimedia searching, where 

interactive searches with online relevance feedback (web-scale content-

based multimedia retrieval) are performed, generative methods give the 

foundation to build the theory about ambiguity measure in online active 

learning.  

 Fourth, concept drift, which is formally defined as the change of joint 

distribution 𝑝(𝐱, 𝑦) is a widely seen important issue in data stream mining. 

Concept drifts can be caused by many factors such as the change in class-

conditional probability 𝑝(𝐱|𝑦), or more seriously by class evolution. Briefly 

speaking, class evolution is concerned with certain types of change in the 

prior probability distribution of classes, i.e., 𝑝(𝑦), and usually corresponds 

to the emergence of a novel class and the disappearance of an outdated 

class. [46]. Class evolution occurs frequently in practice. For example, new 
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topics frequently appear on Twitter and outdated topics are forgotten with 

time. Besides, old topics, e.g., topics on festivals, may also become popular 

again. In these cases, the way of treating different classes independently 

helps Bayesian methods naturally adapt to the appearance of new classes or 

the disappearance of old classes. The flexibility in 

incrementally/decrementally updating classes is also a natural advantage of 

online Bayesian classifiers over other methods like tree-based methods. 

Disadvantages of online Bayesian classifiers 

- Online Bayesian classifiers generally are more time consuming than linear 

methods. Our new online Bayesian methods notably reduce this time cost gap. They are 

faster than online Naïve Bayes, however still slightly slower than linear methods. 

- The curse of dimension is a common issue of generative methods. When the 

number of attributes is high (say > thousands), Bayesian methods take a long time to 

run.  

 

Question 3. How should we develop online Bayesian classification methods? 

Through our experiments and the literature review about online linear methods, we 

witness the significant improvement of second-order methods over first-order methods. 

The reason is that the first-order methods only explore the first-order information of 

data giving a point estimate of weight vector 𝐰. Meanwhile, the second-order methods 

exploit the underlying structure of data, giving an approximated distribution for 𝐰, then 

using the mean as a point estimate for 𝐰 and the inverse covariance as the measure of 

confidence for that choice to train the model, resulting in more aggressive algorithms 

with higher accuracy. Similarly, we expect that in our probabilistic model, if we exploit 
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high-order information (i.e. finding a distribution of possible values of parameters 

rather than just the point estimates), we can get more promising results. 

 

Question 4. How can we adapt our proposed methods to many advanced tasks 

coming from real-world applications? 

During the PhD candidature, advanced tasks of online learning like adaptive learning, 

imbalanced learning and multi-label learning have been investigated. For each task, we 

exploit the flexibility of our proposed frameworks to give effective solutions.  

 

 Contributions and significance 1.3.2.

We present a new Bayesian framework for online classification learning.  

 In our framework, we apply variational inference for multivariate Gaussians and 

mixtures of Gaussians to build 2 new core online classifiers named VIGO (variational 

inference for multivariate Gaussians) and VIMGO (variational inference for mixtures 

of Gaussians) respectively (Chapters 2 and 6). Inheriting the second-order generative 

nature of VI, these proposed methods can discover the deep underlying structure of 

data efficiently. Experiments on 30 diverse datasets have demonstrated the superior 

performance of VIGO and VIMGO over state-of-the-art and recent methods in learning 

stationary data streams. VIGO is a fast online learner. Although needing to learn much 

more parameters and hyperparameters than VIGO to provide a richer class of density 

models than a single multivariate Gaussian, VIMGO is optimized to run effectively. 

Furthermore, we introduce two other versions of VIGO: Minibatch-VIGO and lossless 

OVIG, which have their own advantages in specific applications. Indeed, lossless 

OVIG can replace its offline counterpart used in big data applications and is guaranteed 

to produce the same prediction model regardless of the incremental training order. 
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Meanwhile, Minibatch-VIGO stores new samples in small batches which is useful in 

oversampling minority instances in imbalanced learning. 

 To tackle high-dimensional data, two ensemble based approaches have been 

suggested using random projections and stacking respectively. Their competitive 

performance was assessed through an application to movie genre classification 

(Chapter 2). 

 To adapt VIGO to dynamically changing environments with concept drift, we 

exploit the natural border between the past information (priors) and the present 

information (encoded in the sufficient statistics) of the VI mechanism to develop two 

new adaptive methods VIGOd (online VI with built-in concept drift detector for 

multivariate Gaussians) and VIGOw (online VI weighted for multivariate Gaussians) 

(Chapter 3). They are fast and competitive adaptive methods. They also work well in 

both stationary and dynamic environments. From here, we have two new elegant 

adaptive techniques (VI with built-in concept drift detector and weighted VI) which can 

be applied to adapt other VI based methods in the literature to concept drift learning. 

Later, in Chapter 5 for multi-label learning, we propose one more adaptive technique 

named VI with an explicit decay factor.  

 To tackle class imbalance in online learning, we propose OCSB (online cost-

sensitive learning and sampling for Bayesian classifiers) which combines cost-sensitive 

learning and intermediate random sampling (Chapter 4). Specifically, an artificial cost 

matrix is designed and adapted in a sequential manner to not only boost the accuracy of 

minority classes but also guarantee the stability of the overall performance of the online 

learner. Furthermore, a new intermediate sampling technique with over-sampled 

minority classes and under-sampled majority classes offers a twofold benefit: learning 
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the rare classes properly and reducing the cost caused by the redundant data of majority 

classes. In Chapters 5 and 6, two more imbalanced learning strategies are presented 

including DIS (dynamic intermediate sampling) and simplified OCSB. 

 We generalize our Bayesian framework from multiclass to multi-label learning 

(Chapter 5).  Overcoming many difficulties related to the complicated nature of multi-

label classification like: high dimension, inconsistency of performance measures, and 

concurrence among imbalanced labels, we contribute a new variational inference and 

ensemble based incremental classifier for multi-label classification with concept drift 

and class imbalance. It is worth mentioning that this is still a largely uncharted area in 

machine learning. 

  Last but not least, we propose VIMGOw (online weighted VI for mixtures of 

Gaussians) - an effective adaptive online classifier working well on both stationary and 

dynamic environments (Chapter 6). It follows VIGOw with additional considerations 

for the ratios among mixing coefficients and among numbers of the past instances of 

each component in a mixture of Gaussians as well as the optimization in approximating 

a much bigger number of Gaussians of mixture models. Since Gaussian mixture models 

are used in many offline applications, the proposed framework can help adapt them to 

online real-time scenarios. VIMGOw is then combined with the simplified OCSB to 

obtained iVIMGOw. Application of iVIMGOw in network intrusion and credit card 

fraud detection shows that it can accurately recognize attacks with a wide range of 

frequency.     

The effective performance of our proposed Bayesian framework allows it to be adapted 

further to other challenging tasks of online learning. 
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1.4. Outline 

This work is divided into seven chapters. Each main chapter contains a detailed review 

of previous work related to its specific context, and extensive experiments 

demonstrating the competitive performance of the method proposed. 

In Chapter 1, we briefly discuss online learning and its challenges, pointing out the 

research gaps amongst the work done so far in the field. We then present our main 

contributions including research questions, objectives, and significance. 

Chapter 2 is about new online classifiers based on variational inference for multivariate 

Gaussians. They have different designs depending on the purpose for use. Through the 

application to movie genre classification, two strategies for dealing with high-

dimensional data via random projections and stacking are suggested. Chapter 2 is also 

the foundation of different advanced research extensions for the following chapters.  

Two novel adaptive learning techniques are explored for the VI framework and 

challenging synthetic data containing different kinds of concept drifts are generated in 

Chapter 3. Meanwhile, Chapter 4 proposes a powerful imbalanced learning strategy for 

online Bayesian classifiers. 

Chapter 5 covers the generalization and extensions of all the work done before for 

multiclass classification to multi-label classification tackling new difficulties appearing 

due to the multiple meanings of real-world objects. We also generalize our core 

framework from multivariate Gaussians to mixtures of Gaussians in an application- 

oriented direction, overcoming the curse of high space and time complexity of mixture 

models in Chapter 6. 

Finally, Chapter 7 concludes the thesis and draws some suggestions for future research.
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2. Chapter 2: Online Variational Inference for 

Multivariate Gaussians 

 

In this chapter, we propose a novel VI-based online Bayesian method (VIGO) and its 

other two versions (Minibatch-VIGO and lossless OVIG). They offer the same 

treatment for binary and multiclass cases, i.e. there is no need for any kind of 1-vs-all 

or 1-vs-1 strategies which are required by several binary classifiers. The lossless 

property of OVIG guarantees that it can reach the same prediction model as its offline 

counterpart regardless of the incremental training order. In our models, variational 

inference for multivariate Gaussians is exploited to approximate the class conditional 

probability density functions of data in an online manner. 

 

2.1. Introduction 

Given a problem instance to be classified represented by a vector 𝐱 = (𝑥1, 𝑥2, … 𝑥𝐷) ∈ℝ𝐷. A Bayesian classifier based on Bayes’ theorem predicts the label 𝑦 of 𝐱 from the 

label set {1,2, ⋯ , 𝐿} as 

𝑦 = argmax𝑙∈{1,2,⋯,𝐿} 𝑝(𝑙|𝐱) ~ argmax𝑙∈{1,2,⋯,𝐿} 𝑝(𝑙)𝑝(𝐱|𝑙) (2.1) 

where 𝑝(𝑙|𝐱) is the posterior probability that 𝐱 belongs to the class 𝑙, 𝑝(𝑙) is the prior 

probability of class 𝑙, and 𝑝(𝐱|𝑙) is the class conditional probability density function, 

respectively. 

The class prior 𝑝(𝑙) can often be estimated simply from the fractions of training data in 

each of the classes. For online settings, at time step 𝑡 



Variational inference for multivariate Gaussians (VIG) 

 

22 

 

𝑝(𝑙) =  𝑐𝑙𝑐 ~𝑐𝑙 (2.2) 

where 𝑐𝑙 is the number of instances of class 𝑙 arriving before 𝐱𝑡, and 𝑐 is the number of 

all instances arriving before 𝐱𝑡. Based on the way of approximating 𝑝(𝐱|𝑙), 𝑙 ∈{1, … , 𝐿}, we have different Bayesian algorithms. In the literature, we witness the 

superior performance of second-order online linear methods over the first-order linear 

methods. As mentioned in Chapter 1, first-order algorithms only give a point estimate 

for each parameter, whereas second-order algorithms give a distribution of all possible 

solutions for the parameter. Hence, not only the most likely solution (mean or mode) is 

found but also its confidence (through the variance), thus taking advantage of the 

training data more efficiently. This induces us to build a second-order online Bayesian 

method.  

Recently, we introduced variational inference for multivariate Gaussian distribution 

(VIG) [47] to approximate 𝑝(𝐱|𝑙) for each class 𝑙. The VIG algorithm has been 

demonstrated to offer superior performance for batch learning under an ensemble 

framework. Before describing our novel VI-based online Bayesian methods, we briefly 

summarize the VIG method in the next section.  

 

2.2. Variational inference for multivariate Gaussians (VIG) 

The idea behind the variational inference (VI) method is to approximate the posterior 

distribution 𝑝(𝑍|𝕏) of hidden variables 𝑍 given observed data 𝕏 by a more easily 

accessible distribution 𝑞(𝑍) which minimizes the divergence between 𝑝(𝑍|𝕏) and 𝑞(𝑍). In literature, the Kullback–Leibler (KL) divergence is commonly used to 

compute the distance between two distributions: 
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KL(𝑞‖𝑝) = 𝔼𝑞 [ln ( 𝑞(𝑍)𝑝(𝑍|𝕏))] = − ∫ 𝑞(𝑍) ln (𝑝(𝑍|𝕏)𝑞(𝑍) ) 𝑑𝑍. (2.3) 

It is worth noting that the KL divergence is difficult to optimize since it requires 

knowledge about the distribution that we are trying to approximate. Rewriting KL(𝑞‖𝑝) = ln 𝑝(𝕏) − ℒ(𝑞) where ℒ(𝑞) = ∫ 𝑞(𝑍) ln(𝑝(𝕏, 𝑍)/𝑞(𝑍)) 𝑑𝑍, and ln 𝑝(𝕏) 

does not depend on 𝑞, we can minimize KL(𝑞‖𝑝) by maximizing ℒ(𝑞). As KL(𝑞‖𝑝) ≥0, ℒ(𝑞) is the lower bound on the log marginal probability ln 𝑝(𝕏). 

If we assume that 𝑞(𝑍) = ∏ 𝑞𝑖(𝑍𝑖)𝑀𝑖=1  in which 𝑍 = ⋃ 𝑍𝑖𝑀𝑖=1 , (𝑍𝑖 ∩ 𝑍𝑗 = ∅, 𝑖 ≠ 𝑗) and 

iteratively maximize ℒ(𝑞) with respect to 𝑞𝑗 = 𝑞𝑗(𝑍𝑗) while {𝑞𝑖≠𝑗} are held fixed, the 

optimal solution 𝑞𝑗∗(𝑍𝑗) is given by [32]: 

ln 𝑞𝑗∗(𝑍𝑗) = 𝔼𝑖≠𝑗[ln 𝑝(𝕏, 𝑍)] + const (2.4) 

Here the notation 𝔼𝑖≠𝑗[… ] denotes an expectation with respect to the 𝑞 distributions 

over all variables 𝑍𝑖 ( 𝑖 ≠ 𝑗) and the constant is independent of 𝑍𝑖. Convergence is 

guaranteed because that bound is concave with respect to each of the factors 𝑞𝑖(𝑍𝑖) [32, 

48]. 

Offline variational inference (VIG) for batch learning applies variational inference (VI) 

method to approximate a multivariate Gaussian distribution 𝒩(𝐱|𝛍, 𝚺) for 𝑝(𝐱|𝑙) of 

each class 𝑙 ∈ {1, … , 𝐿}. In contrast to maximum-likelihood learning, VI treats the 

parameters (𝛍, 𝚺) as random variables and a prior is placed over the parameters to 

obtain the posterior distribution 𝑝(𝛍, 𝚺|𝕏), where 𝕏 = {𝐱𝑗|𝑗 = 1, … , 𝑛} is the training 

set, which is assumed to be drawn independently from the multivariate Gaussian 

distribution 𝒩(𝐱|𝛍, 𝚺). We look for a variational distribution 𝑞(𝛍, 𝚺) which minimizes 

the Kullback-Leibler divergence KL(𝑞||𝑝) between 𝑝(𝛍, 𝚺|𝕏) and 𝑞(𝛍, 𝚺). 
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The conjugate prior of a multivariate Gaussian distribution, 𝑝(𝛍, 𝚲), where 𝚲 = 𝚺−1 is 

the precision matrix, with unknown 𝛍 and 𝚲 is given by the Gaussian-Wishart 

distribution: 𝑝(𝛍, 𝚲) = 𝑝(𝛍|𝚲)𝑝(𝚲), where 𝑝(𝛍|𝚲) is a Gaussian distribution: 

𝑝(𝛍|𝚲) = 𝒩(𝛍|𝐦0, (𝛽0𝚲)−1) = (2π)−𝐷2 |𝛽0𝚲|12 exp {− 12 (𝛍 − 𝐦0)T𝛽0𝚲(𝛍 − 𝐦0)}(2.5) 

and 𝑝(𝚲) is a Wishart distribution: 

𝑝(𝚲) = 𝒲(𝚲|𝐖0, 𝑣0) = B(𝐖0, 𝑣0)|𝚲|(𝑣0−𝐷−1)2 exp {− 12 Tr(𝐖0−1𝚲)}, (2.6)  

B(𝐖0, 𝑣0) = |𝐖0|−𝑣02 (2𝑣0𝐷2 π𝐷(𝐷−1)4 ∏ Γ (𝑣0+1−𝑖2 )𝐷𝑖=1 )−1
 (2.7) 

Here 𝐦0 and 𝛽0 are the 𝐷-dimensional mean vector and the scale of the precision matrix 𝚲 of the Gaussian distribution 𝑝(𝛍|𝚲), 𝐖0 and 𝑣0 are the 𝐷 × 𝐷-dimensional scale 

matrix and the number of degrees of freedom of the Wishart distribution 𝑝(𝚲), Tr(. ) 

denotes the trace operator of a matrix, and Γ(. ) denotes the Gamma function defined by Γ(𝑡) = ∫ 𝑥𝑡−1𝑒−𝑥d𝑥∞0 . 

From [47], we have the variational solution for parameters 𝛍 and 𝚲 = 𝚺−1 as follows. 𝛍~𝑞(𝛍) = 𝒩(𝛍|𝐦, 𝐇−𝟏), is a Gaussian with mean 𝐦 and precision 𝐇 given by (2.8) 

and (2.9): 

𝐦 = 𝛽0𝐦0+n�̅�𝛽0+n  (2.8) 

𝐇 = (𝛽0 + 𝑛)𝔼[𝚲] (2.9) 

𝚲~𝑞(𝚲) = 𝒲(𝚲|𝐖, 𝑣), is a Wishart with the number of degrees of freedom 𝑣 and the 

scale matrix 𝐖 given by (2.10) and (2.11): 

𝑣 = 𝑣0 + 𝑛 + 1 (2.10) 
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𝐖−𝟏 = 𝐖0−1 + (𝛽0 + 𝑛)𝐇−1 + 𝐒 + 𝛽0𝑛𝛽0+𝑛 𝐉 (2.11) 

where  

�̅� = 1𝑛 ∑ 𝐱𝑗𝑛𝑗=1  (2.12) 

𝐒 = ∑ (𝐱𝑗 − �̅�)(𝐱𝑗 − �̅�)T𝑛𝑗=1       (2.13) 

𝐉 = (�̅� − 𝐦0)(�̅� − 𝐦0)T        (2.14) 

As update equations for hyperparameters 𝐦, 𝐇, 𝑣, 𝐖 depend on 𝑛 observations 𝕏 = {𝐱𝑗|𝑗 = 1, … , 𝑛} only through �̅�, 𝐒, 𝐉, these statistics are sufficient statistics.  

Thus, we have expressions for the optimal distributions of 𝛍 and 𝚲, each of which 

depends on values evaluated with respect to the other distributions such as the 

expectation 𝔼[𝚲] of 𝚲 and the precision 𝐇 of 𝛍. To start the iterative re-estimation 

procedure of VI method, we can make an initial guess for the moment 𝔼[𝚲], say, 𝔼[𝚲] = 𝑣0𝐖0, and use this to re-compute the distribution 𝑞(𝛍). Given this revised 

distribution we can then use the precision 𝐇 to recompute the distribution 𝑞(𝚲), and so 

on.  

The lower bound ℒ(𝑞) of the variational inference for the multivariate Gaussian 

distribution is given by (2.15): 

ℒ(𝑞) = ln𝐵(𝐖0, 𝑣0) − ln𝐵(𝐖, 𝑣) − 12 [𝑛𝐷ln(2𝜋) −  𝐷 ln(𝛽0) −  𝜐𝐷 + ln|𝐇|  

+ 𝜐Tr(𝐒𝐖) + 𝜐Tr(𝐖0−1𝐖) + 𝛽0𝑛𝑣𝛽0+𝑛 Tr(𝐉𝐖)] (2.15) 

The lower bound does not decrease after each step of the re-estimation procedure 

guaranteeing the convergence of VIG method. 
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We have the following algorithm for multivariate Gaussian distribution estimation [47]: 

Algorithm 2.1: VIG (𝕏, 𝐦0, 𝛽0, 𝑣0, 𝐖0) 

Input: Dataset 𝕏, threshold 𝜀, maxIter, 𝐦0, 𝛽0, 𝑣0, 𝐖0, 𝔼[𝚲] = 𝑣0𝐖0 

Output: 𝐦, 𝐇 of 𝑞(𝛍) = 𝒩(𝛍|𝐦, 𝐇−1) and  𝐖, 𝑣 of 𝑞(𝚲) = 𝒲(𝚲|𝐖, 𝑣) 

1. 

2. 

3. 

4. 

5. 

6. 

7. 

8. 

9. 

𝑖 ≔ 1;  
for each 𝑖 

Update 𝐦, 𝐇 using (2.8), (2.9); 

Update 𝑣, 𝐖 using (2.10), (2.11); 

if (𝑖 > 1 and ℒ𝑖(𝑞) − ℒ𝑖−1(𝑞) < 𝜀) or (𝑖 ≥ maxIter) 

break; 

end if 𝑖 ≔ 𝑖 + 1; 

end for 

 

In the algorithm above, the four variables of 𝑞(𝛍) and 𝑞(𝚲) are updated step by step 

from their initial values. The updating process will stop when the change in lower 

bound value ℒ(𝑞) is smaller than a specified threshold 𝜀. Only 3 or 4 iterations are 

typically needed to achieve convergence with a threshold set as 𝜀 = 1𝑒 − 10 [47]. We 

also restrict the number of steps in each re-estimation procedure to be not exceeding maxIter. In the input of Algorithm 2.1, the default values are used if they are not 

mentioned otherwise. They are: 𝜀 = 1𝑒 − 10, maxIter = 50, 𝛽0 = 0, 𝑣0 = 𝐷. 𝐦0 = (0, … ,0)𝑇 is a 𝐷-dimension vector of zero elements. 𝐖0 = 𝐈 is a 𝐷 ×𝐷 dimensional identity matrix. Theoretically, the smaller 𝜀 is and/or the bigger maxIter 

is, the better lower bound is achieved and the longer runtime is expected. However, our 

experiments show that with 𝜀 ranged from 1𝑒 − 5 to 1𝑒 − 15, the classification 

performances when applying VIG to our proposed online classifiers are almost 
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identical and the number of iterations in each re-estimation procedure never exceeds 

50. Regarding other parameters, strictly, 𝛽0 > 0, 𝑣0 > 𝐷 − 1 is required to have proper 

priors. However, the model still runs well when 𝛽0 = 0 (an improper prior) [32]. We 

choose 𝛽0 = 0 as it reflects the real initial situation when we have not processed any 

instances.  

Estimates for the variables can then be derived in the standard Bayesian ways, e.g. 

calculating the mean of the distribution to get a single point estimate or deriving a 

credible interval, highest density region, etc. In practice, we often choose 𝔼[𝛍] = 𝐦 as 

the value of 𝛍, and 𝔼[𝚲] = 𝑣𝐖 as the value of 𝚲 when 𝒩(𝐱|𝛍, 𝚲−1) needs to be 

evaluated. 

 

2.3. Online variational inference for multivariate Gaussians 

We assume that the class conditional probability density functions 𝑝(𝐱|𝑙) are 

multivariate Gaussian 𝒩(𝛍𝑙, 𝚺𝑙) for 𝑙 = 1, … , 𝐿, and using the variational inference 

technique to update the distribution of 𝛍𝑙 and 𝚺𝑙. Because of the large amount of data in 

online applications, the assumption about multivariate Gaussian distributions of data in 

each class becomes even more accurate. As in Bayesian methods, the distribution 𝑝(𝐱|𝑙) 

of each class 𝑙 ∈ {1, … , 𝐿} can be updated independently, we only show the inference for 

one class, the same process is done for the other classes. 

To make the algorithm operate in online mode, two main questions need to be 

answered:  

1) How to update the model on-the-fly?  

2) When to update the model?  
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We can see that the sequential approach to learning (the answer for question 1) arises 

naturally when we adopt a full Bayesian viewpoint, in our case, a VI framework. When 

a small batch of new observations comes, they can be used as dataset 𝕏 in the Input of 

Algorithm 2.1 VIG, and the prior information 𝐦0, 𝛽0, 𝑣0, 𝐖0, 𝔼[𝚲] = 𝑣0𝐖0 is 

extracted from the current state of the model. We then can run VIG to update the 

predictive model and assign new values for 𝐦0, 𝛽0, 𝑣0, 𝐖0. It is clear that 𝐦0, 𝑣0, 𝐖0 

can take the value of updated 𝐦, 𝑣, 𝐖. Regarding 𝛽0, from (2.8-2.11), we can see that  𝛽0 weights the prior 𝐦0 in the posterior 𝐦 whereas 𝑛 weights the mean �̅� of the 𝑛 

available data points. So, it is natural for 𝛽0 to be equal to the number of past instances 

used to build the model, that means its updating equation has the following form: 𝛽0: = 𝛽0 + |𝕏|, where | ∙ | denotes the cardinality of a set. This helps control the weight 

of new data in the set of samples already received so far. 

From (2.8-2.11), we also notice that the number of instances in 𝕏 can be arbitrary, so 

we can either update VIGO one-by-one or minibatch-by-minibatch. In addition, we 

only update when the model makes wrong predictions and after updating the model, we 

will discard the entire batch used for the updating process. Besides depending on the 

current predictive performance, the length of each batch also depends on the way we 

store data points. If we physically store data points in minibatches, the size of each 

minibatch should not be bigger than a predefined size |𝐵| due to the requirement of 

memory limit of online methods. However, we can also just use arriving instances to 

update sufficient statistics on-the-fly and discard them permanently before processing 

new ones. Below, we first describe the former version of our proposed method [44], 

and after that the latter or the main version [49]. In this thesis, we call the algorithm in 

[44] as Minibatch-VIGO to distinguish with VIGO in [49]. 
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 Minibatch-VIGO 2.3.1.

In this subsection, we propose Minibatch-VIGO, a new incremental Bayesian classifier. 

In online settings, data points come sequentially. When an instance 𝐱𝑡 arrives, our 

model firstly predicts the label �̂�𝑡 of 𝐱𝑡: 

�̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗) (2.16) 

where the prior 𝑝(𝑗) can be estimated as in (2.2) 𝑝(𝑗)~𝑐𝑗 and   

𝑝(𝐱|𝑗) = 𝒩(𝛍𝑗 , 𝚲𝑗−1)  for  𝑗 = 1, … , 𝐿. (2.17) 

Then, the true label 𝑦𝑡 = 𝑙 is revealed. We put 𝐱𝑡 in a queue 𝕏𝑙 for class 𝑙 where the 

length of the queue |𝕏𝑙| is not greater than a predefined minibatch size |𝐵|, i.e. if this 

queue is already full, its first element will be removed before adding 𝐱𝑡. If the prediction 

is wrong i.e. �̂�𝑡 ≠ 𝑙 then we will update the parameter 𝛍𝑙 and 𝚲𝑙 of 𝑝(𝐱|𝑙) =𝒩(𝛍𝑙, 𝚲𝑙−1). We use their present distributions 𝑞(𝛍𝑙) and 𝑞(𝚲𝑙) as prior information 

and the data queue 𝕏𝑙 as a small dataset to find the posterior distribution 𝑝(𝛍𝑙, 𝚲𝑙|𝕏𝑙) by 

VIG algorithm. After updating 𝛍𝑙 and 𝚲𝑙, the queue 𝕏𝑙 is cleared. This procedure is 

summarized in the following algorithm. 

Algorithm 2.2: Minibatch-VIGO  

1. Initialize: |𝐵|, threshold 𝜀, maxIter, 𝒎0(𝑗)
, 𝛽0(𝑗), 𝑣0(𝑗), 𝑾0(𝑗), 𝑐𝑗 = 0, 𝑗 = 1, … , 𝐿; 

2. for 𝑡 = 1,2, …  

3. Receive an incoming instance: 𝐱𝑡; 

4. Predict the class label:  

5. 𝑝(𝑗)~𝑐𝑗;  �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗); 

6. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
7. 𝑐𝑙 = 𝑐𝑙 + 1; 

8. Put 𝐱𝑡 in the queue 𝕏𝑙 while maintaining |𝕏𝑙|≤ |𝐵|; 
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9. Calculate the suffered loss: 𝑙𝑡 = 𝕝(�̂�𝑡 ≠ 𝑦𝑡); 

10. if 𝑙𝑡 > 0 

11. Update the classification model using VIG with data set 𝕏 = 𝕏𝑙, current value of 𝐦0(𝑙), 𝛽0(𝑙), 𝑣0(𝑙), 𝑾0(𝑙)
 to obtain 𝐦(𝑙), 𝐇(𝑙), 𝐖(𝑙), 𝜐(𝑙); 

12. Update prior information: 𝐦0(𝑙) = 𝐦(𝑙), 𝛽0(𝑙) = 𝛽0(𝑙) + |𝕏𝑙|, 𝑣0(𝑙) = 𝜐(𝑙), 𝑾0(𝑙) =𝐖(𝑙); 
13. Clear the queue 𝕏𝑙: 𝕏𝑙 = [ ]; 
14. end if 

15. end for 

 

In Algorithm 2.2, if we choose |𝐵| = 1, we have a 1-by-1 based method, where 

correctly predicted samples are discarded straight away without using them for model 

update. If we choose |𝐵| > 1, we have a pool-based method, where correctly predicted 

samples are stored in minibatches (with length up to |𝐵|) according to their true label. 

A minibatch will be discarded after being used to update the model. The magnitude of |𝐵| is user-defined based on the available computational resources (the memory 

capacity). The bigger the minibatch size |𝐵|, the fewer the instances are discarded 

without being used and the more stable the predictive model is when dealing with 

noise. In our experiments, we often set |𝐵| = 200, which is also the grace period of the 

most used Hoeffding Trees.  

 

 VIGO 2.3.2.

We now move to the main version of our proposed online Bayesian classifier VIGO. 

There is no need for storing data in VIGO. To do so, we notice that the updating 

equations (2.8)-(2.11) of the hyperparameters 𝐦, 𝐇, 𝑣, 𝐖 essentially depend on the 

sufficient statistics �̅�, 𝐒, 𝐉. Therefore, when a new instance arrives, instead of updating 
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𝐦, 𝐇, 𝑣, 𝐖 directly, we can first update the sufficient statistics �̅�, 𝐒, 𝐉. Considering the 

results (2.12-2.14) for the sufficient statistics �̅�, 𝐒, 𝐉, which we will denote by �̅�𝑛, 𝐒𝑛, 𝐉𝑛 

when they are based on 𝑛 observations, we derive a formulation of sequential learning 

as below. 

Lemma 2.1. Sufficient statistics for training instances can be updated in a sequential 

manner as follows: 

�̅�𝑡 = 𝑡−1𝑡 �̅�𝑡−1 + 1𝑡 𝐱𝑡 (2.18) 

𝐒𝑡 = 𝐒𝑡−1 + 𝑡𝑡−1 (𝐱𝑡 − �̅�𝑡)(𝐱𝑡 − �̅�𝑡)𝑻 (2.19) 

𝐉𝑡 = (�̅�𝑡 − 𝐦0)(�̅�𝑡 − 𝐦0)𝑇  (2.20) 

Proof 

�̅�𝑡 = 1𝑡 ∑ 𝐱𝑗𝑡
𝑗=1 = 1𝑡 ∑ 𝐱𝑗𝑡−1

𝑗=1 + 1𝑡 𝐱𝑡 = 𝑡 − 1𝑡 �̅�𝑡−1 + 1𝑡 𝐱𝑡 

𝐒𝑡 = ∑(𝐱𝑗 − �̅�𝑡)(𝐱𝑗 − �̅�𝑡)𝑇𝑡
𝑗=1  

= (𝐱𝑡 − �̅�𝑡)(𝐱𝑡 − �̅�𝑡)𝑇 + ∑(𝐱𝑗 − �̅�𝑡−1 + �̅�𝑡−1 − �̅�𝑡)(𝐱𝑗 − �̅�𝑡−1 + �̅�𝑡−1 − �̅�𝑡)𝑇𝑡−1
𝑗=1  

= (𝐱𝑡 − �̅�𝑡)(𝐱𝑡 − �̅�𝑡)𝑇 + ∑(𝐱𝑗 − �̅�𝑡−1)(𝐱𝑗 − �̅�𝑡−1)𝑇𝑡−1
𝑗=1  

+ ∑(�̅�𝑡−1 − �̅�𝑡)(�̅�𝑡−1 − �̅�𝑡)𝑇𝑡−1
𝑗=1 . 

Here we have just used  



Online variational inference for multivariate Gaussians 

 

32 

 

∑ (𝐱𝑗 − �̅�𝑡−1)(�̅�𝑡−1 − �̅�𝑡)𝑇𝑡−1𝑗=1 = {∑ 𝐱𝑗𝑡−1𝑗=1 − (𝑡 − 1)�̅�𝑡−1} (�̅�𝑡−1 − �̅�𝑡)𝑇 = 0, 

and similarly,  

∑ (�̅�𝑡−1 − �̅�𝑡)(𝐱𝑗 − �̅�𝑡−1)𝑇𝑡−1𝑗=1 = 0. 

As ∑ (𝐱𝑗 − �̅�𝑡−1)(𝐱𝑗 − �̅�𝑡−1)𝑇𝑡−1𝑗=1 = 𝐒𝑡−1, and from (2.18) 

�̅�𝑡−1 = (𝑡�̅�𝑡 − 𝐱𝑡)/(𝑡 − 1) ⟹ �̅�𝑡−1 − �̅�𝑡 = (�̅�𝑡 − 𝐱𝑡)/(𝑡 − 1), we have: 

𝐒𝑡 = 𝐒𝑡−1 + (𝐱𝑡 − �̅�𝑡)(𝐱𝑡 − �̅�𝑡)𝑇 + 1(𝑡 − 1)2 ∑(𝐱𝑡 − �̅�𝑡)(𝐱𝑡 − �̅�𝑡)𝑇𝑡−1
𝑗=1  

= 𝐒𝑡−1 + 𝑡𝑡 − 1 (𝐱𝑡 − �̅�𝑡)(𝐱𝑡 − �̅�𝑡)𝑻. 
Equation (2.20) is similar to (2.14). □ 

Therefore, when an instance (𝐱𝑡, 𝑦𝑡) arrives, VIGO uses 𝐱𝑡 to update the sufficient 

statistics of the true class 𝑦𝑡 and then discards (𝐱𝑡, 𝑦𝑡) permanently. Like Minibatch-

VIGO, it is natural for VIGO to update the predictive model when it makes a wrong 

prediction, i.e. when the 0-1 loss function is greater than zero. For each incoming 

instance 𝐱𝑡, we first predict its label �̂�𝑡, then reveal the true label, say 𝑦𝑡 = 𝑙. Next, 𝐱𝑡 

is used to update sufficient statistics �̅�(𝑙), 𝐒(𝑙) for the ground truth class 𝑙. If the 

prediction is wrong (�̂�𝑡 ≠ 𝑦𝑡), we will calculate 𝐉(𝑙) using (2.20), and then apply VIG to 

update the hyperparameters 𝛍𝑙 and 𝚲𝑙 of 𝑝(𝐱|𝑙) = 𝑁(𝛍𝑙, 𝚲𝑙−1) for class 𝑙 as follows. In 

the input of Algorithm 2.1, we do not need dataset 𝕏 as we already have the sufficient 

statistics �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙) (dataset 𝕏 is only used to calculate the sufficient statistics). The 

prior information  𝐦0(𝑙)
, 𝛽0(𝑙), 𝑣0(𝑙), 𝐖0(𝑙)

 is extracted from the current state of the model. 

We then run Algorithm 2.1 to update the predictive model and assign new values for 
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𝐦0(𝑙)
, 𝛽0(𝑙), 𝑣0(𝑙), 𝐖0(𝑙)

. It is clear that 𝐦0(𝑙)
, 𝑣0(𝑙)

, 𝐖0(𝑙)
 can take the value of the updated 𝐦(𝑙), 𝑣(𝑙), 𝐖(𝑙). Regarding 𝛽0(𝑙)

, 𝛽0(𝑙) = 𝛽0(𝑙) + 𝑛(𝑙), where 𝑛(𝑙) is the number of data 

points used to build the sufficient statistics. After being used to update the model, the 

sufficient statistics �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙) and 𝑛(𝑙) need to be reset (to zero value), and ready for 

incremental update by new incoming instances of class 𝑙. Below, the pseudo-code of 

VIGO is given. 

Algorithm 2.3: VIGO  

1. Initialize: threshold 𝜀, maxIter, 𝐦0(𝑗)
, 𝛽0(𝑗), 𝑣0(𝑗), 𝐖0(𝑗), 𝑐𝑗 = 0, 𝑗 = 1, … , 𝐿; 

2. for 𝑡 = 1,2, … 

3. Receive an incoming instance: 𝐱𝑡; 

4. Predict the class label:  

5. 𝑝(𝑗)~𝑐𝑗;  �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗) ; 
6. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
7. 𝑐𝑙 = 𝑐𝑙 + 1; 

8. Update sufficient statistics �̅�(𝑙), 𝐒(𝑙) for class 𝑙; 𝑛(𝑙) = 𝑛(𝑙) + 1; Discard 𝐱𝑡; 

9. if �̂�𝑡 ≠ 𝑦𝑡 

10. Update sufficient statistics 𝐉(𝑙) for class 𝑙; 
11. Use VIG to update 𝐦(𝑙), 𝐇(𝑙), 𝜐(𝑙), 𝐖(𝑙) for class 𝑙; 
12. 𝐦0(𝑙) = 𝐦(𝑙); 𝑣0(𝑙) = 𝜐(𝑙); 𝐖0(𝑙) = 𝐖(𝑙); 𝛽0(𝑙) = 𝛽0(𝑙) + 𝑛(𝑙); 
13. Reset �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙); 𝑛(𝑙) = 0; 
14. end if 

15. end for 

 

VIGO is more memory-efficient than Minibatch-VIGO as it does not need to store data 

and does not discard instances without using them first. However, physically storing 

data points can be an advantage in several cases, for example when we need to 
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oversample data of minority classes in imbalanced learning (which will be discussed in 

Chapter 4).   

 

 Lossless OVIG 2.3.3.

As mentioned in the literature review (Chapter 1), many of the online methods are built 

based on their offline versions, and while enjoying computational efficiency, online 

methods generally suffer degradation in performance compared with their offline 

counterparts due to the inability of accessing the full training set. Moreover, the 

sequential nature of the model updating process also introduces order-dependence bias 

to the final result. In this subsection, we introduce a lossless version of VIGO and name 

it OVIG. It is a new lossless online Bayes classifier which uses the arriving data in a 1-

by-1 manner and discards each data right after use. The lossless property of our 

proposed method guarantees that it can reach the same prediction model as its offline 

counterpart regardless of the incremental training order.  

In the literature, Incremental Tree Induction (ITI) [18] is a lossless incremental method 

which can produce the same tree for a dataset regardless of the incremental training 

order or whether the tree is induced incrementally or not (batch setting). However, to 

be lossless, it violates the requirement of a strictly online method by having to retain all 

the previous training data for revisiting decisions, thus prohibiting its use on large 

datasets. Besides ITI [18], Online Naïve Bayes (discrete version NB [41] and 

continuous version ONBG [31]) is also lossless, but its “naïve” assumptions do not 

allow the predictive model to achieve high accuracy on a diversity of datasets. 

To build a lossless version of VIGO [50], under the framework of Algorithm 2.3 we 

ignore line 12: updating the prior information 𝐦0(𝑙), 𝛽0(𝑙), 𝑣0(𝑙), 𝐖0(𝑙)
 and line 13: resetting 

the sufficient statistics �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙), 𝑛(𝑙), 𝑙 = 1, … 𝐿. By doing so, we see that OVIG 
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always has the same prior information 𝐦0(𝑙), 𝛽0(𝑙), 𝑣0(𝑙), 𝐖0(𝑙), 𝑙 = 1, … 𝐿 as the offline 

VIG-based classifier. Because sufficient statistics �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙), 𝑛(𝑙), 𝑙 = 1, … 𝐿 are 

always updated without resetting, after learning on the training set, the online and 

offline VI-based classifiers will obtain the same sufficient statistics which are needed to 

update their hyperparameters 𝐦(𝑙), 𝐇(𝑙), 𝜐(𝑙), 𝐖(𝑙), 𝑙 = 1, … 𝐿. Furthermore, we do not 

need statistics 𝑛(𝑙), 𝑙 = 1, … 𝐿, as here they are identical with 𝑐𝑙 , 𝑙 = 1, … 𝐿. This simple 

way of building a lossless version for VIGO demonstrates the flexibility of our 

proposed VI-based framework. The lossless OVIG is summarised below. 

Algorithm 2.4: OVIG  

1. Initialize: threshold 𝜀, maxIter, 𝐦0(𝑗)
, 𝛽0(𝑗), 𝑣0(𝑗), 𝐖0(𝑗), 𝑐𝑗 = 0, 𝑗 = 1, … , 𝐿; 

2. for 𝑡 = 1,2, … 

3. Receive an incoming instance: 𝐱𝑡; 

4. Predict the class label:  

5. 𝑝(𝑗)~𝑐𝑗;  �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗); 

6. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
7. 𝑐𝑙 = 𝑐𝑙 + 1; 

8. Update sufficient statistics �̅�(𝑙), 𝐒(𝑙) for class 𝑙; Discard 𝐱𝑡; 

9. if �̂�𝑡 ≠ 𝑦𝑡 

10. Update sufficient statistics 𝐉(𝑙) for class 𝑙; 
11. Use VIG to update 𝐦(𝑙), 𝐇(𝑙), 𝜐(𝑙), 𝐖(𝑙) for class 𝑙; 
12. end if 

13. end for 

 

It can be seen that similar to ONBG [31] and NB [41], OVIG is lossless as the 

sufficient statistics can be updated sequentially. Therefore, after learning on a training 

set, offline VIG and online OVIG will have the same sufficient statistics. However, 
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compared with first-order maximum-likelihood based ONBG, variational inference 

based OVIG has a more flexible way of updating its predictive model, where all 

information about the arrived data is encoded in the sufficient statistics, and the 

predictive model is only updated when a wrong prediction is made. This makes OVIG 

more stable. The updating mechanism and the ability to explore the underlying second-

order structure of data make OVIG the first online method which simultaneously has 

the properties of discard-after-learn, conservative, and lossless. Furthermore, OVIG is 

also more flexible then NB [41] as it does not need to discretize continuous attributes 

before testing and training. 

All 3 algorithms Minibatch-VIGO, VIGO, and lossless OVIG are conservative, that 

means they only update their predictive model whenever they make wrong predictions. 

Other update rules can be applied if needed. 

 

2.4. Experimental studies 

 

 Experimental settings 2.4.1.

To evaluate the performance of the proposed methods in different scenarios (where data 

may be very rare or extremely redundant), we conduct experiments on 30 datasets (see 

Table 2.1). Two of them (Poker and Airlines) are large-scale datasets with millions of 

data points, and the others are of medium and small size. They can be downloaded from 

LIBSVM [51] and UCI [52] repositories, except Airlines. Information about flights in 

the year of 2008 was obtained from American Statistical Association’s website 

(http://stat-computing.org/dataexpo/2009/), and 8 features were extracted as in [53] to 

create the Airlines dataset. A flight will be considered as delayed if the delay time of 

departure is above 15 minutes, and non-delayed otherwise.  
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1Table 2.1. Information of datasets used in evaluations 

Dataset #Attributes #Classes #Observations Dataset #Attributes #Classes #Observations 

Airlines 8 2 5,929,413 Marketing 13 9 6,876 

Balance 4 3 625 Nursery 8 5 12,960 

Chess-krvk 6 18 28,056 Penbased 16 10 10,992 

Cod-rna 8 2 331,152 Poker 10 10 1,025,010 

Conn-bench-

vowel 

10 11 528 Skin-

nonskin 

3 2 245,057 

Contraceptive 9 3 1,473 Sonar 60 2 208 

Dermatology 34 6 358 Soybean-

large 

35 19 307 

Glass 9 6 214 Tae 5 3 151 

Ijcnn1 22 2 141,691 Texture 40 10 5,500 

Ionosphere 34 2 351 Tic-tac-toe 9 2 958 

Iris 4 3 150 Vehicle 18 4 846 

Led7digit 7 10 500 Vowel 13 11 990 

Letter 16 26 20,000 Waveform 21 3 5,000 

Libras 90 15 360 White-

wine 

11 7 4898 

Magic 10 2 19,020 Zoo 16 7 101 

 

The data samples are presented to the algorithms sequentially to simulate data streams. 

Testing and training are done simultaneously from the first coming sample and 

sequential data come one-by-one. To enable fair comparisons between the different 

methods, we run the experiment 10 times for each algorithm on each dataset with 

different random permutations of the training data instances. The mistake rate (%) and 

time cost (seconds) are taken in average together with the standard deviation over all 

runs. In our experiments, the symbol ↓(↑) near a performance measure means the 

smaller (the greater) the better. 

 

 Comparisons of the 3 proposed online VI based classifiers 2.4.2.

We compare the performance of Minibatch-VIGO, VIGO, and lossless OVIG on the 30 

mentioned datasets (see Tables 2.2, 2.3). Following the state-of-the-art Hoeffding tree, 

where in default, each node waits for 𝑛𝑚𝑖𝑛 = 200 instances to come before checking 

for any update, the batch size of Minibatch-VIGO |𝐵| is set as |𝐵| = 200. In the 
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initialization, parameters are set as default. They are: 𝜀 = 1𝑒 − 10, maxIter = 50,𝛽0 = 0, 𝑣0 = 𝐷.  𝐦0 = (0, … ,0)𝑇 is a 𝐷-dimension vector of zero elements. 𝐖0 = 𝐈 is 

a 𝐷 × 𝐷 dimensional identity matrix. 

It is worth mentioning that in the implementation of the proposed algorithms here, we 

optimized our code further by realizing that using 𝐖−1 as a hyperparameter in the 

implementation of VIG can help avoid a number of matrix inversions compared to 

using 𝐖 as in [49], and therefore reduce the running time of the VI-based algorithms. 

2Table 2.2. Mistake rate↓ (%) of 3 proposed VI-based algorithms 

Datasets 
Minibatch-VIGO VIGO OVIG 

Mean Std Mean Std Mean Std 

Airlines 18.68 0.01 18.68 0.01 18.68 0.01 

Balance 11.49 0.28 11.28 0.45 11.04 0.35 

Chess-krvk 61.12 0.29 61.51 0.25 61.60 0.19 

Cod-rna 5.01 0.07 4.87 0.01 4.84 0.01 

Conn-Bench-Vowel 21.57 1.00 21.00 0.99 20.97 1.13 

Contraceptive 49.65 0.64 50.10 0.76 49.78 0.86 

Dermatology 9.11 0.66 9.11 0.64 9.33 0.52 

Glass 44.49 2.79 45.05 2.16 44.86 2.68 

Ijcnn1 8.50 0.06 8.25 0.07 8.14 0.02 

Ionosphere 9.49 0.92 10.43 0.76 9.15 0.83 

Iris 7.27 1.59 7.53 1.40 7.13 1.33 

Led7digit 31.84 0.93 33.16 0.95 32.58 0.98 

Letter 13.50 0.14 13.73 0.21 13.54 0.15 

Libras 30.86 0.93 30.64 0.82 30.92 0.95 

Magic 21.86 0.10 21.77 0.12 21.74 0.08 

Marketing 69.16 0.25 69.29 0.36 69.13 0.16 

Nursery 6.50 0.15 6.68 0.13 6.66 0.09 

Penbased 3.62 0.09 3.68 0.11 2.96 0.11 

Poker 45.17 0.01 45.17 0.01 45.17 0.01 

Skin-nonskin 1.68 0.03 1.65 0.02 1.64 0.02 

Sonar 24.71 1.60 24.90 1.91 24.81 1.43 

Soybean-Large 22.48 1.03 22.31 0.96 22.18 1.07 

Tae 51.13 2.31 50.86 1.59 50.53 2.81 

Texture 3.57 0.51 2.68 0.24 3.06 0.09 

Tic-Tac-Toe 27.14 0.76 26.96 0.65 26.77 0.86 

Vehicle 21.83 1.05 21.99 0.81 21.29 0.86 

Vowel 21.31 0.66 21.55 0.65 20.93 0.68 

Waveform 16.56 0.30 16.72 0.36 16.53 0.39 

White-wine 50.02 1.39 48.84 0.81 47.99 0.30 
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Zoo 13.47 1.67 13.86 1.60 13.37 1.67 

Average 24.09 0.74 24.14 0.66 23.91 0.69 

  

3Table 2.3. Runtime↓ (seconds) of 3 proposed VI-based algorithms 

Dataset Minibatch-VIGO VIGO OVIG 

Airlines 110.7717 107.9707 119.8898 

Balance 0.0121 0.0145 0.0119 

Chess-krvk 1.9987 2.1527 2.1642 

Cod-rna 3.6552 3.7017 3.8536 

Conn-Bench-Vowel 0.0243 0.0277 0.0249 

Contraceptive 0.0686 0.0716 0.0774 

Dermatology 0.0175 0.0207 0.0188 

Glass 0.0128 0.0134 0.0135 

Ijcnn1 2.0534 1.9835 2.1590 

Ionosphere 0.0141 0.0172 0.0138 

Iris 0.0026 0.0033 0.0028 

Led7digit 0.0258 0.0278 0.0274 

Letter 1.2550 1.3264 1.3508 

Libras 0.1882 0.1936 0.1978 

Magic 0.4379 0.4348 0.4958 

Marketing 0.5314 0.5400 0.5891 

Nursery 0.2525 0.2854 0.2527 

Penbased 0.2955 0.3101 0.2967 

Poker 52.1212 57.4742 58.3283 

Skin-nonskin 2.3035 2.1834 2.1701 

Sonar 0.0407 0.0424 0.0488 

Soybean-Large 0.0381 0.0388 0.0385 

Tae 0.0087 0.0084 0.0083 

Texture 0.2334 0.2422 0.2276 

Tic-Tac-Toe 0.0284 0.0307 0.0295 

Vehicle 0.0363 0.0411 0.0359 

Vowel 0.0483 0.0578 0.0491 

Waveform 0.1529 0.1494 0.1601 

White-wine 0.2792 0.2960 0.3081 

Zoo 0.0035 0.0040 0.0070 

Average 5.8971 5.9888 6.4284 

 

From Tables 2.2 and 2.3, it can be seen that the three VI based online classifiers have 

similar performance with almost the same mistake rate and runtime. They can be used 

alternatively depending on what features in the algorithm are more desirable for a 
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particular application. Although Minibatch-VIGO is less memory-efficient, storing data 

instances physically is useful in some situations such as oversampling when learning 

imbalanced data (see Chapter 4). Furthermore, VIGO has a more natural updating 

mechanism compared to OVIG, but it does not enjoy the lossless property of OVIG, 

which makes OVIG absolutely reliable when replacing offline VIG in dealing with big 

data or stationary streaming data. In particular, lossless OVIG has two layers of 

updating. While sufficient statistics are always updated, the predictive models 

(𝑁(𝛍𝑙, 𝚲𝑙−1), 𝑙 = 1, … , 𝐿) are updated only when the algorithm makes wrong 

predictions. This makes OVIG the first lossless online method that is conservative and 

without the need to store a single data point.  

 

 Comparisons of VIGO and benchmark algorithms 2.4.3.

Five diverse online learning classifiers, namely the most widely used first-order linear 

classifier PA (Passive Aggressive learning) [8], state-of-the-art second-order linear 

classifier AROW (Adaptive Regularization of Weights) [11], the most-used decision 

tree classifier HT (Hoeffding Tree) [19], the recent heterogeneous ensemble classifier 

BLAST [40], and the simplest first-order generative classifier ONBG (Online Naïve 

Bayes for Gaussians) (described in [31], but in our experiment we do not apply random 

projection). The code of HT, BLAST, PA, and AROW is available in the library MOA 

[41] and LIBOL [42] (noting that linear methods like PA and AROW have different 

implementation for binary and multiclass cases). Default parameters were used for 

benchmark methods if available. 

When comparing the proposed methods with any benchmark algorithms, Wilcoxon 

signed-rank test [5] with the level of significance set to 0.05 is used. In this test, the 
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null hypothesis is that the performances of two methods are not different, and the 

alternative hypothesis is that they are different.  

 

A. Accuracy 

Tables 2.4 present the mean and standard deviation (std) of mistake rates for the 5 

benchmark algorithms (AROW, PA, HT, BLAST, ONBG) and VIGO over the 30 

datasets. The best results (lowest mistake rates) are shown in bold.  

4Table 2.4. Mistake rate↓ (%) of VIGO and the benchmark algorithms 

Dataset AROW PA HT BLAST ONBG VIGO 

Airlines 
18.15 

± 0.00 

28.03 

± 0.01 

17.60 

± 0.02 

17.72 

± 0.02 

19.11 

± 0.02 

18.68 

± 0.01 

Balance 
13.10 

± 0.74 

21.34 

± 1.07 

13.50 

± 0.96 

13.54 

± 0.86 

13.28 

± 0.98 

11.28 

± 0.45 

Chess-krvk 
81.10 

± 0.90 

85.24 

± 0.18 

70.13 

± 0.14 

64.85 

± 0.25 

70.80 

± 0.21 

61.51 

± 0.25 

Cod-rna 
5.07 

± 0.01 

21.06 

± 0.05 

5.29 

± 0.09 

5.27 

± 0.09 

23.53 

± 0.07 

4.87 

± 0.01 

Conn-bench-vowel 
62.03 

± 1.93 

76.48 

± 1.42 

40.64 

± 0.72 

40.80 

± 0.77 

40.97 

± 0.82 

21.00 

± 0.99 

Contraceptive 
51.19 

± 0.71 

63.56 

± 1.18 

53.63 

± 0.76 

53.35 

± 0.70 

53.29 

± 0.89 

50.10 

± 0.76 

Dermatology 
8.27 

± 1.01 

52.88 

± 2.21 

14.16 

± 0.61 

11.54 

± 0.73 

6.76 

± 0.61 

9.11 

± 0.64 

Glass 
48.97 

± 4.68 

72.48 

± 2.84 

53.60 

± 3.69 

46.36 

± 2.04 

50.89 

± 2.07 

45.05 

± 2.16 

Ijcnn1 
8.45 

± 0.04 

10.47 

± 0.06 

4.77 

± 0.42 

4.70 

± 0.38 

10.13 

± 0.16 

8.25 

± 0.07 

Ionosphere 
17.35 

± 0.76 

22.54 

± 1.00 

18.35 

± 1.71 

18.40 

± 1.83 

15.44 

± 1.91 

10.43 

± 0.76 

Iris 
12.40 

± 2.85 

39.53 

± 3.60 

9.40 

± 1.38 

9.60 

± 1.47 

7.93 

± 1.31 

7.53 

± 1.40 

Led7digit 
32.78 

± 1.20 

53.02 

± 2.15 

35.54 

± 0.97 

34.26 

± 0.94 

34.04 

± 1.08 

33.16 

± 0.95 

Letter 
46.87 

± 2.21 

53.09 

± 0.13 

36.83 

± 0.23 

37.00 

± 0.28 

36.74 

± 0.25 

13.73 

± 0.21 

Libras 
47.64 

± 3.05 

84.78 

± 1.38 

47.14 

± 1.68 

47.53 

± 2.07 

70.81 

± 0.75 

30.64 

± 0.82 

Magic 
21.76 

± 0.07  

38.34 

± 0.32 

21.78 

± 0.72 

19.83 

± 0.54 

27.40 

± 0.16 

21.77 

± 0.12 

Marketing 
71.48 

± 1.12 

78.40 

± 0.56 

69.80 

± 0.24 

70.00 

± 0.39 

69.78 

± 0.23 

69.29 

± 0.36 

Nursery 
24.64 

± 0.30 

38.29 

± 0.41 

9.43 

± 0.27 

9.13 

± 0.26 

9.53 

± 0.16 

6.68 

± 0.13 

Penbased 
18.51 

± 3.58 

17.73 

± 0.26 

12.81 

± 0.51 

6.39 

± 0.12 

14.74 

± 0.16 

3.68 

± 0.11 

Poker 
50.88 

± 0.66 

56.97 

± 0.03 

46.66 

± 1.35 

46.68 

± 1.35 

49.89 

± 0.00 

45.17 

± 0.01 

Skin-nonskin 
9.17 

± 0.04 

15.53 

± 0.07 

1.07 

± 0.10 

0.85 

± 0.09 

7.60 

± 0.01 

1.65 

± 0.02 
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Sonar 
26.88 

± 2.33 

43.08 

± 1.71 

32.45 

± 1.75 

33.22 

± 1.60 

35.72 

± 2.72 

24.90 

± 1.91 

Soybean-large 
24.89 

± 1.90 

56.03 

± 2.05 

33.35 

± 1.62 

34.11 

± 1.64 

26.55 

± 2.27 

22.31 

± 0.96 

Tae 
62.32 

± 2.79 

65.36 

± 2.75 

52.65 

± 1.57 

55.37 

± 3.23 

51.85 

± 2.43 

50.86 

± 1.59 

Texture 
2.97 

± 0.45 

25.87 

± 0.67 

22.80 

± 0.46 

7.29 

± 0.30 

24.87 

± 0.41 

2.68 

± 0.24 

Tic-tac-toe 
33.99 

± 0.63 

44.10 

± 1.59 

31.55 

± 0.96 

31.27 

± 0.88 

31.00 

± 0.94 

26.96 

± 0.65 

Vehicle 
32.80 

± 3.07 

69.42 

± 0.98 

53.79 

± 1.61 

37.45 

± 1.48 

53.56 

± 1.83 

21.99 

± 0.81 

Vowel 
62.88 

± 2.34 

80.29 

± 1.19 

40.78 

± 0.84 

40.89 

± 0.86 

41.08 

± 0.78 

21.55 

± 0.65 

Waveform 
16.01 

± 0.53 

20.61 

± 0.43 

19.28 

± 0.11 

18.11 

± 0.18 

19.23 

± 1.11 

16.72 

± 0.36 

Wine-white 
49.76 

± 0.85 

67.22 

± 0.60 

55.59 

± 0.34 

50.02 

± 0.62 

50.57 

± 0.20 

48.84 

± 0.81 

Zoo 
15.64 

± 0.97 

29.31 

± 1.99  

24.35 

± 1.61 

24.65 

± 1.96 

15.45 

± 2.13 

13.86 

± 1.60 

Average 
32.60 

± 1.39 

47.70 

± 1.10  

31.62 

± 0.91 

29.67 

± 0.93 

32.75 

± 0.89 

24.14 

± 0.66 

 

From the average results over all 30 datasets (see the last rows of Table 2.4 and Figure 

2.1), it can be seen that in general, VIGO has the lowest mistake rate. Among the 5 

benchmark methods, BLAST achieves the best performance (29.67%), which is still 

over 5.5% worse than VIGO (24.14%). 

 

2Figure 2.1. Average mistake rate↓ (%) of VIGO and the benchmark algorithms 

 

In the default setting of MOA [41], BLAST combines 5 base classifiers: Naïve Bayes, 

Perceptron, Stochastic Gradient Descent, kNN, and Hoeffding Tree, so it is not 
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surprising that BLAST achieves better average accuracy than any of its base learners, 

in particular, the state-of-the-art Hoeffding Tree. However, both methods are far worse 

than VIGO in learning small sequential data where Hoeffding bound often need to wait 

for more coming instances to make an effective split at a node. To illustrate, for 3 rare 

datasets, namely Libras (360 data points, 15 class, 90 features), Soybean-large (307 

instances, 19 class, 35 features) and Zoo (101 instances, 7 class, 16 features), HT and 

BLAST have mistake rates higher than that of VIGO from 10 to 17%. This 

demonstrates the much superior ability of VIGO in exploiting the underlying structure 

of data. 

Among the linear methods, first-order PA performs more poorly than second-order 

AROW, and the same happens to Bayesian methods where first-order ONBG is 

outperformed by second-order VIGO. This suggests that summarizing all the 

information in the training data into a single point estimate of the model is less 

effective in exploiting the training data. The lower average accuracy of AROW in 

comparison with VIGO also confirms the limitation of linear models in learning real-

world datasets. 

We verify the experiment result statistically by Wilcoxon Sign Rank test [5] between 

VIGO, and the 5 benchmark methods. For reference, the resulting p-values are shown 

in Table 2A.1 of the Appendix of this chapter, where those < 0.05 indicates a 

significant difference between compared methods. For each dataset, a mentioned 

algorithm wins (loses to) a benchmark algorithm if the p-value < 0.05 and in all runs, it 

gets lower mistake rate more (less) times than the benchmark algorithm; otherwise, the 

two algorithms have a draw. Based on the statistical test, we depict results comparing 

VIGO with the benchmark algorithms in Figure 2.2. To compare 2 algorithms, say 

VIGO and AROW, we look at 3 columns (named #Wins, #Draws, #Losses) of different 
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heights (24, 4, 2) belonging to AROW in Figure 2.2. This illustrates that over 30 

datasets, VIGO wins/ has a draw with/ loses to AROW on 24/4/2  datasets respectively. 

From all the three figures, it can be seen that VIGO wins significantly more times than 

any benchmark algorithms.  

  

3Figure 2.2. Statistical test results comparing VIGO to the benchmark methods with 
respect to mistake rate 

 

B. Time complexity 

To estimate the time efficiency of all the mentioned methods, the time cost result for 

each dataset is presented in Table 2A.2 of the Appendix, and the average time costs are 

shown in Figure 2.3. Clearly, ONBG and BLAST are the most time-consuming 

algorithms. AROW, PA, HT, and VIGO are fast methods. 
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4Figure 2.3. Average runtime↓ (seconds) of VIGO and the benchmark algorithms 

 

C. Comparison with recent kernel-based FOGD, NOGD, DualSGD 

Table 2.5 shows the result of recently proposed kernel-based DualSGD-Hinge [15], 

DualSGD-Logit [15], FOGD [14], and NOGD [14]. As just 4 datasets, namely Ijcnn1, 

Cod-rna, Poker, and Airlines were used for these benchmark algorithms [15], we only 

conducted a comparison on them. It is worth mentioning that all datasets are 

normalized into the range [0,1] before being run by FOGD, NOGD, DualSGD-Hinge, 

and DualSGD-Logit. 

5Table 2.5. Mistake rate↓ (%) and runtime↓ (seconds) in comparison with FOGD, 
NOGD and DualSGD 

Dataset Cod-rna Ijcnn1 Poker Airlines 

Algorithm Mistake Rate (Time) Mistake Rate (Time) Mistake Rate (Time) Mistake Rate (Time) 

FOGD 7.15 ± 0.03 (53.45) 9.41 ± 0.03 (25.93) 52.28 ± 0.04 (928.89) 20.98 ± 0.01 (1270.75) 

NOGD 7.83 ± 0.06 (105.18) 10.43 ± 0.08 (59.36) 44.90 ± 0.16 (4920.33) 25.56 ± 0.01 (3553.50) 

DualSGD-Hinge 4.92 ± 0.25 (28.29) 8.35 ± 0.20 (12.12) 46.73 ± 0.22 (139.87) 19.28 ± 0.00 (472.21) 

DualSGD-Logit 4.83 ± 0.21 (31.96) 8.82 ± 0.24 (13.30) 46.65 ± 0.14 (133.50) 19.28 ± 0.00 (523.23) 

VIGO 4.87 ± 0.01  (3.70) 8.25 ± 0.07 (1.98) 45.17 ± 0.01 (57.47) 18.68 ± 0.01 (107.97) 
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It can be seen from Table 2.5 that compared to each of the 4 benchmark algorithms 

(FOGD, NOGD, DualSGD-Hinge, DualSGD-Logit), VIGO gets the lower mistake rate 

on at least 3 out of 4 datasets. Regarding the time complexity, our proposed algorithm 

is significantly faster than the 4 kernel-based methods. One reason for the accuracy and 

time efficiency of VI frameworks is that it does not need to maintain a set of support 

vectors, hence it does not have to worry about losing information during budget 

maintenance. 

Discussion: Besides the high accuracy and time efficiency, as demonstrated in [44, 50] 

the pool-based update mechanism helps VIGO based methods to handle noisy data 

effectively. This is important in real-world applications, where noise is always a 

challenge. 

 

2.5. Application to movie genre classification 

Here, we apply OVIG and the benchmark algorithms to movie genre classification. 

This is one part of our fifth paper in the list of publications. A collection of movie plot 

text summaries was downloaded from the Internet Movie Database 

(www.imdb.com/interfaces/#plain) with their genres as the class labels. There are 28 

class labels such as Sci-Fi, Crime, Romance, Animation, Comedy, and so on. For the 

multiclass classification purpose, all the data having more than 1 class label are 

removed. To extract features from the raw texts, we use a string-to-word-vector filter as 

in MEKA project [54], where string attributes are converted into a set of numeric 

attributes representing word occurrence information from the text contained in the 

strings. The dictionary with 1001 words is determined from a validation set of data. 

This results in a dataset of 𝑛 =  47845  data, 𝐷 = 1001 features and 𝐿 =  28 classes. 

It is very popular that in text classification, datasets are high-dimensional (say > 1000). 
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The curse of dimensionality can make generative methods in common, and OVIG in 

particular, less effective. Therefore, it is helpful to reduce the dimensionality before 

applying OVIG. 

 

 OVIG under a random projection based ensemble (RPOVIG) 2.5.1.

There are a number of common dimensionality reduction approaches like principal 

component analysis (PCA) [32], linear discriminant analysis (LDA) [32], and random 

projections (RP) [55]. For simplicity, here we will use random projections as they are 

data-independent. In a random projection, a projection 𝐳𝑡 ∈ ℝ𝑄 (called down-space) of 

vector 𝐱𝑡 ∈ ℝ𝐷 (called up-space) can be obtained as follows  

𝐳𝑡 = 1√𝑄 𝐱𝑡𝑅 (2.21) 

where 𝑄 = 2 log2 𝐷 is the dimension of the down-space, 𝑅 = {𝑟𝑖𝑗} is a 𝐷 × 𝑄 random 

matrix. We follow [31] to use an ensemble framework of 𝐾 base classifiers, where the 𝑘th base classifier is an OVIG model (denoted as OVIG(𝑘)) trained on a projection data 

stream {𝐳𝑡(𝑘)}𝑡=1,2,… by a random matrix 𝑅(𝑘), 𝑘 = 1,2, … , 𝐾. At step 𝑡, the prediction is 

made by the sum rule 

�̂�𝑡 = argmax𝑙∈{1,2,⋯,𝐿} 1𝐾 ∑ 𝑝(𝑘)(𝑙|𝐱𝑡)𝐾𝑘=1  (2.22) 

where 𝑝(𝑘)(𝑙|𝐱𝑡) is the output of OVIG(𝑘). In our experiment, we use Gaussian random 

projections, i.e. 𝑟𝑖𝑗 ~ 𝒩(0; 1), and choose the ensemble size 𝐾 = 50. Generally, the 

bigger 𝐾 is, the more accurate the result, but the higher the time complexity.  
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 OVIG under a stacking based ensemble (SOVIG) 2.5.2.

Another approach to handle the computational burden of high-dimensional data in 

online classification is to use the idea of stacking. In our previous work [47], stacking 

was used for offline ensemble classifiers. To use this framework online, we employ 3 

very fast first-order linear methods, namely PA [8], OGD [7] and online multiclass 

Perceptron [56]. When a new instance arrives, these online base classifiers perform 

online updates and predictions, where the predictions are in the form of fuzzy class 

labels [47]. 

Let (𝑃1(1|𝐱), … , 𝑃1(𝐿|𝐱)) be the fuzzy class label given by method PA, (𝑃2(1|𝐱), … , 𝑃2(𝐿|𝐱)) be the fuzzy class label given by OGD, and (𝑃3(1|𝐱), … , 𝑃3(𝐿|𝐱)) be the fuzzy class label given by the online multiclass 

Perceptron. By concatenating them, we get a Level1 data vector of dimension 3𝐿, 

where 𝐿 is usually much smaller than the original data dimension, which forms the 

input for our OVIG algorithm. We call this method Stacking OVIG (SOVIG). 

 

 Result for movie genre classification 2.5.3.

RPOVIG and SOVIG are compared with ONBG [31], OBHT (online Bagging with 

Hoeffding trees as base learners) [19, 37], AROW [11], SCW (Soft Confidence 

Weighted) [10], OGD (Online Gradient Descent) [7], PA[8], Perceptron [56]. We use 

prequential evaluation and perform 10 runs on each algorithm with different random 

permutations of the training data. In each run, the model is trained in a single pass 

through the data, each arriving datum is tested first and then used to update the model. 

We show the top 1-5 error rates, noting that for a prediction task, a top k error is made 

if among the k class labels having the highest confidence there is no true class label. 

The average top 1-5 error rate (top1-5-ER) (%) with the standard deviation (for top1-
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ER) over all runs and the average running time (in seconds) are shown in Table 2.6. We 

also plot top 1-5 error rates of all mentioned algorithms in Figure 2.4 (the continuous 

lines joining each discrete value of the same ER type are for visualization and have no 

meaning). 

6Table 2.6. Mistake rate↓ (%) and runtime↓ (seconds) for the movie genre 
classification 

 

Top1-ER Top2-ER Top3-ER Top4-ER Top5-ER Time 

RPOVIG 72.42 ± 0.07 52.50 38.81 28.62 23.54 477.43 

SOVIG 72.59 ± 0.05 53.98 38.74 28.63 23.55 70.05 

ONBG 85.93 ± 0.24 74.21 63.69 54.60 47.31 2445.57 

OBHT 72.54 ± 0.00 54.31 38.69 28.75 24.36 2142.25 

AROW 83.11 ± 0.26 72.56 65.18 59.43 54.80 1691.71 

SCW 82.26 ± 0.22 71.05 63.30 57.37 52.54 1527.38 

OGD 76.83 ± 0.15 64.43 56.85 51.60 47.55 2.12 

PA 97.20 ± 1.31 94.90 92.14 87.54 83.59 2.06 

Perceptron 77.31 ± 0.14 62.28 52.03 44.62 39.09 2.55 

 

 

5Figure 2.4. The mean of the top 1-5 classification error rate↓ of all methods for the 
movie genre classification 

It can be seen from Table 2.6 and Figure 2.4 that RPOVIG, SOVIG and OBHT have 

the lowest average top 1-5 error rates as well as the lowest standard deviation. For 

example, the top5-ER of RPOVIG, SOVIG and OBHT is around 0.2, the top5-ER of 

ONBG, AROW, SCW, OGD is about 0.5, and the top5-ER of Perceptron and PA is 

about 0.4 and > 0.8, respectively. Regarding the time cost, OGD, PA, and Perceptron 
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are not much affected by the high dimensionality of the data and run very fast. SOVIG 

runs quite fast and RPOVIG has moderate runtime. On the other hand, OBHT, ONBG, 

AROW and SCW take a long time to run on this dataset. Therefore, even though 

OBHT has similar accuracy as our two OVIG variants RPOVIG and SOVIG, it is 4.5 

times and 30.6 times slower, respectively. This experiment shows 2 powerful ways to 

allow OVIG to deal with high dimensional data. In this experiment, the number of 

features is 𝐷 = 1001, and the dimension of the down-space of RPOVIG is 𝑄 =2 log2(1000) ≈ 20. In the case of 𝐷 = 1,000,000, 𝑄 = 2 log2(1,000,000) ≈ 40, 

which is still very moderate. For SOVIG, the dimension of Level1 data is fixed as 3𝐿. 

 

2.6. Conclusions 

We have presented a new online Bayesian method (VIGO) and 2 of its variants 

(Minibatch-VIGO and lossless OVIG), which achieve superior performance over many 

recent or well-known methods. In particular, OVIG is the first online method which 

simultaneously has the properties of discard-after-learn, conservative, and lossless. 

They are fast methods that run well in stationary environments. Furthermore, in the 

framework of our 3 VI-based methods, models for different classes are trained 

independently, that make them naturally parallel. Undoubtedly, a parallel 

implementation will further decrease the run time of the proposed methods.  

Another strong point of our algorithms is their generative nature, which gives access to 

the full data distribution and class distribution at any time step. This can be used in 

many advanced online learning tasks, for example, in imbalanced learning to calculate 

the expected loss of cost-sensitive model, in online active learning to measure the 

ambiguity of an instance to decide if a query should be made, or in semi-supervised 
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learning, where an unlabelled instance can be used to update models of different classes 

with different weights based on the confidence (inferred from the information about the 

posterior probability 𝑝(𝑦|𝐱)). This will be our future work. 

 

Appendix 

7Table 2A.1. P-value of Wilcoxon sign rank test between VIGO and the benchmark 
algorithms 
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Airlines 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Balance 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Chess-krvk 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Cod-rna 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Conn-Bench-Vowel 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Contraceptive 0.010 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Dermatology 0.129 N 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Glass 0.010 Y 0.002 Y 0.002 Y 0.275 N 0.002 Y 

Ijcnn1 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Ionosphere 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Iris 0.002 Y 0.002 Y 0.055 N 0.051 N 0.426 N 

Led7digit 0.570 N 0.002 Y 0.004 Y 0.016 Y 0.164 N 

Letter 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Libras 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Magic 0.496 N 0.002 Y 0.846 N 0.002 Y 0.002 Y 

Marketing 0.002 Y 0.002 Y 0.004 Y 0.002 Y 0.006 Y 

Nursery 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Penbased 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Poker 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Skin-nonskin 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Sonar 0.133 N 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Soybean-Large 0.010 Y 0.002 Y 0.002 Y 0.002 Y 0.004 Y 

Tae 0.002 Y 0.002 Y 0.037 Y 0.006 Y 0.129 N 

Texture 0.021 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Tic-Tac-Toe 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Vehicle 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Vowel 0.002 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Waveform 0.010 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Wine-White 0.049 Y 0.002 Y 0.002 Y 0.002 Y 0.002 Y 

Zoo 0.023 Y 0.002 Y 0.002 Y 0.002 Y 0.078 N 

  

Y:  

26  

Y: 

30  

Y: 

28  

Y: 

28  

Y: 

26 

  

N: 

4   

N: 

0  

N: 

2   

N: 

2   

N: 

4  

’Reject?’ column means whether the null hypothesis is rejected (Y) or not (N) 

 

8Table 2A.2. Runtime↓ (seconds) of VIGO and the benchmark algorithms 

Dataset AROW PA HT BLAST ONBG VIGO 
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Airlines 79.83 29.04 24 712.86 1390.92 107.97 

Balance 0.01 0 0.02 0.05 0.11 0.01 

Chess-krvk 0.51 0.27 0.41 6.02 35.84 2.15 

Cod-rna 2.63 1.67 1.94 40.09 77.46 3.70 

Conn-bench-vowel 0.01 0.01 0.02 0.08 0.68 0.03 

Contraceptive 0.03 0.01 0.02 0.28 0.51 0.07 

Dermatology 0.01 0.00 0.02 0.11 0.82 0.02 

Glass 0.00 0.00 0.02 0.03 0.15 0.01 

Ijcnn1 1.32 0.6 0.92 18.62 46.72 1.98 

Ionosphere 0.00 0.00 0.02 0.08 0.28 0.02 

Iris 0.00 0.00 0.01 0.02 0.03 0.00 

Led7digit 0.01 0.00 0.02 0.06 0.42 0.03 

Letter 0.4 0.19 1.02 7.52 96.75 1.33 

Libras 0.05 0.00 0.09 0.28 5.25 0.19 

Magic 0.25 0.1 0.09 5.06 5.08 0.43 

Marketing 0.14 0.07 0.14 1.56 9.30 0.54 

Nursery 0.22 0.11 0.06 1.75 6.04 0.29 

Penbased 0.14 0.08 0.27 20.05 4.28 0.31 

Poker 22.25 10.32 9.00 182.2 1197.6 57.47 

Skin-nonskin 2.83 0.73 0.36 17.42 24.99 2.18 

Sonar 0.00 0.00 0.02 0.08 0.29 0.04 

Soybean-large 0.01 0.00 0.03 0.08 2.09 0.04 

Tae 0.00 0.00 0.02 0.03 0.03 0.01 

Texture 0.17 0.05 0.36 4.08 24.67 0.24 

Tic-tac-toe 0.01 0.00 0.01 0.19 0.23 0.03 

Vehicle 0.01 0.01 0.03 0.25 0.72 0.04 

Vowel 0.02 0.01 0.03 0.16 1.62 0.06 

Waveform 0.07 0.04 0.09 2.86 3.70 0.15 

Wine-white 0.10 0.05 0.06 1.78 4.38 0.30 

Zoo 0.00 0.00 0.01 0.02 0.12 0.00 

Average 3.70 1.45 1.30 34.12 98.04 5.99 
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3. Chapter 3: Online Adaptive Learning 

 

This chapter deals with a very common problem of online learning: changing 

environments. To handle concept drift that could arise in dynamic data streams, we 

develop 2 new adaptive methods based on VIGO (see Chapter 2), which we called 

VIGOw and VIGOd. While VIGOw naturally adapts to any kind of changing 

environments, VIGOd maximizes the benefit of a static environment as long as it does 

not detect any change. In particular, our elegant ways of adaptation demonstrate the 

flexibility of the variational inference framework. 

 

3.1. Introduction and related work 

Besides overcoming the difficulty of sequential learning, online methods are expected 

to better handle dynamically changing environments with concept drift. Formally, a 

concept drift is defined as the change of joint distribution 𝑝(𝐱, 𝑦), which is a widely 

encountered issue in data stream classification. Concept drift can be caused by many 

factors such as the changes in class-conditional probability 𝑝(𝐱|𝑦), or more seriously in 

prior class probability 𝑝(𝑦). The latter is usually concerned with the emergence of a 

new class, the disappearance of an outdated class or the reoccurrence of previously seen 

classes. Unlike tree-based methods, Bayesian methods where different classes are being 

trained separately and independently are very flexible in adapting to concept drift in 𝑝(𝑦). Indeed, when a new class appears, Bayesian methods just learn a new model for 

that class, and if a class disappears, they will deactivate the model of that outdated 

class. However, with a change in class-conditional probability 𝑝(𝐱|𝑦), the adaptation is 

not trivial. In addition, concept drifts can happen at different rates. For example, abrupt 
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drifts are severe/sudden shifts within the class-conditional distribution which may be 

caused by a malfunctioning sensor; whilst gradual drifts are evolving changes over time 

(e.g. a sensor slowly wears out and becomes less accurate). 

In the framework of VIGO described in Chapter 2, two learning phases (learning from 

past instances (prior information) and from recent instances (through sufficient 

statistics)) flexibly support each other. They are also naturally separated which offer us 

the opportunity to focus more on recent information and detect concept drifts. This 

results in 2 new adaptive methods proposed in this work, named VIGOw and VIGOd, 

respectively. 

A full survey on concept drift adaption can be found in [57]. Briefly, as the assumption 

behind most adaptive learning algorithms is that the newer data are more informative 

for the current prediction, learning under concept drift needs strategies for not only 

updating the predictive model with new information but also for forgetting the old 

information. To do this, a sliding window is the most widely used method, which 

maintains a window containing the most recent instances, and from it, older instances 

are removed according to some sets of rules. In general, the window size can be fixed 

or variable over time. Sliding windows of a fixed size save a new instance as it arrives 

and at the same time drop the oldest one. This strategy is simple and is used as a 

baseline for the evaluation of new algorithms, but it is not really flexible as usually we 

do not know in advance the time-scale of change in the streams. In contrast, sliding 

windows of variable size (see e.g. [58, 59]) modify the length of a window over time 

and often rely on the use of a concept drift detector. Here, the window is shortened if a 

change is detected (so that the training data reflect the most recent concept) or 

lengthened otherwise. A different strategy uses a decay function to weight the 
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importance of instances according to their age (see e.g. [60]). In this case, instead of the 

window size, a decay constant should be chosen to match the rate of change. 

It is worth mentioning that there are two ways of applying window techniques for 

learning: externally and internally. In the first kind of approach, the related concept 

drift detector (for example, ECDD (Exponentially weighted moving average charts for 

detecting concept drift) [61], HDDM (Drift detection methods based on Hoeffding’s 

bounds) [62], and ADWIN (Adaptive windowing) [59] ) uses a window to monitor the 

error rate of the current model, which under stable distributions should keep decreasing 

or at most stabilize. When this error rate grows significantly, the detector declares a 

change and requires the base learning algorithm to revise or rebuild the model with 

fresh data. Since this approach uses only the error stream, they consider the underlying 

online classifiers as a black-box and do not query any of its intrinsic properties. The 

second drift detection approach is to embed the window inside the learning algorithm 

and continuously monitor the statistics of the learning algorithm in the window. Among 

concept drift detectors, ADWIN [59] is used the most for the internal approach. If two 

large enough subwindows 𝑊0 and 𝑊1 of the current learning window 𝑊 exhibit 

distinct enough means, ADWIN concludes that the expected values within the windows 

are different and the older subwindow is discarded. The Hoeffding bound is applied to 

define the value 𝜖𝑐𝑢𝑡 = √ 12𝑚 ∙ ln 4|𝑊|𝛿 , and if the difference between the average of the 

two subwindows is greater than 𝜖𝑐𝑢𝑡, they are considered as distinct enough. Here, |𝑊| 
denotes the length of 𝑊, 𝑚 is the harmonic mean of |𝑊0| and |𝑊1| , i.e. 𝑚 =

11 |𝑊0|⁄ +1/|𝑊1|, and 𝛿 ∈ (0,1) is a predefined confidence parameter. Applying ADWIN in 

Hoeffding Tree (HT) [19] results in a Hoeffding Adaptive Tree (HAT) [63].  
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Lately, we have witnessed the emergence of kNN-based adaptive online methods [64-

67]. The main reason for this is the simplicity of non-parametric kNN (k-Nearest 

Neighbour) method, which assigns an instance to the class that is the most popular 

among its 𝑘 nearest neighbours. A kNN method cannot learn from a stream indefinitely 

without discarding data as it needs to search through its finite internal buffer of 

instances to find the neighbours of each coming test instance. This discarding 

requirement helps kNN adapt to concept drifts to some extent automatically. In fact, 

[68, 69] have demonstrated the amazingly good performance of kNN over a range of 

methods for data stream learning. In [66], kNN-PAW combines kNN with Probabilistic 

Adaptive Windowing, where instances from the window are eliminated randomly 

leading to a mix of recent and older instances while giving greater weight to newer 

ones. Another very recent adaptive classifier named SAM-kNN (kNN classifier with 

Self Adjusting Memory) [64, 65] constructs dedicated models for the current and 

former concepts through Short-Term and Long-Term memories respectively and 

applies them according to the demands of the given situation.  

Another approach to deal with drifting data streams is the adaptive ensemble methods 

where each base learner in the pool keeps adapting to new incoming data until being 

removed due to bad performance. A new base classifier can also be added to the pool to 

capture new knowledge. In [70], DACC (Dynamic Adaptation to Concept Changes) 

randomly remove a member from the worst half of the pool and insert a new base 

learner. In order to control the rate of deletion, two consecutive deletions are separated 

by a predefined number of time steps so that all the learners become mature enough 

before a deletion operation is performed. 
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3.2. Online VI with built-in concept drift detector (VIGOd) 

From Chapter 2, it can be seen that VIGO learns its model on the whole data stream, 

where the past is contained in the prior information and the present in the sufficient 

statistics. Indeed, for each class, the mean calculated by (2.8) 𝐦 = (𝛽0𝐦0 + 𝑛�̅�)/(𝛽0 + 𝑛) is the average value of all instances belonging to that class. In a stationary 

data stream learning, this lossless way of updating 𝐦 is desirable as it shows that the 

mean learned by an online method can be asymptotically arbitrarily close to that of the 

offline batch method regardless of the incremental training order and the requirement 

of not storing data for online learners. However, in evolving data stream learning, it can 

make the algorithm slow to adapt to concept drift because adaptation happens only by 

the natural dilution of old concepts due to the new incoming data. In this subsection, a 

simplified ADWIN-based technique is embedded in VIGO to make it adaptive, we call 

this adaptive version VIGOd. 

First, we realize that right before we update the model for any class, say class 𝑙, the VI 

framework naturally gives us two windows: the prior information window 𝑊𝑝 has 𝛽0(𝑙)
 

instances with mean 𝐦0(𝑙)
, and the sufficient statistics window 𝑊𝑠 has 𝑛(𝑙) instances 

with mean �̅�(𝑙). This strongly suggests we combine VIGO with ADWIN [59], which 

completely avoids the main limitation (memory requirement) caused by ADWIN. 

Indeed, as mentioned in [59], a window 𝑊 has a total of |𝑊| possibilities for 

partitioning it into 𝑊0 and 𝑊1, where |∙| denotes the cardinality or the length of a set. 

Here, instead of doing |𝑊| different tests for cutting 𝑊 into 𝑊0 and 𝑊1, in our VI 

framework, the test is done only once to check if the older subwindow 𝑊𝑝 can be 

dropped from the current learning window 𝑊 = 𝑊𝑝 ∪ 𝑊𝑠. 
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The inputs of ADWIN [59] are a confidence value 𝛿 ∈ (0,1) and a sequence of real 

values 𝑊 = {𝑧1, 𝑧2, … , 𝑧𝑛}. ADWIN requires that the input sequence to be bounded, i.e. 

all 𝑧𝑡 ∈ [0,1], and this can be achieved by rescaling the original data. In fact, we can 

handle any case in which we know an interval [𝑎, 𝑏] such that 𝑎 ≤ 𝑧𝑡 ≤ 𝑏 with 

probability 1. We denote as 𝜇𝑡 the expected value of 𝑧𝑡 when it is drawn according to a 

distribution 𝐷𝑡. �̂�𝑊 denotes the observed average of the elements in 𝑊, and 𝜇𝑊 the 

unknown average of 𝜇𝑡 for 𝑡 ∈ 𝑊. Now we consider 2 subwindows 𝑊0 and 𝑊1 of 𝑊 = 𝑊0 ∪ 𝑊1, with |𝑊0| = 𝑛0, |𝑊1| = 𝑛1, 𝑛0 + 𝑛1 = 𝑛 and 𝑊1 contains the most 

recent instances. Using the Hoeffding bound, ADWIN defines 𝑛ℎ = 11 𝑛0⁄ +1/𝑛1 , which 

is the harmonic mean of 𝑛0 and 𝑛1 and 𝜖𝑐𝑢𝑡 = √ 12𝑛ℎ . ln 4𝛿. ADWIN then performs a 

statistical test for the difference in distributions in 𝑊0 and 𝑊1 by checking whether the 

observed average in both subwindows differs by more than the threshold 𝜖𝑐𝑢𝑡. If yes, 

ADWIN declares that there is a concept drift between 𝑊0 and 𝑊1, and the model using 

ADWIN will remove 𝑊0 (the older subwindow) from the whole learning window 𝑊, 

and only learn on 𝑊1. This test is performed |𝑊| times for the |𝑊| possible 

partitioning. 

To apply ADWIN in VIGOd, we notice that our instances have D real attributes. If 

there is at least an attribute 𝑖 having the absolute difference between its values for the 

observed means 𝐦0(𝑙) = (𝑚01(𝑙), 𝑚02(𝑙), … , 𝑚0𝐷(𝑙)) of the instances in 𝑊𝑝 and �̅�(𝑙) =
(�̅�1(𝑙), �̅�2(𝑙), … , �̅�𝐷(𝑙)) of that in 𝑊𝑠 being greater than 𝜖𝑐𝑢𝑡, i.e. |𝑚0𝑖(𝑙) − �̅�𝑖(𝑙)| ≥ 𝜖𝑐𝑢𝑡, a 

drift is detected and we reset the prior information for the class distribution of class 𝑙: 𝛽0(𝑙): = 0. That means the model for class 𝑙 is now updated only based on sufficient 

statistics computed from current instances (see (2.8-2.11)). At the same time the prior 
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class distributions 𝑝(𝑗), ∀𝑗 = 1, … 𝐿 in (2.1) are reset as follows: 𝑐𝑗 = 1, 𝑐 = 𝐿 and 𝑝(𝑦 = 𝑗) = 1/𝐿.  

To avoid problems with multiple hypothesis testing, since we will do the test for D 

different features and we want the global error to be below 𝛿, we use 𝛿′ = 𝛿/𝐷 and 

calculate 𝑛ℎ and 𝜖𝑐𝑢𝑡 for class 𝑙 of VIGOd as follows:  

𝑛ℎ = 11 𝛽0(𝑙)⁄ +1/𝑛(𝑙) ;  𝛿′ = 𝛿𝐷 ;  𝜖𝑐𝑢𝑡(𝑙) = √ 12𝑛ℎ . ln 4𝛿′ = √ 12𝑛ℎ . ln 4𝐷𝛿   (3.1) 

Now as in [59], we also have a technical result for this adaptive ADWIN. 

Lemma 3.1. For every class 𝑙, with data window 𝑊 = 𝑊𝑝 ∪ 𝑊𝑠, |𝑊𝑝| = 𝛽0(𝑙)
, |𝑊𝑠| =𝑛(𝑙), we have 

1. (False positive rate bound). If 𝜇𝑡 remains constant within 𝑊, the probability that 

adaptive ADWIN shrinks the window from 𝑊 to 𝑊𝑠 is at most 𝛿. 

2. (False negative rate bound). Suppose that for 𝑊 = 𝑊𝑝 ∪ 𝑊𝑠 we have |𝜇𝑊𝑝 − 𝜇𝑊𝑠| >2𝜖𝑐𝑢𝑡. Then with probability at least 1 − 𝛿, a change is detected and adaptive ADWIN 

shrinks 𝑊 to 𝑊𝑠. 

The proof of Lemma 3.1 is omitted as it is similar to that of Theorem 2.1 in [59] (e.g. 

Theorem 3.1 in the extended version of this work).  

We choose the default value for confidence 𝛿 = 0.3 as if 𝛿 is too big, the False positive 

rate bound and False negative rate bound in Lemma 3.1, would not be meaningful 

practically. On the other hand, if 𝛿 is too small, since an instance can have many 

attributes, 𝛿′ = 𝛿𝐷 can be very small, 𝜖𝑐𝑢𝑡 would be big and the adaptive ADWIN would 

be too conservative. 
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To ensure the length of 𝑊𝑠 is not too small, as well as to reduce the time cost compared 

with VIGO, VIGOd only updates model for class 𝑙 if 𝑛(𝑙) = |𝐵|, 𝑙 = 1, . . , 𝐿, where |𝐵| 
is predefined. That means parameters 𝐦(𝑙), 𝐇(𝑙), 𝜐(𝑙), 𝐖(𝑙) are not updated until the 

sufficient statistics �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙) have collected information from |𝐵| recent instances of 

class 𝑙. Generally, there is a trade-off in the choice of |𝐵|: the greater |𝐵| is, the shorter 

the running time but the lower the accuracy as the algorithm delays updating the model 

until it collects enough instances for at least one of the classes. As adaptive online 

methods are mainly for dealing with data streams and big data, |𝐵| should not be too 

small. Following the state-of-the-art Hoeffding tree, where in default, each node waits 

for 𝑛𝑚𝑖𝑛 = 200 instances to come before checking for any update, in our proposed 

method we set the default value of |𝐵| = 200. 

In addition, to build a stable model, before updating in batches of size |𝐵| = 200, we 

run the building step until all classes have collected information from at least |𝐵| 
instances. During the building step, the proposed algorithm will update the model 

whenever it makes a mistake. Below, the pseudo-code of VIGOd is given. 

Algorithm 3.1: VIGOd 

1. Initialize: minibatch size |𝐵|, threshold 𝜀, maxIter, confidence 𝛿, 𝐦0(𝑗)
, 𝛽0(𝑗), 𝑣0(𝑗), 𝐖0(𝑗), 𝑐𝑗 = 0, 𝑛(𝑗) = 0, 𝑗 = 1, … 𝐿;  

Building step: 

2. 𝑡 = 1; 

3. while ∃ class having less than |𝐵| arriving instances  

4. Receive an incoming instance: 𝐱𝑡; 

5. Predict the class label:   

6. 𝑝(𝑗)~𝑐𝑗;  �̂�𝑡 = argmax𝑗∈{1,⋯,𝐾} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗) ; 
7. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
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8. 𝑐𝑙 = 𝑐𝑙 + 1; 
9. Update sufficient statistics for class 𝑙; 𝑛(𝑙) = 𝑛(𝑙) + 1; Discard 𝐱𝑡  

10. if (�̂�𝑡 ≠ 𝑦𝑡) or 𝑛(𝑙) = |𝐵| 
11. Update model for class 𝑙; 
12. end if 

13. 𝑡 = 𝑡 + 1; 
14. end while   //End of Building step 

15. 𝑡𝑛𝑒𝑥𝑡 = 𝑡; 

16. for  𝑡 = 𝑡𝑛𝑒𝑥𝑡 , 𝑡𝑛𝑒𝑥𝑡 + 1, … 

17. Receive an incoming instance: 𝐱𝒕; 
18. Predict the class label:  

19. 𝑝(𝑗)~𝑐𝑗;   �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗) ; 
20. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
21. 𝑐𝑙 = 𝑐𝑙 + 1; 
22. Update sufficient statistics for class 𝑙; 𝑛(𝑙) = 𝑛(𝑙) + 1; Discard 𝐱𝑡 ; 

23. if 𝑛(𝑙) = |𝐵| 
24. Calculate 𝜖𝑐𝑢𝑡(𝑙)

 using (3.1) 

25. if concept drift detected 

26. 𝛽0(𝑙) = 0;  
27. 𝑐𝑗 = 1, ∀𝑗 = 1, … 𝐿;  
28. end if 

29. Update model for class 𝑙; 
30. end if 

31. end for 

- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -  

32. procedure Update model for class 𝑙; 
33. Use VIG to update 𝐦(𝑙), 𝐇(𝑙), 𝜐(𝑙), 𝐖(𝑙) for class 𝑙; 
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34. 𝐦0(𝑙) = 𝐦(𝑙); 𝑣0(𝑙) = 𝜐(𝑙); 𝐖0(𝑙) = 𝐖(𝑙); 𝛽0(𝑙) = 𝛽0(𝑙) + 𝑛(𝑙); 
35. Reset �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙); 𝑛(𝑙) = 0; 
36. end procedure  

 

In the Initialize part of Algorithm 3.1, the default values are used if they are not 

mentioned otherwise. They are: |𝐵|  =  200, 𝜀 = 1𝑒 − 10, maxIter = 50, 𝛿 =0.3, 𝛽0(𝑗) = 0, 𝑣0(𝑗) = 𝐷, 𝐦0(𝑗) = (0, … ,0)𝑇 is a 𝐷-dimension vector of zero elements,  𝐖0(𝑗) = 𝐈 is a 𝐷 × 𝐷 dimension identity matrix, 𝑗 = 1, … , 𝐿. 

 

3.3. Online VI weighted for multivariate Gaussian (VIGOw) 

In this section, we present VIGOw, which also updates the model for class 𝑙 if 𝑛(𝑙) 
reaches a predefined value |𝐵|, but it does not use a built-in drift detector. VIGOw is 

based on the idea of using a decay function to weigh the importance of instances 

according to their age [60]. In a decay function, a decay factor 𝛼 (0 <  𝛼 < 1) is 

multiplied to the weight of the old information to phase it out. However, the variational 

inference framework allows us to put more emphasis on the recent instances without 

using a decay factor. To do that, instead of update 𝛽0(𝑙) = 𝛽0(𝑙) + 𝑛(𝑙) for the model of 

class 𝑙 as in VIGO, we just assign 𝛽0(𝑙): = |𝐵|. By doing this, in (2.8) 𝐦 =(𝛽0𝐦0 + 𝑛�̅�)/(𝛽0 + 𝑛) we can see that the mean �̅� of |𝐵| recent instances in the 

sufficient statistics window 𝑊𝑠 now has the same weight as the mean 𝐦0(𝑙)
 of all old 

instances in the prior information window 𝑊𝑝 even though |𝑊𝑝| > |𝐵|. Over time, the 

old instances have less and less weight in (2.8). In fact, each recent instance in 𝑊𝑠 has 

weight = 1, and all the instances in 𝑊𝑝 has a weight < 1 so that the weight sum of all 
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instances in 𝑊𝑝 is |𝐵| and newer instances in 𝑊𝑝 have greater weight than the older 

instances. 

To build an adaptive online method, we also update the prior class probability 𝑝(𝑗), 𝑗 =1, . . , 𝐿 based on a sliding window of size |𝐵| as follows. After every |𝐵| instances 

arrive, we use 𝑐𝑗𝑜𝑙𝑑 to record the number of instances of class 𝑗 in the previous window: 𝑐𝑗𝑜𝑙𝑑 = 𝑐𝑗 , 𝑗 = 1, . . , 𝐿; then we reset 𝑐𝑗 = 0, 𝑗 = 1, . . , 𝐿. 

At each time step 𝑡:  

𝑝(𝑗) = (𝑐𝑗𝑜𝑙𝑑 + 𝑐𝑗) (|𝐵| + ∑ 𝑐𝑙𝐿𝑙=1 )⁄  ~ 𝑐𝑗𝑜𝑙𝑑 + 𝑐𝑗 , 𝑗 = 1, . . , 𝐿 (3.2) 

Like VIGOd, VIGOw also use default |𝐵| = 200. Below, the pseudo-code of VIGOw 

is given. 

Algorithm 3.2: VIGOw 

1. Initialize: minibatch size |𝐵|, threshold 𝜺, maxIter, confidence 𝛿 𝐦0(𝑗)
, 𝛽0(𝑗), 𝑣0(𝑗), 𝐖0(𝑗), 𝑐𝑗 = 1, 𝑗 = 1, … 𝐿;  𝑐 = 0; 

Building step: 

2. 𝑡 = 1; 

3. while ∃ class having less than |𝐵| arriving instances  

4. Receive an incoming instance: 𝐱𝑡; 

5. Predict the class label:   

6. 𝑝(𝑗)~𝑐𝑗;  �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗) ; 
7. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
8. 𝑐𝑙 = 𝑐𝑙 + 1; 𝑐 = 𝑐 + 1; 
9. Update sufficient statistics for class 𝑙; 𝑛(𝑙) = 𝑛(𝑙) + 1; Discard 𝐱𝑡;  

10. if (�̂�𝑡 ≠ 𝑦𝑡) or 𝑛(𝑙) = |𝐵| 
11. Update model for class 𝑙; 
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12. end if 

13. 𝑡 = 𝑡 + 1; 
14. end while   //End of Building step  

15. 𝑡𝑛𝑒𝑥𝑡 = 𝑡 

16. for  𝑡 = 𝑡𝑛𝑒𝑥𝑡 , 𝑡𝑛𝑒𝑥𝑡 + 1, … 

17. Receive an incoming instance: 𝐱𝑡; 

18. Predict the class label:   

19. 𝑝(𝑗) ~ 𝑐𝑗𝑜𝑙𝑑 + 𝑐𝑗;   �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝(𝑗)𝑝(𝐱𝑡|𝑗) ; 
20. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
21. 𝑐𝑙 = 𝑐𝑙 + 1; 𝑐 = 𝑐 + 1; 
22. if 𝑐 = |𝐵| 
23. 𝑐𝑗𝑜𝑙𝑑 = 𝑐𝑗, 𝑐𝑗 = 0, ∀𝑗 = 1, . . , 𝐿;  𝑐 = 0;  
24. end if 

25. Update sufficient statistics for class 𝑙; 𝑛(𝑙) = 𝑛(𝑙) + 1; Discard 𝐱𝑡;  

26. if 𝑛(𝑙) = |𝐵| 
27. Update model for class 𝑙; 
28. end if 

29. end for 

- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -  

30. procedure Update model for class 𝑙; 
31. Use VIG to update 𝐦(𝑙), 𝐇(𝑙), 𝜐(𝑙), 𝐖(𝑙) for class 𝑙; 
32. 𝐦0(𝑙) = 𝐦(𝑙); 𝑣0(𝑙) = 𝜐(𝑙); 𝐖0(𝑙) = 𝐖(𝑙); 𝛽0(𝑙) = |𝐵| 
33. Reset �̅�(𝑙), 𝐒(𝑙), 𝐉(𝑙); 𝑛(𝑙) = 0; 
34. end procedure  

 

Discussion: In the case a new class emerges, say class 𝐿 + 1, its model 𝒩(𝛍𝐿+1, 𝚲𝐿+1−1 ) 

is activated and then trained on-the-fly together with the models of existing classes 
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using the VI with the simplified ADWIN (in the case of VIGOd) or the VI weighted (in 

the case of VIGOw). Although the proposed Bayesian methods do not explicitly 

consider class dependency, our experiments show that they obtain very competitive 

performance compared to other methods which do not learn the model for each class 

independently like Hoeffding Tree and kNN based methods. To ease the class 

independence in learning, we can combine the proposed methods with other type of 

methods in the literature, for example, using VI with the simplified ADWIN or VI 

weighted approaches to represent the categories (F2 nodes) of ARTMAP based models 

like Gaussian ARTMAP [23], Bayesian ARTMAP [24], Generalized ART [25]. 

 

3.4. Experiment for evolving data stream learning 

 

 Experimental settings 3.4.1.

We use MOA [41] to generate three data streams with concept drift as follows. The 

SEA and Random Tree data streams were created using the Sea Generator [71] and 

Random Tree Generator [19] of MOA. Both of them contain 35,000 data points, and 

the concept drift occurs gradually from the 10,001st to 11,000th data points, that means 

both concepts are present over this period of 1000 instances. The SEA data stream is 

generated by MOA using three attributes (𝑥1, 𝑥2, 𝑥3), where only the first two attributes 

are relevant. If 𝑥1 + 𝑥2 ≤ 𝜃, the class label is false, otherwise it is true; where the 

threshold 𝜃 often takes one of the values 8, 9, 7 and 9.5 as the concept for each data 

block. In our experiment, SEA contains three attributes (𝑥1, 𝑥2, 𝑥3) with 2 classes, 

where arbitrarily 𝑥1 + 𝑥2 ≤ 𝜃1 = 8 was chosen for the first (initial) concept and 𝑥1 + 𝑥2 ≤ 𝜃2 = 7 for the second concept (the concept change). The Random Tree 

Generator is used to create a data stream with 10 continuous attributes and three 
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classes. A drift was created by generating a different random tree. The Hyperplane data 

streams were generated by the Hyperplane generator [19] of MOA, where a hyperplane 

in D-dimensional space ∑ 𝑤𝑖𝑥𝑖𝐷𝑖=1 = 𝑤0 slowly rotates continuously changing the 

linear decision boundary of the stream. Instances for which ∑ 𝑤𝑖𝑥𝑖𝐷𝑖=1 ≥ 𝑤0 are 

labelled positive, and instances for which ∑ 𝑤𝑖𝑥𝑖𝐷𝑖=1 < 𝑤0 are labelled negative. In our 

experiment, Hyperplane data stream contains 10 million data instances, each with 5 

numeral attributes with 10% noise added to make the problem more challenging.  

Furthermore, we also tested our proposed algorithms’ performance of tackling abrupt 

concept drift which quite often happens with data streams. Following the way of 

creating abrupt concept drift in [63], we created stream data with abrupt concept drift 

from the 3 stream datasets mentioned above. After every N =10,000 instances arrived, 

we abruptly exchange the concepts creating the instances. In SEA, we label first N = 

10,000 instances using concept 1 (𝑥1 + 𝑥2 ≤ 𝜃1 = 8), the next N instances using 

concept 2 (𝑥1 + 𝑥2 ≤ 𝜃2 = 7), the following N instances using concept 1, the N 

instances after that using concept 2, and so on. Similarly, in Random Tree, the first N 

instances are created by tree 1, the next N instances by tree 2, and so on. For 

Hyperplane, we classify the first N instances using ∑ 𝑤𝑖𝑥𝑖𝐷𝑖=1 ≥ 𝑤0, the next N 

instances using ∑ 𝑤𝑖𝑥𝑖𝐷𝑖=1 ≤ 𝑤0, and so on. By this means we have 3 challenging data 

streams with abrupt concept drifts named SEA-A, Random Tree-A, and Hyperplane-A, 

respectively. 

Regarding benchmark algorithms, we compare VIGOd/w with the recent kNN-based 

methods SAM-kNN [64, 65], kNN-PAW and kNN [66]; recent ensemble method 

DACC [70]; and commonly used adaptive tree HAT [63]. All the benchmark methods 

are implemented in MOA [41]. We also run VIGO to see how VIGOd/w improve the 
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performance of VIGO in changing environments. All datasets are normalized into the 

range [0,1] before being run by VIGOd. 

In the dynamic setting, each classifier has a single run through the data stream. Each 

instance was tested before being used for training (Interleaved Test-Then-Train or 

Prequential). 

To test the difference between the classification results of multiple methods on multiple 

datasets, the Friedman test [5] is employed. If the null hypothesis that “all methods 

perform equally” is rejected, we can proceed with a post-hoc Nemenyi test based on the 

average ranks of the algorithms across all datasets provided by Friedman test to further 

analyze the relative pairwise performance of the comparing algorithms. In our tests, a 

p-value of 0.05 is used and the symbol ≻ indicates a statistically significant 

improvement according to the test. 

 

 Accuracy 3.4.2.

Table 3.1 shows the mistake rate (%) and runtime of VIGO and VIGOd/w over 

evolving data streams. For the first three datasets with gradual concept drift, VIGO still 

achieves competitive accuracy compared with VIGOd/w. However, for challenging 

streams with abrupt concept drift, VIGO is poorer than its adaptive versions. 

Furthermore, the two adaptive algorithms are significantly faster than the base method 

VIGO. Between the two, VIGOd is slightly better with 3 wins/1 draw/2 losses over 

VIGOw. 

9Table 3.1. Mistake rate (MR)↓ (%) and runtime↓ (seconds) of VIGO and VIGOd/w in 
dynamic settings 

Dataset SEA Random Tree Hyperplane SEA-A Random Tree-A Hyperplane-A Average 

Algorithm 
MR 

(Time) 

MR 

(Time) 

MR 

(Time) 

MR 

(Time) 

MR 

(Time) 

MR 

(Time) 

MR 

(Time) 
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VIGOd 
2.84 

(0.36) 

30.66 

(0.41) 

11.70 

(80.64) 

2.81 

(0.30) 

36.56 

(0.40) 

15.21 

(82.63) 

16.63 

(27.46) 

VIGOw 
2.23 

(0.29) 

30.65 

(0.40) 

12.43 

(81.02) 

2.63 

(0.29) 

36.81 

(0.41) 

17.41 

(80.48) 

17.03 

(27.15) 

VIGO 
2.99 

(0.35) 

32.97 

(1.10) 

11.70 

(133.50) 

3.93 

(0.35) 

39.29 

(1.26) 

50.00 

(312.38) 

23.48 

(74.82) 

 

To compare the performance of the two proposed adaptive methods with the five 

benchmark algorithms (kNN, SAM-kNN, kNN-PAW, DACC, HAT), we display their 

error rate values (%) and per-dataset rankings in parenthesis in Table 3.2. The best 

results (lowest mistake rates and ranks) are shown in bold. 

10Table 3.2. Mistake rate↓ (%) (with rank↓) of the adaptive methods in dynamic 
settings 

 

SEA Random Tree Hyperplane SEA-A Random Tree-A Hyperplane-A Average 

kNN 2.91 (6) 32.19 (5) 16.44 (6) 3.12 (5) 37.82 (3) 19.79 (6) 18.71 (5.17) 

SAM-kNN 1.92 (1) 34.43 (6) 14.14 (4) 2.37 (1) 40.26 (6) 16.47 (2) 18.27 (3.33) 

kNN-PAW 2.69 (4) 31.98 (4) 15.89 (5) 3.06 (4) 38.00 (4) 24.03 (7) 19.28 (4.67) 

DACC 6.62 (7) 37.49 (7) 19.48 (7) 6.71 (7) 43.98 (7) 19.68 (5) 22.33 (6.67) 

HAT 2.37 (3) 29.43 (1) 11.76 (2) 3.29 (6) 38.83 (5) 18.08 (4) 17.29 (3.50) 

VIGOd 2.84 (5) 30.66 (3) 11.70 (1) 2.81 (3) 36.56 (1) 15.21 (1) 16.63 (2.33) 

VIGOw 2.23 (2) 30.65 (2) 12.43 (3) 2.63 (2) 36.81 (2) 17.41 (3) 17.03 (2.33) 

 
Nemenyi significance: {VIGOd, VIGOw} ≻ {DACC} 

 

From Table 3.2, it can be seen that VIGOd and VIGOw perform better than adaptive 

tree HAT, with 4 wins/2 losses each. For the Random Tree stream, as expected, HAT 

achieves the best accuracy because the Hoeffding Tree algorithm utilises the same 

underlying structure for data classification. 

VIGOd and VIGOw win DACC (with Naïve Bayes as the default base learners as in 

MOA) impressively on all streams. Actually, VIGO outperforms Naïve Bayes method 

(see the comparison of VIGO with BLAST in Subsection 2.4.3.A), and this leads to the 

better performance of VIGOd/w vs DACC which also uses Naïve Bayes as the base 

learners. 
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Our two proposed adaptive methods also totally win kNN (default setting as in MOA: 

the number of neighbours k =10, the maximum number of instances to store = 1000). 

kNN-PAW (combination of kNN and Probabilistic Adaptive Windowing) is worse than 

VIGOw (6 losses/ 0 wins), and only beats VIGOd on 1 out of 6 data streams (SEA). 

Furthermore, VIGOd is better than the latest kNN-based adaptive method SAM-kNN 

(4 wins/ 2 losses), whilst VIGOw is as good as SAM-kNN (3 wins/ 3 losses). However, 

over the 6 data streams, VIGOw has a smaller average error rate (17.03%) than SAM-

kNN (18.27%). 

Again, we can see that a VI-based framework is more competitive than a kNN-based 

framework. In the static setting, VIGO wins BLAST which uses kNN as one of its base 

learners (see Subsection 2.4.3.A), and in the dynamic setting, VIGOd/w wins kNN, 

kNN-PAW and SAM-kNN. 

Regarding the statistical significance of the results, the p-value computed by the 

Friedman test is 0.0034, which is smaller than 0.05, so the null hypothesis that “all 

methods perform equally” is rejected. The rankings obtained from the Friedman test are 

depicted in Table 3.2 in parenthesis. Both VIGOd/w ranked first with a rank of 2.33, 

followed by SAM-kNN and HAT of rank 3.33 and 3.50, respectively. The last three 

ranks belong to kNN-PAW (rank = 4.67), kNN (rank = 5.17), and DACC (rank = 6.67). 

The ensemble DACC is also significantly worse than VIGOd/w according to the 

Nemenyi post-hoc test.  

 

 Time complexity 3.4.3.

To estimate the time efficiency of all the mentioned methods, the time cost result for 

each dataset is presented in Table 3.3, and the average time costs are shown in Figure 
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3.1. Clearly, SAM-kNN and kNN-PAW are the most time-consuming methods, the 

next is kNN. DACC requires nearly double the time compared with HAT. VIGOd/w 

are the fastest methods. 

11Table 3.3. Runtime↓ (seconds) of the adaptive methods in dynamic settings 

Dataset  kNN SAM-kNN kNN-PAW DACC HAT VIGOd VIGOw 

SEA  2.34 11.03 4.02 0.56 0.23 0.36 0.29 

Random Tree  5.73 3 8.64 1.61 0.38 0.41 0.40 

Hyperplane  944.55 1932.3 1574.58 198.25 176.55 80.64 81.02 

SEA-A  2.31 10.58 4.11 0.55 0.19 0.30 0.29 

Random Tree-A  5.75 2.12 8.47 1.56 0.38 0.40 0.41 

Hyperplane-A  947.41 1272.81 1592.75 197.16 57.11 82.63 80.48 

Average  318.02 538.64 532.10 66.62 39.14 27.46 27.15 

 

 

6Figure 3.1. Average runtime↓ (seconds) of VIGOw/d and the benchmark algorithms in 
dynamic setting 

 

3.5. Experiment for stationary data stream learning 

Although VIGOd/w are adaptive methods, we expect that they can also work well in a 

stationary environment as in online learning we do not know the nature of data in 

advance. From Chapter 2, it can be seen that VIGO achieves state-of-the-art 

performance in learning stationary data streams. Therefore, to see how the current 2 
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proposed methods work when there are no concept drifts, we will compare their 

performance with VIGO’s over 30 datasets mentioned in the experiments of Chapter 2 

(see Table 2.1). All datasets are normalized into the range [0,1] before being run by 

VIGOd. As before, we run the experiment 10 times for each algorithm on each dataset 

with different random permutations of the training data instances. The average mistake 

rate (%) and time cost (seconds) are taken together with the standard deviation over all 

runs. Testing and training are done simultaneously from the first coming instance (i.e. 

prequential evaluation) and sequential data come one-by-one. The best result (lowest 

mistake rate) per dataset is shown in bold (see Table 3.4). 

12Table 3.4. Mistake Rate↓ (%) of VIGO(d/w) in static settings 

Datasets VIGOd VIGOw VIGO 

Mean Std Mean Std Mean Std 

Airlines 18.85 0.01 18.71 0.01 18.68 0.01 

Balance 12.56 0.37 11.28 0.45 11.28 0.45 

Chess-krvk 60.75 0.22 61.51 0.25 61.51 0.25 

Cod-rna 4.92 0.01 4.91 0.01 4.87 0.01 

Conn-Bench-Vowel 39.07 1.50 21.00 0.99 21.00 0.99 

Contraceptive 52.03 0.83 50.22 0.94 50.10 0.76 

Dermatology 6.34 0.59 9.11 0.64 9.11 0.64 

Glass 48.88 1.92 45.05 2.16 45.05 2.16 

Ijcnn1 9.43 0.05 8.21 0.04 8.25 0.07 

Ionosphere 10.43 0.76 10.43 0.76 10.43 0.76 

Iris 10.13 0.78 7.53 1.40 7.53 1.40 

Led7digit 33.16 0.95 33.16 0.95 33.16 0.95 

Letter 20.85 0.51 13.96 0.23 13.73 0.21 

Libras 29.53 1.19 30.64 0.82 30.64 0.82 

Magic 22.26 0.09 21.72 0.12 21.77 0.12 

Marketing 69.05 0.37 69.38 0.40 69.29 0.36 

Nursery 6.54 0.13 6.68 0.13 6.68 0.13 

Penbased 2.51 0.11 3.75 0.12 3.68 0.11 

Poker 45.18 0.01 45.89 0.06 45.17 0.01 

Skin-nonskin 1.56 0.02 1.67 0.02 1.65 0.02 

Sonar 22.26 1.41 24.90 1.91 24.90 1.91 

Soybean-Large 21.11 1.12 22.31 0.96 22.31 0.96 

Tae 51.46 1.78 50.86 1.59 50.86 1.59 

Texture 8.17 1.38 2.98 0.47 2.68 0.24 

Tic-Tac-Toe 27.37 1.02 27.14 0.77 26.96 0.65 

Vehicle 33.36 1.51 21.99 0.81 21.99 0.81 
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Vowel 32.75 0.99 21.55 0.65 21.55 0.65 

Waveform 15.76 0.21 16.95 0.23 16.72 0.36 

White-wine 50.80 1.14 48.84 0.81 48.84 0.81 

Zoo 13.27 1.10 13.86 1.60 13.86 1.60 

Average 26.01 0.74 24.21 0.68 24.14 0.66 

 

It can be seen that VIGO gets the best performance on 17 datasets, VIGOd on 13 

datasets and VIGOw on 12 datasets. The average mistake rates over 30 datasets are 

very competitive with VIGO: 24.14 ± 0.66, VIGOw: 24.21 ± 0.68, and VIGOd: 26.01 ± 

0.74. It is worth reminding that the lowest average mistake rate of the benchmark 

algorithms belongs to BLAST with 29.67 ± 0.93 (see Subsection 2.4.3.A), which is 

about 4% higher than that of VIGOd/w. 

Regarding running time (see Table 3.5), the two proposed adaptive methods run faster 

than VIGO, which is one of the fastest online methods mentioned in Chapter 2.   

13Table 3.5. Runtime↓ (seconds) of VIGO(d/w) in static settings 

Dataset VIGOd VIGOw VIGO  

Airlines 48.7067 49.0201 107.9707  

Balance 0.0145 0.0146 0.0145  

Chess-Krvk 2.0341 2.0681 2.1527  

Cod-rna 2.7390 2.7612 3.7017  

Conn-Bench-Vowel 0.0333 0.0254 0.0277  

Contraceptive 0.0513 0.0513 0.0716  

Dermatology 0.0183 0.0206 0.0207  

Glass 0.0137 0.0128 0.0134  

Ijcnn1 1.2389 1.2488 1.9835  

Ionosphere 0.0154 0.0189 0.0172  

Iris 0.0036 0.0032 0.0033  

Led7digit 0.0271 0.0291 0.0278  

Letter 1.2164 1.1508 1.3264  

Libras 0.2057 0.1901 0.1936  

Magic 0.1728 0.1731 0.4348  

Marketing 0.3141 0.3109 0.5400  

Nursery 0.2633 0.2706 0.2854  

Penbased 0.2744 0.2865 0.3101  

Poker 26.2500 25.9809 57.4742  
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Skin-nonskin 1.9551 1.9590 2.1834  

Sonar 0.0401 0.0419 0.0424  

Soybean-Large 0.0407 0.0399 0.0388  

Tae 0.0079 0.0082 0.0084  

Texture 0.2614 0.2258 0.2422  

Tic-Tac-Toe 0.0247 0.0235 0.0307  

Vehicle 0.0512 0.0376 0.0411  

Vowel 0.0605 0.0501 0.0578  

Waveform 0.0730 0.0809 0.1494  

Wine-White 0.2860 0.2823 0.2960  

Zoo 0.0043 0.0038 0.0040  

Average 2.8799 2.8797 5.9888  

 

 

3.6. Conclusions 

We have presented two new fast online adaptive algorithms which achieve superior 

performance in both stationary and changing environments. In both methods, the 

natural border between the past information (priors) and present information (sufficient 

statistics) of the VI framework was exploited to simplify common adaptation 

techniques (drift detector or decay function) significantly. Inheriting all the advantages 

of VIGO, VIGOd/w are second-order generative methods. They can also be 

parallelized to be more time-efficient. 
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4. Chapter 4: Online Imbalanced Learning 

 

In this chapter, we introduce a novel online Bayesian framework for learning 

imbalanced multi-class data streams named OCSB. To the best of our knowledge, 

OCSB is the first online method applying both cost-sensitive learning and sampling 

techniques in a single classifier to deal with class imbalance learning. Specifically, an 

artificial cost matrix is designed and adapted in a sequential manner to not only boost 

the accuracy of minority classes but also guarantee stable Gmean (geometric mean of 

the accuracies for all classes). Furthermore, we introduce a new intermediate random 

sampling strategy with over-sampled minority classes and under-sampled majority 

classes. This offers a twofold benefit: learning the rare classes properly and reducing 

the cost caused by the redundant data of majority classes.  

 

4.1. Introduction 

Recently, mining imbalance data streams is emerging as a new challenge for machine 

learning. Examples of such data can be easily seen in a large number of real-world 

applications like accident diagnosis of real-time traffic surveillance, fault detection in 

online banking and intrusion monitoring of network security. The difficulty is due to 

two problems: first, data come in the form of streams which continuously and rapidly 

grow over time, and second, they have very skewed class distributions. 

To deal with the first problem, as mentioned before, online learning is the efficient 

solution to replace traditional offline methods which are not capable in real-time 

learning scenarios where a steady stream of data is arriving, and predictions must be 

made before all of the data is seen. Hence for online imbalanced learning, we choose 
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Bayesian classifiers as the online learner as this kind of generative methods offers class 

conditional distributions needed for cost-sensitive learning - one of the two standard 

methods for imbalanced learning. 

For the second problem, when the class imbalance is extreme, nearly all online 

algorithms sacrifice the minority class, making a strong bias towards the majority class. 

This is because for imbalanced data, new training instances will mostly arrive from the 

majority classes. An incremental update would cause the model to become more and 

more accurate for the majority class but worse for the minority class. Therefore, the 

online learning systems may fail to learn the concept related to the minority class, 

though misclassifying a minority sample in real life is often costlier. For example, 

when the task is diagnosing a rare illness, a sick patient predicted as healthy can die 

easily within a few days and even infect lots of healthy people due to the lack of 

suitable treatments. Meanwhile, a healthy person that received a wrong prediction can 

be corrected without much harm after some more analyses. Because of the importance 

of imbalanced learning, many offline imbalanced learning methods have been 

proposed. Cost-sensitive learning and sampling based methods are the most common 

methods for class imbalanced learning [72], and they can be used to adapt online 

classifiers to class-imbalanced learning. Although several online algorithms have been 

proposed to deal with the imbalanced learning problems, most of them restrict the 

number of classes to binary: one minority class vs. one majority class as in [73-75]. 

Online multi-class imbalanced learning is still a relatively uncharted area. Among 

existing binary methods, the idea of proposing a Naïve Bayes ensemble method based 

on random under-sampling in [75] is a simple one but improves the accuracy of the 

minority class compared to the standard Naïve Bayes method. To solve the on-the-fly 

real-world multiclass imbalanced problem, we overcome the limitation of [75] and 
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extend it to deal with the multiclass case and propose an intermediate-sampling 

technique by introducing a new parameter controlling the number of random 

generations. However, while sampling helps learn the distribution of rare classes more 

properly, we can see that the Gmean and the Recall of minority classes (the two most 

standard assessment metrics for imbalanced learning [76]) in our experiments are not 

really stable (having high variances). The likely reason is that during the learning 

process, the learner tries to improve the overall accuracy but in imbalanced learning, 

Gmean and Recall of minority classes are the main assessments. Therefore, we suggest 

using cost-sensitive learning to clearly and directly target the Gmean and Recall of 

minority classes.  By this method, we develop a full cost-sensitive sampling framework 

to adapt any single online Bayesian classifier to imbalanced learning (denoted as 

OCSB). Our experiments on a wide range of imbalanced datasets demonstrate the 

better performance of OCSB over other recent state-of-the-art ensemble imbalanced 

methods. 

 

4.2. Background 

 

 Bayesian learning 4.2.1.

As mentioned in previous chapters, given a problem instance to be classified 

represented by a vector 𝐱 ∈ ℝ𝐷, a Bayesian classifier based on Bayes’ theorem predicts 

label 𝑦 of 𝐱 from the label set {1,2, ⋯ , 𝐿} as 

�̂� = argmax𝑗∈{1,2,⋯,𝐿} 𝑝(𝑗|𝐱) ~ argmax𝑗∈{1,2,⋯,𝐿} 𝑝(𝑗) . 𝑝(𝐱|𝑗) (4.1) 

where 𝑝(𝑗|𝐱) is the posterior probability that 𝐱 belongs to the class 𝑗, 𝑝(𝑗) is the prior 

probability of class 𝑗, and 𝑝(𝐱|𝑗) is the class conditional probability density function.  
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In an online framework, we incrementally update the prior class probabilities and class 

conditional probabilities. Based on the way of approximating 𝑝(𝐱|𝑗), 𝑗 = 1, … , 𝐿, we 

have different Bayesian algorithms. As Minibatch-VIGO [44] (see Section 2.3.1) has 

been demonstrated to offer state-of-the-art performance for online multiclass 

classification, we use it as a representative of Bayesian methods to run our experiments.  

For clarity, we briefly summarize the common framework of an online Bayesian 

classifier (OB) below. 

Algorithm 4.1: Online Bayesian classifier (OB) 
1. for 𝑡 = 1,2, … 
2. Receive an incoming instance: 𝐱𝑡; 
3. Predict the class label using the current model 𝑀𝑡:  𝑝𝑡(𝑗), 𝑝𝑡(𝐱|𝑗), 𝑗 = 1, … , 𝐿, 

 �̂�𝑡 = argmax𝑗∈{1,⋯,𝐿} 𝑝𝑡(𝑗)𝑝𝑡(𝐱𝑡|𝑗) ;
5. Reveal the true class label from the environment: 𝑦𝑡; 
6. if �̂�𝑡 ≠ 𝑦𝑡 then 

7. Using the example (𝐱𝑡 , 𝑦𝑡) to update model  
8. 𝑀𝑡 → 𝑀𝑡+1: 𝑝𝑡+1(𝑗), 𝑝𝑡+1(𝐱|𝑗), 𝑗 = 1, … , 𝐿; 
9. end 

10. end 

 

 

 Cost-sensitive learning 4.2.2.

Given a specification of cost for correct and incorrect prediction, a sample should be 

predicted to have the class that leads to the lowest expected cost, where the expectation 

is computed using the conditional probability of each class given the sample [77]. 

Specifically, let 𝐶 be a cost matrix with 𝐶(𝑖, 𝑗) be the cost of predicting class 𝑖 when 

the true class is 𝑗. In cost-sensitive learning, the optimal prediction �̂� for an example 𝐱 

is the class that minimizes the expected cost:  

�̂� = argmin𝑖∈{1,2,⋯,𝐿} 𝐿(𝐱, 𝑖) = argmin𝑖∈{1,2,⋯,𝐿} ∑ 𝑝(𝑗|𝐱)𝐶(𝑖, 𝑗)𝑗  (4.2) 
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The theoretical foundations of cost-sensitive methods can be naturally applied to the 

imbalanced learning problems by altering the relative costs of misclassifying the small 

and large classes [72]. In most of the real-world applications, it is very hard to know 

exactly the cost matrix. Hence, for common class imbalanced learning, we can design 

the cost matrix so that the cost of incorrect prediction of minority classes is higher than 

that of majority classes. In that way, the learner will focus more on rare samples. 

 

 Sampling methods 4.2.3.

Typically, the use of sampling methods in imbalanced learning applications consists of 

the modification of an imbalanced data set by some mechanisms in order to provide a 

balanced distribution [72]. There are two basic methods for doing this: 

- Under-sampling: aims to balance the data set by eliminating samples of the 

majority class, 

- Over-sampling: replicate samples of the minority class in order to achieve a 

more balanced distribution. 

 In the case of under-sampling, it is quite obvious that removing a large number of 

samples from the majority class may cause the classifier to miss important concepts 

related to the majority class. In regards to oversampling, appending replicated data to 

the original data set can lead to over-fitting [78].  

Studies have shown that for several base classifiers, a balanced data set provides 

improved overall classification performance compared to an imbalanced data set [79, 

80]. However, [77] argued that changing the balance of classes may have little effect on 

the classifiers produced by standard Bayesian learning methods. Nevertheless, for rare 

classes, over-sampling does indeed help to learn data distribution more properly. 
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 Assessment metrics for imbalanced learning 4.2.4.

Recall of the minority classes and Gmean are the most used measures in class 

imbalance learning [76]. Recall is the classification accuracy of a single class, while 

Gmean is the geometric mean of all class Recalls. Gmean balances accuracy among 

classes without depending on the size of each class. Error rate is not suitable to measure 

the performance for imbalanced data as it is dominated by majority classes. This can be 

seen more clearly in the popular example about a dataset with 2 classes of imbalance 

proportion 99:1, a method classifying all samples as majority can get the error rate as 

low as 0.01, but misclassify all costly minority samples. 

  

4.3. Related work 

In [81], two resampling-based ensemble methods, Multi-class Oversampling-based 

Online Bagging (MOOB) and Multi-class Under-sampling-based Online Bagging 

(MUOB) were introduced. As reflected in their names, these methods use over-

sampling or under-sampling to adjust class imbalance, within the framework of online 

bagging [37]. These two methods are the extension of binary classifiers in [73] to deal 

with multiclass imbalanced data streams. To the best of our knowledge, MOOB and 

MUOB are the first online multiclass imbalance methods which can deal with dynamic 

imbalance status, so that no validation data set is needed for updating class weights, no 

data set for initializing classifiers, and no class decomposition for handling multi-class 

is required.   

Before MOOB and MUOB, another imbalanced multiclass classifier VWOS-ELM 

(Voting based Weighted Online Sequential Extreme Learning Machine) [82] was also 

proposed but its class weights depend on a validation set, which may not be good 

enough or may not even be available. CBCE (Class-Based ensemble for Class 
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Evolution) [46] is another ensemble method using under-sampling to overcome the 

multiclass imbalanced problems but its one-against-all class decomposition technique is 

not a preferred way of processing multi-class imbalanced problems. 

In [75], a Naive Bayes ensemble method based on random under-sampling was 

proposed to learn binary imbalanced streams. This method cannot be applied for 

multiclass cases and requires an initial training set. Inspired by this method, we create a 

novel random intermediate-sample technique, which can deal with multiclass 

imbalanced learning directly with no other requirements. [75] treats new training 

instances differently between the minority and majority classes. A coming minority 

instance x will always be used to update the base models but the one from the majority 

class will only be used with a small probability, 𝑃(𝑢𝑝𝑑𝑎𝑡𝑒|−)  =  𝑐+/𝑐−, where 𝑐+ and 𝑐− are the number of minority and majority training instances observed to date, 

respectively. In effect, this procedure randomly under-samples the majority class on 

streaming data. The average number of majority instances used for update of each base 

model is (𝑢𝑝𝑑𝑎𝑡𝑒|−) ×  𝑐−  ≈  (𝑐+/𝑐−)  ×  𝑐−  =  𝑐+ , which is the number of 

minority instances. Therefore, each base model is built from a balanced training set. 

 

4.4. Proposed method 

 

 Online cost-sensitive Bayesian classifier (OCB) 4.4.1.

We adapt an online Bayesian classifier to the imbalanced learning problems using the 

idea of cost-sensitive learning. To do so in our online Bayesian classifier, we replace 

the prediction rule (4.1) by the prediction rule (4.2) of cost-sensitive learning. The cost 

matrix must be designed and updated so that the online cost-sensitive Bayesian 

classifier (OCB) should improve the Recall of minority classes as well as the Gmean 
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compared with the cost-insensitive Bayesian classifier (OB). At the same time, the cost 

of misclassifying minority examples should be higher than the cost of misclassifying 

majority classes. Therefore, at the time step 𝑡, the cost of predicting class 𝑖 when the 

true class is 𝑗 ≠ 𝑖 can be assigned as 

𝐶𝑡(𝑖, 𝑗) = ((𝑐𝑡(𝑗)/𝑡). Recall𝑡(𝑗) + Gmean𝑡)−1  (4.3) 

where 𝑐𝑡(𝑗) is the number of samples from class 𝑗 so far, Recall𝑡(𝑗) is the current 

Recall of class 𝑗, Gmean𝑡 is the current Gmean of the model. 𝐶𝑡(𝑗, 𝑗) is always = 0. If 𝑗 

is a minority class, 𝑐𝑡(𝑗)/𝑡 will be small, and therefore minimizing the current expected 

cost will motivate the increase of Gmean and Recalls, focusing the model more on the 

minority classes. The common framework for an online cost-sensitive Bayesian 

classifier is shown below. 

Algorithm 4.2: Online Cost-sensitive Bayesian classifier (OCB) 

1. for 𝑡 = 1,2, … , 𝑛 do 

2. Receive an incoming instance: 𝐱𝑡; 

3. Calculate cost matrix 𝐶𝑡; 

4. Predict the class label using the current model 𝑀𝑡:  𝑝𝑡(𝑗), 𝑝𝑡(𝐱|𝑗), 𝑗 = 1, … , 𝐿,  

5. �̂�𝑡 = argmin𝑖∈{1,2,⋯,𝐿} ∑ 𝑝𝑡(𝑗|𝐱)𝐶𝑡(𝑖, 𝑗)𝑗 ; 
6. Reveal the true class label from the environment: 𝑦𝑡; 

7. if �̂�𝑡 ≠ 𝑦𝑡 then 

8. Using the example (𝐱𝑡 , 𝑦𝑡) to update model  𝑀𝑡 → 𝑀𝑡+1: 𝑝𝑡+1(𝑗), 𝑝𝑡+1(𝐱|𝑗), 𝑗 = 1, … , 𝐿;  

9. end 

10. end 
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In Bayesian methods, the small number of samples from a rare class 𝑗 may cause its 

class conditional probability 𝑝(𝐱|𝑗) to be learned improperly. In our framework, we 

also balance the imbalanced data stream by both over-sampling the minority classes 

and under-sampling the majority classes. The next subsection will describe in detail our 

novel intermediate-sampling technique for multi-class data streams. This way of 

sampling offers a twofold benefit: learning the rare classes properly and reducing the 

cost caused by the redundant data of the majority classes. 

 

 Novel intermediate-sampling 4.4.2.

We extend binary random under-sampling in [75] to deal with multiclass imbalanced 

learning and apply it to an online cost-sensitive Bayesian classifier (OCB). It is 

important to mention that when we apply random sampling to OCB, the class label of 

each sample will be predicted as 

�̂�𝑡 = argmin𝑖∈{1,2,⋯,𝐿} ∑ 𝑝𝑡(𝑗|𝐱)𝐶𝑡(𝑖, 𝑗)𝑗 ~ argmin𝑖∈{1,2,⋯,𝐿} ∑ 𝑝𝑡(𝐱|𝑗)𝐶𝑡(𝑖, 𝑗)𝑗  (4.4) 

In this equation, 𝑝𝑡(𝑗|𝐱) ~ 𝑝(𝑗)𝑝𝑡(𝐱|𝑗) ~ 𝑝𝑡(𝐱|𝑗) as the prior class probability 𝑝(𝑗) can 

be ignored (random sampling balances class distribution and 𝑝(𝑗) should be estimated 

to be the same for all classes). 

Let 𝑐𝑡(1), 𝑐𝑡(2), … , 𝑐𝑡(𝐿) be the numbers of samples from classes 1,2, … , 𝐿 coming so 

far respectively; 𝑐gmean_𝑡 = gmean𝑗=1,…,𝐿 𝑐𝑡(𝑗), which is the current geometric mean of 

cardinalities of all classes; and (𝐱𝑡, 𝑦𝑡 = 𝑖) is a new arriving sample. 

If 𝑐𝑡(𝑖) > 𝑐gmean_𝑡, only with a small probability 𝑃𝑖 = 𝑐gmean_𝑡𝑐𝑡(𝑖) , (𝐱𝑡, 𝑦𝑡) will be used to 

update our online cost-sensitive Bayesian classifier (OCB). This way, if we have only 2 
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classes, the majority classes will be randomly under-used and the average number of 

instances from the majority class 𝑖 used for updating OCB is approximately 

𝑃𝑖 × 𝑐𝑡(𝑖) ≈ 𝑐gmean_𝑡𝑐𝑡(𝑖) × 𝑐𝑡(𝑖) = 𝑐gmean_𝑡 (4.5) 

which is the geometric mean of current cardinalities of all classes. 

If 𝑐𝑡(𝑖) < 𝑐gmean_𝑡, first, (𝐱𝑡, 𝑦𝑡) is used to update OCB. Then, we assign 𝐴 =
𝑐gmean_𝑡𝑐𝑡(𝑖) − 1, and get a random number 𝑚 = ⌈𝐴⌉ times, where ⌈𝐴⌉ is the smallest integer 

which is not less than 𝐴. For each time the random number is less than 𝑃𝑖 = 𝐴/⌈𝐴⌉, we 

will use (𝐱𝑡, 𝑦𝑡) to update OCB again. This way, if we have only 2 classes, the number 

of instances from each minority class 𝑖 used for running OCB is approximately 

𝑐𝑡(𝑖) + 𝑚. 𝑃𝑖. 𝑐𝑡(𝑖) ≈ 𝑐𝑡(𝑖) + (𝑐gmean_𝑡𝑐𝑡(𝑖) − 1) 𝑐𝑡(𝑖) = 𝑐gmean_𝑡 (4.6) 

In summary, at each time step 𝑡, we under-sample the majority classes and over-sample 

the minority classes according to the current inverse ratio of their cardinality to 𝑐gmean_𝑡, which is the geometric mean of the cardinalities of all classes. Algorithm 4.3 

describes the intermediate-sampling OCB (OCSB) process for a new instance (𝐱𝑡, 𝑦𝑡). 

Algorithm 4.3: The OCSB procedure at time step 𝑡 

Input: Current state of OCSB model, current training examples (𝐱𝑡 , 𝑦𝑡), where 𝑦𝑡 corresponds 

 to class 𝑖 in 𝑌 = {1, … , 𝐿}, and current class size 𝑐𝑡 = (𝑐𝑡(1), 𝑐𝑡(2), … , 𝑐𝑡(𝐿)) 

1. cgmean_𝑡 = gmean𝑗=1,…,𝐿 𝑐𝑡(𝑗); 

2. if 𝑐𝑡(𝑖) > cgmean_𝑡 

3. if GetRandomNumber () < 
cgmean_𝑡𝑐𝑡(𝑖)  

4. Update OCB using (𝐱𝑡 , 𝑦𝑡); 

5. end if 
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6. else  

7. Update OCB using (𝐱𝑡 , 𝑦𝑡); 

8. if 𝑐𝑡(𝑖) < cgmean𝑡 

9. 𝐴 = cgmean_𝑡𝑐𝑡(𝑖) − 1; 
10. 𝑚 = ⌈𝐴⌉;  𝑃𝑖 = 𝐴⌈𝐴⌉ ; 
11. for 𝑗 = 1 to 𝑚 

12. if GetRandomNumber () < 𝑃𝑖 
13. Update OCB using (𝐱𝑡 , 𝑦𝑡); 

14. end if 

15. end for 

16. end if 

17. end if 

 

Discussion: One of the key concerns in imbalanced learning is an accurate 

identification and detection of rare-but-valid samples versus outliers. As Bayesian 

classifiers are generative, they give access to the class conditional density 𝑝(𝐱|𝑙), 𝑙 ∈ {1, … , 𝐿} as well as the marginal density of data 𝑝(𝐱) determined from 𝑝(𝐱) =∑ 𝑝(𝐱|𝑙)𝑝(𝑙)𝑘 . Upon receiving a new instance 𝐱𝑡, if 𝑝(𝐱𝑡) is low, it is likely that 𝐱𝑡 is 

an outlier under the model 𝑝(𝐱) (for which the prediction may be of low accuracy), and 

depending on the importance of the application and how low 𝑝(𝐱𝑡) is, the predictive 

model (OCSB + Bayesian classifier) can give a prediction and/or ask for an expert’s 

confirmation if needed. When the true label 𝑖 of 𝐱𝑡 is revealed, if 𝐱𝑡 has a low 

probability 𝑝(𝐱𝑡|𝑖) under the model 𝑝(𝐱|𝑖), depending on the importance of the 

application, we can ask for an expert’s advice or we can still use the instance to update 

the model 𝑝(𝐱|𝑖) but with a small weight (often proportional to the low probability 𝑝(𝐱𝑡|𝑖), for example, with probability of 𝑝(𝐱𝑡|𝑖). 𝑐𝑔𝑚𝑒𝑎𝑛_𝑡𝑐𝑡(𝑖) , 𝐱𝑡 is used to update 𝑝(𝐱𝑡|𝑖)). 
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4.5. Experiments 

 

 Experimental settings 4.5.1.

To evaluate the performance of our proposed OCSB method, we perform experiments 

on 30 imbalanced datasets with the imbalance ratio (IR) ranging from 1.5 to over 64212 

(see Table 4.1). They can be downloaded from the LIBSVM [51] and UCI [52] 

repositories, except Airlines, which is obtained as described in Section 2.4.1. The data 

samples are presented to the algorithms sequentially to simulate a data stream. In Table 

4.1, the last column IR shows the class proportions of datasets, where number 1 

represents the most minor class, and the biggest number represent the most major class.  

14Table 4.1. Information of 30 datasets used in evaluations 

Dataset #Attributes #Classes #Observations Imbalanced Ratio 

Airlines 8 2 5929413 4.51/1 

Appendicitis 7 2 106 4.05/1 

Balance 4 3 625 5.88/1/5.88 

Bands 19 2 365 1.70/1 

Blood 4 2 748 3.20/1 

Breast-cancer 9 2 683 1/1.86 

Chess-krvk 6 18 28056 

103.56/1/2.89/9.11/3.00/7.33/17.44/21.93/25.30 

/53.07/63.41/73.52/105.70/133.22/155.33/168.63 

/80.22/14.44 

Coil-2000 85 2 9822 15.76/1 

Dermatology 34 6 358 5.55/3.00/3.55/2.40/2.40/1 

Fertility 9 2 100 1/7.33 

Glass 9 6 214 7.78/8.44/1.89/1.44/1/3.22 

Haberman 3 2 306 1/2.78 

Hayes-Roth 4 3 160 2.10/2.06/1 

Ijcnn1 12 2 141691 9.45/1 

Magic 10 2 19020 1/1.84 

Marketing 13 9 6876 2.49/1.05/1/1.22/1.04/1.68/1.55/2.12/1.47 

Newthyroid 5 3 215 5.00/1.17/1 

Nursery 8 5 12960 2160.00/1/164.00/2133.00/2022.00 

Page-blocks 10 5 5472 175.46/11.75/1/3.11/4.11 

Phoneme 5 2 5404 2.41/1 

Pima 8 2 768 1.87/1 
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Poker 10 10 1025009 
54137.13/6103.50/2704.25/497.25/256.25/182.50 

/29.50/2.13/1/64212.63 

Skin-nonskin 3 2 245057 3.82/1 

Texture 40 10 5500 1/1/1/2.00/1/1/1/1/1/1 

Thyroid 21 3 7200 1/2.22/40.16 

Tic-Tac-Toe 9 2 958 1/1.89 

Titanic 3 2 2201 2.10/1 

Vertebral-3C 6 3 310 1/2.50/1.67 

Wdbc 30 2 569 1.68/1 

Yeast 8 10 1484 
92.60/85.80/48.80/32.60/10.20/8.80/7.00/6.00 

/4.00/1 

 

Among the online Bayesian classifiers, we choose Minibatch-VIGO [44] with the batch 

size |𝐵| set as |𝐵| = 200 to apply our OCSB framework. As Minibatch-VIGO 

physically store data in minibatches of limited size, oversampling an instance for a 

minority class can be done by randomly choosing from the available minibatch of that 

class. We compare the performance of OCSB with the 2 recent imbalance learning 

methods MOOB and MUOB [81]. Minibatch-VIGO without any class imbalance 

technique is also included in the comparison.  

Testing and training are done simultaneously starting from the first incoming sample 

and the sequential data come one-by-one. We compare Gmean and Recall of the 

smallest class (Minority Recall) of the 4 algorithms to demonstrate the advantage of the 

proposed method. As the Texture dataset has more than 1 most minor classes including 

class 1, we show the Recall of class 1 in comparison among the online classifiers.  

To enable a fair comparison between different algorithms, we draw 10 random 

permutations of the whole dataset as the input data to run the test 10 times and take the 

average results for each data file and each algorithm. 

When comparing our proposed method with any benchmark algorithms, Wilcoxon 

signed-rank test [5] with a level of significance of 0.05 is used. In this test, the null 
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hypothesis is that the performances of two methods are not different, and the alternative 

hypothesis is that they are different. 

 

 Classification comparison 4.5.2.

The experimental result for the Recall and Gmean of the smallest class of each 

algorithm are reported in Table 4.2 and 4.3 respectively. It can be seen that the Gmean 

and the Minority Recall of Minibatch-VIGO+OCSB are greater than that of Minibatch-

VIGO for all 30 datasets except Dermatology and Phoneme. Although OSCB helps to 

improve the Recall of the smallest class of Dermatology (Phoneme) from 0.8650 

(0.7630) to 0.8900 (0.8730) (the difference is 2.5% (11%)), the Gmean of Minibatch-

VIGO+OSCB is slightly lower than that of Minibatch-VIGO (0.8968 (0.7705) vs 

0.9016 (0.7777) (the difference is 0.48% (0.72%)) respectively. This indicates the 

better performance of our OCSB framework in improving the performance of the 

online Bayesian classifier Minibatch-VIGO to deal with imbalanced data. 

15Table 4.2. Minority Recall↑ of Minibatch-VIGO+OCSB and 3 benchmark 
algorithms 

 
MOOB MUOB Minibatch-VIGO+OCSB Minibatch-VIGO 

Dataset Mean Variance Mean Variance Mean Variance Mean Variance 

Airlines 0.2377 3.25E-05 0.6818 2.74E-06 0.6223 5.66E-07 0.0746 1.40E-07 

Appendicitis 0.5429 4.17E-03 0.6524 8.64E-03 0.6381 3.72E-03 0.0429 1.11E-03 

Balance 0.1469 3.48E-03 0.6327 2.27E-02 0.7837 2.02E-03 0.5449 2.25E-03 

Bands 0.3874 1.98E-02 0.5133 1.00E-02 0.5526 2.25E-03 0.3948 3.31E-03 

Blood 0.4393 8.58E-03 0.5292 4.22E-03 0.6787 7.81E-04 0.1129 7.35E-04 

Breast-cancer 0.9774 8.47E-05 0.9824 1.01E-04 0.9661 5.41E-05 0.9644 2.54E-05 

Chess-krvk 0.3333 1.89E-02 0.0000 0.00E+00 0.4519 3.24E-03 0.1926 3.24E-03 

Coil-2000 0.0159 5.94E-05 0.5927 2.73E-03 0.7053 2.61E-04 0.1034 2.46E-05 

Dermatology 0.6050 7.22E-03 0.6900 1.44E-02 0.8900 9.00E-04 0.8650 5.25E-04 

Fertility 0.0750 8.96E-03 0.4417 3.06E-02 0.2500 8.33E-03 0.0583 7.01E-03 

Glass 0.2556 2.73E-02 0.0889 1.19E-02 0.3778 1.53E-02 0.2889 1.78E-02 

Haberman 0.2778 1.17E-03 0.4259 2.20E-02 0.5617 3.03E-03 0.1309 2.69E-03 

Hayes-Roth 0.6645 1.23E-02 0.8000 3.08E-03 0.7194 3.76E-03 0.6839 4.12E-03 

Ijcnn1 0.7809 8.32E-05 0.9287 1.17E-05 0.9579 4.76E-06 0.3287 4.28E-06 

Magic 0.6760 3.96E-04 0.6758 2.88E-04 0.5468 4.69E-06 0.4703 7.91E-06 

Marketing 0.1659 3.08E-03 0.1764 2.76E-03 0.1749 5.18E-04 0.1050 7.82E-04 

Newthyroid 0.7767 2.68E-03 0.7100 1.18E-02 0.7967 9.89E-04 0.7800 4.89E-04 

Nursery 0.0000 0.00E+00 0.0000 0.00E+00 0.4500 2.25E-02 0.0000 0.00E+00 

Page-blocks 0.5821 2.04E-02 0.1286 1.99E-02 0.5964 4.09E-03 0.4571 1.73E-03 
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Phoneme 0.7555 4.70E-04 0.7978 4.19E-05 0.8730 3.97E-05 0.7630 3.61E-05 

Pima 0.6552 2.29E-03 0.7108 1.10E-03 0.6563 1.23E-03 0.5127 5.44E-04 

Poker 0.0000 0.00E+00 0.0000 0.00E+00 0.0875 9.53E-03 0.0000 0.00E+00 

Skin-nonskin 0.9966 6.70E-07 0.9929 6.40E-06 0.9974 2.23E-09 0.9247 1.86E-06 

Texture 0.6866 8.80E-04 0.6964 6.38E-04 0.9754 4.84E-06 0.9528 3.33E-04 

Thyroid 0.6627 3.56E-03 0.8536 1.07E-03 0.8181 2.45E-04 0.1355 2.99E-04 

Tic-tac-toe 0.2078 2.20E-03 0.4301 2.59E-03 0.6852 1.35E-04 0.4136 5.52E-04 

Titanic 0.5276 5.46E-04 0.5577 5.10E-04 0.5332 1.80E-04 0.5215 1.22E-05 

Vertebral_3C 0.5567 1.15E-02 0.7133 8.04E-03 0.6200 4.21E-03 0.4150 1.94E-02 

Wdbc 0.9009 5.34E-04 0.8792 3.84E-04 0.8972 2.35E-04 0.8698 4.77E-04 

Yeast 0.3400 1.64E-02 0.0000 0.00E+00 0.8000 1.23E-32 0.0000 0.00E+00 

Average 0.4743 5.90E-03 0.5427 5.98E-03 0.6555 2.92E-03 0.4036 2.25E-03 

 

16Table 4.3. Gmean↑ of Minibatch-VIGO+OCSB and 3 benchmark algorithms 

 
MOOB MUOB Minibatch-VIGO+OCSB Minibatch-VIGO 

Dataset Mean Variance Mean Variance Mean Variance Mean Variance 

Airlines 0.4731 2.80E-05 0.6595 3.83E-07 0.6298 8.11E-09 0.2699 4.15E-07 

Appendicitis 0.6875 1.35E-03 0.7046 7.40E-04 0.7089 1.16E-03 0.1691 1.34E-02 

Balance 0.4556 3.26E-03 0.6171 5.00E-04 0.8583 1.97E-04 0.7727 4.63E-04 

Bands 0.5263 3.63E-03 0.5793 1.38E-03 0.5898 7.92E-04 0.5634 8.02E-04 

Blood 0.5984 4.85E-03 0.6276 7.22E-04 0.6610 1.99E-04 0.3278 1.41E-03 

Breast-cancer 0.9570 1.99E-05 0.9485 3.14E-05 0.9431 3.47E-05 0.9409 2.29E-05 

Chess-krvk 0.2213 2.90E-04 0.0000 0.00E+00 0.3020 2.59E-05 0.2574 2.25E-04 

Coil-2000 0.1200 1.37E-03 0.6123 6.21E-05 0.5231 7.90E-05 0.3158 5.23E-05 

Dermatology 0.7924 2.47E-04 0.7006 2.62E-03 0.8968 1.85E-04 0.9016 4.70E-05 

Fertility 0.1815 3.80E-02 0.4603 8.30E-03 0.4456 3.21E-03 0.1398 3.18E-02 

Glass 0.2791 2.34E-02 0.0201 3.62E-03 0.4684 2.89E-03 0.1159 3.15E-02 

Haberman 0.4851 2.42E-04 0.5573 2.61E-03 0.6062 2.28E-03 0.3447 5.04E-03 

Hayes-Roth 0.5477 1.60E-03 0.5676 2.73E-03 0.5917 7.29E-04 0.5480 7.29E-04 

Ijcnn1 0.8764 2.20E-05 0.8932 5.33E-06 0.7941 7.43E-05 0.5667 2.86E-06 

Magic 0.7756 7.88E-05 0.7445 1.58E-05 0.7110 1.43E-06 0.6677 3.34E-06 

Marketing 0.1816 8.40E-05 0.1858 8.43E-05 0.2194 1.30E-05 0.1898 7.22E-05 

Newthyroid 0.8639 6.22E-04 0.8079 4.88E-04 0.8843 2.01E-04 0.8730 5.61E-05 

Nursery 0.0000 0.00E+00 0.0000 0.00E+00 0.7156 5.69E-02 0.0000 0.00E+00 

Page-blocks 0.6892 2.88E-03 0.0275 3.20E-03 0.7261 2.52E-04 0.6586 3.60E-04 

Phoneme 0.7732 8.31E-05 0.7679 1.74E-05 0.7705 5.23E-05 0.7777 1.54E-06 

Pima 0.7039 1.50E-04 0.7170 1.44E-04 0.6934 1.10E-04 0.6529 1.22E-04 

Poker 0.0000 0.00E+00 0.0000 0.00E+00 0.1283 1.65E-02 0.0000 0.00E+00 

Skin-nonskin 0.9951 2.68E-07 0.9896 9.47E-07 0.9975 3.21E-08 0.9609 4.93E-07 

Texture 0.7477 1.31E-04 0.7343 9.88E-05 0.9798 1.26E-06 0.9610 4.88E-05 

Thyroid 0.6365 7.28E-03 0.8000 5.26E-04 0.5227 3.57E-04 0.1329 4.41E-04 

Tic-tac-toe 0.4297 2.03E-03 0.5843 5.30E-04 0.6827 6.22E-05 0.6056 2.47E-04 

Titanic 0.6793 6.51E-05 0.6890 5.27E-05 0.6839 1.39E-05 0.6816 2.70E-06 

Vertebral_3C 0.6791 1.42E-03 0.7136 4.68E-04 0.7257 6.31E-04 0.6366 3.54E-03 

Wdbc 0.9182 5.28E-05 0.9090 5.42E-05 0.9227 7.02E-05 0.9111 1.06E-04 

Yeast 0.1740 3.10E-02 0.0000 0.00E+00 0.4612 1.23E-04 0.0000 0.00E+00 

Average 0.5483 4.14E-03 0.5540 9.67E-04 0.6615 2.90E-03 0.4981 3.01E-03 

 

Compared with the 2 well-known imbalanced learners, from the last rows of Table 4.2-

3, we have an overall view that over 30 datasets Minibatch-VIGO+OCSB gets the 
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highest average Minority Recall and Gmean and comparable variance (see Figure 4.1-

2).  

 

7Figure 4.1. Average Minority Recall↑ of Minibatch-VIGO+OCSB and the benchmark 
algorithms 

 

 

8Figure 4.2. Average Gmean↑ of Minibatch-VIGO+OCSB and the benchmark 
algorithms 
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ratio = 92.60). For dataset Chess-krvk with the high number of classes (18) as well as 

high imbalance ratio (168.63), only MUOB fails to learn the smallest class (Minority 

Recall = 0, Gmean = 0) showing the disadvantage of under-sampling methods when 

learning highly imbalanced multiclass data. Minibatch-VIGO+OCSB outperforms 

oversampling-based MOOB in learning both the Chess-krvk and Yeast. Furthermore, 

for datasets Nursery and Poker with the very high imbalanced level (about 2160 and 

64212.63 respectively), Minibatch-VIGO+OCSB is the only method which can partly 

learn the concept of the smallest class while all other algorithms (MOOB, MUOB, 

Minibatch-VIGO) have Minority Recall and Gmean =0. 

The above observations are further verified statistically by Wilcoxon Sign Rank test 

between Minibatch-VIGO+OCSB and the other three methods. As there are 2 

classification measures, the resulting p-values for Minibatch-VIGO+OCSB and each of 

the benchmark algorithms are shown in Table 4A.1 and 4A.2 in the Appendix of this 

chapter, where those ≤ 0.05 indicates a significant difference between the compared 

methods. For a measure (Minority Recall or Gmean) on a dataset, Minibatch-

VIGO+OCSB wins (loses to) a benchmark algorithm if the p-value ≤ 0.05, and in 10 

runs it gets higher (lower) values more times than the benchmark algorithm, otherwise 

the two methods have a draw. We depict results comparing our proposed method with 

the benchmark algorithms based on Wilcoxon signed-rank test in Figure 4.3, 4.4. It can 

be seen that for both measures, Minibatch-VIGO+OCSB significantly wins more than 

any benchmark algorithms. 
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9Figure 4.3. Statistical test results comparing Minibatch-VIGO+OCSB to the 
benchmark methods with respect to Minority Recall 

 

 

10Figure 4.4. Statistical test results comparing Minibatch-VIGO+OCSB to the 
benchmark methods with respect to Gmean 

 

 Time complexity 4.5.3.

To compare the running time of Minibatch-VIGO+OCSB and the benchmark 

algorithms, we report the average time costs in Figure 4.5, and the full-time cost result 

is presented in Table 4A.3 in the Appendix. Clearly, Minibatch-VIGO is the least time-
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consuming algorithm. Minibatch-VIGO+OCSB costs more time as it applied 

imbalanced learning techniques on the base Bayesian classifier (Minibatch-VIGO). 

MUOB and especially MOOB run significantly slower than Minibatch-VIGO and 

Minibatch-VIGO+OCSB. 

 

11Figure 4.5. Average runtime↓ (seconds) of Minibatch-VIGO+OCSB and the 
benchmark algorithms 
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improvement of OCSB over the cost-insensitive base online Bayesian classifier (OB) in 

imbalanced learning.  

 

Appendix 

17Table 4A.1. P-value of Wilcoxon sign rank test between Minibatch-VIGO+OCSB 
and the benchmark algorithms with respect to Minority Recall 

 
MOOB MUOB Minibatch-VIGO 

Dataset p-value Reject? p-value Reject? p-value Reject? 

Airlines 0.002 Y 0.002 Y 0.002 Y 

Appendicitis 0.016 Y 0.867 N 0.002 Y 

Balance 0.002 Y 0.008 Y 0.002 Y 

Bands 0.027 Y 0.508 N 0.002 Y 

Blood 0.002 Y 0.002 Y 0.002 Y 

Breast-cancer 0.021 Y 0.012 Y 0.516 N 

Chess-krvk 0.008 Y 0.002 Y 0.002 Y 

Coil-2000 0.002 Y 0.002 Y 0.002 Y 

Dermatology 0.002 Y 0.004 Y 0.125 N 

Fertility 0.004 Y 0.082 N 0.002 Y 

Glass 0.102 N 0.004 Y 0.133 N 

Haberman 0.002 Y 0.020 Y 0.002 Y 

Hayes-Roth 0.266 N 0.004 Y 0.063 N 

Ijcnn1 0.002 Y 0.002 Y 0.002 Y 

Magic 0.002 Y 0.002 Y 0.002 Y 

Marketing 0.695 N 1.000 N 0.002 Y 

Newthyroid 0.250 N 0.053 N 0.063 N 

Nursery 0.004 Y 0.004 Y 0.004 Y 

Page-blocks 0.625 N 0.002 Y 0.006 Y 

Phoneme 0.002 Y 0.002 Y 0.002 Y 

Pima 0.791 N 0.010 Y 0.002 Y 

Poker 0.063 N 0.063 N 0.063 N 

Skin_nonskin 0.004 Y 0.002 Y 0.002 Y 

Texture 0.002 Y 0.002 Y 0.002 Y 

Thyroid 0.002 Y 0.008 Y 0.002 Y 

Tic-tac-toe 0.002 Y 0.002 Y 0.002 Y 

Titanic 0.389 N 0.004 Y 0.010 Y 

Vertebral_3C 0.137 N 0.049 Y 0.002 Y 

Wdbc 0.715 N 0.098 N 0.006 Y 

Yeast 0.002 Y 0.002 Y 0.002 Y 

  
Y: 20 

 
Y: 23 

 
Y: 24 

  
N: 10 

 
N: 7 

 
N: 6 

’Reject?’ column means whether the null hypothesis is rejected (Y) or not (N) 

 

18Table 4A.2. P-value of Wilcoxon sign rank test between Minibatch-VIGO+OCSB 
and the benchmark algorithms with respect to Gmean 

 

MOOB MUOB Minibatch-VIGO 

Dataset p-value Reject? p-value Reject? p-value Reject? 

Airlines 0.002 Y 0.002 Y 0.002 Y 

Appendicitis 0.266 N 0.695 N 0.002 Y 

Balance 0.002 Y 0.002 Y 0.002 Y 

Bands 0.084 N 0.922 N 0.232 N 

Blood 0.002 Y 0.002 Y 0.002 Y 

Breast-cancer 0.002 Y 0.105 N 0.131 N 

Chess-krvk 0.002 Y 0.002 Y 0.002 Y 

Coil-2000 0.002 Y 0.002 Y 0.002 Y 

Dermatology 0.002 Y 0.002 Y 0.922 N 
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Fertility 0.004 Y 0.557 N 0.002 Y 

Glass 0.002 Y 0.002 Y 0.002 Y 

Haberman 0.004 Y 0.064 N 0.002 Y 

Hayes-Roth 0.027 Y 0.232 N 0.010 Y 

Ijcnn1 0.002 Y 0.002 Y 0.002 Y 

Magic 0.002 Y 0.002 Y 0.002 Y 

Marketing 0.002 Y 0.002 Y 0.002 Y 

Newthyroid 0.084 N 0.002 Y 0.010 Y 

Nursery 0.004 Y 0.004 Y 0.004 Y 

Page-blocks 0.084 N 0.002 Y 0.002 Y 

Phoneme 0.922 N 0.375 N 0.014 Y 

Pima 0.105 N 0.004 Y 0.002 Y 

Poker 0.063 N 0.063 N 0.063 N 

Skin_nonskin 0.002 Y 0.002 Y 0.002 Y 

Texture 0.002 Y 0.002 Y 0.002 Y 

Thyroid 0.002 Y 0.002 Y 0.002 Y 

Tic-tac-toe 0.002 Y 0.002 Y 0.002 Y 

Titanic 0.027 Y 0.064 N 0.064 N 

Vertebral_3C 0.014 Y 0.105 N 0.002 Y 

Wdbc 0.275 N 0.010 Y 0.014 Y 

Yeast 0.002 Y 0.002 Y 0.002 Y 

  

Y: 22 

 

Y: 20 

 

Y: 25 

  

N: 8 

 

N: 10 

 

N: 5  

’Reject?’ column means whether the null hypothesis is rejected (Y) or not (N) 

 

19Table 4A.3. Runtime↓ (seconds) of Minibatch-VIGO+OCSB and the benchmark 
algorithms 

Dataset MOOB MUOB Minibatch-VIGO+OCSB Minibatch-VIGO 

Airlines 4589.1440 2243.1890 836.7541 118.4533 

Appendicitis 0.1357 0.1160 0.0123 0.0084 

Balance 0.2753 0.1878 0.0359 0.0128 

Bands 0.6292 0.5254 0.0686 0.0284 

Blood 0.2881 0.2036 0.0964 0.0205 

Breast-cancer 0.4994 0.4467 0.0370 0.0125 

Chess-krvk 70.0356 0.3750 4.6187 2.1611 

Coil-2000 42.5338 20.5906 26.2968 1.6942 

Dermatology 1.5174 0.7409 0.0287 0.0179 

Fertility 0.1421 0.1303 0.0061 0.0033 

Glass 0.3399 0.1577 0.0185 0.0147 

Haberman 0.1293 0.1028 0.0379 0.0093 

Hayes-Roth 0.1767 0.1550 0.0154 0.0084 

Ijcnn1 109.6772 37.9956 11.5786 2.0204 

Magic 9.9556 7.3173 2.6519 0.4589 

Marketing 17.1134 9.0283 2.3276 0.5548 

Newthyroid 0.1683 0.1317 0.0096 0.0042 

Nursery 6.4476 0.7513 0.5178 0.2756 

Page-blocks 6.5576 0.9487 0.2430 0.1178 

Phoneme 1.8713 1.4558 0.5801 0.1198 

Pima 0.5716 0.4819 0.1011 0.0238 

Poker 2229.9271 17.7703 47.7350 54.4001 

Skin-nonskin 58.7307 40.6714 8.0218 2.4356 

Texture 54.0000 28.9122 0.4910 0.2358 

Thyroid 6.8482 3.8792 0.6377 0.1829 

Tic-tac-toe 0.6160 0.5693 0.1337 0.0297 

Titanic 0.6019 0.4588 0.2843 0.0489 

Vertebral_3C 0.3676 0.2728 0.0258 0.0105 

Wdbc 1.1188 1.0557 0.0474 0.0176 

Yeast 2.3751 0.0920 0.1401 0.1109 

Average 240.4265 80.6238 31.4518 6.1164 
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5. Chapter 5: Online Multi-label Learning 

 

This chapter generalizes our VI-based online multiclass classifiers to online multi-label 

classifiers, where instead of a single label, each instance is associated with multiple 

labels. To contribute not only an efficient, scalable online multi-label classifier but also 

a powerful second-order generative framework for many different advanced tasks of 

multi-label stream learning, we introduce a new ensemble and variational inference 

based method named MVI and its efficient adaptive versions to evolving environments. 

In particular, a solution for imbalanced learning – a very challenging problem of multi-

label learning is also proposed. Moreover, a new threshold calibration method is 

embedded in the MVI framework. Experimental results demonstrate the 

outperformance of our proposed methods over standard and recent methods in both 

stationary and dynamic stream learning on a wide range of performance measures. 

 

5.1. Introduction 

Recently, multi-label classification (MLC) methods have been increasingly required by 

a diversity of applications, such as text categorization, labelling of multimedia 

resources and gene function predictions [83]. In particular, these applications can be 

real-time with streams of objects coming continuously with requirements of learning 

and predicting on-the-fly. One typical example is automatically classifying all kinds of 

streaming digital information including images, videos, texts, music which can belong 

to several non-exclusive tags or genres.  

It can be seen that MLC naturally emerged from the multiple meanings of many real-

world objects and can be treated as the generalization of multi-class classification (also 



Introduction 

 

96 

 

called as single-label classification), where a set of proper labels is assigned to an 

object to express the semantics. From this point of view, we aim to introduce a new 

Bayesian multi-label classification framework based on variational inference for 

multivariate Gaussian (VIG). Although this technique has appeared in some of our 

previous publications for online single-label classification [44, 49, 84], VIG’s 

demonstrated superior performance induces the prospect of applying it in online multi-

label learning. This is to fill the gap in MLC, where incremental classification of multi-

label data together with advanced solutions for adaptation to concept drift and label 

imbalance is still a largely uncharted area [85]. To do so, several difficulties need to be 

overcome. Besides the usual constraints that need to be addressed when designing an 

online learning algorithm (limited time and memory, incremental learning on-the-fly 

whenever a new instance arrives, being ready to give predictions anytime) [1], online 

MLC needs to be scalable as most multi-label datasets are big and high-dimensional. 

As a consequence, any techniques of adaptation to concept drift, which often appear in 

evolving data streams, should be effective and not put too much burden on the 

framework of an MLC method. It is also more complicated to estimate the performance 

of a multi-label stream classifier as there are a diversity of performance measures due 

to the fact that an instance can be associated with a number of labels. In particular, 

those measures can be inconsistent [86], which leads to the difficulty of building an 

MLC with competitive values on all common measures. Furthermore, imbalanced data 

is another challenge of MLC where despite the fact that most multi-label datasets have 

a large set of labels, the average number of active labels per instance (their cardinality) 

is seldom above 5. With such a large set of labels and a low cardinality, it is very likely 

that some labels would be underrepresented while others would be much more 

frequent. In addition, the concurrence among imbalanced labels (some labels of an 
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instance can be minority labels while others are majority ones) can make traditional 

imbalance techniques less effective than they should be [83].  

The main contributions of this chapter are: 

- A flexible generative probabilistic framework based on variational inference for 

learning multi-label data streams which is easy to adapt to different advanced 

tasks of machine learning like imbalanced learning, cost-sensitive learning, and 

concept drift learning; 

- Development of an ensemble algorithm using random projection to make the 

proposed online variational inference framework more scalable and efficient; 

- A new approach for learning the number of predicted labels based on label 

cardinality; 

- Three natural adaptive methods to learn evolving data streams with concept 

drift; 

- A dynamic mechanism to deal with imbalanced data in MLC using intermediate 

sampling; 

- An empirical demonstration that our method achieves superior performance 

over many well-known benchmark algorithms in both the stationary and 

concept drift contexts. 

 

5.2. Related work 

 

 Offline multi-label classifiers 5.2.1.

As one of the most popular topics in machine learning research, there are a significant 

number of offline learning methods proposed to work with multi-label data. They can 
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be grouped into 2 main types of approaches: data transformation and algorithm 

adaptation [83]. In the former paradigm, transformation techniques are applied to the 

original multi-label datasets to produce binary or multiclass datasets, which can be 

learned by binary or multiclass classifiers respectively. The latter are those methods 

that extend specific learning algorithms in order to handle multi-label data directly. 

Many multi-label classifiers involve a mix of both approaches. 

In this section, we review some well-known MLC algorithms, focusing more on those 

which have been extended to deal with the stream context. The most common approach 

in the data transformation group is the Binary Relevance (BR) approach where the 

multi-label task is transformed into multiple independent binary classification tasks; 

each of them associated with a label in the label set [87]. Although still achieving 

competitive performance, the use of BR can sometimes be unsatisfactory as it does not 

consider label correlations explicitly and its framework can make the label imbalance 

of data more severe. Recently, several methods have been introduced to ease its 

shortage by addressing the correlation between labels in their learning models such as 

BR-based stacking [88, 89] and Classifier Chains [90, 91]. The best-known one is 

Classifier Chains (CC) [90, 91], which also trains as many binary models as BR but 

chooses them in a random order. After the first classifier is trained with only the 

original input features, the first output label is then appended to the original instances 

as a new input feature, and the second classifier is trained on the new input space, and 

so on. This way, the chained classifiers attempt to take account of the possible label 

dependencies. Another popular approach in this group is Label Powerset (LP) [87] in 

which each different combination of labels is treated to be a new label and a single 

multiclass classifier is needed to obtain the predictions. The drawbacks of this method 

are the high complexity in training due to the exponential increase of the number of 



Chapter 5: Online Multi-label Learning  

 

99 

 

label combinations as well as the unpredictability for the label combinations which do 

not appear in the training set. To overcome these disadvantages, the sets of labels can 

be considered in a random way [92, 93] or in a deterministic way using dependency 

network [94], or can even be pruned as in Pruned Sets method (PS) [95] so that the 

learner focuses only on the set of labels with the most important correlations. Besides 

BR/LP-based methods, Pairwise classification (PW) [96] approach uses binary models 

for every possible pair of labels (i.e. 1-vs-1 classification strategy). PW’s complexity in 

terms of models ((𝐿 × (𝐿 − 1)/2) for 𝐿 labels) makes it usually intractable on large 

problems. 

While problem transformation methods adapt multi-label data to off-the-shell single-

label classifiers, algorithm adaptation methods adapt a single-label algorithm to 

produce multi-label outputs. Some examples of such algorithms are k-Nearest Neighbor 

for MLC [97], Rank-SVM adapting kernel techniques [98], AdaBoost for MLC [99], 

Decision Tree for hierarchical MLC [100], and so on. Recently, Rank and Threshold 

method (RT) [54] duplicates multi-label examples into examples with one label each, 

then train a multi-class classifier and uses a threshold to reconstitute a multi-label 

classification. It can be considered as both problem transformation and method 

adaptation. 

 

 Online multi-label classifiers 5.2.2.

To deal with big or stream data, a number of online MLC have been presented. The 

first batch-incremental approach solving the MLC task in the stream context was 

introduced by Qu et al. [101], which is an ensemble of 𝐾 BR-based stacking classifiers 

[88] trained on a sequence of 𝐾 same-size chunks of 𝑆 intances. A new BR-based 

stacking classifier is trained on every new batch of 𝑆 intances and replaces the oldest 
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classifier. In a similar paradigm, Wang et al. [102] used multi-label k nearest neighbor 

method [97] on the fixed number of chunks divided from the data stream to generate an 

ensemble of classifiers. In these two mentioned batch-incremental ensembles, there is a 

delay in learning new arriving examples as a new batch needs to get enough 𝑆 instances 

before building a new base classifier. Besides, due to the limited-memory requirement 

of online learning, the old chunk can be discarded prematurely. 

In [85], Read et al. show how to use problem transformation methods as the building 

block and combine them with off-the-shelf online single-label classifiers to create 

multi-label stream learners. The same authors also propose the incremental multi-label 

decision tree which is the adaption of the Hoeffding tree [19] for the multi-label stream 

data. In the Hoeffding tree algorithm, a Hoeffding bound is used to determine how 

many samples are needed to achieve a certain level of confidence for the tree splitting 

action, thereby saving the computational cost. Read et al. also combine the multi-label 

Hoeffding tree [85] with Pruned Set classifier [95] to prune the label combination at 

each leaf node when the buffer of arrived samples in this node is full. Recently, Osojnik 

et al. [103] apply multi-target regression to multi-label learning on the streaming data 

for the stationary setting. 

To deal with dynamically changing data streams, a concept drift detector is often 

employed to help multi-label learners detect changes. These concept drift detectors, in 

most cases, work independently of the task of classification by monitoring values of a 

performance measure. A common strategy is to maintain windows of samples, and to 

signal a change where two windows differ substantially (for example in terms of error-

rate). However, in multi-label learning, there are many performance measures and they 

can be highly inconsistent [86]. It is not trivial to find out which measure is the best to 

monitor. Moreover, the drift detector also needs to consider the time and memory 



Chapter 5: Online Multi-label Learning  

 

101 

 

constraints of the data stream setting. ADWIN [59] is recommended by Read et al. 

[85]. It maintains an adaptive variably-sized window for detecting concept drift. When 

a change (i.e. a new concept) is detected, models built on the previous concept can be 

discarded. Besides ADWIN, other concept drift detectors can be used in the same 

independent (external) way with the task of classification by monitoring the stream of a 

performance measure’s value. In another (internal) approach, Spyromitros-Xioufis et 

al. [104] handle the concept drift in multi-label streaming data by maintaining two 

windows for each label, one for positive and one for negative samples. Instead of 

explicitly trying to detect concept drift, this method phases out older samples over time. 

 

5.3. Background 

In this section, we have a quick look at two advanced machine learning techniques 

which are the background of the proposed method. 

 

 Variational inference for multivariate Gaussians 5.3.1.

Detail about VIG and VIGO can be found in Chapter 2. When applying VIGO to multi-

label classification, the high-dimensional data which is very common in multi-label 

problems can make the approximation process in variation inference less effective, 

resulting in the degradation of the system performance. Therefore, it is helpful to 

reduce the data dimension beforehand. We propose to use random projection for the 

dimensionality reduction as its projection matrix is generated randomly without 

requiring a validation set, which is often not available in the stream context. Another 

motivation for using random projection is to make discrete (e.g. binary) attributes 

become continuous, which is beneficial for VIGO. 
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 Random projection 5.3.2.

Given a finite set of D-dimensional data vector 𝕏 = {𝐱𝑗|𝑗 = 1, … , 𝑛} ⊂ ℝ𝐷, Johnson 

and Linden Strauss prove that there exists a linear transformation from a D-dimensional 

space ℝ𝐷 (called up-space) to a 𝑄-dimensional space ℝ𝑄 (called down-space) 

𝑇: ℝ𝐷 → ℝ𝑄: ℤ = 𝑇[𝕏] = {𝐳𝑗|𝑗 = 1, … , 𝑛} ⊂ ℝ𝑄 , 𝐳𝑗 = 𝑇(𝐱𝑗) (5.1) 

that in high probability preserves the distance between samples under certain conditions 

[105]. The linear transformation 𝑇 can be represented by a 𝐷 × 𝑄 matrix 𝐑 so that 𝐳𝑗 = 𝑇(𝐱𝑗) = 𝐑. 𝐱𝑗. It is worth mentioning that 𝐱𝑗 is a 𝐷 × 1 column vector and 𝐳𝑗  is a 𝑄 × 1 column vector. When each element of the matrix is generated according to a 

specified random distribution, 𝑇 is a random projection. 

Random projection (RP) has two interesting properties: 

- They are useful in dimensionality reduction since the dimension of down-space 

can be chosen much lower than that of up-space i.e. 𝑄 ≪ 𝐷. Compared to Principle 

Component Analysis (PCA), RP is often preferred in some situations since it is 

inexpensive to generate and is data-independent. Hence random projection is the 

suitable choice to work with streaming data.  

- Fern and Brodley [55] indicate that random projections are unstable in the sense 

that the data schemes generated from an original data by different random matrices can 

be significantly different. This property is remarkable since the ensemble of classifiers 

generated on these data schemes can, therefore, have high diversity. 

In this work, 𝐾 random matrices {𝐑(𝑘)}, 𝑘 = 1, … , 𝐾 are generated to construct the 

ensemble system. We follow the construction of random matrices in [106] in which the 

projections are simply obtained by using a (𝐷 × 𝑄) random matrix 𝐑(𝑘) = 1√𝑄 {𝑟𝑖𝑗(𝑘)}, 
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where 𝑟𝑖𝑗(𝑘)
 are random variables with 𝔼(𝑟𝑖𝑗(𝑘)) = 0 and var(𝑟𝑖𝑗(𝑘)) = 1. As in [31], in 

default setting, we choose Gaussian random projection: 𝑟𝑖𝑗(𝑘)~𝒩(0; 1), and the 

dimension of all down-space is set to 𝑄 = 2log2(𝐷). 

 

5.4. The proposed framework 

 

 Online multi-label classifier based on variational inference (MVI) 5.4.1.

We aim to construct an ensemble of VI-based classifiers to handle the online multi-

label learning problem. In an ensemble system, we mainly consider two phases namely 

generation and combination. While heterogeneous ensemble methods focus on the 

combination phase in which a combiner is constructed to combine the output of base 

classifiers generated by different learning algorithms on the same training set, 

homogeneous ensemble methods focus on the generation phase in which base 

classifiers are obtained by learning the same learning algorithm on different training 

sets obtained from the original training set. In this work, the arrived data point is first 

projected to 𝐾 down-spaces to generate 𝐾 different new data. Each projected data point 

is then classified by the associated base classifier to output the class membership 

hypothesis in the form of probabilities. The final prediction is obtained by combining 

the class membership hypotheses. Finally, the projected data are used to update the 

associated base classifiers. The proposed model is therefore a homogeneous online 

ensemble method. 

In detail, the learning process begins with the initialization of 𝐾 VIGO classifiers 𝑉𝑘, 𝑘 = 1, … , 𝐾. Each 𝑉𝑘 contains 𝐿 sub-models 𝑉(𝑙,𝑘), 𝑙 = 1, … , 𝐿, where 𝑉(𝑙,𝑘) is a VIG to 

approximate the multivariate Gaussian distribution for class  𝑙. Since there are no 
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samples available initially, these classifiers are initialized in default. In the next step, 

the (𝐷 × 𝑄) random matrices {𝐑(𝑘)}, 𝑘 = 1, … , 𝐾 are generated to build the ensemble. 

At the 𝑡th step of the online learning process, the arrived instance 𝐱𝑡 will be projected 

to the down-space by using each of the random matrices. We denoted 𝐳𝑡(𝑘)
 as the 

projection of 𝐱𝑡 associated with the 𝑘th projection matrix 𝐑(𝑘) 
𝐳𝑡(𝑘) = 1√𝑄 𝐑(𝑘)𝐱𝑡 , 𝑘 = 1, … , 𝐾 (5.2) 

The projected instance 𝐳𝑡(𝑘)
 will be classified by the associated classifier 𝑉𝑘 to output 

the posterior probabilities (or the confidence) {𝑝𝑘(𝑙|𝐱𝑡)} that 𝐱𝑡 belongs to class label 𝑙 
(𝑙 = 1, … , 𝐿). In this paper, we use the output in the form of soft label that  

𝑝𝑘(𝑙|𝐱𝑡) ∈ [0,1]  and  ∑ 𝑝𝑘(𝑙|𝐱𝑡)𝐿𝑙=1 = 1 (5.3)  

The output of all 𝐾 base classifiers is given in the form as:  

[𝑝1(1|𝐱𝑡) ⋯ 𝑝1(𝑙|𝐱𝑡)⋮ ⋱ ⋮𝑝𝐾(1|𝐱𝑡) ⋯ 𝑝𝐾(𝑙|𝐱𝑡)] (5.4) 

The outputs from 𝐾 base classifiers given in (5.4) are combined to obtain the final 

hypothesis. In this study, we use the Sum rule to combine the confidences given by the 

base classifiers: 

�̂�𝑡 = {𝑙 ∈ {1, … , 𝐿}|𝜃𝑙(𝐱𝑡) = 1𝐾 ∑ 𝑝𝑘(𝑙|𝐱𝑡)𝐾𝑘=1 ≥ 𝜃} (5.5) 

where �̂�𝑡 is the predicted label set of 𝐱𝑡, 𝜃𝑙(𝐱𝑡) ∈ [0; 1] is the confidence score for the 

label 𝑙, 𝜃 ∈ [0; 1] is a predefined threshold. It is easy to see that ∑ 𝜃𝑙(𝐱𝑡)𝐿𝑙=1 = 1, i.e. 

they already have been normalized. 
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Finally, the projected datum 𝐳𝑡(𝑘)
 will be used to train the base classifier 𝑉𝑘. Because of 

the unstable characteristic of random projection, the projected 𝐳𝑡(𝑘)
 is different from 

each other, ensuring the diversity for the classifiers’ update process. The base classifier 𝑉𝑘 will therefore be diverse from each other. Besides, as the time complexity of VIGO 

in general depends on the data dimension, if the dimension of down-space is chosen to 

be lower than that of the up-space, each 𝑉𝑘 classifier will learn on the lower dimension-

projected data, resulting in a faster and more effective learning process than that 

learned on the original data. 

Another concern is that in multi-label problems, we have a lot of different measures, 

and it is not trivial to say if a multi-label classifier makes a wrong or right prediction to 

decide if the predictive models need to be updated like we did to VIGO before [49]. To 

overcome this, a “batch” 𝐵(𝑙,𝑘) will be used to update the sub-model 𝑉(𝑙,𝑘) if it collects 

information from enough |𝐵| instances and is cleared completely after that to make 

space for new incoming instances. It is worth mentioning that for each “batch” 𝐵(𝑙,𝑘), 
we only maintain its sufficient statistics, every coming instance is handled on-the-fly 

and discarded right after that. |𝐵| =1 means we always update the predictive model. 

However, to have a more stable and efficient algorithm, we accumulate new 

information in the sufficient statistics until we reach the update milestone: |𝐵(𝑙,𝑘)| =|𝐵|, with |𝐵| set = 200 as the default grace period of the state-of-the-art Hoeffding tree 

[19]  (i.e. the number of instances a leaf should observe between split attempts). 

Additionally, to build a stable model and make the base classifiers more diverse, before 

updating in batches of size |𝐵|, each sub-model 𝑉(𝑙,𝑘) will be updated in batches of size |𝐵0| = 30 until it has collected at least |𝐵init| + 𝑘 instances (the building step). The 

effect of setting |𝐵init| on MVI’s performance will be discussed in Section 5.6 about 

experimental results. 



The proposed framework 

 

106 

 

Clearly, MVI is an RT type method [54] which transforms multi-class classifier to 

multi-label classifier using rank and threshold. Although this type of transformation is 

simple, we believe the outperformance of the VI method [49], which would be further 

boosted under an ensemble based framework, will make MVI become highly efficient 

and competitive. It is worth emphasizing that MVI is a second-order generative model, 

which offers not only a point estimate of the parameter but also a distribution of its 

likely values, therefore, the underlying structure of data can be explored effectively 

[49]. Similar to VIGO, MVI is expected to work well on all ranges of data: from rare 

data to big data. Although outputting high-order information, variational inference for 

multivariate Gaussian has been demonstrated to quickly converge to the approximate 

solution, taking a low time cost [49]. Furthermore, besides the prediction result �̂�𝑡, MVI 

also output the normalized confidence score which can be used to calculate the 

expected loss in cost-sensitive learning and imbalanced learning [84]. Overall, the 

proposed method is a flexible framework, which is ready to adapt to many different 

advanced tasks of multi-label machine learning. We will present the adaptation to 

concept drift and label imbalance in the later subsections. 

 

 An efficient batch-incremental threshold-calibration method  5.4.2.

Certainly, we can update the threshold 𝜃 in the predictive equation (5.5) using windows 

of the same size ω as in [85, 104]. Initially, 𝜃 is set = 0.5 for the first window 𝑊0. 

Subsequently, the threshold on window 𝑊𝑖 is the one best approximating the true label 

cardinality of window 𝑊𝑖−1. In detail, we calculate |𝑌𝑊| – the total number of true 

labels of all instances in 𝑊𝑖−1 and store the confidence scores given for each label of 

the label set of all instances in 𝑊𝑖−1 (this is an array of length 𝐿 × ω). We then sort the 

confidence scores and select the |𝑌𝑊|th greatest confidence score as the threshold for 
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window W𝑖. We denote this way of thresholding as Array-Sorting when mentioning it 

in Section 5.6. Using this approach of thresholding, we need to avoid the case when the 

chosen 𝜃 is too big, leading to the empty predicted label set for instances of 𝑊𝑖. 
In this work, we suggest updating the number of the predicted labels instead of the 

threshold itself. This method is not only simpler but also able to avoid the empty 

predicted label set problem mentioned above. In particular, let ℎ denote the number of 

labels to be predicted for instance 𝐱𝑡, that means �̂�𝑡 contains ℎ labels which have the 

greatest confidence score 𝜃𝑙(𝐱𝑡): 

�̂�𝑡 = {𝑙 ∈ {1, … , 𝐿}|𝜃𝑙(𝐱𝑡) = 1𝐾 ∑ 𝑝𝑘(𝑙|𝐱𝑡)𝐾𝑘=1  in top ℎ} (5.6) 

To make a prediction for an instance 𝐱𝑡 of window 𝑊𝑖, ℎ is predefined as the nearest 

integer to (|𝑌𝑊|/𝜔) – the average number of labels per instance (also called label 

cardinality of instances) of the window 𝑊𝑖−1. For the first window 𝑊0, ℎ is the nearest 

integer to the label cardinality of the set of all instances coming before 𝐱𝑡. For 

simplicity, let the size of each window be |𝐵|. We denote this proposed threshold 

calibration as Cardinality-Fitting when mentioning it in Section 5.6. The main 

difference between the two thresholding methods is that the number of predicted labels 

of samples in the same window of Array-Sorting can be different, but for Cardinality-

Fitting, they are the same (= ℎ).   

The pseudo-code of MVI is given in Algorithm 5.1. 

Algorithm 5.1: MVI 

1. Input: ensemble size 𝐾, down-space dimension 𝑄, threshold 𝜀, |𝐵|, |𝐵0|, |𝐵init| 
// VIGO initialization: 𝑉𝑘 = {𝑉(𝑙,𝑘)} 

2. Initialize: 𝐦0(𝑙,𝑘)
, 𝛽0(𝑙,𝑘), 𝑣0(𝑙,𝑘), 𝐖0(𝑙,𝑘), 𝑐𝑙 = 1, 𝑙 = 1, … , 𝐿, 𝑘 = 1, … , 𝐾;  
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// Random matrix generation 

3. Generate 𝐑(𝑘) = {𝑟𝑖𝑗(𝑘)}, 𝑘 = 1, … , 𝐾; 

4. for 𝑡 = 1,2, … 

5. Receive an incoming instance 𝐱𝑡; 

6. 𝐳𝑡(𝑘) = 1√𝑄 𝐑(𝑘)𝐱𝑡 , 𝑘 = 1, … , 𝐾; 

// Label prediction  

7. 𝑝(𝑙)~𝑐𝑙  ,  𝑙 = 1, … , 𝐿; 

8. for 𝑘 = 1, … , 𝐾 

9. Apply 𝑉(𝑙,𝑘) on 𝐳𝑡(𝑘)
 to output 𝑝𝑘 (𝐳𝑡(𝑘)|𝑙), 𝑙 = 1, … , 𝐿; 

10. 𝑝𝑘(𝑙|𝐱𝑡) ~ 𝑝(𝑙)𝑝𝑘 (𝐳𝑡(𝑘)|𝑙); 

11. end for 

12. Normalize {𝑝𝑘(𝑙|𝐱𝑡)} as in (5.3);  

13. Predict label set of 𝐱𝑡 using combining rule (5.6); 

// Update base classifiers 

14. Reveal the true label set of 𝐱𝑡 from the environment: 𝑌𝑡  

15. for 𝑙 ∈ 𝑌𝑡 

16. 𝑐𝑙 = 𝑐𝑙 + 1; 

17. for 𝑘 = 1, … , 𝐾 

18. Update sufficient statistics �̅�(𝑙,𝑘), 𝐒(𝑙,𝑘), 𝐉(𝑙,𝑘) of  𝑉(𝑙,𝑘); 
19. |𝐵(𝑙,𝑘)| = |𝐵(𝑙,𝑘)| + 1; 

20. if 𝛽0(𝑙,𝑘)
<|𝐵init| + 𝑘 

21. Update (𝑉(𝑙,𝑘), |𝐵1|); 
22. else 

23. Update (𝑉(𝑙,𝑘), |𝐵|); 
24. end if             

25. end for 
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26. end for 

27. end for 

- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -  

28. procedure Update (𝑉(𝑙,𝑘), 𝑠𝑖𝑧𝑒); 
29. if |𝐵(𝑙,𝑘)| = 𝑠𝑖𝑧𝑒 

30. Run VIG (𝐵(𝑙,𝑘), 𝐦0(𝑙,𝑘), 𝛽0(𝑙,𝑘), 𝑣0(𝑙,𝑘), 𝐖0(𝑙,𝑘)) to update 𝐦(𝑙,𝑘), 𝐇(𝑙,𝑘), 𝜐(𝑙,𝑘), 𝐖(𝑙,𝑘) 
for 𝑉(𝑙,𝑘); 

31. 𝐦0(𝑙,𝑘) = 𝐦(𝑙,𝑘); 𝑣0(𝑙,𝑘) = 𝜐(𝑙,𝑘); 𝐖0(𝑙,𝑘) = 𝐖(𝑙,𝑘); 𝛽0(𝑙,𝑘) = 𝛽0(𝑙,𝑘) + 𝑠𝑖𝑧𝑒; 

32. Reset �̅�(𝑙,𝑘), 𝐒(𝑙,𝑘), 𝐉(𝑙,𝑘); |𝐵(𝑙,𝑘)| = 0; 
33. end if 

34. end procedure 

 

 

 Adapting MVI to changing concepts 5.4.3.

In this section, we exploit the flexibility of the VI framework to adapt MVI to evolving 

environments. 

 

A. Concept drift adaptation for MVI using decay factor (MVIα)  

It can be seen that MVI organizes the incoming data in a structured way, where the past 

is contained in the prior information and the present in the sufficient statistics. Indeed, 

for each sub-model 𝑉(𝑙,𝑘), the mean calculated in (2.8) can be written for 𝐦(𝑙,𝑘) as 

follows:  

𝐦(𝑙,𝑘) = 𝛽0(𝑙,𝑘)𝐦0(𝑙,𝑘)+|𝐵(𝑙,𝑘)|�̅�(𝑙,𝑘)𝛽0(𝑙,𝑘)+|𝐵(𝑙,𝑘)|  (5.7) 

This is the average value of all instances belonging to 𝑉(𝑙,𝑘), 𝛽0(𝑙,𝑘)
 and |𝐵(𝑙,𝑘)| weigh 

the average of the mean of old instances and new instances, respectively. In a stationary 
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data stream learning, this lossless property is desirable. However, in evolving data 

stream learning, it can make the algorithm slow to adapt to concept drift. To find an 

efficient adaptation method, first, we realize that right before we update the sub-model, 

say 𝑉(𝑙,𝑘), the VI framework naturally gives us two windows: the prior information 

window 𝑊𝑝 has 𝛽0(𝑙,𝑘)
 instances with mean 𝐦0(𝑙,𝑘)

, and the sufficient statistics window 𝑊𝑠 has |𝐵(𝑙,𝑘)| instances with mean �̅�(𝑙,𝑘). To phase out the older information, after the 

building step in MVI, instead of updating 𝛽0(𝑙,𝑘) = 𝛽0(𝑙,𝑘) + |𝐵(𝑙,𝑘)| for the sub-model 𝑉(𝑙,𝑘), we assign 

𝛽0(𝑙,𝑘) =  𝛼( 𝛽0(𝑙,𝑘) + |𝐵(𝑙,𝑘)|)    (5.8) 

with decay coefficient 𝛼 ∈ (0; 1). By doing this, in (5.7) we can see that the mean �̅�(𝑙,𝑘) 
of |𝐵(𝑙,𝑘)| recent instances in the sufficient statistics window 𝑊𝑠 has the exact weight |𝐵(𝑙,𝑘)| while the mean 𝐦0(𝑙,𝑘)

 of all old instances in the prior information window 𝑊𝑝 

has the weight 𝛽0(𝑙,𝑘) < |𝑊𝑝| because of the decay coefficient 𝛼 ∈ (0,1). Over time, the 

old instances have less weight (i.e. importance) in (5.7). Clearly, this simple adaption 

approach requires less effort than using a concept drift detector to monitor drift over 

time. 

To build an adaptive online method, we also update the prior class probability 𝑝(𝑙),𝑙 = 1, . . , 𝐿 based on a sliding window of size |𝐵| as follows. After every |𝐵| instances 

arrive, we use 𝑐𝑙𝑜𝑙𝑑 to record the number of instances of class 𝑙 in the previous window: 𝑐𝑙𝑜𝑙𝑑 = 𝑐𝑙 , 𝑙 = 1, . . , 𝐿; then we reset 𝑐𝑙 = 1, 𝑙 = 1, . . , 𝐿. At each time step t: 

𝑝(𝑦𝑙)~(𝑐𝑙𝑜𝑙𝑑 + 𝑐𝑙), 𝑙 = 1, . . , 𝐿 (5.9) 
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We do the same with ℎ, the number of predicted labels for an instance. After every |𝐵| 
instances arrive we use |𝑌𝑊| to record the total number of true labels of all |𝐵| 
instances in the previous window: |𝑌𝑊𝑜𝑙𝑑| = |𝑌𝑊|; 𝑡0 = |𝐵|, then we reset |𝑌𝑊| =0; 𝑡1 = 0. For each (𝐱𝑡, 𝑌𝑡) of the current window |𝑌𝑊| = |𝑌𝑊| + |𝑌𝑡|; 𝑡1 = 𝑡1 + 1. At 

each time step t:  

ℎ = [(|𝑌𝑊𝑜𝑙𝑑| + |𝑌𝑊|)/(𝑡0 + 𝑡1)] (5.10) 

which is the nearest integer of (|𝑌𝑊𝑜𝑙𝑑| + |𝑌𝑊|)/(𝑡0 + 𝑡1). 

The pseudo-code of MVIα is given in Algorithm 5.2. 

Algorithm 5.2: MVIα 

1. Input: ensemble size 𝐾, down-space dimension 𝑄, threshold 𝜀, |𝐵|, |𝐵1|, |𝐵init| 
2. |𝑌𝑊𝑜𝑙𝑑| = 0; 𝑡0 = 0; |𝑌𝑊| = 0; 𝑡1 = 0;  

% VIGO initialization: 𝑉𝑘 = {𝑉(𝑙,𝑘)} 

3. Initialize: 𝐦0(𝑙,𝑘)
, 𝛽0(𝑙,𝑘), 𝑣0(𝑙,𝑘), 𝐖0(𝑙,𝑘), 𝑐𝑙 = 1, 𝑐𝑙𝑜𝑙𝑑 = 0, 𝑙 = 1, … , 𝐿, 𝑘 = 1, … , 𝐾;  

% Random matrix generation 

4. Generate 𝐑(𝑘) = {𝑟𝑖𝑗(𝑘)}, 𝑘 = 1, … , 𝐾; 

5. for 𝑡 = 1,2, … 

6. Receive an incoming instance 𝐱𝑡 

7. 𝐳𝑡(𝑘) = 1√𝑄 𝐑(𝑘)𝐱𝑡 , 𝑘 = 1, … , 𝐾; 

% Label prediction  

8. 𝑝(𝑙)~(𝑐𝑙𝑜𝑙𝑑 + 𝑐𝑙), 𝑙 = 1, … , 𝐿; 
9. for 𝑘 = 1, … , 𝐾 

10. Apply 𝑉(𝑙,𝑘) on 𝐳𝑡(𝑘)
 to output 𝑝𝑘 (𝐳𝑡(𝑘)|𝑙), 𝑙 = 1, … , 𝐿; 

11. 𝑝𝑘(𝑙|𝐱𝑡) ~ 𝑝(𝑙)𝑝𝑘 (𝐳𝑡(𝑘)|𝑙); 

12. end for 
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13. Normalize {𝑝𝑘(𝑙|𝐱𝑡)} as in (5.3);  

14. Predict label set of 𝐱𝑡 using combining rule (5.6) with ℎ from (5.10); 

% Update model 

15. |𝑌𝑊| = |𝑌𝑊| + |𝑌𝑡|; 𝑡1 = 𝑡1 + 1; 
16. Reveal the true label set of 𝐱𝑡 from the environment: 𝑌𝑡  

17. for 𝑙 ∈ 𝑌𝑡 

18. 𝑐𝑙 = 𝑐𝑙 + 1; 

19. for 𝑘 = 1, … , 𝐾 

20. Update sufficient statistics �̅�(𝑙,𝑘), 𝐒(𝑙,𝑘), 𝐉(𝑙,𝑘) of 𝑉(𝑙,𝑘); 
21. |𝐵(𝑙,𝑘)| = |𝐵(𝑙,𝑘)| + 1; 

22. if 𝛽0(𝑙,𝑘)
<|𝐵init| + 𝑘 

23. Update (𝑉(𝑙,𝑘), |𝐵1|); 
24. else 

25. Update (𝑉(𝑙,𝑘), |𝐵|); 
26. end if             

27. end for 

28. end for 

29. if 𝑡1 = |𝐵| 
30. |𝑌𝑊𝑜𝑙𝑑| = |𝑌𝑊|;  𝑡0 = |𝐵|; 
31. |𝑌𝑊| = 0; 𝑡1 = 0; 

32. 𝑐𝑙𝑜𝑙𝑑 = 𝑐𝑙 , 𝑐𝑙 = 1, 𝑙 = 1, . . , 𝐿; 
33. end if 

34. end for 

- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -  

35. procedure Update (𝑉(𝑙,𝑘), 𝑠𝑖𝑧𝑒); 
36. if |𝐵(𝑙,𝑘)| = 𝑠𝑖𝑧𝑒 

37. Run VIG (𝐵(𝑙,𝑘), 𝐦0(𝑙,𝑘), 𝛽0(𝑙,𝑘), 𝑣0(𝑙,𝑘), 𝐖0(𝑙,𝑘)) to update 
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𝐦(𝑙,𝑘), 𝐇(𝑙,𝑘), 𝜐(𝑙,𝑘), 𝐖(𝑙,𝑘) for 𝑉(𝑙,𝑘); 
38. 𝐦0(𝑙,𝑘) = 𝐦(𝑙,𝑘); 𝑣0(𝑙,𝑘) = 𝜐(𝑙,𝑘); 𝐖0(𝑙,𝑘) = 𝐖(𝑙,𝑘); 
39. if 𝑠𝑖𝑧𝑒 = |𝐵1| 
40. 𝛽0(𝑙,𝑘) = 𝛽0(𝑙,𝑘) + 𝑠𝑖𝑧𝑒; 

41. else 

42. 𝛽0(𝑙,𝑘) = 𝛼 (𝛽0(𝑙,𝑘) + 𝑠𝑖𝑧𝑒); 

43. end if 

44. Reset �̅�(𝑙,𝑘), 𝐒(𝑙,𝑘), 𝐉(𝑙,𝑘); |𝐵(𝑙,𝑘)| = 0; 
45. end if 

46. end procedure 

 

Following [49], below we introduce two other adaptive versions of MVI. 

 

B. Concept drift adaptation for MVI using VI weighted (MVIw) 

MVIw is also focused on the idea of using a decay function to weigh the importance of 

instances according to their age. In a decay function, a decay factor 𝛼 (0 <  𝛼 < 1) is 

multiplied to the weight of the old information to phase it out (MVIα is an example). 

However, the variational inference framework allows us to put more emphasis on the 

recent instances without using a decay factor. To do that, instead of update 𝛽0(𝑙,𝑘) =𝛽0(𝑙,𝑘) + |𝐵(𝑙,𝑘)| for the sub-model 𝑉(𝑙,𝑘), we just assign 

𝛽0(𝑙,𝑘) =  |𝐵| (5.11) 

The explanation is as follows. After the building step in MVI, the sub-model 𝑉(𝑙,𝑘) is 

updated only when |𝐵(𝑙,𝑘)| = |𝐵|. By updating 𝛽0(𝑙,𝑘)
 as in (5.11), we can see that in 

equation (5.7) the mean �̅�(𝑙,𝑘) of |𝐵| recent instances in the sufficient statistics window 
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𝑊𝑠 has the same weight as the mean 𝐦0(𝑙,𝑘)
 of all old instances in the prior information 

window 𝑊𝑝 even though |𝑊𝑝| > |𝐵|. Over time, the old instances have less and less 

weight in (5.7). In fact, each recent instance in 𝑊𝑠 has weight = 1, and all the instances 

in 𝑊𝑝 has weight <1 so that the weight sum of all instances in 𝑊𝑝 is |𝐵| and newer 

instances in 𝑊𝑝 have bigger weight than the older instances. The pseudo code of MVIw 

is similar to that of MVIα, except that line 42 is replaced by (5.11). 

 

C. Concept drift adaptation for MVI using a built-in concept drift detector (MVId) 

In this subsection, a simplified ADWIN-based technique is embedded in MVI to make 

it adaptive to concept drift. As mentioned in [59], the traditional concept drift detector 

ADWIN need to do |𝑊| different tests for cutting a current learning window 𝑊 into 𝑊0 and 𝑊1 subwindows as there is a total of |𝑊| possibilities for partitioning 𝑊. If two 

large enough subwindows 𝑊0 and 𝑊1 of the window 𝑊 exhibit distinct enough means, 

ADWIN concludes that the expected values within the windows are different and the 

older subwindow is discarded. In the VI framework, we gain a natural access to the past 

through the prior information window 𝑊𝑝 and the present through the sufficient 

statistics window 𝑊𝑠. Therefore, when embedding ADWIN in MVI, instead of doing |𝑊| different tests, we only do it one time to check if the older subwindow 𝑊𝑝 can be 

dropped from the current learning window 𝑊 = 𝑊𝑝 ∪ 𝑊𝑠, which helps avoid the main 

limitation (memory requirement) caused by ADWIN.  

In detail, we notice that in each sub-model 𝑉(𝑙,𝑘), our instances have 𝑄 real attributes. If 

there is at least an attribute 𝑖 having the absolute difference between its value for the 

mean 𝐦0(𝑙,𝑘) = (𝑚01(𝑙,𝑘), 𝑚02(𝑙,𝑘), … , 𝑚0𝑄(𝑙,𝑘)) in 𝑊𝑝 and the mean 

�̅�(𝑙,𝑘) = (𝑧1̅(𝑙,𝑘), 𝑧2̅(𝑙,𝑘), … , 𝑧�̅�(𝑙,𝑘)) in 𝑊𝑠 greater than 𝜖𝑐𝑢𝑡(𝑙,𝑘)
, i.e. |𝑚0𝑖(𝑙,𝑘) − 𝑧�̅�(𝑙,𝑘)| ≥ 𝜖𝑐𝑢𝑡(𝑙,𝑘)

, 
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the drift is detected and we reset the prior information for 𝑉(𝑙,𝑘): 𝛽0(𝑙,𝑘) = 0, that means 𝑉(𝑙,𝑘) is now updated only based on the sufficient statistics computed from the current 

instances. At the same time the count for the number of instances belonging to each 

class for base classifier 𝑉𝑘 so far is reset as: 𝑐𝑙(𝑘) = 1, 𝑙 = 1, … , 𝐿. 

 As in [49], 𝜖𝑐𝑢𝑡(𝑙,𝑘)
 is calculated as follows, where the default value for confidence 𝛿 is 𝛿 = 0.3: 

𝜖𝑐𝑢𝑡(𝑙,𝑘) = √ 12𝑛ℎ . 𝑙𝑛 4𝑄𝛿  ; 𝑛ℎ = 1 ( 1𝛽0(𝑙,𝑘) + 1|𝐵(𝑙,𝑘)|)⁄  (5.12) 

The pseudo-code of MVId is given in Algorithm 5.3. 

Algorithm 5.3. MVId 

Input: ensemble size 𝐾, down-space dimension 𝑄, threshold 𝜀, |𝐵|, |𝐵1|, |𝐵init| 
1. |𝑌𝑊𝑜𝑙𝑑| = 0; 𝑡0 = 0; |𝑌𝑊| = 0; 𝑡1 = 0;  

// VIGO initialization 𝑉𝑘 = {𝑉(𝑙,𝑘)} 

2. Initialize: 𝐦0(𝑙,𝑘)
, 𝛽0(𝑙,𝑘), 𝑣0(𝑙,𝑘), 𝐖0(𝑙,𝑘), 𝑐𝑙(𝑘) = 1, 𝑙 = 1, … , 𝐿, 𝑘 = 1, … , 𝐾;  

// Random matrix generation 

3. Generate 𝐑(𝑘) = {𝑟𝑖𝑗(𝑘)}, 𝑘 = 1, … , 𝐾; 

4. for 𝑡 = 1,2, … 

5. Receive an incoming instance 𝐱𝑡 

6. 𝐳𝑡(𝑘) = 1√𝑄 𝐑(𝑘)𝐱𝑡 , 𝑘 = 1, … , 𝐾; 

7. // Label prediction  

8. for 𝑘 = 1, … , 𝐾 

9. 𝑝𝑘(𝑙)~𝑐𝑙(𝑘); 
10. Apply 𝑉(𝑙,𝑘) on 𝐳𝑡(𝑘)

 to output 𝑝𝑘 (𝐳𝑡(𝑘)|𝑙), 𝑙 = 1, … , 𝐿; 

11. 𝑝𝑘(𝑙|𝐱𝑡) ~ 𝑝𝑘(𝑙)𝑝𝑘 (𝐳𝑡(𝑘)|𝑙); 
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12. end for 

13. Normalize {𝑝𝑘(𝑙|𝐱𝑡)} as in (5.3);  

14. Predict label set of 𝐱𝑡 using combining rule (5.6) with ℎ from (5.10); 

15. // Update model 

16. |𝑌𝑊| = |𝑌𝑊| + |𝑌𝑡|; 𝑡1 = 𝑡1 + 1; 
17. Reveal the true label set of 𝐱𝑡 from the environment: 𝑌𝑡; 

18. for 𝑙 ∈ 𝑌𝑡 

19. for 𝑘 = 1, … , 𝐾 

20. 𝑐𝑙(𝑘) = 𝑐𝑙(𝑘) + 1; 

21. Update sufficient statistics �̅�(𝑙,𝑘), 𝐒(𝑙,𝑘), 𝐉(𝑙,𝑘) of 𝑉(𝑙,𝑘);  
22. |𝐵(𝑙,𝑘)| = |𝐵(𝑙,𝑘)| + 1; 

23. if 𝛽0(𝑙,𝑘)
<|𝐵init| + 𝑘 

24. Update (𝑉(𝑙,𝑘), |𝐵1|); 
25. else 

26. Update (𝑉(𝑙,𝑘), |𝐵|); 
27. end if 

28. end for 

29. end for 

30. if 𝑡1 = |𝐵| 
31. |𝑌𝑊𝑜𝑙𝑑| = |𝑌𝑊|;  𝑡0 = |𝐵|; 
32. |𝑌𝑊| = 0; 𝑡1 = 0; 

33. end if 

34. end for 

- - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -  

35. procedure Update (𝑉(𝑙,𝑘), 𝑠𝑖𝑧𝑒); 
36. if  |𝐵(𝑙,𝑘)| = 𝑠𝑖𝑧𝑒 

37. if 𝑠𝑖𝑧𝑒 = |𝐵| 
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38. Calculate 𝜖𝑐𝑢𝑡(𝑙,𝑘)
 using (5.12); 

39. if concept drift detected 

40. 𝛽0(𝑙,𝑘) = 0;     𝑐𝑙(𝑘) = 1, ∀𝑙 = 1, … , 𝐿;  
41. end if 

42. end if 

43. Run VIG (𝐵(𝑙,𝑘), 𝐦0(𝑙,𝑘), 𝛽0(𝑙,𝑘), 𝑣0(𝑙,𝑘), 𝐖0(𝑙,𝑘)) to update 𝐦(𝑙,𝑘), 𝐇(𝑙,𝑘), 𝜐(𝑙,𝑘), 𝐖(𝑙,𝑘) 
for 𝑉(𝑙,𝑘); 

44. 𝐦0(𝑙,𝑘) = 𝐦(𝑙,𝑘); 𝑣0(𝑙,𝑘) = 𝜐(𝑙,𝑘); 𝐖0(𝑙,𝑘) = 𝐖(𝑙,𝑘);  
45. 𝛽0(𝑙,𝑘) = 𝛽0(𝑙,𝑘) + 𝑠𝑖𝑧𝑒; 

46. Reset �̅�(𝑙,𝑘), 𝐒(𝑙,𝑘), 𝐉(𝑙,𝑘); |𝐵(𝑙,𝑘)| = 0; 
47. end if 

48. end procedure 

 

Here ADWIN is applied internally to monitor the change in the distribution of instances 

of each class. It has no problem with choosing which performance measure to monitor, 

like when using ADWIN externally. 

 

 Adapting MVI to imbalanced learning 5.4.4.

Label imbalance happens when a number of classes appear in a large portion of the data 

samples while some other classes are rarely represented. Due to a high number of total 

labels, but a low number of relevant labels for each instance (often ≤ 5), it is very 

likely that label distributions in multi-label datasets are different. Besides the 

imbalanced nature of a dataset, some data transformation methods can increase the 

imbalance among labels. For example, considering instances having a certain label as 

positive and all others as negative in Binary Relevance (BR) [87] can create a severe 

label imbalance if the label is already a minority one. Similarly, Label Powerset based 
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methods [87] also need to deal with rare label combinations, which contain only 

minority labels or sometimes minority labels jointly with majority ones. 

Because most classifiers are designed to maximize some kinds of global accuracy, they 

often overlook minority classes and emphasize more on the majority classes. However, 

in a number of scenarios, a specific need of correctly recognizing minority classes may 

arise, for example, when it is very costly to incorrectly predict rare instances. 

Two of the most common approaches to tackle label imbalance are data resampling and 

cost-sensitive learning [72]. To balance label distribution, instances linked to the 

majority classes can be removes (under-sampling), new instances associated with 

minority classes can be generated (over-sampling), or both strategies can be employed. 

On the other hand, cost-sensitive learners give more weight to rare instances to boost 

their correct classification. 

Designing a mechanism for solving the label imbalance problem depends a lot on 

which performance measures are required [84]. In our recent work [84] (see Chapter 4), 

both cost-sensitive and resampling techniques are exploited to successfully boost the 

Minority Recall (classification accuracy of the most minority class) and Gmean (the 

geometric mean of all class recalls) for single-label classification tasks. As Gmean 

gives even weights for all classes, together with Minority Recall, they are the most used 

measures in single-label imbalance learning [76].  

In multi-label learning, label-based metrics (not sample-based ones) are used to 

estimate the performance of classifiers when learning imbalanced data [83]. They are 

the F-measure obtained by macro-averaging strategy (Macro F1) and micro-averaging 

strategy (Micro F1). As Macro F1 assigns the same weight to all labels, it is often used 

to assess the performance related to the minority classes. On the contrary, Micro F1 is 
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heavily affected by the frequencies of labels and is used for assessing a more general 

view of the classification behavior [83]. Besides the concurrence of labels, these two 

somehow inconsistent F-measures make assessing imbalanced multi-label classification 

much more difficult compared to that for single-label classification. Even for offline 

MLC, it is not common that an imbalance method can improve both Macro F1 and 

Micro F1 on a number of multi-label datasets (see experiments in Chapter 8 of [83]). 

From this perspective, to design an imbalance strategy for multi-label classification in 

the general case (using both Macro F1 and Micro F1 as performance measures); we 

avoid emphasizing too much on the minority classes, as due to the complexity of multi-

label problems this does not guarantee to increase Macro F1 but will very likely 

decrease Micro F1. Instead, we aim to reduce the bias toward majority classes caused 

by their abundant frequencies, and through that benefit minority classes in a random 

manner. We suggest using dynamic intermediate sampling (DIS) as follows. 

At time step 𝑡, let us assume that so far a Bayesian MLC method already use �̂�𝑡(𝑙) 

instances to update model 𝑝(𝐱|𝑙) for class 𝑙. Here �̂�𝑙 counts both real instances and 

oversampled (replicated) samples, 𝑙 ∈ 1,2, … , 𝐿. We calculate the mean of �̂�1 + 1, �̂�2 +1, … , �̂�𝐿 + 1: 

�̂�𝑚𝑒𝑎𝑛 = (�̂�1 + 1 + �̂�2 + 1 + ⋯ + �̂�𝐿 + 1)/𝐿 (5.13) 

When a new instance (𝐱𝑡, 𝑌𝑡) arrives, first we calculate the dynamic imbalance ratio for 

each label 𝑙 ∈ 𝑌𝑡, 

𝐼𝑅(𝑙) = �̂�𝑚𝑒𝑎𝑛/�̂�𝑙, for all 𝑙 ∈ 𝑌𝑡 (5.14)  

Then for each 𝑙 ∈ 𝑌𝑡, we do intermediate sampling as follows.  



The proposed framework 

 

120 

 

- If  𝐼𝑅(𝑙) < 1, only with a small probability 𝐼𝑅(𝑙), 𝐱𝑡 will be used to update 

model 𝑝(𝐱|𝑙) for class 𝑙, and in the case 𝐱𝑡 is used, we increase �̂�𝑙 = �̂�𝑙 + 1; 

- If  𝐼𝑅(𝑙) > 1, with “probability 𝐼𝑅(𝑙)” we use 𝐱𝑡 to update model 𝑝(𝐱|𝑙) for 

class 𝑙. It is worth repeating that here 𝐼𝑅(𝑙) > 1, so how can we do over-

sampling 𝐱𝑡? First, we use 𝐱𝑡 to update model 𝑝(𝐱|𝑦𝑙) for class 𝑙 and increase  �̂�𝑙 = �̂�𝑙 + 1. After that, we assign 𝐴 = 𝐼𝑅(𝑙) − 1, and get a random number 𝑚 = ⌈𝐴⌉ times, where ⌈𝐴⌉ is the smallest integer which is not less than 𝐴. For 

each time the random number is less than 𝑃𝑢𝑝𝑑𝑎𝑡𝑒 = 𝐴/⌈𝐴⌉ , we will use 𝐱𝑡 to 

update 𝑝(𝐱|𝑙) and increase �̂�𝑙 = �̂�𝑙 + 1 again. 

- If  𝐼𝑅(𝑙) = 1, we use 𝐱𝑡 to update model 𝑝(𝐱|𝑙) for class 𝑙, and increase �̂�𝑙 = �̂�𝑙 + 1 only one time. 

Furthermore, the dynamic count (�̂�1, �̂�2, … , �̂�𝐿) will replace the role of normal count (𝑐1, 𝑐2, … , 𝑐𝐿) in the framework of the Bayesian MLC method whenever (𝑐1, 𝑐2, … , 𝑐𝐿) 

is used. To be more specific, the class prior 𝑝(𝑙) in line 7 of Algorithm 5.1 (MVI) 

becomes 

𝑝(𝑦𝑙) ~  �̂�𝑙 (5.15) 

Thus, at any time step 𝑡, the more �̂�𝑙 > �̂�𝑚𝑒𝑎𝑛 , the less likely we use  𝐱𝑡 to update 

model 𝑝(𝐱|𝑙) for class 𝑙; and on the contrary the more  �̂�𝑙 < �̂�𝑚𝑒𝑎𝑛 , the more likely we 

replicate 𝐱𝑡 for updating. Although this dynamic way of balancing data among classes 

can be applied for any Bayesian MLC (BMLC) method, it is more effective for MVI as 

MVI is an ensemble. The randomly sampled data makes the base classifiers more 

diverse and as a result, the classification improvement is clearer. Below is the pseudo 

code for the proposed dynamic intermediate sampling (DIS).  
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Algorithm 5.4: DIS procedure at time step 𝑡 
Input: Current state of BMLC algorithm, current training examples (𝐱𝑡 , 𝑌𝑡), where 𝑌𝑡 ⊂ 𝑌 = {1, … , 𝐿}, and current dynamic class size (�̂�1, �̂�2, … , �̂�𝐿) 

1.  
2.  
3.  
4.  
5.  
6.  
7.  
8.  
9.  

10.  
11.  
12.  
13.  
14.  
15.  
16.  
17.  
18.  

Calculate imbalance ratio 𝐼𝑅(𝑙) as in (5.14) for all 𝑙 ∈ 𝑌𝑡; 

for all 𝑙 ∈ 𝑌𝑡 

if  𝐼𝑅(𝑙) < 1 
if GetRandomNumber () < 𝐼𝑅(𝑙) 

Update BMLC using (𝐱𝑡 , 𝑙); �̂�𝑙 = �̂�𝑙 + 1; 
end if 

else  

Update BMLC using (𝐱𝑡 , 𝑙); �̂�𝑙 = �̂�𝑙 + 1; 
if  𝐼𝑅(𝑙) > 1 𝐴 = 𝐼𝑅(𝑙) − 1; 𝑚 = ⌈𝐴⌉ ;  𝑃𝑢𝑝𝑑𝑎𝑡𝑒 = A/⌈𝐴⌉ ; 

for 𝑗 = 1 to 𝑚 

if GetRandomNumber () < 𝑃𝑢𝑝𝑑𝑎𝑡𝑒 

Update BMLC using (𝐱𝑡 , 𝑙), �̂�𝑙 = �̂�𝑙 + 1; 
end if 

end for 

end if 

end if 

end for 

 

 

5.5. Experimental design 

We use the prequential (test then train) methodology [4] to evaluate the performance of 

our proposed methods in both stationary and dynamic environments. In our experiment, 

each algorithm runs on each dataset one time. Samples from a dataset come in a 

sequential manner to simulate a data stream. An arriving data point is tested to give a 

set of predicted relevant labels, then it is used to update the learner’s model. Based on 

the prediction results on the whole stream, different performance measures are 

calculated. Our proposed method and benchmark algorithms are compared in these 

performance measures and time cost. 

As in [5, 85, 103], the Friedman test with a p-value of 0.05 is used to test the null 

hypothesis that “all methods perform equally” on the datasets. If the resulted p-value 

<0.05, the null hypothesis is rejected, a post-hoc Nemenyi test [5, 85, 103] is then 

conducted for all pairwise comparisons based on the rankings of algorithms on all 
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datasets. The difference in performance of two methods is treated as statistically 

significant if the p-value computed from the post-hoc test statistics is smaller than an 

adjusted value of confident level computed from Nemenyi’s procedure. The confidence 

level 𝛼 was set to 0.05. This is a suitable test to access if the differences in 

performances of multiple algorithms over multiple datasets are statistically significant 

for a given evaluation measure. The symbol ≻ indicates statistically significant 

improvement according to the test. 

Below we describe the main setup for the experiments. 

 

 Experimental datasets 5.5.1.

In our experiments, we use the same 6 real-world multi-label datasets listed in [103] 

including (see Table 5.1): 

- 20NG: the classic 20 newsgroups collection of articles from 20 newsgroups 

[107, 108];  

- ENRON: a dataset of labelled emails, which is quite small by data stream 

standards but time-ordered and evolves over time [109]; 

- IMDB: a collection of movie plot text summaries from the Internet 

Movie Database, labelled with the relevant genres [91];  

- OHSUMED: a subset of MEDLINE database, containing peer-reviewed medical 

articles, labelled with disease categories [110];  

- SLASHDOT: a dataset of article blurbs labelled with subject categories from 

http://slashdot.org;  



Chapter 5: Online Multi-label Learning  

 

123 

 

- TMC: the specified version [93] of the dataset used in the SIAM 2007 Text 

Mining Competition, containing human generated aviation safety reports, 

labelled with the problems being described in these reports. 

All datasets are available at the MEKA project page [54]. Besides basic 

characterization metrics like N: number of instances, L: number of labels, A: numbers 

of attributes, ϕLC: label cardinality (the average number of labels per instance), we also 

present MeanIR: mean imbalance ratio as shown in [83]. MeanIR is calculated by 

averaging the IRLbl of all labels [83]. For a label 𝑙, IRLbl(𝑙) is the proportion between 

the number of appearances of the most common label and the considered label 𝑙. 
Therefore, for the most common label IRLbl = 1. The higher the IRLbl, the rarer the 

label presence in the multi-label dataset. 

In our experiments, data points will occur 1-by-1 in the natural order of its relative 

dataset, resulting in streams which might contain concept drifts. However, to make sure 

that we have dynamically changing streams, following [85], 6 more synthetic datasets 

are created with clearly added concept drift. In the multi-label generation framework 

[41, 85], two base binary generators are utilized: 

- The Random Tree Generator (RTG) [19] constructs a decision tree and newly 

generated samples are labelled by travelling along the tree. RTG produces 

concepts that in theory should favour decision tree learners. Different concepts 

can be obtained from different trees RTG.  

- The Radial Basis Function generator (RBF) [41] creates a normally distributed 

hypersphere of samples surrounding each central point with varying densities, 

which is not straightforward to approximate with a decision tree model. Moving 
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the centroids with constant speed initialized by a drift parameter is the chosen 

way of drift introduction.  

As in [85], RTG data from trees with a depth of 5, and RBF data with two central 

points are building blocks of our synthetic datasets described below. 

Three concept drifts of varying type, magnitude, and extent are simulated in the RTG 

and RBF datasets to create the SynRTG-drift and SynRBF-drift data streams, 

respectively. In each dataset of 𝑁 generated samples, the drifts are centred over (𝑁/4)𝑡ℎ, (𝑁/2)𝑡ℎ, and (3𝑁/4)𝑡ℎ samples, extending over 𝑁/1000, 𝑁/100, and 𝑁/10 

samples, respectively. Here, 𝑁/1000, 𝑁/100, and 𝑁/10 are also called the length of 

changes. In the first drift, only 10% of label dependencies [85] change. In the second 

drift, more labels are associated on average with each sample (a higher label 

cardinality, see Table 5.1). In the third drift, 20% of label dependencies change.  

The third dataset with an added concept drift is IMDB-drift. A set of RTG data with 28 

labels, a label cardinality of 4.0, label dependencies of 0.25, 1001 attributes and 

120,919 instances is added to the end of the original IMDB dataset. The only artificial 

drift is centred in the middle of the dataset IMDB-drift, extending over 5000 samples. 

The concept drifts that appeared in the three above mentioned streams are gradual at 

different levels (lengths of change). Furthermore, following [63], we also tested the 

performance of our proposed algorithms in tackling abrupt concept drift. As in [63], 

SynRTG-break, SynRBF-break, and IMDB-break are created by changing all the 

lengths of changes in SynRTG-drift, SynRBF- drift, and IMDB-drift to 0, i.e. at each 

drift centre, data jump immediately to the next concept from the previous concept.  
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20Table 5.1. Datasets used in performance evaluations 

Dataset N L A ϕLC MeanIR 

20NG 19300 20 1001b 1.1 1.007 

ENRON 1702 53 1001b 2.0 73.953 

IMDB 120919 28 1001b 2.0 25.124 

OHSUMED 13929 23 1002n 1.7 7.869 

SLASHDOT 3728 22 1079b 1.2 17.693 

TMC 28596 22 500b 2.2 17.134 

IMDB-drift 241838 28 1001b 2.0 → 4.0 

 
SynRBF-drift 100000 25 80n 1.5 → 3.5 

 
SynRTG-drift 1000000 8 30b 1.8 → 3.0 

 
IMDB-break 241838 28 1001b 2.0 → 4.0 

 
SynRBF-break 100000 25 80n 1.5 → 3.5 

 
SynRTG-break 1000000 8 30b 1.8 → 3.0 

 

 N: number of instances, L: number of labels, A: number of attributes, ϕLC: label cardinality 

n indicates numeric attributes, and b indicates binary attributes 

 

 Benchmark algorithms 5.5.2.

In the experiments for stationary stream learning, we compare MVI with well-known or 

recent online multi-label learners. They are BR (Binary Relevance) [87], CC (Classifier 

Chains) [90], label powerset methods PS (Prune Sets) [95], and RT (Rank + Threshold) 

[54]. All these methods are used in their default settings as in the MEKA library [54] 

with the state-of-the-art incremental Hoeffding trees [19] as the base classifiers. We 

also use ML (Majority Labelset) from MEKA as a benchmark algorithm, which always 

predicts the most common labelset. Furthermore, we compare our proposed methods 

with recent iSOUP-Tree (incremental Structured OUtput Prediction Tree) methods 

[103]. They are multi-target regression based algorithms: iSOUP-MT (multi-target 

model tree), and iSOUP-RT (multi-target regression tree), iSOUP-EBRT (online 

bagging for iSOUP-RT) and iSOUP-EBMT (online bagging for iSOUP-MT). 
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To evaluate MVId/w/α in evolving stream learning, as in MOA [41] and [85], five 

MEKA benchmarks [54] are combined with well-known concept drift detector ADWIN 

[59] to get the adaptive benchmark algorithms: aBR, aCC, aPS, aML, aRT. 

 

 Evaluation measures 5.5.3.

Compared with traditional single-label learning, performance evaluation in multi-label 

learning is much more complicated as each example can have a number of relevant 

labels at the same time. Therefore, a number of performance measures focusing on 

different aspects have been proposed in the literature. MULAN: a java library for 

multi-label learning [111] offers over 30 performance measurement tools to evaluate 

multi-label classifiers. Here, to ensure a fair evaluation, we use a set of well-known 

measures, which are used in recent reviews and papers about multi-label methods [86, 

103, 112]. They are Sample-based F1 measure/Accuracy, label-based Micro F1/Macro 

F1, and ranking-based Average Precision/Ranking Loss. Below we briefly describe 

these measures. 

Let us suppose that we receive 𝑛 examples 𝐱1, 𝐱2, … , 𝐱𝑛 so far with ground truth label 

sets 𝑌1, 𝑌2, … , 𝑌𝑛 and MLC prediction sets �̂�1, �̂�2, … , �̂�𝑁 respectively.  

 

A. Sample-based measures 

Sample-based measures evaluate the performance of a learner on a per-sample basis. 

They are calculated for each sample and then averaged over all samples. 

Sample-based Accuracy is the average proportion of label values correctly classified to 

the total number (predicted and true) of labels:  

Ex. Accuracy =  1𝑛 ∑ |𝑌𝑡∩�̂�𝑡||𝑌𝑡∪�̂�𝑡|𝑛𝑡=1  (5.16) 
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The Sample-based F1 measure is the harmonic mean of Sample-based Precision and 

Recall: 

Ex. F1 = 2/ ( 1Ex.Precision + 1Ex.Recall)  (5.17) 

Here,  

Ex. Precision =  1𝑛 ∑ |𝑌𝑡∩�̂�𝑡||�̂�𝑡|𝑛𝑡=1  (5.18) 

Ex. Recall =  1𝑛 ∑ |𝑌𝑡∩�̂�𝑡||𝑌𝑡|𝑛𝑡=1  (5.19) 

The greater the Sample-based Accuracy, Precision, Recall and therefore, F1 measure of 

an MLC learner (with an optimal value of 1), the better its classification performance 

over different samples. 

 

B. Label-based measures 

Label-based measures evaluate the performance of a learner on a per-label basis. They 

are calculated for each label and then averaged over all labels. Definitions of many of 

the label-based measures are based on four basic quantities named True Positive (TP), 

True Negative (TN), False Positives (FP) and False Negatives (FN), which are 

calculated as follows for label 𝑙 ∈ {1,2, … , 𝐿}: 

𝑇𝑃𝑙 = |{𝐱𝑡|𝑙 ∈ 𝑌𝑡 ∧ 𝑙 ∈ �̂�𝑡, 1 ≤ 𝑡 ≤ 𝑛}| (5.20) 

𝑇𝑁𝑙 = |{𝐱𝑡|𝑙 ∉ 𝑌𝑡 ∧ 𝑙 ∉ �̂�𝑡, 1 ≤ 𝑡 ≤ 𝑛}| (5.21) 

𝐹𝑃𝑙 = |{𝐱𝑡|𝑙 ∉ 𝑌𝑡 ∧ 𝑙 ∈ �̂�𝑡, 1 ≤ 𝑡 ≤ 𝑛}|  (5.22) 

𝐹𝑁𝑙 = |{𝐱𝑡|𝑙 ∈ 𝑌𝑡 ∧ 𝑙 ∉ �̂�𝑡, 1 ≤ 𝑡 ≤ 𝑛}| (5.23) 
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We have two ways to get the average F1 measure: macro-averaging and micro-

averaging: 

Macro F1 = 1𝐿 ∑ 𝐹1(𝑇𝑃𝑙, 𝑇𝑁𝑙, 𝐹𝑃𝑙 , 𝐹𝑁𝑙)𝐿𝑙=1  (5.24) 

Micro F1 = 𝐹1(∑ 𝑇𝑃𝑙𝐿𝑙=1 , ∑ 𝑇𝑁𝑙𝐿𝑙=1 , ∑ 𝐹𝑃𝑙𝐿𝑙=1 , ∑ 𝐹𝑁𝑙𝑁𝑙=1 ) (5.25) 

Here, 

𝐹1(𝑇𝑃, 𝑇𝑁, 𝐹𝑃, 𝐹𝑁) = 
2𝑇𝑃2𝑇𝑃+𝐹𝑃+𝐹𝑁 (5.26) 

In fact, equation (5.26) is a short form of a full equation, where the F1 measure is the 

harmonic mean of Precision and Recall. However, for simplicity and brevity, we do not 

mention Micro/Macro Precision/Recall here. Clearly, the greater Micro F1 and Macro 

F1 (with an optimal value of 1), the better the predictive performance over different 

labels by the learner. 

 

C. Ranking-based measures 

Ranking-based measures analyse the confidence in the outputs 𝑓(𝐱𝑡, 𝑙) ∈ ℝ, 𝑙 ∈{1,2, … , 𝐿} of an MLC method directly, i.e. independently of the thresholding 

procedure. In the MVI method, 𝑓(𝐱𝑡, 𝑙) = 𝜃𝑙(𝐱𝑡). 

For 𝐱𝑡, 𝑟𝑎𝑛𝑘𝑓(𝐱𝑡, 𝑙) returns the rank of 𝑙 in {1,2, … , 𝐿} based on the descending order 

induced from 𝑓(𝐱𝑡,⋅). That means label 𝑙 is considered to be ranked higher than 𝑙′, i.e. 𝑟𝑎𝑛𝑘𝑓(𝐱𝑡, 𝑙)  ≤  𝑟𝑎𝑛𝑘𝑓(𝐱𝑡, 𝑙′) if 𝑓(𝐱𝑡, 𝑙) > 𝑓(𝐱𝑡, 𝑙′). 

Ranking Loss evaluates the fraction of reversely ordered label pairs when an irrelevant 

label is ranked higher than a relevant label: 



Chapter 5: Online Multi-label Learning  

 

129 

 

Ranking Loss =  1𝑛 ∑ 1|𝑌𝑡||�̅�𝑡| |{(𝑙, 𝑙′)|𝑓(𝐱𝑡, 𝑙) ≤ 𝑓(𝐱𝑡, 𝑙′), (𝑙, 𝑙′) ∈ 𝑌𝑡 × �̅�𝑡 }|𝑛𝑡=1  (5.27) 

where �̅�𝑡 is the complementary set of 𝑌𝑡 in {1,2, … , 𝐿}. Small values of Ranking Loss 

are desired. 

Average Precision evaluates the average fraction of labels ranked above a particular 

label 𝑙 ∈ 𝑌𝑡 which actually are in 𝑌𝑡. 

Avg. Precision =  1𝑛 ∑ 1|𝑌𝑡| ∑ |{𝑙′|𝑟𝑎𝑛𝑘𝑓(𝐱𝑡,𝑙′) ≤ 𝑟𝑎𝑛𝑘𝑓(𝐱𝑡,𝑙),𝑙′∈𝑌𝑡}|𝑟𝑎𝑛𝑘𝑓(𝐱𝑡,𝑙)𝑙∈𝑌𝑡𝑛𝑡=1  (5.28) 

Average Precision gets the maximum value = 1 when 𝑓 ranks the labels for all samples 

perfectly so that there is no sample 𝐱𝑡 for which a label not in 𝑌𝑡 has a higher rank than 

a label in 𝑌𝑡. 

 

5.6. Results and discussions 

 

 Evaluations for stationary data stream learning 5.6.1.

 

A. Effect of parameters 

 

Tuning 𝐾 – the ensemble size:  

For homogeneous ensemble methods, the number of base classifiers is the most 

important parameter. We fix |𝐵| = 200 and |𝐵init| = 1000, run MVI with 𝐾 =10, 50, 100, 200, use Cardinality–Fitting thresholding, and analyse the resulting 

performance based on the 6 evaluation measures. From Figure 5.1 and Table 5A.1 (in 

the Appendix), it is clear that for all 6 measures, MVI with bigger 𝐾 often achieves 

higher rank, i.e. better performance. However, the ensemble size is directly 

proportional to the running time of the ensemble. In all other experiments below, we 
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will use 𝐾 = 50 while keeping in mind that in applications where the time is not so 

limited, a bigger 𝐾 might be used to get higher performance in MVI.  

  

12Figure 5.1. Average ranks↓ of MVI with different ensemble sizes 𝐾 

 

Tuning |𝐵𝑖𝑛𝑖𝑡| – the size of the building step:  

Similarly, we fix 𝐾 = 50, |𝐵| = 200, and evaluate the role of the building step in the 

performance of MVI (see Figure 5.2 and Table 5A.2 of the Appendix). As expected, 

the predictive models are updated more regularly in the building step than in other later 

steps, and MVI with a bigger building step |𝐵𝑖𝑛𝑖𝑡| are better prepared, and hence obtain 

better performance (higher average ranks). From now on, in the experiments for 

stationary setting, |𝐵𝑖𝑛𝑖𝑡| is always set = 1000.  

4
.0

0
 

4
.0

0
 

4
.0

0
 

2
.5

0
 

4
.0

0
 

4
.0

0
 

2
.5

0
 

2
.6

7
 

2
.5

0
 

2
.5

0
 3

.0
0

 

3
.0

0
 

2
.5

0
 

2
.3

3
 

2
.5

0
 3

.0
0

 

2
.0

0
 

2
.0

0
 

1
.0

0
 

1
.0

0
 

1
.0

0
 

2
.0

0
 

1
.0

0
 

1
.0

0
 

Ex. F1 Ex. Accuracy Micro F1 Macro F1 Avg. Precision Ranking loss

K=10 K=50 K=100 K=200



Chapter 5: Online Multi-label Learning  

 

131 

 

 

13Figure 5.2. Average ranks↓ of MVI with different |𝐵𝑖𝑛𝑖𝑡| 
 

In summary, based on the empirical evaluation, default values for parameters of MVI 

are 𝐾 = 50, |𝐵𝑖𝑛𝑖𝑡| = 1000, |𝐵1| = 30, and |𝐵| = 200. 

 

B. Compare two ways of choosing a threshold 

In this subsection, we run MVI with 2 different ways of choosing a threshold (see 

Section 5.4.2) and present the result in Figure 5.3 and Table 5A.3 in the Appendix. It 

can be seen that for classification measures, our proposed threshold calibration method 

(Cardinality-Fitting) have 2 better average ranks (sample based F1 and Macro F1). The 

ranking-based measures are independent of choosing a threshold, therefore, they are 

identical for both Cardinality-Fitting and Array-Sorting. For dataset 20NG, which has a 

low label cardinality (= 1.1), Cardinality-Fitting significantly outperforms Array-

Sorting (see Table 5A.3). In general, Cardinality–Fitting is simpler but get competitive 

classification performance, it is the default thresholding method of MVI. 
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14Figure 5.3. Average ranks↓ of MVI with different thresholding methods 

 

C. Performance measures 

In this subsection, we compare MVI and 9 benchmark algorithms based on their results 

on 6 performance measures. The values with ranks are depicted in Table 5.2, 5.3, 5.4 

for sample/label/ranking based measures respectively. The p-values computed based on 

these rankings with the Friedman test are 1.7497E-05, 6.2512E-05, 1.8580E-05, 

8.7754E-06, 7.2562E-07 and 2.7347E-06 concerning Ex. F1, Ex. Accuracy, Micro F1, 

Macro F1, Avg. Precision, Ranking Loss. All of them <0.05, therefore, we reject the 

null hypothesis that the performances of all methods are equal. The Nemenyi 

significance test results for pairwise comparisons are shown underneath each sub-table. 

Before going into detail for each type of measures, we summarize the overall result in 

Figure 5.4. It can be seen that MVI has the best average rank for Sample-based 

F1/Accuracy, ranking-based Average Precision, the second-best rank for label-based 

Micro F1 and Macro F1, and the third best for Ranking Loss.  
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15Figure 5.4. Average ranks↓ of MVI and the benchmark methods in learning 
stationary data streams 

 

Results on the sample-based measures: 

For both sample-based measures, the proposed method has the best average ranks 

(1.83) (see Table 5.2). The second and third best ranks belong to BR and RT. To be 

more specific, MVI obtains the best results on 3 datasets: small ENRON, SLASHDOT, 

and big IMDB, and good results (respective ranks ≤ 3) on medium datasets. Especially, 

on SLASHDOT, the performance of MVI is far better than that of all other benchmark 

methods. 

CC and PS perform in an average manner overall. While CC does quite well on 20NG 

and TMC, PS gets the best result on OHSUMED. The sample-based classification 

results of four multi-target regression based methods are very poor, where the average 

ranks of iSOUP-EBRT and iSOUP-EBMT are even worse than that of ML, the most 

simple multi-label method. These two ensembles are also significantly worse than MVI 

according to the Nemenyi post-hoc test.  
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21Table 5.2. Sample-based measures of MVI and the benchmark algorithms 

 

20NG ENRON IMDB OHSUMED SLASHDOT TMC Avg. Rank↓ 

(a) Ex. F1↑ 

       MVI 0.3472 (2) 0.4812 (1) 0.3199 (1) 0.3107 (3) 0.3636 (1) 0.5990 (3) 1.83 

BR 0.3427 (4) 0.4566 (2) 0.2332 (5) 0.3225 (2) 0.1652 (2) 0.6256 (1) 2.67 

CC 0.3462 (3) 0.3933 (4) 0.0915 (6) 0.2425 (4) 0.0278 (6) 0.6146 (2) 4.17 

ML 0.0516 (10) 0.2021 (10) 0.2483 (3) 0.1432 (8) 0.1484 (4) 0.2166 (10) 7.50 

PS 0.2970 (5) 0.2778 (7) 0.2420 (4) 0.3316 (1) 0.1438 (5) 0.5696 (4) 4.33 

RT 0.4787 (1) 0.4422 (3) 0.3095 (2) 0.1986 (5) 0.1628 (3) 0.5378 (5) 3.17 

iSOUP-MT 0.1146 (7) 0.3296 (5) 0.0227 (7) 0.1767 (7) 0.0049 (7) 0.4303 (8) 6.83 

iSOUP-RT 0.1177 (6) 0.2411 (9) 0.0031 (9) 0.1829 (6) 0.0003 (8.5) 0.4335 (6) 7.42 

iSOUP-EBRT 0.0683 (8) 0.2530 (8) 0.0008 (10) 0.1280 (9) 0.0000 (10) 0.4307 (7) 8.67 

iSOUP-EBMT 0.0649 (9) 0.3221 (6) 0.0037 (8) 0.1156 (10) 0.0003 (8.5) 0.4175 (9) 8.42 

Nemenyi significance: {MVI, BR} ≻ {iSOUP-EBRT, iSOUP-EBMT} 

(b) Ex. Accuracy↑ 

      MVI 0.3446 (2) 0.3601 (1) 0.2327 (1) 0.2381 (3) 0.3514 (1) 0.4827 (3) 1.83 

BR 0.3104 (4) 0.3417 (2) 0.1710 (5) 0.2579 (2) 0.1451 (4) 0.5199 (1) 3.00 

CC 0.3334 (3) 0.2979 (4) 0.0710 (6) 0.2110 (4) 0.0263 (6) 0.5185 (2) 4.17 

ML 0.0515 (10) 0.1680 (10) 0.2081 (3) 0.1270 (8) 0.1458 (2) 0.1786 (10) 7.17 

PS 0.2945 (5) 0.2246 (7) 0.2032 (4) 0.2902 (1) 0.1407 (5) 0.4804 (4) 4.33 

RT 0.4737 (1) 0.3239 (3) 0.2272 (2) 0.1548 (7) 0.1452 (3) 0.4220 (5) 3.50 

iSOUP-MT 0.1142 (7) 0.2438 (5) 0.0187 (7) 0.1563 (6) 0.0049 (7) 0.3448 (7) 6.50 

iSOUP-RT 0.1174 (6) 0.1797 (9) 0.0026 (9) 0.1611 (5) 0.0003 (8.5) 0.3479 (6) 7.25 

iSOUP-EBRT 0.0682 (8) 0.1887 (8) 0.0007 (10) 0.1143 (9) 0.0000 (10) 0.3439 (8) 8.83 

iSOUP-EBMT 0.0648 (9) 0.2379 (6) 0.0031 (8) 0.1035 (10) 0.0003 (8.5) 0.3317 (9) 8.42 

Nemenyi significance: MVI ≻ {iSOUP-EBRT, iSOUP-EBMT}; BR ≻ iSOUP-EBRT 

  

Results on the label-based measures: 

For the label-based measures, MVI ranks second after BR (see Table 5.3) for both 

Micro and Macro F1, the third best position belongs to RT. Over the 6 datasets, these 3 

best methods achieve two best results each for both measures.  

CC and PS have average performance on the label-based measures. ML and iSOUP 

methods continue to perform poorly on the label-based measures.  

Based on the statistical test, the improvement of MVI compared to iSOUP-EBRT, 

iSOUP-EBMT is significant in terms of Micro F1. 
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22Table 5.3. Label-based measures of MVI and the benchmark algorithms 

 

20NG ENRON IMDB OHSUMED SLASHDOT TMC Avg. Rank↓ 

(a) Micro F1↑ 

MVI 0.3473 (4) 0.4822 (1) 0.3227 (2) 0.3227 (3) 0.3568 (1) 0.6080 (3) 2.33 

BR 0.4302 (3) 0.4443 (3) 0.2580 (3) 0.3770 (1) 0.1811 (2) 0.6384 (1) 2.17 

CC 0.4753 (2) 0.3990 (4) 0.1263 (6) 0.3206 (4) 0.0509 (6) 0.6346 (2) 4.00 

ML 0.0511 (10) 0.1427 (10) 0.2379 (4) 0.1374 (10) 0.1411 (4) 0.1988 (10) 8.00 

PS 0.2978 (5) 0.2547 (7) 0.2309 (5) 0.3297 (2) 0.1379 (5) 0.5731 (4) 4.67 

RT 0.4764 (1) 0.4723 (2) 0.3267 (1) 0.2251 (7) 0.1611 (3) 0.5340 (5) 3.17 

iSOUP-MT 0.1950 (7) 0.3374 (5) 0.0350 (7) 0.2325 (6) 0.0084 (7) 0.4651 (7) 6.50 

iSOUP-RT 0.1985 (6) 0.2251 (9) 0.0057 (8) 0.2399 (5) 0.0004 (8.5) 0.4732 (6) 7.08 

iSOUP-EBRT 0.1232 (8) 0.2385 (8) 0.0012 (10) 0.1724 (8) 0.0000 (10) 0.4642 (8) 8.67 

iSOUP-EBMT 0.1176 (9) 0.3270 (6) 0.0056 (9) 0.1564 (9) 0.0004 (8.5) 0.4484 (9) 8.42 

Nemenyi significance: {MVI, BR} ≻ {iSOUP-EBRT, iSOUP-EBMT}, BR ≻ ML 

(b) Macro F1↑ 

MVI 0.3474 (4) 0.1052 (1) 0.0561 (2) 0.1052 (6) 0.1640 (1) 0.3256 (4) 3.00 

BR 0.4409 (3) 0.0650 (2) 0.0859 (1) 0.2980 (1) 0.0840 (2) 0.4612 (2) 1.83 

CC 0.4661 (2) 0.0440 (5) 0.0452 (4) 0.2589 (2) 0.0468 (4) 0.4456 (3) 3.33 

ML 0.0160 (10) 0.0090 (10) 0.0245 (6) 0.0135 (10) 0.0133 (6) 0.0232 (10) 8.67 

PS 0.2033 (5) 0.0464 (4) 0.0277 (5) 0.1478 (3) 0.0397 (5) 0.1905 (5) 4.50 

RT 0.4778 (1) 0.0474 (3) 0.0561 (2) 0.0345 (9) 0.0562 (3) 0.5173 (1) 3.17 

iSOUP-MT 0.1619 (7) 0.0364 (6) 0.0113 (7) 0.1210 (5) 0.0041 (7) 0.1503 (7) 6.50 

iSOUP-RT 0.1630 (6) 0.0199 (9) 0.0023 (8) 0.1269 (4) 0.0002 (8.5) 0.1605 (6) 6.92 

iSOUP-EBRT 0.1047 (8) 0.0217 (8) 0.0004 (10) 0.0745 (7) 0.0000 (10) 0.1228 (8) 8.50 

iSOUP-EBMT 0.0999 (9) 0.0340 (7) 0.0019 (9) 0.0617 (8) 0.0002 (8.5) 0.1110 (9) 8.42 

Nemenyi significance: BR ≻ {ML, iSOUP-EBRT, iSOUP-EBMT} 

 

Results on ranking-based measures: 

For average precision, MVI, BR and RT continue to obtain the highest average ranks 

(rank value = 1.67, 2.17, and 2.33 respectively) (see Table 5.4).  Specifically, MVI 

ranks first on ENRON, SLASHDOT and TMC; BR ranks first on IMDB, RT ranks first 

on 20NG and IMDB. The Nemenyi significance test results show that our proposed 

method is significantly better than the four iSOUP methods in terms of Average 

Precision. Again, CC and PS are fairly good, but iSOUP methods do not have 

competitive performance. 
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Moving to Ranking Loss, iSOUP-EBRT, iSOUP-EBMT and MVI have the best 

average ranks. Meanwhile, CC, PS and ML get the worst average ranks. They are also 

statistically significantly outperformed by MVI and iSOUP-EBRT/EBMT. 

23Table 5.4. Ranking-based measures of MVI and the benchmark algorithms 

 

20NG ENRON IMDB OHSUMED SLASHDOT TMC Avg. Rank↓ 

(a) Avg. Precision↑ 

      MVI 0.4920 (3) 0.5656 (1) 0.4695 (2) 0.4643 (2) 0.5281 (1) 0.7669 (1) 1.67 

BR 0.5212 (2) 0.5265 (3) 0.4153 (3) 0.5170 (1) 0.3763 (2) 0.7468 (2) 2.17 

CC 0.4650 (4) 0.3709 (4) 0.1841 (10) 0.3684 (5) 0.2547 (6) 0.6423 (4) 5.50 

ML 0.1819 (8) 0.2409 (6) 0.3003 (4) 0.2700 (6) 0.2986 (4) 0.2860 (6) 5.67 

PS 0.3999 (5) 0.2934 (5) 0.2959 (5) 0.4220 (3) 0.2919 (5) 0.5953 (5) 4.67 

RT 0.5495 (1) 0.5438 (2) 0.4754 (1) 0.3809 (4) 0.3442 (3) 0.7122 (3) 2.33 

iSOUP-MT 0.1793 (9) 0.1131 (7) 0.1986 (6) 0.1846 (8) 0.1586 (7) 0.1992 (10) 7.83 

iSOUP-RT 0.1755 (10) 0.1023 (10) 0.1901 (9) 0.1806 (10) 0.1529 (10) 0.2001 (9) 9.67 

iSOUP-EBRT 0.1900 (7) 0.1024 (9) 0.1907 (8) 0.1836 (9) 0.1585 (8) 0.2121 (7) 8.00 

iSOUP-EBMT 0.1928 (6) 0.1125 (8) 0.1972 (7) 0.1848 (7) 0.1565 (9) 0.2016 (8) 7.50 

Nemenyi significance: MVI ≻ {iSOUP-MT/RT/EBRT/EBMT}; BR ≻ {iSOUP-RT/EBRT}; RT≻ iSOUP-RT 

(b) Ranking Loss↓ 

      
MVI 0.2254 (1) 0.1694 (6) 0.1777 (5) 0.2083 (2) 0.1779 (1) 0.0660 (1) 2.67 

BR 0.2471 (4) 0.1922 (7) 0.2185 (7) 0.2135 (4) 0.2346 (6) 0.1040 (3) 5.17 

CC 0.3143 (8) 0.3803 (8) 0.4934 (10) 0.3652 (9) 0.4048 (10) 0.2254 (8) 8.83 

ML 0.4957 (10) 0.5095 (10) 0.4514 (8) 0.4376 (10) 0.3705 (8) 0.5848 (10) 9.33 

PS 0.3554 (9) 0.4594 (9) 0.4532 (9) 0.3350 (8) 0.3757 (9) 0.2826 (9) 8.83 

RT 0.2783 (7) 0.1196 (4) 0.1719 (3) 0.2566 (7) 0.2655 (7) 0.1118 (4) 5.33 

iSOUP-MT 0.2672 (5) 0.1208 (5) 0.1878 (6) 0.2254 (6) 0.2202 (3) 0.1220 (7) 5.33 

iSOUP-RT 0.2768 (6) 0.1181 (2) 0.1737 (4) 0.2163 (5) 0.2216 (5) 0.1158 (6) 4.67 

iSOUP-EBRT 0.2272 (3) 0.1183 (3) 0.1708 (2) 0.2024 (1) 0.2206 (4) 0.1012 (2) 2.50 

iSOUP-EBMT 0.2271 (2) 0.1165 (1) 0.1705 (1) 0.2110 (3) 0.2185 (2) 0.1132 (5) 2.33 

Nemenyi significance: {MVI, iSOUP-EBRT/EBMT ≻ {CC, ML, PS} 

 

It can be seen that the result for Ranking Loss seems inconsistent with that for the other 

5 measures. This would not be too surprising in multi-label learning due to the diverse 

nature of different performance measures [86]. In fact, multi-label learning algorithms 

usually perform differently on different measures. Regarding Ranking Loss, Gao et 

Zhou, in their study about the Bayes consistency of surrogate losses for multi-label 

learning [113], proved that none of the convex surrogate loss is consistent with 
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Ranking Loss. Regardless of this, our proposed method performs well on all six 

measures (always in the top three ranking) and three times it gets the best ranking. This 

again demonstrates the power of variational inference (VI) in exploiting the underlying 

structure of data, which is boosted further by the random projection based ensemble. It 

is especially clear in the comparison with RT, which is the closest transformation 

method to MVI, where a multi-class classifier is transformed into multi-label classifiers 

using ranking and threshold. RT (using the state-of-the-art Hoeffding trees as base 

learners) performs worse than MVI (on all six measures) and is less stable (i.e. large 

downgrade in Ranking Loss). 

 

D. Time complexity 

The time cost of all mentioned algorithms is depicted in Figure 5.5 (average over all 

datasets), and is listed in Table 5A.4 of the Appendix (full detail). MVI has moderate 

average time cost (181.61 seconds), which is much smaller than that of BR, CC, 

iSOUP-EBRT/EBMT. In particular, the proposed method is quicker than the two 

competitive methods BR and RT. Although MVI is slower than ML, PS, iSOUP-

MT/RT, compared to these methods MVI’s classification performance is much better.  

Furthermore, in the MVI framework, the base classifiers can give prediction and learn 

their model independently, and for each of them, the sub-models for different labels are 

again trained independently. MVI is ready for parallelization, which can help reduce 

the running time further.  
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16Figure 5.5. Average runtime↓ of MVI and the benchmark algorithms 

    

In summary, MVI achieves very competitive performance compared with well-known 

and recent methods on both prediction and efficiency. One reason for this is the 

superior performance of VIG, the base classifier of MVI, over Hoeffding Tree, the base 

classifier of BR, CC, PS and RT, over a wide range of datasets [44, 49, 84] (see 

Chapter 2). The especially poor performance of the two ensemble methods iSOUP-

EBRT and iSOUP-EBMT on all measures except Ranking Loss can be attributed to 

their twofold threshold-dependence procedure. These methods need to use threshold 

twice: once in converting multi-target prediction to multi-label prediction and once in 

updating the multi-target regressor. On the contrary, our Cardinality-fitting threshold is 

simple and effective, which helps maintain the efficiency of the VI framework. 

 

E. Evaluations for imbalanced learning 

From Table 5.3 for the label-based measures of MVI and the benchmark algorithms, we 

can see that although both Micro F1 and Macro F1 are the average F measure of all 

labels, their values are significantly different on all the real-world datasets, except for 
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20NG which has MeanIR = 1.007. The 5 other datasets have label imbalance with 

MeanIR ranging from 7.869 (OHSUMED) to 73.953 (ENRON). When the dataset is 

imbalanced, Micro F1 is often much higher than Macro F1, as misclassifying minority 

classes does not have a great impact in the global performance measure like Micro F1, 

but can truly hurt Macro F1 which gives even weight for all labels.  

The result of applying the proposed dynamic intermediate sampling (DIS) on MVI 

(DIS-MVI) is shown in Figure 5.6 for Macro F1 and Figure 5.7 for Micro F1, 

respectively. It is observed that DIS boosts Macro F1 values on all datasets, especially 

for TMC (Macro F1 increases from 0.3256 to 0.5094). At the same time, DIS also 

improves Micro F1 on all datasets except IMDB (Micro F1 slightly decrease from 

0.3327 to 0.3083). Generally, the proposed imbalance technique helps to recognize 

instances from rare classes better but still maintains the classification performance of 

other classes. This is impressive as DIS operates in an online manner, where we do not 

know in advance the nature of the dataset. 

 

17Figure 5.6. Macro F1↑ measures of MVI with and without DIS 
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18Figure 5.7. Micro F1↑ measures of MVI with and without DIS 

 

The time cost in seconds for applying DIS to MVI is reported in Table 5.5. Although 

DIS-MVI takes more time to run, the time is still within the practical limit. 

24Table 5.5. Runtime↓ (in seconds) of MVI with and without DIS 

 

20NG ENRON IMDB OHSUMED SLASHDOT TMC 

MVI 82.61 24.52 764.86 72.46 16.56 128.64 

DIS-MVI 179.22 45.48 943.89 161.38 37.63 237.23 

 

 

 Evaluations for evolving data stream learning 5.6.2.

In dynamically changing environments, the learning model should be adaptive. 

Therefore, in the parameter setting for MVId/w/α, we reduce the building step to |𝐵𝑖𝑛𝑖𝑡| 
= 200. For now, we analyse the effect of different values of decay factor 𝛼 on the 

performance of MVIα.  

 

A. Turning the decay factor 𝜶 

The average ranks of MVIα with different values of 𝛼: 0.1, 0.5, 0.9 are depicted in 

Figure 5.8, meanwhile the full performance result can be seen in Table 5A.5 of the 
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information too quickly and decreases the general global performances of the 

algorithm. The improvement of Macro F1 for small values of 𝛼 is likely due to the 

quick forgetting mechanism that reduces the label imbalance effect on the algorithm. 

𝛼 = 0.5 and 𝛼 = 0.9 achieve the same average rank for 4 measures, including Sample-

based F1/Accuracy, Micro F1 and Average Precision. The average rank of Macro F1 

for 𝛼 = 0.5 is better than that for 𝛼 = 0.9; meanwhile the opposite happens with 

Ranking Loss. If the grace period |𝐵| is small (say ≪ 200), following [46], the 

recommended value of 𝛼 should be 𝛼 = 0.9 to avoid too quickly forgetting the past. In 

the default setting of MVIα, we set 𝛼 = 0.9. 

It is worth mentioning that setting decay factor 𝛼 = 0.5 in (5.8): 𝛽0(𝑙,𝑘) =  𝛼 ( 𝛽0(𝑙,𝑘) +
|𝐵(𝑙,𝑘)|) is almost equivalent to setting  𝛽0(𝑙,𝑘): = |𝐵| in (5.11) as |𝐵(𝑙,𝑘)| = |𝐵|. That 

means the “decay-factor-free” decay method MVIw can achieve very competitive 

performance compared to MVIα given the default grace period |𝐵| = 200. This unique 

“decay” method (MVIw) is a consequence of the flexibility of the VI framework where 

we learn from both the past and the present without storing any examples. At the same 

time, there is always a natural border between the past and the present so we can 

change our emphasis depending on the problems being solved. 

 

19Figure 5.8. Average ranks↓ of MVIα with different values of α 

2
.1

7
 

2
.1

7
 

2
.1

7
 

1
.2

5
 

2
.1

7
 

2
.1

7
 

1
.9

2
 

1
.9

2
 

1
.9

2
 

2
.1

3
 

1
.9

2
 

2
.0

0
 

1
.9

2
 

1
.9

2
 

1
.9

2
 2

.6
3

 

1
.9

2
 

1
.8

3
 

0.00

0.50

1.00

1.50

2.00

2.50

3.00

Ex. F1 Ex. Accuracy Micro F1 Macro F1 Avg. Precision Ranking loss

α=0.1 α=0.5 α=0.9 



Results and discussions 

 

142 

 

B. Performance measures 

We compare the performance of MVId/w/α (default 𝛼 = 0.9) and five adaptive 

benchmark methods aBR, aCC, aML, aPS and aRT on 12 datasets: six real-world 

datasets in their natural order and six synthetic data streams with added concept drifts 

listed in Table 5.1.  

Figure 5.9 gives an overview of the performance of all mentioned adaptive methods. 

While aML has the worst average rank for all six performance metrics, our three 

proposed adaptive algorithms are always in the top four. 

 

20Figure 5.9. Average ranks↓ of MVId/w/α and the adaptive benchmark methods 
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stand at the second and third position respectively, followed by BR. In particular, 

MVIw achieves the best Macro F1 rank.  

Based on the statistical test, MVId/w/α is significantly better (≻) than aML on all 

measures, MVId/w ≻ aCC on Average Precision and Ranking Loss, while MVIα≻ aCC 

only on Ranking Loss. MVId ≻ aRT for Sample-based Accuracy. MVId/w/α≻ aPS for 

Ranking Loss, but only MVId ≻ aPS for Average Precision.  

Similar to the stationary setting, overall the proposed methods obtain better 

performance than the benchmark algorithms on six real-world datasets, especially 

ENRON, IMDB and SLASHDOT, in the dynamic environment setting. Here we focus 

on the six synthetic datasets as they clearly contain concept drifts. It can be seen that 

the results for each dataset with abrupt concept drift are not much different from that of 

its counterpart with gradual concept drift. That is because all six synthetic datasets are 

quite big, and the final results are averaged on the whole dataset. If datasets are 

medium and small, the difference will be clearer.  

Regarding the sample-based measures, for both F1 and Accuracy, the best results are 

obtained by MVId/w/α on IMBD-break/drift, aCC on SynRBF-break/drift, aPS on 

SynRTG-break/drift. However, the variation in rankings of MVId/w/α for all six 

synthetic datasets is narrower compared to that of aCC (from 1 to 8) and aPS (from 1 to 

7).  

The same trend happens to label-based Micro F1, but for Macro F1, aPS lost its first 

position to MVId on SynRTG-break and SynRTG-drift. It is worth noticing that 

SynRTG-break/drift are generated based on a decision tree generator, which can benefit 

the benchmark algorithms because in the experiment, the Hoeffding trees are used as 

the base classifiers for all benchmark methods where applicable.  
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Regarding the ranking-based measures, aRT moves upstream impressively with 4 (out 

of 6) best results for both Average Precision and Ranking Loss, following by aBR with 

2 best results. Our proposed methods have average performance.  

25Table 5.6. Sample-based measures of MVId/w/α and the adaptive benchmark 
algorithms 

 

MVId MVIw MVIα aBR aCC aML aPS aRT 

(a) Ex. F1↑ 

20NG 0.3706 (2) 0.3639 (3) 0.3636 (4) 0.2413 (7) 0.3495 (5) 0.0513 (8) 0.2988 (6) 0.4787 (1) 

ENRON 0.4768 (1) 0.4741 (2) 0.4734 (3) 0.4437 (4) 0.3933 (7) 0.1994 (8) 0.4026 (6) 0.4312 (5) 

IMDB 0.3322 (1) 0.3214 (3) 0.3217 (2) 0.1531 (7) 0.0915 (8) 0.2480 (6) 0.2485 (5) 0.2568 (4) 

OHSUMED 0.3076 (3) 0.2985 (5) 0.2999 (4) 0.3225 (2) 0.2448 (6) 0.1432 (8) 0.3316 (1) 0.2050 (7) 

SLASHDOT 0.3624 (1) 0.3577 (2) 0.3575 (3) 0.1484 (6) 0.0278 (8) 0.1481 (7) 0.1577 (4) 0.1569 (5) 

TMC 0.6075 (3) 0.6034 (5) 0.6039 (4) 0.6107 (2) 0.6145 (1) 0.2164 (8) 0.5471 (6) 0.5268 (7) 

IMDB-break 0.2331 (1) 0.2310 (2) 0.2308 (3) 0.1078 (7) 0.0464 (8) 0.1323 (5) 0.1754 (4) 0.1303 (6) 

IMDB-drift 0.2323 (1) 0.2305 (2) 0.2303 (3) 0.1553 (6) 0.0577 (8) 0.1325 (7) 0.1741 (4) 0.1711 (5) 

SynRBF-break 0.4885 (3) 0.4916 (2) 0.4577 (5) 0.4488 (6) 0.5287 (1) 0.0974 (8) 0.3730 (7) 0.4878 (4) 

SynRBF-drift 0.4843 (4) 0.4892 (2) 0.4571 (6) 0.4856 (3) 0.5324 (1) 0.1166 (8) 0.3409 (7) 0.4719 (5) 

SynRTG-break 0.4808 (4) 0.4851 (3) 0.4862 (2) 0.4298 (6) 0.4765 (5) 0.3469 (7) 0.5021 (1) 0.2861 (8) 

SynRTG-drift 0.4796 (4) 0.4840 (3) 0.4852 (2) 0.4353 (7) 0.4763 (5) 0.4490 (6) 0.5000 (1) 0.2832 (8) 

Avg. Rank↓ 2.33 2.83 3.42 5.25 5.25 7.17 4.33 5.42 

Nemenyi significance: MVId/w/α ≻ aML 

(b) Ex. Accuracy↑ 

20NG 0.3683 (2) 0.3617 (3) 0.3614 (4) 0.2150 (7) 0.3370 (5) 0.0512 (8) 0.2965 (6) 0.4737 (1) 

ENRON 0.3557 (1) 0.3526 (2) 0.3520 (3) 0.3346 (4) 0.2979 (7) 0.1660 (8) 0.3161 (6) 0.3163 (5) 

IMDB 0.2454 (1) 0.2372 (3) 0.2375 (2) 0.1153 (7) 0.0705 (8) 0.2079 (5) 0.2085 (4) 0.1874 (6) 

OHSUMED 0.2354 (3) 0.2281 (5) 0.2293 (4) 0.2579 (2) 0.2130 (6) 0.1270 (8) 0.2902 (1) 0.1574 (7) 

SLASHDOT 0.3501 (1) 0.3456 (2) 0.3453 (3) 0.1301 (7) 0.0263 (8) 0.1456 (5) 0.1541 (4) 0.1411 (6) 

TMC 0.4919 (3) 0.4884 (5) 0.4890 (4) 0.5034 (2) 0.5185 (1) 0.1784 (8) 0.4611 (6) 0.4155 (7) 

IMDB-break 0.1649 (1) 0.1629 (2) 0.1628 (3) 0.0766 (7) 0.0356 (8) 0.1097 (5) 0.1396 (4) 0.0905 (6) 

IMDB-drift 0.1643 (1) 0.1626 (2) 0.1625 (3) 0.1085 (7) 0.0484 (8) 0.1099 (6) 0.1385 (4) 0.1198 (5) 

SynRBF-break 0.4130 (3) 0.4160 (2) 0.3836 (6) 0.4044 (4) 0.4760 (1) 0.0703 (8) 0.3224 (7) 0.3837 (5) 

SynRBF-drift 0.4097 (4) 0.4141 (3) 0.3831 (5) 0.4290 (2) 0.4799 (1) 0.0825 (8) 0.2933 (7) 0.3701 (6) 

SynRTG-break 0.3736 (5) 0.3796 (4) 0.3815 (3) 0.3328 (6) 0.3870 (2) 0.2868 (7) 0.4169 (1) 0.2279 (8) 

SynRTG-drift 0.3715 (5) 0.3775 (4) 0.3795 (3) 0.3368 (7) 0.3866 (2) 0.3577 (6) 0.4137 (1) 0.2255 (8) 

Avg. Rank↓ 2.50 3.08 3.58 5.17 4.75 6.83 4.25 5.83 

Nemenyi significance: MVId/w/α ≻ aML, MVId ≻ aRT 

 

26Table 5.7. Label-based measures of MVId/w/α and the adaptive benchmark 
algorithms 

 

MVId MVIw MVIα aBR aCC aML aPS aRT 

(a) Micro F1↑ 
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20NG 0.3699 (3) 0.3632 (4) 0.3628 (5) 0.3319 (6) 0.4789 (1) 0.0512 (8) 0.2993 (7) 0.4764 (2) 

ENRON 0.4774 (1) 0.4752 (2) 0.4745 (3) 0.4256 (5) 0.3990 (6) 0.1409 (8) 0.3827 (7) 0.4653 (4) 

IMDB 0.3353 (1) 0.3244 (3) 0.3247 (2) 0.2059 (7) 0.1278 (8) 0.2378 (5) 0.2375 (6) 0.2974 (4) 

OHSUMED 0.3185 (4) 0.3078 (6) 0.3089 (5) 0.3770 (1) 0.3233 (3) 0.1374 (8) 0.3297 (2) 0.2317 (7) 

SLASHDOT 0.3558 (1) 0.3514 (2) 0.3512 (3) 0.1658 (4) 0.0509 (8) 0.1413 (7) 0.1516 (6) 0.1583 (5) 

TMC 0.6123 (3) 0.6097 (5) 0.6101 (4) 0.6228 (2) 0.6347 (1) 0.1995 (8) 0.5531 (6) 0.5278 (7) 

IMDB-break 0.2174 (1) 0.2172 (2) 0.2168 (3) 0.1450 (6) 0.0631 (8) 0.1182 (7) 0.1502 (5) 0.1703 (4) 

IMDB-drift 0.2169 (1.5) 0.2169 (1.5) 0.2165 (3) 0.1916 (5) 0.0616 (8) 0.1181 (7) 0.1499 (6) 0.2027 (4) 

SynRBF-break 0.4823 (4) 0.4866 (3) 0.4506 (5) 0.5708 (2) 0.6266 (1) 0.1212 (8) 0.3917 (7) 0.4484 (6) 

SynRBF-drift 0.4777 (4) 0.4841 (3) 0.4501 (5) 0.5850 (2) 0.6297 (1) 0.1333 (8) 0.3598 (7) 0.4415 (6) 

SynRTG-break 0.5047 (4) 0.5093 (3) 0.5106 (2) 0.4843 (6) 0.4963 (5) 0.4099 (7) 0.5228 (1) 0.3862 (8) 

SynRTG-drift 0.5031 (4) 0.5078 (3) 0.5092 (2) 0.4887 (6) 0.4960 (5) 0.4641 (7) 0.5204 (1) 0.3871 (8) 

Avg. Rank↓ 2.63 3.13 3.50 4.33 4.58 7.33 5.08 5.42 

Nemenyi significance: MVId/w/α ≻ aML 

(b) Macro F1↑ 

20NG 0.3704 (3) 0.3626 (4) 0.3624 (5) 0.3463 (6) 0.4697 (2) 0.0161 (8) 0.2851 (7) 0.4778 (1) 

ENRON 0.1101 (3) 0.1111 (2) 0.1112 (1) 0.0601 (4) 0.0440 (7) 0.0090 (8) 0.0519 (5) 0.0488 (6) 

IMDB 0.1030 (3) 0.1087 (1) 0.1084 (2) 0.0507 (4) 0.0452 (6) 0.0245 (8) 0.0273 (7) 0.0456 (5) 

OHSUMED 0.1247 (6) 0.1392 (5) 0.1398 (4) 0.2980 (1) 0.2609 (2) 0.0135 (8) 0.1478 (3) 0.0377 (7) 

SLASHDOT 0.1665 (3) 0.1778 (1) 0.1777 (2) 0.0482 (6) 0.0468 (7) 0.0134 (8) 0.0487 (5) 0.0556 (4) 

TMC 0.4089 (5) 0.4114 (3.5) 0.4114 (3.5) 0.3584 (6) 0.4466 (2) 0.0234 (8) 0.1980 (7) 0.4992 (1) 

IMDB-break 0.1207 (1) 0.1189 (2) 0.1158 (3) 0.0689 (4) 0.0332 (7) 0.0184 (8) 0.0466 (6) 0.0662 (5) 

IMDB-drift 0.1210 (1) 0.1187 (2) 0.1157 (3) 0.0855 (4) 0.0299 (7) 0.0183 (8) 0.0506 (6) 0.0764 (5) 

SynRBF-break 0.5003 (4) 0.5022 (3) 0.4639 (5) 0.5739 (2) 0.6109 (1) 0.0664 (8) 0.3452 (7) 0.4514 (6) 

SynRBF-drift 0.4948 (4) 0.4995 (3) 0.4633 (5) 0.5932 (2) 0.6153 (1) 0.0684 (8) 0.3213 (7) 0.4482 (6) 

SynRTG-break 0.3517 (1) 0.3478 (2) 0.3454 (4) 0.3446 (5) 0.3394 (6) 0.2792 (7) 0.3464 (3) 0.2746 (8) 

SynRTG-drift 0.3503 (1) 0.3465 (3) 0.3440 (5) 0.3482 (2) 0.3376 (6) 0.2982 (7) 0.3441 (4) 0.2771 (8) 

Avg. Rank↓ 2.92 2.63 3.54 3.83 4.50 7.83 5.58 5.17 

Nemenyi significance: {MVId/w/α , aBR, aCC} ≻ aML 

 

27Table 5.8. Ranking-based measures of MVId/w/α and the adaptive benchmark 
algorithms 

 

MVId MVIw MVIα aBR aCC aML aPS aRT 

(a) Avg. Precision↑ 

20NG 0.5233 (2) 0.5182 (3) 0.5179 (4) 0.4366 (6) 0.4667 (5) 0.1823 (8) 0.3986 (7) 0.5495 (1) 

ENRON 0.5630 (1) 0.5584 (2) 0.5575 (3) 0.5002 (5) 0.3709 (7) 0.2390 (8) 0.3794 (6) 0.5403 (4) 

IMDB 0.4807 (1) 0.4668 (4) 0.4673 (3) 0.4548 (5) 0.1840 (8) 0.3002 (7) 0.3008 (6) 0.4724 (2) 

OHSUMED 0.4558 (2) 0.4469 (4) 0.4477 (3) 0.5170 (1) 0.3699(7) 0.2700 (8) 0.4220 (5) 0.3811 (6) 

SLASHDOT 0.5290 (1) 0.5272 (2.5) 0.5272 (2.5) 0.3663 (4) 0.2547 (8) 0.2991 (7) 0.3050 (6) 0.3475 (5) 

TMC 0.7756 (1) 0.7698 (2) 0.7695 (3) 0.7228 (4) 0.6424 (6) 0.2866 (8) 0.5751 (7) 0.7147 (5) 

IMDB-break 0.3597 (3) 0.3556 (4.5) 0.3556 (4.5) 0.3611 (2) 0.1825 (8) 0.2348 (7) 0.2470 (6) 0.3766 (1) 

IMDB-drift 0.3587 (3) 0.3551 (4.5) 0.3551 (4.5) 0.3637 (2) 0.1904 (8) 0.2346 (7) 0.2464 (6) 0.3757 (1) 

SynRBF-break 0.5922 (3) 0.5956 (2) 0.5638 (6) 0.5985 (1) 0.5914 (4) 0.2299 (8) 0.4360 (7) 0.5884 (5) 

SynRBF-drift 0.5879 (4) 0.5942 (2) 0.5634 (6) 0.6212 (1) 0.5937 (3) 0.2283 (8) 0.4096 (7) 0.5745 (5) 

SynRTG-break 0.6352 (5) 0.6404 (4) 0.6416 (2) 0.6412 (3) 0.6054 (7) 0.5768 (8) 0.6192 (6) 0.6439 (1) 
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SynRTG-drift 0.6329 (5) 0.6384 (4) 0.6395 (3) 0.6398 (2) 0.6053 (7) 0.5837 (8) 0.6178 (6) 0.6417 (1) 

Avg. Rank↓ 2.58 3.21 3.71 3.00 6.50 7.67 6.25 3.08 

Nemenyi significance: {MVId/w/α, aBR, aRT} ≻ aML; {MVId/w, aBR, aRT} ≻ aCC; 

 {MVId,aBR,aRT}≻ aPS 

(b) Ranking Loss↓ 

20NG 0.1922 (3) 0.1918 (1) 0.1919 (2) 0.2862 (5) 0.3139 (6) 0.4954 (8) 0.3611 (7) 0.2783 (4) 

ENRON 0.1688 (2) 0.1708 (3) 0.1709 (4) 0.2237 (5) 0.3803 (7) 0.5109 (8) 0.3562 (6) 0.1228 (1) 

IMDB 0.1730 (1) 0.1864 (4) 0.1860 (3) 0.1902 (5) 0.4930 (8) 0.4514 (6) 0.4519 (7) 0.1742 (2) 

OHSUMED 0.2175 (2) 0.2275 (3.5) 0.2275 (3.5) 0.2135 (1) 0.3647 (7) 0.4376 (8) 0.3350 (6) 0.2572 (5) 

SLASHDOT 0.1773 (1) 0.1784 (3) 0.1783 (2) 0.2434 (4) 0.4048 (8) 0.3704 (7) 0.3670 (6) 0.2662 (5) 

TMC 0.0634 (1) 0.0650 (2.5) 0.0650 (2.5) 0.1221 (5) 0.2254 (6) 0.5847 (8) 0.3027 (7) 0.1106 (4) 

IMDB-break 0.2871 (2) 0.2925 (5) 0.2920 (4) 0.2892 (3) 0.5084 (8) 0.4895 (7) 0.4829 (6) 0.2677 (1) 

IMDB-drift 0.2882 (2) 0.2934 (5) 0.2926 (4) 0.2895 (3) 0.5091 (8) 0.4895 (7) 0.4823 (6) 0.2685 (1) 

SynRBF-break 0.2207 (3) 0.2202 (2) 0.2374 (4) 0.2126 (1) 0.2721 (5) 0.5052 (8) 0.3751 (7) 0.2754 (6) 

SynRBF-drift 0.2244 (3) 0.2217 (2) 0.2378 (4) 0.2007 (1) 0.2699 (5) 0.5018 (8) 0.3909 (7) 0.2821 (6) 

SynRTG-break 0.3237 (5) 0.3196 (4) 0.3189 (3) 0.3176 (2) 0.3882 (7) 0.4191 (8) 0.3683 (6) 0.3167 (1) 

SynRTG-drift 0.3254 (5) 0.3210 (4) 0.3203 (3) 0.3186 (2) 0.3883 (7) 0.4157 (8) 0.3704 (6) 0.3182 (1) 

Avg. Rank↓ 2.50 3.25 3.25 3.08 6.83 7.58 6.42 3.08 

Nemenyi significance: {MVId/w/α, aBR, aRT} ≻ {aML, aCC, aPS} 

 

 

C. Time complexity 

The full running time of MVId/w/α and the adaptive benchmark algorithms are detailed 

in Table 5A.6 of the Appendix. Based on average run time (Figure 5.10), the three 

proposed methods are slower than aML, aPS, aRT, but faster than aBR and aCC. 

 

21Figure 5.10. Average runtime↓ in seconds of MVId/w/α and the adaptive benchmark 
algorithms 
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Although MVId runs slightly slower than MVIα, it performs better than MVIα on all 

measures (see Table 5.6-8). Between MVIw and MVIα, the time cost is almost the 

same but MVIw also performs slightly better compared to MVIα. In particular, MVId 

and MVIw apply common techniques for dealing with concept drift in elegant ways. 

While the former maximizes the benefit of a static environment as long as it does not 

detect any change, the latter naturally adapts to any kind of changing environments.  

Overall, although our proposed adaptive methods handle changing concepts in a simple 

way, they perform well in learning dynamic streams. This demonstrates the flexibility 

of the VI framework in multi-label online classification.  

 

5.7. Conclusions and future studies 

We have presented an online multi-label classification framework based on variational 

inference and a random projection approach. While achieving better performance over 

well-known and recent benchmark algorithms, MVI has a moderate time cost which 

can be reduced significantly by parallelization. Its adaptive versions MVId/w/α also 

perform better than all adaptive benchmark multi-label learners using ADWIN. 

Compared with MVI, MVId/w/α just take a little bit more computation by applying 

simplified built-in ADWIN or naturally reducing the weight of old information 

with/without using decay factor, respectively. This is another confirmation for the 

flexibility of the VI framework. A new thresholding method has also been proposed 

and was empirically demonstrated to be simple but efficient. Furthermore, our dynamic 

intermediate sampling technique DIS has been shown to improve the label-based F 

measures of Bayesian MLC methods. Regarding further studies, since two VIGO 

variants (Minibatch-VIGO and lossless OVIG) have been demonstrated to effectively 

handle noisy data [44, 50], our future work would be to develop the potential of MVI to 
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deal with noise in the class labels – one of the key problems of multi-label learning. 

Finally, based on the flexible second-order generative framework of MVI which gives 

not just a point estimate but a distribution of solutions, other advanced tasks of multi-

label learning will also be explored. 

 

Appendix 

28Table 5A.1. Tuning 𝐾: Prediction performance results 

 

K=10 K=50 K=100 K=200 K=10 K=50 K=100 K=200 

 

(a) Ex. F1↑ (b) Ex. Accuracy↑ 

  20NG 0.2819 (4) 0.3472 (3) 0.3570 (2) 0.3641 (1) 0.2797 (4) 0.3446 (3) 0.3544 (2) 0.3615 (1) 

ENRON 0.4704 (4) 0.4812 (2) 0.4807 (3) 0.4837 (1) 0.3516 (4) 0.3601 (2.5) 0.3601 (2.5) 0.3626 (1) 

IMDB 0.3179 (4) 0.3199 (2) 0.3198 (3) 0.3201 (1) 0.2311 (4) 0.2327 (2.5) 0.2327 (2.5) 0.2329 (1) 

OHSUMED 0.2985 (4) 0.3107 (2) 0.3096 (3) 0.3115 (1) 0.2284 (4) 0.2381 (2) 0.2370 (3) 0.2389 (1) 

SLASHDOT 0.3310 (4) 0.3636 (3) 0.3730 (2) 0.3753 (1) 0.3205 (4) 0.3514 (3) 0.3609 (2) 0.3632 (1) 

TMC 0.5907 (4) 0.5990 (3) 0.5995 (2) 0.6013 (1) 0.4750 (4) 0.4827 (3) 0.4831 (2) 0.4851 (1) 

Avg. Rank↓ 4.00 2.50 2.50 1.00 4.00 2.67 2.33 1.00 

 

(c) Micro F1↑ (d) Macro F1↑ 

  20NG 0.2824 (4) 0.3473 (3) 0.3572 (2) 0.3642 (1) 0.2744 (4) 0.3474 (3) 0.3589 (2) 0.3674 (1) 

ENRON 0.4708 (4) 0.4822 (2) 0.4815 (3) 0.4850 (1) 0.1024 (4) 0.1052 (2) 0.1043 (3) 0.1113 (1) 

IMDB 0.3206 (4) 0.3227 (2) 0.3226 (3) 0.3228 (1) 0.0578 (1) 0.0561 (2) 0.0559 (3) 0.0554 (4) 

OHSUMED 0.3108 (4) 0.3227 (2) 0.3217 (3) 0.3233 (1) 0.1056 (1) 0.1052 (2) 0.1036 (4) 0.1039 (3) 

SLASHDOT 0.3236 (4) 0.3568 (3) 0.3650 (2) 0.3674 (1) 0.1470 (4) 0.1640 (3) 0.1663 (2) 0.1665 (1) 

TMC 0.5997 (4) 0.6080 (3) 0.6087 (2) 0.6103 (1) 0.3318 (1) 0.3256 (3) 0.3253 (4) 0.3266 (2) 

Avg. Rank↓ 4.00 2.50 2.50 1.00 2.50 2.50 3.00 2.00 

 

(e) Avg. Precision↑ 

  

(f) Ranking Loss↓ 

  20NG 0.4360 (4) 0.4920 (3) 0.5000 (2) 0.5056 (1) 0.2553 (4) 0.2254 (3) 0.2209 (2) 0.2178 (1) 

ENRON 0.5500 (4) 0.5656 (3) 0.5694 (2) 0.5716 (1) 0.1818 (4) 0.1694 (3) 0.1647 (2) 0.1632 (1) 

IMDB 0.4674 (4) 0.4695 (3) 0.4700 (2) 0.4703 (1) 0.1797 (4) 0.1777 (3) 0.1773 (2) 0.1771 (1) 

OHSUMED 0.4477 (4) 0.4643 (3) 0.4663 (2) 0.4673 (1) 0.2230 (4) 0.2083 (3) 0.2062 (2) 0.2049 (1) 

SLASHDOT 0.4999 (4) 0.5281 (3) 0.5357 (2) 0.5379 (1) 0.1954 (4) 0.1779 (3) 0.1738 (2) 0.1719 (1) 

TMC 0.7553 (4) 0.7669 (3) 0.7682 (2) 0.7688 (1) 0.0729 (4) 0.0660 (3) 0.0651 (2) 0.0646 (1) 

Avg. Rank↓ 4.00 3.00 2.00 1.00 4.00 3.00 2.00 1.00 

 

29Table 5A.2. Tuning |𝐵𝑖𝑛𝑖𝑡|: Prediction performance results 

 

Binit=30 Binit=200 Binit=1000 Binit=30 Binit=200 Binit=1000 

 

(a) Ex. F1↑ 

  

(b) Ex. Accuracy↑ 

 
20NG 0.2971 (3) 0.3250 (2) 0.3472 (1) 0.2948 (3) 0.3226 (2) 0.3446 (1) 

ENRON 0.4821 (1) 0.4763 (3) 0.4812 (2) 0.3585 (2) 0.3543 (3) 0.3601 (1) 

IMDB 0.3179 (3) 0.3198 (2) 0.3199 (1) 0.2312 (3) 0.2327 (1) 0.2327 (1) 
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OHSUMED 0.3090 (3) 0.3095 (2) 0.3107 (1) 0.2351 (3) 0.2374 (2) 0.2381 (1) 

SLASHDOT 0.3420 (3) 0.3603 (2) 0.3636 (1) 0.3317 (3) 0.3480 (2) 0.3514 (1) 

TMC 0.5940 (3) 0.5985 (2) 0.5990 (1) 0.4773 (3) 0.4822 (2) 0.4827 (1) 

Avg. Rank↓ 2.67 2.17 1.17 2.83 2.00 1.00 

 

(c) Micro F1↑ 

  

(d) Macro F1↑ 

  
20NG 0.2975 (3) 0.3252 (2) 0.3473 (1) 0.2954 (3) 0.3244 (2) 0.3474 (1) 

ENRON 0.4841 (1) 0.4768 (3) 0.4822 (2) 0.1046 (3) 0.1059 (1) 0.1052 (2) 

IMDB 0.3202 (3) 0.3226 (2) 0.3227 (1) 0.0554 (2.5) 0.0554 (2.5) 0.0561 (1) 

OHSUMED 0.3205 (3) 0.3214 (2) 0.3227 (1) 0.1036 (3) 0.1040 (2) 0.1052 (1) 

SLASHDOT 0.3333 (3) 0.3539 (2) 0.3568 (1) 0.1420 (3) 0.1640 (1.5) 0.1640 (1.5) 

TMC 0.6002 (3) 0.6069 (2) 0.6080 (1) 0.3064 (3) 0.3242 (2) 0.3256 (1) 

Avg. Rank↓ 2.67 2.17 1.17 2.92 1.83 1.25 

 

(e) Avg. Precision↑ 

 

(f) Ranking Loss↓ 

 
20NG 0.4480 (3) 0.4728 (2) 0.4920 (1) 0.2514 (3) 0.2362 (2) 0.2254 (1) 

ENRON 0.5587 (3) 0.5590 (2) 0.5656 (1) 0.1746 (3) 0.1694 (1) 0.1694 (1) 

IMDB 0.4679 (3) 0.4693 (2) 0.4695 (1) 0.1800 (3) 0.1781 (2) 0.1777 (1) 

OHSUMED 0.4568 (3) 0.4627 (2) 0.4643 (1) 0.2161 (3) 0.2097 (2) 0.2083 (1) 

SLASHDOT 0.5059 (3) 0.5273 (2) 0.5281 (1) 0.1907 (3) 0.1774 (1) 0.1779 (2) 

TMC 0.7626 (3) 0.7671 (1) 0.7669 (2) 0.0684 (3) 0.0662 (2) 0.0660 (1) 

Avg. Rank↓ 3.00 1.83 1.17 3.00 1.67 1.17 

 

30Table 5A.3. Comparing thresholding methods 

 
Cardinality-Fitting Array-Sorting Cardinality-Fitting Array-Sorting 

 
(a) Ex. F1↑ 

 
(b) Ex. Accuracy↑ 

 

20NG 0.3472 (1) 0.2635 (2) 0.3446 (1) 0.2404 (2) 

ENRON 0.4812 (1) 0.4790 (2) 0.3601 (2) 0.3625 (1) 

IMDB 0.3199 (1) 0.3132 (2) 0.2327 (2) 0.2342 (1) 

OHSUMED 0.3107 (1) 0.2835 (2) 0.2381 (1) 0.2175 (2) 

SLASHDOT 0.3636 (1) 0.3552 (2) 0.3514 (1) 0.3218 (2) 

TMC 0.5990 (2) 0.6153 (1) 0.4827 (2) 0.5048 (1) 

Avg. Rank↓ 1.17 1.83 1.50 1.50 

 
(c) Micro F1↑ 

 
(d) Macro F1↑ 

 

20NG 0.3473 (1) 0.3139 (2) 0.3474 (1) 0.3056 (2) 

ENRON 0.4822 (1) 0.4773 (2) 0.1052 (1) 0.1048 (2) 

IMDB 0.3227 (2) 0.3240 (1) 0.0561 (1) 0.0551 (2) 

OHSUMED 0.3227 (1) 0.3196 (2) 0.1052 (1) 0.0914 (2) 

SLASHDOT 0.3568 (2) 0.3774 (1) 0.1640 (2) 0.1652 (1) 

TMC 0.6080 (2) 0.6372 (1) 0.3256 (2) 0.3494 (1) 

Avg. Rank↓ 1.50 1.50 1.33 1.67 

 
(e) Avg. Precision↑ 

 
(f) Ranking Loss↓ 

 

20NG 0.4920 (1.5) 0.4920 (1.5) 0.2254 (1.5) 0.2254 (1.5) 

ENRON 0.5656 (1.5) 0.5656 (1.5) 0.1694 (1.5) 0.1694 (1.5) 

IMDB 0.4695 (1.5) 0.4695 (1.5) 0.1777 (1.5) 0.1777 (1.5) 
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OHSUMED 0.4643 (1.5) 0.4643 (1.5) 0.2083 (1.5) 0.2083 (1.5) 

SLASHDOT 0.5281 (1.5) 0.5281 (1.5) 0.1779 (1.5) 0.1779 (1.5) 

TMC 0.7669 (1.5) 0.7669 (1.5) 0.0660 (1.5) 0.0660 (1.5) 

Avg. Rank↓ 1.50 1.50 1.50 1.50 

 

31Table 5A.4. Runtime↓ (in seconds) of MVI and the benchmark algorithms 

 

20NG ENRON IMDB OHSUMED SLASHDOT TMC Average↓ 

MVI 82.61 24.52 764.86 72.46 16.56 128.64 181.61 

BR 231.07 58.33 2246.40 184.11 50.54 135.01 484.24 

CC 246.36 58.58 2257.23 193.73 48.43 154.94 493.21 

ML 0.42 0.19 1.85 0.36 0.15 0.52 0.58 

PS 41.79 2.68 57.40 28.64 8.69 15.78 25.83 

RT 120.71 68.82 1184.84 84.08 26.74 86.32 261.92 

iSOUP-MT 32.95 7.71 277.06 27.85 7.13 26.13 63.14 

iSOUP-RT 28.59 6.56 250.86 25.31 5.82 22.35 56.58 

iSOUP-EBRT 196.17 40.97 2434.20 168.74 41.51 150.52 505.35 

iSOUP-EBMT 230.09 48.62 2971.10 195.32 48.59 188.41 613.69 

 

32Table 5A.5. Tuning decay factor α: Prediction performance results 

 

α=0.1 α=0.5 α=0.9 α=0.1 α=0.5 α=0.9 

 

(a) Ex. F1↑ 

  

(b) Ex. Accuracy↑ 

 
20NG 0.3646 (1) 0.3638 (2) 0.3636 (3) 0.3623 (1) 0.3615 (2) 0.3614 (3) 

ENRON 0.4749 (1) 0.4739 (2) 0.4734 (3) 0.3534 (1) 0.3525 (2) 0.3520 (3) 

IMDB-break 0.3203 (3) 0.3214 (2) 0.3217 (1) 0.2364 (3) 0.2372 (2) 0.2375 (1) 

IMDB-drift 0.2989 (2) 0.2985 (3) 0.2999 (1) 0.2286 (2) 0.2281 (3) 0.2293 (1) 

IMDB 0.3575 (2) 0.3575 (2) 0.3575 (2) 0.3453 (2) 0.3453 (2) 0.3453 (2) 

OHSUMED 0.6023 (3) 0.6033 (2) 0.6039 (1) 0.4876 (3) 0.4884 (2) 0.4890 (1) 

SLASHDOT 0.2299 (3) 0.2311 (1) 0.2308 (2) 0.1622 (3) 0.1630 (1) 0.1628 (2) 

SynRBF-break 0.2295 (3) 0.2306 (1) 0.2303 (2) 0.1618 (3) 0.1626 (1) 0.1625 (2) 

SynRBF-drift 0.5014 (1) 0.4916 (2) 0.4577 (3) 0.4251 (1) 0.4160 (2) 0.3836 (3) 

SynRTG-break 0.4981 (1) 0.4892 (2) 0.4571 (3) 0.4224 (1) 0.4141 (2) 0.3831 (3) 

SynRTG-drift 0.4832 (3) 0.4851 (2) 0.4862 (1) 0.3768 (3) 0.3796 (2) 0.3815 (1) 

TMC 0.4821 (3) 0.4839 (2) 0.4852 (1) 0.3747 (3) 0.3775 (2) 0.3795 (1) 

Avg. Rank↓ 2.17 1.92 1.92 2.17 1.92 1.92 

 

(c) Micro F1↑ 

  

(d) Macro F1↑ 

 20NG 0.3639 (1) 0.3631 (2) 0.3628 (3) 0.3628 (1) 0.3625 (2) 0.3624 (3) 

ENRON 0.4760 (1) 0.4750 (2) 0.4745 (3) 0.1110 (3) 0.1111 (2) 0.1112 (1) 

IMDB-break 0.3234 (3) 0.3244 (2) 0.3247 (1) 0.1088 (1) 0.1087 (2) 0.1084 (3) 

IMDB-drift 0.3083 (2) 0.3078 (3) 0.3089 (1) 0.1405 (1) 0.1392 (3) 0.1398 (2) 

IMDB 0.3512 (2) 0.3512 (2) 0.3512 (2) 0.1777 (2) 0.1777 (2) 0.1777 (2) 

OHSUMED 0.6087 (3) 0.6096 (2) 0.6101 (1) 0.4133 (1) 0.4114 (2.5) 0.4114 (2.5) 

SLASHDOT 0.2160 (3) 0.2172 (1) 0.2168 (2) 0.1192 (1) 0.1189 (2) 0.1158 (3) 
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SynRBF-break 0.2158 (3) 0.2169 (1) 0.2165 (2) 0.1191 (1) 0.1188 (2) 0.1157 (3) 

SynRBF-drift 0.4970 (1) 0.4866 (2) 0.4506 (3) 0.5130 (1) 0.5022 (2) 0.4639 (3) 

SynRTG-break 0.4933 (1) 0.4841 (2) 0.4501 (3) 0.5094 (1) 0.4995 (2) 0.4633 (3) 

SynRTG-drift 0.5072 (3) 0.5093 (2) 0.5106 (1) 0.3502 (1) 0.3478 (2) 0.3454 (3) 

TMC 0.5058 (3) 0.5078 (2) 0.5092 (1) 0.3487 (1) 0.3465 (2) 0.3440 (3) 

Avg. Rank↓ 2.17 1.92 1.92 1.25 2.13 2.63 

 

(e) Avg. Precision↑ 

 

(f) Ranking Loss↓ 

 
20NG 0.5185 (1) 0.5181 (2) 0.5179 (3) 0.1918 (2) 0.1918 (2) 0.1919 (3) 

ENRON 0.5587 (1) 0.5581 (2) 0.5575 (3) 0.1706 (1) 0.1708 (2) 0.1709 (3) 

IMDB-break 0.4660 (3) 0.4668 (2) 0.4673 (1) 0.1870 (3) 0.1864 (2) 0.1860 (1) 

IMDB-drift 0.4470 (2) 0.4469 (3) 0.4477 (1) 0.2275 (1.5) 0.2276 (3) 0.2275 (1.5) 

IMDB 0.5272 (2) 0.5272 (2) 0.5272 (2) 0.1783 (2) 0.1783 (2) 0.1783 (2) 

OHSUMED 0.7690 (3) 0.7698 (1) 0.7695 (2) 0.0652 (3) 0.0650 (1.5) 0.0650 (1.5) 

SLASHDOT 0.3545 (3) 0.3556 (1.5) 0.3556 (1.5) 0.2934 (3) 0.2925 (2) 0.2920 (1) 

SynRBF-break 0.3540 (3) 0.3551 (1.5) 0.3551 (1.5) 0.2944 (3) 0.2933 (2) 0.2926 (1) 

SynRBF-drift 0.6048 (1) 0.5956 (2) 0.5638 (3) 0.2155 (1) 0.2202 (2) 0.2374 (3) 

SynRTG-break 0.6024 (1) 0.5942 (2) 0.5634 (3) 0.2175 (1) 0.2217 (2) 0.2378 (3) 

SynRTG-drift 0.6382 (3) 0.6404 (2) 0.6416 (1) 0.3210 (3) 0.3196 (2) 0.3189 (1) 

TMC 0.6362 (3) 0.6384 (2) 0.6395 (1) 0.3225 (3) 0.3210 (2) 0.3203 (1) 

Avg. Rank↓ 2.17 1.92 1.92 2.17 2.00 1.83 

 

33Table 5A.6. Runtime↓ (seconds) of MVId/w/α and the adaptive benchmark 
algorithms 

Dataset MVId MVIw MVIα aBR aCC aML aPS aRT 

20NG 83.24 79.58 79.87 240.61 245.35 0.57 41.46 122.44 

ENRON 24.49 24.40 24.10 61.85 59.41 0.19 1.95 71.97 

IMDB 816.26 757.24 758.15 2080.82 2433.20 1.92 93.42 1275.25 

OHSUMED 74.52 69.63 70.27 194.71 199.19 0.39 29.08 87.77 

SLASHDOT 16.19 16.18 16.42 47.92 49.57 0.15 7.74 24.39 

TMC 137.25 124.99 125.44 143.48 149.72 0.52 15.65 87.65 

IMDB-break 1389.16 1273.02 1270.72 3685.36 4519.43 13.22 108.43 2515.72 

IMDB-drift 1387.64 1271.53 1271.46 2557.22 2916.22 15.99 440.20 1257.47 

SynRBF-break 468.02 472.19 467.74 133.33 210.23 3.90 20.49 123.95 

SynRBF-drift 467.51 472.94 467.10 139.38 201.50 3.89 20.22 122.58 

SynRTG-break 1657.10 1484.71 1448.89 93.29 154.83 7.42 21.73 73.11 

SynRTG-drift 1666.72 1489.15 1448.89 93.03 150.25 9.15 23.23 74.14 

Average↓ 682.34 627.96 620.75 789.25 940.74 4.78 68.63 486.37 
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6. Chapter 6: Online Variational Gaussian 

Mixture for Dynamic Streaming Data 

 

In this chapter, we present VIMGOw, a new adaptive online Bayesian classifier based 

on variational inference for mixtures of Gaussians, which is a generalization of the 

single Gaussian model in our earlier chapters. Although being a second-order 

generative method (where not only a point estimate but a distribution of possible 

solutions is given) and providing a richer class of density models than a single 

multivariate Gaussian, VIMGOw is optimized to run effectively. Experiments on 

challenging dynamically changing as well as stationary data streams demonstrated the 

superior performance of VIMGOw over well-known and recent online methods in both 

kinds of environments. In addition, to deal with class imbalance evolving streaming 

data, VIMGOw is combined with an imbalanced learning strategy to obtain iVIMGOw. 

Application of iVIMGOw in network intrusion (credit card fraud) detection through 

recent UNSW-NB15 network data (real-world Credit-card data) shows that it can 

accurately recognize attacks with a wide range of frequency. 

 

6.1. Introduction 

Gaussian mixture models are widely used in different areas of signal and information 

processing such as computer vision, genomics and wireless communication. Here, we 

will exploit variational inference for a mixture of Gaussians (VIMG) to build a 

supervised Bayesian online classifier. Besides overcoming the difficulty of sequential 
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learning, we also aim to handle the change in data distribution and the class imbalance 

appearing in a large number of real-world applications. 

Recently, we introduced an adaptive classifier named VIGOw (online variational 

inference weighted for multivariate Gaussians) [49] (see Chapter 3). Although VIGOw 

has been demonstrated to achieve state-of-the-art performance over a wide range of 

datasets in both stationary and dynamic environments, there is still a need to generalize 

its framework for mixtures of Gaussians. One of the motivations is the prevalence of 

Gaussian mixture models in diverse applications due to their capability of representing 

a large class of density distributions. Indeed, it is stated that by using a sufficient 

number of Gaussians, almost any continuous density can be approximated to arbitrary 

accuracy [32]. Figure 6.1 (source [114]) shows how mixtures (red) can enhance the 

distribution approximations for both multimodal and unimodal targets (black). 

 

22Figure 6.1. Uses of Gaussian mixtures to approximate a multimodal target (a) and a 
unimodal target (b) 

 

As with VIGOw, the flexibility of the VI mechanism allows us to build a “decay-

factor-free” decay method, which naturally and automatically adapts to any kind of 

changing environment. This is based on the idea of seamlessly adjusting the weights of 

variational inference [49] with additional considerations for the ratios among mixing 

coefficients and among numbers of past instances of each component in a mixture of 
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Gaussians as well as the optimization in approximating a much bigger number of 

Gaussians in the mixture model. 

As mentioned earlier, class imbalance is a frequent problem in a large number of real-

world applications. In this chapter, we adopt the OSCB (Online Cost-sensitive learning 

and Sampling for Bayesian classifiers) [84] described in Chapter 4 into our proposed 

method to detect network intrusion and credit card fraud in online banking. 

Experiments show that our approach achieves effective and accurate results. 

 

6.2. Proposed method 

 

 Variational inference for a mixture of Gaussians (VIMG) 6.2.1.

The background about variational mixture of Gaussians is briefly summarized in this 

section. It is worth noticing that here we choose different values for priors of different 

Gaussian components (in [32], the priors are the same for all components). This is to 

prepare for the proposed online method in the next section. 

We denote the observed dataset by 𝕏 = {𝐱𝑗|𝑗 = 1, … , 𝑁} and aim to approximate its 

distribution by a mixture of Gaussians: 𝑝(𝐱) = ∑ 𝜋𝑘𝒩(𝐱|𝛍𝑘, 𝚲𝑘−1)𝐾𝑘=1 . Here, 𝐾 is the 

number of components, parameters 𝜋𝑘 are the mixing coefficients: 0 ≤ 𝜋𝑘 ≤ 1, 𝑘 =1, … , 𝐾 and ∑ 𝜋𝑘𝐾𝑘=1 = 1. Unlike maximum likelihood learning, variational inference 

(VI) treats the parameters as random variables and a prior is placed over them to obtain 

their posterior distribution. The variational solution for the parameters 𝛑 = {𝜋𝑘}, 𝛍 ={𝛍𝑘}, 𝚲 = {𝚲𝑘} is as follows [32]. 

𝛑~ Dir(𝛑|𝜶) is a Dirichlet distribution with hyperparameter 𝜶 = {𝛼𝑘} given by 

𝛼𝑘 = 𝛼0𝑘 + 𝑁𝑘 (6.1) 
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(𝛍𝑘, 𝚲𝑘)~𝒩(𝛍𝑘|𝐦𝑘, (𝛽𝑘𝚲𝑘)−1) 𝒲(𝚲𝑘|𝐖𝑘 , 𝜈𝑘) is a product of a Gaussian and a 

Wishart with hyperparameters given by 

𝛽𝑘 = 𝛽0𝑘 + 𝑁𝑘 (6.2) 

𝐦𝑘 = 1𝛽𝑘 (𝛽0𝑘𝐦0𝑘 + 𝑁𝑘�̅�𝑘) (6.3) 

𝐖𝑘−1 = 𝐖0𝑘−1 + 𝑁𝑘𝐒𝑘 + 𝛽0𝑘𝑁𝑘𝛽0𝑘+𝑁𝑘 (�̅�𝑘 − 𝐦0𝑘)(�̅�𝑘 − 𝐦0𝑘)𝑇 (6.4) 

𝜈𝑘 = 𝜈0𝑘 + 𝑁𝑘 (6.5) 

Here 𝛂0 = {𝛼0𝑘}, 𝛃0 = {𝛽0𝑘}, 𝐦0 = {𝐦0𝑘}, 𝐖0 = {𝐖0𝑘}, 𝛎0 = {𝜈0𝑘} are the prior 

information, and  

𝑁𝑘 = ∑ 𝑟𝑛𝑘𝑁𝑛=1  (6.6) 

�̅�𝑘 = 1𝑁𝑘 ∑ 𝑟𝑛𝑘𝐱𝑛𝑁𝑛=1  (6.7) 

𝐒𝑘 = 1𝑁𝑘 ∑ 𝑟𝑛𝑘(𝐱𝑛 − �̅�𝑘)(𝐱𝑛 − �̅�𝑘)𝑇𝑁𝑛=1  (6.8) 

are the sufficient statistics of the observed data set evaluated with respect to the 𝑟𝑛𝑘, 

which can be viewed as the responsibility that component 𝑘 takes for explaining the 

observation 𝐱𝑛. In its turn, 𝑟𝑛𝑘 can be obtained by 

𝑟𝑛𝑘 = 𝜌𝑛𝑘∑ 𝜌𝑛𝑗𝐾𝑗=1  (6.9) 

with 𝜌𝑛𝑘 calculated from (see [32] for more detail) 

ln𝜌𝑛𝑘 = 𝔼[ln𝜋𝑘] + 12 𝔼[ln|𝚲𝑘|] − 𝐷2 ln(2𝜋) − 12 𝔼𝛍𝑘,𝚲𝑘[(𝐱𝑛 − 𝛍𝑘)𝑇𝚲𝑘(𝐱𝑛 − 𝛍𝑘)] (6.10) 

𝔼𝛍𝑘,𝚲𝑘[(𝐱𝑛 − 𝛍𝑘)𝑇𝚲𝑘(𝐱𝑛 − 𝛍𝑘)] = 𝐷𝛽𝑘−1 + 𝜈𝑘(𝐱𝑛 − 𝐦𝑘)𝑇𝐖𝑘(𝐱𝑛 − 𝐦𝑘) (6.11) 

𝔼[ln|𝚲𝑘|] = ∑ 𝜓 (𝜈𝑘+1−𝑖2 )𝐷𝑖=1 + 𝐷ln2 + ln|𝐖𝑘| (6.12) 
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𝔼[ln𝜋𝑘] = 𝜓(𝛼𝑘) − 𝜓(∑ 𝛼𝑘𝑘 ) (6.13) 

where 𝜓(∙) is the digamma function. 

Thus, the optimization of the variational posterior involves cycling between update {𝑟𝑛𝑘} and 𝜶, 𝛃, 𝐦, 𝐖, 𝛎. To be more detailed, in the first step, we use the current 

distributions over the model parameters to evaluate the moments in (6.11-6.13) and 

hence evaluate 𝑟𝑛𝑘. Then in the subsequent step, we keep these responsibilities fixed 

and use them to recompute the variational distribution over the parameters using (6.1-

6.5). This iterative re-estimation procedure stops when the increase in the lower bound 

is smaller than a specified threshold 𝜀 or a specified number of iterations has been 

reached. From our experiments, we see that 2 iterations are often needed to achieve 

convergence with a threshold set as 𝜀 = 1𝑒 − 10. To optimize the run time of the 

proposed method we set the number of iterations =2. We have the following algorithm 

for VIMG, where  𝛂0 = {𝛼0𝑘}, 𝛃0 = {𝛽0𝑘}, 𝐦0 = {𝐦0𝑘}, 𝐖0 = {𝐖0𝑘}, 𝛎0 = {𝜈0𝑘}, 𝜶 ={𝛼𝑘}, 𝛃 = {𝛽𝑘}, 𝐦 = {𝐦𝑘}, 𝐖 = {𝐖𝑘}, 𝛎 = {𝜈𝑘}. 

Algorithm 6.1: VIMG(𝕏, 𝛂0, 𝛃0, 𝐦0, 𝐖0, 𝛎0) 

Input: Dataset 𝕏, 𝜶0, 𝜷0, 𝐦0, 𝐖0, 𝛎0 

Output: 𝜶, 𝛃, 𝐦, 𝐖, 𝛎 

1. 𝛂 = 𝛂0, 𝐦 = 𝐦0, 𝛃 = 𝛃0, 𝐖 = 𝐖0, 𝛎 = 𝛎0; 

2. for #iterations = 1, 2 

3. Update 𝑟𝑛𝑘 using (6.9), 𝑛 = 1, … , 𝑁, 𝑘 = 1, … , 𝐾; 

4. Update 𝜶, 𝛃, 𝐦, 𝐖, 𝛎 using (6.1-6.5); 

5. end for 
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 Online VI weighted for a Gaussian mixture (VIMGOw) 6.2.2.

To convert VIGM to the online setting, we adopt a full Bayesian viewpoint. When a 

small batch of new observations come, they can be used as dataset 𝐗 in the input of 

Algorithm 6.1, and the prior information (𝛂0, 𝛃0, 𝐦0, 𝐖0, 𝛎0) is extracted from the 

current state of the model. We can then run Algorithm 6.1 to update the predictive 

model and use the updated values of 𝜶, 𝛃, 𝐦, 𝐖, 𝛎 to assign new priors for the model: 

𝛂0 = 𝜶, 𝛃0 =  𝛃,  𝐦0 = 𝐦, 𝐖0 = 𝐖, 𝛎0 = 𝛎 (6.14) 

In our proposed online Bayesian classifier, at time step 𝑡, an arriving instance 𝐱𝑡 ∈ ℝ𝐷 

is given a predicted label from the label set {1,2, … , 𝐿} as 

�̂�𝑡~ argmax𝑖∈{1,2,⋯,𝐿} 𝑝𝑡(𝑖) . 𝑝𝑡(𝐱𝑡|𝑖) (6.15) 

where 𝑝𝑡(𝑖) and 𝑝𝑡(𝐱𝑡|𝑖) are the prior probability of class 𝑖 and class conditional 

probability density, respectively. The class priors can often be estimated simply as 

𝑝𝑡(𝑖)~ 𝑐(𝑖) 𝑐⁄ ~𝑐(𝑖) (6.16) 

where 𝑐(𝑖) is the number of instances of class 𝑖 arriving before 𝐱𝑡 and 𝑐 = ∑ 𝑐(𝑖)𝑖 . We 

use a VIMG to approximate 𝑝(𝐱|𝑖) for class 𝑖 = 1, … , 𝐿 incrementally, where the 

current state of 𝑝(𝐱|𝑖) is used as prior information for the future update. Some 

differences to VIGO are noticed: 

- Unused instances of class 𝑖 as training data need to be physically stored in 

minibatch 𝐵𝑖 as the sufficient statistics 𝑁𝑘, �̅�𝑘, 𝐒𝑘 depend on the responsibilities 𝑟𝑛𝑘 

which change through iterative re-estimation of VI.  

- Since VIGM has more parameters to update (i.e. higher time and space 

complexity) compared to VIG, to save time and achieve a stable model, we apply a 
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pool-based update: unused instances of class 𝑖 are stored in minibatch 𝐵𝑖, and when 𝐵𝑖 
is full (its length |𝐵𝑖| = |𝐵|), we use VIMG to update 𝑝(𝐱|𝑖), and permanently discard 𝐵𝑖 after that by setting 𝐵𝑖 = [ ]. We set the value for |𝐵| as |𝐵| = 200, which is equal 

to the default grace period of the state-of-the-art Hoeffding tree [19]. In addition, to 

build a stable model, before updating in batches of size |𝐵| = 200, for each class we 

run the building step to completion when the class has collected information from at 

least |𝐵𝑖𝑛𝑖𝑡| = 200 instances. During the building step for a class, say 𝑖, its model 𝑝(𝐱|𝑖) will be updated whenever the proposed algorithm makes a wrong prediction, 

and after this update, if |𝐵𝑖| = |𝐵0| (set =30 in default), we empty 𝐵𝑖. 
The above-mentioned adaptation is enough to make the proposed method an online 

classifier that learns on stationary data streams (we call it VIMGO). The pseudo code 

and classification performance of VIMGO in learning stationary data streams are 

depicted in Figure 6A.1 and Table 6A.1 in the Appendix of this chapter for reference. 

To make an adaptive method learning evolving streams with concept drift, we further 

propose a “decay-factor-free” decay technique to help phase out the outdated 

information. To do so, we notice that after the building step, in the equation (6.3) that 

update the model 𝑝(𝐱|𝑖) of class 𝑖, 𝑁𝑘 is the number of current instances for component 𝑘, 𝛽0𝑘 is the number of past instances for component 𝑘, and the number of current 

instances for all components of 𝑝(𝐱|𝑖) is ∑ 𝑁𝑘𝐾𝑘=1 = |𝐵|. As the number of past 

instances for all components of 𝑝(𝐱|𝑖) is ∑ 𝛽0𝑘𝐾𝑘=1 ≥ |𝐵𝑖𝑛𝑖𝑡| ≥ |𝐵|, to phase out the old 

information, instead of assigning 𝛃0 =  𝛃 as in (6.14), we update 𝛃0 as follows 

𝛃0 = |𝐵|. 𝛃/(∑ 𝛽𝑘𝐾𝑘=1 ) (6.17) 
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By doing so, the old instances get less and less weight in (6.3) after each update as their 

adjusted weight sum ∑ 𝛽0𝑘𝐾𝑘=1  is now always fixed = |𝐵| regardless of how many they 

accumulated over time. Similarly, 

𝛂0 = |𝐵|. 𝛂/(∑ 𝛼𝑘𝐾𝑘=1 ) (6.18) 

We also update the prior class probability 𝑝(𝑖), 𝑖 = 1 … . , 𝐿 based on a sliding window 

of size |𝐵| as follows. After every |𝐵| instances arrive, we use 𝑐𝑜𝑙𝑑(𝑖) to record the 

number of instances of class 𝑖 in the previous window: 𝑐𝑜𝑙𝑑(𝑖) = 𝑐(𝑖), and then reset 𝑐(𝑖) = 0, 𝑖 = 1 … . , 𝐿. At each time step 𝑡, for  𝑖 = 1 … . , 𝐿: 

𝑝(𝑖)~ 𝑐𝑜𝑙𝑑(𝑖)+𝑐(𝑖)|𝐵|+∑ 𝑐(𝑗)𝐿𝑗=1 ~𝑐𝑜𝑙𝑑(𝑖) + 𝑐(𝑖) (6.19) 

We call the proposed method Online Variational Inference weighted for Mixtures of 

Gaussians (VIMGOw). Its pseudo-code is given below. In the initialization of the 

algorithm, the following default values are used if they are not mentioned otherwise: 

the number of components for each mixture of Gaussians 𝐾 = 3; 𝛼0𝑘(𝑖) = 0.001; 𝛽0𝑘(𝑖) =1; 𝑣0𝑘(𝑖) = 𝐷; 𝐖0𝑘(𝑖) = 𝐈 is a 𝐷 × 𝐷 dimension identity matrix; {𝐦0𝑘(𝑖)} are generated 

randomly, 𝑘 = 1, … , 𝐾, 𝑖 = 1, … , 𝐿. In practice, ones often choose the expected value 

of a parameter as its representative value, i.e. 𝔼[𝛍𝑘] = 𝐦𝑘 and 𝔼[𝚲𝑘] = 𝑣𝑘𝐖𝑘, and 𝔼[𝜋𝑘] = 𝛼𝑘/ ∑ 𝛼𝑘𝑘  as the value of 𝛍𝑘, 𝚲𝑘, and 𝜋𝑘, 𝑘 = 1, … , 𝐾 when ∑ 𝜋𝑘𝒩(𝐱|𝛍𝑘, 𝚲𝑘−1)𝐾𝑘=1  needs to be evaluated.  

In VIMGOw, the default number of components in the Gaussian mixture is set as 𝐾 = 3. In general, the number of the components in the Gaussian mixture can be 

chosen in an indefinite manner. That means if we initialize a Gaussian mixture with a 

relatively large initial value of 𝐾, say 𝐾 = 5, but the ground truth number of 

components is 2, during the learning process, VIMGOw will automatically decrease the 
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mixing coefficients of the redundant components to 0. In our implementation, when a 

component 𝑘 has the mixing coefficient 𝜋𝑘 < 𝜀 (set to 1e-5 in default), we temporarily 

deactivate the component 𝑘 in all calculations to save time and space by setting 𝜋𝑘 = 0. 

This component will be reactivated in future updates when its expectation or mean 𝔼[𝜋𝑘] = 𝛼𝑘/ ∑ 𝛼𝑘𝑘 ≥ 𝜀. This is because variation inference for a mixture of Gaussians  

has an automatic relevance determination mechanism, where components that provide 

insufficient contribution to explaining the data will have their mixing coefficients 

driven to zero during optimization [32]. It is worth mentioning that we do not 

permanently delete a component as data streams can evolve over time with changing 

concepts. Also, instead of initializing the mean vector of each component as a zero 

vector as in VIGOw [49], we randomly initialize the mean vectors to help the process 

of pruning out surplus components of VI for a Gaussian mixture to work properly. In 

the case the ground truth number of components is big and unknown, we can begin 

with a small number of components 𝐾, then 𝐾 until the error rate gets smaller than a 

predefined acceptable threshold. 

Algorithm 6.2: VIMGOw  

1. Initialize 𝐾, 𝛂0(𝑖), 𝛃0(𝑖), 𝐦0(𝑖), 𝐖0(𝑖), 𝛎0(𝑖), 𝑐(𝑖) = 0, 𝑐𝑜𝑙𝑑(𝑖) = 0, 𝑖 = 1, … , 𝐿, 𝑐 = 0; 

2. for 𝑡 = 1,2, … 

3. Receive an incoming instance: 𝐱𝑡; 

4. Predict the class label:  

5. 𝑝(𝑖)~𝑐𝑜𝑙𝑑(𝑖) + 𝑐(𝑖);  �̂�𝑡 = argmax𝑖∈{1,⋯,𝐿} 𝑝(𝑖)𝑝(𝐱𝑡|𝑖) ; 
6. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
7. 𝑐𝑙 = 𝑐𝑙 + 1; 𝑐 = 𝑐 + 1; 
8. if 𝑐 = |𝐵| 
9. 𝑐𝑜𝑙𝑑(𝑖) = 𝑐(𝑖), 𝑐(𝑖) = 0, 𝑖 = 1 … . , 𝐿, 𝑐 = 0; 

10. end if  

11. Put 𝐱𝑡 in 𝐵𝑙; 
12. if in building step &  �̂�𝑡 ≠ 𝑦𝑡 
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13. Run VIMG(𝐵𝑙 , 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)) to update 𝛂(𝑙), 𝛃(𝑙), 𝐦(𝑙), 𝐖(𝑙), 𝛎(𝑙) for 

class 𝑙; 
14. Update 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)

 as in (6.14) 

15. if |𝐵𝑙| = |𝐵0| then 𝐵𝑙 = [ ]; 
16. end if 

17. if not in building step & |𝐵𝑙| = |𝐵| 
18. Run VIMG(𝐵𝑙 , 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)) to update 𝛂(𝑙), 𝛃(𝑙), 𝐦(𝑙), 𝐖(𝑙), 𝛎(𝑙) for 

class 𝑙; 
19. Update 𝛂0(𝑙), 𝛃0(𝑙)

 as in (6.17-18) 

20. Update 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)
 as in (6.14) 

21. 𝐵𝑙 = [ ]; 
22. end if 

23. end for 

 

 

 A Strategy for class-imbalanced data streams 6.2.3.

The proposed strategy for dealing with class-imbalanced data is based on a variation of 

OCSB [84] (see Chapter 4). Our online Bayesian classifier here is VIMGOw. 

The first part of OCSB is to replace the prediction rule (6.15) by the prediction rule of 

cost-sensitive learning: 

�̂�𝑡 = argmin𝑖∈{1,2,⋯,𝐿} 𝐿𝑡(𝐱𝑡, 𝑖) = argmin𝑖∈{1,2,⋯,𝐿} ∑ 𝑝𝑡(𝑗|𝐱𝑡)𝐶𝑡(𝑖, 𝑗)𝑗  (6.20) 

where 𝐿𝑡(𝐱𝑡, 𝑖) is the expected cost, 𝐶𝑡 is a cost matrix, 𝐶𝑡(𝑖, 𝑗) is the cost of predicting 

class 𝑖 when the true class is 𝑗 at time step 𝑡. We set the cost matrix as 

𝐶𝑡(𝑖, 𝑗) = 𝑡/(𝑐𝑡(𝑗). Recall𝑡(𝑗)) (6.21) 

Here 𝑐𝑡(𝑗) is the number of samples from class 𝑗 so far, Recall𝑡(𝑗) is the current recall 

of class 𝑗, 𝐶𝑡(𝑗, 𝑗) is always = 0. The difference of (6.21) compared to the cost matrix in 
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[84], is that it does not contain Gmeant,  i.e. the current Gmean of the model. This 

simplified equation allows us to more directly target rare classes. Indeed, if 𝑗 is a 

minority class, 𝑐𝑡(𝑗)/𝑡 will be small. Therefore, minimizing the current expected cost 

will motivate the increase of recalls, forcing the learning to focus more on the minority 

classes. 

The second part of OCSB is the intermediate sampling. Considering the fact that 𝑝𝑡(𝑗|𝐱) ~ 𝑝(𝑗)𝑝𝑡(𝐱|𝑗) ~ 𝑝𝑡(𝐱|𝑗), the prior class probability 𝑝(𝑗) can be ignored. When 

we apply both cost-sensitive learning and random sampling to VIMGOw, the class 

label of each sample will be predicted as: 

�̂�𝑡 = argmin𝑖∈{1,2,⋯,𝐿} ∑ 𝑝𝑡(𝐱|𝑗)𝐶𝑡(𝑖, 𝑗)𝑗  (6.22) 

Let 𝑐𝑡(1), 𝑐𝑡(2), … , 𝑐𝑡(𝐿) be the number of samples arriving so far from class 1,2, … , 𝐿, 

respectively, 𝑐gmean_𝑡 = gmean{𝑐𝑡(𝑗)}𝑗∈{1,2,⋯,𝐿}, which is the current geometric mean 

of the cardinalities of all classes, and (𝐱𝑡, 𝑦𝑡 = 𝑖) is a new arriving sample. If 𝑐𝑡(𝑖) >𝑐gmean_𝑡, only with a small probability 𝑃𝑖 = 𝑐gmean_𝑡𝑐𝑡(𝑖) , (𝐱𝑡, 𝑦𝑡) will be used to update our 

predictive model. If 𝑐𝑡(𝑖) = 𝑐gmean_𝑡, we use (𝐱𝑡, 𝑦𝑡) to update our model only once. If 𝑐𝑡(𝑖) < 𝑐gmean_𝑡, we first use (𝐱𝑡, 𝑦𝑡) to update our model once. Then, with a 

“probability” 𝐴 = 𝑐gmean_𝑡𝑐𝑡(𝑖) − 1, we use (𝐱𝑡, 𝑦𝑡) again to update the predictive model. It 

is worth mentioning that 𝐴 can be greater than 1, so we get random number 𝑚 = ⌈𝐴⌉ 
times, where ⌈𝐴⌉ is the smallest integer which is not less than 𝐴. For each time the 

random number m is less than 𝑃𝑖 = 𝐴/⌈𝐴⌉, we will use (𝐱𝑡, 𝑦𝑡) to update VIMGOw 

again. 
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6.3. Experimental studies 

 

 Experiments for learning stationary data streams 6.3.1.

Although VIMGOw is designed to learn changing data streams, we expect that it 

should also work well in stationary environments, as the nature of data is not known in 

advance in online learning. As in [15], we test it on 3 real-world datasets Airlines, 

Poker, Cod-rna, and 1 artificial dataset Ijcnn1 (see Table 6.1). For the benchmark 

algorithms, we use 9 well-known and recent algorithms mentioned in [49] (see Chapter 

2). They are: state-of-the-art second-order linear method AROW (Adaptive 

Regularization of Weights) [11], widely used first-order linear classifier PA (Passive 

Aggressive learning) [8], most-used decision tree HT (Hoeffding Tree) [19], a recent 

heterogeneous ensemble BLAST [40], a recent kernel-based Dual Space Gradient 

Descent methods (DualSGD-Hinge, DualSGD-Logit) [15], FOGD (Fourier Online 

Gradient Descent), NOGD (Nystrom Online Gradient Descent) [14] and VIGOw [49]. 

Testing and training are done simultaneously from the first coming instance (i.e. 

prequential evaluation) and sequential data come one-by-one. To enable fair 

comparisons between the mentioned methods, we run the experiment 10 times for each 

algorithm on each dataset with different random permutations of the training data 

instances. The mistake rate (%), time cost (seconds), and rank per dataset (see Table 

6.2 and 6.3 respectively) are taken in average together with the standard deviation over 

all runs. The symbol ↓(↑) near a performance measure means the smaller (or the 

greater) the better. It can be seen that among 10 online methods, VIMGOw has the best 

average rank (3.13) and moderate run time (average rank = 5.75). 

34Table 6.1. Datasets used in evaluations 

Dataset #Attributes #Classes #Observation Dataset #Attributes #Classes #Observation Imbalanced Ratio 
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Airlines 8 2 5,929,413 Credit Card 29 2 284,807 1/577.88 

Poker 10 10 1,025,009 

U-10C 42 10 257,673 

13.39/93.98/ 

255.89/139.34/ 

338.34/80.39/ 

8.68/1/15.39/ 

534.48 

Cod-rna 8 2 331,152 

Ijcnn1 22 2 141,691 

Sea 3 2 35,000 

Sea-A 3 2 35,000 

Random Tree 10 3 35,000 U-2C-R90 42 2 109,696 1/5.57 

Random Tree-A 10 3 35,000 U-2C-R95 42 2 101,438 1/11.02 

Hyperplane 5 2 10,000,000 U-2C-R99 42 2 94,666 1/55.82 

Hyperplane-A 5 2 10,000,000 U-2C-R99.9 42 2 93,179 1/519.55 

 

35Table 6.2. Average mistake rate↓ (%) ± Std↓ of online classifiers in learning 
stationary data streams 

 
Airlines Poker Cod-rna Ijcnn1 Avg. Rank 

AROW 18.15 ± 0.00 (3) 50.88 ± 0.66 (8) 5.07 ± 0.01 (5) 8.45 ± 0.04 (6) 5.5 

PA 28.03 ± 0.01 (10) 56.97 ± 0.03 (9) 21.06 ± 0.05 (10) 10.47 ± 0.06 (10) 9.75 

HT 17.60 ± 0.02 (1) 46.66 ± 1.35 (5) 5.29 ± 0.09 (7) 4.77 ± 0.42 (2) 3.75 

BLAST 17.72 ± 0.02 (2) 46.68 ± 1.35 (6) 5.27 ± 0.09 (6) 4.70 ± 0.38 (1) 3.75 

FOGD 20.98 ± 0.01 (8) 52.28 ± 0.04 (10) 7.15 ± 0.03 (8) 9.41 ± 0.03 (8) 8.5 

NOGD 25.26 ± 0.01 (9) 44.90 ± 0.16 (1) 7.83 ± 0.06(9) 10.43 ± 0.08 (9) 7 

DualSGD-Hinge 19.28 ± 0.00 (6.5) 46.73 ± 0.22 (7) 4.92 ± 0.25 (4) 8.35 ± 0.2 (5) 5.63 

DualSGD-Logit 19.28 ± 0.00 (6.5) 46.65 ± 0.14 (4) 4.83 ± 0.21 (1) 8.82 ± 0.24 (7) 4.63 

VIGOw 18.71 ± 0.01 (4.5) 45.89 ± 0.06 (2) 4.91 ± 0.01 (3) 8.21 ± 0.04 (4) 3.38 

VIMGOw 18.71 ± 0.01(4.5) 46.01 ± 0.04 (3) 4.90 ± 0.02 (2) 8.04 ± 0.13 (3) 3.13 

 

36Table 6.3. Runtime↓ (seconds) of online classifiers in learning stationary data 
streams 

 
Airlines Poker Cod-rna Ijcnn1 Avg. Rank 

AROW 79.83 (4) 22.25 (3) 2.63 (3) 1.32 (4) 3.5 

PA 29.04 (2) 10.32 (2) 1.67 (1) 0.60 (1)  1.5 

HT 24.00 (1) 9.00 (1) 1.94 (2) 0.92 (2) 1.5 

BLAST 712.86 (8) 182.2 (7) 40.09 (8) 18.62 (8) 7.75 

FOGD 1270.75 (9) 928.89 (9) 53.45 (9) 25.93 (9) 9 

NOGD 3553.50 (10) 4920.33 (10) 105.18 (10) 59.36 (10) 10 

DualSGD-Hinge 472.21 (6) 139.87 (6) 28.29 (6) 12.12 (6) 6 

DualSGD-Logit 523.23 (7) 133.50 (5) 31.96 (7) 13.30 (7) 6.5 

VIGOw 49.02 (3) 25.98 (4) 2.76 (4) 1.25 (3) 3.5 

VIMGOw 328.12 (5) 187.86 (8) 18.14 (5) 8.63 (5) 5.75 

 

The full experiments on 30 datasets in Table 2.1 of Chapter 2 for VIMGOw can be 

found in the Appendix of this chapter (Table 6A.1). 
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 Experiments for learning evolving data streams 6.3.2.

Here we want to evaluate the performance of the adaptive VIMGOw in learning 

dynamically changing data streams. As in [49], we use 6 challenging datasets: SEA, 

SEA-A, Random Tree, Random Tree-A, Hyperplane, Hyperplane-A (see Table 6.1). 

While SEA, Random Tree, Hyperplane contain gradual concept drifts, SEA-A, Random 

Tree-A, Hyperplane-A have abrupt concept drifts. 

For the benchmark algorithms, we compare VIMGOw with recent well-known kNN (k-

Nearest Neighbour) based methods (SAM-kNN (kNN classifier with Self Adjusting 

Memory) [64], kNN-PAW (kNN with Probabilistic Adaptive Windowing), and kNN 

[66]), ensemble based DACC (Dynamic Adaption to Concept Changes) [70], HAT 

(Hoeffding Adaptive Tree) [63], and VIGOw [49]. In the dynamic setting, each 

classifier has a single run through the data stream. Each instance was tested before 

being used for training (Interleaved Test-Then-Train). Table 6.4 presents the mistake 

rate with rank per dataset in the parenthesis of the mentioned adaptive methods. 

Generally, VIMGOw ranks first with the average rank = 2.08, which is slightly higher 

than the second-best method VIGOw. For all 6 streaming datasets, VIMGOw is always 

among the top three best algorithms. The Nemenyi significance test shows that 

VIMGOw and VIGOw are significantly better than DACC on mistake rates. Regarding 

the execution time (in seconds) (see Table 6.5), VIMGOw is the fourth fastest method 

after HAT, VIGOw, and DACC. kNN based methods, especially SAM-kNN and kNN-

PAW are the most time-consuming. 

 

37Table 6.4. Mistake rate↓ in adaptive learning 

Dataset kNN SAM-kNN kNN-PAW DACC HAT VIGOw VIMGOw 
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SEA 0.0291 (6) 0.0192 (1) 0.0269 (5) 0.0662 (7) 0.0237 (4) 0.0223 (3) 0.0203 (2) 

Random Tree 0.3219 (5) 0.3443 (6) 0.3198 (4) 0.3749 (7) 0.2943 (1) 0.3065 (2) 0.3126 (3) 

Hyperplane 0.1644 (6) 0.1414 (4) 0.1589 (5) 0.1948 (7) 0.1176 (1) 0.1243 (2.5) 0.1243 (2.5) 

SEA-A 0.0312 (5) 0.0237 (2) 0.0306 (4) 0.0671 (7) 0.0329 (6) 0.0263 (3) 0.0198 (1) 

Random Tree-A 0.3782 (3) 0.4026 (6) 0.3800 (4) 0.4398 (7) 0.3883 (5) 0.3681 (1) 0.3730 (2) 

Hyperplane-A 0.1979 (6) 0.1647 (1) 0.2403 (7) 0.1968 (5) 0.1808 (4) 0.1741 (3) 0.1740 (2) 

Avg. rank 5.17 3.33 4.83 6.67 3.50 2.42 2.08 

Nemenyi significance: {VIMGOw, VIGOw} ≻ {DACC} 

38Table 6.5. Runtime↓ in adaptive learning 

Dataset kNN SAM-kNN kNN-PAW DACC HAT VIGOw VIMGOw 

SEA 2.34 (5) 11.03 (7) 4.02 (6) 0.56 (3) 0.23 (1) 0.29 (2) 1.94 (4) 

Random Tree 5.73 (6) 3 (5) 8.64 (7) 1.61 (3) 0.38 (1) 0.4 (2) 2.77 (4) 

Hyperplane 944.55 (5) 1932.3 (7) 1574.58 (6) 198.25 (3) 176.55 (2) 81.02 (1) 557.04 (4) 

SEA-A 2.31 (5) 10.58 (7) 4.11 (6) 0.55 (3) 0.19 (1) 0.29 (2) 1.95 (4) 

Random Tree-A 5.75 (6) 2.12 (4) 8.47 (7) 1.56 (3) 0.38 (1) 0.41 (2) 2.78 (5) 

Hyperplane-A 947.41 (5) 1272.81 (6) 1592.75 (7) 197.16 (3) 57.11 (1) 80.48 (2) 555.03 (4) 

Avg. rank 5.33 6.00 6.50 3.00 1.17 1.83 4.16 

 

 

 Application in network intrusion and credit card fraud detection 6.3.3.

In this section, we apply VIMGOw to network intrusion detection (credit card fraud 

detection) using the recent UNSW-NB15 network dataset [115] (real-world dataset 

Credit-card [116]). The raw network packets of the UNSW-NB15 dataset were created 

by the IXIA PerfectStorm tool in the Cyber Range Lab of the Australian Centre for 

Cyber Security (ACCS) for generating a hybrid of real, modern, normal activities and 

synthetic contemporary attack behaviors. As in online learning, an arriving data point is 

first tested and then used to train the predictive model, we merge the training partition 

and the testing partition of UNSW-NB15 to get the U-10C dataset with 257,673 records 

from one normal and nine different attack types, with the ratio of the rarest attack 

records to the normal records as 1/534.48 (see Table 6.1). We are also interested in the 

task of giving a general attack warning by considering 2-class (attack and normal) 

categorization problems. Because the class proportion (attack/normal) in U-10C is 

1.77/1, to make it more realistic we randomly remove 90%, 95%, 99% and 99.9% 

attack records from U-10C to obtain four 2-class datasets: U-2C-R90/95/99/99.9 

respectively. The Credit-card dataset contains transactions made by credit cards in 
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September 2013 by European cardholders (see Table 6.1). This dataset presents 

transactions that occurred in two days, where we have 492 frauds out of 284,807 

transactions, each transaction record has 29 features (the feature ‘Time’, i.e. number of 

seconds elapsed between this transaction and the first transaction in the dataset, is 

removed). All 6 datasets, i.e. Credit-card, U-10C, and U-2C-R90/95/99/99.9 are 

imbalanced with attack (fraud) records being rarer than normal records, and normalized 

before using in the experiment. Our task is to apply the imbalanced strategy (simplified 

OCSB) mentioned in Section 6.2.3 to VIMGOw to get a new algorithm (named 

iVIMGOw) and learn these six imbalanced streams in their natural order which may 

contain changes over time. Here, the performance metrics are the recall of the rarest 

class (Minority Recall) and the geometric mean of all class recalls (Gmean). We 

compare iVIMGOw with 2 recent well-known imbalanced benchmark algorithms 

Multiclass Oversampling-based Online Bagging (MOOB) and Multiclass 

Undersampling-based Online Bagging (MUOB) [81] with state-of-the-art Hoeffding 

Trees [19] as base learners, and VIGOw [49] combined with the simplified OCSB 

(iVIGOw). The values with ranks per dataset are depicted in Table 6.6, 6.7, 6.8 for 

Gmean, Minority Recall and run time, respectively. 

Regarding Gmean (Table 6.6), iVIMGOw and iVIGOw perform the best on all six 

imbalanced datasets with an average rank = 1.83 each, meanwhile the value for 

ensemble and tree based MOOB and MUOB is 2.83, and 3.5, respectively. For 

Minority Recall (Table 6.7), iVIMGOw also achieves the best average rank (1.25). 

Although the authors of UNSW-NB15 dataset claimed that the distribution of data in 

each class is not Gaussian, iVIGOw achieves the second-best result (average rank = 

1.75). While learning quite well on 2-class datasets, the undersampling method MUOB 

failed to recognize all the attack types of the complicated 10-class U-10C resulting in 0 
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value for both Minority Recall and Gmean. The performance of oversampling MOOB 

degrades quickly when the proportion of attack records decreases (from IR (Imbalanced 

Ratio) = 1/5.57 for U-2C-R90 to IR = 1/519.55 for U-2C-R99.9). The Nemenyi 

significance test shows that VIMGOw is significantly better than MOOB and MUOB 

on Minority Recall.  

39Table 6.6. Gmean↑ (Rank↓) of imbalanced learners 

Dataset MOOB MUOB iVIGOw iVIMGOw 

Credit-card 0.8274 (4) 0.9061 (3) 0.9225 (1) 0.9216 (2) 

U-10C 0.3104 (3) 0.0000 (4) 0.3673 (2) 0.3725 (1) 

U-2C-R90 0.9284 (1) 0.7749 (4) 0.8459 (3) 0.8468 (2) 

U-2C-R95 0.9029 (1) 0.6840 (4) 0.8553 (2) 0.8521 (3) 

U-2C-R99 0.7321 (4) 0.7354 (3) 0.8499 (2) 0.8502 (1) 

U-2C-R99.9 0.5013 (4) 0.7944 (3) 0.8290 (1)  0.8240 (2) 

Avg. Rank 2.83 3.5 1.83 1.83 

 

40Table 6.7. Minority Recall↑ (Rank↓) of imbalanced learners 

Dataset MOOB MUOB iVIGOw iVIMGOw 

Credit-card 0.6850 (4) 0.8496 (3) 0.8841 (2) 0.8902 (1) 

U-10C 0.0357 (3) 0.0000 (4) 0.6322 (1) 0.5057 (2) 

U-2C-R90 0.8730 (4) 0.8810 (3) 0.9649 (2) 0.9731 (1) 

U-2C-R95 0.8216 (3) 0.7589 (4) 0.9748 (2) 0.9768 (1) 

U-2C-R99 0.5372 (4) 0.8415 (3) 0.958 (2) 0.9604 (1) 

U-2C-R99.9 0.2514 (4) 0.8654 (3) 0.8659 (1.5) 0.8659 (1.5) 

Avg. Rank 3.67 3.33 1.75 1.25 

Nemenyi significance: {VIMGOw} ≻ {MOOB, MUOB} 

Finally, run time (in seconds) of all 4 mentioned methods shown in Table 6.8 

demonstrates the time efficiency of the VI framework. Although Hoeffding Trees, the 

base classifiers of MOOB, MUOB are famous for their speed, iVIGOw is the fastest 

method. The proposed iVIMGOw ranks second with very moderate run time. Given 

that parallel implementation will further decrease the run time of iVIMGOw, one can 

increase the number of components for the mixture of Gaussians of each class to 

capture more complicated data distribution if needed. 

 

41Table 6.8. Runtime↓ (Rank↓) of imbalanced learners 
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Dataset MOOB MUOB iVIGOw iVIMGOw 

Credit-card 199.60 (4) 165.07 (3) 5.45 (1) 29.01 (2) 

U-10C 1063.24 (4) 9.62 (1) 12.94 (2) 69.65 (3) 

U-2C-R90 109.76 (4) 105.25 (3) 2.99 (1) 15.83 (2) 

U-2C-R95 92.02 (3) 100.21 (4) 2.76 (1) 14.63 (2) 

U-2C-R99 74.52 (3) 91.44 (4) 2.58 (1) 13.54 (2) 

U-2C-R99.9 63.44 (3) 85.4 (4) 2.23 (1) 8.5 (2) 

Avg. Rank 3.5 3.17 1.17 2.17 

 

 

6.4. Conclusions 

We have presented VIMGOw, a new adaptive online classifier and its imbalanced 

learning version iVIMGOw. The flexibility of the VI framework allows VIMGOw to 

work as an adaptive decay method without using a decay factor. VIMGOw inherits the 

second-order generative nature of VI as well as the ability to approximate a diversity of 

distributions of mixture models. As VIMGOw and iVIMGOw also use pool-based 

update mechanism which has been demonstrated to handle noisy data effectively for 

Minibatch-VIGO and lossless OVIG [44, 50], we expect that the two proposed methods 

also work well in noisy setting. Exploring this potential of VIMGOw and iVIMGOw 

will be our future work. Also, since Gaussian mixture models are used in many offline 

applications, the proposed framework can help adapt them to online real-time 

scenarios. 

 

Appendix 

Algorithm 6A.1: VIMGO (Online VI for mixtures of Gaussians) 

1. Initialize: 𝐾, 𝛂0(𝑖), 𝛃0(𝑖), 𝐦0(𝑖), 𝐖0(𝑖), 𝛎0(𝑖), 𝑐𝑖 = 0, 𝑖 = 1, … , 𝐿; 

2. for 𝑡 = 1,2, … 

3. Receive an incoming instance: 𝐱𝑡; 

4. Predict the class label:  

5. 𝑝(𝑖)~𝑐𝑖;  �̂�𝑡 = argmax𝑖∈{1,⋯,𝐿} 𝑝(𝑖)𝑝(𝐱𝑡|𝑖) ; 
6. Reveal the true class label from the environment: 𝑦𝑡 = 𝑙; 
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7. 𝑐𝑙 = 𝑐𝑙 + 1; 

8. Put 𝐱𝑡 in 𝐵𝑙; 
9. if in building step &  �̂�𝑡 ≠ 𝑦𝑡 

10. Run VIMG(𝐵𝑙 , 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)) to update 𝛂(𝑙), 𝛃(𝑙), 𝐦(𝑙), 𝐖(𝑙), 𝛎(𝑙) for 

class 𝑙; 
11. Update 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)

 as in (6.14) 

12. if |𝐵𝑙| = |𝐵0| then 𝐵𝑙 = [ ]; 
13. end if 

14. if not in building step & |𝐵𝑙| = |𝐵| 
15. Run VIMG(𝐵𝑙 , 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)) to update 𝛂(𝑙), 𝛃(𝑙), 𝐦(𝑙), 𝐖(𝑙), 𝛎(𝑙) for 

class 𝑙; 
16. Update 𝛂0(𝑙), 𝛃0(𝑙), 𝐦0(𝑙), 𝐖0(𝑙), 𝛎0(𝑙)

 as in (6.14) 

17. 𝐵𝑙 = [ ]; 
18. end if 

19. end for 

 

42Table 6A.1. Average mistake rate↓ (%) ± Std↓ and runtime↓ of VIMGO and 
VIMGOw on 30 stationary data streams 

Datasets 
VIMGO VIMGOw 

Mean Std Run time Mean Std Run time 

Airlines 18.72 0.15 338.58 18.71 0.01 328.12 

Balance 11.09 0.66 0.11 11.14 0.71 0.09 

Chess-krvk 62.16 0.39 12.91 63.09 0.40 12.59 

Cod-rna 4.86 0.02 18.55 4.90 0.02 18.14 

Conn-Bench-Vowel 24.66 1.22 0.21 24.68 1.27 0.20 

Contraceptive 50.90 0.83 0.62 50.89 0.91 0.61 

Dermatology 8.35 0.76 0.10 8.35 0.76 0.10 

Glass 44.77 2.53 0.09 44.72 2.61 0.09 

Ijcnn1 8.01 0.15 8.83 8.04 0.13 8.63 

Ionosphere 15.50 2.06 0.10 15.50 2.06 0.10 

Iris 8.60 1.62 0.02 8.47 1.52 0.02 

Led7digit 35.52 1.25 0.21 35.46 1.18 0.21 

Letter 14.34 0.10 10.11 14.43 0.12 9.86 

Libras 32.44 1.12 0.96 32.42 1.10 0.97 

Magic 21.66 0.13 1.51 21.70 0.11 1.47 

Marketing 69.33 0.32 4.47 69.48 0.35 4.42 

Nursery 6.99 0.17 1.56 7.11 0.11 1.52 

Penbased 3.72 0.14 2.28 3.73 0.14 2.25 

Poker 45.19 0.01 192.69 46.01 0.04 187.86 

Skin-nonskin 1.61 0.02 13.11 1.64 0.01 12.91 

Sonar 27.26 2.20 0.19 27.26 2.20 0.20 

Soybean-Large 22.96 1.24 0.24 23.00 1.25 0.23 

Tae 53.51 2.27 0.06 53.51 2.27 0.06 

Texture 2.42 0.10 1.47 2.45 0.12 1.45 

Tic-Tac-Toe 27.80 0.98 0.24 27.87 0.96 0.23 

Vehicle 24.33 1.00 0.24 24.29 1.08 0.24 

Vowel 25.32 1.04 0.38 25.40 1.01 0.40 

Waveform 17.37 0.29 0.91 17.47 0.35 0.93 

White-wine 52.32 0.68 1.82 52.47 0.64 1.81 
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Zoo 13.47 1.55 0.03 13.47 1.55 0.02 

Average 25.17 0.83 20.42 25.26 0.83 19.86 
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7. Chapter 7: Conclusions and Further Studies 

 

Our Big Data and IoT era demands the active development of the field of online 

machine learning, which this thesis has been able to partly address. We have based our 

methods on the Bayesian framework, exploiting the flexibility of variational inference 

to build new effective models. Below, we summarize our contributions and point out 

several future research directions. 

 

7.1. Conclusions 

We presented a new Bayesian framework for online supervised classification, covering 

essential aspects of real-world big or streaming data applications including: 

 the core density models: online variational multivariate Gaussians (VIGO, 

Minibatch-VIGO, lossless OVIG)/ mixtures of Gaussians (VIMGO), 

 concept drift adaptions: VI with a built-in concept drift detector/ weighted VI/ 

VI with an explicit decay factor, 

 class imbalance learning strategies: OCSB/ DIS/ simplified OCSB, 

 high-dimensional data handling: random projection/ stacking based ensembles 

 thresholding mechanisms: multiclass learning/ multi-label learning (Cardinality-

Fitting).  

From here, depending on the learning scenarios, different effective Artificial 

Intelligence based solutions can be built. In particular, our algorithms are second-order 

generative approaches which offer high generalization abilities, low storage 
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requirements, and very moderate time cost. The comprehensive experiments on a wide 

range of diverse real-world and artificial datasets have demonstrated their superior 

performance over well-known and recent methods in the literature.  

In addition, our natural Bayes way of incorporating prior knowledge in managing the 

uncertainty of data helps strengthen the bridge connecting Artificial Intelligence and 

Human Intelligence. From designing the lossless online classifier (OVIG) for stationary 

environments to proposing the adaptive methods (e.g. VIGOd, VIGOw, MVId, MVIw, 

and VIMGOw) for dynamically changing environments, we always pursue intuitive but 

efficient approaches. This results in the high potential of achieving competitive 

performance of the VI based methods in many real-world applications. Several 

applications including movie genre classification, network intrusion detection, and 

credit card fraud detection have been experimented with, showing good results and 

empirically proving our viewpoint. 

In detail, the main contributions of this study include: 

1) We proposed new online Bayesian classifiers based on variational inference for 

multivariate Gaussians including Minibatch-VIGO, VIGO and lossless OVIG. 

They are suitable for dealing with big data and stationary streaming data. Due to 

their accuracy, memory and time efficiency, and noise robustness, these 

classifiers can also be used in frameworks like ensembles methods and ART 

based models to boost their performance and deal with many diverse real-world 

problems. While VIGO based algorithms are information-rich and ready for 

parallelization, they suffer from the curse of dimensionality. We suggested two 

methods to overcome this challenge by using the random projection based and 

stacking based ensembles.  
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2) We adapt the core online method VIGO to changing environments with concept 

drift. By exploiting the flexibility of VI framework in organizing the past and 

the present information, we incorporate the most two common adaptive 

techniques (using concept drift detectors and using decay functions) into our 

algorithms. This resulted in two fast and accurate online classifiers VIGOd and 

VIGOw for both stationary and dynamically evolving data streams. Moreover, 

the pool-based update helps to maintain the robustness of the two algorithms in 

noisy and fast changing environments. For VIGOd, when a concept drift is 

detected for data in a class, its past pools are completely forgotten, and its 

present pool is rich enough to learn a new proper model for the class. For 

VIGOw, all the past information is compressed in the past pool which has the 

same weight as the present pool, forcing the algorithm to focus more on the 

current information. Information of the data in the past pools is encoded in the 

prior parameters, while that of the present pool is in its sufficient statistics, so 

there is no need for storing data. 

3) To help Bayesian classifiers deal with class imbalance data, we combine cost-

sensitive learning and intermediate sampling to form OCSB - a powerful 

imbalanced learning mechanism. The intermediate sampling itself inherits the 

aggressiveness in learning rare instances of undersampling and the stable 

overall performance of oversampling. The artificial cost matrix is designed 

adaptively to boost this inheritance further and to ensure that OCSB can 

recognize samples from extremely rare classes. 

4) We generalize VIGO based multiclass classifiers to VIGO based multilabel 

classifiers for both stationary learning and dynamic learning. One of the main 

contributions of this chapter is DIS (dynamic intermediate sampling) which has 
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been demonstrated to successfully tackle class imbalance in multi-label 

learning. Compared to multiclass learning, class imbalance in multilabel 

learning is much harder to deal with due to the joint presence of labels with 

different frequencies in the same instance (i.e. the concurrence among 

imbalanced labels) and inconsistency of label-based performance measures 

(Macro F1 and Micro F1).  

5) We also generalize online VI for multivariate Gaussians to online VI for a 

mixture of Gaussians (VIMGO), propose the adaptive learner VIMGOw and its 

imbalanced learning version iVIMGOw. The implementation for these 

algorithms is optimized by first randomly initializing the mean values for the 

components of the mixture, then automatically deactivating components which 

do not contribute sufficiently to the data distribution to reduce unnecessary 

computations. The successful application of the imbalanced learning classifier 

iVIMGOw in network intrusion detection and credit-card fraud detection 

together with the common use of Gaussian mixture based models motivated the 

application of  VIMGO based models in solving real-world problems.  

We conduct extensive experiments on 30 multiclass and 6 multi-label datasets for 

stationary learning and on 6 multiclass and 6 multi-label data streams with concept drift 

for dynamic learning. Regarding imbalanced learning, besides analysing the 

performance of the proposed methods on 30 imbalanced datasets, we investigate them 

in real-world applications.  
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7.2. Further studies 

This thesis can be extended in several straightforward directions including: building 

parallel and distributed computing systems to make the proposed methods more 

practical; adapting them to cost-sensitive learning; tackling problems with rare-but-

valid samples by outlier detection and imbalance learning, handling noisy data using 

improved pool-based update mechanisms, and applying them in diverse applications. 

Besides, there are some deeper research topics relating to our study, which can be done 

in the future. They are listed below in the form of open questions or problems to be 

solved. 

 So far, we have focused on supervised learning. How can the proposed methods 

be extended to handle semi-supervised and unsupervised scenarios? Also, we 

build second-order generative models, but we just extract the point estimate of 

the parameters (i.e. the first-order information) for giving predictions. Can the 

second-order information be exploited more explicitly and effectively to create 

more advanced models for supervised/semi-supervised/unsupervised online 

learning? Some preliminary suggestions are: building ambiguity measures to 

decide which unlabelled samples are informative for querying in active learning 

(a special case of semi-supervised learning); modifying the decay technique of 

adaptive VI to give less (or greater) weight to unlabelled (or labelled) data, 

respectively; and using online variational Gaussian mixture models to cluster 

unlabelled streaming data into different groups where data in each group has 

some kind of similarity offering a guide for the classification task. 

 Expectation propagation (EP) is an alternative variational framework to 

variational inference [32]. EP minimizes a Kullback-Leibler divergence of the 

form 𝐾𝐿(𝑝‖𝑞) (as opposed to 𝐾𝐿(𝑞‖𝑝) for VI), which gives the approximation 
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rather different properties. Building a new online Bayesian framework based on 

expectation propagation and point out its pros and cons compared to the 

framework proposed in this thesis could be a potential research topic. 

 Deep learning is currently applied in a lot of applications such as computer 

vision, speech recognition, natural language processing, bioinformatics, social 

network filtering and so on. How can we integrate the rich information of VI 

frameworks into generative deep neural networks to improve their accuracy and 

efficiency as well as build online Bayesian deep networks? 

Besides the above, there could also be other promising research avenues, and our 

proposed VI framework has high potential in both theoretical and applied research. 
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