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Abstract

Speech corrupted by background noise (or noisy speech) can cause misin-

terpretation and fatigue during phone and conference calls, and for hearing

aid users. Noisy speech can also severely impact the performance of speech

processing systems such as automatic speech recognition (ASR), automatic

speaker verification (ASV), and automatic speaker identification (ASI) sys-

tems. Currently, deep learning approaches are employed in an end-to-end

fashion to improve robustness. The target speech (or clean speech) is used

as the training target or large noisy speech datasets are used to facilitate

multi-condition training. In this dissertation, we propose competitive alter-

natives to the preceding approaches by updating two classic robust speech

processing techniques using deep learning. The two techniques include min-

imum mean-square error (MMSE) and missing data approaches. An MMSE

estimator aims to improve the perceived quality and intelligibility of noisy

speech. This is accomplished by suppressing any background noise without

distorting the speech. Prior to the introduction of deep learning, MMSE esti-

mators were the standard speech enhancement approach. MMSE estimators

require the accurate estimation of the a priori signal-to-noise ratio (SNR)

to attain a high level of speech enhancement performance. However, current

methods produce a priori SNR estimates with a large tracking delay and a

considerable amount of bias. Hence, we propose a deep learning approach

to a priori SNR estimation that is significantly more accurate than previ-

ous estimators, called Deep Xi. Through objective and subjective testing

across multiple conditions, such as real-world non-stationary and coloured

noise sources at multiple SNR levels, we show that Deep Xi allows MMSE

estimators to produce the highest quality enhanced speech amongst all clean
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speech magnitude spectrum estimators. Missing data approaches improve

robustness by performing inference only on noisy speech features that re-

liably represent clean speech. In particular, the marginalisation method

was able to significantly increase the robustness of Gaussian mixture model

(GMM)-based speech classification systems (e.g. GMM-based ASR, ASV,

or ASI systems) in the early 2000s. However, deep neural networks (DNNs)

used in current speech classification systems are non-probabilistic, a require-

ment for marginalisation. Hence, multi-condition training or noisy speech

pre-processing is used to increase the robustness of DNN-based speech clas-

sification systems. Recently, sum-product networks (SPNs) were proposed,

which are deep probabilistic graphical models that can perform the proba-

bilistic queries required for missing data approaches. While available toolkits

for SPNs are in their infancy, we show through an ASI task that SPNs using

missing data approaches could be a strong alternative for robust speech pro-

cessing in the future. This dissertation demonstrates that MMSE estimators

and missing data approaches are still relevant approaches to robust speech

processing when assisted by deep learning.
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Chapter 1

Introduction

Speech corrupted by background noise (or noisy speech) can reduce the ef-

ficiency of communication between a speaker and a listener. The linguistic

content of noisy speech can be misinterpreted by the listener or can cause

fatigue. Factory welding, music, and non-target speakers are all examples of

background noise sources. The performance of speech processing systems,

such as automatic speech recognition (ASR), automatic speaker verifica-

tion (ASV), and automatic speaker identification (ASI) systems, can also be

affected by noisy speech. Speech corrupted by background noise and rever-

beration from surface reflections (or noisy-reverberant speech) and systems

with multiple microphones pose a more difficult task for such systems. For

simplicity, this dissertation focuses on non-reverberant noisy speech recorded

using a single-microphone (or single-channel noisy speech). Currently, deep

learning approaches are employed in an end-to-end fashion to improve ro-

bustness against background noise. The target speech (or clean speech) is

used as the training target or large noisy speech datasets are used to facil-

itate multi-condition training. In this dissertation, we propose competitive

13



14 CHAPTER 1. INTRODUCTION

alternatives by updating two classic robust speech processing techniques

using deep learning.

A speech enhancement algorithm aims to improve the perceived qual-

ity and intelligibility of noisy speech. It accomplishes this by suppressing

background noise without distorting the speech. Speech enhancement algo-

rithms are used to suppress background noise during phone calls, conference

calls, and are used in hearing aid devices. Many speech processing systems

rely on the enhancement of noisy speech for robustness. For example, a

leading method to increase the robustness of an ASR system is to employ

a speech enhancement algorithm as a front-end to pre-process noisy speech.

Minimum mean-square error (MMSE) estimators are optimal estimators of

the clean speech spectrum in the mean squared error (MSE) sense and were

once the standard for speech enhancement. MMSE estimators minimise the

MSE between the enhanced and clean speech spectra. The key parameter

required by an MMSE estimator is the a priori signal-to-noise ratio (SNR).

The performance of an MMSE estimator is directly affected by the accuracy

of the a priori SNR estimate. However, current methods produce a priori

SNR estimates with a large amount of bias and exhibit a significant track-

ing delay. In recent time, deep learning approaches to speech enhancement

have become the standard and are able to significantly outperform MMSE

estimators. Deep neural networks (DNNs) are used to estimate the clean

speech spectrum or a time-frequency mask from the noisy speech magnitude

spectrum. A DNN is an artificial neural network (ANN) that has multiple

layers of artificial neurons. A DNN learns from examples with the goal of

approximating a complex non-linear function.

The first aim of this dissertation is to bridge the gap between deep
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learning and MMSE approaches to speech enhancement. Deep learning

for MMSE estimators are investigated, with the objective of producing en-

hanced speech at a high quality and intelligibility. Since the speech en-

hancement performance of an MMSE estimator improves with the accuracy

of the used a priori SNR estimator, we propose a deep learning framework

to estimate the a priori SNR, called Deep Xi. MMSE estimators utilising

Deep Xi are evaluated using objective and subjective measures of speech

quality and intelligibility. The results presented in this dissertation show

that Deep Xi is able to significantly improve the quality and intelligibility

of the enhanced speech produced by an MMSE estimator. Moreover, when

compared to other training targets for clean speech magnitude spectrum es-

timation, we find that the a priori SNR produces enhanced speech with the

highest objective quality. We also find the a priori SNR estimate spectral

distortion (SD) level that results in a just-noticeable difference (JND) in

the perceived quality of MMSE approach enhanced speech through listen-

ing tests. The JND SD level indicates the accuracy that an a priori SNR

estimator must exceed to have no impact on the perceived quality of MMSE

approach enhanced speech—providing a target level of accuracy for a priori

SNR estimation research.

The second aim of this dissertation is to update missing data approaches

using deep learning. A speech classification system (e.g. an ASR, ASV, or

ASI system) using a missing data approach performs inference on features

that reliably represent speech. Missing data approaches, such as marginali-

sation, are able to significantly increase the robustness of probabilistic-based

acoustic models, such as Gaussian mixture models (GMMs). However,

DNNs used in current speech classification systems are non-probabilistic,

causing interest in missing data approaches to stagnate. DNN-based speech
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classification systems instead rely on multi-condition training or a front-end

to increase robustness. In this dissertation, we aim to reinvigorate research

into missing data approaches by improving three of its key components.

First, we propose more appropriate features for classifier-compensation

missing data approaches. Classifier-compensation methods have been lim-

ited to the use of log-spectral subband energies (LSSEs) as features. LSSEs

are highly correlated and are thus suboptimal for classification with acoustic

models that can only model diagonal covariance (e.g. diagonal covariance

GMMs). We find that spectral subband centroids (SSCs) are more apt for

such models, as they are decorrelated. Second, we employ a bidirectional

recurrent neural network (BRNN) to more accurately classify which compo-

nents of a noisy speech observation are reliable representations of the clean

speech. We find that more accurately classifying the reliable component

locations significantly increases the performance of a speech classification

system employing a missing data approach. And third, we propose the use

of sum-product networks (SPNs) as speaker models. SPNs are a deep proba-

bilistic graphical model that can answer multiple probabilistic queries. SPNs

take advantage of deep learning by using multiple layers of artificial neurons

whilst also possessing the ability to answer multiple probabilistic queries,

such as marginalisation. Due to these characteristics, SPNs as acoustic

models are ideal for classifier-compensation missing data approaches. In

terms of ASI accuracy, we find that SPNs employing marginalisation are

able to outperform both GMMs employing marginalisation and two recent

convolutional neural network (CNN)-based systems employing a front-end.

Through these three improvements, we hope that further research into miss-

ing data approaches with deep learning is encouraged.
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1.1 Research contributions

The research reported in this thesis (in order of appearance) ap-

peared in the following articles:

[1] Aaron Nicolson and Kuldip K. Paliwal. Deep learning for minimum

mean-square error approaches to speech enhancement. Speech Communica-

tion, 111:44–55, 2019

[2] Aaron Nicolson and Kuldip K. Paliwal. Deep Xi as a front-end for

robust automatic speech recognition. In 2020 Asia-Pacific Signal and In-

formation Processing Association Annual Summit and Conference (APSIPA

ASC), 2020. Notification of acceptance: October 1st

[3] Aaron Nicolson and Kuldip K. Paliwal. Masked multi-head self-

attention for causal speech enhancement. Speech Communication, 2020. Re-

visions under review (June 8th)

[4] Aaron Nicolson and Kuldip K. Paliwal. Spectral distortion level

resulting in a just-noticeable difference between an a priori signal-to-noise

ratio estimate and its instantaneous case. The Journal of the Acoustical

Society of America, 2020. In press (September 16th)

[5] A. Nicolson and K. K. Paliwal. On training targets for deep learning

approaches to clean speech magnitude spectrum estimation. The Journal of

the Acoustical Society of America, 2020. Under review (September 11th)

[6] Aaron Nicolson, Jack Hanson, James Lyons, and Kuldip Pali-

wal. Spectral subband centroids for robust speaker identification using

marginalization-based missing feature theory. International Journal of Sig-

nal Processing Systems, 6(1):12–16, 2018
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[7] Aaron Nicolson and Kuldip K. Paliwal. Bidirectional long-short

term memory network-based estimation of reliable spectral component lo-

cations. In Proc. Interspeech 2018, pages 1606–1610, 2018

[8] Aaron Nicolson and Kuldip K. Paliwal. Sum-product networks for

robust automatic speaker identification. In Proc. Interspeech 2020, 2020.

October 25–29th

Research resulting from part contribution during the PhD ap-

peared in the following articles:

[9] Mohammad Nikzad, Aaron Nicolson, Yongsheng Gao, Jun Zhou,

Kuldip K. Paliwal, and Fanhua Shang. Deep residual-dense lattice network

for speech enhancement. In The Thirty-Fourth AAAI Conference on Artifi-

cial Intelligence (AAAI-20), pages 8552–8559, 2020

[10] Q. Zhang, A. Nicolson, M. Wang, K. K. Paliwal, and C. Wang.

DeepMMSE: A deep learning approach to MMSE-based noise power spec-

tral density estimation. IEEE/ACM Transactions on Audio, Speech, and

Language Processing, 28:1404–1415, 2020

[11] Sujan Kumar Roy, Aaron Nicolson, and Kuldip K. Paliwal. A deep

learning-based Kalman filter for speech enhancement. In Proc. Interspeech

2020, 2020. October 25–29th

[12] Sujan Kumar Roy, Aaron Nicolson, and Kuldip K. Paliwal. Deep

learning with augmented Kalman filter for single-channel speech enhance-

ment. In IEEE International Symposium on Circuits and Systems (ISCAS),

2020. October 10–21th

[13] Timothy Roberts, Aaron Nicolson, and Kuldip K Paliwal. Deep

learning-based single-ended objective quality measures for time-scale modi-
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fied audio. The Journal of the Acoustical Society of America, 2020. Under

review (September 7th)

1.2 Thesis outline

This dissertation is organised into four parts. The first consists of this intro-

duction. The second part is focused on deep learning for MMSE approaches

to speech enhancement. It includes Chapters 2, 3, and 4 as research con-

tributions. The third part is focused on deep learning for missing data

approaches. It includes Chapter 6 as a research contribution. The final

part summarises the dissertation and provides recommendations for future

research. Detailed summaries of the chapters in the second and third parts

of this dissertation are given below:

Chapter 2

In this chapter, deep learning for MMSE estimators are investigated. The

Deep Xi framework for a priori SNR estimation is presented, detailing how

a DNN can be used to estimate the a priori SNR. A residual long short-

term memory (ResLSTM) network is utilised within the Deep Xi framework

to accurately estimate the a priori SNR. Multiple conditions are tested,

including real-world non-stationary and coloured noise sources at multiple

SNR levels. The enhanced speech produced by MMSE approaches utilis-

ing Deep Xi is evaluated using objective and subjective measures of speech

quality and intelligibility. We find that Deep Xi is able to produce signif-

icantly lower SD levels than previous a priori SNR estimators. We also

find that Deep Xi is able to significantly improve the quality and intelligi-
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bility of the enhanced speech produced by an MMSE estimator. Moreover,

MMSE estimators utilising Deep Xi are able to achieve higher enhanced

speech quality and intelligibility scores than two deep learning approaches

to speech enhancement. We also find that Deep Xi as a front-end is able to

attain a lower word error rate than three deep learning approaches to speech

enhancement.

Chapter 3

Accurately modelling the long-term dependencies of noisy speech is criti-

cal when estimating the a priori SNR. Current deep learning approaches

to speech enhancement employ either a recurrent neural network (RNN)

or a temporal convolutional network (TCN). However, RNNs and TCNs

both demonstrate deficiencies when modelling long-term dependencies. En-

ter multi-head attention (MHA)—a mechanism that has outperformed both

RNNs and TCNs in tasks such as machine translation. By using sequence

similarity, MHA possesses the ability to more efficiently model long-term

dependencies. Moreover, masking can be employed to ensure that the MHA

mechanism remains causal—an attribute critical for real-time processing.

Motivated by these points, we investigate a deep neural network (DNN) that

utilises masked MHA for causal speech enhancement. The MHA network

(MHANet) is incorporated into the Deep Xi framework and demonstrates a

leap in a priori SNR estimation accuracy and speech enhancement perfor-

mance. Multiple conditions are tested, including real-world non-stationary

and coloured noise sources at multiple SNR levels. Our extensive experi-

mental investigation demonstrates that the MHANet can produce enhanced

speech at a higher quality and intelligibility than both RNNs and TCNs. We
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conclude that deep learning approaches employing masked MHA are more

suited for causal speech enhancement than RNNs and TCNs.

Chapter 4

The quality of enhanced speech produced by an MMSE approach is directly

impacted by the accuracy of the employed a priori SNR estimator. In this

chapter, we find the a priori SNR estimate SD level that results in a JND

in the perceived quality of MMSE approach enhanced speech. The JND SD

level indicates the accuracy that an a priori SNR estimator must exceed

to have no impact on the perceived quality of MMSE approach enhanced

speech. To find the JND SD level, listening tests are conducted across a

range of SNR levels, noise sources, and for two MMSE estimators (MMSE

short-time spectral amplitude (MMSE-STSA) estimator and the Wiener fil-

ter (WF)). A statistical analysis concludes that the JND SD level increases

with the SNR level, is higher for the MMSE-STSA estimator, and is not af-

fected by the background noise type. Following the literature, a significant

improvement in a priori SNR estimation accuracy is required to reach the

JND SD levels.

Chapter 5

In this chapter, we compare MMSE training targets (e.g. the a priori SNR)

to computational auditory scene analysis (CASA) and clean speech magni-

tude spectrum training targets. We determine which training target pro-

duces enhanced speech at the highest quality and intelligibility, and which

is most suitable as a front-end for robust ASR. We also introduce the joint

estimation of the a priori and a posteriori SNR as an MMSE training target.
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The training targets were evaluated using a temporal convolutional network

(TCN) on the DEMAND Voice Bank and Deep Xi datasets—which include

real-world non-stationary and coloured noise sources at multiple SNR levels.

Seven objective measures were used, including the word error rate (WER) of

the Deep Speech ASR system. We find that MMSE training targets produce

the highest objective quality scores, with a priori SNR and joint a priori

and a posteriori SNR estimation performing comparably. We also find that

CASA training targets, in particular the ideal ratio mask (IRM), produce

the highest intelligibility scores and perform best as a front-end for robust

ASR.

Chapter 6

This chapter investigates three improvements for missing data approaches.

The first is a more appropriate feature for missing data approaches.

Classifier-compensation missing data approaches have been limited to the

use of LSSEs as features. These features are highly correlated and are thus

suboptimal for classification with diagonal covariance GMMs. We propose

that SSCs are more apt for diagonal covariance GMMs, as they are decor-

related. To compare the features, a diagonal covariance GMM-based ASI

system employing marginalisation is used. Our results show that SSCs pro-

duce a higher ASI accuracy than LSSEs over a range of SNR levels. This

indicates that SSCs are a more appropriate feature for diagonal covariance

GMMs employing classifier-compensation missing data approaches.

Second, we aim to more accurately identify which components of a noisy

speech observation are reliable representations of the clean speech. An ideal

binary mask (IBM) identifies the reliable components. Accurate estimation
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of the IBM is essential for missing data approaches, as incorrectly labelled

spectral components will degrade performance. Previous IBM estimators

employ a feedforward neural network (FNN). To improve the IBM estima-

tion accuracy, we utilise a BRNN with long short-term memory (LSTM)

cells. The BRNN-IBM estimator exhibited an average IBM estimate ac-

curacy improvement of 4.5% over multiple SNR levels over the FNN-IBM

estimator. The IBM estimators were also compared using a diagonal co-

variance GMM-based ASI system using marginalisation. The BRNN-IBM

estimator exhibited an average ASI accuracy improvement of 3.1% over mul-

tiple SNR levels when compared to the FNN-IBM estimator. The results

presented in this chapter highlight the effectiveness of the proposed BRNN-

IBM estimator for missing data approaches.

Third, we introduce SPNs for robust speech processing through a simple

robust ASI task. SPNs are deep probabilistic graphical models capable of

answering multiple probabilistic queries. We show that SPNs are able to re-

main robust by using the marginal probability density function (PDF) of the

spectral features that reliably represent speech. Though current SPN toolk-

its and learning algorithms are in their infancy, we aim to show that SPNs

have the potential to become a useful tool for robust speech processing in the

future. SPN speaker models are evaluated using real-world non-stationary

and coloured noise sources at multiple SNR levels. In terms of ASI accu-

racy, we find that SPN speaker models are more robust than two recent

CNN-based ASI systems. Additionally, SPN speaker models consist of sig-

nificantly fewer parameters than their CNN-based counterparts. The results

indicate that SPN speaker models could be a robust, parameter-efficient al-

ternative for ASI. This chapter demonstrates that SPNs have potential in

related tasks, such as robust ASR and ASV.
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1.3 Ethical clearances for experimentation

All subjective listening experiments were conducted with approval from the

Griffith University’s Human Research Ethics Committee: database protocol

number 2018/671.
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a b s t r a c t 

Recently, the focus of speech enhancement research has shifted from minimum mean-square error (MMSE) ap- 

proaches, like the MMSE short-time spectral amplitude (MMSE-STSA) estimator, to state-of-the-art masking- and 

mapping-based deep learning approaches. We aim to bridge the gap between these two differing speech enhance- 

ment approaches. Deep learning methods for MMSE approaches are investigated in this work, with the objective 

of producing intelligible enhanced speech at a high quality. Since the speech enhancement performance of an 

MMSE approach improves with the accuracy of the used a priori signal-to-noise ratio (SNR) estimator, a resid- 

ual long short-term memory (ResLSTM) network is utilised here to accurately estimate the a priori SNR. MMSE 

approaches utilising the ResLSTM a priori SNR estimator are evaluated using subjective and objective measures 

of speech quality and intelligibility. The tested conditions include real-world non-stationary and coloured noise 

sources at multiple SNR levels. MMSE approaches utilising the proposed a priori SNR estimator are able to achieve 

higher enhanced speech quality and intelligibility scores than recent masking- and mapping-based deep learn- 

ing approaches. The results presented in this work show that the performance of an MMSE approach to speech 

enhancement significantly increases when utilising deep learning. 
Availability : The proposed a priori SNR estimator is available at: https://github.com/anicolson/DeepXi . 

1. Introduction 

The minimum mean-square error short-time spectral amplitude 
(MMSE-STSA) estimator is the benchmark against which other 
speech enhancement methods are evaluated against ( Ephraim and 
Malah, 1984 ). Other prominent MMSE approaches to speech enhance- 
ment include the minimum mean-square error log-spectral amplitude 
(MMSE-LSA) estimator ( Ephraim and Malah, 1985 ) and the Wiener 
filter (WF) approach ( Loizou, 2013 ). While once at the forefront of 
speech enhancement research, less attention has been paid to the 
aforementioned MMSE approaches as of late. The research focus of the 
speech enhancement community has turned to deep learning methods. 

Deep learning methods have recently been employed for speech 
enhancement, and have demonstrated state-of-the-art performance 
( Zhang et al., 2018 ). Neural networks have been used as non-linear 
maps from noisy speech spectra to clean speech spectra. A denoising 
autoencoder (DAE) was pretrained for this task using noisy and clean 
speech pairs ( Lu et al., 2013 ). A non-causal neural network clean 
speech spectrum estimator was proposed that produced enhanced 
speech with high objective quality scores ( Xu et al., 2015 ), which 
later incorporated multi-objective learning and ideal binary mask 

∗ Corresponding author. 

E-mail addresses: aaron.nicolson@griffithuni.edu.au (A. Nicolson), k.paliwal@griffith.edu.au (K.K. Paliwal). 

(IBM)-based post-processing ( Xu et al., 2017 ). Neural networks have 
also been utilised to estimate time-frequency masks. A long short-term 

memory (LSTM) network was used recently to estimate the ideal ratio 
mask (IRM) ( Chen and Wang, 2017 ). 

We aim to bridge the gap between MMSE and deep learning 
approaches to speech enhancement, with the objective of produc- 
ing enhanced speech that achieves higher quality and intelligibility 
scores than that of recent masking- and mapping-based deep learning 
approaches. Here, the performance improvement that deep learning 
methods can provide to the aforementioned MMSE approaches is 
investigated. Each MMSE approach requires the a priori signal-to-noise 
ratio (SNR) estimate of a noisy speech spectral component. The a priori 

SNR is formally described in Section 2.2 . Since the performance of an 
MMSE approach to speech enhancement improves with the accuracy of 
the used a priori SNR estimator, deep learning methods are used here 
to accurately estimate the a priori SNR. 

A priori SNR estimation is a difficult task, especially when consider- 
ing the multitude of different noise sources. The decision-directed (DD) 
approach ( Ephraim and Malah, 1984 ) to a priori SNR estimation was 
introduced with the MMSE-STSA estimator, and uses a weighted aver- 
age of the a priori SNR estimate from the previous and current frames. 

https://doi.org/10.1016/j.specom.2019.06.002 

Received 14 December 2018; Received in revised form 18 May 2019; Accepted 6 June 2019 

Available online 13 June 2019 

0167-6393/© 2019 Elsevier B.V. All rights reserved. 
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The DD approach suffers from a frame delay problem ( Cappe, 1994 ), 
which is addressed by the two-step noise reduction (TSNR) technique 
( Plapous et al., 2004 ). Harmonic regeneration noise reduction (HRNR) 
( Plapous et al., 2005 ) further improves upon the TSNR technique by 
computing an a priori SNR estimate from enhanced speech with artifi- 
cially restored harmonics. Other a priori SNR estimates are computed 
using a maximum-likelihood approach. Selective cepstro-temporal 
smoothing (SCTS) ( Breithaupt et al., 2008 ) performs adaptive temporal 
smoothing on the cepstral representation of the maximum-likelihood 
estimate of the clean speech power spectrum, in order to estimate the 
a priori SNR. 

It has been demonstrated that residual long short-term memory 
(ResLSTM) networks are proficient acoustic models ( Kim et al., 2017 ). 
Motivated by this, a causal ResLSTM network, and a non-causal residual 
bidirectional LSTM (ResBLSTM) network ( Schuster and Paliwal, 1997 ) 
are used here for a priori SNR estimation. Unlike previous a priori SNR 

estimators, the proposed estimators do not require a noise estimator. 
Recently, a recurrent neural network (RNN) was used to aid the 
DD approach in a priori SNR estimation ( Xia and Stern, 2018 ). The 
proposed estimators differ by directly estimating the a priori SNR. This 
was accomplished by using the oracle case as the training target, where 
the oracle case is defined as the a priori SNR computed from the clean 
speech and noise. It was found that mapping the oracle a priori SNR 

target values to the interval [0,1] improved the rate of convergence of 
the used stochastic gradient descent algorithm. We propose to use the 
cumulative distribution function (CDF) of the oracle a priori SNR in dB 

as the map. By using the CDF, large sections of the distribution are not 
excluded. 

In this work, MMSE approaches utilising deep learning are evaluated 
using subjective and objective measures of speech quality and intelli- 
gibility. The tested conditions include real-world non-stationary and 
coloured noise sources at multiple SNR levels. The MMSE approaches 
utilising deep learning are compared to recent masking- and mapping- 
based deep learning approaches to speech enhancement. Frame-wise 
spectral distortion (SD) levels are used to evaluate the accuracy of the 
proposed a priori SNR estimators. The speech enhancement performance 
of the mapped a priori SNR, the IRM, and the clean speech magnitude 
spectrum as the training target is also evaluated. 

The paper is organised as follows: background knowledge is pre- 
sented in Section 2 , including the analysis, modification, and synthesis 
(AMS) procedure, and MMSE approaches to speech enhancement; 
the mapped a priori SNR training target is described in Section 3 ; 
the ResLSTM and ResBLSTM a priori SNR estimators are described in 
Section 4 ; the experiment setup is described in Section 5 , including the 
objective and subjective testing procedures; the results and discussion 
are presented in Section 6 ; conclusions are drawn in Section 7 . 

2. Background 

2.1. AMS speech enhancement framework 

The short-time Fourier analysis, modification, and synthesis (AMS) 
framework is used here to produce the enhanced speech. The AMS 
framework ( Allen, 1977; Allen and Rabiner, 1977 ) consists of three 
stages: (1) the analysis stage, where noisy speech undergoes short-time 
Fourier transform (STFT) analysis; (2) the modification stage, where the 
noisy speech STFT is compensated for noise distortion to produce the 
modified STFT; and (3) the synthesis stage, where the inverse STFT op- 
eration is followed by overlap-add synthesis to construct the enhanced 
speech. A block diagram of the AMS framework is shown in Fig. 1 . 

An uncorrelated additive noise model is assumed: 

𝑥 ( 𝑚 ) = 𝑠 ( 𝑚 ) + 𝑑( 𝑚 ) , (1) 

where x ( m ), s ( m ), and d ( m ) denote the noisy speech, clean speech, and 
noise, respectively, and m denotes the discrete-time index. Noisy speech 
is analysed frame-wise using the running STFT ( Vary and Martin, 2006 ): 

Fig. 1. Block diagram of the short-time Fourier AMS speech enhancement 

framework. 

𝑋( 𝑛, 𝑘 ) = 

𝑁 𝑙 −1 ∑
𝑚 =0 

𝑥 ( 𝑚 + 𝑛𝑁 𝑠 ) 𝑤 ( 𝑚 ) 𝑒 − 𝑗2 𝜋𝑚𝑘 ∕ 𝑁 𝑙 , (2) 

where n denotes the frame index, k denotes the discrete-frequency index, 
N l denotes the frame length in discrete-time samples, N s denotes the 
frame shift in discrete-time samples, and w ( m ) is the analysis window 

function. 
In polar form, the STFT of the noisy speech is expressed as 

𝑋( 𝑛, 𝑘 ) = |𝑋( 𝑛, 𝑘 ) |𝑒 𝑗 ∠𝑋 ( 𝑛,𝑘 ) , (3) 

where | X ( n, k )| and ∠X ( n, k ) denote the short-time magnitude and phase 
spectrum of the noisy speech, respectively. The noisy speech magnitude 
spectrum is enhanced, while the noisy speech phase spectrum remains 
unchanged. The enhanced speech magnitude spectrum is an estimate 
of the clean speech magnitude spectrum, and is denoted by |�̂� ( 𝑛, 𝑘 ) |. 
The modified STFT is constructed by combining the enhanced speech 
magnitude spectrum with the noisy speech phase spectrum: 

𝑌 ( 𝑛, 𝑘 ) = |�̂� ( 𝑛, 𝑘 ) |𝑒 𝑗 ∠𝑋 ( 𝑛,𝑘 ) . (4) 

The enhanced speech is constructed by applying the inverse STFT 

operation to the modified STFT, followed by least-squares overlap-add 
synthesis ( Griffin and Lim, 1984; Crochiere, 1980 ): 

𝑦 ( 𝑚 ) = 

∞∑
𝑛 =−∞

𝑤 ( 𝑚 − 𝑛𝑁 𝑠 ) 𝑦 𝑓 ( 𝑛, 𝑚 − 𝑛𝑁 𝑠 ) 

∞∑
𝑛 =−∞

𝑤 

2 ( 𝑚 − 𝑛𝑁 𝑠 ) 
, (5) 

where 𝑦 𝑓 ( 𝑛, 𝑚 − 𝑛𝑁 𝑠 ) is the framed enhanced speech, after the inverse 
STFT operation has been applied to the modified STFT. 

2.2. A priori SNR 

An MMSE approach to speech enhancement utilises the a priori SNR 

to compute a gain function. The gain function is subsequantly applied 
to the magnitude spectrum of the noisy speech, which produces the 
enhanced speech magnitude spectrum. The a priori SNR of a noisy 
speech spectral component is defined as 

𝜉( 𝑛, 𝑘 ) = 

𝜆𝑠 ( 𝑛, 𝑘 ) 
𝜆𝑑 ( 𝑛, 𝑘 ) 

, (6) 

where 𝜆𝑠 ( 𝑛, 𝑘 ) = E{ |𝑆( 𝑛, 𝑘 ) |2 } is the variance of the clean speech spectral 
component, and 𝜆𝑑 ( 𝑛, 𝑘 ) = E{ |𝐷( 𝑛, 𝑘 ) |2 } is the variance of the noise 
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spectral component. As the clean speech and noise are unobserved dur- 
ing speech enhancement, the a priori SNR must be estimated from the 
observed noisy speech. When training a supervised learning algorithm 

to estimate the a priori SNR, the clean speech and noise are given (the 
oracle case). As a result, the variance of the clean speech and noise 
spectral components are replaced by the squared magnitude of the clean 
speech and noise spectral components, respectively. The oracle case 
has been called the local a priori SNR previously ( Plapous et al., 2006 ). 

2.3. MMSE approaches to speech enhancement 

The minimum mean-square error short-time spectral amplitude 
(MMSE-STSA) estimator ( Ephraim and Malah, 1984 ) optimally esti- 
mates (in the mean-square error (MSE) sense) the magnitude spectrum 

of the clean speech. It uses both the a priori and a posteriori SNR of a 
given noisy speech spectral component to compute the gain function. 
The a posteriori SNR is given by 

𝛾( 𝑛, 𝑘 ) = 

|𝑋( 𝑛, 𝑘 ) |2 
𝜆𝑑 ( 𝑛, 𝑘 ) 

. (7) 

The MMSE-STSA estimator gain function is given by 

𝐺 MMSE-STSA 

( 𝑛, 𝑘 ) = 

√
𝜋
2 

√
𝜈( 𝑛, 𝑘 ) 
𝛾( 𝑛, 𝑘 ) 

exp 
(− 𝜈( 𝑛, 𝑘 ) 

2 

)

×
(
(1 + 𝜈( 𝑛, 𝑘 )) 𝐼 0 

( 𝜈( 𝑛, 𝑘 ) 
2 

)
+ 𝜈( 𝑛, 𝑘 ) 𝐼 1 

( 𝜈( 𝑛, 𝑘 ) 
2 

))
, (8) 

where I 0 ( · ) and I 1 ( · ) denote the modified Bessel functions of zero and 
first order, respectively, and 𝜈( n, k ) is given by 

𝜈( 𝑛, 𝑘 ) = 

𝜉( 𝑛, 𝑘 ) 
𝜉( 𝑛, 𝑘 ) + 1 

𝛾( 𝑛, 𝑘 ) . (9) 

The minimum mean-square error log-spectral amplitude (MMSE- 
LSA) estimator minimises the MSE between the clean and enhanced 
speech log-magnitude spectra ( Ephraim and Malah, 1985 ). The 
MMSE-LSA gain function is given by 

𝐺 MMSE-LSA 

( 𝑛, 𝑘 ) = 

𝜉( 𝑛, 𝑘 ) 
𝜉( 𝑛, 𝑘 ) + 1 

exp 
{ 

1 
2 ∫

∞

𝜈( 𝑛,𝑘 ) 

𝑒 − 𝑡 

𝑡 
𝑑𝑡 
} 

. (10) 

The integral in Eq. (10) is known as the exponential integral. 
The Wiener filter (WF) approach to estimating the clean speech 

magnitude spectrum ( Loizou, 2013 ) minimises the MSE between the 
clean and enhanced speech complex discrete Fourier transform (DFT) 
coefficients. The gain function for the WF approach is given by 

𝐺 WF ( 𝑛, 𝑘 ) = 

𝜉( 𝑛, 𝑘 ) 
𝜉( 𝑛, 𝑘 ) + 1 

. (11) 

The recently popularised ideal ratio mask (IRM) ( Chen and Wang, 2017 ) 
is the square-root WF (SRWF) approach gain function ( Lim and Oppen- 
heim, 1979 ) computed from given clean speech and noise: 

𝐺 SRWF ( 𝑛, 𝑘 ) = 

√ 

𝜉( 𝑛, 𝑘 ) 
𝜉( 𝑛, 𝑘 ) + 1 

. (12) 

3. Mapped a priori SNR training target 

In preliminary experiments, it was found that mapping the oracle 
a priori SNR (in dB) training target values for the k th noisy speech 
spectral component, 𝜉dB ( n, k ), to the interval [0, 1] improved the rate 
of convergence of the used stochastic gradient descent algorithm. The 
cumulative distribution function (CDF) of 𝜉dB ( n, k ) was used as the 
map. It is assumed that 𝜉dB ( n, k ) is distributed normally with mean 𝜇k 

and variance 𝜎2 𝑘 : 𝜉dB ( 𝑛, 𝑘 ) ∼  ( 𝜇𝑘 , 𝜎2 𝑘 ) . Thus, the map is given by 

𝜉( 𝑛, 𝑘 ) = 

1 
2 

[ 

1 + erf 

( 

𝜉dB ( 𝑛, 𝑘 ) − 𝜇𝑘 
𝜎𝑘 

√
2 

) ] 

, (13) 

where 𝜉( 𝑛, 𝑘 ) is the mapped a priori SNR. 

Fig. 2. (Top) The distribution of 𝜉dB ( n , 64), over a sample of the training set. 

(Bottom) The CDF of 𝜉dB ( n , 64), assuming that 𝜉dB ( n , 64) is distributed normally 

(the sample mean and variance were found over the sample of the training set). 

The statistics of 𝜉dB ( n, k ) for the k th noisy speech spectral component 
were found over a sample of the training set. 1 As an example, the dis- 
tribution of 𝜉dB ( n , 64) found over the aforementioned sample is shown 
in Fig. 2 (top). It can be seen that it follows a normal distribution. A 

poorly chosen logistic map will force large sections of the distribution 
to the endpoints of the target interval, [0,1]. The CDF of 𝜉dB ( n , 64) 
over the sample is shown in Fig. 2 (bottom), and is used to map the 
distribution of 𝜉dB ( n , 64) to the interval [0,1]. 

4. ResLSTM & ResBLSTM a priori SNR estimators 

A residual long short-term memory (ResLSTM) network ( Kim et al., 
2017 ) is used to estimate the a priori SNR for the MMSE approaches, as 
shown in Fig. 3 (top). A ResLSTM consists of multiple residual blocks, 
with each block learning a residual function with reference to its input 
( He et al., 2015 ). Residual connections allow for deep, powerful archi- 
tectures ( He et al., 2016 ). The input to the ResLSTM is the magnitude 
spectrum of the n th noisy speech frame, |𝑋( 𝑛, 𝑘 ) |, for 𝑘 = 0 , 1 , …, 𝑁 𝑙 ∕2 , 
where N l is the frame length in discrete-time samples. The ResLSTM 

estimates the a priori SNR 

2 for each of the noisy speech magnitude 
spectrum components. 

The ResLSTM consists of 5 residual blocks, with each block 
containing a long short-term memory (LSTM) cell ( Hochreiter and 
Schmidhuber, 1997; Gers et al., 1999 ), F , with a cell size of 512. 
LSTM cells are capable of learning both short and long-term temporal 
dependencies. Using LSTM cells within the residual blocks enables 
the ResLSTM to be a proficient sequence-based model. The residual 
connection is from the input of the residual block to after the LSTM 

cell activation ( Wu et al., 2016 ). FC is a fully-connected layer with 512 

1 The sample mean and variance of 𝜉dB ( n, k ) for the k th noisy speech spectral 

component were found over 1 250 noisy speech signals created from the training 

clean speech and noise sets ( Section 5 ). 250 randomly selected (without replace- 

ment) clean speech signals from the training clean speech set were mixed with 

random sections of randomly selected (without replacement) noise signals from 

the training noise set. Each of these were mixed at five different SNR levels: − 5 
to 15 dB, in 5 dB increments. 

2 𝜉( 𝑛, 𝑘 ) values are obtained by applying the inverse of Eq. (13) 
(
𝜉dB ( 𝑛, 𝑘 ) = 

𝜎𝑘 
√
2 erf −1 

(
2 ̂̄𝜉( 𝑛, 𝑘 ) − 1 

)
+ 𝜇𝑘 

)
, followed by 10 ( ̂𝜉dB ( 𝑛,𝑘 )∕10) to the ̂̄𝜉( 𝑛, 𝑘 ) values. 
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Fig. 3. ResLSTM (top) and ResBLSTM (bottom) a priori SNR 

estimators. FC is a fully-connected layer. The output layer, 

O , is a fully-connected layer with sigmoidal units. F and B , 
denote forward and backward LSTM cells, respectively. 

Rectified Linear Units (ReLUs) ( Nair and Hinton, 2010 ). Layer normali- 
sation is used before the activation function of FC ( Ba et al., 2016 ). The 
output layer, O , is a fully-connected layer with sigmoidal units. 

Shown in Fig. 3 (bottom) is the non-causal residual bidirectional 
long short-term memory (ResBLSTM) network a priori SNR estimator. 
The ResBLSTM is identical to the ResLSTM, except that the residual 
blocks include both a forward and backward LSTM cell ( F and B , respec- 
tively) ( Schuster and Paliwal, 1997 ), each with a cell size of 512. While 
the concatenation of the forward and backward cell activations before 
the residual connection is standard for a ResBLSTM ( Hanson et al., 
2018 ), the summation of the activations is used in this work. 3 This was 
to maintain a cell and residual connection size of 512, and to avoid 
the use of long short-term memory projection (LSTMP) cells ( Sak et al., 
2014 ). The residual connection was applied from the input of the 
residual block to after the summation of the forward and backward cell 
activations. 

Details about the training strategy for the ResLSTM and ResBLSTM 

a priori SNR estimators are given in Section 5.3 . Training time, memory 
usage, and speech enhancement performance were considered when se- 
lecting the hyperparameters for the ResLSTM and ResBLSTM networks. 4 

5. Experiment setup 

5.1. Signal processing, noise estimation, and a posteriori SNR estimation 

The Hamming window function was used for analysis and synthesis 
( Picone, 1993; Huang et al., 2001; Paliwal and Wojcicki, 2008 ), 
with a frame length of 32 ms ( 𝑁 𝑙 = 512 ) and a frame shift of 16 ms 
( 𝑁 𝑠 = 256 ). The a priori SNR was estimated from the 257-point single- 
sided noisy speech magnitude spectrum, which included both the 
DC frequency component and the Nyquist frequency component. The 
MMSE-based noise estimator with speech presence probability (SPP) 
from Gerkmann and Hendriks (2012) was used by the DD, TSNR, HRNR, 
and SCTS a priori SNR estimation methods. The a posteriori SNR was 
estimated using both the observed noisy speech and the noise estimator 
when the DD approach, TSNR, HRNR, and SCTS a priori SNR estimation 
methods were used. When the ResLSTM and ResBLSTM a priori SNR 

estimators were used, the a posteriori SNR was estimated from the a 
priori SNR estimate using the following relationship: ̂𝛾( 𝑛, 𝑘 ) = 𝜉( 𝑛, 𝑘 ) + 1 . 

5.2. Training set 

The train-clean-100 set from the Librispeech corpus ( Panayotov et al., 
2015 ) (28 539 utterances), the CSTR VCTK Corpus ( Veaux et al., 2017 ) 
(42 015 utterances), and the si ∗ and sx ∗ training sets from the TIMIT 

corpus ( Garofolo et al., 1993 ) (3 696 utterances) were included in the 
clean speech training set. The QUT-NOISE dataset ( Dean et al., 2010 ), 
the Nonspeech dataset ( Hu, 2004 ), the Environmental Background 
Noise dataset ( Saki et al., 2016; Saki and Kehtarnavaz, 2016 ), the noise 

3 Following the intuition that residual networks behave like ensembles of rel- 

atively shallow networks ( Veit et al., 2016 ), the summation of the forward and 

backward activations can be viewed as an ensemble of the activations with no 

weighting. 
4 The time taken for the completion of one training epoch for the ResLSTM 

and the ResBLSTM networks was approximately 9 and 18 hours, respectively 

(NVIDIA GTX 1080 Ti GPUs were used). 

set from the MUSAN corpus ( Snyder et al., 2015 ), multiple FreeSound 
packs, 5 and coloured noise recordings (with an 𝛼 value ranging from − 2 
to 2 in increments of 0.25) were included in the noise training set (2 382 
recordings). All clean speech and noise signals were single-channel, 
with a sampling frequency of 16 kHz. The noise corruption procedure 
for the training set is described in Section 5.3 . 

5.3. Training strategy 

The following strategy was employed for neural network training: 

• Cross-entropy as the loss function. 
• The Adam algorithm ( Kingma and Ba, 2014 ) for gradient descent 

optimisation. 
• 5% of the clean speech training set was used as a validation set. 
• For each mini-batch, each clean speech signal was mixed with a ran- 

dom section of a randomly selected noise signal from the noise train- 
ing set at a randomly selected SNR level ( − 10 to 20 dB, in 1 dB in- 
crements) to create the noisy speech signals. 

• A mini-batch size of 10 noisy speech signals. 
• The selection order for the clean speech signals was randomised be- 

fore each epoch. 
• A total of 10 epochs were used to train the ResLSTM and ResBLSTM 

networks. 
• The LSTM-IRM estimator ( Chen and Wang, 2017 ) was replicated 

here, and used the noisy speech magnitude spectrum (as described 
in Section 5.1 ) as its input. It was trained for 10 epochs using the 
aforementioned training set. 

5.4. Test set 

Four recordings of four real-world noise sources, including two 
non-stationary and two coloured, were included in the test set. The two 
real-world non-stationary noise sources included voice babble from the 
RSG-10 noise dataset ( Steeneken and Geurtsen, 1988 ) and street music 6 

from the Urban Sound dataset ( Salamon et al., 2014 ). The two real- 
world coloured noise sources included F16 and factory (welding) from 

the RSG-10 noise dataset ( Steeneken and Geurtsen, 1988 ). 10 clean 
speech signals were randomly selected (without replacement) from the 
TSP speech corpus 7 ( Kabal, 2002 ) for each of the four noise signal. 
To create the noisy speech, a random section of the noise signal was 
mixed with the clean speech at the following SNR levels: − 5 to 15 dB, 
in 5 dB increments. This created a test set of 200 noisy speech files. The 
noisy speech signals were single channel, with a sampling frequency of 
16 kHz. 

5.5. Spectral distortion 

The frame-wise spectral distortion (SD) ( Paliwal and Atal, 1991 ) is 
defined as the root-mean-square difference between the a priori SNR 

5 Freesound packs that were used: 147, 199, 247, 379, 622, 643, 1 133, 1 563, 

1 840, 2 432, 4 366, 4 439, 15 046, 15 598, 21 558. 
6 Street music recording number 26 270 was used from the Urban Sound 

dataset. 
7 Only adult speakers were included from the TSP speech corpus. 
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estimate in dB, 𝜉dB ( 𝑛, 𝑘 ) , and the oracle case in dB, 𝜉dB ( n, k ), for the n th 

frame 8 : 

𝐷 

2 
𝑛 = 

1 
𝑁 𝑙 ∕2 + 1 

𝑁 𝑙 ∕2 ∑
𝑘 =0 

[
𝜉dB ( 𝑛, 𝑘 ) − 𝜉dB ( 𝑛, 𝑘 ) 

]2 . (14) 

Average SD levels were obtained over the test set. 

5.6. Objective evaluation 

Objective measures were used to evaluate both the quality and in- 
telligibility of the enhanced speech. Each objective measure evaluated 
the enhanced speech with respect to the corresponding clean speech. 
Average objective scores were obtained over the test set. The objective 
measures that were used included: 

• The mean opinion score of the objective listening quality (MOS-LQO) 
( ITU-T Recommendation P.800.1, 2006 ) was used for objective 
quality evaluation, where the wideband perceptual evaluation of 
quality (Wideband PESQ) ( ITU-T Recommendation P.862.2, 2007 ) 
was the objective model used to obtain the MOS-LQO. 

• The short-time objective intelligibility (STOI) measure was used for 
objective intelligibility evaluation ( Taal et al., 2010; 2011 ). 

5.7. Subjective evaluation 

Subjective testing was used to evaluate the quality of the enhanced 
speech produced by the speech enhancement methods. The mean sub- 
jective preference (%) was used as the subjective quality measure. Mean 
subjective preference (%) scores were determined from a series of AB 

listening tests ( So and Paliwal, 2011 ). Each AB listening test involved 
a stimuli pair. Each stimulus was either clean, noisy, or enhanced 
speech. The enhanced speech stimuli were produced by the MMSE-LSA 

estimator utilising the DD approach, Xu2017 ( Xu et al., 2015; 2017 ), 
and the MMSE-LSA estimator utilising the ResBLSTM a priori SNR 

estimator. Therefore, each stimulus belonged to one of the following 
classes: clean speech, noisy speech, enhanced speech produced by the 
MMSE-LSA estimator utilising the DD approach, Xu2017 enhanced 
speech, or enhanced speech produced by the MMSE-LSA estimator 
utilising the ResBLSTM a priori SNR estimator. 

After listening to a stimuli pair, the listeners’ preference was deter- 
mined by selecting one of three options. The first and second options 
indicated a preference for one of the two stimuli, while the third option 
indicated an equal preference for both stimuli. Pair-wise scoring was 
used, with a score of +1 awarded to the preferred class, and 0 to the 
other. If the listener had an equal preference for both stimuli, each 
class was awarded a score of +0.5. Participants could re-listen to the 
stimuli pair before selecting an option. 

Two utterances 9 from the test set were used as the clean speech 
stimuli: utterance 35 _ 10 , as uttered by male speaker MF , and utter- 
ance 01 _ 03 , as uttered by female speaker FA. Voice babble from the 
test set was mixed with the clean speech stimuli at an SNR level 
of 5 dB, producing the noisy speech stimuli. The enhanced speech 
stimuli for each of the speech enhancement methods was produced 
from the noisy speech stimuli. For each utterance, all possible stimuli 
pair combinations were presented to the listener (i.e. double-blind 
testing). Each participant listened to a total of 40 stimuli pair com- 
binations. A total of five English-speaking listeners participated. 
Each listening test was conducted in a separate session, in a quiet 
room using closed circumaural headphones at a comfortable listening 
level. 

8 𝜉dB ( n, k ) and 𝜉𝑑𝐵 ( 𝑛, 𝑘 ) values that were less than − 40 dB, or greater than 

60 dB were clipped to − 40 dB and 60 dB, respectively. 
9 Using the entirety of the test set was not feasible. 

Table 1 

A priori SNR estimation SD levels for each of the a priori SNR estimators. The 

lowest SD for each noise source and at each SNR level is shown in boldface. 

The tested conditions include real-world non-stationary ( voice babble and street 

music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Noise 𝜉( 𝑛, 𝑘 ) SNR level (dB) 

− 5 0 5 10 15 

V
o
ic

e 
b
ab

b
le
 

DD ( Ephraim and Malah, 1984 ) 18.5 17.7 17.2 17.0 17.2 

TSNR ( Plapous et al., 2004 ) 18.4 17.5 17.0 16.9 17.1 

HRNR ( Plapous et al., 2005 ) 19.5 18.9 18.5 18.4 18.6 

SCTS ( Breithaupt et al., 2008 ) 17.5 16.8 16.5 16.5 16.9 

ResLSTM 14.5 13.9 13.3 12.8 12.4 

ResBLSTM 12.7 12.1 11.6 11.2 10.9 

St
re

et
 
m

u
si

c 

DD ( Ephraim and Malah, 1984 ) 19.9 18.6 17.6 17.0 16.8 

TSNR ( Plapous et al., 2004 ) 19.7 18.4 17.4 16.8 16.6 

HRNR ( Plapous et al., 2005 ) 19.8 18.7 17.9 17.5 17.5 

SCTS ( Breithaupt et al., 2008 ) 18.6 17.4 16.6 16.2 16.2 

ResLSTM 13.5 13.1 12.7 12.3 12.0 

ResBLSTM 11.8 11.4 11.1 10.7 10.5 

F
1
6
 

DD ( Ephraim and Malah, 1984 ) 22.1 20.5 19.2 18.2 17.5 

TSNR ( Plapous et al., 2004 ) 21.8 20.2 18.9 17.9 17.2 

HRNR ( Plapous et al., 2005 ) 20.7 19.4 18.4 17.7 17.3 

SCTS ( Breithaupt et al., 2008 ) 20.8 19.2 18.0 17.1 16.6 

ResLSTM 13.3 12.7 12.3 12.0 11.7 

ResBLSTM 11.5 11.0 10.7 10.4 10.2 

F
ac

to
ry
 

DD ( Ephraim and Malah, 1984 ) 24.0 22.2 20.7 19.4 18.5 

TSNR ( Plapous et al., 2004 ) 23.7 22.0 20.4 19.2 18.3 

HRNR ( Plapous et al., 2005 ) 23.0 21.4 20.1 19.1 18.4 

SCTS ( Breithaupt et al., 2008 ) 22.4 20.7 19.3 18.2 17.4 

ResLSTM 13.8 13.2 12.7 12.4 12.1 

ResBLSTM 13.0 12.2 11.7 11.3 11.0 

6. Results and discussion 

6.1. A priori SNR estimation accuracy 

The a priori SNR estimation SD levels for each of the a priori SNR 

estimators is shown in Table 1 . The SD levels are used to evaluate the 
accuracy of each a priori SNR estimator. For real-world non-stationary 
noise sources, the ResLSTM a priori SNR estimator produced lower 
SD levels than the previous a priori SNR estimation methods (DD, 
TSNR, HRNR, and SCTS), with an average SD reduction of 4.7 dB when 
compared to the DD approach. The ResBLSTM a priori SNR estimator 
achieved an average SD reduction of 6.4 dB when compared to the DD 

approach, showing improved accuracy when causality is not a require- 
ment. The proposed a priori SNR estimators also produced the lowest 
SD levels for the real-world coloured noise sources. The ResLSTM and 
ResBLSTM a priori SNR estimators achieved an average SD reduction of 
7.6 and 8.9 dB, respectively, when compared to the DD approach. 

The proposed a priori SNR estimators significantly outperform the 
previous a priori SNR estimation methods. Evaluating the results pre- 
sented by Xia and Stern (2018) , the RNN-assisted DD approach (a deep 
learning-based a priori SNR estimator) could only outperform the DD 

approach at higher SNR levels (5 dB and greater for signal-to-distortion 
ratio (SDR)). Here, the ResLSTM and ResBLSTM a priori SNR estimators 
significantly outperform the DD approach for all conditions. 

6.2. MMSE approaches utilising deep learning 

6.2.1. MMSE-STSA estimator utilising deep learning 

The objective quality and intelligibility scores for the MMSE-STSA 

estimator utilising each of the a priori SNR estimators are shown 
in Figs. 4 and 5 , respectively. The MMSE-STSA estimator achieved 
the highest objective quality scores when deep learning was used, 
for both the real-world non-stationary and coloured noise sources. 
The MMSE-STSA estimator utilising the ResLSTM and ResBLSTM a 
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Fig. 4. MMSE-STSA estimator objective quality (MOS-LQO) scores for each a priori SNR estimator. The tested conditions include real-world non-stationary ( voice 

babble and street music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Fig. 5. MMSE-STSA estimator objective intelligibility (STOI) scores for each a priori SNR estimator. The tested conditions include real-world non-stationary ( voice 

babble and street music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Fig. 6. MMSE-LSA estimator objective quality (MOS-LQO) scores for each a priori SNR estimator. The tested conditions include real-world non-stationary ( voice 

babble and street music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

priori SNR estimators achieved an average MOS-LQO improvement 
of 0.30 and 0.52, respectively, compared to when the DD approach 
was used. The highest objective intelligibility scores were achieved by 
the MMSE-STSA estimator when deep learning was used, for both the 
real-world non-stationary and coloured noise sources. The MMSE-STSA 

estimator utilising the ResLSTM and ResBLSTM a priori SNR estimators 
achieved an average STOI improvement of 5.8% and 8.2%, respectively, 
compared to when the DD approach was used. The MMSE-STSA esti- 
mator utilising either of the proposed a priori SNR estimators achieved 
higher objective intelligibility scores than noisy speech, a feat that it 
struggled to achieve consistently with the other a priori SNR estimation 
methods. It can be seen that there is a correlation between a priori 

SNR estimation accuracy (given by the SD levels) and speech enhance- 
ment performance (given by the objective quality and intelligibility 
scores). 

6.2.2. MMSE-LSA estimator utilising deep learning 

The objective quality and intelligibility scores for the MMSE-LSA 

estimator utilising each of the a priori SNR estimators are shown in 
Figs. 6 and 7 , respectively. The MMSE-LSA estimator achieved the 
highest objective quality scores when deep learning was used, for 

both the real-world non-stationary and coloured noise sources. The 
MMSE-LSA estimator utilising the ResLSTM and ResBLSTM a priori 

SNR estimators achieved an average MOS-LQO improvement of 0.23 
and 0.45, respectively, compared to when the DD approach was used. 
The objective intelligibility scores show that deep learning enabled the 
MMSE-LSA estimator to produce the most intelligible enhanced speech, 
for both the real-world non-stationary and coloured noise sources. The 
MMSE-LSA estimator utilising the ResLSTM and ResBLSTM a priori SNR 

estimators achieved an average STOI improvement of 5.8% and 8.3%, 
respectively, compared to when the DD approach was used. 

6.2.3. WF approach utilising deep learning 

The objective quality and intelligibility scores for the WF approach 
utilising each of the a priori SNR estimators are shown in Figs. 8 and 9 , 
respectively. The WF approach achieved the highest objective quality 
scores when deep learning was used, for both the real-world non- 
stationary and coloured noise sources. The WF approach utilising the 
ResLSTM and ResBLSTM a priori SNR estimators achieved an average 
MOS-LQO improvement of 0.13 and 0.32, respectively, compared to 
when the DD approach was used. The objective intelligibility scores 
show that deep learning enabled the WF approach to produce the most 
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Fig. 7. MMSE-LSA estimator objective intelligibility (STOI) scores for each a priori SNR estimator. The tested conditions include real-world non-stationary ( voice 

babble and street music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Fig. 8. WF approach objective quality (MOS-LQO) scores for each a priori SNR estimator. The tested conditions include real-world non-stationary ( voice babble and 

street music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Fig. 9. WF approach objective intelligibility (STOI) scores for each a priori SNR estimator. The tested conditions include real-world non-stationary ( voice babble and 

street music ) and coloured ( F16 and factory ) noise sources at multiple SNR levels. 

intelligible enhanced speech, for both the real-world non-stationary 
and coloured noise sources. The WF approach utilising the ResLSTM 

and ResBLSTM a priori SNR estimators achieved an average STOI 
improvement of 5.5% and 8.5%, respectively, compared to when the 
DD approach was used. 

6.2.4. Comparison of MMSE approaches 

A comparison of each MMSE approach utilising the proposed a 

priori SNR estimators is shown in Table 2 . It can be seen that both the 
MMSE-STSA and MMSE-LSA estimators outperformed the WF approach. 
As described previously, the MMSE-STSA and MMSE-LSA estimators 
are optimal MMSE clean speech magnitude spectrum estimators, 10 

whereas the WF approach is the optimal MMSE clean speech complex 
DFT coefficient estimator. The target in this work is the clean speech 
magnitude spectrum, which favours the MMSE-STSA and MMSE-LSA 

10 Specifically, the MMSE-LSA estimator is the optimal clean speech log - 

magnitude spectrum estimator. 

Table 2 

The average improvement over the MMSE approach in the 

preceding row is shown for both objective quality (MOS- 

LQO) and intelligibility (STOI). 

𝜉𝜉𝜉 Gain MOS-LQO STOI 

ResLSTM 

WF – –

MMSE-STSA + 0.10 + 1.76% 

MMSE-LSA + 0.02 − 0.15% 

ResBLSTM 

WF + 0.07 + 1.37% 

MMSE-STSA + 0.13 + 1.19% 

MMSE-LSA + 0.02 − 0.08% 

estimators. This gives reason as to why the MMSE-STSA and MMSE-LSA 

estimators outperformed the WF approach. The MMSE-LSA estimator 
was selected for the speech enhancement comparison in Section 6.4 as 
it achieved the highest average objective quality score, and the second 
highest average objective intelligibility score. 
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Fig. 10. Objective quality (MOS-LQO) scores for each training target. The tested conditions include real-world non-stationary ( voice babble and street music ) and 

coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Fig. 11. Objective intelligibility (STOI) scores for each training target. The tested conditions include real-world non-stationary ( voice babble and street music ) and 

coloured ( F16 and factory ) noise sources at multiple SNR levels. 

Table 3 

The average improvement over the training target in 

the preceding row is shown for both objective quality 

(MOS-LQO) and intelligibility (STOI). 

Target MOS-LQO STOI 

| S | – –

IRM + 0.33 + 3.49% 

𝜉 SRWF + 0.01 − 0.89% 

𝜉 MMSE-STSA + 0.03 − 0.09% 

𝜉 MMSE-LSA + 0.02 − 0.15% 

6.3. Comparison of training targets 

Here, the speech enhancement performance of the (mapped) a priori 

SNR, the IRM, and the clean speech magnitude spectrum as the training 
target is evaluated. The training strategy described in Section 5.3 was 
used to train an identical ResLSTM network for each training target. 11 

The SRWF approach, MMSE-STSA estimator, and the MMSE-LSA esti- 
mator are used to evaluate the a priori SNR training target. The SRWF 
approach is used instead of the WF approach as it has the same form 

as the IRM. The objective quality and intelligibility scores achieved 
by each training target are shown in Figs. 10 and 11 , respectively. 
The a priori SNR training target achieved the highest objective quality 
scores, for both the real-world non-stationary and coloured noise 
sources (except for voice babble at 15 dB). However, the IRM training 
target achieved the highest objective intelligibility scores, for both the 
real-world non-stationary and coloured noise sources (except for factory 

at 0 dB). 
It can be seen in Table 3 and in Figs. 10 and 11 that the a priori SNR 

and the IRM both outperform the clean speech magnitude spectrum 

11 The cross-entropy loss function was used when optimising for the mapped a 

priori SNR and the IRM. In contrast, the quadratic loss function was used when 

optimising for the clean speech MS, as its values are not bounded to the interval 

[0,1]. 

as the training target. These results are consistent with those reported 
in the literature. A study on training targets by Wang et al. (2014) found 
that the IRM as the training target produces significantly higher objec- 
tive quality and intelligibility scores than the clean speech magnitude 
spectrum (as indicated by FFT-MAG in Wang et al., 2014 ) for both real- 
world non-stationary and coloured noise sources at multiple SNR levels 
( − 5, 0, and 5 dB). It has also been shown by Zhao et al. (2016) that 
higher objective intelligibility scores are obtained when the IRM is used 
instead of the clean speech magnitude spectrum as the training target, 
for voice babble at multiple SNR levels ( − 5, 0, and 5 dB) (as shown by 
Fig. 2 in Wang et al., 2014 ). 

As can be seen in Table 3 , there is a trade-off between enhanced 
speech quality and intelligibility when selecting between the IRM 

and the a priori SNR as the training target. If it is desired to produce 
enhanced speech that is more intelligible, the IRM should be chosen 
as the training target. If it is desired for the enhanced speech to have 
a higher quality, the a priori SNR should be chosen as the training 
target. A further trade-off between enhanced speech quality and intel- 
ligibility can be made through the selection of the MMSE approach. 
Amongst the MMSE approaches, the SRWF approach produces the 
most intelligible enhanced speech, but with the worst quality. On the 
contrary, the MMSE-LSA estimator produces the least intelligible en- 
hanced speech, but with the highest quality. The MMSE-STSA estimator 
offers a compromise between the SRWF approach and the MMSE-LSA 

estimator. 

6.4. Comparison of speech enhancement methods 

Here, an MMSE approach utilising deep learning is compared to 
both a masking- and a mapping-based deep learning approach to speech 
enhancement. The MMSE-LSA estimator, utilising the ResLSTM and 
ResBLSTM a priori SNR estimators, is compared to the LSTM-IRM esti- 
mator from Chen and Wang (2017) , and the non-causal neural network 
clean speech spectrum estimator 12 that uses multi-objective learning 

12 Five past and five future frames are used as part of its input feature vector. 
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Fig. 12. Objective quality (MOS-LQO) scores for the MMSE-LSA estimator utilising the DD approach, the LSTM-IRM estimator, Xu2017, and the MMSE-LSA estimator 

utilising both the ResLSTM and ResBLSTM a priori SNR estimators. The tested conditions include real-world non-stationary ( voice babble and street music ) and coloured 

( F16 and factory ) noise sources at multiple SNR levels. 

Fig. 13. Objective intelligibility (STOI) scores for the MMSE-LSA estimator utilising the DD approach, the LSTM-IRM estimator, Xu2017, and the MMSE-LSA estimator 

utilising both the ResLSTM and ResBLSTM a priori SNR estimators. The tested conditions include real-world non-stationary ( voice babble and street music ) and coloured 

( F16 and factory ) noise sources at multiple SNR levels. 

and IBM-based post-processing from Xu et al. (2015, 2017) , referred to 
as Xu2017 in this subsection. The MMSE-LSA estimator utilising the DD 

approach is also compared, to represent earlier speech enhancement 
methods. 

6.4.1. Objective scores 

The objective quality and intelligibility scores achieved by each of 
the speech enhancement methods for each tested condition are shown in 
Figs. 12 and 13 , respectively. The MMSE-LSA estimator utilising the non- 
causal ResBLSTM a priori SNR estimator produced enhanced speech with 
higher objective quality and intelligibility scores than the LSTM-IRM 

estimator and Xu2017 for both real-world non-stationary and coloured 
noise sources. The MMSE-LSA estimator utilising the causal ResLSTM a 

priori SNR estimator achieved higher objective intelligibility scores than 
Xu2017 for all conditions, and the LSTM-IRM estimator for all noise 
sources other than voice babble . It also achieved higher objective qual- 
ity scores than the LSTM-IRM estimator for all conditions, and Xu2017 
for street music at high SNR levels, for F16 at low SNR levels, and for 
factory at all SNR levels. It is important to stress that Xu2017 is a non- 
causal system, whilst the ResLSTM a priori SNR estimator is a causal 
system. 

Table 4 details the average improvement that the proposed a pri- 

ori SNR estimators hold over the other speech enhancement methods. 
The MMSE-LSA estimator utilising the causal ResLSTM a priori SNR 

estimator achieved the highest average objective quality and intelligi- 
bility scores amongst the causal speech enhancement methods. It also 
achieved a higher average intelligibility score than Xu2017 (a non- 
causal system). The MMSE-LSA estimator utilising the non-causal Res- 
BLSTM a priori SNR estimator achieved the highest average objective 
quality and intelligibility scores amongst all the speech enhancement 
methods. 

The advantages and disadvantages of each deep learning approach 
to speech enhancement can be seen in Table 4 , as well as Figs. 12 and 

Table 4 

The average improvement over the speech enhancement method in the pre- 

ceding row is shown for both objective quality (MOS-LQO) and intelligibility 

(STOI). 

Method Casual MOS-LQO STOI 

MMSE-LSA; DD 𝜉 ( Ephraim and Malah, 1984 ) Yes – –

LSTM-IRM est. ( Chen and Wang, 2017 ) Yes + 0.01 + 4.52% 

MMSE-LSA; ResLSTM 𝜉 Yes + 0.22 + 1.28% 

Xu2017 ( Xu et al., 2015; 2017 ) No + 0.01 − 2.59% 

MMSE-LSA; ResBLSTM 𝜉 No + 0.21 + 5.08% 

13 . The advantage of Xu2017 is that it can produce enhanced speech 
with high objective quality scores. However, it produces enhanced 
speech with low objective intelligibility scores. The reverse is true 
for the LSTM-IRM estimator. It produces enhanced speech with low 

objective quality scores, but high objective intelligibility scores. On 
the other hand, the MMSE-LSA estimator utilising the proposed a priori 

SNR estimators is able to produce enhanced speech with both high 
objective quality and intelligibility scores. 

When considering the training target results from Section 6.3 , it 
can be deduced that most of the performance improvement gained 
by the MMSE-LSA estimator utilising the ResLSTM a priori SNR es- 
timator over the LSTM-IRM estimator is due to the differing model 
and training strategy, 13 and not the training target. However, the 
opposite is likely true for Xu2017. The results from Section 6.3 indicate 
that most of the performance improvement gained by the MMSE-LSA 

estimator utilising the ResBLSTM a priori SNR estimator over Xu2017 

13 The LSTM-IRM estimator from Chen and Wang (2017) uses the quadratic loss 

function instead of the cross entropy loss function employed by the proposed a 

priori SNR estimators. 
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Fig. 14. Mean subjective preference (%) scores for the MMSE-LSA estimator 

utilising the DD approach (MMSE-LSA (DD)), Xu2017, and the MMSE-LSA es- 

timator utilising the ResBLSTM a priori SNR estimator (MMSE-LSA (DL), where 

DL stands for deep learning). The subjective testing procedure is described in 

Section 5.7 . Voice babble at an SNR level of 5 dB was the condition used for the 

subjective tests. 

is due to the training target, and not the model, training strategy, or 
post-processing. 

6.4.2. Subjective quality scores 

Subjective quality scores were obtained for the MMSE-LSA estimator 
utilising the DD approach, Xu2017, and the MMSE-LSA estimator util- 
ising the ResBLSTM a priori SNR estimator. Details about the subjective 
testing procedure and the subjective test set are given in Section 5.7 . 
Voice babble at an SNR level of 5 dB was the condition used for the subjec- 
tive tests. The mean subjective preference (%) for each of the speech en- 
hancement methods is shown in Fig. 14 . It can be seen that the enhanced 
speech produced by the MMSE-LSA estimator utilising the ResBLSTM 

a priori SNR estimator (marked as MMSE-LSA (DL), where DL stands 
for deep learning) was preferred by listeners over Xu2017 enhanced 
speech. 

6.4.3. Enhanced speech spectrograms 

Shown in Fig. 15 is the resultant enhanced speech magnitude 
spectrograms produced by the MMSE-LSA estimator utilising the DD 

approach, Xu2017, and the MMSE-LSA estimator utilising the Res- 
BLSTM a priori SNR estimator. The clean and noisy speech magnitude 
spectrograms are shown in Fig. 15 (a) and (b), respectively. The 
MMSE-LSA estimator utilising the ResBLSTM a priori SNR estimator was 
able to suppress most of the noise with little formant distortion ( Fig. 15 
(e)). Xu2017 incorrectly suppressed some formant information ( Fig. 15 
(d)). The MMSE-LSA estimator utilising the DD approach demonstrated 
poor noise suppression ( Fig. 15 (e)). 

6.5. Areas requiring further investigation 

One factor that affects the performance of the MMSE-STSA and 
MMSE-LSA estimators is the a posteriori SNR estimation accuracy. In this 
work, the a posteriori SNR estimate is computed using the a priori SNR 
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Fig. 15. (a) Clean speech magnitude spectrogram of female FF uttering sentence 

32 _ 10 , “Men think and plan and sometimes act ” from the test set. (b) A record- 

ing of voice babble mixed with (a) at an SNR level of 5 dB. (c) Enhanced speech 

magnitude spectrogram produced by the MMSE-LSA estimator utilising the DD 

approach. (d) Enhanced speech magnitude spectrogram produced by Xu2017. 

(e) Enhanced speech magnitude spectrogram produced by the MMSE-LSA esti- 

mator utilising the ResBLSTM a priori SNR estimator. 

estimate. Further performance gains may be achieved if deep learning 
methods are used to estimate the a posteriori SNR directly. Another area 
for investigation is the loss function. A recent trend has been to include 
the STOI measure in the loss function ( Fu et al., 2018; Zhao et al., 
2018 ). The speech enhancement performance of the proposed a priori 

SNR estimators may be improved if a perceptually motivated measure 
is integrated into the loss function. 
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7. Conclusion 

Deep learning methods for MMSE approaches to speech enhance- 
ment are investigated in this work. A causal ResLSTM and a non-causal 
ResBLSTM are used here to accurately estimate the a priori SNR for the 
MMSE approaches. It was found that MMSE approaches utilising deep 
learning are able to produce enhanced speech that achieves higher 
quality and intelligibility scores than recent masking- and mapping- 
based deep learning approaches, for both real-world non-stationary and 
coloured noise sources. MMSE approaches utilising deep learning are 
currently being investigated for robust automatic speech recognition 
(ASR). 
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Abstract—Currently, deep learning approaches to speech en-
hancement are most commonly used as front-ends for robust
automatic speech recognition (ASR). A recently proposed deep
learning approach to a priori SNR estimation, called Deep Xi,
was able to produce enhanced speech at a higher quality and
intelligibility than recent deep learning approaches to speech
enhancement. Motivated by this, we investigate Deep Xi as a
front-end for robust ASR. Deep Xi is evaluated using real-world
non-stationary and coloured noise sources at multiple SNR levels.
Our experimental investigation shows that Deep Xi as a front-
end is able to produce a lower word error rate than recent
deep learning approaches to speech enhancement. The results
presented in this work show that Deep Xi is a viable front-end,
and is able to significantly increase the robustness of an ASR
system.
Availability: Deep Xi is available at https://github.com/anicolson/
DeepXi.
Index Terms: Robust speech recognition, front-end, speech
enhancement, pre-processing, Deep Xi

I. INTRODUCTION

Recently, an automatic speech recognition (ASR) system
was able to achieve human parity on the Switchboard speech
recognition task [1]. This milestone demonstrates how far
ASR research has come in 68 years [2]. An example of a
modern ASR system is Deep Speech [3] — an end-to-end
ASR system that uses a bidirectional recurrent neural network
(BRNN) as its acoustic model [4]. Despite their accuracy on
ideal conditions, modern ASR systems are still susceptible to
performance degradation when environmental noise is present.
A popular method to increase the robustness of an ASR system
is to use a front-end to pre-process noise corrupted speech.
As the goal of a front-end is to perform noise suppression, a
speech enhancement algorithm is typically employed.

Deep learning approaches to speech enhancement are cur-
rently the leading front-ends in the literature [5]. They have the
ability to produce enhanced speech that is highly intelligible —
an important attribute for ASR [6]. One prominent example is
the long short-term memory network ideal ratio mask (LSTM-
IRM) estimator [7], which can produce intelligible enhanced
speech independent of the speaker. Another prominent exam-
ple is the fully-connected neural network that employs multi-
objective learning and binary mask post-processing to estimate
the clean speech log-power spectra (LPS) (Xu2017) [8]. Gen-
erative adversarial networks (GAN) are also commonly used
for speech enhancement. The most prominent example utilises
an encoder-decoder convolutional neural network (CNN) as
the generator and the discriminator, called SEGAN [9].

Previous generation front-ends include minimum mean-
square error (MMSE) approaches to speech enhancement and
missing data approaches. MMSE approaches, such as the
MMSE short-time spectral amplitude (MMSE-STSA) estima-
tor, rely on the accurate estimation of the a priori SNR
[10]. However, previous a priori SNR estimators, like the
decision-directed (DD) approach, introduce a tracking delay
and a large amount of bias [10]. Cluster-based reconstruction
is a prominent missing data approach, which reconstructs the
unreliable spectral components (components with an a priori
SNR of 0 dB or less [11]) based on their statistical relationship
to the reliable components [12].

A deep learning approach to a priori SNR estimation was
recently proposed, called Deep Xi [13]. It is able to produce
an a priori SNR estimate with negligible bias, and exhibits
no tracking delay. Deep Xi enabled MMSE approaches to
achieve higher quality and intelligibility scores than recent
deep learning approaches to speech enhancement. As Deep
Xi is able to produce more intelligible enhanced speech than
deep learning approaches to speech enhancement, we propose
that Deep Xi can further outperform them when used as a
front-end for robust ASR.

Here, Deep Xi as a front-end is evaluated using real-world
non-stationary and coloured noise sources at multiple SNR
levels. Deep Speech is used to evaluate each of the front-ends.
Deep Speech is suitable for front-end evaluation as it is trained
on multiple clean speech corpora and has no implemented
front- or back-end techniques. The paper is organised as
follows: an overview of Deep Xi is given in Section II; the
proposed front-end is presented in Section III; the experiment
setup is described in Section IV, including a description of
each front-end; the results and discussion are presented in
Section V; conclusions are drawn in Section VI.

II. OVERVIEW OF DEEP XI

In [13], the Deep Xi framework for estimating the a priori
SNR was proposed. The a priori SNR is given by:

ξ[l, k] =
λs[l, k]

λd[l, k]
, (1)

where l is the time-frame sample, k is the discrete-frequency
bin, λs[l, k] = E{|S[l, k]|2} is the variance of the clean
speech spectral component, and λd[l, k] = E{|D[l, k]|2} is the
variance of the noise spectral component. During training, the
clean speech and noise of the noisy speech are available. This



Fig. 1. Histogram of ξdB[l, 64] over a sample of the training set and the
probability density function (PDF) of ξdB[l, 64] (f(ξdB[l, 64]|µ̂64, σ̂64))
(top). Cumulative histogram of ξdB[l, 64] over a sample of the training set and
the CDF of ξdB[l, 64] (F (ξdB[l, 64]|µ̂64, σ̂64)) (bottom). Both µ64 and σ64
are estimated from the sample of the training set, as described in Subsection
IV-B.

allows the instantaneous case of the a priori SNR to be used
as the training target. To compute the instantaneous a priori
SNR, λs[l, k] and λd[l, k] in Equation (1) are replaced with
the squared magnitude of the clean speech and noise spectral
components, respectively.

The observation and target of a training example for a
deep neural network (DNN) in the Deep Xi framework is as
follows:1

• Observation: noisy speech short-time magnitude spec-
trum (STMS) of the lth time-frame, |Xl|.

• Target: mapped a priori SNR for the lth time-frame, ξ̄ξξl.
The mapped a priori SNR is a mapped version of the in-
stantaneous a priori SNR. The instantaneous a priori SNR
is mapped to the interval [0, 1] in order to improve the
rate of convergence of the used stochastic gradient descent
algorithm [13]. The cumulative distribution function (CDF) of
ξdB[l, k] = 10 log10(ξ[l, k]) is used as the map. As shown
in Figure 1 (top) and 2, the distribution of ξdB[l, k] for each
discrete-frequency bin follows a normal distribution. It is thus
assumed that ξdB[l, k] is distributed normally with mean µk
and variance σ2

k: ξdB[l, k] ∼ N (µk, σ
2
k). Thus, the mapped a

priori SNR is found by applying the normal CDF to ξdB[l, k]:

ξ̄[l, k] = F (ξdB[l, k]|µk, σk) =
1

2

[
1 + erf

(
ξdB[l, k]− µk

σk
√

2

)]
,

(2)
where µk and σ2

k are found over a sample of the training set, as
described in Subsection IV-B. The map for k = 64 is depicted
in Figure 1 (bottom).

1In this work, |X[l, k]| specifies the kth component of the lth time-frame,
|Xl| specifies k = {0, . . . ,K − 1} of the lth time-frame (where K is the
number of discrete-frequency bins), and |X| specifies k = {0, . . . ,K − 1}
and L = {1, . . . , L} (where L is the number of time-frames).
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Fig. 2. The distribution of ξdB[l, k], for each discrete-frequency bin, k. For
each k, µk and σk are estimated from the sample of the training set, as
described in Subsection IV-B.

During inference, the a priori SNR estimate, ξ̂[l, k] is found
from ˆ̄ξ[l, k] as

ξ̂[l, k] = 10

((
σk

√
2erf−1(2ˆ̄ξ[l,k]−1)+µk

)
/10
)
. (3)

The a priori SNR estimate can then be used by an MMSE
approach to estimate the clean speech STMS:

|Ŝ[l, k]| = G[l, k]|X[l, k]|, (4)

where G(·) is an MMSE approach gain function and γ̂[l, k]
is the a posteriori SNR. As in [13], the maximum-likelihood
(ML) estimate of the a posteriori SNR is used [14]:

γ̂[l, k] = ξ[l, k] + 1. (5)

One example of an MMSE approach gain function is the
MMSE log-spectral amplitude (MMSE-LSA) estimator [15]:

GMMSE−LSA[l, k] =
ξ[l, k]

ξ[l, k] + 1
exp

{
1

2

∫ ∞

v[l,k]

e−t

t
dt

}
, (6)

where v[l, k] = γ[l, k]ξ[l, k]/(ξ[l, k] + 1). Other MMSE
approaches include the MMSE-STSA estimator [10], Wiener
filter (WF) [16], constrained WF (cWF) [16], and square-root
WF (SRWF) [17].

III. DEEP XI AS A FRONT-END

In this section, Deep Xi as a front-end for robust ASR is
described. Project DeepSpeech2 is used as the back-end of the
ASR system in this work. It is an open source implementation
of the Deep Speech ASR system [3]. It uses 26 mel-frequency
cepstral coefficients (MFCCs) as its input. The process of
finding the hypothesis transcription, H , is illustrated in Figure
3. The process includes the following four steps:

2Project DeepSpeech is available at: https://github.com/mozilla/DeepSpeech
(model 0.1.1 is used).
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Fig. 3. Deep Xi as a front-end for robust ASR. The noisy speech magnitude spectra, |X|, is shown in (a). Deep Xi estimates the a priori SNR, ξ̂, as shown
in (b). An MMSE approach is next used to compute a gain function, G(ξ̂, γ̂), which is then multiplied element-wise with |X| to produce the estimated clean
speech magnitude spectra, |Ŝ|, as shown in (c). MFCCs are then computed, producing the estimated clean speech cepstra, Ĉ, as shown in (d). Finally, the
hypothesis transcript, H , is found using Deep Speech, as shown in (e).

1) The a priori SNR estimate, ξ̂, of the noisy speech mag-
nitude spectra, |X|, is found using ξ̂ = Deep Xi(|X|).

2) ξ̂ is then used to estimate clean speech magnitude
spectra, |Ŝ|, using Equations (4) and (5).

3) The input to Deep Speech is the estimated clean speech
cepstra, Ĉ, where Ĉ is computed from |Ŝ|: Ĉ =
MFCC(|Ŝ|), as in [18].

4) Deep Speech computes the hypothesised transcript, H ,
from Ĉ: H = Deep Speech(Ĉ).

Deep Xi attempts to match the observed noisy speech to
the conditions experienced by Deep Speech during training,
i.e. the unobserved clean speech is estimated from the noisy
speech. Steps one, two, and three form the front-end of the
robust ASR system.

IV. EXPERIMENT SETUP

A. Training set

The train-clean-100 set from the Librispeech corpus [19],
the CSTR VCTK corpus [20], and the si∗ and sx∗ training
sets from the TIMIT corpus [21] are used to form the training
and validation set (74 250 clean speech recordings). 5% of
the clean speech recordings (3 713) are randomly selected and
used as the validation set, leaving 70 537 for the training
set. The training set includes 138.4 hours of clean speech,
while the validation set includes 7.4 hours of clean speech.
The 2 382 noise recordings adopted in [13], along with the
clean speech recordings are used to create the noisy speech
for the training and validation set. All of the clean speech
and noise recordings are single-channel, with a sampling
frequency of 16 kHz (those with a higher sampling frequency
are downsampled). The noisy speech for the validation set
is created by corrupting each clean speech recording of the
validation set with a random section of a randomly selected
noise recording at a randomly selected SNR level from the set
{−10,−5, 0, 5, 10, 15, 20} (dB). The noisy speech for each
training mini-batch is formed by corrupting each clean speech
recording selected for the mini-batch with a random section
of a randomly selected noise recording at a randomly selected
SNR level from the set {−10,−5, 0, 5, 10, 15, 20} (dB).

B. Training set sample

The sample mean and standard deviation of ξdB[l, k] for
k = {0, · · · ,K − 1} are found over 1 250 noisy speech
signals created from the clean speech and noise recordings
from Subsection IV-A. The 1 250 noisy speech signals are
created from 250 randomly selected (without replacement)
clean speech recordings that are mixed with random sections
of randomly selected (without replacement) noise recordings
at five different SNR levels: {−5, 0, 5, 10, 15} dB.

C. Test set

Four noise sources are included in the test set: voice babble,
F16, and factory from the RSG-10 noise dataset [22] and street
music (recording no. 26 270) from the Urban Sound dataset
[23]. 25 clean speech recordings are randomly selected (with-
out replacement) from the test-clean set of the Librispeech
corpus [19] for each of the four noise recordings. To generate
the noisy speech, a random section of the noise recording is
mixed with the clean speech at the following SNR levels:
{−5, 0, 5, 10, 15} (dB). This creates a test set of 500 noisy
speech signals. The noisy speech is single-channel, with a
sampling frequency of 16 kHz.

D. Front-ends

The configuration of each front-end is described here:
Deep Xi-ResLSTM & Deep Xi-ResBiLSTM: A resid-

ual LSTM (ResLSTM) network and a residual bidirectional
LSTM (ResBiLSTM) network were used within the Deep Xi
framework, as shown in Figure 4. The hyperparameters for the
ResLSTM and ResBLSTM networks in [13] are employed.
The ResLSTM network, as shown in Figure 4 (top), consists
of five residual blocks, with each block containing an LSTM
cell [24], F, with a cell size of 512. The residual connection
is from the input of the residual block to after the LSTM
cell activation. FC is a fully-connected layer with 512 nodes
that employs layer normalisation followed by ReLU activation
[25]. The output layer, O, is a fully-connected layer with
sigmoidal units. The ResBiLSTM network, as shown in Figure
4 (bottom), is identical to the ResLSTM network, except
that the residual blocks include both a forward and backward
LSTM cell (F and B, respectively) [4], each with a cell size
of 512. The residual connection is applied from the input of
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Fig. 4. Deep Xi-ResLSTM (top) and Deep Xi-ResBiLSTM (bottom).

the residual block to after the summation of the forward and
backward cell activations. The ResLSTM and ResBiLSTM
networks are trained on the training set described in Subsection
IV-A for 10 epochs. Cross-entropy is used as the loss function.
The Adam algorithm [26] with default hyperparameters is used
for stochastic gradient descent optimisation. A mini-batch size
of 10 noisy speech signals is used.

SEGAN: The trained model available at https://github.com/
santi-pdp/segan is retrained using the training set described in
Subsection IV-A for 50 epochs using the available implemen-
tation.

LSTM-IRM: The LSTM-IRM estimator from [7] is trained
on the training set described in Subsection IV-A for 10
epochs. The noisy speech STMS is used as the input. The
Adam algorithm [26] with default hyperparameters is used for
stochastic gradient descent optimisation. A mini-batch size of
10 noisy speech signals is used.

Xu2017: The trained model available at https://github.com/
yongxuUSTC/DNN-for-speech-enhancement is used.

Cluster-based reconstruction: A diagonal covariance
Gaussian mixture model (GMM) consisting of 128 clusters
is trained using the k-means++ algorithm [27], and the
expectation-maximisation algorithm [28]. 7 500 randomly se-
lected clean speech recordings from the training set are used
for training. A BRNN ideal binary mask (IBM) estimator [29],
which is trained for 10 epochs using the training set, is used
to identify the unreliable spectral components [12].

DD: The MMSE-based noise power spectral density (PSD)
estimator from [30] is used by the DD approach a priori SNR
estimator [10]. The DD approach estimates the a priori SNR
for the MMSE-STSA estimator [10].

E. Signal processing

The following hyperparameters were used to compute the
inputs used by the DD approach, cluster-based reconstruction,
the LSTM-IRM estimator, Deep Xi-ResLSTM, and Deep Xi-
ResBiLSTM. A sampling frequency of 16 kHz is used. The
Hamming window function is used for analysis, with a frame
length of 32 ms (512 discrete-time samples) and a frame shift
of 16 ms (256 discrete-time samples). For each frame of noisy
speech, the 257-point single-sided magnitude spectrum is
computed, which includes both the DC frequency component
and the Nyquist frequency component.

F. Word Error Rate Percentage

The word error rate percentage, WER%, was used to
evaluate the performance of the front-end techniques. The
WER% is calculated by

WER% = 100× D(H,R)

N
, (7)

where H is the hypothesis transcript, R is the reference
transcript, and N number of words in R. D(H,R) is the
Levenshtein distance between H , and R.

V. RESULTS AND DISCUSSION

The performance of Deep Xi utilising different MMSE
approaches is shown in Table I. The SRWF attained the
lowest average word error rate percentage (WER%) over all
conditions at 37.07%, marginaly outperforming the MMSE-
STSA estimator (37.09%), and the cWF (37.27%). Although
the cWF was not able to achieve the lowest average WER%,
it was able to attain the lowest WER% for most individual
conditions, especially for street music. The performance of
the WF was the worst amongst the MMSE approaches, with a
WER% of 40.03% over all conditions. It did however perform
best for two conditions, voice babble at -5 dB, and factory at
15 dB.

In Table II, Deep Xi-ResLSTM and Deep Xi-ResBiLSTM
are compared to both current and previous generation front-
ends using Deep Speech. The current front-ends include
Xu2017 [8], an LSTM-IRM estimator [7], and SEGAN [9].
The previous generation front-ends include the DD approach,
and cluster-based reconstruction. As it attained the lowest
average WER% in Table I, the SRWF is used by Deep Xi-
ResLSTM and Deep Xi-ResBiLSTM.

Deep Xi-ResBiLSTM demonstrates a significant perfor-
mance improvement, with an average WER% reduction of
9.3% over all conditions when compared to SEGAN. Deep
Xi-ResLSTM also demonstrated a high performance, with
an average WER% reduction of 3.4% over all conditions
when compared to SEGAN. As shown in [6], more intel-
ligible speech improves speech recognition performance. In
[13], Deep Xi-ResLSTM and Deep Xi-ResBiLSTM were able
to produce more intelligible enhanced speech than recent
deep learning approaches to speech enhancement, including
the LSTM-IRM estimator and Xu2017. This indicates why
Deep Xi-ResLSTM and Deep Xi-ResBiLSTM are more effec-
tive front-ends than SEGAN, the LSTM-IRM estimator, and
Xu2017.



TABLE I
WER% FOR DEEP XI AS A FRONT-END UTILISING DIFFERENT MMSE APPROACHES. THE TEST SET IS DESCRIBED IN SUBSECTION IV-C. THE LOWEST

WER% FOR EACH CONDITION IS SHOWN IN BOLDFACE.

MMSE
approach

SNR level (dB)
Voice babble Street music F16 Factory

-5 0 5 10 15 -5 0 5 10 15 -5 0 5 10 15 -5 0 5 10 15
Noisy speech 95.1 91.1 70.6 36.7 11.0 92.9 78.2 51.1 21.1 11.0 100.0 98.7 82.5 39.2 18.1 97.7 89.0 59.8 29.2 10.5
WF 91.1 70.1 38.9 13.1 9.7 78.6 50.1 24.1 12.9 7.1 84.9 53.9 29.2 12.7 8.2 87.1 59.7 41.6 19.4 8.1
SRWF 95.0 66.0 27.1 10.7 10.4 73.0 43.0 23.7 10.3 7.0 88.7 56.6 21.4 12.7 4.2 84.9 51.5 29.5 16.8 8.8
cWF 95.3 66.8 31.3 10.5 10.0 73.1 41.7 23.1 10.4 7.0 84.5 54.0 24.1 12.8 5.0 82.6 56.1 30.1 16.8 10.2
MMSE-STSA 94.2 67.3 27.5 11.3 10.1 73.1 44.6 23.4 10.0 7.0 85.7 54.9 20.8 11.9 4.2 85.5 52.7 31.3 16.8 9.5
MMSE-LSA 94.6 69.1 30.8 11.3 8.8 73.5 42.7 24.8 10.0 7.0 86.0 53.6 23.8 12.2 4.5 85.1 54.4 31.9 17.5 8.9

TABLE II
WER% FOR DEEP SPEECH USING EACH FRONT-END. THE TEST SET IS DESCRIBED IN SUBSECTION IV-C. THE LOWEST WER% FOR EACH CONDITION

IS SHOWN IN BOLDFACE.

Method
SNR level (dB)

Voice babble Street music F16 Factory
-5 0 5 10 15 -5 0 5 10 15 -5 0 5 10 15 -5 0 5 10 15

Noisy speech 95.1 91.1 70.6 36.7 11.0 92.9 78.2 51.1 21.1 11.0 100.0 98.7 82.5 39.2 18.1 97.7 89.0 59.8 29.2 10.5
DD 94.9 87.8 70.4 32.0 10.4 88.5 72.4 47.6 24.6 14.0 98.4 82.1 43.2 18.8 11.6 94.6 83.6 52.7 26.2 13.8
Clust. reconstruction 98.2 84.5 54.2 21.0 10.2 86.2 72.2 41.3 15.4 10.1 98.0 83.1 45.4 18.6 7.0 97.1 81.6 50.3 29.2 16.7
Xu2017 95.0 78.1 54.3 31.3 13.0 90.0 75.4 45.2 28.6 17.1 93.8 81.7 51.2 25.1 21.7 97.4 90.7 67.1 35.4 18.3
LSTM-IRM 94.1 88.9 54.2 22.5 9.6 89.6 67.5 39.8 16.2 7.2 97.1 79.3 45.2 21.4 12.9 94.5 73.8 43.2 18.1 10.9
SEGAN 95.8 79.0 44.2 19.5 10.7 84.5 58.7 32.4 12.8 11.0 94.2 76.8 45.6 19.7 7.7 91.2 70.3 45.9 18.1 8.5
Deep Xi-ResLSTM 92.9 73.3 37.1 11.7 12.0 85.5 58.1 25.2 11.5 6.4 95.6 69.3 30.8 16.4 7.2 93.0 69.5 36.2 17.9 9.1
Deep Xi-ResBiLSTM 95.0 66.0 27.1 10.7 10.4 73.0 43.0 23.7 10.3 7.0 88.7 56.6 21.4 12.7 4.2 84.9 51.5 29.5 16.8 8.8

SEGAN and the LSTM-IRM estimator both performed
poorly at lower SNR levels when compared to the proposed
front-ends. Deep Xi-ResBiLSTM performed particularly well
at an SNR level of 5 and 10 dB, with an average WER%
reduction of 16.9% and 16.6%, respectively, over all noise
sources when compared to SEGAN. SEGAN and the LSTM-
IRM estimator were both able to demonstrate a high per-
formance at an SNR level of 15 dB. However, Deep Xi-
ResBiLSTM and Deep Xi-ResLSTM were able to produce an
average WER% improvement of 1.9% and 0.8%, respectively,
over all noise sources at an SNR level of 15 dB when
compared to SEGAN. In summary, Deep Xi-ResBiLSTM and
Deep Xi-ResLSTM demonstrate a high performance at each
SNR level — especially at lower SNR levels.

VI. CONCLUSION

In this paper, we investigated Deep Xi as a front-end for
robust ASR. Deep Xi was evaluated using both real-world non-
stationary and coloured noise sources, at multiple SNR levels.
Deep Xi-ResLSTM and Deep Xi-ResBiLSTM was able to out-
perform recent front-ends, including deep learning approaches
to speech enhancement such as SEGAN. This was attributed
to the fact that Deep Xi-ResLSTM and Deep Xi-ResBiLSTM
are able to produce more intelligible enhanced speech than
recent deep learning approaches to speech enhancement. The
results presented in this work show that Deep Xi is able to
significantly increase the robustness of an ASR system.
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Masked Multi-Head Self-Attention for Causal Speech Enhancement
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Abstract

Accurately modelling the long-term dependencies of noisy speech is critical to the performance of a speech enhancement
system. Current deep learning approaches to speech enhancement employ either a recurrent neural network (RNN) or
a temporal convolutional network (TCN). However, RNNs and TCNs both demonstrate deficiencies when modelling
long-term dependencies. Enter multi-head attention (MHA) — a mechanism that has outperformed both RNNs and
TCNs in tasks such as machine translation. By using sequence similarity, MHA possesses the ability to more efficiently
model long-term dependencies. Moreover, masking can be employed to ensure that the MHA mechanism remains causal
— an attribute critical for real-time processing. Motivated by these points, we investigate a deep neural network (DNN)
that utilises masked MHA for causal speech enhancement. The conditions used to evaluate the proposed DNN include
real-world non-stationary and coloured noise sources at multiple SNR levels. Our extensive experimental investigation
demonstrates that the proposed DNN can produce enhanced speech at a higher quality and intelligibility than both
RNNs and TCNs. We conclude that deep learning approaches employing masked MHA are more suited for causal
speech enhancement than RNNs and TCNs.
Availability—MHANet is available at https://github.com/anicolson/DeepXi

Keywords: Speech enhancement; multi-head attention; MHANet; Deep Xi.

1. Introduction

A speech enhancement algorithm aims to improve the
perceived quality and intelligibility of noisy speech [1]. It
accomplishes this by suppressing background noise with-
out distorting the speech. Many speech processing sys-
tems, such as automatic speech recognition (ASR) sys-
tems, speaker verification systems, and mobile communi-
cation systems typically rely on the enhancement of noisy
speech for robustness. For example, a leading method to
increase the robustness of an ASR system is to pre-process
noisy speech with a speech enhancement algorithm [2].

Currently, deep learning approaches to speech enhance-
ment are at the forefront of the field. Deep neural net-
works (DNNs) are utilised to provide a non-linear map
from a given noisy-speech representation to a target rep-
resentation. They have been used to map the noisy-speech
magnitude spectrum to the clean-speech magnitude spec-
trum [3], or noisy-speech time-domain frames to clean-
speech time-domain frames [4]. Utilising time-domain
frames enables the reconstruction of the distorted phase.
DNNs have also been used to map the noisy-speech spec-
trum to a time-frequency mask [5], or the a priori SNR
[6]. Time-frequency masks, such as the ideal-ratio mask

∗Corresponding author
Email addresses: aaron.nicolson@griffithuni.edu.au (Aaron

Nicolson), k.paliwal@griffith.edu.au (Kuldip K. Paliwal)

(IRM), are applied as a suppression function to the noisy-
speech magnitude spectrum [5]. It was found in [7] that
the IRM is able to outperform the clean-speech magni-
tude spectrum when used as the training target. A priori
SNR estimates are used by minimum mean-square error
(MMSE) estimators of the clean-speech spectrum [8]. It
was found in [6] that the a priori SNR as the training tar-
get produces comparable results to the IRM. DNNs have
also been tasked with computational auditory scene anal-
ysis (CASA), whereby a noisy-speech magnitude spectrum
component is classified as either noise or speech dominant
[5, 9]. This is accomplished by using the ideal binary mask
(IBM) as the training target, where a value of one and zero
corresponds to a speech and noise dominant component,
respectively. However, it was found that the IRM is able
to significantly outperform the IBM [7].

A multitude of deep learning approaches have been
successfully applied to speech enhancement. One recent
approach is the use of teacher-student learning [10]. An
already trained, large teacher DNN is used to guide the
training of a smaller, student DNN. In [11], a causal stu-
dent DNN is trained to estimate the improved speech
presence probability (ISPP) with guidance from a non-
causal IRM estimator teacher DNN. An advantage of the
teacher-student approach is that the student model can
be compactly designed. Another approach is to optimise
a DNN with respect to one or more objective measures
[12, 13]. While it will perform well on the optimised ob-
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jective measures, there is a risk that the DNN will not
generalise to other measures. Another recent approach
is the use of generative adversarial networks (GANs) for
speech enhancement (SEGAN) [14]. One disadvantage of
a SEGAN is that its generator does not have direct access
to the clean speech during training, diminishing its per-
formance at lower signal-to-noise ratio (SNR) levels. To
mitigate this issue, a high-level GAN (HLGAN) was pro-
posed, where a high-level loss function allows the generator
to access both the clean and noisy speech during training
[15].

Many DNN types are used for deep learning approaches
to speech enhancement. Feed-forward neural networks
(FNNs) were amongst the first DNNs used for speech en-
hancement [16, 17, 3]. They were adapted to input a win-
dow of several past, present, and future frames [18] and
were able to significantly outperform previous speech en-
hancement algorithms such as the decision-directed (DD)
approach [19]. However, FNNs are only capable of mod-
elling local dependencies. This capability is insufficient for
speech enhancement as speech exhibits long-term depen-
dencies [20], such as the speaker’s gender, dialect, speaking
rate and emotional state [21]. While coloured noise sources
display only local dependencies (e.g. a fan), non-stationary
noise sources inherently display long-term dependencies
(e.g. music). Having awareness of the long-term depen-
dencies of the target speech and background noise is crit-
ical when performing speech enhancement. This implies
that a DNN proficient in long-term dependency modelling
will be more suited for speech enhancement.

With the ability to model the long-term dependencies
of noisy speech, recurrent neural networks (RNNs) em-
ploying long short-term memory (LSTM) soon supplanted
FNNs [22, 23]. The cell state of LSTM grants it the abil-
ity to remember important information about the noise
and speech [24]. However, RNNs require a large number
of parameters and lengthy training times. Moreover, the
memory of LSTM is limited, making it prone to forgetting
distant information [25]. Temporal convolutional networks
(TCNs) were soon able to match the speech enhancement
performance of RNNs while consuming significantly fewer
parameters and requiring markedly less time to train [26].
TCNs utilise causal dilated kernels to garner a fixed-size
receptive field over previous frames, allowing the modelling
of long-term dependencies [27]. However, the performance
of a TCN is adversely affected when events occur out of
expected order due to the positional nature of the kernels.

Recently, the Transformer network outperformed both
RNN and TCN-based models on a machine translation
task [28]. Derivatives of the Transformer network have
also been applied to tasks such as language modelling [29],
speech recognition [30], and medical diagnoses [31]. The
key module of the Transformer network is multi-head at-
tention (MHA). MHA utilises multiple heads, with each
employing an attention mechanism. The sequence similar-
ity between all time-steps is used by the attention mecha-
nism to compute a new representation, granting it the abil-

ity to model long-term dependencies. Additionally, when
the sequence length is less than the size of the layer, the
attention mechanism boasts less complexity per layer than
its RNN and TCN-based counterparts. This is shown in
Table 1, where self-attention is the attention type used by
the encoder of the Transformer network.

Table 1: Computational complexity per layer and maximum number
of sequential operations required to connect any two input and out-
put time-steps of a layer [28]. The sequence length, the kernel size,
and the layer size is denoted by L, k, and d, respectively.

Layer Complex. per layer Max. seq. operations

Self-atten. O(L2 · d) O(1)
Convolut. O(k · L · d2) O(logk(L))
Recurrent O(L · d2) O(L)

As described in [28], a key factor affecting the ability of
a DNN to learn long-term dependencies is the number of
sequential operations required to connect input and output
time-steps of a layer. The fewer the number of operations
required to connect any combination of input and output
time-step, the easier it is to learn long-term dependencies
[32]. The maximum number of sequential operations re-
quired to connect any two input and output time-steps of
a layer is shown in Table 1. It can be seen that the maxi-
mum number of sequential operations for self-attention is
constant, whereas the maximum number of sequential op-
erations for recurrent and convolutional layers depends on
L. This means that the distance between an input and an
output time-step does not affect self-attention. This key
advantage allows MHA to more efficiently model long-term
dependencies than RNNs and TCNs [28].

One aspect to consider when developing a deep-
learning approach to speech enhancement is causality.
Most speech processing applications require real-time pro-
cessing [15, 33, 34, 35]. The responsiveness of a real-time
system is negatively affected when utilising non-causal
modules, as future frames are required. Moreover, the de-
mand for embedded real-time systems in mobile devices is
increasing as more sophisticated processors are employed
[36, 37]. Therefore, most speech processing applications
require a causal deep learning approach to speech enhance-
ment. All of the aforementioned DNN types possess the
ability to be causal. An FNN is causal if its input includes
only current and previous time-steps. For RNNs, only uni-
directional RNNs can be used, as opposed to bidirectional
RNNs [38]. For TCNs, kernels that consider only cur-
rent and previous time-steps are permitted. For MHA,
causality is upheld when similarities considering future
time-steps are masked.

In this work, we investigate masked MHA for causal
speech enhancement. This is motivated by the following
points: 1) modelling the long-term dependencies of noisy
speech is critical for speech enhancement, and 2) MHA
possesses the ability to more efficiently model long-term
dependencies than RNNs and TCNs. This indicates that
MHA has the potential to outperform RNNs and TCNs at
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the task of speech enhancement. The blocks of the pro-
posed MHA network (MHANet) are identical to those used
in the encoder of the Transformer network, except that
masking is applied to ensure causality. Unlike the Trans-
former network, the MHANet does not utilise positional
encoding, as we find that there is sufficient information
about the order of events encoded into the noisy speech.
In this work, the MHANet is tasked with estimating the a
priori SNR for an MMSE approach.

In research proposed simultaneously to this work,
MHA with no masking was used for speech enhance-
ment. In [39], the encoder of the Transformer network
was used to estimate the IRM, called the Transformer
with Gaussian-weighted self-attention (T-GSA). A Gaus-
sian weighting was applied to the attention weights to
attenuate according to the distance between the current
frame and past/future frames. T-GSA is jointly optimised
for two objective measures, namely the perceptual eval-
uation of speech quality (PESQ) [40] and the signal-to-
distortion ratio (SDR). In [41], a network comprising of
two-dimensional convolutional units, bidirectional LSTM
cells, and MHA modules was used to estimate a complex-
valued time-frequency (TF) mask. Speaker aware fea-
tures were also employed, along with multi-task learning of
speech enhancement and speaker identification. Further-
more, the network is jointly optimised for cross-entropy
and SDR. Both of these networks utilise non-causal MHA
modules and were both able to outperform bidirectional
RNN, convolutional neural network (CNN), and GAN-
based speech enhancement systems.

In this paper, we first describe the employed speech
enhancement framework in Section 2. The proposed
MHANet is described in Section 3. In Section 4, the val-
idation error of the MHANet is compared to that of an
RNN and a TCN. In Section 5, the sequence similarity
of the heads from the MHANet are observed, in order to
understand what the heads attend to during speech en-
hancement. In Sections 6 and 7, the speech enhancement
performance and the execution time of the MHANet is
compared to both RNNs and TCNs. The MHANet is also
compared to multiple recent causal and non-causal deep
learning approaches to speech enhancement in Section 8.
Conclusions are drawn in Section 9.

2. Background

2.1. Analysis, modification, & synthesis framework

The short-time Fourier analysis, modification, and syn-
thesis (AMS) framework is used here for speech enhance-
ment [42, 43]. The AMS framework consists of three
stages: (1) the analysis stage, where noisy speech under-
goes short-time Fourier transform (STFT) analysis; (2)
the modification stage, where the noisy-speech magnitude
spectrum is modified; and (3) the synthesis stage, where
the enhanced speech is synthesised by applying the inverse
STFT (ISTFT).

In the time-domain, the noisy-speech signal, x[n], is
given by:

x[n] = s[n] + d[n], (1)

where s[n], and d[n] denote the clean speech and un-
correlated additive noise, respectively, and n denotes the
discrete-time index. The noisy speech is analysed frame-
wise using the running STFT [44]:

X[l, k] =

Nd−1∑

n=0

x[n+ lNs]w[n]e−j2πnk/Nd , (2)

where l denotes the frame index, k denotes the discrete-
frequency index, Nd denotes the frame duration in
discrete-time samples, Ns denotes the frame shift in
discrete-time samples, and w[n] is an analysis window
function.

In polar form, the noisy-speech spectrum is expressed
as

X[l, k] = |X[l, k]|ej∠X[l,k], (3)

where |X[l, k]| and ∠X[l, k] denote the noisy-speech mag-
nitude and phase spectrums, respectively. The modified
magnitude spectrum is then formed by enhancing the
noisy-speech magnitude spectrum. The modified magni-
tude spectrum is an estimate of the clean-speech magni-
tude spectrum, and is denoted by |Ŝ[l, k]|. The modified
spectrum is constructed by combining the modified mag-
nitude spectrum with the noisy-speech phase spectrum:

Y [l, k] = |Ŝ[l, k]|ej∠X[l,k]. (4)

The synthesis stage involves applying the ISTFT to
the modified spectrum. First, the inverse discrete Fourier
transform is applied to the modified spectrum:

yf [l, n] =
1

Nd

Nd−1∑

k=0

Y [l, k]ej2πnk/Nd , (5)

where yf [l, n] is the framed enhanced speech. The overlap-
add method is subsequently applied to produce the final
enhanced speech [45]:

y[n] =

∞∑
l=−∞

yf [l, n− lNs]
∞∑

l=−∞
w[n− lNs]

, (6)

where w[n] is a synthesis window function.
In this work, the Hann window function is used for

analysis and synthesis, with a frame-duration of 32 ms
(Nd = 512) and a frame-shift of 16 ms (Ns = 256). The
257-point single-sided noisy-speech magnitude spectrum,
which includes both the DC frequency component and the
Nyquist frequency component is used as the input to the
MHANet.
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2.2. Deep Xi framework

In this work, the proposed MHANet is compared to
both RNNs and TCNs within the Deep Xi framework.
Deep Xi is a deep learning approach to a priori SNR es-
timation [6], and is depicted in Figure 1. The Deep Xi
framework consists of two stages. For the first stage, a

DNN estimates a mapped version of the a priori SNR, ˆ̄ξξξl =

{ ˆ̄ξ[l, 0], ˆ̄ξ[l, 1], · · · , ˆ̄ξ[l,K−1]}, from the noisy-speech mag-
nitude spectrum, |Xl| = {|X[l, 0]|, |X[l, 1]|, · · · , |X[l,K −
1]|}, where K is the number of discrete-frequency bins for
each frame (K = Nd/2 + 1). For the second stage, the a

priori SNR estimate, ξ̂ξξl, is computed from the mapped a

priori SNR estimate, ˆ̄ξξξl. The mapped a priori SNR, ξ̄ξξl,
and the computation of the a priori SNR estimate during
the second stage is described in Subsection 2.2.2. The a
priori SNR estimated using the Deep Xi framework is used
by an MMSE clean-speech magnitude spectrum estimator,
as described in Subsection 2.2.1.

|Xl| DNN ξ̂ξξl 10

((
σσσ
√
2erf−1

(
2ξ̂ξξl−1

)
+µµµ
)
/10
)

ξ̂ξξl

Figure 1: Deep Xi a priori SNR estimation framework.

2.2.1. MMSE approaches to speech enhancement

The a priori SNR estimated using the Deep Xi frame-
work is used by an MMSE approach to estimate the clean-
speech magnitude spectrum for Equation (4). An example
is the MMSE log-spectral amplitude (MMSE-LSA) estima-
tor [8]:

|Ŝ[l, k]| = |X[l, k]| ξ[l, k]

ξ[l, k] + 1
exp

ß
1

2

∫ ∞

ν[l,k]

e−t

t
dt

™
, (7)

where ν[l, k] = ξ[l,k]
ξ[l,k]+1γ[l, k], ξ[l, k] is the a priori SNR

and γ[l, k] is the a posteriori SNR. The a priori SNR is
defined as

ξ[l, k] =
λs[l, k]

λd[l, k]
, (8)

where λs[l, k] = E{|S[l, k]|2} is the variance of the clean-
speech spectral component, and λd[l, k] = E{|D[l, k]|2} is
the variance of the noise spectral component. The a pos-
teriori SNR is defined as

γ[l, k] =
|X[l, k]|2
λd[l, k]

. (9)

For the Deep Xi framework, the (instantaneous) a poste-

riori SNR is estimated as: γ̂(l, k) = ξ̂(l, k) + 1.

2.2.2. Mapped A Priori SNR Training Target

The training target for the DNN in Figure 1 is the
mapped a priori SNR [6], which is a mapped version of the
instantaneous a priori SNR. During the training phase,

the clean speech and noise in Equation (8) are known
completely. This means that λs[l, k] and λd[l, k] can be
replaced with the squared magnitude of the clean-speech
and noise spectral components, respectively.

In [6], the instantaneous a priori SNR in dB, ξdB[l, k] =
10 log10(ξ[l, k]), was mapped to the interval [0, 1] in order
to improve the rate of convergence of the used stochas-
tic gradient descent algorithm. The cumulative distri-
bution function (CDF) of ξdB[l, k] was used as the map.
It can be seen [6, Fig. 2 (top)] that the distribution of
ξdB[l, k] for a given frequency component follows a nor-
mal distribution. It was thus assumed in [6] that ξdB[l, k]
is distributed normally with mean µk and variance σ2

k:
ξdB[l, k] ∼ N (µk, σ

2
k). The map is given by

ξ̄[l, k] =
1

2

[
1 + erf

(
ξdB[l, k]− µk

σk
√

2

)]
, (10)

where ξ̄[l, k] is the mapped a priori SNR and erf is the
error function. Following [6], the statistics of ξdB[l, k]
for each noisy-speech spectral component were found over
1 000 samples of the training set.

During inference, ξ̂[l, k] is found from ˆ̄ξ[l, k] as follows:

ξ̂[l, k] = 10

((
σk

√
2erf−1

(
2ˆ̄ξ[l,k]−1

)
+µk

)
/10
)
. (11)

Equation (11) is shown in Figure 1, where µµµ =
{µ0, µ1, · · · , µK−1} are the means for each discrete-
frequency bin and σσσ = {σ0, σ1, · · · , σK−1} are the cor-
responding standard deviations.

3. MHANet for speech enhancement

In this section, we describe the proposed MHANet
for speech enhancement, as illustrated in Figure 2 (left).
For speech enhancement, the sequence length of the in-
put and target are equal. This means that the encoder-
decoder structure of the Transformer network is not re-
quired. Thus, a network can be formed simply by stacking
blocks of computational units from the input to the out-
put. The blocks of the MHANet are identical to those used
by the encoder of the Transformer network, except that
masking is employed for causality. Each block includes
the fundamental component of the Transformer network
— multi-head attention (MHA). As the MHANet is de-
rived from the Transformer network, the notation in this
section is based on that used in [28].

The proposed MHANet is described from input to
output as follows. The noisy-speech magnitude spectra,
|X| ∈ RL×K , is the input to the MHANet. An attention
mechanism is unaware of the order of events in a sequence.
Hence, it must have positional information encoded into its
input. Here, the trigonometric positional encoding (PE)
used for the Transformer network is employed [28]. We
investigate three different ways of including the positional
encoding with the input: the addition of the positional en-
coding [28], the concatenation of the positional encoding
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Figure 2: (left) Proposed multi-head attention network (MHANet), (middle) multi-head attention module (MHA), and (right) masked scaled
dot-product attention.

[30], and no positional encoding. Including no positional
encoding assumes that there is enough information en-
coded in the noisy speech about the position of each event.
After the positional encoding is included, the first layer is
used to project the input to a size of dmodel. The first layer
from [6] is used here: max(0,LN(|X|WI +bI)), where LN
is frame-wise layer normalisation [46], WI ∈ RK×dmodel ,
and bI ∈ Rdmodel .

Next, B blocks (called “layers” in [28]) are cascaded,
where each block includes an MHA module, a two-layer
FNN, residual connections [47], and frame-wise layer nor-
malisation. The blocks are further described in Subsec-
tion 3.1. After the blocks is the output layer, which is
a sigmoidal feed-forward layer as in [6]. The MHANet is
trained to estimate the mapped a priori SNR, ξ̄ξξ ∈ RL×K ,
as described in Subsection 2.2.2. The optimisation method
used to train the MHANet is described in Subsection 3.3.

3.1. MHANet blocks

The MHA module is the first component of the block,
and is illustrated in Figure 2 (middle). The MHA module
takes as input a set of L queries (Q ∈ RL×dmodel), keys
(K ∈ RL×dmodel), and values (V ∈ RL×dmodel), where L is
the number of frames, and dmodel is the size of each query,
key, and value. For a detailed explanation about what Q,
K, and V represent, we refer the reader to the work in
[28]. Q, K, and V in this case are all replicas of the input
to the block. Thus, the specific form of MHA that is used
is multi-head self-attention.

A total of H heads of masked scaled dot-product at-
tention are used in each MHA module, where h =
{1, 2, · · · , H} is the head index. For head h, Q, K, and

V are linearly projected: QQQh = QWQ
h , KKKh = KWK

h , and

VVVh = VWV
h , where WQ

h ∈ Rdmodel×dk , WK
h ∈ Rdmodel×dk ,

and WV
h ∈ Rdmodel×dv are learned weight matrices. The

projected queries and keys are of size dk, and the projected
values are of size dv. This allows each head to operate on
different, learned linear projections of Q, K, and V. To
control the size of each head, the following policy from [28]
is used: dk = dv = dmodel/H. The MHA module is defined
as

MHA(Q,K,V) = concat(A1,A2, · · · ,AH)WO, (12)

where Ah = Attention(QQQh,KKKh,VVVh) is the output
for head h (Ah ∈ RL×dk). The masked scaled
dot-product attention mechanism used for each head,
Attention(QQQh,KKKh,VVVh), is described in Subsection 3.2. It
can be seen that the outputs from all of the heads are con-
catenated and linearly projected using the learned weight
matrix WO

h ∈ RHdv×dmodel , forming the final output of the
MHA module. A residual connection is applied from the
input to the output of the MHA module, which is followed
by frame-wise layer normalisation.

The second half of the block includes a two-layer feed-
forward neural network (FNN):

FNN(Z) = max(0,ZW1 + b1)W2 + b2, (13)

where Z ∈ RL×dmodel is the input, W1 ∈ Rdmodel×dff ,
b1 ∈ Rdff , W2 ∈ Rdff×dmodel , and b2 ∈ Rdmodel . Hence,
the inner layer has a size of dff . A residual connection is
applied from the input to the output of the FNN, which is
followed by frame-wise layer normalisation. As in [28], a
dropout rate of Pdrop is applied before each residual con-
nection during training.

3.2. Masked scaled dot-product attention

The masked scaled dot-product attention mechanism
for head h, as shown in Figure 2 (right), takes as input a set
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of L queries (QQQh ∈ RL×dk), keys (KKKh ∈ RL×dk), and values
(VVVh ∈ RL×dv ). Masked scaled dot-product attention is
computed as

Attention(QQQh,KKKh,VVVh) = softmax
(
M+

QQQhKKK>h√
dk

)
VVVh. (14)

The similarity matrix computed from the dot product of
QQQh and KKK>h forms the unnormalised weights of the atten-
tion mechanism. After scaling by 1/

√
dk, M ∈ RL,L is

used to mask out similarities that include future frames,
ensuring causality. As the ensuing operation is the soft-
max function, masking is performed by adding −∞. Fol-
lowing masking, each row of the sequence similarity matrix
is normalised into a probability distribution using the soft-
max activation function. Finally, a new representation is
computed via the dot product of the normalised similarity
matrix and VVVh.

3.3. Optimisation method

As in [28], the Adam optimiser [48] with β1 = 0.9,
β2 = 0.98, and ε = 10−9 is used for training the MHANet,
where the learning rate, α, is controlled over the course of
training as

α = d−0.5
model ·min(ψ−0.5, ψ ·Ψ−1.5), (15)

where ψ is the training step and Ψ is the number of
warmup steps. The learning rate increases linearly with
ψ until Ψ is exceeded and then decreases proportionally
to the inverse square root of ψ. This strategy was used in
[28] to stabilise learning during the initial stages of train-
ing, as MHA has been found difficult to train.

4. Validation error

In this section, the validation error of the MHANet
is compared to that of an RNN and a TCN, where the
RNN is a residual LSTM (ResLSTM) network [6] and the
TCN is a residual network (ResNet) [49]. The ResLSTM
network and the ResNet are described in Subsection 4.3.

As in [6], the cross-entropy between the mapped a pri-

ori SNR, ξ̄[l, k], and its estimate, ˆ̄ξ[l, k], is used as the
error:

E =− 1

LK

L∑

l=1

K−1∑

k=0

ξ̄[l, k] log( ˆ̄ξ[l, k])+

(1− ξ̄[l, k]) log(1− ˆ̄ξ[l, k]).

(16)

The training and validation sets used in this subsection
are described in Subsection 4.1, followed by the training
strategy in Subsection 4.2. The hyperparameter search
for the MHANet is presented in Appendix Appendix A. A
key finding is that information about the order of events is
sufficiently embedded in the noisy-speech magnitude spec-
trum input. Thus, no positional encoding is required.
Moreover, it was found that utilising dropout hindered

performance. The set of hyperparameters that performed
best included no positional encoding, B = 5, dff = 1 024,
dmodel = 256, H = 8, Pdrop = 0.0, and Ψ = 40 000. This
set of hyperparameters is used for the MHANet for the
remainder of this work.

Table 2: Minimum, average, and maximum duration of the record-
ings from the sets of the speech corpora.

Set Min. (s) Avg. (s) Max. (s)

train-clean-100 1.4 12.3 17.2
CSTR VCTK 1.2 3.6 15.1
Train si∗ & sx∗ 0.9 3.1 7.8

4.1. Training & validation set

Here, we describe the clean-speech and noise record-
ings used for training. The clean-speech recordings from
the following speech corpora are included: the train-clean-
100 set from the Librispeech corpus [50] (28 539 record-
ings), the CSTR VCTK corpus [51] (42 015 recordings),
and the si∗ and sx∗ training sets from the TIMIT corpus
[52] (3 696 recordings). This gives a total of 74 250 clean-
speech recordings. The minimum, average, and maximum
duration of the recordings from the sets of the speech cor-
pora are given in Table 2.

The noise recordings from the following noise datasets
are included: the QUT-NOISE dataset [53], the Nonspeech
dataset [54], the RSG-10 dataset (voice babble, F16, and
factory welding are excluded as they are used for testing in
later sections) [55], the Urban Sound dataset (street music
recording no. 26 270 is excluded as it is used for testing in
later sections) [56], the Environmental Background Noise
dataset [57], the noise set from the MUSAN corpus [58],
multiple FreeSound packs,1 and coloured noise recordings
(with an α value ranging from -2 to 2 in increments of
0.25). Noise recordings that are over 30 seconds in length
are split into 30 second or less segments. This gives a
total of 17 458 noise recordings, each of a length less than
or equal to 30 seconds.

For the validation set, 1 000 clean-speech and noise
recordings are randomly selected (without replacement)
and removed from the training set. Each clean-speech
recording is paired with one of the noise recordings. The
clean-speech recording is then mixed with a random sec-
tion of the noise recordings at a randomly selected SNR
level between −10 to 20 dB in 1 dB increments. This forms
1 000 noisy-speech signals for the validation set.

All clean-speech and noise recordings are single-
channel, with a sampling frequency of 16 kHz (recordings
with a higher sampling frequency are down-sampled to 16
kHz). A description of how the noisy speech is formed for
each training iteration is given in Subsection 4.2.

1Freesound packs that are used include 147, 199, 247, 379, 622,
643, 1 133, 1 563, 1 840, 2 432, 4 366, 4 439, 4 780, 8 420, 14 826,
15 046, 15 097, 15 598, 16 204, 17 266, 17 403, 17 430, 17 468, 17 579,
19 093, 20 237, 20 241, 21 558, 22 953, and 24 590.
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4.2. Training Strategy

The following strategy is used for training:

• As in [6], cross-entropy is used as the error function
— as per Equation (16).

• For the ResLSTM network and the ResNet, the
Adam algorithm [48] with default hyper-parameters
is used for gradient descent optimisation.

• Gradients are clipped between [−1, 1].

• A mini-batch size of 10 noisy-speech signals is used
for each training iteration.

• The noisy-speech signals for each mini-batch are
computed on the fly as follows: each clean-speech
recording selected for the mini-batch is mixed with a
random section of a randomly selected noise record-
ing at a randomly selected SNR level (-10 to 20 dB,
in 1 dB increments).

• A total of 7 325 training iterations occurs for each
epoch (no. of clean-speech recordings divided by the
mini-batch size).

• The selection order for the clean-speech recordings
is randomised for each epoch.

4.3. Validation error comparison

In this subsection, the validation error of the MHANet
is compared to that of an RNN and a TCN. The RNN
is the residual LSTM (ResLSTM) network from [6]. It
consists of five residual blocks, where each block consists
solely of an LSTM cell of size 512. The TCN is the resid-
ual network (ResNet) from [49]. It utilises 40 bottleneck
residual blocks, where each block comprises of three con-
volutional units. The input and output size of each block
is 256. The number of filters is 64 for the first and sec-
ond convolutional units, and 256 for the third convolu-
tional unit. A kernel size of one is used for the first and
third convolutional units, and three for the second convo-
lutional unit. The dilation rate, d, for the kernel of the
second convolutional unit is controlled via the index of
each block, b. The dilation rate is cycled as the block in-
dex increases: d = 2(b−1 mod (log2(D)+1), where mod is the
modulo operation, and D is the maximum dilation rate
which is set to 16. Each convolutional unit is pre-activated
using the ReLU activation function [59] followed by frame-
wise layer normalisation. The ResLSTM network and the
ResNet are both trained using the training and validation
set described in Subsection 4.1 and the training strategy
described in Subsection 4.2.

The training and validation error attained by each of
the DNNs is shown in Figures 3 and 4. Each network
is trained for 150 epochs. The time taken for one train-
ing epoch is approximately 7 hours for the ResLSTM net-
work, 40 minutes for the ResNet, and 30 minutes for the
MHANet on an NVIDIA GTX 1080 Ti. It thus took the
ResLSTM network, the ResNet, and the MHANet 1 050,
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Figure 3: The training error of the ResLSTM network, the ResNet,
and the proposed MHANet.
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Figure 4: The validation error of the ResLSTM network, the ResNet,
and the proposed MHANet.

100, and 75 hours to train, respectively. It can be seen that
the MHANet produced the lowest training and validation
error. The training process for the MHANet is also more
stable than that of the ResLSTM network. The training
and validation error for the ResLSTM network after epoch
80 becomes volatile. This indicates the occurrence of the
exploding gradient problem.

5. Attention weights

In this section, we observe the attention weights of dif-
ferent self-attention heads in the MHANet. The atten-
tion weights are highly interpretable, allowing us to ob-
serve what each head attends to during speech enhance-
ment. Epoch 150 for configuration D from Subsection Ap-
pendix A.2 is the used MHANet. The attention weights
for the heads of different blocks are shown from Figure 5
(c) to (f). These are the normalised weights attained after
the softmax function is applied to the scaled dot product
of QQQi and KKK>i in Equation (14). The noisy speech given
to the MHANet is shown in Figure 5 (b). It is the clean
speech from Figure 5 (a) mixed with voice babble at an
SNR level of -5 dB.

The attention weights for the first head of block one
are shown in Figure 5 (c). It can be seen that a significant
amount of attention is payed to the unvoiced phoneme
from frame 13 to 21. This unvoiced phoneme is attended
to for the remainder of the sequence, except during the
unvoiced phoneme from frame 49 to 53. This indicates that
head one of block one attends to the unvoiced phonemes
of the target speaker.

The attention weights for the second head of block two
are shown in Figure 5 (d). It attends to three regions
that are dominated by noise. These three regions are from
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Figure 5: (a) Clean speech spectrogram of female speaker 5 683 uttering the first second of sentence 1 from book 32 865, “Said Lord Chelford,
addressing me” (from the test set described in Subsection 7.1). (b) A recording of voice babble mixed with (a) at an SNR level of -5 dB.
Attention weights produced by the MHANet from (c) head one of block one, (d) head two of block two, (e) head two of block three, and (e)
head four of block four. The level of darkness indicates the magnitude of each attention weight.

frame 1 to 12, 26 to 33, and 44 to 47. It can be seen that
each noise dominated region is attended to for the remain-
der of the sequence — after being observed. The attention
weights for the second head of block three are shown in
Figure 5 (e). They are similar to the attention weights in
Figure 5 (d), except that more attention is payed to the
region from frame 1 to 12.

The attention weights for the fourth head of block four
are shown in Figure 5 (f). The head first pays attention
to the unvoiced phoneme from frame 11 to 21. However,
the unvoiced phoneme is not attended to after the head
observes the voiced phoneme from frame 22 to 26. This
voiced phoneme is attended to for the remainder of the

sequence. Another region garnering a high amount of at-
tention is the unvoiced phoneme from frame 49 to 53. The
head also pays slight attention to the voiced phonemes
from frame 34 to 43 and 57 to 60. It is clear that head
four of block four has learnt to focus on the unvoiced and
voiced phonemes of the target speaker. In summary, a
self-attention head in the MHANet attends to regions of
speech and/or noise in the noisy speech.

6. A priori SNR estimation accuracy

MMSE approaches to speech enhancement are directly
affected by the accuracy of the employed a priori SNR es-
timator. Hence, we evaluate the a priori SNR estimation
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accuracy of the MHANet within the Deep Xi framework.
Epoch 150 for the MHANet configuration described in Sec-
tion 4 is used. It is compared to the ResLSTM network
and the ResNet from Section 4. Epoch 80 and 150 are
used for the ResLSTM network and the ResNet, respec-
tively. SD levels for previous a priori SNR estimation
methods, including the decision-directed (DD) approach
[19], the two-step noise reduction (TSNR) technique [60],
harmonic regeneration noise reduction (HRNR) [61], and
selective cepstro-temporal smoothing (SCTS) [62] are also
included. Each of the previous a priori SNR estimation
methods utilises the noise estimator from [63]. The test
set from [6] is used for evaluation, and is described in Sub-
section 6.1. This test set is selected as it has been used
previously to evaluate the accuracy of a priori SNR es-
timators. Spectral distortion is employed to evaluate the
a priori SNR estimation accuracy, as described in Sub-
section 6.2. The spectral distortion levels attained by the
MHANet are discussed in Subsection 6.3.

6.1. Test set

The test set from [6] is described in this subsection.
Recordings of four real-world noise sources, including two
non-stationary and two coloured, are included in the test
set. The two real-world non-stationary noise sources in-
clude voice babble from the RSG-10 noise dataset [55] and
street music (recording no. 26 270) from the Urban Sound
dataset [56]. The two real-world coloured noise sources
include F16 and factory welding from the RSG-10 noise
dataset [55]. 10 clean-speech recordings are randomly se-
lected (without replacement) from the TSP corpus (only
adult speakers are included) [64] for each of the four noise
recordings. The minimum, mean, and maximum duration
of the recordings in the TSP corpus are 1.34, 2.37, and 4.79
seconds, respectively. To create the noisy speech, a ran-
dom section of the noise recording is selected and mixed
with the clean speech at the following SNR levels: -5 to
15 dB, in 5 dB increments. This creates a test set of 200
noisy-speech signals. The noisy-speech signals are single
channel, with a sampling frequency of 16 kHz.

6.2. Evaluation metric

The frame-wise spectral distortion (SD) [6] is used to
evaluate the accuracy of the MHANet. The SD is defined
as the root-mean-square difference between the a priori
SNR estimate in dB, ξ̂dB[l, k], and the oracle case in dB,
ξdB[l, k], for the lth frame:

D2
l =

1

K/2 + 1

K−1∑

k=0

[
ξdB[l, k]− ξ̂dB[l, k]

]2
. (17)

Average SD levels are found over all frames for each test
condition.

Table 3: A priori SNR estimation SD levels for each of the a pri-
ori SNR estimators. The lowest SD for each condition is shown in
boldface. The used test set is described in Subsection 6.1.

SNR level (dB)

Noise ξ̂[n, k] -5 0 5 10 15

V
o
ic

e
b

a
b

b
le

DD 19.0 18.1 17.6 17.4 17.6
TSNR 18.8 17.9 17.4 17.3 17.5
HRNR 20.4 19.7 19.4 19.3 19.5
SCTS 17.9 17.2 16.9 16.9 17.2
ResNet 15.1 14.3 13.7 13.3 12.9
ResLSTM 14.9 14.1 13.5 13.0 12.7
MHANet 14.7 13.9 13.2 12.7 12.4

S
tr

ee
t

m
u

si
c

DD 20.4 19.0 18.0 17.4 17.1
TSNR 20.1 18.8 17.8 17.2 16.9
HRNR 20.3 19.2 18.5 18.2 18.1
SCTS 19.0 17.8 17.0 16.5 16.5
ResNet 13.7 13.2 12.8 12.6 12.3
ResLSTM 13.5 13.1 12.7 12.3 12.1
MHANet 13.4 12.9 12.5 12.1 11.9

F
1
6

DD 22.7 21.0 19.7 18.6 17.9
TSNR 22.3 20.7 19.3 18.3 17.6
HRNR 21.3 19.9 18.9 18.2 17.9
SCTS 21.3 19.7 18.4 17.5 16.9
ResNet 13.7 13.1 12.7 12.4 12.1
ResLSTM 13.3 12.9 12.4 12.1 11.9
MHANet 13.2 12.7 12.2 12.0 11.8

F
a
ct

o
ry

DD 24.5 22.7 21.1 19.9 18.9
TSNR 24.2 22.5 20.9 19.6 18.7
HRNR 23.5 22.0 20.7 19.7 19.1
SCTS 23.0 21.2 19.8 18.6 17.8
ResNet 14.8 14.2 13.7 13.2 12.9
ResLSTM 14.7 14.0 13.4 12.9 12.5
MHANet 14.7 13.8 13.1 12.6 12.2

6.3. Spectral distortion levels

The SD levels attained by the MHANet are given in
Table 3. It can be seen that for both real-world non-
stationary (voice babble and street music) and coloured
(F16 and factory) noise sources, the MHANet is able to
produce lower SD levels than the previous a priori SNR
estimation methods (DD, TSNR, HRNR, and SCTS), as
well as the ResLSTM network and the ResNet (except for
factory at -5 dB, where the ResLSTM network attained
the same SD level). As shown in [6], the high a priori
SNR estimation accuracy attained by the MHANet will
be of benefit to the employed MMSE approach.

7. Speech enhancement performance

Here, we evaluate the speech enhancement perfor-
mance of the MHANet. Epoch 150 for the MHANet con-
figuration described in Section 4 is used. It is compared
to the ResLSTM network and the ResNet from Section 4.
Epoch 80 and 150 were used for the ResLSTM network and
the ResNet, respectively. Each DNN is employed within
the Deep Xi framework to estimate the a priori SNR for
the MMSE-LSA estimator. The MHANet is also compared
to a benchmark method, namely the MMSE-LSA estima-
tor employing the DD approach and the noise estimator
from [63].
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Objective quality (MOS-LQO) and intelligibility
(STOI) measures are used to evaluate the speech enhance-
ment performance of the MHANet, where each metric
is described in Figures 6 and 7, respectively. The used
test set is described in Subsection 7.1. The objective
scores attained by the MHANet are discussed in Subsec-
tion 7.2. The enhanced speech spectrogram produced by
the MHANet is also evaluated in Subsection 7.3. Subjec-
tive quality scores for the enhanced speech produced by
the MHANet are presented and discussed in Subsections
7.4 and 7.5. Finally, the execution time of the MHANet is
evaluated in Subsection 7.6.

7.1. Test set

The test set used in this section is identical to that
described in Subsection 6.1, except that 10 clean-speech
recordings are randomly selected (without replacement)
from the test-clean set of the Librispeech corpus for each
of the four noise recordings, instead of the TSP corpus.
The clean-speech recordings from the test-clean set have a
longer duration than that of the TSP corpus. The clean-
speech recordings from the test-clean set have a duration of
up to 34 seconds, whereas recordings from the TSP corpus
have a duration of up to 4.8 seconds.

7.2. Objective scores

The objective quality scores attained by the MHANet
are given in Figure 6. It can be seen that the MHANet
is able to produce enhanced speech at a higher quality
than the ResLSTM network and the ResNet for all tested
conditions, including real-world non-stationary (voice bab-
ble and street music) and coloured (F16 and factory)
noise sources at all SNR levels. The objective intelligi-
bility scores attained by the MHANet are given in Figure
7. The MHANet is able to produce more intelligible en-
hanced speech than the ResLSTM network and the ResNet
for all conditions (except for factory at −5 dB, where the
ResLSTM performs best). It is even able to produce en-
hanced speech that is significantly more intelligible than
noisy speech at low SNR levels. This indicates that the
MHANet is more suited to the task of speech enhance-
ment than both the ResLSTM network and the ResNet.

7.3. Enhanced speech spectrograms

In this section we examine the enhanced speech spec-
trogram produced by the MHANet. The clean-speech
spectrogram is shown in Figure 8 (a). Voice babble at
an SNR level of -5 dB is used to create the noisy speech
in Figure 8 (b). This is a particularly tough condition,
as the background noise exhibits characteristics similar
to the speech produced by the target speaker. Moreover,
the background noise is more predominant than the target
speech in the band from 0 to 4 kHz.

The enhanced speech for the DD approach is shown in
8 (c). It can be seen that a significant amount of musi-
cal noise is introduced. A large amount of residual back-
ground noise and speech distortion is also present. The

enhanced speech produced by the ResNet is shown in 8
(d). It can be seen that there is less residual background
noise than the enhanced speech produced by the DD ap-
proach. Moreover, there is no musical noise present. The
enhanced speech for the ResLSTM network is shown in 8
(e). There is less residual background noise and speech
distortion present than in the enhanced speech produced
by the ResNet. The enhanced speech produced by the
MHANet is shown in 8 (f). It can be seen that there is
less residual background noise and speech distortion than
in the enhanced speech produced by the ResLSTM net-
work.

7.4. Subjective testing procedure

In this subsection, we describe the procedure used to
obtain the subjective quality scores in Figure 9. The mean
subjective preference (%) scores are obtained using AB lis-
tening tests [67]. Each AB listening test involves a stimuli
pair. Each stimulus is either clean, noisy, or enhanced
speech. The enhanced speech stimuli are produced by the
DD approach, the ResNet, and the proposed MHANet —
each using the MMSE-LSA estimator. Therefore, each
stimulus belongs to one of the following classes: clean
speech, noisy speech, enhanced speech produced by the
DD approach, the ResNet, or the proposed MHANet.

After listening to a stimuli pair, the listeners’ prefer-
ence is determined by selecting one of three options. The
first and second options indicate a preference for one of
the two stimuli, while the third option indicates an equal
preference for both stimuli. Pair-wise scoring is used, with
a score of +1 awarded to the preferred class, and 0 to
the other. If the listener has an equal preference for both
stimuli, each class is awarded a score of +0.5. Partici-
pants could re-listen to the stimuli pair before selecting an
option.

Two utterances from the test set described in Subsec-
tion 7.1 are used as the clean speech stimuli: sentence
1 from book 32 865, as uttered by female speaker 5 683,
and sentence 7 from book 122 612, as uttered by male
speaker 1 320. Voice babble and F16 is mixed with the
clean speech stimuli from speaker 5 683 and 1 320, respec-
tively, at an SNR level of 0 dB, producing the noisy speech
stimuli. The enhanced speech stimuli for each of the speech
enhancement methods is produced from the noisy speech
stimuli. For each utterance, all possible stimuli pair com-
binations are presented to the listener (i.e. double-blind
testing). Each participant listens to a total of 40 stimuli
pair combinations. A total of five English-speaking lis-
teners participated. Each listening test is conducted in a
separate session, in a quiet room using closed circumaural
headphones at a comfortable listening level.

7.5. Subjective quality scores

Here, we evaluate the subjective quality of the en-
hanced speech produced by the MHANet. Details about
the subjective testing procedure are given in Subsection
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Figure 6: Enhanced speech objective quality scores for the MMSE-LSA estimator. The mean opinion score of the listening quality objective
(MOS-LQO) is used as the metric, where the wideband perceptual evaluation of quality (Wideband PESQ) is the objective model used to
obtain the MOS-LQO score [65].
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Figure 7: Enhanced speech objective intelligibility scores (in %) for the MMSE-LSA estimator. The short-time objective intelligibility
(STOI) measure is used to compute the objective intelligibility scores [66].

7.4. Voice babble and F16 at an SNR level of 0 dB are the
used conditions for the subjective tests. Voice babble is a
real-world non-stationary noise source, while F16 is a real-
world coloured noise source. The mean subjective prefer-
ence (%) for the MMSE-LSA estimator utilising the DD
approach, the ResNet, and the MHANet is shown in Fig-
ure 9. It can be seen that the enhanced speech produced
by the MHANet is preferred by listeners over the enhanced
speech produced by the ResNet. These results support the
objective quality results obtained by the MHANet in Fig-
ure 6.

7.6. Execution time comparison

In this subsection, we evaluate the execution time of
the MHANet. It is tasked with processing each noisy-
speech signal of the test set described in Subsection 7.1
individually (i.e. no batch processing). The MHANet is
compared to the ResLSTM network and the ResNet. Five
trials for each model are performed. The total duration of
the test set is 1 515.1 seconds and includes 200 waveforms.
The ResLSTM network, ResNet, and MHANet took an
average of 518.7, 36.9, and 28.6 seconds to process the
test set on an NVIDIA TITAN X graphics processing unit
(GPU). Additionally, the ResLSTM network, ResNet, and
MHANet took an average of 360.1, 261.2, and 415.3 sec-

onds to process the test set on 2× Intel Xeon E5-2670
v3 @ 2.30 GHz (48 total logical processors) central pro-
cessing units (CPUs). It can be seen that the execution
time of the MHANet is faster than that of the ResNet and
the ResLSTM network for the GPU case. However, the
MHANet is the slowest for the CPU case. The MHANet
and the ResNet took significantly longer to process the test
set when the CPU was used. Oppositely, the ResLSTM
processed the test set faster when a CPU was used. Most
modern mobile devices include a GPU that can be used for
inference [36, 37]. The results for the GPU case thus indi-
cate that the execution time of the MHANet on a modern
mobile device would be faster than that of the ResLSTM
network and ResNet.

8. Comparison to multiple deep learning ap-
proaches to speech enhancement

In this section, we compare the speech enhancement
performance of the MHANet to multiple recent deep learn-
ing approaches to speech enhancement. The training and
test sets from [73] are used, which have been employed
previously to evaluate deep learning approaches to speech
enhancement. The training set is described in Subsection
8.1 and the test set is described in Subsection 8.2. The
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Table 4: Objective scores obtained on the test set described in Subsection 8.2. As in previous works, the objective scores are averaged
over all tested conditions. CSIG, CBAK, and COVL are mean opinion score (MOS) predictors of the signal distortion, background-noise
intrusiveness, and overall signal quality, respectively [68]. PESQ is the perceptual evaluation of speech quality measure [40]. STOI is the
short-time objective intelligibility measure (in %) [66]. The highest scores attained for each measure are indicated in boldface.

Method Causal CSIG CBAK COVL PESQ STOI

Noisy speech – 3.35 2.44 2.63 1.97 92 (91.5)
Wiener [69] 3 3.23 2.68 2.67 2.22 -
SEGAN [14] 7 3.48 2.94 2.80 2.16 93
WaveNet [26] 7 3.62 3.23 2.98 - -
HLGAN [70] 7 3.65 3.19 3.05 2.48 -
MMSE-GAN [71] 7 3.80 3.12 3.14 2.53 93
Deep Feature Loss [72] 3 3.86 3.33 3.22 - -
MetricGAN [12] 7 3.99 3.18 3.42 2.86 -
FNN (Deep Xi–MMSE-LSA) 3 4.04 3.25 3.36 2.67 93 (92.6)
ResNet (Deep Xi–MMSE-LSA) 3 4.12 3.33 3.48 2.82 93 (93.3)
Proposed MHANet (Deep Xi–MMSE-LSA) 3 4.17 3.37 3.53 2.88 94 (93.6)
Koizumi2020 [41] 7 4.15 3.42 3.57 2.99 -
T-GSA [39] 7 4.18 3.59 3.62 3.06 -
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Figure 9: Mean subjective preference (%) scores for the MMSE-
LSA estimator. The subjective testing procedure is described in
Subsection 7.4. Voice babble and F16 at an SNR level of 0 dB are
the used conditions for the subjective tests. The error bars indicate
the standard deviation of the scores.

MHANet and the ResNet from Section 4 are used here
and are both trained using the training set described in
Subsection 8.1. A FNN including five hidden layers with
1 024 nodes per layer was also trained within the Deep Xi
framework using the training set described in Subsection
8.1. Each hidden layer of the FNN is followed by frame-
wise layer normalisation and the ReLU activation func-
tion. The MHANet, ResNet, and FNN are trained until
convergence (for 115 epochs). MHANet is compared to
the following deep learning approaches to speech enhance-
ment: SEGAN [14], WaveNet [26], MMSE-GAN [71], Deep
Feature Loss [72], MetricGAN [12], Koizumi2020 [41], and
T-GSA [39]. The objective measures used for the compari-
son are described in Table 4. The objective scores attained
by the MHANet are discussed in Subsection 8.3.

8.1. Training set

The training set from [73] is described in this subsec-
tion. Clean-speech recordings from 28 speakers of the
Voice Bank corpus [74] are included in the training set
(11 572 recordings). Two synthetic noise sources (speech-
shaped noise and babble, as described in [73]), as well
as eight real-world noise recordings from the DEMAND
dataset [75] are also included in the training set. The
clean-speech and noise recordings are downsampled from
48 kHz to 16 kHz. Noisy-speech signals are formed by mix-
ing each clean-speech recording with a random section of
a randomly selected noise recordings at one of four follow-
ing SNR levels: 0, 5, 10, and 15 dB. This creates 11 572
noisy-speech signals for training.

8.2. Test set

The test set from [73] is described in this subsection.
The test set includes 824 clean-speech recordings of two
speakers from the Voice Bank corpus — 393 from p232
and 431 from p257 [74]. Both speakers are separate from
those selected in the previous section for the training set.
A total of 20 different conditions are used to create the
noisy speech, including five noise types from the DE-
MAND dataset (separate from those included in the train-
ing set described in Subsection 8.1), and 4 SNR levels: 2.5,
7.5, 12.5, and 17.5 dB. This corresponds to approximately
20 different sentences per condition for each speaker (824
noisy-speech signals in the second test set). The clean-
speech and noise recordings are downsampled from 48 kHz
to 16 kHz prior to mixing.

8.3. Objective scores

The objective scores for the MHANet and for multi-
ple recent deep learning approaches to speech enhance-
ment are shown in Table 4. The objective scores from
[14, 26, 70, 71, 72, 12, 13, 39] are included in the table
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(PESQ and STOI scores were not reported in some of
these articles). Some of the deep learning approaches to
speech enhancement are non-causal, such as MetricGAN,
WaveNet, MMSE-GAN, Koizumi2020, and T-GSA.2 As
seen in Table 4, the MHANet outperforms all models that
do not utilise an attention mechanism.

The MHANet outperforms Koizumi2020 for CSIG.
However, Koizumi2020 demonstrates an improvement of
0.05, 0.04, and 0.11 for CBAK, COVL, and PESQ, re-
spectively, over the MHANet. The key advantages that
Koizumi2020 has over MHANet is the use of a complex-
valued TF mask as the training target (i.e. it makes use of
all the information of the noisy speech DFT coefficients),
its use of speaker-aware features, and that it is non-causal.
T-GSA demonstrates a performance improvement of 0.01,
0.22, 0.09, and 0.18 for CSIG, CBAK, COVL, and PESQ,
respectively, when compared to the MHANet. The main
advantages that T-GSA has over the MHANet is that it
is non-causal and that it utilises PESQ as an optimisa-
tion objective. However, utilising PESQ as an optimisa-
tion objective compromises its performance for objective
intelligibility measures, such as CSIG. For real-time appli-
cations, the non-causal approaches will inherently exhibit
a delay, and lack responsiveness. The MHANet relies only
on current and previous frames, thus avoiding the draw-
backs associated with non-causal approaches.

9. Conclusion

In this work, we propose the MHANet for speech en-
hancement. Masking is used to ensure causality, allow-
ing the MHANet to be used in real-time systems. The
MHANet was compared to a RNN and a TCN using both
objective and subjective measures of quality and intelli-
gibility. Multiple real-world non-stationary and coloured
noise sources at multiple SNR levels were used as the test-
ing conditions. The results presented in this work show
that the MHANet is able to produce enhanced speech at
a higher quality and intelligibility than that produced by
RNNs and TCNs. This is because MHA is better able
to model the long-term dependencies of noisy speech than
RNNs and TCNs. It was also found that utilizing dropout
hinders the performance of MHANet. Additionally, it was
found that no positional encoding for the attention mech-
anism is required for speech enhancement. This indicates
that a sufficient amount of positional information is en-
coded into the noisy speech. The attention weights of the
MHANet were also analysed, where it was observed that
each head attends to regions of the target speech and/or
background noise. This work demonstrates that MHA is

2MetricGAN utilises bidirectional LSTM cells, WaveNet employs
non-causal dilated kernels, and MMSE-GAN includes past, present,
and future frames as its input. SEGAN and HLGAN utilise a window
duration of one second, which would also significantly affect response
time. Koizumi2020 and T-GSA do not mask out attention weights
that consider future frames.

more suitable for causal speech enhancement than RNNs
and TCNs.
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Appendix A. Hyperparameter search

In this section, a search is conducted to determine an
appropriate set of hyperparameters for the MHANet. The
hyperparameters that are investigated are shown in Table
Appendix A.1. Performing a grid search over multiple val-
ues for each hyperparameter is costly. Instead, we conduct
a hyperparameter search over two stages. The first stage
is a manual search over each hyperparameter. The second
stage is a grid search over a subset of the hyperparame-
ters. This subset includes the hyperparameters that had
no appropriate value discovered during the first stage of
the search. These two stages are used to determine the
MHANet hyperparameters for the remainder of this work.
The validation error from Equation (16) is used to de-
termine the best value for each hyperparameter, with the
assumption that a lower validation error indicates a better
speech enhancement performance.

Table Appendix A.1: Hyperparameters used for the initial MHANet.
The values for Ψ and Pdrop, as well as the positional encoding type
from [28] were used. The remaining initial hyperparameters were
chosen heuristically.

Param. Init. val. Description

Pos. enc. Additive Positional encoding
B 4 # blocks
dff 256 Feed-forward size
dmodel 128 Model size
H 4 # heads
Pdrop 0.1 Dropout rate
Ψ 4 000 # warmup steps

Appendix A.1. Manual search

For the first stage of the hyperparameter search, a
manual search is conducted. Described in Table Ap-
pendix A.1 is the set of hyperparameters used initially for
the MHANet. For each manual search, the hyperparam-
eter is varied until an appropriate value is found. Once
an appropriate value for a hyperparameter is found, it is
then used for the remaining manual searches. The valida-
tion error over 50 training epochs is used to determine the
appropriate value for each hyperparameter.

16



20 40

0.57

0.58

Epoch

V
a
li

d
at

io
n

er
ro

r

Pos. encoding
Additive
Concat.
None

Figure Appendix A.1: Positional encoding types. MHANet hyper-
parameters: B = 4, dff = 256, dmodel = 128, H = 4, Pdrop = 0.1,
and Ψ = 4 000.

Appendix A.1.1. Positional encoding

We first investigate the positional encoding types, in-
cluding the addition or concatenation of a positional en-
coding, and no positional encoding. The trigonometric
positional encoding from [28] is used. As can be seen in
Figure Appendix A.1, the lowest validation error is at-
tained when no positional encoding is used. This indicates
that information about the order of events is sufficiently
embedded in the noisy-speech magnitude spectrum input.
Thus, no positional encoding is used for the remainder of
this work.
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Figure Appendix A.2: Number of MHA blocks, B. MHANet hy-
perparameters: dff = 256, dmodel = 128, H = 4, Pdrop = 0.1,
Ψ = 4 000, and no positional encoding.

Appendix A.1.2. Number of blocks: B

The number of blocks, B, for the MHANet is investi-
gated here. The number of blocks contributes significantly
to the total number of parameters of the MHANet. Se-
lecting too many blocks can thus cause the MHANet to
consume an unnecessarily large amount of parameters. As
shown in Figure Appendix A.2, a total of five to six blocks
performs best. In Subsection Appendix A.2, the number
of blocks is further investigated through a grid search. A
total of five blocks are used for the remainder of this sub-
section.

Appendix A.1.3. Feed-forward inner layer size: dff
Next, we investigate the size of the first feed-forward

layer of the FNN of each block, dff . The size of dff is im-
portant, as the FNN accounts for most of the parameters
in each block [76]. Blindly selecting a size that is too high
can cause the model to be parameter inefficient. It can
be seen in Figure Appendix A.3 that a dff size of 1 024
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Figure Appendix A.3: Feed-forward layer size, dff . MHANet hyper-
parameters: B = 5, dmodel = 128, H = 4, Pdrop = 0.1, Ψ = 4 000,
and no positional encoding.

attains the lowest validation error. A dff size of 1 024 is
thus used for the remainder of this work.
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Figure Appendix A.4: Model size, dmodel. MHANet hyperparame-
ters: B = 5, dff = 1 024, H = 4, Pdrop = 0.1, Ψ = 4 000, and no
positional encoding.

Appendix A.1.4. Model size: dmodel
In this section, we investigate the model size for the

MHANet, dmodel. The size of dmodel affects the input and
output size of each block, each MHA module, and each
FNN. It also affects the size of the first layer, the input
size of the output layer, and the size of each head. This
indicates that the size of dmodel will have a significant effect
on the performance of the MHANet. As shown in Figure
Appendix A.4, a dmodel size of 128 provides the lowest
validation error, with a dmodel size of 256 demonstrating a
similar performance. A dmodel size of 512 is also tested, but
is unable to converge. In Subsection Appendix A.2, the
dmodel size is further investigated through a grid search due
to its effect on the performance of the MHANet. A dmodel
size of 128 is used for the remainder of this subsection.
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Figure Appendix A.5: Number of heads, H. MHANet hyperparam-
eters: B = 5, dff = 1 024, dmodel = 128, Pdrop = 0.1, Ψ = 4 000,
and no positional encoding.
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Appendix A.1.5. Number of heads: H

Here, we investigate the number of heads for each MHA
module, H. Each head possesses the ability to model dif-
ferent aspects of the noisy speech. For example, one head
may learn to model regions of noise, while another may
learn to model phonemic information. Another factor to
consider is that the policy dk = dv = dmodel/H decreases
the size of each head as H increases. It can be seen in Fig-
ure Appendix A.5 that utilising four to eight heads attains
the lowest validation error (A total of 16 heads is also in-
vestigated but consumes too much memory when trained
on an NVIDIA GTX 1080 Ti). A total of four heads are
used for the remainder of this subsection. The number of
heads is further investigated in Subsection Appendix A.2
through a grid search.
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Figure Appendix A.6: Dropout rate, Pdrop. MHANet hyperparam-
eters: B = 5, dff = 1 024, dmodel = 128, H = 4, Ψ = 4 000, and no
positional encoding.

Appendix A.1.6. Dropout rate: Pdrop
Next, we investigate the dropout rate for the MHANet.

As shown in Figure Appendix A.6, utilising no dropout
(i.e. Pdrop = 0.0) provided the lowest validation error.
Dropout tends not to be beneficial for speech enhancement
as shown by its absence in other works [6, 26, 12]. No
dropout is used for the remainder of this work.
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Figure Appendix A.7: Number of warmup steps, Ψ. MHANet hyper-
parameters: B = 5, dff = 1 024, dmodel = 128, H = 4, Pdrop = 0.0,
and no positional encoding.

Appendix A.1.7. Warmup steps: Ψ

In this subsection, we investigate the number of
warmup steps, Ψ. The appropriate number of warmup
steps will depend largely on the task (e.g. machine trans-
lation versus speech enhancement) and the mini-batch
size. It can be determined from Figure Appendix A.7 that
40 000 warmup steps provides the lowest validation error,
and is used for the remainder of this work.

Table Appendix A.2: MHANet configurations used for the grid
search.

Model
Hyperparameter

Pos. enc. B dff dmodel H Pdrop Ψ

A None 5 1 024 128 4 0.0 40 000
B None 5 1 024 128 8 0.0 40 000
C None 5 1 024 256 4 0.0 40 000
D None 5 1 024 256 8 0.0 40 000
E None 6 1 024 128 4 0.0 40 000
F None 6 1 024 128 8 0.0 40 000
G None 6 1 024 256 4 0.0 40 000
H None 6 1 024 256 8 0.0 40 000
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Figure Appendix A.8: Grid search for the proposed MHANet.

Appendix A.2. Grid search

From the manual search, an appropriate value could
not be determined for the block size and the number of
heads. More specifically, it could not be determined if 5
or 6 blocks is more appropriate, or if 4 or 8 heads is more
appropriate. Additionally, a dmodel size of 128 and 256
are further investigated, due to the ability of dmodel to
affect many aspects of the MHANet (as described in Sub-
section Appendix A.1.4). This gives eight different combi-
nations, as described in Table Appendix A.2. The values
for the remaining hyperparameters are those found during
the manual search. The validation error curves for each
configuration in Table Appendix A.2 are shown in Figure
Appendix A.8. It can be seen that configuration D and H
both produced the lowest validation error. Configuration
D and H are similar, in that they both use dff = 1 024,
dmodel = 256, H = 8, Pdrop = 0.0, Ψ = 40 000 and no
positional encoding. The difference is that D utilises five
blocks, while H utilises six blocks. Configuration D is cho-
sen for the MHANet for the remainder of this work, as it
consumes fewer parameters than configuration H.
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Spectral Distortion Level Resulting in a
Just-Noticeable Difference Between an A Priori
Signal-To-Noise Ratio Estimate and Its
Instantaneous Case

Aaron Nicolson1, a and Kuldip K. Paliwal1, b

Signal Processing Laboratory, Griffith University, Brisbane, Queensland 4111, Australia

Minimum mean-square error (MMSE) approaches to speech enhancement are widely used in
the literature. The quality of enhanced speech produced by an MMSE approach is directly
impacted by the accuracy of the employed a priori signal-to-noise ratio (SNR) estimator.
In this paper, we find the a priori SNR estimate spectral distortion (SD) level that results
in a just-noticeable difference (JND) in the perceived quality of MMSE approach enhanced
speech. The JND SD level is indicative of the accuracy that an a priori SNR estimator must
exceed to have no impact on the perceived quality of MMSE approach enhanced speech. To
measure the JND SD level, listening tests are conducted across five SNR levels, five noise
sources, and two MMSE approaches (the MMSE short-time spectral amplitude (MMSE-
STSA) estimator and the Wiener filter (WF)). A statistical analysis of the results indicates
that the JND SD level increases with the SNR level, is higher for the MMSE-STSA estimator,
and is not impacted by the type of background noise. Following the literature, a significant
improvement in a priori SNR estimation accuracy is required to reach the JND SD level.

c©2020 Acoustical Society of America. [https://doi.org(DOI number)]

[XYZ] Pages: 1–12

I. INTRODUCTION

Minimum mean-square error (MMSE) approaches to
speech enhancement, such as the MMSE short-time spec-
tral amplitude (MMSE-STSA) estimator (Ephraim and
Malah, 1984), are widely used in the literature. Their
performance is highly dependant upon the accuracy of
the used a priori SNR estimator. One measure used
to determine the accuracy of an a priori SNR estimate
is spectral distortion (SD) (Nicolson and Paliwal, 2019).
SD is computed between an a priori SNR estimate and
its instantaneous case. The instantaneous a priori SNR
is computed from the unobserved clean speech and noise
of the observed noisy speech.

A deep learning approach to a priori SNR estimation
was recently proposed, which attained significantly lower
SD levels than that of previous a priori SNR estima-
tors (Nicolson and Paliwal, 2019), such as the decision-
directed (DD) approach (Ephraim and Malah, 1984)
and the harmonic regeneration noise reduction (HRNR)
technique (Plapous et al., 2005). The recent improve-
ment in a priori SNR estimation accuracy has enabled
MMSE approaches to outperform recent deep learning
approaches to speech enhancement (Nicolson and Pali-
wal, 2019; Nikzad et al., 2020; Roy et al., 2020; Roy et al.,
2020; Zhang et al., 2020).

It is clear that a priori SNR estimation has improved
significantly as of late. What is unknown, however, is the

aaaron.nicolson@griffithuni.edu.au
bk.paliwal@griffith.edu.au

SD level required by an MMSE approach to produce en-
hanced speech indistinguishable to that of the instanta-
neous case. Determining this SD level thus forms the pur-
pose of this study, as it will provide a target level of ac-
curacy for a priori SNR estimation research. We further
define the target level of accuracy as the a priori SNR
estimate SD level that results in a just-noticeable differ-
ence (JND) in the perceived quality of MMSE approach
enhanced speech. That is, the SD level that causes a JND
between: 1) the enhanced speech produced by an MMSE
approach utilising the instantaneous a priori SNR, and
2) the enhanced speech produced by an MMSE approach
utilising the estimated a priori SNR. For an a priori SNR
estimator to have no impact on the perceived quality of
MMSE approach enhanced speech, it must attain an SD
level lower than that of the JND SD level.

In this study, a series of listening tests are conducted
to measure the JND SD level. For other psychoacoustic
JNDs recently reported in the literature, please see Agus
et al. (2018); Alkahtani (2019); Boucher et al. (2019);
Chappel et al. (2016); Nadiroh and Arifianto (2018). We
investigate the JND SD level over a range of conditions.
These include multiple SNR levels, MMSE approaches,
and noise sources. Two popular MMSE approaches are
tested, namely the MMSE-STSA estimator and Wiener
filter (WF) (Loizou, 2013). We also compare the SD
levels of current a priori SNR estimators in the literature
to that of the JND SD level.

This paper is organised as follows. In Section II, the
analysis, modification, and synthesis (AMS) framework
and the MMSE approaches are described. The experi-
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thesis (AMS) framework and the MMSE approaches are
described. The experimental setup for the listening tests
is described in Section III. We perform a statistical anal-
ysis to determine how each condition affects the JND SD
level, as described in Section IV. Also included in Section
IV is a comparison of the SD levels of current a priori
SNR estimators in the literature to that of the JND SD
levels. Conclusions are drawn in Section V.

II. BACKGROUND

A. Analysis, modification, & synthesis framework

The short-time Fourier analysis, modification, and
synthesis (AMS) framework is used here for speech en-
hancement (Allen, 1977; Allen and Rabiner, 1977). The
AMS framework consists of three stages: (1) the analysis
stage, where noisy speech undergoes short-time Fourier
transform (STFT) analysis; (2) the modification stage,
where the noisy-speech magnitude spectrum is modified;
and (3) the synthesis stage, where the enhanced speech
is synthesised by applying the inverse STFT. A block
diagram of the AMS framework is shown in Figure 1.

In the time-domain, the noisy-speech signal, x[n], is
given by:

x[n] = s[n] + d[n], (1)

where s[n], and d[n] denote the clean speech and uncor-
related additive noise, respectively, and n denotes the
discrete-time index. The noisy speech is analysed frame-
wise using the running STFT (Vary and Martin, 2006):

X[l, k] =

Nd−1∑

n=0

x[n+ lNs]w[n]e−j2πnk/Nd , (2)

where l denotes the frame index, k denotes the discrete-
frequency index, Nd denotes the frame duration in
discrete-time samples, Ns denotes the frame shift in

discrete-time samples, and w[n] is an analysis window
function.

In polar form, the noisy-speech spectrum is expressed
as

X[l, k] = |X[l, k]|ej∠X[l,k], (3)

where |X[l, k]| and ∠X[l, k] denote the noisy-speech mag-
nitude and phase spectrums, respectively. The modified
magnitude spectrum is then formed by enhancing the
noisy-speech magnitude spectrum. The modified magni-
tude spectrum is an estimate of the clean-speech magni-
tude spectrum, and is denoted by |Ŝ[l, k]|. The modified
spectrum is constructed by combining the modified mag-
nitude spectrum with the noisy-speech phase spectrum:

Y [l, k] = |Ŝ[l, k]|ej∠X[l,k]. (4)

The synthesis stage involves applying the inverse
STFT to the modified spectrum. First, the inverse dis-
crete Fourier transform is applied to the modified spec-
trum:

yf [l, n] =
1

Nd

Nd−1∑

k=0

Y [l, k]ej2πnk/Nd , (5)

where yf [l, n] is the framed enhanced speech. The
overlap-add method is subsequently applied to produce
the final enhanced speech (Crochiere, 1980):

y[n] =

∞∑
l=−∞

yf [l, n− lNs]
∞∑

l=−∞
w[n− lNs]

, (6)

where w[n] is a synthesis window function.
In this work, the Hamming window function is used

for analysis and synthesis, with a frame-duration of 32 ms
(Nd = 512) and a frame-shift of 16 ms (Ns = 256). The
257-point single-sided noisy-speech magnitude spectrum,
which includes both the DC frequency component and
the Nyquist frequency component is modified.

B. MMSE approaches to speech enhancement

One factor we aim to determine is how the se-
lected MMSE approach affects the JND SD level. The
two MMSE approaches that are evaluated include the
MMSE-STSA estimator and the WF. The procedure to
enhance speech using the MMSE-STSA estimator and
the WF is described in this subsection. The MMSE-
STSA estimator optimally estimates (in the mean-square
error (MSE) sense) the magnitude spectrum of the clean
speech (Ephraim and Malah, 1984). Similarly, the WF
approach optimally estimates (in the MSE sense) the
complex discrete Fourier transform (DFT) coefficients
of the clean speech (Loizou, 2013). The MMSE-STSA
and WF approaches estimate the magnitude spectrum of
the clean speech by applying a gain function, G[l, k], to
|X[l, k]|:

|Ŝ[l, k]| = G[l, k]|X[l, k]|, (7)
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mental setup for the listening tests is described in Section
III. A statistical analysis is performed in Section IV to
determine how each condition impacts the JND SD level.
Also included in Section IV is a comparison between the
SD levels of current a priori SNR estimators in the lit-
erature to that of the JND SD levels. Conclusions are
drawn in Section V.

II. BACKGROUND

A. Analysis, modification, & synthesis framework

The short-time Fourier analysis, modification, and
synthesis (AMS) framework is used here for speech en-
hancement (Allen, 1977; Allen and Rabiner, 1977). The
AMS framework consists of three stages: (1) the analysis
stage, where noisy speech undergoes short-time Fourier
transform (STFT) analysis; (2) the modification stage,
where the noisy speech magnitude spectrum is modified;
and (3) the synthesis stage, where the enhanced speech
is synthesised by applying the inverse STFT. A block
diagram of the AMS framework is shown in Figure 1.

In the time-domain, the noisy speech signal, x[n], is
given by:

x[n] = s[n] + d[n], (1)

where s[n], and d[n] denote the clean speech and uncor-
related additive noise, respectively, and n denotes the
discrete-time index. The noisy speech is analysed frame-
wise using the running STFT (Vary and Martin, 2006):

X[l, k] =

Nd−1∑

n=0

x[n+ lNs]w[n]e−j2πnk/Nd , (2)

where l denotes the frame index, k denotes the discrete-
frequency index, Nd denotes the frame duration in
discrete-time samples, Ns denotes the frame shift in

discrete-time samples, and w[n] is an analysis window
function. In polar form, the noisy speech spectrum is
expressed as

X[l, k] = |X[l, k]|ej∠X[l,k], (3)

where |X[l, k]| and ∠X[l, k] denote the noisy speech mag-
nitude and phase spectra, respectively. Similarly, the
clean speech magnitude and phase spectra are denoted
as |S[l, k]| and ∠S[l, k], respectively, and the noise mag-
nitude and phase spectra are denoted as |D[l, k]| and
∠D[l, k], respectively.

The modified magnitude spectrum is then formed by
enhancing the noisy speech magnitude spectrum. The
modified magnitude spectrum is an estimate of the clean
speech magnitude spectrum, and is denoted by |Ŝ[l, k]|.
The modified spectrum is constructed by combining the
modified magnitude spectrum with the noisy speech
phase spectrum:

Y [l, k] = |Ŝ[l, k]|ej∠X[l,k]. (4)

The synthesis stage involves applying the inverse
STFT to the modified spectrum. First, the inverse dis-
crete Fourier transform (DFT) is applied to the modified
spectrum:

yf [l, n] =
1

Nd

Nd−1∑

k=0

Y [l, k]ej2πnk/Nd , (5)

where yf [l, n] is the framed enhanced speech. The least-
squares overlap-add method is subsequently applied to
produce the final enhanced speech (Crochiere, 1980; Grif-
fin and Jae Lim, 1984):

y[n] =

∞∑
l=−∞

w[n− lNs]yf [l, n− lNs]
∞∑

l=−∞
w2[n− lNs]

, (6)

where w[n] is a synthesis window function.
In this study, the Hamming window function is used

for analysis and synthesis, with a frame-duration of 32 ms
(Nd = 512) and a frame-shift of 16 ms (Ns = 256). The
257-point single-sided noisy speech magnitude spectrum,
which includes both the DC frequency component and
the Nyquist frequency component is modified.

B. MMSE approaches to speech enhancement

In this investigation, we aim to determine how the
selected MMSE approach impacts the JND SD level.
The two MMSE approaches that are evaluated include
the MMSE-STSA estimator and the WF. The proce-
dure to enhance speech using the MMSE-STSA estima-
tor and the WF is described in this subsection. The
MMSE-STSA estimator optimally estimates (in the mean
squared error (MSE) sense) the magnitude spectrum of
the clean speech (Ephraim and Malah, 1984). Similarly,
the WF approach optimally estimates (in the MSE sense)
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the complex DFT coefficients of the clean speech (Loizou,
2013). The MMSE-STSA and WF approaches estimate
the magnitude spectrum of the clean speech by applying
a gain function, G[l, k], to |X[l, k]|:

|Ŝ[l, k]| = G[l, k]|X[l, k]|, (7)

The result of Equation (7) is used to compute the modi-
fied spectrum in Equation (4).

An important parameter used to compute the gain
function of an MMSE approach is the a priori SNR. The
a priori SNR (McAulay and Malpass, 1980) of a noisy
speech spectral component is defined as

ξ[l, k] =
λs[l, k]

λd[l, k]
, (8)

where λs[l, k] = E{|S[l, k]|2} is the variance of the clean
speech spectral component, and λd[l, k] = E{|D[l, k]|2}
is the variance of the noise spectral component. The
MMSE-STSA estimator gain is given by

GMMSE-STSA[l, k] =

√
π

2

√
ν[l, k]

γ[l, k]
exp

(−ν[l, k]

2

)(
(1+

ν[l, k])I0

(ν[l, k]

2

)
+ ν[l, k]I1

(ν[l, k]

2

))
,

(9)

where I0(·) and I1(·) denote the modified Bessel functions
of zero and first order, respectively, and ν[l, k] is given by

ν[l, k] =
ξ[l, k]

ξ[l, k] + 1
γ[l, k]. (10)

Here, γ[l, k] denotes the a posteriori SNR and is defined
as

γ[l, k] =
|X[l, k]|2
λd[l, k]

. (11)

The WF approach gain function is given by

GWF[l, k] =
ξ[l, k]

ξ[l, k] + 1
. (12)

For the listening tests, the JND is to be found be-

tween the estimated a priori SNR, ξ̂[l, k], and a reference.
The reference can be computed from the clean speech and
noise in Equation (1), as they are known completely dur-
ing the listening tests. There are two reference options:

Option 1: Equation (8) computed using the instanta-
neous values |S[l, k]|2 and |D[l, k]|2 in place of
λs[l, k] and λd[l, k], respectively, i.e. use the in-
stantaneous a priori SNR as the reference.

Option 2: Compute the clean speech and noise power
spectral densities (PSDs), λs[l, k] = E{|S[l, k]|2}
and λd[l, k] = E{|D[l, k]|2}, for Equation (8) us-

ing first-order recursive smoothing, e.g. λ̂s[l, k] =

αλ̂s[l − 1, k] + (1− α)|S[l, k]|2.

TABLE I. Enhanced speech objective quality and intelligibil-

ity scores (higher is better) using the WF with Options 1 and

2. The perceptual evaluation of speech quality (PESQ) met-

ric is used to obtain the objective quality scores (Rix et al.,

2001). The short-time objective intelligibility (STOI) metric

(Taal et al., 2011) is used to obtain the objective intelligibil-

ity scores (in %). The test set described in Subsection III E is

used to obtain the objective scores. The objective scores are

averaged over all conditions.

Reference PESQ STOI

Option 1 2.97 95.5
Option 2; α = 0.1 2.80 95.4
Option 2; α = 0.5 2.06 93.5
Option 2; α = 0.9 1.46 86.0

Through an informal listening test, it was found that
using first-order recursive smoothing (with a smoothing
factor ranging from 0.1 to 0.9) produces enhanced speech
that exhibits significantly more speech distortion and re-
verberation than the enhanced speech of the instanta-
neous a priori SNR. This is due to spectral smearing
caused by the first-order recursive smoothing algorithm.
Objective scores for the WF using Options 1 and 2 are
given in Table I. It can be seen that the enhanced speech
of Option 1, the instantaneous a priori SNR, produces
higher objective quality and intelligibility scores than
Option 2 at different α values. Hence, the instantaneous
case is used for the listening tests. Additionally, the in-
stantaneous value |D[l, k]|2 can be used in the place of
λd[l, k] in Equation (11), giving the instantaneous a pos-
teriori SNR.

To uphold the statistical properties of the WF and
the MMSE-STSA estimator, the DFT coefficients (real
and imaginary parts) of the clean speech and the noise
must be statistically independent Gaussian random vari-
ables with zero mean. However, finding the true proba-
bility distribution of the clean speech DFT coefficients is
difficult, as speech is neither a stationary nor an ergodic
process (Ephraim and Malah, 1984). This also applies
to non-stationary noise sources. Measuring their proba-
bility distribution by examining long-term behavior has
been suggested (Martin, 2002; Porter and Boll, 1984).
However, it is argued that histograms of the DFT coef-
ficients, obtained using a large amount of data, reflect
the relative frequency rather than the true probability
density of the DFT coefficients (Ephraim and Malah,
1984). Hence, we assume that the DFT coefficients of the
clean speech used in this study (as described in Subsec-
tion III A) are statistically independent Gaussian random
variables with zero mean and variances that are time-
varying (this assumption is also made for the noise source
DFT coefficients). This is identical to the assumption
made by Ephraim and Malah (1984).
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III. EXPERIMENT SETUP

A. clean speech and noise recordings

Determining how the noise source impacts the JND
SD level constitutes one part of this investigation. There-
fore, we utilise recordings of five different noise sources
to produce the noisy speech for the listening tests. Along
with additive white Gaussian noise (AWGN), four real-
world noise sources, including two non-stationary and
two coloured, are included. The two real-world non-
stationary noise sources include voice babble from the
RSG-10 noise dataset (Steeneken and Geurtsen, 1988)
and street music (recording no. 26 270) from the Urban
Sound dataset (Salamon et al., 2014). The two real-world
coloured noise sources include F16 and factory (welding)
from the RSG-10 noise dataset (Steeneken and Geurtsen,
1988). These noise sources were chosen because speech
enhancement methods in the literature are typically eval-
uated using real-world non-stationary and coloured noise
sources (Nicolson and Paliwal, 2019; Nikzad et al., 2020;
Zhang et al., 2020). The clean speech recordings from the
TSP speech corpus (Kabal, 2002) are used to produce the
noisy speech for the listening tests (only adult speakers
are used). A total of 1 378 clean speech recordings are
available for the listening tests, with a minimum duration
of 1.3 seconds and a maximum duration of 4.8 seconds.
The clean speech and noise recordings are single-channel,
with a sampling frequency of 16 kHz (recordings with a
greater sampling frequency are downsampled). The noisy
speech is created by mixing the selected clean speech and
noise recording at a specified SNR level. The SNR levels
used for the listening tests include -5, 0, 5, 10, and 15
dB.

B. Spectral distortion

Spectral distortion (SD) is a measure of a priori SNR
estimation accuracy:

D =

Ã
1

Nd/2 + 1

Nd/2∑

k=0

(
ξdB[l, k]− ξ̂dB[l, k]

)2
. (13)

It is defined as the root-mean-square difference be-

tween the a priori SNR estimate (dB), ξ̂dB[l, k] =

10 log10(ξ̂[l, k]), and the instantaneous a priori SNR
(dB), ξdB[l, k] = 10 log10(ξ[l, k]), over the spectral com-
ponents of the lth frame (Nicolson and Paliwal, 2019;
Paliwal and Atal, 1993):

C. Stimuli generation

To find the JND SD level, the amount of distortion
present in the estimated a priori SNR must be controlled
from trial-to-trial. For a trial, the following stimuli pair
is produced for a given noisy speech signal:

Stimulus 1: Enhanced speech produced by an MMSE
approach utilising the instantaneous a priori SNR.

Stimulus 2: Enhanced speech produced by an MMSE
approach utilising an a priori SNR estimate with
an SD level of D.

The instantaneous a priori SNR is first computed from
the clean speech and noise that form the noisy speech.
The instantaneous a priori SNR is then used with an
MMSE approach to create Stimulus 1. The a priori SNR
estimate for Stimulus 2 is created by adding a random
number to each component of the instantaneous a priori
SNR (dB):

ξ̂dB[l, k] = ξdB[l, k] + z, (14)

where z is a realisation of random variable Z. The dis-
tribution of Z is set so that the SD of ξ̂dB[l, k] is D.

The distribution of Z must emulate the distribution
of the distortion produced by current a priori SNR esti-
mators. Shown in Figure 2 (top) are distributions of the
distortion produced by the Deep Xi framework employ-
ing a residual long short-term memory (ResLSTM) net-
work (Nicolson and Paliwal, 2019) and a residual bidirec-
tional long short-term memory (Deep Xi-ResBiLSTM)
network (Nicolson and Paliwal, 2019).1 The distor-
tion is calculated by subtracting the estimated a pri-
ori SNR (dB) from the instantaneous a priori SNR

(dB), ξdB[l, k] − ξ̂dB[l, k]. Figure 2 (bottom) shows the
quantile–quantile (Q–Q) plots of the distortion of Deep
Xi-ResLSTM and Deep Xi-ResBiLSTM versus a stan-
dard normal distribution. The Q–Q plots produce an
approximately straight line—especially within two stan-
dard deviations of the mean (95% of the distribution)—
indicating that the distortion follows a normal distribu-
tion.

Deep Xi-ResLSTM exhibits a small amount of bias
(µ = 2.08), while Deep Xi-ResBiLSTM exhibits even
less bias (µ = −0.85). This suggests that a more com-
plex deep neural network (DNN) exhibits less bias, given
that the ResBiLSTM network is more complex than the
ResLSTM network. This is demonstrated by Neal et al.
(2018), where it was found that both bias and variance
decreases as the complexity of the DNN grows. With the
assumption that more complex DNNs will be used to im-
prove a priori SNR estimation in the future, the bias of
a priori SNR estimators will decrease, i.e. the mean (µ)
of their distortion will approach zero. Hence, we assume
that Z is distributed normally with zero mean. To deter-
mine the variance of Z, Equation (14) is first substituted
into Equation (13). With the knowledge that Z has zero
mean, we find that the variance of Z is D2. Thus, Z is
distributed normally with zero mean and a variance of
D2: Z ∼ N (0, D2). The a priori SNR estimate with an
SD level of D is artificially created using Equation (14),
which is subsequently used with an MMSE approach to
create Stimulus 2.

D. Listening tests

The procedure used for the JND SD level listening
tests is described here. The results of the listening tests
are used to determine how the SNR level, the selected
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FIG. 2. (top) Histogram of the distortion of current a priori

SNR estimators. (bottom) Quantile–quantile (Q–Q) plot of

the distortion versus a standard normal distribution. The

mean and standard deviation of the distortion is denoted by

µ and σ, respectively. The distortion is found over all spectral

components of the test set described in Subsection III E.

MMSE approach, and the noise source impacts the JND
SD level. In order to analyse how each of these factors
impacts the JND SD level, listeners record JND SD levels
for 30 conditions, as described in Table II (one condition
per row). Each condition is determined by the employed
MMSE approach, noise source, and SNR level. Results
for the first five conditions in Table II enable us to de-
termine how the SNR level impacts the JND SD level.
Results for the first 10 conditions in Table II enable us
to determine how the selected MMSE approach impacts
the JND SD level. Results for the last 25 conditions in
Table II enable us to determine if the type of background
noise impacts the JND SD level.

For each of the conditions described in Table II, at
least 20 listeners recorded a JND SD level. This is dou-
ble the amount of listeners that participated in previous
speech enhancement JND studies (Chappel et al., 2016;
Wójcicki and Loizou, 2012). Each listener contributes a
maximum of one JND SD level per condition. Each lis-
tener records a JND SD level for each condition over three
separate sessions (testing all 30 conditions in one session
would cause fatigue). Each session is completed in ap-
proximately 10–20 minutes. Each participant is given at
least a 20 minute break before attempting another ses-
sion. 20 listeners participated in all three sessions (13
male and seven female, aged between 18–41), where 10
of the listeners had prior music/signal processing experi-
ence. Three listeners participated in only the first session

TABLE II. Conditions for each of the tests. Each session

consisted of 10 tests, with 30 total conditions tested over the

three sessions.

Session Listeners
Condition

MMSE Noise source SNR

1 23

WF AWGN -5 dB

WF AWGN 0 dB

WF AWGN 5 dB

WF AWGN 10 dB

WF AWGN 15 dB

MMSE-STSA AWGN -5 dB

MMSE-STSA AWGN 0 dB

MMSE-STSA AWGN 5 dB

MMSE-STSA AWGN 10 dB

MMSE-STSA AWGN 15 dB

2 20

MMSE-STSA Voice babble -5 dB

MMSE-STSA Voice babble 0 dB

MMSE-STSA Voice babble 5 dB

MMSE-STSA Voice babble 10 dB

MMSE-STSA Voice babble 15 dB

MMSE-STSA F16 -5 dB

MMSE-STSA F16 0 dB

MMSE-STSA F16 5 dB

MMSE-STSA F16 10 dB

MMSE-STSA F16 15 dB

3 20

MMSE-STSA Street music -5 dB

MMSE-STSA Street music 0 dB

MMSE-STSA Street music 5 dB

MMSE-STSA Street music 10 dB

MMSE-STSA Street music 15 dB

MMSE-STSA Factory (welding) -5 dB

MMSE-STSA Factory (welding) 0 dB

MMSE-STSA Factory (welding) 5 dB

MMSE-STSA Factory (welding) 10 dB

MMSE-STSA Factory (welding) 15 dB

(one male and two female, aged between 18–35). Each
listener possessed normal hearing. Each session is con-
ducted in a quiet room using closed circumaural head-
phones (Sennheiser HD280 PRO) at a comfortable listen-
ing level. Before starting the first session, each listener
participates in a practice test, to familiarise themselves
and to adjust the volume to a comfortable level. The
authors of this study did not participate in the listening
tests.

Each listener completes 10 tests during a session, one
test for each condition. The order of the conditions for a
session is randomised for each listener. The noisy speech
used for a test is created on the fly by mixing a random
section of a recording of the condition’s noise source with
a randomly selected clean speech recording, at the con-
dition’s SNR level. For each test in a session, a listener
completes multiple trials. For each trial, a stimuli pair is
presented to the listener. The stimuli pair, as described
previously, includes: Stimulus 1) the enhanced speech
produced by an MMSE approach utilising the instan-
taneous a priori SNR, and Stimulus 2) the enhanced
speech produced by an MMSE approach utilising an a
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FIG. 3. A red cross indicates that a difference is not perceived
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priori SNR estimate with an SD level of D. During a
test, the condition and the noisy speech remain the same
from trial-to-trial, only D of Stimulus 2 changes.

Stimulus 1 is played first as a reference to the lis-
tener, followed by 200 ms of silence, and then Stimulus
2. The entirety of each stimulus was played to the lis-
tener. The duration of each stimulus is between 1.3 and
4.8 seconds. The SD level, D, is changed adaptively from
trial-to-trial, in order to find the SD level that is notice-
able by the listener 50% of the time (the JND SD level)
(Booth and Freeman, 1993). Once the stimuli pair for a
trial has been presented, the listener selects one of three
options. The first option is selected if the stimuli pair
has no perceivable difference in speech quality. The sec-
ond option is selected if there is a perceivable difference
in speech quality. The third option allows the listener to
re-listen to the stimuli pair for the trial. The next trial
is presented to the listener if one of the first two options
is selected.

An example of how the SD level, D, is changed adap-
tively from trial-to-trial is shown in Figure 3. The up-
down method (Levitt, 1971) is used to adaptively con-
trol the SD level from trial-to-trial, and has been used
in many psychoacoustical studies (Buck et al., 2012;
Wójcicki and Loizou, 2012). The initial value for the up-
down method is found by using the ascending method of
limits (Levitt, 1971). After the initial value for the up-
down method is found, six total runs are used for each
test, ensuring that at least six reversals are completed,

following (Wetherill and Levitt, 1965). An SD level step
size of 0.5 dB is used for the ascending method of limits
and the up-down method. The midpoint of every second
run is used as the mid-run estimate of the JND SD level
(the initial run for the ascending method of limits is ex-
cluded, i.e. the midpoint of runs 2, 4, and 6, as shown
in Figure 3, are used as the mid-run estimates) (Levitt,
1971). This gives a total of three mid-run estimates for
each test, which are averaged to give the listener’s JND
SD level for the test/condition.

E. A priori SNR estimator test set

The test set from Nicolson and Paliwal (2019) is used
here to evaluate a priori SNR estimators in the literature,
which we refer to as the a priori SNR estimator test set
henceforth (available online (Nicolson, 2020)). The noisy
speech for the a priori SNR estimator test set was created
using a subset of the clean speech and noise recordings de-
scribed in Subsection III A. Four of the five noise sources
from Subsection III A were used, specifically, voice babble,
F16, street music, and factory (welding). 10 clean speech
recordings were randomly selected without replacement
from the TSP speech corpus (Kabal, 2002) (only adult
speakers were used) for each of the four noise recordings.
To generate the noisy speech, a random section of the
noise recording was mixed with the clean speech at five
SNR levels: {−5, 0, 5, 10, 15} dB. This created a test set
of 200 noisy speech signals. The noisy speech was single
channel, with a sampling frequency of 16 kHz. The a pri-
ori SNR estimator test set is not used for the listening
tests, rather, it is used to compare the performance of
a priori SNR estimators in the literature to that of the
JND SD levels.

IV. RESULTS AND DISCUSSION

The JND SD levels ascertained from the listening
tests are shown in Figure 4. For each of the conditions
described in Table II, at least 20 JND SD levels are
recorded. Each listener contributes a maximum of one
JND SD level per condition. 20 listeners participated in
all three sessions and three listeners participated in only
the first session. In this section, we perform a statis-
tical analysis to determine how the SNR level, MMSE
approach, and noise source impacts the JND SD level—
before presenting the final JND SD levels in Subsection
IV F. Each of the following subsections is summarised as
follows:

Subsection IVA: determines if the JND SD level is im-
pacted by the SNR level.

Subsection IVB: determines if the JND SD level is im-
pacted by the selected MMSE approach.

Subsection IVC: determines if the JND SD level is im-
pacted by the noise source.

Subsection IVD: indicates why the JND SD level is
impacted by the SNR level.
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FIG. 4. JND SD levels attained for each condition. The black

dot and the error bar indicate the mean and standard devia-

tion, respectively, of the JND SD level for the corresponding

condition. Each condition comprises of a noise source, an SNR

level, and an MMSE approach. The conditions are described

in Table II.

Subsection IVE: indicates why the JND SD level is
impacted by the selected MMSE approach.

Subsection IVF: determines the final JND SD level.

Subsection IVG: presents a comparison of the final
JND SD level to the SD levels of current a priori
SNR estimators.

A. How the SNR level impacts the JND SD level

Presented in Table III are the statistics of the JND
SD level at each SNR level. The statistics are computed
over the JND SD levels for the WF and for AWGN. The
dispersion at each SNR level is moderately consistent
(Bartlett’s test, p� 0.05), with a standard deviation (s)
ranging from 0.98–1.46 and an interquartile range (IQR)
ranging from 0.99–1.69. However, the mean at each SNR
level is significantly different (one-way analysis of vari-
ance (ANOVA), p ≤ 0.05). Despite the dispersion at
each SNR level, there exists a moderate positive rela-
tionship between the SNR level and the JND SD level
(Pearson correlation coefficient, r = 0.38). In Subsection
IV D, we indicate why the JND SD level increases with
the SNR level.

TABLE III. Statistics of the JND SD level as the SNR level

increases. The statistics for each SNR level are computed over

the JND SD levels for the WF and for AWGN. The mean (x̄),

the 95% confidence interval (CI), the standard deviation (s),

the interquartile range (IQR), and the sample size (N) are

the given statistics.

Statistic
SNR level

-5 0 5 10 15

x̄ 5.15 5.51 5.70 6.57 6.68

95% CI ±0.42 ±0.48 ±0.40 ±0.48 ±0.61

s 1.03 1.17 0.98 1.18 1.46

IQR 1.26 1.69 1.05 0.99 1.23

N 23 23 23 23 23
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FIG. 5. Histograms of the JND SD levels for the MMSE-

STSA estimator and the WF at each tested SNR level. Only

the JND SD levels for AWGN are considered. Each histogram

has a sample size (N) of 23.

B. How the MMSE approach impacts the JND SD level

The distribution of the JND SD level for each MMSE
approach at each SNR level is shown in Figure 5. Only
the JND SD levels for AWGN are considered. As shown
in Table IV, there is a significant difference between the
mean JND SD level of the MMSE-STSA estimator and
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the WF at an SNR level of -5, 0, and 5 dB (two-sample
t-test, p ≤ 0.05 for SNR levels -5, 0, and 5 dB). However,
there is no significant difference between the mean JND
SD level of the MMSE estimator and the WF at an SNR
level of 10 and 15 dB (two-sample t-test, p > 0.05 for
SNR levels 10 and 15 dB). This indicates that the choice
of MMSE approach impacts the JND SD level at an SNR
level of 5 dB or less. In Subsection IV E, we indicate why
there is a significant difference for each MMSE approach
at an SNR level of 5 dB or lower.

TABLE IV. Tests to determine if there is a significant differ-

ence between the JND SD levels of the MMSE-STSA estima-

tor and WF at each SNR level. Only the JND SD levels for

AWGN are considered. The p-value for the two-sample t-test

and the number of samples (N) are the given statistics.

Statistic
SNR level

-5 0 5 10 15

Two-sample t-test, p 0.01 0.04 0.04 0.81 0.30

N 23 23 23 23 23

C. How the noise source impacts the JND SD level

For this subsection, only JND SD levels for the
MMSE-STSA estimator and from listeners that com-
pleted all three sessions are included. This provides a
balanced sample size for each of the noise sources. The
spread of the JND SD level for each of the noise sources
is shown in Figure 6. It can be seen that the median JND
SD level is similar for each of the noise sources. The result
of a one-way ANOVA test between the JND SD levels of
each noise source is given in Table V. It can be observed
that there is no significant difference between the mean
JND SD level of the noise sources at each SNR level (one-
way ANOVA, p > 0.05 for each SNR level). Moreover,
there is no significant difference between the dispersion
of the JND SD level of the noise sources at each SNR
level (Barlett’s test, p > 0.05 for each SNR level). This
indicates that the noise source has no impact on the JND
SD level, at least for the five tested.

D. Why the JND SD level is impacted by the SNR level

As shown in Subsection IV A, the JND SD level in-
creases with the SNR level. To explain this occurrence,
we evaluate the gain functions of the MMSE-STSA esti-
mator and the WF. The gain as a function of the a priori
SNR is shown in Figure 7 (top). It can be observed that
the gradient of the gain decreases as the a priori SNR
increases, as shown in Figure 7 (bottom). The lower the
gradient, the lower the resultant gain distortion that a
set SD level will cause. Therefore, a set SD level applied
to a greater instantaneous a priori SNR will result in
a lower gain distortion. The amount of gain distortion
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FIG. 6. Boxplots of the JND SD level for each noise source.

Only JND SD levels for the MMSE-STSA estimator and from

listeners that completed all three sessions are included. A

sample size (N) of 20 is used for each boxplot. Each subplot

corresponds to a different SNR level. The central red mark

indicates the median, and the bottom and top edges of the

blue box indicate the 25th and 75th percentiles, respectively.

The whiskers extend to the most extreme data points not

considered outliers, and the outliers are plotted individually

using the red ‘+’ symbol.

adversely impacts the quality of the resultant enhanced
speech. This indicates that the JND SD level is the SD
level that causes sufficient gain distortion to produce a
JND. The gradient of the gain indicates that the JND SD
level will increase with the instantaneous a priori SNR.
This is because a greater SD level is required to produce
sufficient gain distortion to hear a JND at greater instan-
taneous a priori SNRs.

Further insights can be obtained by examining the
distribution of the instantaneous a priori SNR as the
SNR level increases. The distribution (in dB) as the SNR
level increases is presented in Figures 8 (a–e). As shown
in Figure 8 (f), the mean instantaneous a priori SNR
increases with the SNR level, while the standard devia-
tion remains unchanged. This causes the amount of gain
distortion for a set SD level to decrease on average as
the SNR level increases. This indicates that the JND SD
level increases with the SNR level, which is consistent
with the results in Table III. The JND SD level is thus
directly impacted by the gradient of the gain function.
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TABLE V. Statistics of the JND SD level for the noise sources

at each each SNR level. The statistics are computed over the

JND SD levels for the MMSE-STSA estimator and for the

listeners that completed all three sessions. The p-value for a

one-way ANOVA test, the p-value for a Bartlett’s test, and

the number of samples (N) are the given statistics.

Statistic
SNR level

-5 0 5 10 15

One-way ANOVA, p 0.90 0.81 0.91 0.40 0.29

Bartlett’s, p 0.57 0.67 0.58 0.39 0.71

N 20 20 20 20 20
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FIG. 7. (top) Gain as a function of the a priori SNR for

the MMSE-STSA estimator and the WF. (bottom) Deriva-

tive of the gain as a function of the a priori SNR for the

MMSE-STSA estimator and the WF. The a posteriori SNR

is computed using its maximum likelihood (ML) estimate:

γ̂[l, k] = ξ[l, k] + 1, from Nicolson and Paliwal (2019).

In summary, the JND SD level increases with the SNR
level because 1) a set SD level applied to a greater instan-
taneous a priori SNR will cause a lower gain distortion,
and 2) the mean instantaneous a priori SNR increases
with the SNR level.

E. Why the JND SD level is impacted by the MMSE ap-

proach

Observing the gradient of the gain functions in Fig-
ure 7 (bottom) provides insight as to why there is a signif-
icant difference in the JND SD levels of the MMS-STSA
estimator and the WF at an SNR level of 5 dB or less.
As established in the previous subsection, the gradient of
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FIG. 8. (a–e) Distribution of the instantaneous a priori SNR

(dB) as the SNR level increases. The distribution is found

over 100 randomly selected clean speech recordings described

in Subsection III A. Each clean speech recording is corrupted

with AWGN at five different SNR levels: {−5, 0, 5, 10, 15} dB.

(f) Mean and standard deviation of the instantaneous a priori

SNR (dB) as the SNR level increases.

the gain function has an impact on the JND SD level as
the SNR level changes. At lower SNR levels, where the
mean instantaneous a priori SNR is also lower (Figure
8 (f)), the gradients of both gain functions are differ-
ent, causing a significant difference between their JND
SD levels. At greater SNR levels, where the mean in-
stantaneous a priori SNR is also greater, the gradients
of both gain functions are similar, causing a smaller dif-
ference between their JND SD levels. This gives reason
as to why the JND SD levels for the WF are significantly
lower at SNR levels of 5 dB or less.

F. Final JND SD levels

As determined in Subsections IV A and IV B, the
SNR level and the selected MMSE approach has a sig-
nificant impact on the JND SD level. In this subsection,
we present the final JND SD levels, as given by the mean
MMSE-STSA estimator and WF JND SD levels at each
of the tested SNR levels. The analysis in Subsection IV C
indicates that the noise source has no significant impact
on the JND SD level. Thus, the final JND SD levels
are independent of the noise source. The mean MMSE-
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TABLE VI. Statistics of the JND SD level for the MMSE-

STSA estimator as the SNR level increases. The statistics

are computed over all noise sources at each SNR level. This

means that multiple JND SD levels for each participant are

used at each SNR level. The mean (x̄), the 95% confidence in-

terval (CI), the standard deviation (s), the interquartile range

(IQR), and the sample size (N) are the given statistics.

Statistic
SNR level

-5 0 5 10 15

x̄ 5.88 6.09 6.31 6.83 7.48

95% CI ±0.24 ±0.25 ±0.28 ±0.24 ±0.32

s 1.22 1.30 1.46 1.25 1.67

IQR 1.51 1.09 1.70 1.58 1.86

N 103 103 103 103 103

STSA estimator JND SD level at each tested SNR level
is presented in Table VI. These are the SD levels that
an a priori SNR estimator must exceed to have no im-
pact on the perceived quality of MMSE-STSA estima-
tor enhanced speech. The statistics are computed over
the JND SD levels of all the noise sources. This pro-
vides a larger sample size to compute the statistics for
the MMSE-STSA estimator.

The mean MMSE-STSA estimator JND SD level
is significantly different at each SNR level (one-way
ANOVA, p ≤ 0.05). This is due to a moderate positive
relationship between the mean MMSE-STSA estimator
JND SD level and the SNR level (Pearson correlation co-
efficient, r = 0.37). The dispersion of the mean MMSE-
STSA estimator JND SD level at each SNR level is sig-
nificantly different (Bartlett’s test, p ≤ 0.05), with the
dispersion tending to increase with the SNR level (see
standard deviation (s) in Table VI). This is consistent
with reports from listeners that it was more difficult to
track the JND SD level at higher SNR levels. The mean
WF JND SD level at each tested SNR level is presented
in Table III. These are the SD levels that an a priori
SNR estimator must exceed to have no impact on the
perceived quality of WF enhanced speech. As the WF is
only tested with AWGN, its statistics are computed from
a smaller sample size than that of the MMSE-STSA es-
timator. This impacts the 95% confidence interval (CI)
of the mean WF JND SD levels. As can be observed,
the CI for the WF is greater (Table III) than that of the
MMSE-STSA estimator (Table VI) for each SNR level.

G. SD levels of a priori SNR estimators

Here, we compare the SD levels of current and previ-
ous a priori SNR estimators found in the work by Nicol-
son and Paliwal (2019) (the used test set is described in
Subsection III E). The previous a priori SNR estimators
include the DD approach (Ephraim and Malah, 1984),
the two-step noise reduction (TSNR) technique (Plapous
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DD (Ephraim and Malah, 1984)

TSNR (Plapous et al., 2004)

HRNR (Plapous et al., 2005)

SCTS (Breithaupt et al., 2008)

Deep Xi-ResLSTM (Nicolson and Paliwal, 2019)

Deep Xi-ResBiLSTM (Nicolson and Paliwal, 2019)
MMSE-STSA estimator JND SD level
WF JND SD level

FIG. 9. SD levels attained by each of the a priori SNR es-

timators in Nicolson and Paliwal (2019). The red plots are

the JND SD levels for the MMSE-STSA and the WF. The

test set described in Subsection III E is used to obtain the SD

levels. SD levels are averaged over all noise sources.

et al., 2004), HRNR (Plapous et al., 2005), and selective
cepstro-temporal smoothing (SCTS) (Breithaupt et al.,
2008). Each uses the MMSE noise power spectral den-
sity (PSD) estimator by Gerkmann and Hendriks (2012).
The current estimators include Deep Xi-ResLSTM and
Deep Xi-ResBiLSTM. The SD levels are averaged over all
noise sources (voice babble, F16, street music, and factory
(welding)), and compared to the JND SD levels of the
MMSE-STSA estimator and the WF, as shown in Figure
9. It can be seen that the a priori SNR estimator with
the highest accuracy (Deep Xi-ResBiLSTM) produces an
SD level that is substantially greater than the JND SD
level of the MMSE-STSA estimator and the WF at each
SNR level. A significant improvement in a priori SNR
estimation accuracy is thus required to surpass the JND
SD levels of the MMSE-STSA estimator and the WF at
each SNR level.

Objective quality and intelligibility scores for the
MMSE-STSA estimator and the WF using different a
priori SNRs are given in Table VII. It can be observed
that the objective scores decrease when the instantaneous
a priori SNR is corrupted to the JND SD level. Although
the objective scores produced by Deep Xi-ResBiLSTM
outperform noisy speech, they are significantly worse
than that of the instantaneous case corrupted to the JND
SD level. This is consistent with the SD levels presented
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in Figure 9. The objective scores for the instantaneous a
priori SNR corrupted to the JND SD level indicate the
speech enhancement performance that is attainable by
an a priori SNR estimator that is capable of exceeding
the JND SD level.

H. Future recommendations

In this study, the JND SD level for the MMSE-
STSA estimator and the WF are presented. However,
there are other commonly used MMSE approaches in
the literature, including the MMSE log-spectral am-
plitude (MMSE-LSA) estimator (Ephraim and Malah,
1985) and the square-root WF (SRWF) (Lim and Oppen-
heim, 1979). As shown in Subsection IV B, the selected
MMSE approach has a significant impact on the JND
SD level. Therefore, the JND SD levels for other MMSE
approaches will need to be investigated. Moreover, only
five noise sources were considered in this study. To claim
concretely that the noise source has no impact on the
JND SD level would require a larger set of noise sources.

V. CONCLUSION

In this study, the a priori SNR estimate SD level
that results in a JND in the perceived quality of MMSE
approach enhanced speech is found through a series of
listening tests. An a priori SNR estimator will have no
impact on the perceived quality of MMSE approach en-
hanced speech if it is able to attain SD levels lower than
that of the JND SD level. Thus, the JND SD level is
a target level of accuracy for a priori SNR estimation
research. A statistical analysis indicates that the SNR
level, along with the selected MMSE approach has a sig-
nificant impact on the JND SD level. The JND SD level
increases with the SNR level and the JND SD level of the
MMSE-STSA estimator is higher than that of the WF at
each SNR level. Moreover, there was no statistically sig-
nificant difference between the JND SD levels of the five
tested background noise sources at each SNR level. Fol-
lowing the literature, it is determined that a significant
improvement in a priori SNR estimation accuracy is re-
quired to reach the JND SD level.

1The Deep Xi framework is available at: https://github.com/
anicolson/DeepXi.

Agus, N., Anderson, H., Chen, J.-M., Lui, S., and Herremans, D.
(2018). “Perceptual evaluation of measures of spectral variance,”
The Journal of the Acoustical Society of America 143(6), 3300–
3311, https://doi.org/10.1121/1.5040484, doi: 10.1121/1.
5040484.

Alkahtani, F. (2019). “Acoustic manifestations of “narrow focus”
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On Training Targets for Deep Learning Approaches
to Clean Speech Magnitude Spectrum Estimation

Aaron Nicolson1, a and Kuldip K. Paliwal1, b

Signal Processing Laboratory, Griffith University, Brisbane, Queensland 4111, Australia

The estimation of the clean speech short-time magnitude spectrum (MS) is key for speech
enhancement and separation. Moreover, an automatic speech recognition (ASR) system
that employs a front-end relies on clean speech MS estimation to remain robust. Training
targets for deep learning approaches to clean speech MS estimation fall into three main
categories: computational auditory scene analysis (CASA), MS, and minimum mean-square
error (MMSE) training targets. In this study, we aim to determine which training target
produces enhanced/separated speech at the highest quality and intelligibility, and which
is most suitable as a front-end for robust ASR. The training targets were evaluated using a
temporal convolutional network (TCN) on the DEMAND Voice Bank and Deep Xi datasets—
which include real-world non-stationary and coloured noise sources at multiple SNR levels.
Seven objective measures were used, including the word error rate (WER) of the Deep Speech
ASR system. We find that MMSE training targets produce the highest objective quality
scores. We also find that CASA training targets, in particular the ideal ratio mask (IRM),
produce the highest intelligibility scores and perform best as a front-end for robust ASR.

c©2020 Acoustical Society of America. [https://doi.org(DOI number)]
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I. INTRODUCTION

Speech corrupted by background noise (or noisy
speech) can reduce the efficiency of communication be-
tween a speaker and a listener. The linguistic content
of noisy speech can be misinterpreted by the listener or
the background noise can cause fatigue. Factory weld-
ing, music, and non-target speakers are all examples of
background noise sources (Loizou, 2013). The perfor-
mance of speech processing systems, such as automatic
speech recognition (ASR), automatic speaker verification
(ASV), and automatic speaker identification (ASI) sys-
tems, can also be impacted by noisy speech (Le Prell
and Clavier, 2017; Nicolson and Paliwal, 2020). A sys-
tem that can remove background noise or segregate the
target speech (or clean speech) is thus indispensable for
a speech processing system. Speech corrupted by back-
ground noise and reverberation from surface reflections
(or noisy-reverberant speech) and systems with multiple
microphones pose a more difficult task for such systems
(Tawara et al., 2019; Zhao et al., 2017). For simplic-
ity, this study focuses on non-reverberant noisy speech
recorded using a single-microphone (or single-channel
noisy speech).

The objective of speech enhancement is to improve
the perceived quality and intelligibility of noisy speech.
Speech enhancement algorithms accomplish this task
by suppressing background noise without distorting the
speech (Loizou, 2013). They are used to suppress back-
ground noise during phone calls, conference calls, and are

aaaron.nicolson@griffithuni.edu.au
bk.paliwal@griffith.edu.au

used in hearing aid devices. A popular approach is to use
an estimator of the clean speech that is derived from sta-
tistical models and an optimisation criteria. The Wiener
filter (WF) optimally estimates, in the mean-squared er-
ror (MSE) sense, the discrete Fourier transform (DFT)
coefficients of the clean speech—when the clean speech
and noise DFT coefficients are assumed to be indepen-
dent Gaussian random variables (Lim and Oppenheim,
1979). The minimum mean-square error (MMSE) short-
time spectral amplitude (MMSE-STSA) and MMSE log-
spectral amplitude (MMSE-LSA) estimators differ from
the WF by optimally estimating the clean speech magni-
tude and log-magnitude spectra, respectively (Ephraim
and Malah, 1984, 1985). While the WF is a linear esti-
mator that depends solely on the a priori signal-to-noise
ratio (SNR), the MMSE-STSA and MMSE-LSA estima-
tors are non-linear estimators that depend on both the
a priori and a posteriori SNR. Other prominent estima-
tors assume super-Gaussian clean speech and noise pri-
ors (Martin, 2005) or employ a perceptually motivated
optimisation criteria (Loizou, 2005). In this study, we
focus on the MMSE-STSA and MMSE-LSA estimators,
and the WF, which are referred to collectively as MMSE
estimators henceforth.

An alternative to speech enhancement is speech sep-
aration (or segregation)—a special case of source sepa-
ration where the target speech is segregated from the
noisy speech. Source separation is performed using com-
putational auditory scene analysis (CASA)—the compu-
tational task of segregating mixtures of sound sources
(Wang and Brown, 2006). One approach to speech sepa-
ration is to classify each time-frequency (TF) component
of the noisy speech as either speech or noise dominant
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(Wang, 2005). This is realised by using the ideal binary
mask (IBM) as the objective of CASA, which reduces
speech separation to a binary classification problem. The
IBM can be used to attenuate the noise-dominant TF
components. In practice, however, a noisy speech TF
component can contain a ratio of speech and noise. In-
stead of a hard label, a soft label can be used to segre-
gate the target speech in a noisy speech TF component
(Srinivasan et al., 2006). This is realised by using the
ideal ratio mask (IRM) as the objective of CASA, which
has the same form as the square-root WF (SRWF) (Lim
and Oppenheim, 1979).

While subjective listening tests often accurately eval-
uate the quality and intelligibility of enhanced/separated
speech under stringent conditions, they are costly and
time consuming (Hu and Loizou, 2008). Thus, objec-
tive measures of quality and intelligibility are often used
as an alternative. For objective quality, the perceptual
evaluation of speech quality (PESQ) measure is com-
monly used in the literature (Rix et al., 2001). How-
ever, PESQ was developed for the purpose of evalu-
ating the distortions introduced by speech codecs and
communication channels—not for the distortions intro-
duced by speech enhancement/separation systems. In
(Hu and Loizou, 2008), several composite objective qual-
ity measures were developed specifically for the evalua-
tion of the signal distortion (CSIG), background noise in-
trusiveness (CBAK), and overall signal quality (COVL)
of enhanced/separated speech. Their correlation with
subjective scores was higher than that of previous ob-
jective quality measures, including PESQ. For objec-
tive intelligibility, the short-time objective intelligibility
(STOI) measure is commonly used and demonstrates a
high correlation with subjective scores (Taal et al., 2011).
The word error rate (WER) of an ASR system can also
be used to objectively evaluate the intelligibility of en-
hanced/separated speech (Thomas-Stonell et al., 1998).

Currently, deep learning approaches are at the fore-
front of speech enhancement and separation. Deep neural
networks (DNNs) provide a non-linear map from a given
noisy speech representation to a target representation.
DNNs were first employed for IBM estimation, where a
feedforward neural network (FNN) provided learned fea-
tures to linear support vector machines (SVMs) (Wang
and Wang, 2013). It was found that the use of a DNN
enabled the system to generalise to unobserved speakers
and noise sources. FNNs were later employed for IRM es-
timation, where it was found that an FNN-IRM estimator
is able to outperfrom an FNN-IBM estimator when used
as a front-end for ASR (Narayanan and Wang, 2013). An
FNN was later used to estimate the clean speech magni-
tude spectrum (MS), which was found to outperform the
combination of the MMSE-LSA estimator and the im-
proved minima controlled recursive averaging (IMCRA)
noise estimation approach (Cohen, 2003; Xu et al., 2015).
In a study by Wang et al. (Wang et al., 2014), the IBM,
IRM, MS, and spectral magnitude mask (SMM) were
compared as training targets, where the SMM is the ra-
tio of the clean speech MS to the noisy speech MS. It

was found that the IRM and SMM as the training tar-
get produced higher objective quality and intelligibility
scores than the IBM and the MS. However, the study
was limited by its use of only PESQ and STOI as objec-
tive measures. In (Nicolson and Paliwal, 2019a), a deep
learning approach to a priori SNR estimation improved
the performance of MMSE estimators. It was found that
the a priori SNR as the training target produces com-
parable results to the IRM when a residual long short-
term memory (ResLSTM) network was used (Kim et al.,
2017). However, this study was also limited as objective
scores were computed using only a wideband extension
of PESQ (Morioka et al., 2005) and STOI.

The aforementioned training targets utilise only the
magnitude of each TF component. However, there are
a set of training targets that incorporate the phase of
each TF component. The phase sensitive mask (PSM) is
an extension of the SMM that includes the phase differ-
ence between each clean and noisy speech TF component
(Erdogan et al., 2015). Results in (Williamson et al.,
2016) indicate that the PSM is able to outperform the
IRM. The complex IRM (cIRM) is a complex TF mask
that utilises both the real and imaginary components of
the target speech and noise DFT coefficients (Williamson
et al., 2016). Results indicate that the cIRM is able to
outperform the PSM and IRM in terms of objective qual-
ity and intelligibility. In (Pascual et al., 2017), clean
speech time-domain samples were used as the training
target. However, results in (Williamson et al., 2016) in-
dicate that the PSM, cIRM, and IRM are able to attain
higher objective quality and intelligibility scores than
clean speech time-domain samples.

Current methods used to increase the robustness of
an ASR system include 1) utilising a deep learning ap-
proach to speech enhancement/separation as a front-end
for noisy speech pre-processing, and 2) multi-condition
training (Zhang et al., 2018). It has been found that util-
ising multi-condition training or a deep learning-based
speech enhancement/separation front-end significantly
improves the robustness of an ASR system, with the com-
bination of both methods providing the best performance
(Narayanan and Wang, 2013). In this study, we con-
centrate solely on deep learning-based speech enhance-
ment/separation front-ends. Features used as input to
current ASR acoustic models are derived from the MS
(Kriman et al., 2020; Moritz et al., 2020; Wang et al.,
2020). These include mel-scale filterbank, gammatone
filterbank, and cepstral-domain features (Schluter et al.,
2007). When using a deep learning-based speech en-
hancement/separation front-end, such features are com-
puted from the enhanced/separated speech MS (Nicolson
and Paliwal, 2019b). This means that phase inclusive
training targets procure no advantage when employed as
a front-end for robust ASR.

The aim of this study is to determine which training
target is best for clean speech MS estimation—in the con-
text of speech enhancement/separation and robust ASR
performance. Thus, we extend this research to include
training targets that make use of the short-time phase
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spectrum in a future study. We also propose to jointly es-
timate the a priori and a posteriori SNR—to increase the
performance of the MMSE-STSA and MMSE-LSA esti-
mators. Temporal convolutional networks (TCNs) have
been the DNN of choice for deep learning approaches to
speech enhancement/separation as of late (Nikzad et al.,
2020). Hence, each training target is evaluated using a
residual network (ResNet) TCN that has recently been
employed for speech enhancement. The DEMAND Voice
Bank and Deep Xi datasets are included in the experi-
ment setup, which include real-world non-stationary and
coloured noise sources at multiple SNR levels. We also
investigate which function for compressing the dynamic
range of the training target values is best. We also assess
which loss function is most appropriate for each train-
ing target. Multiple objective quality and intelligibility
measures are included in the experiment setup, including
CSIG, CBAK, COVL, PESQ, SegSNR, STOI, and WER.

In this paper, we first describe the analysis, mod-
ification, and synthesis (AMS) framework (Section II).
MMSE estimators are then described in Section III. In
Section IV, the training targets are described. The ex-
periment setup is described in Section V. The results are
discussed in Section VI. Conclusions are drawn in Section
VII.

II. ANALYSIS, MODIFICATION, & SYNTHESIS FRAME-

WORK

The short-time Fourier analysis, modification, and
synthesis (AMS) framework is used for speech enhance-
ment/separation (Allen, 1977; Allen and Rabiner, 1977).
The AMS framework consists of three stages: (1) the
analysis stage, where noisy speech undergoes short-time
Fourier transform (STFT) analysis; (2) the modification
stage, where the noisy speech spectrum is modified; and
(3) the synthesis stage, where the enhanced/separated
speech is synthesised by applying the inverse STFT
(ISTFT).

In the time-domain, the noisy speech signal, x[n], is
given by:

x[n] = s[n] + d[n], (1)

where s[n] and d[n] denote the clean/target speech and
uncorrelated additive noise, respectively, and n denotes
the discrete-time sample. The noisy speech is analysed
frame-wise using the running STFT (Vary and Martin,
2006):

X[l, k] =

Nd−1∑

n=0

x[n+ lNs]w[n]e−j2πnk/Nd , (2)

where l denotes the time-frame index, k denotes the
discrete-frequency bin, Nd denotes the time-frame dura-
tion in discrete-time samples, Ns denotes the time-frame
shift in discrete-time samples, and w[n] is an analysis
window function.

As we aim to modify the noisy speech MS, the polar
form of the noisy speech spectrum is used:

X[l, k] = |X[l, k]|ej∠X[l,k], (3)

where |X[l, k]| and ∠X[l, k] denote the noisy speech mag-
nitude and phase spectra, respectively. Similarly, the
clean speech magnitude and phase spectra are denoted
as |S[l, k]| and ∠S[l, k], respectively, and the noise mag-
nitude and phase spectra are denoted as |D[l, k]| and
∠D[l, k], respectively. The modified spectrum is con-
structed by combining an estimate of the clean speech
MS, |Ŝ[l, k]|, with the noisy speech phase spectrum:

Y [l, k] = |Ŝ[l, k]|ej∠X[l,k]. (4)

The synthesis stage involves applying the ISTFT to
the modified spectrum. First, the inverse discrete Fourier
transform is applied to the modified spectrum:

yf [l, n] =
1

Nd

Nd−1∑

k=0

Y [l, k]ej2πnk/Nd , (5)

where yf [l, n] is the framed enhanced/separated speech.
The overlap-add method is subsequently applied to pro-
duce the final enhanced/separated speech (Crochiere,
1980):

y[n] =

∞∑
l=−∞

yf [l, n− lNs]
∞∑

l=−∞
w[n− lNs]

, (6)

where w[n] is a synthesis window function. In this work,
the Hamming window function is used for analysis and
synthesis, with a frame-duration of 32 ms (Nd = 512)
and a frame-shift of 16 ms (Ns = 256).

III. MMSE ESTIMATORS

The MMSE-LSA estimator of the clean speech MS
is defined as

|Ŝ[l, k]| = |X[l, k]| ξ[l, k]

ξ[l, k] + 1
exp

ß
1

2

∫ ∞

ν[l,k]

e−t

t
dt

™
, (7)

where ν[l, k] = ξ[l,k]
ξ[l,k]+1γ[l, k], ξ[l, k] is the a priori SNR

and γ[l, k] is the a posteriori SNR. The a priori SNR is
defined as

ξ[l, k] =
λs[l, k]

λd[l, k]
, (8)

where λs[l, k] = E{|S[l, k]|2} is the variance of the clean
speech spectral component, and λd[l, k] = E{|D[l, k]|2}
is the variance of the noise spectral component. The a
posteriori SNR is defined as

γ[l, k] =
|X[l, k]|2
λd[l, k]

. (9)

The SRWF is defined as

|Ŝ[l, k]| = |X[l, k]|
 

ξ[l, k]

ξ[l, k] + 1
. (10)
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IV. TRAINING TARGETS

For speech enhancement/separation, a DNN learns
to map the noisy speech MS to a training target that
can be used to estimate the clean speech MS in Equa-
tion (4). Training targets with magnitude or power val-
ues tend to be difficult for a DNN to learn, as noted in
(Wang et al., 2014). Hence, a function must be used to
compress their dynamic range—which we refer to as a
compression function henceforth (previously referred to
as a mapping function (Nicolson and Paliwal, 2019a)).
Here, the training target is denoted as t[l, k]. The train-
ing target can be computed from the clean speech and
noise of the noisy speech in Equation (1), as they are
observed during training. The training targets described
in this section belong to one of three categories: CASA,
MS, and MMSE estimator training targets.

A. CASA training targets

The CASA training targets, including the IBM and
IRM, are detailed here. The IBM is computed by ap-
plying a threshold to the instantaneous a priori SNR:

t[l, k] = IBM[l, k] =

{
1, if |S[l,k]|

2

|D[l,k]|2 > 1

0, otherwise,
(11)

where the threshold used here is equivalent to 0 dB
(Wang, 2005). The IRM is computed as

t[l, k] = IRM[l, k] =

 
|S[l, k]|2

|S[l, k]|2 + |D[l, k]|2 . (12)

The IBM and IRM are applied elementwise to each TF
component of the noisy speech MS, for example:

|Ŝ[l, k]| = |X[l, k]| · IRM[l, k]. (13)

B.MS training targets

Here, training targets derived from the clean speech
MS are described. The magnitude or power of the clean
speech spectrum has been found difficult for a DNN to
learn (Wang et al., 2014; Xu et al., 2015). Hence, the
clean speech MS must be compressed, which leads to the
decibel value of the clean speech MS as a training target:

t[l, k] = |SdB[l, k]| = 20 log10(|S[l, k]|). (14)

Standardising |SdB[l, k]| has also been found beneficial
(Xu et al., 2015):1

t[l, k] = z(|SdB[l, k]|) =
|SdB[l, k]| − µk

σk
, (15)

where µk and σ2
k are the mean and variance of the kth

discrete-frequency bin, respectively. Min-max normali-
sation has also been found to facilitate training (Wang
et al., 2014):

t[l, k] = |S[l, k]|′ =
|S[l, k]| −mink(|S[l, k]|)

maxk(|S[l, k]|)−mink(|S[l, k]|) ,
(16)

where mink(·) and maxk(·) find the minimum and max-
imum values for the kth discrete-frequency bin, respec-
tively. Applying min-max normalisation to the decibel
values also facilitates training (Wang et al., 2014), where
|SdB[l, k]|′ is formed by replacing |S[l, k]| in Equation (16)
with |SdB[l, k]|.

We also investigate the cumulative distribution func-
tion (CDF) of |SdB[l, k]| as a compression function, as
motivated by (Nicolson and Paliwal, 2019a). The dis-
tribution of |SdB[l, 64]| is shown in Figure 1 (a), which
indicates that |SdB[l, k]| follows a normal distribution.
Hence, we assume that |SdB[l, k]| follows a normal dis-
tribution: |SdB[l, k]| ∼ N (µk, σ

2
k), where µk and σ2

k are
the mean and variance of the kth discrete-frequency bin,
respectively. The normal CDF of |SdB[l, k]| is given by

t[l, k] = F (|SdB[l, k]|) =
1

2

[
1 + erf

(
|SdB[l, k]| − µk

σk
√

2

)]
,

(17)
where erf(·) is the error function.

FIG. 1. The histogram of (a) |SdB[l, 64]|, (c) ξdB[l, 64], and
(e) γdB[l, 64], and the normalised cumulative histogram of (b)

|SdB[l, 64]|, (d) ξdB[l, 64], and (f) γdB[l, 64]. The histograms

are found over the sample described in Subsection VD.

C.MMSE estimator training targets

As in (Nicolson and Paliwal, 2019a), the instanta-
neous a priori SNR can be used as a training target.
The instantaneous a priori SNR is computed by using
the instantaneous values |S[l, k]|2 and |D[l, k]|2 in place
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of λs[l, k] and λd[l, k], respectively, in Equation (8). How-
ever, the power values of the instantaneous a priori SNR
are difficult to train (Nicolson and Paliwal, 2019a). Thus,
a compression function must be used to facilitate train-
ing. As with the clean speech MS, the decibel value of
the instantaneous a priori SNR can be used as a training
target:

t[l, k] = ξdB[l, k] = 10 log10(ξ[l, k]). (18)

An additional training target is formed by standardis-
ing ξdB[l, k], where z(ξdB[l, k]) is formed by replacing
|SdB[l, k]| in Equation (15) with ξdB[l, k]. We also ap-
ply min-max normalisation to ξ[l, k] and ξdB[l, k], where
ξ[l, k]′ and ξdB[l, k]′ are formed by replacing |S[l, k]| in
Equation (16) with ξ[l, k] and ξdB[l, k], respectively.

In (Nicolson and Paliwal, 2019a), the cumulative dis-
tribution function (CDF) of ξdB[l, k] was used as the com-
pression function, as part of the Deep Xi framework.2

It was assumed that ξdB[l, k] is distributed normally:
ξdB[l, k] ∼ N (µk, σ

2
k), where µk and σ2

k are the mean
and variance of the kth discrete-frequency bin, respec-
tively. The distribution of ξdB[l, 64] is shown in Figure 1
(c). The normal CDF of ξdB[l, k] is given by

t[l, k] = F (ξdB[l, k]) =
1

2

[
1 + erf

(
ξdB[l, k]− µk

σk
√

2

)]
.

(19)
For the Deep Xi framework, the maximum likelihood

(ML) a posteriori SNR estimate is used with the MMSE-
STSA and MMSE-LSA estimators: γ̂[l, k] = ξ[l, k] + 1.
Instead, we propose to jointly estimate both the a pri-
ori and a posteriori SNR. While the MMSE-STSA and
MMSE-LSA estimators largely rely on the a priori SNR,
some performance improvement may be realised by addi-
tionally estimating the a posteriori SNR (Cappe, 1994).
The decibel value of the instantaneous a priori and a
posteriori SNR can be used as a training target:

t[l, k] =
[
ξdB[l, k]; γdB[l, k]

]
, (20)

where [·; ·] is the concatenation operation and γdB[l, k] is
computed as per Equation (21).

γdB[l, k] = 10 log10(γ[l, k]). (21)

We also apply min-max normalisation to [ξ[l, k]; γ[l, k]]
and [ξdB[l, k]; γdB[l, k]], giving [ξ[l, k]′; γ[l, k]′] and
[ξdB[l, k]′; γdB[l, k]′], respectively. γ[l, k]′ and γdB[l, k]′

are formed by replacing |S[l, k]| in Equation (16) with
γ[l, k] and γdB[l, k], respectively.

We also propose to use the cumulative distribution
function (CDF) of ξdB[l, k] and γdB[l, k] as a compression
function to form a training target:

t[l, k] =
[
F (ξdB[l, k]);F (γdB[l, k])

]
. (22)

The distribution of γdB[l, 64] is shown in Figure 1 (e),
which indicates that γdB[l, k] follows a super-Gaussian
distribution. Hence, we assume that γdB[l, k] follows a

Laplace distribution: γdB[l, k]| ∼ Laplace(ζk, bk), where
ζk and bk are the location and scale parameters of the kth

discrete-frequency bin, respectively. The Laplace CDF of
γdB[l, k] is given by

F (γdB[l, k]) =
1

2
+

1

2
sgn(γdB[l, k]−

ζk)

Å
1− exp

Å |γdB[l, k]− ζk|
bk

ãã
,

(23)

where sgn(·) is the sign function.

V. EXPERIMENT SETUP

A. Deep neural network: ResNet TCN

A modified version of the residual network (ResNet)
TCN from (Zhang et al., 2020) is used to evaluate
each training target.3 It is shown from input to out-
put in Figure 2. Its input at time-frame l is |Xl| =
{|X[l, 0]|, |X[l, 1]|, . . . , |X[l, Nd/2]|}, which is the 257-
point single-sided noisy speech MS that includes the DC
and Nyquist discrete-frequency bins. Its output at time-
frame l is t̂l = {t̂[l, 0], t̂[l, 1], . . . , t̂[l, Nd/2]}. The input
is first transformed by FC, a fully-connected layer of
size dmodel = 256. Instead of applying layer normali-
sation (Ba et al., 2016) followed by the rectifier linear
function to FC, as in (Zhang et al., 2020), we apply the
rectifier linear activation function followed by layer nor-
malisation without the scale and shift operations. This
reduces overfitting, as demonstrated in (Xu et al., 2019).
The FC layer is followed by B = 40 bottleneck residual
blocks, where b = 1, 2, . . . , B is the block index. Residual
blocks are facilitated by adding the block’s input to its
output, preventing the vanishing and exploding gradient
problems (He et al., 2016).

Each block contains three one-dimensional causal di-
lated convolutional units. Here, we modify the pre-
activation of the convolutional units in (Zhang et al.,
2020) by using the rectifier linear activation function
followed by layer normalisation without the scale and
shift operations (again following (Xu et al., 2019)).
The kernel size, output size, and dilation rate for
each convolutional unit is denoted in Figure 2 as
(kernel size, output size, dilation rate). The first
and third convolutional units have a kernel size of 1,
whilst the second has a kernel size of k = 3. The first and
second convolutional units have an output size of db = 64,
whilst the third has an output size of dmodel. The first
and third convolutional units have a dilation rate of 1,
while the second employs a dilation rate of d, providing
a receptive field over previous time steps. The dilation
rate for the second convolutional unit, d, is cycled as
the block index, b, increases: d = 2(b−1 mod (log2(D)+1),
where mod is the modulo operation, and D = 16 is the
maximum dilation rate. The last block is followed by a
fully-connected output layer, O.

For training, the Adam algorithm (Kingma and Ba,
2014) with default hyper-parameters is used for gradi-
ent descent optimisation. Gradients are clipped between
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FIG. 2. (colour online) ResNet TCN. The kernel size, output

size, and dilation rate for each convolutional unit is denoted

as (kernel size, output size, dilation rate).

[−1, 1]. A mini-batch size of 8 noisy speech signals is
used for each training iteration. The noisy speech signals
for each mini-batch are computed on the fly as follows:
each clean speech recording selected for the mini-batch
is mixed with a random section of a randomly selected
noise recording at a randomly selected SNR level from
the set specified for the training set. The selection or-
der for the clean speech recordings is randomised for
each epoch. The ResNet TCN is implemented in Ten-
sorFlow 2.3.0 (Abadi et al., 2015) and is available at
https://github.com/anicolson/DeepXi.

B. Output layer activation function and loss function

In Table I, we specify the output layer activation
function and the loss function used for each training tar-
get. For {t[l, k] ∈ R : 0 ≤ t[l, k] ≤ 1}, the sigmoid acti-
vation function is applied to the output layer, and mean
squared error (MSE) and binary cross-entropy (BCE) are
both investigated as the loss function. For all other cases,
no activation function is applied to the output layer and
MSE is investigated as the loss function.

C. Datasets

Separate networks for each training target are
trained and evaluated on the following datasets:

TABLE I. Range of values, output layer activation function,

and loss function for each training target.

Target, t[l, k] Range Outp. activat. Loss function

IBM[l, k] [0, 1] Sigmoid MSE or BCE

IRM[l, k] [0, 1] Sigmoid MSE or BCE

|S[l, k]|′ [0, 1] Sigmoid MSE or BCE

|SdB[l, k]| [−∞,∞] Linear MSE

z(|SdB[l, k]|) [−∞,∞] Linear MSE

|SdB[l, k]|′ [0, 1] Sigmoid MSE

F (|SdB[l, k]|) [0, 1] Sigmoid MSE or BCE

ξ[l, k]′ [0, 1] Sigmoid MSE or BCE

ξdB[l, k] [−∞,∞] Linear MSE

z(ξdB[l, k]) [−∞,∞] Linear MSE

ξdB[l, k]′ [0, 1] Sigmoid MSE or BCE

F (ξdB[l, k]) [0, 1] Sigmoid MSE or BCE[
ξ[l, k]′; γ[l, k]′

]
[0, 1] Sigmoid MSE or BCE[

ξdB[l, k]; γdB[l, k]
]

[−∞,∞] Linear MSE[
ξdB[l, k]′; γdB[l, k]′

]
[0, 1] Sigmoid MSE or BCE[

F (ξdB[l, k]);F (γdB[l, k])
]

[0, 1] Sigmoid MSE or BCE

1. DEMAND Voice Bank dataset

The DEMAND Voice Bank dataset (Valentini-
Botinhao et al., 2016) has been used frequently as of late
to evaluate deep learning approaches to speech enhance-
ment/separation (Nikzad et al., 2020). The training set
includes clean speech recordings from 28 speakers of the
Voice Bank corpus (Veaux et al., 2013) (11 572 record-
ings). It also includes two synthetic noise sources (speech-
shaped noise and babble, as described in (Valentini-
Botinhao et al., 2016)), as well as eight real-world noise
recordings from the DEMAND dataset (Thiemann et al.,
2013). The clean speech and noise recordings are down-
sampled from 48 kHz to 16 kHz. The noisy speech sig-
nals for the training set are formed by mixing each clean
speech recording with a random section of a randomly
selected noise recording at a random SNR level from the
set {0, 5, 10, 15} (dB). This creates a set of 11 572 noisy
speech signals for training. The test set includes 824
clean speech recordings of two speakers from the Voice
Bank corpus—393 from p232 and 431 from p257 (Veaux
et al., 2013). Both speakers are separate from those se-
lected for the training set. A total of 20 different con-
ditions are used to create the noisy speech, including
five noise sources from the DEMAND dataset (separate
from those included in the training set), and 4 SNR lev-
els: {2.5, 7.5, 12.5, 17.5} (dB). The clean speech and noise
recordings are downsampled from 48 kHz to 16 kHz prior
to mixing. Approximately 20 different sentences for each
speaker are used per condition, with the total number of
noisy speech signals in the test set amounting to 824.

2. Deep Xi dataset

The Deep Xi dataset (Nicolson, 2020) is larger than
the DEMAND Voice Bank dataset, with a wider range
of conditions for training. The test set also allows for
the evaluation of individual noise sources and SNR lev-
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els. For the training and validation sets, 69 708 clean
speech recordings from the (Veaux et al., 2017) (41 169
recordings, speakers p232 and p257 are excluded) and the
train-clean-100 set of the Librispeech corpus (Panayotov
et al., 2015) (28 539 recordings) are used. The minimum,
average, and maximum duration of the recordings is 1.4,
12.3, and 17.2, respectively, for the train-clean-100 set
and 1.2, 3.6, and 15.1, respectively, for the CSTR VCTK
corpus. For the training and validation sets, noise record-
ings from the QUT-NOISE dataset (Dean et al., 2010),
the Nonspeech dataset (Hu and Wang, 2010), the RSG-
10 dataset (voice babble, F16, and factory welding are ex-
cluded as they are used for the test set) (Steeneken and
Geurtsen, 1988), the Urban Sound dataset (street mu-
sic recording no. 26 270 is excluded as it is used for the
test set) (Salamon et al., 2014), the Environmental Back-
ground Noise dataset (Saki et al., 2016), the noise set
from the MUSAN corpus (Snyder et al., 2015), multiple
FreeSound packs,4 and coloured noise recordings (with
an α value ranging from -2 to 2 in increments of 0.25).
Noise recordings that are over 30 seconds in length are
split into 30 second or less segments. This gives a total
of 17 458 noise recordings, each of a length less than or
equal to 30 seconds. All clean speech and noise record-
ings are single-channel, with a sampling frequency of 16
kHz (recordings with a higher sampling frequency are
downsampled to 16 kHz). The SNR levels from the set
{q ∈ Z| − 10 ≤ q ≤ 20} (dB), where q is the SNR level,
are used for the training set. For the validation set, 1 000
clean speech and noise recordings are randomly selected
(without replacement) and removed from the aforemen-
tioned clean speech and noise sets. Each clean speech
recording is paired with one of the noise recordings. The
clean speech recording is then mixed with a random sec-
tion of the noise recordings at a randomly selected SNR
level from the set {q ∈ Z| − 10 ≤ q ≤ 20} (dB). This
forms 1 000 noisy speech signals for the validation set.

For the test set, recordings of four real-world noise
sources, including two non-stationary and two coloured,
are included in the test set. The two real-world non-
stationary noise sources include voice babble from the
RSG-10 noise dataset (Steeneken and Geurtsen, 1988)
and street music (recording no. 26 270) from the Urban
Sound dataset (Salamon et al., 2014). The two real-world
coloured noise sources include F16 and factory welding
from the RSG-10 noise dataset (Steeneken and Geurtsen,
1988). 10 clean speech recordings are randomly selected
(without replacement) from the test-clean set of the Lib-
rispeech corpus for each of the four noise recordings. The
clean speech recordings from the test-clean set have a du-
ration of up to 34 seconds. All clean speech and noise
recordings are single-channel, with a sampling frequency
of 16 kHz (recordings with a higher sampling frequency
are downsampled to 16 kHz). To create the noisy speech,
a random section of the noise recording is selected and
mixed with the clean speech at the following SNR levels:
{−5, 0, 5, 10, 15} (dB). This creates a test set of 200 noisy
speech signals.

D. Sample

The statistics required for some of the compres-
sion functions described in Section IV (µk, σk, mink(·),
maxk(·), ζk, and bk) are estimated from a sample of 1 000
randomly selected training examples (statistics are found
seperately for each training set). For the Laplace CDF
in Equation (23), ζk is assumed to be zero and bk is esti-
mated using values greater than ζk—as a larger propor-
tion of γdB[l, k] values are in the right tail (see Figure
1).

E. ASR system

Project DeepSpeech is an ASR system trained solely
on clean speech (i.e. no multi-condition training is
used).5 It is an open source implementation of the Deep
Speech ASR system (Hannun et al., 2014). It uses 26
mel-frequency cepstral coefficients (MFCCs) as its input.
It is used to evaluate the objective intelligibility of the
training targets. It is also used to evaluate the front-end
performance of each training target for robust ASR.

F. Objective quality and intelligibility measures

The objective quality and intelligibility measures
used in this study are described as follows:

• CSIG is a composite objective measure that pro-
vides a mean opinion score (MOS) from 1–5 of the
signal distortion (Hu and Loizou, 2008).

• CBAK is a composite objective measure that pro-
vides a MOS from 1–5 of the background-noise in-
trusiveness (Hu and Loizou, 2008).

• COVL is a composite objective measure that pro-
vides a MOS from 1–5 of the overall signal quality
(Hu and Loizou, 2008).

• PESQ is used for objective quality evaluation, and
gives a score from -0.5–4.5 (Rix et al., 2001).

• STOI is used for objective intelligibility evaluation
(Taal et al., 2010; Taal et al., 2011). The intelligi-
bility score is given as a fraction from 0–1 or as a
percentage.

• Segmental SNR (SegSNR) is used as an objective
quality measure (Mermelstein, 1979).

• WER is used as an objective measure of intelligi-
bility. The WER is calculated by

WER = 100
D(H,R)

N
, (24)

where H is the hypothesis transcript, R is the ref-
erence transcript, and N number of words in R.
D(H,R) is the Levenshtein distance between H,
and R. The WER is given as a fraction from 0–1
or as a percentage.

VI. RESULTS AND DISCUSSION

In this section, we compare the objective quality and
intelligibility, and robust ASR performance of CASA,

MS, and MMSE training targets, as well as compression
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TABLE II. Mean objective scores on the test set of the DEMAND Voice Bank dataset described in Subsection VC1. The

highest score for each measure—except WER—is in boldface. The lowest WER is in boldface.

Category Target Loss MMSE est. CSIG CBAK COVL PESQ SegSNR STOI (%) WER (%)

– Noisy speech – – 3.50 2.47 2.73 1.99 1.71 91.53 30.03

C
A
S
A

IBM MSE – 1.99 2.96 1.96 2.11 9.11 92.97 36.60
IBM BCE – 2.12 2.96 2.03 2.13 9.04 92.73 36.87
IRM MSE – 4.17 3.29 3.46 2.73 8.04 93.74 25.52
IRM BCE – 4.16 3.25 3.45 2.72 7.55 93.87 25.57

M
S

|S|′ BCE – 4.14 3.20 3.44 2.72 6.64 93.18 26.92
|SdB| MSE – 4.11 3.06 3.40 2.68 4.80 91.16 28.31
z(|SdB|) MSE – 4.07 3.05 3.38 2.70 4.69 90.99 29.59
|SdB|′ MSE – 4.02 2.94 3.27 2.51 4.30 91.15 28.88
|SdB|′ BCE – 4.09 3.08 3.38 2.67 5.22 91.88 28.04
F (|SdB|) MSE – 3.71 2.69 2.91 2.13 3.38 89.46 32.75
F (|SdB|) BCE – 3.91 2.92 3.18 2.45 4.45 90.19 30.77

M
M
S
E

ξ′ MSE MMSE-LSA 3.51 2.49 2.75 2.03 1.98 91.86 58.85
ξ′ MSE SRWF 3.51 2.48 2.74 2.02 1.87 91.80 57.91
ξ′ BCE MMSE-LSA 3.50 2.48 2.73 2.02 1.99 91.81 29.32
ξ′ BCE SRWF 3.49 2.47 2.73 2.01 1.87 91.76 29.38
ξdB MSE MMSE-LSA 4.19 3.40 3.52 2.83 9.03 93.31 25.78
ξdB MSE SRWF 4.18 3.32 3.48 2.76 8.38 93.36 26.16
z(ξdB) MSE MMSE-LSA 4.20 3.36 3.52 2.81 8.54 93.64 25.74
z(ξdB) MSE SRWF 4.16 3.25 3.45 2.71 7.68 93.66 26.14
ξ′dB MSE MMSE-LSA 4.21 3.36 3.54 2.83 8.40 93.37 26.75
ξ′dB MSE SRWF 4.18 3.25 3.47 2.73 7.47 93.41 26.87
ξ′dB BCE MMSE-LSA 4.09 3.34 3.40 2.70 9.15 93.34 26.52
ξ′dB BCE SRWF 4.06 3.26 3.34 2.61 8.55 93.34 26.89

F (ξdB) MSE MMSE-LSA 4.21 3.40 3.55 2.86 8.84 93.53 25.83
F (ξdB) MSE SRWF 4.18 3.31 3.49 2.77 8.12 93.60 26.00
F (ξdB) BCE MMSE-LSA 4.24 3.42 3.57 2.87 9.04 93.61 25.97
F (ξdB) BCE SRWF 4.21 3.34 3.51 2.79 8.37 93.66 25.99[
ξ′; γ′] BCE MMSE-LSA 3.51 2.49 2.74 2.01 1.96 91.72 29.71[

ξdB; γdB
]

MSE MMSE-LSA 4.19 3.42 3.52 2.83 9.22 93.64 26.01[
ξ′dB; γ

′
dB

]
MSE MMSE-LSA 4.18 3.37 3.48 2.76 9.14 93.41 27.30[

ξ′dB; γ
′
dB

]
BCE MMSE-LSA 4.20 3.39 3.53 2.82 8.84 93.24 26.53[

F (ξdB);F (γdB)
]

MSE MMSE-LSA 4.22 3.38 3.55 2.85 8.47 93.65 25.99[
F (ξdB);F (γdB)

]
BCE MMSE-LSA 4.26 3.41 3.59 2.88 8.75 93.50 26.57

and loss functions. The training targets are first evalu-
ated on the DEMAND Voice Bank dataset, followed by
the Deep Xi dataset. Epoch 125 and 150 for the DE-
MAND Voice Bank and Deep Xi datasets were used for
evaluation, respectively. The TCNs required more epochs
for the validation loss to converge on the Deep Xi dataset.
The time-frame index, l, and the discrete-frequency bin,
k, are omitted from the notation henceforth, for conve-
nience. The SMM from (Williamson et al., 2016) was
not included in the evaluation as repeated training runs
would not converge (for clip values in the range 1.0–15.0).
Moreover, |S|′+MSE and

[
ξ′; γ′

]
+MSE would not con-

verge after repeated training runs. For difference test-
ing, the two-sample t-test (α = 0.05) is used henceforth,
unless otherwise specified.

A. DEMAND Voice Bank dataset objective scores

The mean objective scores for each training target
on the DEMAND Voice Bank dataset are given in Ta-

ble II. First, we compare the objective quality and in-
telligibility scores of the three training target categories.
CASA training targets, in particular the IRM, produced
the most intelligible enhanced/separated speech. A sig-
nificant difference between the STOI and WER scores
of the IRM and all MS training targets exists (except for
WER between IRM and |S|′, and IRM and |SdB|′+BCE).
However, this is not the case between the STOI and
WER scores of the IRM and the MMSE training tar-
gets (except for ξ′ and [ξ′; γ′]). The MMSE training
targets produced enhanced/separated speech with the
highest quality. A significant difference between the ob-
jective scores of [F (ξdB);F (γdB)] and F (ξdB), and all
CASA and MS training targets exists (for CSIG, CBAK,
COVL, and PESQ, and for the MMSE-LSA estimator).
When comparing the objective quality scores of CASA
and MS training targets, a significant difference between
the IRM and |S|′, |SdB|′+MSE, and F (|SdB|) exists (for
CSIG, CBAK, COVL, PESQ, and SegSNR). However,
this is not the case for the objective quality scores of the
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IRM compared to the remaining MS training targets (for
CSIG, CBAK, COVL, PESQ, and SegSNR).

Next, we provide a further analysis of the CASA
training targets. For the IBM, there is only a signif-
icant difference between the MSE and BCE loss func-
tions for CSIG. For the IRM, there is only a significant
difference between the MSE and BCE loss functions for
SegSNR. This indicates that the choice of loss function
has little impact on the performance of CASA training
targets. The IBM is able to produce significantly higher
STOI and SegSNR scores than all MS training targets,
except for |S|′. The IBM’s effectiveness at noise sup-
pression and producing intelligible enhanced/separated
speech has been observed previously (Wang et al., 2014).
However, its main weakness lies in its inability to produce
enhanced/separated speech at a high quality. As for the
IRM, it was found to be the most suitable training target
as a front-end for robust ASR, as it attained the highest
STOI score and the lowest WER.

For the MS training targets, multiple compression
functions were investigated. Min-max normalisation of
the clean speech MS was found to be best, with |S|′ pro-
ducing the highest objective scores—significantly outper-
forming z(|SdB|) and F (|SdB|) (for all measures). For
|SdB|′, a significant difference was found between the ob-
jectives scores of each loss function (for all measures ex-
cept WER), with BCE performing best. This was also
the case for F (|SdB|). This indicates that the choice of
loss function has an impact on the performance of MS
training targets.

Amongst the MMSE training targets, min-max nor-
malisation of power values (not decibel values) produced
the worst scores—where a significant difference between
the objective scores of ξ′ and

[
ξ′; γ′

]
and the other MMSE

training targets exists (for all measures except WER).
This is unexpected, as min-max normalisation of the
clean speech MS performed best amongst the MS train-
ing targets. The best performing training target for a
priori SNR estimation was F (ξdB), producing the best
CSIG, CBAK, COVL, PESQ, and STOI scores (z(ξdB)
produced the lowest WER and equaled the highest STOI
score, and ξ′dB produced the highest SegSNR). The best
performing training target for the joint estimation of the

a priori and a posteriori SNR was
[
F (ξdB);F (γdB)

]
,

producing the best CSIG, COVL, PESQ, STOI, and
WER scores (

[
ξdB; γdB

]
produced the highest CBAK

and SegSNR score). While
[
F (ξdB);F (γdB)

]
produced

higher CSIG, COVL, PESQ, STOI and SegSNR scores
than F (ξdB) (for the MMSE-LSA estimator), a signifi-
cant difference does not exist between any of the objective
scores (for all measures, except between F (ξdB)+BCE
and

[
F (ξdB);F (γdB)

]
+MSE for SegSNR). For ξ′ and ξ′dB,

MSE produced higher objective scores than BCE for most
measures. For F (ξdB),

[
ξ′dB; γ′dB

]
, and

[
F (ξdB);F (γdB)

]
,

BCE produced higher objective scores for most measures.
There is no significant difference between the objective
scores between the MSE and BCE loss functions for the
MMSE training targets (except for the CBAK and STOI
scores between ξ′dB+MSE and ξ′dB+BCE, and the WER
between ξ′+MSE and ξ′+BCE). The preceding points in-
dicate that the choice of loss function for MMSE training
targets is dependant upon the used compression function.

Between the MMSE estimators, the MMSE-LSA es-
timator produced the highest CSIG, CBAK, COVL,
PESQ, SegSNR, and WER scores for most cases. The
SRWF produced the highest STOI scores for most
cases—at the cost of objective quality performance. The
MMSE-LSA estimator outperformed the SRWF as a
front-end for robust ASR, which is unexpected due to the
higher STOI scores of the SRWF. There is also a signifi-
cant difference between the CBAK, PESQ, and SegSNR
scores, indicating that the MMSE-LSA estimator is bet-
ter able to perform noise suppression. Next, we com-
pare the objective scores of the SRWF to to the IRM,
as they have the same form. F (ξdB)+BCE+SRWF pro-
duced higher CSIG, CBAK, COVL, PESQ, and SegSNR
scores, while both IRM+MSE and IRM+BCE produce
higher STOI and WER scores. There is a significant dif-
ference between the CBAK, COVL, PESQ, and SegSNR
scores of F (ξdB)+BCE+SRWF and IRM+MSE. There
is only a significant difference between the SegSNR of
F (ξdB)+BCE+SRWF and IRM+BCE. The preceding
points indicate that the IRM is biased towards intelli-
gibility, rather than quality.

B. Deep Xi dataset objective scores

In this subsection, we first evaluate the mean objec-
tive scores of the training targets on the Deep Xi dataset.
We then evaluate the objective scores of the training tar-
gets on individual conditions, including multiple noise
sources and SNR levels. Due to their lack of performance
on the DEMAND Voice Bank dataset, we exclude ξ′ and[
ξ′; γ′

]
from this subsection.

The mean objective quality and intelligibility scores
for each training target on the Deep Xi dataset are given
in Table III. First, we compare the CASA, MS, and
MMSE training targets to each other. Min-max nor-
malisation of the clean speech MS produced the high-
est STOI score amongst all training targets, outperform-
ing the IRM—which attained the highest STOI score
for the DEMAND Voice Bank dataset. However, the

IRM produced a lower (better) WER than |S|′, indicat-
ing that the STOI score for |S|′ is anomalous. |S|′ pro-
duced higher CSIG, COVL, and PESQ scores than IRM.
However, there is no significant difference between the
objective scores of |S|′ and IRM for all measures. The
MMSE training targets produced higher CSIG, CBAK,
COVL, PESQ, and SegSNR scores, as well as a lower
WER than the MS training targets. A significant differ-
ence between the CBAK and SegSNR scores of |S|′ and
F (ξdB)+MSE+MMSE-LSA exists. F (ξdB) produced the
highest CSIG, CBAK, COVL, and PESQ scores amongst
all training targets, further indicating that MMSE train-
ing targets produce the highest objective quality scores.
As with the results for the DEMAND Voice Bank
dataset, the IRM produced a higher STOI score and a
lower WER than the MMSE training targets. However,
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TABLE III. Mean objective scores on the test set of the Deep Xi dataset described in Subsection VC2. The highest score for

each measure—except WER—is in boldface. The lowest WER is in boldface.

Category Target Loss MMSE est. CSIG CBAK COVL PESQ SegSNR STOI (%) WER (%)

– Noisy speech – – 2.26 1.80 1.67 1.24 -0.25 77.75 58.88

C
A
S
A IBM MSE – 1.46 2.19 1.34 1.34 5.37 80.58 56.87

IBM BCE – 1.42 2.19 1.32 1.34 5.51 81.04 58.71
IRM MSE – 3.08 2.43 2.36 1.73 4.16 85.68 41.58
IRM BCE – 3.11 2.43 2.37 1.74 4.14 85.52 41.97

M
S

|S|′ BCE – 3.14 2.43 2.41 1.79 3.66 85.78 43.10
|SdB| MSE – 3.07 2.36 2.35 1.72 2.95 82.38 48.84
z(|SdB|) MSE – 2.83 2.18 2.14 1.57 1.95 79.19 55.89
|SdB|′ MSE – 2.99 2.30 2.26 1.64 2.76 81.44 51.22
|SdB|′ BCE – 2.99 2.32 2.27 1.65 3.02 81.63 50.43
F (|SdB|) MSE – 2.85 2.15 2.11 1.47 1.72 80.58 50.02
F (|SdB|) BCE – 2.95 2.24 2.23 1.60 2.12 81.18 50.61

M
M
S
E

ξdB MSE MMSE-LSA 3.07 2.50 2.38 1.80 4.99 83.48 45.10
ξdB MSE SRWF 3.05 2.45 2.34 1.75 4.70 83.68 45.10
z(ξdB) MSE MMSE-LSA 3.06 2.50 2.37 1.79 5.12 83.39 45.51
z(ξdB) MSE SRWF 3.04 2.47 2.34 1.74 4.87 83.60 46.52
ξ′dB MSE MMSE-LSA 3.02 2.49 2.34 1.78 4.95 83.22 45.35
ξ′dB MSE SRWF 3.02 2.45 2.32 1.74 4.73 83.48 45.70
ξ′dB BCE MMSE-LSA 2.87 2.37 2.21 1.68 4.48 81.26 49.50
ξ′dB BCE SRWF 2.86 2.34 2.19 1.65 4.34 81.60 48.98

F (ξdB) MSE MMSE-LSA 3.16 2.57 2.47 1.87 5.24 84.47 43.23
F (ξdB) MSE SRWF 3.16 2.54 2.44 1.83 5.07 84.76 42.95
F (ξdB) BCE MMSE-LSA 3.15 2.53 2.46 1.86 4.84 84.39 43.68
F (ξdB) BCE SRWF 3.14 2.49 2.42 1.81 4.59 84.62 43.63[
ξdB; γdB

]
MSE MMSE-LSA 3.08 2.53 2.39 1.81 5.27 83.44 45.65[

ξ′dB; γ
′
dB

]
MSE MMSE-LSA 2.96 2.39 2.27 1.70 4.35 82.77 47.39[

ξ′dB; γ
′
dB

]
BCE MMSE-LSA 2.94 2.41 2.27 1.71 4.56 82.39 47.76[

F (ξdB);F (γdB)
]
MSE MMSE-LSA 3.12 2.57 2.45 1.87 5.26 84.26 41.87[

F (ξdB);F (γdB)
]
BCE MMSE-LSA 3.11 2.51 2.41 1.81 4.87 83.81 43.90

the MMSE training targets again produced higher ob-
jective quality scores than the IRM. When comparing
the IRM and F (ξdB)+MSE+MMSE-LSA, a significant
difference exists only between the CBAK, PESQ, and
SegSNR scores. The IBM produced the highest SegSNR,
outperforming

[
ξdB; γdB

]
and

[
F (ξdB);F (γdB)

]
. As a

front-end for robust ASR, the IRM performed best, fol-
lowed by the CDF compressed MMSE training targets,
and then |S|′. This order is the same as for the DE-
MAND Voice Bank dataset, indicating that the IRM is
the most suitable training target as a front-end for robust
ASR.

As with the DEMAND Voice Bank dataset, the
choice off loss function appeared to have no impact on the
performance of the CASA training targets (no significant
difference exists between IBM+MSE and IBM+BCE,
and IRM+MSE and IRM+BCE). For the MS train-
ing targets, |S|′ again produced the highest objective
scores. A significant difference between the objective
scores of |S|′ and all other MS training targets ex-
ists (except for the CSIG, CBAK, COVL, PESQ, and
WER scores between |S|′ and |SdB|). BCE again per-
formed best for |SdB|′ and F (|SdB|) (a significant differ-
ence exists between the CBAK, COVL, and PESQ scores
of F (|SdB|)+MSE and F (|SdB|)+BCE), indicating that
BCE is best for the MS training targets.

F (ξdB) performed best amongst the MMSE train-
ing targets, attaining the highest objective scores (except
for SegSNR and WER). However, it cannot be claimed
that F (ξdB) is superior to

[
F (ξdB);F (γdB)

]
, as there is

no significant difference between their objective scores.
As with the DEMAND Voice Bank dataset, the CDF
was the best compression function for a priori SNR esti-
mation and joint a priori and a posteriori SNR estima-
tion. The MSE loss function performed best for F (ξdB)
and

[
F (ξdB);F (γdB)

]
(however, no significant difference

exists), which is opposite to what was observed on the
DEMAND Voice Bank dataset. As with the DEMAND
Voice Bank dataset, the SRWF produced higher STOI
scores and lower objective quality scores than the MMSE-
LSA estimator (however, no significant difference exists
between the objective scores of F (ξdB)+MSE+MMSE-
LSA and F (ξdB)+MSE+SRWF). The MMSE-LSA esti-
mator again outperformed the SRWF as a front-end for
robust ASR, further indicating that it is more suitable as
a front-end than the SRWF.

1. Objective scores on individual conditions

As the mean objective score for each condition is
computed from a low number of samples (10), we avoid
difference testing henceforth. We also exclude PESQ and
SegSNR scores to keep the following evaluation succinct.
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TABLE IV. Mean CSIG scores for each condition of the test

set from the Deep Xi dataset described in Subsection VC2.

The MMSE-LSA estimator is used by the MMSE training

targets. The highest score for each condition is in boldface.

Noise Target SNR

-5 0 5 10 15

V
o
ic

e
b

a
b

b
le Noisy speech 1.91 2.24 2.64 3.08 3.58

IRM+MSE 2.27 2.82 3.35 3.85 4.30
IRM+BCE 2.27 2.82 3.34 3.83 4.28
|S|′+BCE 2.34 2.85 3.35 3.82 4.23
|SdB|+MSE 2.28 2.83 3.33 3.77 4.12
F (ξdB)+MSE 2.25 2.82 3.36 3.88 4.35
F (ξdB)+BCE 2.21 2.81 3.37 3.91 4.37[

F (ξdB);F (γdB)
]
+MSE 2.22 2.78 3.34 3.85 4.34[

F (ξdB);F (γdB)
]
+BCE 2.20 2.75 3.31 3.85 4.32

S
tr

ee
t

m
u

si
c Noisy speech 1.33 1.61 1.97 2.41 2.93

IRM+MSE 1.85 2.33 2.82 3.29 3.75
IRM+BCE 1.91 2.40 2.88 3.34 3.79
|S|′+BCE 1.96 2.41 2.87 3.30 3.70
|SdB|+MSE 1.88 2.39 2.86 3.27 3.60
F (ξdB)+MSE 1.91 2.44 2.95 3.46 3.92
F (ξdB)+BCE 1.88 2.44 2.96 3.42 3.89[

F (ξdB);F (γdB)
]
+MSE 1.87 2.39 2.92 3.43 3.94[

F (ξdB);F (γdB)
]
+BCE 1.87 2.37 2.90 3.42 3.88

F
1
6

Noisy speech 1.24 1.58 1.99 2.46 2.98
IRM+MSE 2.30 2.74 3.16 3.60 4.04
IRM+BCE 2.36 2.77 3.17 3.58 3.99
|S|′+BCE 2.51 2.91 3.30 3.69 4.05
|SdB|+MSE 2.42 2.84 3.21 3.58 3.89
F (ξdB)+MSE 2.40 2.83 3.24 3.72 4.14
F (ξdB)+BCE 2.34 2.81 3.26 3.73 4.13[

F (ξdB);F (γdB)
]
+MSE 2.31 2.78 3.21 3.67 4.09[

F (ξdB);F (γdB)
]
+BCE 2.28 2.74 3.20 3.68 4.14

F
a
ct

o
ry

Noisy speech 1.48 1.77 2.18 2.65 3.15
IRM+MSE 2.15 2.61 3.04 3.50 3.91
IRM+BCE 2.15 2.66 3.11 3.55 3.93
|S|′+BCE 2.25 2.68 3.10 3.53 3.88
|SdB|+MSE 2.23 2.67 3.06 3.43 3.73
F (ξdB)+MSE 2.20 2.70 3.16 3.60 3.94
F (ξdB)+BCE 2.15 2.68 3.16 3.60 3.97[

F (ξdB);F (γdB)
]
+MSE 2.10 2.63 3.10 3.54 3.95[

F (ξdB);F (γdB)
]
+BCE 2.11 2.61 3.09 3.55 3.96

Only the best performing training targets of each cate-
gory from the previous subsections are included in the
following evaluation. The MMSE-LSA estimator is used
with the MMSE training targets.

The mean CSIG scores are given in Table VI B. |S|′
attains the highest CSIG scores at lower SNR levels,
while F (ξdB) attains the highest CSIG scores at higher
SNR levels. This indicates that |S|′ and F (ξdB) do not
heavily distort the speech at lower and higher SNR lev-
els, respectively. The noise source appears to have no
significant impact on the best performing training tar-
get from condition to condition. The mean CBAK scores
are given in Table VI B. F (ξdB) and

[
F (ξdB);F (γdB)

]
at-

tain the highest CBAK scores for most conditions. This
demonstrates the noise suppression capabilities of MMSE
training targets. |SdB| attained the highest CBAK score
for voice babble and F16 at an SNR level of -5 dB. The
mean COVL scores are given in Table VI B 1. |S|′ at-
tains the highest COVL scores at lower SNR levels, while
F (ξdB) attains the highest COVL scores at higher SNR
levels. This indicates that |S|′ and F (ξdB) produce high
quality enhanced/separated speech at lower and higher

TABLE V. Mean CBAK scores for each condition of the test

set from the Deep Xi dataset described in Subsection VC2.

The MMSE-LSA estimator is used by the MMSE training

targets. The highest score for each condition is in boldface.

Noise Target SNR

-5 0 5 10 15

V
o
ic

e
b

a
b

b
le Noisy speech 1.21 1.47 1.81 2.23 2.75

IRM+MSE 1.57 1.95 2.40 2.89 3.40
IRM+BCE 1.59 1.97 2.41 2.89 3.38
|S|′+BCE 1.66 2.02 2.43 2.87 3.28
|SdB|+MSE 1.72 2.04 2.39 2.75 3.05
F (ξdB)+MSE 1.70 2.07 2.51 2.99 3.48
F (ξdB)+BCE 1.60 2.00 2.47 2.98 3.49[

F (ξdB);F (γdB)
]
+MSE 1.68 2.06 2.51 2.99 3.50[

F (ξdB);F (γdB)
]
+BCE 1.64 1.97 2.42 2.94 3.45

S
tr

ee
t

m
u

si
c Noisy speech 1.11 1.36 1.70 2.10 2.59

IRM+MSE 1.63 1.97 2.36 2.79 3.24
IRM+BCE 1.65 2.00 2.39 2.82 3.27
|S|′+BCE 1.71 2.02 2.37 2.72 3.07
|SdB|+MSE 1.69 1.98 2.29 2.60 2.85
F (ξdB)+MSE 1.75 2.11 2.51 2.97 3.42
F (ξdB)+BCE 1.71 2.07 2.48 2.90 3.37[

F (ξdB);F (γdB)
]
+MSE 1.76 2.12 2.53 2.97 3.45[

F (ξdB);F (γdB)
]
+BCE 1.72 2.05 2.45 2.91 3.36

F
1
6

Noisy speech 1.13 1.37 1.67 2.04 2.49
IRM+MSE 1.73 2.07 2.42 2.81 3.22
IRM+BCE 1.75 2.06 2.38 2.76 3.15
|S|′+BCE 1.84 2.15 2.47 2.82 3.13
|SdB|+MSE 1.88 2.16 2.44 2.72 2.93
F (ξdB)+MSE 1.87 2.21 2.58 2.98 3.35
F (ξdB)+BCE 1.84 2.19 2.57 2.97 3.34[

F (ξdB);F (γdB)
]
+MSE 1.85 2.20 2.58 2.98 3.37[

F (ξdB);F (γdB)
]
+BCE 1.81 2.15 2.52 2.93 3.35

F
a
ct

o
ry

Noisy speech 1.14 1.41 1.75 2.14 2.61
IRM+MSE 1.70 2.02 2.39 2.81 3.23
IRM+BCE 1.67 2.03 2.41 2.82 3.24
|S|′+BCE 1.76 2.07 2.41 2.78 3.09
|SdB|+MSE 1.80 2.07 2.35 2.64 2.86
F (ξdB)+MSE 1.83 2.19 2.57 2.97 3.32
F (ξdB)+BCE 1.79 2.14 2.53 2.94 3.33[

F (ξdB);F (γdB)
]
+MSE 1.79 2.15 2.55 2.95 3.35[

F (ξdB);F (γdB)
]
+BCE 1.78 2.10 2.49 2.90 3.30

SNR levels, respectively. The mean CSIG, CBAK, and
COVL scores from Tables VI B, VI B, and VI B 1 indicate
that MS training targets produce the highest quality en-
hanced/separated speech at lower SNR levels, with the
same being true for MMSE training targets at high SNR
levels.

The mean STOI scores are given in Table VII. |S|′ at-
tains the highest STOI scores at lower SNR levels, while
the IRM attains the highest STOI scores at higher SNR
levels. This indicates that |S|′ and the IRM produce en-
hanced/separated speech at the highest intelligibility at
lower and higher SNR levels, respectively. The scores for
WER are given in Table VII. It can be seen that there
is no consistency between which training target performs
best from condition to condition. Additionally, the STOI
scores in Table VII are not indicative of the WER for each
condition.

VII. CONCLUSION

In this study, we compare CASA, MS, and MMSE
training targets for clean speech MS estimation, with the
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TABLE VI. Mean COVL scores for each condition of the test

set from the Deep Xi dataset described in Subsection VC2.

The MMSE-LSA estimator is used by the MMSE training

targets. The highest score for each condition is in boldface.

Noise Target SNR

-5 0 5 10 15

V
o
ic

e
b

a
b

b
le Noisy speech 1.38 1.58 1.86 2.23 2.71

IRM+MSE 1.61 2.03 2.50 3.00 3.49
IRM+BCE 1.61 2.03 2.49 2.98 3.47
|S|′+BCE 1.66 2.06 2.52 3.00 3.44
|SdB|+MSE 1.63 2.06 2.50 2.94 3.31
F (ξdB)+MSE 1.61 2.05 2.55 3.08 3.58
F (ξdB)+BCE 1.58 2.04 2.56 3.10 3.61[

F (ξdB);F (γdB)
]
+MSE 1.58 2.02 2.54 3.06 3.60[

F (ξdB);F (γdB)
]
+BCE 1.58 1.98 2.48 3.03 3.55

S
tr

ee
t

m
u

si
c Noisy speech 1.07 1.21 1.44 1.76 2.21

IRM+MSE 1.36 1.71 2.12 2.57 3.04
IRM+BCE 1.39 1.76 2.17 2.61 3.07
|S|′+BCE 1.44 1.78 2.17 2.59 3.01
|SdB|+MSE 1.39 1.76 2.16 2.56 2.90
F (ξdB)+MSE 1.41 1.82 2.26 2.77 3.26
F (ξdB)+BCE 1.39 1.80 2.25 2.70 3.20[

F (ξdB);F (γdB)
]
+MSE 1.40 1.81 2.26 2.76 3.29[

F (ξdB);F (γdB)
]
+BCE 1.38 1.75 2.19 2.71 3.18

F
1
6

Noisy speech 1.05 1.20 1.46 1.80 2.24
IRM+MSE 1.66 2.03 2.42 2.86 3.31
IRM+BCE 1.70 2.05 2.42 2.84 3.26
|S|′+BCE 1.83 2.19 2.57 2.98 3.36
|SdB|+MSE 1.76 2.12 2.48 2.87 3.17
F (ξdB)+MSE 1.74 2.12 2.55 3.06 3.49
F (ξdB)+BCE 1.71 2.12 2.58 3.06 3.47[

F (ξdB);F (γdB)
]
+MSE 1.70 2.11 2.54 3.02 3.46[

F (ξdB);F (γdB)
]
+BCE 1.65 2.05 2.50 3.01 3.49

F
a
ct

o
ry

Noisy speech 1.17 1.31 1.55 1.89 2.31
IRM+MSE 1.53 1.87 2.25 2.69 3.12
IRM+BCE 1.52 1.91 2.30 2.74 3.13
|S|′+BCE 1.61 1.94 2.31 2.74 3.09
|SdB|+MSE 1.60 1.93 2.28 2.65 2.95
F (ξdB)+MSE 1.59 1.99 2.40 2.85 3.19
F (ξdB)+BCE 1.56 1.96 2.40 2.84 3.22[

F (ξdB);F (γdB)
]
+MSE 1.53 1.93 2.36 2.79 3.21[

F (ξdB);F (γdB)
]
+BCE 1.52 1.89 2.31 2.77 3.20

aim of determining which produces enhanced/separated
speech at the highest quality and intelligibility, and also
to determine which is most suitable as a front-end for
robust ASR. CASA training targets, in particular the
IRM, produced the highest objective intelligibility scores
on the DEMAND Voice Bank dataset, and was the best
front-end for robust ASR on the DEMAND Voice Bank
and Deep Xi datasets. The IRM also produced higher
objective quality scores than MS training targets on the
DEMAND Voice Bank dataset. The choice of loss func-
tion had no impact on the performance of CASA training
targets.

MS training targets produced the highest STOI score
on the Deep Xi dataset. They also produced higher ob-
jective quality scores than CASA training targets on the
Deep Xi dataset. Min-max normalisation of the clean
speech MS found to be the best performing MS train-
ing target. When the values of the MS training target
are in the range [0, 1], BCE was found to perform best.
MS training targets were also found to perform well at
lower SNR levels (-5 and 0 dB). MMSE training targets
produced the highest objective quality scores on the DE-

MAND Voice Bank and Deep Xi datasets. They also
produced higher objective intelligibility scores on the DE-
MAND Voice Bank dataset, and performed better as a
front-end for robust ASR on the DEMAND Voice Bank
and Deep Xi datasets, than MS training targets. It was
found that the CDF was the best compression function
for a priori SNR and joint a priori and a posteriori SNR
estimation. A significant difference between the objec-
tive scores produced by a priori SNR and joint a priori
and a posteriori SNR estimation was not found.

Recommendations for future work include a compre-
hensive study on training targets that include the short-
time phase spectrum. Attention should also be payed
to the variability of the objective scores produced by a
training target over multiple training runs. Additionally,
a dataset that contains more samples per condition would
allow for a statistical analysis of the performance of the
training targets over individual conditions.

TABLE VII. Mean STOI scores for each condition of the test

set from the Deep Xi dataset described in Subsection VC2.

The MMSE-LSA estimator is used by the MMSE training

targets. The highest score for each condition is in boldface.

Noise Target SNR

-5 0 5 10 15

V
o
ic

e
b

a
b

b
le Noisy speech 57.77 70.62 81.84 89.85 94.65

IRM+MSE 65.56 79.65 88.73 94.00 96.68
IRM+BCE 65.47 79.74 88.56 93.68 96.55
|S|′+BCE 66.40 79.96 88.47 93.46 96.00
|SdB|+MSE 61.76 76.09 85.80 91.12 93.65
F (ξdB)+MSE 61.98 77.84 88.02 93.52 96.53
F (ξdB)+BCE 62.55 77.46 87.66 93.62 96.53[

F (ξdB);F (γdB)
]
+MSE 61.32 77.50 87.60 93.35 96.45[

F (ξdB);F (γdB)
]
+BCE 61.00 76.30 86.98 93.32 96.52

S
tr

ee
t

m
u

si
c Noisy speech 59.31 70.57 80.58 88.13 93.16
IRM+MSE 69.74 80.81 88.28 92.78 95.42
IRM+BCE 69.41 81.03 88.40 92.83 95.49
|S|′+BCE 70.92 81.39 88.09 92.38 94.91
|SdB|+MSE 64.79 76.88 85.19 89.57 91.86
F (ξdB)+MSE 66.20 79.28 87.50 92.68 95.47
F (ξdB)+BCE 65.62 78.92 87.52 92.55 95.45[

F (ξdB);F (γdB)
]
+MSE 66.56 79.46 87.62 92.49 95.41[

F (ξdB);F (γdB)
]
+BCE 65.91 78.29 87.11 92.61 95.45

F
1
6

Noisy speech 58.95 70.55 80.98 88.76 93.78
IRM+MSE 73.52 84.01 90.37 94.21 96.63
IRM+BCE 73.56 83.76 89.95 94.06 96.56
|S|′+BCE 75.01 84.17 89.97 93.69 95.90
|SdB|+MSE 68.46 80.56 87.25 91.34 93.63
F (ξdB)+MSE 70.41 82.47 89.65 93.91 96.43
F (ξdB)+BCE 70.78 82.30 89.47 93.83 96.43[

F (ξdB);F (γdB)
]
+MSE 70.64 82.79 89.55 93.81 96.40[

F (ξdB);F (γdB)
]
+BCE 68.71 81.71 89.15 93.70 96.45

F
a
ct

o
ry

Noisy speech 54.03 65.54 76.94 86.34 92.68
IRM+MSE 67.61 79.43 87.64 92.76 95.85
IRM+BCE 65.99 78.99 87.70 92.88 95.85
|S|′+BCE 68.93 80.61 87.88 92.38 95.01
|SdB|+MSE 64.10 77.11 85.40 90.21 92.86
F (ξdB)+MSE 64.65 77.86 87.05 92.46 95.48
F (ξdB)+BCE 64.52 77.90 86.66 92.33 95.63[

F (ξdB);F (γdB)
]
+MSE 63.29 77.04 86.42 91.99 95.42[

F (ξdB);F (γdB)
]
+BCE 63.20 76.40 86.08 91.91 95.36
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TABLE VIII. Mean WER for each condition of the test set

from the Deep Xi dataset described in Subsection VC2. The

MMSE-LSA estimator is used by the MMSE training targets.

The lowest WER for each condition is in boldface.

Noise Target SNR

-5 0 5 10 15

V
o
ic

e
b

a
b

b
le Noisy speech 100.00 89.17 50.79 21.07 12.59

IRM+MSE 91.60 59.43 32.12 15.05 9.21
IRM+BCE 89.01 60.29 32.03 13.57 11.10
|S|′+BCE 92.98 64.32 31.22 12.12 11.36
|SdB|+MSE 92.97 64.24 34.77 20.03 13.29
F (ξdB)+MSE 90.89 54.68 30.08 13.98 9.93
F (ξdB)+BCE 88.44 65.56 34.04 14.52 10.45[

F (ξdB);F (γdB)
]
+MSE 87.56 59.85 28.32 13.49 10.13[

F (ξdB);F (γdB)
]
+BCE 90.17 58.99 34.27 14.45 10.31

S
tr

ee
t

m
u

si
c Noisy speech 98.05 88.60 56.59 26.24 16.16

IRM+MSE 83.57 52.56 24.88 14.54 14.34
IRM+BCE 83.15 55.16 26.20 16.09 13.75
|S|′+BCE 81.86 56.65 25.67 17.49 14.45
|SdB|+MSE 87.23 61.21 40.97 23.50 14.24
F (ξdB)+MSE 80.28 51.50 29.06 15.18 9.69
F (ξdB)+BCE 80.32 61.17 28.53 14.67 13.79[

F (ξdB);F (γdB)
]
+MSE 83.75 59.38 29.21 14.64 12.46[

F (ξdB);F (γdB)
]
+BCE 82.78 53.33 29.01 14.00 13.79

F
1
6

Noisy speech 98.83 99.60 63.17 30.14 18.45
IRM+MSE 89.38 56.66 23.94 14.48 14.19
IRM+BCE 91.61 50.67 28.00 15.88 10.40
|S|′+BCE 84.49 60.11 30.34 19.20 16.79
|SdB|+MSE 89.33 60.10 41.54 21.88 15.98
F (ξdB)+MSE 95.83 58.92 27.62 14.13 13.83
F (ξdB)+BCE 90.00 61.19 32.16 13.08 9.90[

F (ξdB);F (γdB)
]
+MSE 90.66 50.05 24.82 13.38 9.39[

F (ξdB);F (γdB)
]
+BCE 88.68 54.66 35.05 14.20 14.05

F
a
ct

o
ry

Noisy speech 97.66 97.14 66.70 31.86 14.83
IRM+MSE 90.79 65.78 47.02 25.69 6.38
IRM+BCE 90.82 68.79 49.43 28.17 5.30
|S|′+BCE 93.78 63.14 53.06 23.73 9.17
|SdB|+MSE 93.12 81.19 60.41 37.97 22.81
F (ξdB)+MSE 92.35 77.96 62.36 28.07 8.25
F (ξdB)+BCE 94.96 73.41 47.19 25.63 14.52[

F (ξdB);F (γdB)
]
+MSE 91.76 67.23 45.57 30.16 15.70[

F (ξdB);F (γdB)
]
+BCE 91.57 77.00 58.66 31.09 11.92

1Note that parameters required for each compression function are
omitted for convenience. For example z(|SdB[l, k]|;µk, σk) is sim-
plified to z(|SdB[l, k]|).

2Deep Xi is available at: https://github.com/anicolson/DeepXi.
3For a comparison of the ResNet TCN used here to that used in
(Zhang et al., 2020), please see https://github.com/anicolson/
DeepXi.

4Freesound packs that are used include 147, 199, 247, 379, 622, 643,
1 133, 1 563, 1 840, 2 432, 4 366, 4 439, 4 780, 8 420, 14 826, 15 046,
15 097, 15 598, 16 204, 17 266, 17 403, 17 430, 17 468, 17 579, 19 093,
20 237, 20 241, 21 558, 22 953, and 24 590.

5Project DeepSpeech is available at: https://github.com/
mozilla/DeepSpeech (model 0.7.4 is used).
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Abstract—Until now, marginalization-based Missing 
Feature Theory (MFT) for speech classification has been 
limited to the use of Log Spectral Subband Energies (LSSEs) 
as features. These features are highly correlated, thus 
suboptimal for classification with diagonal-covariance 
Gaussian Mixture Models (GMMs), a common classifier in 
marginalization-based MFT. In this paper, we propose that 
Spectral Subband Centroids (SSCs) are more apt for 
marginalization-based MFT, as they are both decorrelated 
and spectrally local. Our results show that SSCs as features 
produce a more robust marginalization-based MFT, 
diagonal-covariance GMM-based, Automatic Speaker 
Identification (ASI) system than LSSEs as features, for at all 
tested SNR values (with Additive White Gaussian Noise 
(AWGN)). It is also shown that a fully-connected Deep 
Neural Network (DNN) can accurately estimate the Ideal 
Binary Mask (IBM) used for MFT.   
 
Index Terms—spectral subband centroids, missing feature 
theory, speaker identification, deep neural network, ideal 
binary mask 
 

I. INTRODUCTION 

The aim of an Automatic Speaker Identification (ASI) 
system is to determine a person's identity from a database 
of known speakers, given a recording of their speech. 
There are many methods currently used in the literature 
for implementing a high-performance ASI system, 
however a common theme amongst many of these 
approaches is the degradation of their accuracy with the 
introduction of noise. Cooke 𝑒𝑡 𝑎𝑙  [1], proposed the 
method of Missing Feature Theory (MFT) to reduce the 
impact of additive noise on ASI performance.  

MFT is based on the knowledge that when information 
is missing from a speech signal, it is still comprehendible 
to the listener. The fact that humans can amply 
comprehend speech that has had fractions of its 
information removed indicates a significant level of 
inherent redundancy in the signal's spectro-temporal 
information. MFT approaches aim to first find the 
degraded (or unreliable) components of the speech 
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signal's spectrogram, and then to either ignore the 
unreliable components, or estimate their optimal value. 

The two most popular methods of MFT, 
marginalization and cluster-based reconstruction, deal 
with the unreliable components in different manners. 
Marginalization-based approaches integrate over the 
unreliable components of the spectrogram, thereby 
effectively using only the reliable components for 
classification. An immediate drawback of this method is 
that the features used for classification must intrinsically 
be spectrally local, meaning that they cannot incorporate 
information from a range of frequencies. This makes 
cepstral and other spectrally non-local features 
incompatible with this approach. Another drawback that 
stems from this approach is that the classifier itself must 
be modified to exclude the unreliable components. 

The aim of cluster-based reconstruction is to estimate 
the values of the unreliable components before 
classification. These values are calculated based on the 
surrounding reliable components of the spectrogram, 
using 𝑎 𝑝𝑟𝑖𝑜𝑟𝑖 knowledge of speech. Since there are no 
wholly-excluded frequency components, spectrally non-
local features such as Mel Frequency Cepstral 
Coefficients (MFCCs) can be used as features for 
classification. However, cluster-based reconstruction has 
been shown to perform worse than marginalization-based 
methods, due to noise still being incorporated into the 
classification process  [2]. 

The dominant feature type used in diagonal-covariance 
Gaussian Mixture Model (GMM)-based ASI systems has 
been MFCCs [3] and [4]. However, as MFCCs are 
spectrally non-local features, they cannot be used with 
marginalization-based MFT. This means that MFT-based 
ASI systems have been restricted to Log Spectral 
Subband Energies (LSSEs), a feature known to provide 
inferior system accuracy to MFCCs. The inherent 
disadvantage of LSSEs is that the features themselves are 
highly correlated, whereas MFCCs are decorrelated. 
Diagonal-covariance GMMs are not good at modelling 
correlated features, leading to inferior LSSE performance. 

In this paper, we present for use with marginalization-
based MFT a substitute feature for LSSEs, namely 
Spectral Subband Centroids (SSCs) [5]. SSCs possess 
several characteristics which make them promising 
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features for MFT. Specifically, they are decorrelated, 
robust, and spectrally local features. SSCs have also been 
proven successful as features in ASI systems [6] and [7]. 

The reliable components of a spectrogram are 
identified using a binary spectrographic mask. The Ideal 
Binary Mask (IBM) can be calculated when both the 
clean and noisy spectrograms of a signal are given. To 
demonstrate the practical validity of a MFT-based ASI 
system using SSCs, estimators are used to approximate 
the IBM from a given noisy spectrogram. 

Section II describes the spectrogram used to compute 
the IBM. Section III describes the Spectral Subband 
Features (SSF) that were used for the comparison, namely 
LSSEs, MFCCs, and SSCs. Section IV details the 
marginalization-based MFT method for diagonal-
covariance GMMs. Section V presents the two IBM 
estimators used, namely MMSE STSA w. SPU, and a 
fully-connected Deep Neural Network (DNN). Sections 
VI, VII, and VIII are dedicated to the experiment setup, 
the results and discussion, and the conclusion 
respectively. 

II. SPECTROGRAM AND IDEAL BINARY MASK 

A. Spectrogram 
The first stage of computing the spectrogram of a 

speech waveform is short-time analysis. Overlapping 
analysis frames are typically between 20-40 𝑚𝑠  to 
achieve signal stationarity, with a tapered window 
applied to mitigate spectral leakage. The Power Spectral 
Density (PSD) of the 𝑖𝑡ℎ  frame 𝑥𝑖(𝑛) is then estimated 
from the Discrete Fourier Transform (DFT) using the 
periodogram method:  
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where 𝐾 is the DFT length, 𝑁 the frame length, and 𝑤(𝑛) 
is a windowing function.  

Next, the Spectral Subband Energy (SSE) coefficients 
for the frame are computed from the PSD by using a bank 
of 𝐵  triangular-shaped critical band filters spaced 
uniformly on the mel scale (shown in Fig. 1) as follows:  
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where ℎ𝑏 refers to the 𝑏𝑡ℎ  filterbank. The SSEs form the 
final spectro-temporal representation of the signal. 
 

 
Figure 1.  Mel filterbank with 10 triangular-shaped filters. 

B. Ideal Binary Mask 
When a signal is corrupted by uncorrelated additive 

noise, the noisy spectrogram 𝑿 can be modeled as the 
sum of the clean spectrogram 𝑺  and the noise 
spectrogram N: 
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In MFT methods, it is assumed that noisy spectrogram 

components with a SNR at or above a set threshold 𝜃 are 
reliable estimates of the corresponding clean spectrogram 
components. The SNR of the 𝑏𝑡ℎ  filterbank of the 𝑖𝑡ℎ  
frame is calculated as follows: 
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Conversely, corrupted spectrogram components with a 

SNR below 𝜃 (set to zero in this work) are assumed to be 
unreliable estimates. An Ideal Binary Mask (IBM) 𝐼 
identifies the reliable and unreliable components of a 
noisy spectrogram by comparing the SNR from Eq. 4, to 
the threshold 𝜃: 

 

 
1 if SNR ( )

( )
0 if SNR ( ) .

i
i

i

b
I b

b
θ
θ

≥
=  <

  (5) 

III. SPECTRAL SUBBAND FEATURES 

A. Log Spectral Subband Energies 
Previous work on marginalization-based MFT has 

relied on LSSEs as features for classification. LSSEs are 
local in both time and frequency, enabling an IBM to 
identify the reliable components. SSEs from Eq. 1 are 
scaled by the natural logarithm to form LSSEs:  

 

 ˆLSSE ( ) log ( ) ( ), 0 1.i b i
k

b h k P k b B= ≤ ≤ −∑   (6) 

 
However, LSSEs provide inferior diagonal-covariance 

GMM-based ASI accuracy when compared to MFCCs. 
The suboptimal classification accuracy is due to the 
features' high correlation, as illustrated in Fig. 2. 

 

 
Figure 2.  The cross-correlation of features for a) LSSE features, b) 

MFCC features, and c) SSC features. 26 filterbanks were used. 

B. Mel Frequency Cepstral Coefficients 
MFCCs decorrelate the LSSEs (shown in Fig. 2) by 

taking the Discrete Cosine Transform (DCT) over the 𝐵 
filterbanks:  
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where 0 ≤ 𝑐 ≤ 𝐵 − 1. However, the DCT ‘smears’ the 
LSSEs throughout all of the MFCCs.  This means that 
MFCCs cannot be used in marginalization-based MFT as 
they are not spectrally local. 

C. Spectral Subband Centroids 
SSCs indicate at what frequency in the filterbank the 

‘center of mass’ is located. SSCs for a frame are 
calculated by taking the weighted average of the 
frequencies present in the subband. The weights are 
determined by the product of the 𝑘𝑡ℎ  filterbank 
coefficient, and the 𝑘𝑡ℎ PSD coefficient:  
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In this work, a value of 𝛾 =  1 was used. Like LSSEs, 
SSCs are spectrally local, enabling SSCs to be used as 
features for marginalization-based MFT classification. 
SSCs are not only spectrally local, they are also 
uncorrelated (shown in Fig. 2), like MFCCs. The 
uncorrelated property of SSCs enables them to be an ideal 
feature for a diagonal covariance GMM employing 
marginalization-based MFT. 

IV. MARGINALIZATION-BASED MFT 

A common classifier in ASI systems is to model each 
speaker using a diagonal-covariance Gaussian Mixture 
Model (GMM). Each speaker model 𝑠  has a set of 𝑀 
mixtures, with mixture 𝑚  having mean vector 𝝁 , 
diagonal-covariance matrix 𝚺 , and 𝑎 𝑝𝑟𝑖𝑜𝑟𝑖  probability 
𝑃(𝑚|𝑠) . The distribution of random variable 𝒙 for the 
𝑚𝑡ℎ  mixture of speaker model 𝑠  is 𝒙 ∼  𝑁(𝝁,𝚺|𝑚, 𝑠) . 
The likelihood that 𝒙 was from speaker 𝒔 is given by:  

 

 
1

( | ) ( | ) ( | , ),
M

m
f s P m s f m s

=

= ∑x x   (9) 

where 𝒙 in this work was represented by either LSSEs, 
MFCCs, or SSCs. 

Using the IBM from Eq. 5, the reliable components of 
𝒙 can be identified. The marginal distribution of 𝒙 is thus 
taken over the reliable components 𝒙𝑟 . 𝒙𝑟 ∼
 𝑁(𝝁𝑟 ,𝚺𝑟|𝑚, 𝑠)  gives the marginal distribution for the 
𝑚𝑡ℎ  mixture of speaker model 𝑠. With only the reliable 
components 𝒙𝑟  being used, the likelihood from Eq. 9 
becomes: 
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V. IDEAL BINARY MASK ESTIMATES 

The Ideal Binary Mask (IBM) is computed from the 
clean 𝑺 and noisy 𝑿 spectrogram, by using Eq. 4 and Eq. 

5. However, the clean spectrogram 𝑺 is not available in 
practical applications. To estimate the IBM, either the 
clean spectrogram is estimated, or the IBM is estimated 
directly. 

A. Speech Enhancement 
The speech enhancement algorithm used to estimate 

the clean spectrogram 𝑺� was the MMSE STSA estimator 
by Ephraim 𝑒𝑡 𝑎𝑙. [8]. Speech Presence Uncertainty (SPU) 
was used in combination with the MMSE STSA 
estimator. The MATLAB implementation of the 
algorithm was by Loizou 𝑒𝑡 𝑎𝑙. [9]. 

B. Ideal Binary Mask Estimator 
To estimate the IBM directly, a Deep Neural Network 

(DNN) with fully-connected layers was used. Given the 
corrupted SSE spectrum of a frame, the DNN was tasked 
with estimating its IBM. The network had 3 hidden layers, 
with 256 nodes per layer. The hidden layers employed a 
rectifier activation function. A sigmoid activation 
function was applied to the output layer. As the state of 
the output layer neurons was within the interval [0,1], the 
IBM estimate was found using:  
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where 𝑦𝑖(𝑏) was the state of the 𝑏𝑡ℎ  output layer neuron 
for the 𝑖𝑡ℎ  frame. 

The hidden layers of the DNN were initialized using a 
stacked autoencoder [10], with the 𝐴𝑑𝑎𝑚 algorithm [11] 
used for gradient descent optimization. Cross entropy was 
the loss function employed. Each autoencoder layer was 
trained for 10 epochs, with the complete network fine-
tuned for 50 epochs. Early stopping was employed during 
fine-tuning, with a validation set used to determine error. 

VI. EXPERIMENT 

A. Database 
The speech corpus used was the TIMIT [12] database. 

The TIMIT database has 630 speakers, each with 8 
unique and 2 common short sentences recorded at 16kHz. 
The 8 unique sentences of each speaker were used to train 
the GMM speaker models. 

The 2 common short sentences of each speaker were 
used for testing. Each test sentence was degraded to a 
range of SNR levels, by Additive White Gaussian Noise 
(AWGN). The SNR values were: 30dB, 20dB, 10dB, 0dB, 
and -10dB. The GMM speaker models, the speech 
enhancement method, and the DNN, were all tested on 
the noisy test utterances. 

For the DNN training examples, the 8 unique short 
sentences for each speaker were used, which were 
corrupted by AWGN at the same SNR values as above. 
The IBM for each training example was used as the target. 
10% of the training data was used as the validation set. 

B. Test Details 
All speech was framed at 30 𝑚𝑠 per frame, with a 10 

𝑚𝑠  shift. 26 filter banks were used to compute the 
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spectral subband features. The first test involved a 
comparison of the spectral subband features (LSSEs, 
MFCCs, and SSCs) for speaker identification. Diagonal-
covariance GMMs with 32 mixtures were used as speaker 
models. LSSEs and SSCs were also tested using 
marginalization-based MFT with an IBM. 

The second test compared the IBM to the IBM 
estimates presented in Section V. Speaker models using 
SSCs, marginalization-based MFT, and diagonal-
covariance GMMs with 32 mixtures were used for the 
comparison. 

 

 
Figure 3.  Comparison of a diagonal-covariance GMM-based ASI 

system (using MFCCs, LSSEs, and SSCs) to a marginalization-based 
MFT version, using an IBM (for SSCs and LSSEs). 

VII. RESULTS AND DISCUSSION 

Comparing the ASI results from Fig. 3 without 
marginalization-based MFT shows that the uncorrelated 
features (MFCCs, and SSCs) achieved a greater accuracy 
than the correlated features (LSSEs), due to the diagonal-
covariance GMM speaker models. The robustness of 
SSCs to noise was also demonstrated, having a higher 
accuracy then MFCCs at high SNR values (30 dB, 20 dB, 
and 10 dB). Applying marginalization-based MFT to a 
robust feature like SSCs should therefore significantly 
outperform MFCCs at high SNR values. 

Fig. 3 illustrates that in the presence of noise, LSSEs 
and SSCs as features benefited from the introduction of 
marginalization-based MFT. Marginalization-based ASI 
results for LSSEs were better at lower SNR values than 
ASI results for MFCCs (10 dB, 0 dB, and -10 dB), 
showing the robustness of the marginalization-based 
MFT method. However, the best ASI results at all tested 
SNR values came from SSCs and marginalization-based 
MFT. Three properties of SSCs allowed them to form a 
highly robust diagonal-covariance GMM-based MFT ASI 
system: SSCs are robust, uncorrelated, and local in both 
time and frequency. 

An accurate IBM estimator is needed for 
marginalization-based MFT to work in a practical sense. 
Shown in Fig. 4 are the IBM estimate results for 
marginalization-based MFT and SSCs. MMSE STSA w. 
SPU, which estimated the clean spectrum for Eq. 4, 
provided an inaccurate IBM estimate at all tested SNR 
values. The DNN, which estimated the IBM directly, 
provided a more accurate estimate of the IBM when 
compared to MMSE STSA w. SPU. This shows the 

practical validity of marginalization-based MFT and 
SSCs for robust ASI when a DNN is used to estimate the 
IBM. 

 

 
Figure 4.  IBM estimate results for a diagonal-covariance GMM-based 

ASI system using marginalization-based MFT and SSCs as features. 
 

VIII. CONCLUSION 

In this paper, Spectral Subband Centroids (SSCs) are 
presented for a marginalization-based MFT, diagonal-
covariance GMM-based Automatic Speaker 
Identification (ASI) system. The current features used in 
marginalization-based MFT are Log Spectral Subband 
Energies (LSSEs), however these features perform sub 
optimally in diagonal-covariance GMMs. SSCs are 
spectrally local, decorrelated features, and when 
combined with marginalization-based MFT, are more 
robust to noise (AWGN) than MFCCs (as well as LSSEs 
with marginalization-based MFT) at all tested SNR 
values. It is also shown that a fully-connected Deep 
Neural Network (DNN) can accurately estimate the Ideal 
Binary Mask (IBM) used for MFT. 
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Abstract

An accurate Ideal Binary Mask (IBM) estimate is essential
for Missing Feature Theory (MFT)-based speaker identifica-
tion, as incorrectly labelled spectral components (where a com-
ponent is either reliable or unreliable) will degrade the perfor-
mance of an Automatic Speaker Identification (ASI) system ad-
versely in the presence of noise. In this work a Bidirectional Re-
current Neural Network (BRNN) with Long-Short Term Mem-
ory (LSTM) cells is proposed for improved IBM estimation.
The proposed system had an average IBM estimate accuracy
improvement of 4.5% and an average MFT-based speaker iden-
tification accuracy improvement of 3.1% over all tested SNRdB

levels, when compared to the previously proposed Multilayer
Perceptron (MLP)-IBM estimator. When used for speech en-
hancement the proposed system had an average MOS-LQO (ob-
jective quality measure) improvement of 0.32 and an average
QSTI (objective intelligibility measure) improvement of 0.01
over all tested SNRdB levels, when compared to the MLP-IBM
estimator. The results presented in this work highlight the effec-
tiveness of the proposed BRNN-IBM estimator for MFT-based
speaker identification and IBM-based speech enhancement.
Implementation and Availability: The proposed BRNN-
IBM estimator and further results are available at https:
//github.com/anicolson/bidirectional_2018
Index Terms: ideal binary mask estimation, missing feature
theory, robust speaker identification, speech enhancement

1. Introduction
Speech is often not the only sound source present in real-world
environments, making the problem of speaker identification
more difficult. An Automatic Speaker Identification (ASI) sys-
tem should not be affected by non-target sources, or in other
words, the system must be robust to noise. Missing Feature
Theory (MFT) is a technique used to negate the effects of non-
target sources during classification. Many MFT-based meth-
ods were proposed when Gaussian Mixture Model - Hidden
Markov Model (GMM-HMM) Automatic Speech Recognition
(ASR) systems were prominent, providing a significant increase
to their robustness [1][2].

MFT is based upon the human perception system and its
ability to perform auditory scene analysis [3]. The psycholog-
ical process involves segregating components that come from
different sound sources, and grouping components that come
from the same sound source. A component may have a mix-
ture of multiple sources present, requiring a criterion to decide
if a component reliably represents the target speech. In MFT,
a component is classified as either a reliable or an unreliable
representation of the target speech. The impact of non-target
sources on recognition performance is reduced by treating the
unreliable components as ‘missing’. Cooke et al. [1] described

that the solution to the following two problems is required for
MFT-based speech recognition:

1. The identification of reliable spectral components.

2. The modification of recognition algorithms to handle in-
complete data.

The work presented in this paper is focused on the first problem.
A binary mask is able to identify the time-frequency lo-

cations of reliable components [4]. When finding a binary
mask, clean speech is treated as the target source, and non-
target sources are treated as noise. Noisy speech is a mixture
of both clean speech and noise. An Ideal Binary Mask (IBM) is
computed from the spectral components of both the clean and
noisy speech, where reliable components have an SNR above
a set threshold [4]. However, in real-world environments only
the noisy speech components are observed. This requires the
IBM to be estimated from the noisy speech components, a task
that Raj et al. [5] described as the most difficult aspect of MFT.
An MFT-based ASI system will suffer if reliable and unreliable
spectral components are misclassified. This means that an accu-
rate IBM estimator is essential for an MFT-based ASI system.

An early IBM estimation approach used the Gaussian distri-
bution of the noise spectrum to estimate the original speech via
Spectral Subtraction (GSS) [6]. A Multilayer Perceptron (MLP)
was recently used to estimate the IBM for an MFT-based ASI
system [7]. MLP-IBM estimators have also been used for tasks
other than MFT; an MLP-IBM estimator with an inverse fast
Fourier transform layer was used for source separation [8]. Re-
lated source separation tasks have used Recurrent Neural Net-
works (RNN) with Long-Short Term Memory (LSTM) cells to
produce state-of-the-art results [9][10].

This work aims to solve the first problem of MFT proposed
by Cooke et al. [1] by using a Bidirectional RNN (BRNN) [11]
with LSTM cells for IBM estimation (Section 2). The perfor-
mance of RNNs for speech separation indicates the potential
performance of a BRNN-IBM estimator for MFT. By producing
an accurate IBM estimator, it is hoped that future research into
MFT-based methods for modern ASR systems is encouraged.
The proposed BRNN-IBM estimator and previous IBM estima-
tors are compared in terms of their IBM estimation accuracy
(Section 4) and their MFT-based speaker identification accuracy
(Subsection 5.1). While the emphasis of this work is to evalu-
ate the proposed BRNN-IBM estimator for MFT-based ASI, its
speech enhancement performance is also evaluated (Subsection
5.2). Conclusions are drawn in Section 6.

2. BRNN-IBM Estimator
The proposed system shown in Figure 1 takes as its input the
noisy speech spectral components, X(n), of frame n. The
system then estimates the IBM of X(n), as given by ŷ(n).
The spectral feature types used in this work include Magnitude



Spectrum (MS) components and Log-Spectral Subband Energy
(LSSE) components1. ‘BRNN-MS-IBM estimator’ denotes the
BRNN used to estimate the IBM for the noisy speech MS com-
ponents and ‘BRNN-LSSE-IBM estimator’ denotes the BRNN
used to estimate the IBM for the noisy speech LSSE compo-
nents.

( )X n

ˆ ( )y n

O

B ⋯⋯

F ⋯⋯

B ⋯⋯

F ⋯⋯

B ⋯⋯

F ⋯⋯

Figure 1: Proposed BRNN-IBM estimator. The input features
X(n) are the noisy speech MS/LSSE components for the nth

frame. The output of the network ŷ(n) is the IBM estimate for
the nth frame.

The IBM is used as the training target for a BRNN-IBM es-
timator. To compute the IBM of a noisy speech MS/LSSE com-
ponent, the SNRdB of each component is found. When clean
speech is mixed with uncorrelated additive noise, the kth noisy
speech MS/LSSE component, X(n, k) for the nth frame can be
modeled as the sum of its corresponding clean speech MS/LSSE
component S(n, k) and noise MS/LSSE component D(n, k):

X(n, k) = S(n, k) + D(n, k). (1)

The SNRdB for the kth noisy speech MS/LSSE component of
frame n is calculated by

SNRdB(n, k) = 20 ∗ log10
(

S(n, k)
X(n, k)− S(n, k)

)
. (2)

It is assumed that noisy speech MS/LSSE components with an
SNRdB above a set threshold θ are reliable estimates of the cor-
responding clean speech MS/LSSE components. The IBM is
found by

IBM(n, k) =

{
1, if SNRdB(n, k) > θ

0, otherwise,
(3)

where θ = 0 is used in this work [4].
The proposed BRNN-IBM estimator in Figure 1 consists of

three BRNN layers, with LSTM cells as in [13]. Each hidden
layer has a forward LSTM cell, F, with 512 units and a back-
ward LSTM cell, B, with 512 units. The output layer, O, is a
sigmoidal fully-connected layer with its number of units equal
to the number of input dimensions. BRNNs with LSTM cells

1LSSE components are also known as log-filterbank energy compo-
nents [12].

are better able to model time sequences than MLPs, due to the
internal memory of the LSTM cells. The proposed BRNN-IBM
estimator is able to store information about the noise sources
and the target speech over time, enabling it to make more in-
formed decisions about a component’s reliability.

3. Datasets and Experiment Setup
The TIMIT corpus [14] (16 kHz, single-channel) which consists
of 630 speakers with 10 utterances each, was used as the clean
speech set. For the LSSE-IBM estimators and the speaker iden-
tification tests, it was required that the speakers in the training
and test sets were matched. Therefore, the si∗ and sx∗ subsets
were used for training (5040 utterances) and the sa∗ subset was
used for testing (1260 utterances). For the MS-IBM estima-
tors and the speech enhancement tests, it was required that the
speakers in the training and the test sets were separate. The si∗

and sx∗ subsets were split into 462 speakers for training (3696
utterances) and 168 speakers for testing (1344 utterances). The
sa∗ subset was removed as the utterances are the same across
all speakers.

The RSG-10 noise dataset [15] (16 kHz, single-channel),
which includes 24 different noise sources as described in Table
1, was used as the noise set. Noise was added to the speech at
an SNRdB level of 0 to 30 dB, in 5 dB increments. The entire
test set was used at each SNRdB level for each experiment.

Table 1: The 24 noise sources included in the RSG-10 noise
dataset [15]. fc is the cutoff frequency.

Source MM:SS Description

Sinusoid 00:57 1000 Hz
Pink noise 02:59 Equal energy per 1/3-oct

White noise 03:54 Equal energy per Hz
White -6 dB/oct 03:54 fc = 250 Hz, -6 dB/oct

White -12 dB/oct 03:54 fc = 250 Hz, -12 dB/oct
Speech noise 03:54 Average speech spectrum

M 109 03:54 30 km/h
Buccaneer 03:54 Pilot 190 Knots 1000 Feet
Leopard 2 03:54 70 km/h

Wheel carrier 03:54 50-60 km/h
Buccaneer 03:54 450 Knots 300 Feet

Lynx 03:54 Platform
Leopard 1 03:54 70 km/h

Operations room 03:54 Destroyer operations room
Destroyer 03:54 Engine room

Machine gun 03:54 Calibre 0.50 repeated
HF radio 03:54 Noise from HF radio channel
STITEL 03:54 STI test signal

Voice babble 03:54 Canteen, 100 people
F-16 two-seat 03:54 300-600 Feet, 500 Knots
Car Factory 03:54 Electrical welding
Car Factory 03:54 Car production hall

Car Volvo-340 03:54 120 km/h, asphalt road
Car Volvo-340 03:54 50 km/h, brick road

A frame length of 32 ms and a shift of 16 ms was used
for signal framing. Features were computed from the 512-point
Discrete Fourier Transform (DFT) of the frames. The 257-point
single-sided MS included both the DC frequency component
and the Nyquist frequency component. The LSSE components
were computed from a 26 filter mel-scaled filterbank as in [7].

Each neural network employed the following architecture
and training strategy:

• A fully-connected output layer with sigmoidal units.
• Cross-entropy as the loss function.



• The Adam algorithm [16] for gradient descent optimisa-
tion.

• 5% of the training set was used as a validation set.
• Clean speech signals, noise signals, and SNRdB levels

were all randomly chosen for each mini-batch.
• A random section of each noise signal was extracted for

the mini-batch.
• A mini-batch size of 20 noisy speech signals.
• Validation error was found every 50 mini-batches, and

the network parameters saved if the lowest validation er-
ror was achieved.

• The network parameters were replaced by the saved net-
work parameters every 2 000 mini-batches.

• A total of 100 000 mini-batches.

4. IBM Estimate Accuracy
An IBM estimator must be able to correctly classify the time-
frequency components of noisy speech into reliable and unreli-
able components. The binary variable α(n, k) determines if the
kth component of the nth frame has been correctly classified:

α(n, k) =

{
1 if ŷ(n, k) = IBM(n, k)

0 if ŷ(n, k) 6= IBM(n, k),
(4)

where ŷ(n, k) is the IBM estimate of the noisy speech
MS/LSSE component, and IBM(n, k) is its target value. The
accuracy of the IBM estimator is found over allN frames in the
test set:

Accuracy (%) = 100×
∑

n

∑
k α(n, k)

NK
, (5)

where K is the total number of components in a frame.
LSSE-IBM estimators were compared by their LSSE-IBM

estimate accuracy, as shown in Table 2. The proposed BRNN-
LSSE-IBM estimator (3 hidden layers, 1024 units per layer)
was compared to an MLP-LSSE-IBM estimator (5 hidden lay-
ers, 1024 Rectified Linear Units (ReLU) [17] per layer) and the
GSS-LSSE-IBM estimator. The proposed BRNN-LSSE-IBM
estimator was the most accurate at all SNRdB levels, with an av-
erage improvement of 4.5% over all tested SNRdB levels when
compared to the MLP-LSSE-IBM estimator.

Table 2: LSSE-IBM estimate accuracy (%). The highest accu-
racy at each SNRdB level is shown in boldface.

SNR Level (dB)

LSSE-IBM Estim. 0 5 10 15 20 25 30

GSS-LSSE-IBM [6] 70.5 62.8 54.9 47.2 40.5 35.1 31.0
MLP-LSSE-IBM [7] 91.2 90.3 89.6 89.7 90.6 91.7 92.6
BRNN-LSSE-IBM 94.6 94.4 94.5 94.9 95.6 96.2 96.8

MS-IBM estimators were also compared by their MS-IBM
estimate accuracy, as shown in Table 3. The proposed BRNN-
MS-IBM estimator (3 hidden layers, 1024 units per layer) was
compared to an MLP-MS-IBM estimator (5 hidden layers, 1024
ReLUs per layer) and the GSS-MS-IBM estimator. The pro-
posed BRNN-MS-IBM estimator was the most accurate at all
SNRdB levels, with an average improvement of 3.1% over all
tested SNRdB levels when compared to the MLP-MS-IBM esti-
mator.

Table 3: MS-IBM estimate accuracy (%). The highest accuracy
at each SNRdB level is shown in boldface.

SNR Level (dB)

MS-IBM Estim. 0 5 10 15 20 25 30

GSS-MS-IBM [6] 78.8 73.8 67.9 61.4 54.9 49.0 44.1
MLP-MS-IBM [7] 87.9 86.5 85.4 84.9 85.4 86.7 88.4
BRNN-MS-IBM 89.8 88.8 88.3 88.3 89.1 90.4 92.0

5. IBM Estimate Applications
5.1. Automatic Speaker Identification

Table 4: Marginalisation vs. no marginalisation speaker iden-
tification accuracy (%) with an SSC-GMM-ASI system – clean
speech is given to compute the LSSE-IBM. The accuracy of the
system on clean speech is 96.8%. The highest accuracy at each
SNRdB level is shown in boldface.

SNR Level (dB)

Marg. 0 5 10 15 20 25 30

No [7] 8.9 14.1 27.5 48.0 69.7 84.8 92.5
Yes [1][7] 59.1 71.6 78.7 85.1 89.6 92.6 94.2

An MFT-based ASI system was used to compare the LSSE-
IBM estimators. The Spectral Subband Centroid (SSC) [18][19]
diagonal-covariance GMM-ASI system from [7] was used to
compare the LSSE-IBM estimators, where marginalisation [1]
is the MFT-based method used by the system. Marginalisa-
tion is a classifier-compensation method that ignores the un-
reliable components during classification. The ASI system
has 32-mixture GMM speaker models, and uses an LSSE-
IBM estimate to identify the reliable SSC components2. The
performance difference of the SSC-GMM-ASI system when
marginalisation was used can be seen in Table 4, where the
system became significantly more robust at all SNRdB levels.
An LSSE-IBM was used to obtain the marginalisation results in
Table 4 (i.e. clean and noisy speech was used to compute the
LSSE-IBM).

Table 5: Speaker identification accuracy (%) with a
marginalisation-based SSC-GMM-ASI system. LSSE-IBM es-
timators were used to identify the reliable SSCs. The highest
accuracy at each SNRdB level is shown in boldface

SNR Level (dB)

LSSE-IBM Est. 0 5 10 15 20 25 30

GSS-LSSE-IBM [6] 37.2 54.1 67.6 78.3 86.0 90.6 93.7
MLP-LSSE-IBM [7] 51.2 63.4 72.4 79.3 86.0 91.1 94.1
BRNN-LSSE-IBM 55.6 69.4 77.2 82.9 88.2 91.8 94.1

An LSSE-IBM estimate is required by the ASI system when
clean speech is not given to compute the LSSE-IBM. Table 5
shows the accuracy of the ASI system when the LSSE-IBM es-
timators were used. The proposed BRNN-LSSE-IBM estimator
achieved the best speaker identification accuracy at all SNRdB

levels, with an average improvement of 3.1% over all tested

2SSC components are computed from the same 26 filter mel-scale
filterbank as the LSSE components.



SNRdB levels when compared to the MLP-LSSE-IBM estima-
tor. The results of the proposed BRNN-LSSE-IBM estimator
more closely match the LSSE-IBM results in Table 4 than the
results of the MLP-LSSE-IBM estimator.

5.2. Speech Enhancement

The proposed BRNN-MS-IBM estimator can be used for
speech enhancement by using the MS-IBM estimate as a gain
function [20]. The unreliable components of the noisy speech
MS are suppressed completely. Figure 2 displays the results of
using the proposed BRNN-MS-IBM estimator for speech en-
hancement.
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Figure 2: (a) Clean speech magnitude spectrogram of a female
uttering: “The viewpoint overlooked the ocean”. (b) Noisy
speech magnitude spectrogram (‘operations room’ at 0 dB). (c)
MS-IBM for (b). (d) MS-IBM estimate for (b) using the pro-
posed BRNN-MS-IBM estimator. (e) Resultant enhanced speech
magnitude spectrogram after (d) has been applied.

Objective measures were used to evaluate the quality and
intelligibility of the enhanced speech produced by the proposed
BRNN-MS-IBM estimator. The proposed BRNN-MS-IBM es-
timator was compared to the MLP-MS-IBM estimator, the Min-
imum Mean Square Error - Log-Spectral Amplitude (MMSE-
LSA) estimator [21], the perceptually Motivated Bayesian MS
Estimator (pMMSE) [22] with noise estimation from [23], and
noisy speech. Mean Opinion Score - Listening Quality Objec-
tive (MOS-LQO) (P.800.1) [24] was used for objective quality
evaluation, where Wideband Perceptual Evaluation of Speech
Quality (Wideband PESQ) (P.862.2) [25] was used to obtain the
MOS-LQO. Table 6 shows the average MOS-LQO over the test
set. It can be seen that the proposed BRNN-MS-IBM estimator
achieved the highest average MOS-LQO at most SNRdB levels
(0, 15, 20, 25, and 30 dB), with an average improvement of 0.32
over all tested SNRdB levels when compared to the MLP-MS-
IBM estimator.

Table 6: Average MOS-LQO for the speech enhancement meth-
ods (obtained using Wideband PESQ). The highest average
MOS-LQO at each SNRdB level is shown in boldface. Clean
speech is given to compute the MS-IBM.

SNR Level (dB)

Method 0 5 10 15 20 25 30

Noisy speech 1.17 1.31 1.56 1.93 2.46 3.04 3.56
MLP-MS-IBM [7] 1.42 1.60 1.91 2.35 2.85 3.31 3.65
MMSE-LSA [21] 1.43 1.72 2.11 2.57 3.05 3.50 3.86
pMMSE [22] [23] 1.53 1.85 2.23 2.64 3.05 3.42 3.71
BRNN-MS-IBM 1.58 1.82 2.20 2.71 3.26 3.72 4.06

MS-IBM 2.10 2.50 2.96 3.42 3.82 4.12 4.33

The Quasi-stationary Speech Transmission Index (QSTI)
was used for objective intelligibility testing, and is more cor-
related with subjective intelligibility testing than the Speech
Transmission Index (STI) [26]. Table 7 shows the average QSTI
over the test set. The proposed BRNN-MS-IBM estimator was
able to score the highest average QSTI at all SNRdB levels, with
an average improvement of 0.01 over all tested SNRdB levels
when compared to the MLP-MS-IBM estimator. The average
MOS-LQO and QSTI of the MS-IBM are also shown in Table
6 and 7, respectively, indicating the performance upper limit
of the proposed BRNN-MS-IBM estimator for speech enhance-
ment.

Table 7: Average QSTI for the speech enhancement methods.
The highest average QSTI at each SNRdB level is shown in bold-
face. Clean speech is given to compute the MS-IBM.

SNR Level (dB)

Method 0 5 10 15 20 25 30

pMMSE [22] [23] 0.82 0.87 0.91 0.94 0.96 0.98 0.99
MMSE-LSA [21] 0.83 0.88 0.92 0.95 0.97 0.98 0.99

Noisy speech 0.84 0.89 0.93 0.96 0.98 0.99 1.00
MLP-MS-IBM [7] 0.85 0.90 0.93 0.96 0.98 0.99 0.99
BRNN-MS-IBM 0.88 0.91 0.94 0.96 0.98 0.99 1.00

MS-IBM 0.90 0.92 0.95 0.97 0.98 0.99 1.00

6. Conclusion
The robustness of an MFT-based ASI system suffers when given
a poor IBM estimate. In this work, a BRNN with LSTM cells
was used for IBM estimation. The proposed BRNN-LSSE-IBM
had an average IBM estimate accuracy improvement of 4.5%
and an average MFT-based speaker identification accuracy im-
provement of 3.1% over all tested SNRdB levels when compared
to the previously proposed MLP-LSSE-IBM estimator. When
used for speech enhancement, the proposed BRNN-MS-IBM
estimator had an average MOS-LQO improvement of 0.32 and
average QSTI improvement of 0.01 over all tested SNRdB lev-
els when compared to the MLP-MS-IBM estimator. The results
of the proposed method have demonstrated that it is the most
accurate IBM estimator for MFT-based ASI systems and IBM-
based speech enhancement. By providing an accurate IBM es-
timator, it is hoped that research into MFT-based methods for
modern ASR systems is encouraged. This work will be used
in the development of future MFT-based methods for modern
ASR systems.
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Abstract

We introduce sum-product networks (SPNs) for robust speech
processing through a simple robust automatic speaker identifi-
cation (ASI) task. SPNs are deep probabilistic graphical models
capable of answering multiple probabilistic queries. We show
that SPNs are able to remain robust by using the marginal prob-
ability density function (PDF) of the spectral features that reli-
ably represent speech. Though current SPN toolkits and learn-
ing algorithms are in their infancy, we aim to show that SPNs
have the potential to become a useful tool for robust speech pro-
cessing in the future. SPN speaker models are evaluated here on
real-world non-stationary and coloured noise sources at multi-
ple signal-to-noise ratio (SNR) levels. In terms of ASI accuracy,
we find that SPN speaker models are more robust than two re-
cent convolutional neural network (CNN)-based ASI systems.
Additionally, SPN speaker models consist of significantly fewer
parameters than their CNN-based counterparts. The results in-
dicate that SPN speaker models could be a robust, parameter-
efficient alternative for ASI. Additionally, this work demon-
strates that SPNs have potential in related tasks, such as robust
automatic speech recognition (ASR) and automatic speaker ver-
ification (ASV).
Availability: The SPN ASI system is available at https:
//github.com/anicolson/SPN-ASI.
Index Terms: sum-product networks (SPN), marginalisation,
missing-feature approach, robust automatic speaker identifica-
tion.

1. Introduction
The task of a text-independent automatic speaker identification
(ASI) system is to identify a speaker from a given voice record-
ing, irrespective of its linguistic content. This is accomplished
by modelling the voice characteristics of each speaker after an
enrolment phase [1]. Common applications of ASI include the
selection of a speaker-dependent acoustic model for an auto-
matic speech recognition (ASR) system [2] and speaker seg-
mentation — an important pre-processing step for speaker di-
arisation [3]. The realisation of each application is dependent
upon a high-performance ASI system. The first widely adopted
ASI system utilised Gaussian mixture model (GMM) speaker
models [4].

One obstacle that prevented the commercial introduction
of GMM speaker models was their poor performance in the
presence of noise [5], spurring the investigation of robust ap-
proaches [6]. A noteworthy approach was the missing-feature
approach, which is underpinned by evidence that speech is intel-
ligible to humans even after it has undergone substantial spec-
tral masking [7]. Marginalisation, as proposed by Cook et al.
[8], has been the most prominent missing-feature approach in
the literature [9], and is able to significantly increases the ro-
bustness of a GMM speaker model [10]. For marginalisation,
the marginal probability density function (PDF) is obtained by

integrating over the components of the feature vector that have
been classified as unreliable representations of speech [11].
Classification is thus performed on a partial instantiation of a
given feature vector, consisting of only the components that re-
liably represent speech.

Recently, ASI and automatic speaker verification (ASV)
systems employing deep neural networks (DNNs) have demon-
strated a higher performance than GMM and i-vector-based sys-
tems [12]. One example is the x-vector system, which utilises
pooling and a DNN trained to discriminate between speakers
to map speech to a fixed-size embedding [13]. Convolutional
neural networks (CNNs) have also been employed [14]. Sinc-
Net is a CNN that employs parametrised sinc functions to pre-
define a bank of band-pass filters for its first layer [15]. An-
other example proposed by Xie et al. [16] utilises a ‘thin’
residual CNN (referred to as Xie2019 henceforth). It also in-
cludes dictionary-based NetVLAD [17] and GhostVLAD [18]
layers for feature aggregation. Despite their high performance
on clean speech, modern ASI systems are still susceptible to
performance degradation in the presence of noise [19]. Ad-
ditionally, DNNs are not probabilistic models and cannot em-
ploy classifier-compensation missing-feature approaches, such
as marginalisation. Currently, the most popular approach to in-
crease the robustness of a DNN-based system is to use a front-
end to pre-process the noisy speech [20, 21].

In 2011, Poon et al. [22] proposed a deep tractable proba-
bilistic graphical model called the sum-product network (SPN).
An SPN can be described as a deep neural network (DNN) re-
stricted to using sum and product operators. When viewed as
a probabilistic graphical model, an SPN can be described as a
rooted directed acyclic graph with distributions as leaves. SPNs
have clear semantics; each node represents an unnormalised
joint probability distribution over a set of variables. As they
can answer marginal inference queries, SPNs lend themselves
well to marginalisation. One disadvantage is that structure and
weight learning algorithms for SPNs, as well as libraries, are
currently undeveloped, as highlighted by Jaini et al. [23]. How-
ever, the long-term outlook of SPNs is positive. New SPN
toolkits are being developed, such as LibSPN [24], that take
advantage of modern machine learning toolkits, such as Tensor-
Flow [25]. Additionally, recently proposed SPN architectures
developed for temporal (dynamic SPNs [26]) and spatial repre-
sentations (deep generalised convolutional SPNs (DGC-SPNs)
[27]) have shown promising results.

We propose SPNs and marginalisation for robust ASI. We
first formulate marginalisation for SPNs. We then investigate
SPNs and marginalisation on a simple robust ASI task. The
structure of each SPN speaker model is learned using LearnSPN
[28]. SPN speaker models are evaluated against GMM speaker
models [29], SincNet [15], and Xie2019 [16]. The SPN and
GMM speaker models employ marginalisation, whilst SincNet
and Xie2019 employ the long short-term memory ideal ratio
mask (LSTM-IRM) estimator by Chen et al. [30] as a front-



end. SPN speaker models are evaluated using multiple condi-
tions, including real-world non-stationary and coloured noise
sources and multiple signal-to-noise ratio (SNR) levels. From
the presented results, we aim to demonstrate the following: 1)
SPN speaker models are more robust than GMM speaker mod-
els when marginalisation is and is not used, 2) SPN speaker
models utilising marginalisation have the potential to be more
robust than recent CNN-based ASI systems that employ a front-
end technique, and 3) SPNs and marginalisation have potential
in related robust speech processing tasks, such as robust ASR
and ASV.

2. SPN speaker models
2.1. Features

For marginalisation, a frequency-domain representation is re-
quired. Hence, we employ the log-spectral subband energies
(LSSEs) of the clean speech power spectral density (PSD) es-
timate as features for the SPN and GMM speaker models. The
LSSEs are computed from the single-sided PSD estimate:1

Xb = log

Nd/2∑

k=0

hb,kP̂k, 0 ≤ b ≤ B − 1, (1)

where Nd denotes the time-frame duration in discrete-time sam-
ples, k denotes the discrete-frequency bin, P̂k, for all k, denotes
the PSD estimate for a given time-frame, and hb,k, for all k,
denotes the bth filter of a bank of B triangular-shaped critical
band filters spaced uniformly on the mel-scale. The PSD is es-
timated from the short-time Fourier transform (STFT) of the
clean speech using the periodogram method, as in [10].

+
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Figure 1: SPN speaker model with univariate Gaussian leaves.

2.2. SPN speaker models with Gaussian leaves

An SPN [22] specifies an unnormalised joint distribution over
a set of random variables, X = (X1, X2, ..., XB)

⊤, where in
this case, X is the LSSEs for a time-frame of clean speech. An
observation of X is denoted by x = (x1, x2, ..., xB)

⊤. Hence,
the SPN, S, for speaker class C is a function of the observed
feature vector, S(x|C), where the value of the SPN is given by
its root. An SPN consists of multiple layers of sum and product
nodes, with distributions as leaves. The multivariate distribution
of the ith leaf is over a subset of the variables: Xi ⊆ X, and is
assumed to be normally distributed: Xi ∼ N (µ,Σ|i, C), with
mean µ, and diagonal covariance Σ. The PDF for the ith leaf

1For convenience, the time-frame index is omitted from the notation.

is given by

N (xi|i, C) =
∏

d∈D

1√
2πΣi,C(d, d)

e
− (xi(d)−µi,C (d))2

2Σi,C (d,d) , (2)

where D ⊆ (1, 2, ..., B)⊤ indicates the random variable indices
for Xi. An SPN over two variables with univariate Gaussian
leaves is shown in Figure 1.

If node i is a product node, its value is given by the prod-
uct of the values of its children, Ch(.): Si =

∏
j∈Ch(Si)

Sj ,
where Sj is the jth child of node Si. If node i is a sum
node, its value is given by the sum of the values of its children:
Si =

∑
j∈Ch(Si)

wijSj , where weight wij is the non-negative
weighted edge between Si and Sj . To be a valid joint distri-
bution, an SPN must be both decomposable, and complete, as
described in [22]. The scope of a node, Sc(.), is defined as the
set of variables that are descendants of it. An SPN is said to
be decomposable when the scopes of the children of its product
nodes are disjoint: ∀Sj , Sk ∈ Ch(Si), Sc(Sj) ∩ Sc(Sk) = ∅,
where ∅ indicates an empty set. An SPN is said to be complete
when the scopes of the children of its sum nodes are identical:
∀Sj , Sk ∈ Ch(Si), Sc(Sj) = Sc(Sk).

2.3. Marginalisation for SPNs

For marginalisation, each component of an observed noisy
speech feature vector is classified as either a reliable or an un-
reliable representation of the corresponding unobserved clean
speech component. The noisy speech feature vector, y, can thus
be described as the union of the reliable and unreliable compo-
nents: y = yr ∪ yu. Here, we not only apply marginalisation to
SPNs, but also bounded marginalisation, as proposed by Cook
et al. [22]. For bounded marginalisation, the value of an un-
reliable component is utilised as the upper bound of the unob-
served clean speech component value. For LSSEs, the bounds
are taken from [−∞, yu

n]. Thus, the PDF for the ith leaf be-
comes:

N (yr
i , xu

i ≤ yu
i |i, C) = N (yr

i |i, C)

∫ yui

−∞
N (xu

i |i, C)dxu
i .

(3)
For marginalisation, the unreliable components are treated as
missing and the bounds are taken from [−∞,∞]. The integral
in Equation (3) thus reduces to unity, giving N (yr

i |i, C). When
all of the components of yi are unreliable, it is treated as a vec-
tor with no instantiated components: N (yr

i = ∅|i, C) = 1.

3. Experiment setup
3.1. Signal processing

The feature vectors for the GMM and SPN speaker models
are computed using a Hamming window function, with a time-
frame duration of 32 ms (512 discrete-time samples) and a time-
frame shift of 16 ms (256 discrete-time samples). The 257-point
single-sided PSD estimate for a time-frame is used and includes
both the DC and Nyquist frequency component. The LSSEs
are computed from the PSD estimate using 26 triangular-shaped
critical band filters spaced uniformly on the mel-scale.

3.2. Classification of reliable spectral components

Here, the reliability of a spectral component is determined by
its a priori SNR, as in [31]. A component with an a priori SNR



Table 1: ASI accuracy (%) for the real-world non-stationary noise sources. The average improvement over the model in the preceding
row is shown in the last column. The highest accuracy for each condition is shown in boldface.

Model Marg. Bounds
SNR level (dB) Average

impr.Voice babble Street music
-5 0 5 10 15 -5 0 5 10 15

GMM [29] ✗ ✗ 0.00 0.00 0.63 13.02 50.48 0.00 0.00 0.95 5.40 25.40 -
SPN ✗ ✗ 0.00 0.00 1.59 15.56 50.16 0.00 0.32 1.27 6.03 25.71 +0.48

GMM [29] ✓ ✗ 2.22 6.35 18.10 46.98 79.37 4.76 10.48 20.32 37.46 66.35 -
SPN ✓ ✗ 2.22 7.30 19.05 50.79 83.49 4.13 10.48 24.13 40.95 71.43 +2.16

GMM [29] ✓ ✓ 15.24 29.21 48.57 72.70 89.21 20.63 32.06 54.60 71.11 85.40 -
SPN ✓ ✓ 14.60 32.70 55.87 77.78 91.43 22.54 34.92 59.37 74.29 90.16 +3.49
SincNet [15] + IRM [30] - - 0.63 4.44 25.40 71.75 92.70 1.27 5.40 23.81 64.44 92.38 -17.14
SincNet [15] - - 0.32 1.59 18.10 56.83 93.02 0.63 2.86 11.11 46.98 85.40 -6.54
Xie2019 [16] + IRM [30] - - 0.63 1.27 10.48 28.89 53.33 0.32 1.27 4.44 20.63 40.95 -15.46
Xie2019 [16] - - 0.32 0.95 4.13 14.92 41.27 0.00 0.32 2.54 13.65 35.56 -4.85

greater than 0 dB is classified as reliable [32]. Deep Xi-ResNet
from [33] is used here as the a priori SNR estimator. Deep Xi
is a deep learning approach to a priori SNR estimation [34],
and is available at: https://github.com/anicolson/
DeepXi. It estimates the a priori SNR for each of the 257
frequency-domain components of a noisy speech time-frame.
The a priori SNR estimate for each subband is subsequently
found by applying the filterbank used to compute the LSSEs.

3.3. Training and test sets

The TIMIT corpus [35] (16 kHz, single-channel), which con-
sists of 630 speakers with 10 utterances each, is used as the
clean speech. The si∗ and sx∗ subsets are used for training
(5 040 utterances) and the sa∗ subset is used for testing (1 260
utterances). Each clean speech recording from the sa∗ subset
is mixed additively with one of four real-world noise source
recordings to create the noisy speech for testing (315 clean
speech recordings for each noise source). Each noisy speech
recording is replicated at five SNR levels: {−5, 0, 5, 10, 15}
dB, forming a test set of 6 300 noisy speech recordings. The
real-world noise sources include two non-stationary and two
coloured. The two real-world non-stationary noise sources in-
clude voice babble from the RSG-10 noise dataset [36] and
street music (recording no. 26 270) from the Urban Sound
dataset [37]. The two real-world coloured noise sources include
F16 and factory (welding) from the RSG-10 noise dataset [36].

3.4. ASI systems

GMM: For each speaker, a GMM consisting of 48
diagonal-covariance clusters is trained on the training set us-
ing the expectation-maximisation (EM) algorithm [38], and the
k-means++ algorithm for parameter initialisation [39].

SincNet: [15] is available at: https://github.com/
mravanelli/SincNet and is trained using the training set
with default hyperparameters.

Xie2019: [16] is available at: https://github.com/
WeidiXie/VGG-Speaker-Recognition and is trained
using the training set with default hyperparameters and a 1 sec-
ond input spectrogram size.

SincNet + IRM & Xie2019 + IRM: The LSTM-IRM es-
timator from [30] is used as the front-end for SincNet and
Xie2019. The training data and configuration from [40] is used
specifically.

SPN: Each speaker is modelled using an SPN with uni-
variate Gaussian leaves. The SPFlow library is used to imple-
ment the SPN speaker models [41]. A variant of the Learn-
SPN algorithm [28] that partitions and clusters variables us-
ing the Hirschfeld-Gebelein-Rényi maximum correlation coef-
ficient [42] is used as the structure learning algorithm. The min-
imum number of instances to split is set to 50 and the threshold
of significance is set to 0.3 for the structure learning algorithm.

4. Results and discussion
4.1. Real-world non-stationary noise sources

Table 1 shows the ASI accuracy for two real-world non-
stationary noise sources: voice babble and street music. Over all
of the tested conditions in Table 1, SPN speaker models demon-
strated an average improvement of 0.48% over GMM speaker
models (no marginalisation). This indicates that SPN speaker
models are better able to model the joint distribution of each
speaker’s features. It can be seen that the robustness of SPN
speaker models increases significantly when either marginalisa-
tion or bounded marginalisation is used. SPN speaker mod-
els attained an average improvement of 2.16% and 3.49%
over GMM speaker models when marginalisation and bounded
marginalisation are used, respectively. The performance im-
provement that SPN speaker models posses over GMM speaker
models is thus extended when either marginalisation or bounded
marginalisation is used.

SPN speaker models employing bounded marginalisation
are able to outperform SincNet + IRM, with an average im-
provement of 17.14%. While SincNet + IRM achieved the best
accuracy at 15 dB for both non-stationary noise sources, it is
outperformed at lower SNR levels by SPN speaker models em-
ploying bounded marginalisation. The results presented in Ta-
ble 1 show that SPN speaker models are robust to real-world
non-stationary noise sources when marginalisation and bounded
marginalisation is used, especially at lower SNR levels.

4.2. Real-world coloured noise sources

Table 2 shows the ASI accuracy for two real-world coloured
noise sources: F16 and factory. Over all of the tested con-
ditions, SPN speaker models demonstrated an average im-
provement of 1.33% and 2.66% over GMM speaker models
when marginalisation and bounded marginalisation are used,



Table 2: ASI accuracy (%) for the real-world coloured noise sources. The average improvement over the model in the preceding row is
shown in the last column. The highest accuracy for each condition is shown in boldface.

Model Marg. Bounds
SNR level (dB) Average

impr.F16 Factory
-5 0 5 10 15 -5 0 5 10 15

GMM [29] ✗ ✗ 0.32 0.32 0.95 0.95 10.16 0.63 1.27 0.63 1.90 12.06 -
SPN ✗ ✗ 0.32 0.32 0.32 2.54 14.92 0.63 0.63 0.63 2.54 13.65 +0.73

GMM [29] ✓ ✗ 1.90 7.30 21.27 34.29 58.73 3.17 5.71 10.79 25.40 53.65 -
SPN ✓ ✗ 1.90 10.16 21.59 34.60 59.37 2.54 6.35 14.29 28.89 55.87 +1.33

GMM [29] ✓ ✓ 19.37 35.24 46.98 62.54 80.32 11.75 18.41 36.83 54.60 81.90 -
SPN ✓ ✓ 22.54 36.83 49.84 66.35 81.90 10.48 21.59 39.68 56.83 82.54 +2.06
SincNet [15] + IRM [30] - - 0.63 1.27 5.71 26.67 72.70 0.95 1.59 13.02 44.13 86.67 -21.52
SincNet [15] - - 0.32 0.63 4.13 16.19 57.78 0.00 0.95 5.71 35.56 78.41 -5.37
Xie2019 [16] + IRM [30] - - 0.32 0.32 2.86 6.98 20.00 0.00 0.32 0.63 2.86 21.27 -14.41
Xie2019 [16] - - 0.32 0.63 3.17 7.62 21.90 0.95 0.63 1.27 5.71 26.67 +1.33

Table 3: Average number of parameters used by each ASI sys-
tem for each of the 630 speakers.

SPN GMM Xie2019 SincNet

Params. per speaker 2 502 2 544 13 545 36 718

respectively. This indicates that marginalisation and bounded
marginalisation are more suited to SPN speaker models than
GMM speaker models. SPN speaker models utilising bounded
marginalisation were also able to outperform SincNet + IRM,
with an average performance increase of 21.52%.

The results presented in Tables 1 and 2 show that SPN
speaker models are robust to both real-world non-stationary
and coloured noise sources when marginalisation or bounded
marginalisation is used. The number of parameters that each
ASI system expends on a speaker is specified in Table 3. SPN
speaker models are more robust than SincNet, whilst employ-
ing 14.7 times fewer parameters on average per speaker. This
exhibits the parameter efficiency of SPN speaker models.

4.3. Future direction

In this work, standard SPNs are used as speaker models. The
structure learning algorithm used to find each SPN speaker
model is LearnSPN (introduced in 2013) [28], which was the
second-ever proposed. An increase in performance can likely
be realised by utilising more advanced SPN architectures, such
as random and tensorised SPNs (RAT-SPNs) [43], DGC-SPNs
[27], or dynamic SPNs [26]. Such SPN architectures use prede-
fined structures (i.e. no structure learning algorithm is required)
and can be trained discriminatively using modern stochastic
gradient descent optimisation algorithms [44]. Alternatively,
they can be trained generatively using hard EM [22]. These ca-
pabilities are to be made available to researchers through toolk-
its such as LibSPN [24]. In this work we investigate SPNs and
marginalisation on a simple robust ASI task. ASI was chosen
as the task to demonstrate the robustness capabilities of SPNs,
as a system could be quickly developed. The results presented
in this work lead to more complicated robust speech process-
ing tasks being investigated in future work (complicated in the
sense that more system development is required). Such tasks
include robust ASR and ASV.

5. Conclusion
SPNs utilising marginalisation are proposed for robust ASI.
They are evaluated using real-world non-stationary and
coloured noise sources at multiple SNR levels. It was found that
SPN speaker models and marginalisation are more robust than
two recent CNN-based ASI systems that employ significantly
more parameters. With the development of new toolkits and ar-
chitectures, SPNs and marginalisation are predicted to have a
bright future in robust ASI, as well as robust ASR and ASV.
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Chapter 7

Summary, conclusions, and

future work

7.1 Summary and conclusions

This section provides a summary of the main findings and conclusions pre-

sented in the research chapters of this dissertation.

7.1.1 Chapter 2: Deep learning for MMSE approaches to

speech enhancement

In this chapter, the Deep Xi framework was proposed to estimate the a priori

SNR for MMSE approaches to speech enhancement. The Deep Xi frame-

work was evaluated using a causal ResLSTM and a non-causal ResBLSTM.

The CDF of the instantaneous a priori SNR was found to be an effective

training target for Deep Xi. Deep Xi-ResLSTM and Deep Xi-ResBLSTM

produced lower SD levels than previous a priori SNR estimators. Moreover,
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Deep Xi demonstrated a low SD level on non-stationary noise sources—a

condition that previous a priori SNR estimators struggle to track. Deep Xi

significantly improves the quality and intelligibility of the enhanced speech

produced by an MMSE approach. MMSE approaches utilising Deep Xi

also produce higher objective quality and intelligibility scores than two deep

learning approaches to speech enhancement. When employed as a front-end

for robust ASR, MMSE approaches utilising Deep Xi produced a lower WER

for multiple conditions when compared to three deep learning approaches to

speech enhancement. This chapter demonstrates that MMSE approaches,

with the assistance of deep learning, are still viable for speech enhancement.

7.1.2 Chapter 3: Masked MHA for causal speech enhance-

ment

In this chapter, the MHANet is proposed for a priori SNR estimation and

speech enhancement. Masking is used to ensure causality, allowing the

MHANet to be used in real-time systems. The MHANet was compared

to an RNN and a TCN using the Deep Xi framework and objective and

subjective measures of quality and intelligibility. Multiple real-world non-

stationary and coloured noise sources at multiple SNR levels were used as

the testing conditions. The results presented in this chapter show that the

MHANet is able to produce enhanced speech at a higher quality and intelli-

gibility than the RNN and TCN. Additionally, the MHANet is able to more

accurately estimate the a priori SNR than previous DNNs, resulting in an

improvement in performance of MMSE approaches to speech enhancement.

This indicates that the MHANet is better able to model the long-term de-

pendencies of noisy speech than the RNN and TCN. It was also found that
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utilizing dropout hinders the performance of MHANet. Additionally, it was

found that no positional encoding for the attention mechanism is required

for speech enhancement. This indicates that a sufficient amount of posi-

tional information is encoded into the noisy speech. The attention weights

of the MHANet were also analysed, where it was observed that each head at-

tends to regions of the target speech and/or background noise. This chapter

indicates that the MHANet is more suitable for causal speech enhancement

than RNNs and TCNs.

7.1.3 Chapter 4: SD level resulting in a JND between an a

priori SNR estimate and its instantaneous case

In this chapter, the a priori SNR estimate SD level that results in a JND in

the perceived quality of MMSE approach enhanced speech is found through

a series of listening tests. An a priori SNR estimator will have no impact

on the perceived quality of MMSE approach enhanced speech if it is able to

attain SD levels lower than that of the JND SD level. Thus, the JND SD

level is a target level of accuracy for a priori SNR estimation research. In

this chapter, it is determined that the SNR level, along with the selected

MMSE approach has a significant effect on the JND SD level. It is found

that the JND SD level increases with the SNR level and is higher for the

MMSE-STSA estimator at each SNR level. It is also determined that the

type of background noise source does not have a significant effect on the

JND SD level. Following the literature, it is determined that a significant

improvement in a priori SNR estimation accuracy is required to reach the

JND SD level.
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7.1.4 Chapter 5: On training targets for deep learning ap-

proaches to clean speech magnitude spectrum estima-

tion

In this chapter, we compare CASA, MS, and MMSE training targets for

clean speech MS estimation, with the aim of determining which produces

enhanced/separated speech at the highest quality and intelligibility, and

also to determine which is most suitable as a front-end for robust ASR.

CASA training targets, in particular the IRM, produced the highest objec-

tive intelligibility scores on the DEMAND Voice Bank dataset, and was the

best front-end for robust ASR on the DEMAND Voice Bank and Deep Xi

datasets. The IRM also produced higher objective quality scores than MS

training targets on the DEMAND Voice Bank dataset. The choice of loss

function had no impact on the performance of CASA training targets.

MS training targets produced the highest STOI score on the Deep Xi

dataset. They also produced higher objective quality scores than CASA

training targets on the Deep Xi dataset. Min-max normalisation of the

clean speech MS found to be the best performing MS training target. When

the values of the MS training target are in the range [0, 1], BCE was found to

perform best. MS training targets were also found to perform well at lower

SNR levels (-5 and 0 dB). MMSE training targets produced the highest

objective quality scores on the DEMAND Voice Bank and the Deep Xi

dataset. They also produced higher objective intelligibility scores on the

DEMAND Voice Bank dataset, and performed better as a front-end for

robust ASR on the DEMAND Voice Bank and Deep Xi datasets, than MS

training targets. It was found that the CDF was the best compression

function for a priori SNR and joint a priori and a posteriori SNR estimation.
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A significant difference between the objective scores produced by a priori

SNR and joint a priori and a posteriori SNR estimation was not found.

7.1.5 Chapter 6: Deep learning for missing data approaches

In this chapter, SSCs are first proposed for a diagonal covariance GMM-

based ASI system using classifier-compensation missing data approaches.

LSSEs are currently employed, however, they are highly correlated, and

thus suboptimal. We propose that SSCs are more apt, as they are decor-

related. Results indicate that SSCs are able to produce a higher ASI ac-

curacy than LSSEs over a range of SNR levels. This indicates that SSCs

are a more appropriate feature for diagonal covariance GMMs employing

classifier-compensation missing data approaches.

An IBM indicates which noisy speech spectral components reliably rep-

resent the clean speech. Accurate estimation of the IBM is essential for

missing data approaches, as incorrectly labelled spectral components will

degrade performance. Previous IBM estimators employ a FNN. To improve

the IBM estimation accuracy, we utilise a BRNN with LSTM cells. The

BRNN-IBM estimator exhibited an average IBM estimate accuracy improve-

ment of 4.5% over multiple SNR levels over the FNN-IBM estimator. The

IBM estimators were also compared using a diagonal covariance GMM-based

ASI system using marginalisation. The BRNN-IBM estimator exhibited an

average ASI accuracy improvement of 3.1% over multiple SNR levels when

compared to the FNN-IBM estimator. The results presented in this disser-

tation highlight the effectiveness of the proposed BRNN-IBM estimator for

missing data approaches.

And finally, SPNs utilising marginalisation are proposed for robust
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ASI. They are evaluated using real-world non-stationary and coloured noise

sources at multiple SNR levels. We show that SPNs are able to remain robust

by using the marginal probability density function (PDF) of the spectral fea-

tures that reliably represent speech. It was found that SPN speaker models

and marginalisation are more robust than two recent CNN-based ASI sys-

tems that employ significantly more parameters. Additionally, SPN speaker

models consist of significantly fewer parameters than their CNN-based coun-

terparts. With the development of new toolkits and architectures, SPNs and

marginalisation are predicted to have a bright future in robust ASI, as well

as robust ASR and ASV.

7.2 Areas requiring further investigation

One area for investigation is the loss function used for the Deep Xi frame-

work. A recent trend has been to include objective measures in the loss

function [14, 15]. Objective measures are typically perceptually motivated

and can thus guide the training of a DNN to produce enhanced speech that

exhibits a higher quality and intelligibility to listeners. Thus, the speech

enhancement performance of the Deep Xi framework may be improved if an

objective measure is integrated into the loss function. In this dissertation,

it was found that the selected MMSE approach has a significant effect on

the JND SD level. While the JND SD levels for the MMSE-STSA estima-

tor and the WF are found, other commonly used MMSE approaches exist

in the literature, such as the MMSE log-spectral amplitude (MMSE-LSA)

estimator [16] and the square-root WF (SRWF) approach [17]. Therefore,

the JND SD levels for other MMSE approaches will need to be investigated.

A comprehensive comparison of training targets that include the short-time
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phase spectrum is also recommended. Attention should also be payed to

the variability of the objective scores produced by a training target over

multiple training runs. Additionally, a dataset that contains more samples

per condition would allow for a statistical analysis of the performance of the

training targets over individual conditions.

An increase in performance of SPN speaker models can be realised by

utilising more advanced SPN architectures, such as random and tensorised

SPNs (RAT-SPNs) [18], deep generalised convolutional SPNs (DGC-SPNs)

[19], or dynamic SPNs [20]. Such SPN architectures use predefined struc-

tures (i.e. no structure learning algorithm is required) and can be trained

discriminatively using modern stochastic gradient descent optimisation al-

gorithms [21]. These capabilities are to be made available to researchers

through toolkits such as LibSPN [22]. In this dissertation, SPNs and

marginalisation are applied to a simple robust ASI task. ASI was chosen

as the task to demonstrate the robustness capabilities of SPNs, as a system

could be quickly developed. More complicated robust speech processing

tasks should be investigated in future work (complicated in the sense that

more system development is required)—such as robust ASR and ASV.
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