
Highlights

• An improved triplet loss is introduced such that the global feature repre-

sentations from the same identity are closely clustered for person ReID.

• A localization branch is proposed to automatically localize the discrimi-

native person-wise parts or regions, only using identity labels in a weakly

supervised manner.

• Via the learning simultaneously guided by the global branch and the local-

ization branch, the proposed method can further improve the performance

for ReID.

• The experimental results on four public available ReID datasets demon-

strate the effectiveness and superiority of the proposed method.
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Learning Deep Part-Aware Embedding for Person
Retrieval

Yang Zhao, Chunhua Shen, Xiaohan Yu, Hao Chen, Yongsheng Gao, Shengwu
Xiong

Abstract

Person retrieval is an important vision task, aiming at matching the images

of the same person under various camera views. The key challenge of per-

son retrieval lies in the large intra-class variations among the person images.

Therefore, how to learn discriminative feature representations becomes the core

problem. In this paper, we propose a deep part-aware representation learning

method for person retrieval. First, an improved triplet loss is introduced such

that the global feature representations from the same identity are closely clus-

tered. Meanwhile, a localization branch is proposed to automatically localize

those discriminative person-wise parts or regions, only using identity labels in

a weakly supervised manner. Via the learning simultaneously guided by the

global branch and the localization branch, the proposed method can further

improve the performance for person retrieval. Through an extensive set of ab-

lation studies, we verify that the localization branch and the improved triplet

loss each contributes to the performance boosts of the proposed method. Our

model obtains superior (or comparable) performance compared to state-of-the-

art methods for person retrieval on the four public person retrieval datasets.

On the CUHK03-labeled dataset, for instance, the performance increases from

73.0% mAP and 77.9% rank-1 accuracy to 80.8% (+7.8%) mAP and 83.9%

(+6.0%) rank-1 accuracy.

Keywords: person retrieval; part-aware embedding; improved triplet loss.
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1. Introduction

Person retrieval, also known as person re-identification, aims to identify the

same person from pedestrian images captured by multi-view cameras. Given its

vital role in intelligent surveillance [1], person retrieval has attracted increasing

attention in the computer vision community. Despite decades of efforts, person5

retrieval is still very challenging and remains unsolved. A major obstacle is that

there are large intra-class variations (e.g., pose variation) of pedestrian images,

leading to a dramatic change in their appearances.

Great efforts from the person retrieval research community have been made

to mitigate this challenging problem, and can be coarsely categorized into two10

groups. The first group focuses on extracting discriminative features to compre-

hensively represent both the query and the gallery images. Among the methods

in this group, the part-based methods [2, 3, 4, 5, 6] recently achieve state-of-the-

art performance. Several explicit part-based models [4, 2, 3] propose to leverage

the prior human-parsing information or human pose information to localize dis-15

criminative parts and learn robust representation. Although these approaches

function well in addressing the misalignment problem, they rely on accurate

pedestrian segmentation/pose information or extra annotations. A promising

alternative is to focus on developing implicit part-based models [5, 6, 7], which

does not require extra annotations. These part-based models conduct feature20

learning and concatenation from all possible pre-defined parts/regions, resulting

in discriminative and high-dimensional feature representations.

The other group [8, 9, 10, 11] pays more attention to distance metric learning

to enable a better person-wise feature clustering. The underlying reason is that

the person retrieval task is naturally formulated as a distance metric learning25

problem, aiming to find a new distance metric to transform the original person

feature into a new space in which the examples of the same identity are closer.

In deep learning person retrieval systems, the idea of distance metric learning

is usually formulated as a ranking loss and has been proven to be effective.

There are also research [12, 5] tackling feature representation learning and metric30
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learning in a joint manner.

In view of the above, we argue that a desirable feature representation for

person retrieval should be both discriminative and generalizable: the former

aims to correct misalignment, eliminate background perturbation, and focus on

discriminative local parts of pedestrian appearances; the latter aims to improve35

the generalization capability to effectively apply the learned knowledge from

training to testing. Moreover, rather than the concatenation of local features

and global features that requires extra feature dimensions and computational

cost, a promising alternative is to balance their contributions via the learning

stage.40

To that end, we propose a deep part-aware representation learning method

for person retrieval in this paper. First, we introduce an improved triplet loss,

which not only inherits the benefits from the usual triplet loss but also further

penalizes the intra-class variations and the inter-class similarities in an explicit

manner. The network learning is thus driven to form an effective feature space45

where samples of the same identity are compactly clustered and samples of

different identities are separated for the person retrieval tasks. Specifically, the

positive pairs are optimized to be as close as possible, while the negative pairs

are optimized by the proposed loss according to their distances, i.e., the smaller

the distance is, the larger the loss value will be. Different from other pair-50

based loss functions that requires extra margin parameters [13] or additional

quadruplets [14], the proposed loss explicitly minimizes the distance between

positive pairs variations and keeps negative pairs from merging into the same

cluster within given triplets during the optimization process without requiring

extra predefined margin parameters. This is similar to applying a binary cross-55

entropy objective in a siamese network in image verification task [15, 16].

We then propose a localization branch to localize discriminative person-wise

parts/regions with only identity labels in a weakly supervised manner. Person-

wise parts/regions are relatively consistent and stable among samples from the

same identity under different camera views (as shown in Figure 3), and thus60

can provide discriminative features for the person retrieval tasks. The pro-
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posed localization branch drives the network learning within the discriminative

person-wise parts/regions in a weakly supervised manner (i.e., using only iden-

tity labels), resulting in an effective feature representation for person retrieval

tasks. More importantly, the learning stage is simultaneously driven by the pro-65

posed weakly supervised localization branch and the proposed improved triplet

loss, leading to a discriminative yet generalizable capability of feature repre-

sentation. Figure 1 provides a comparison of feature map visualization from

the baseline and the proposed method, where brighter regions indicate higher

filter responses. It is observed that the feature response region of the proposed70

method is discriminative and more diversified, i.e., the highlighted area cov-

ers more discriminative regions/parts (e.g., handbag and shoes) compared with

that of the baseline.

The main contributions of this paper are threefold: 1) an improved triplet

loss is proposed to penalizes the intra-class variations and the inter-class simi-75

larities in an explicit manner ; 2) a localization branch is proposed to localize

discriminative person-wise parts/regions in a weakly supervised manner, re-

sulting in an effective feature representation for person retrieval; 3) superior

performance on four datasets (e.g., Market1501, DukeMTMC-reID, CUHK03

and MSMT17) demonstrates the effectiveness of the proposed method.80

2. Related Work

Recently, deep learning approaches have achieved state-of-the-art perfor-

mance on the person retrieval task [17, 18, 19, 20, 21]. Local discriminative

features have been proven effective for addressing the most challenging prob-

lems in person retrieval, such as pose variations and occlusions. Therefore,85

accurate localization of discriminative parts/regions becomes the first key step

towards learning discriminative local features. Many efforts have been made on

explicitly localizing local parts/regions. By leveraging the prior human-parsing

information or learning-based pose information, the explicit part-based models

[4, 2, 3, 22] are capable of localizing discriminative parts and developing robust90
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(a) (b) (d)(c) (e)

Figure 1: A visualization of feature maps obtained with different strategies. (a) input images.

(b) baseline (Lid). (c) baseline + localization branch (Lid+Lcls). (d) baseline + the improved

triplet loss (Lid + Lit). (e) the proposed method (Lid + Lit + Lcls).

feature embedding representation against background clutters and pose varia-

tions. Kalayeh et al. [4] proposed a model that integrates human semantic pars-

ing in person retrieval. Su et al. [2] proposed a Pose-driven Deep Convolutional

(PDC) model to learn improved feature extractors and matching models in an

end-to-end manner by localizing each part using person landmarks. Zhao et al.95

[3] proposed a part-aligned representation based on a part map detector for each

predefined body part. Although these approaches function well in addressing

the misalignment problem, they require accurate pedestrian segmentation/pose

information or extra annotations.

Alternatively, some work focus on developing implicit part-based models100

[5, 6, 7], where a person image is sliced into different horizontal parts of mul-

tiple scales to obtain a robust feature representation against occlusion. Sun

et al. [5] proposed a Part-based Convolutional Baseline (PCB) network to di-

rectly use the predefined horizontal stripes that outputs a convolutional feature
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consisting of several part-level features. They further proposed a weakly super-105

vised method, named refined part pooling (RPP), to reduce the partition errors.

The implicit part-based methods enable robust feature representations without

requiring extra annotations for part localization. But they perform a concatena-

tion of features from all possible parts/regions, resulting in a high-dimensional

feature representation. The proposed method introduces a weakly supervised110

localization branch to integrate both local and global features via the network

learning.

In addition to the above discriminative feature representation learning, an-

other important key step for person retrieval is to perform feature matching

under a desirable distance metric. Several studies [8, 23, 24, 12, 10, 11, 25]115

proposed to integrate deep metric learning into feature representation learning

for person retrieval. Among these methods, the batch hard triplet loss [8] is

widely adopted for person retrieval, in which the furthest positive examples

and closet negative examples are selected for training. [12] introduced a batch

normalization neck (BNNeck) to induce a consistent feature space under the120

joint optimization of cross-entropy loss and usual triplet loss. Motivated by

the widely used siamese network in image verification [15, 16], we propose an

improved triplet loss to improve the triplet loss by further reducing the distance

between pairs of feature embeddings belonging to the same identity, while keep-

ing the distance between pairs of feature embeddings from different identity in125

an explicit manner.

3. Method

In this section, we first present the overall network architecture of our

method. Then we introduce the global branch and localization branch, re-

spectively.130

3.1. Overall Network Architecture

There are a variety of network structures, e.g., ResNet [26], and OSNet [27],

introduced to learn features for person retrieval. In this work, we adopt both
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types of backbone network architecture for a comprehensive comparison. Fol-

lowing the ResNet-based methods [12, 28], the widely used ResNet50 is adopted135

as our first backbone model. Specifically, we use the network cropped at conv5

as the backbone to extract CNN features. For the second architecture, we adopt

OSNet [27] as our backbone network, which is a recently proposed lightweight

architecture designed for person retrieval tasks.

As shown in Figure 2, apart from the backbone network, the proposed140

method contains two main branches. One is the global branch which is su-

pervised by both identity loss (ID loss) and the proposed improved triplet loss.

The other is a localization branch optimized by only identity labels. The local-

ization branch forces the shared backbone network to focus on the person-wise

discriminative parts of a human, in a weakly supervised manner, i.e., only su-145

pervised by identity labels. Note that only the global branch is needed during

the inference stage.

We denote by I and y ∈ {1, 2, ..., C} a person image and an identity label,

respectively. C is the number of identities in a dataset. A standard approach

to person retrieval in the deep learning setting is to process person images by a150

CNN and place a softmax classifier on top of the network to obtain probability

scores for each of the C identities. We use θ to denote the learnable parameters

of the CNN. The input image I is firstly transformed by backbone φ(θb) to the

spatial feature maps F ∈ RH×W×K with K channels and H ×W resolution.

3.2. Global Branch155

For the global branch, a global average pooling layer GAP (·) and fully con-

nected layers are added on top of the feature maps F to generate the identifica-

tion prediction logits of the input image I. Then, a softmax layer is added on

the top of the prediction logits to obtain the probability scores. Note that our

baseline model is the backbone network with the global branch optimised by ID160

loss.

ID Loss. Let f ∈ RD be a deep feature embedding of the person image I,

extracted from the global branch. D is the feature dimension. Then, the prob-
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Figure 2: The framework of the proposed method based on OSNet. (1) Global Branch: an

improved triplet loss is applied to minimise the distance between the same identity, as well as

maximise the distance between the different identities in an explicit manner. (2) Localization

Branch: a branch to localize the most discriminative parts/regions of a pedestrian in a weakly

supervised manner. The network structures in dashed lines are disabled during inference.

ability score pg of the global branch can be defined as:

pg = softmax(WTf), (1)

where W ∈ RD×C means the weights in the last fully connected layer, and165

softmax(·) is the softmax layer. Therefore, the ID loss is defined as:

Lid = −y · log pg, (2)

where y is the one-hot encoding of the identity label of I.

Revisiting Triplet Loss. Apart from ID loss, the triplet loss is also widely

used in the task of person retrieval. Given a triplet set {Ia, Ip, In}, we denote

by Ia, Ip and In anchor image, positive image and negative image, respectively.170

Note that Ia and Ip share the same identity label, and Ia and In otherwise. The

triplet loss is designed to keep Ia closer to Ip than In. We denote by fa, fp and

fn deep feature embeddings extracted by the global branch from input images

Ia, Ip and In. In person retrieval, the triplet loss is formulated as following:

Ltriplet = [(d(fa, fp)− d(fa, fn) +m]+, (3)
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where [·]+ is the max(·, 0) function, d(·, ·) represents the distance of two features,175

and m is a predefined margin.

Given the efficiency, batch hard triplet loss is widely used in the task of

person retrieval now, in wihch we can select the hardest positive and hardest

negative samples within the batch for each anchor sample in a minibatch when

forming the triplets for computing the loss. It is defined as:180

Lt = [( max
p=1,...,S

(d(fa, fp))− min
n=1,...,N

(d(fa, fn)) +m]+, (4)

where S is the number of the positive sampling images of anchor Ia in a mini-

batch, and where N is the number of the negative sampling images of anchor

Ia in the minibatch. We apply the Euclidean distance to measure the similarity

of extracted features from two images in this paper.

Discussion. Despite the effectiveness of the batch hard triplet loss, a few185

issues remain unsolved. The first one is that the empirically predefined margin

parameter m may not function well because the distances between inter-class

and intra-class samples may vary significantly in the training process. Even if

the distance between the same identity is forced to be smaller than the distance

between the different identities, it may fail to provide a desirable cluster where190

samples from the same identity are close to each other. In other words, it fails

to explicitly penalize the intra-class variations and the inter-class similarities.

To that end, we introduce an improved triplet loss to enable a discriminative

feature embedding by further penalizing the intra-class variations and the inter-

class similarities in an explicit manner. This is inspired by [15, 16], where195

binary cross-entropy objective with Siamese nets is successfully applied in image

verification tasks. The proposed improved triplet loss benefits from both triplet

loss and verification loss.

Improved Triplet Loss. Given a pair set {Ii, Ij} in a mini batch, fi and

fj denote the deep feature embedding of Ii and Ij . In order to achieve the200

function of person verification, we use distance d(·, ·) between the feature vectors

fi and fj combined with an exponential function, which maps onto the interval
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[0, 1]. More precisely, the probability prediction is given as ps = e−d(fi,fj). The

exponential function acts as the distance-to-probability function in this paper.

Now let z = 1 whenever Ii and Ij are belong to the same identity, and z = 0205

otherwise. We impose a binary cross-entropy objective on the prediction ps to

implicitly verify image pairs of the following form:

Ls′ = −z log ps − (1− z) log(1− ps). (5)

The verification function is applied through Equation (5), which can further

improve the feature generalization capability for person retrieval. We can see

that the Equation (5) can be simplified as:210

Ls = z d(fi, fj)− (1− z) log(1− e−d(fi,fj)). (6)

Thus, the improved triplet loss Lit in a mini batch is formulated as:

Lit = λLt + Ls, (7)

where λ is a weight parameter to balance the contribution from Lt and Ls. A

detailed discussion is given in Section 4.5.

3.3. Localization Branch

Given the output feature maps F ∈ RH×W×K of the backbone network,215

we firstly add convolutional layers φ(θw) on the top of the feature maps F to

generate the person-wise localization maps M ∈ RH×W×C . Note that the last

convolutional layer of φ(θw) should be of size 1×1 and stride 1 with C units. As

proven in [29], the person-wise localization maps can be conveniently obtained

from the feature maps of the 1 × 1 convolutional layer. In order to guarantee220

the localization maps to focus on the discriminative parts of a specific identity,

following [29], we introduce the identity label to guide the localization maps via

adding a cross entropy loss. First, we add a global average pooling layer GAP (·)
on top of M to obtain an identity prediction logits g:

g = GAP (M). (8)

12



Then a softmax layer softmax(·) are added on the top of the logits g to225

obtain the probability score pl, which is defined as:

pl = softmax(g). (9)

Therefore, the classification loss Lcls of localization branch can be formulated

as following:

Lcls = −y · log pl, (10)

where y is the one-hot encoding of the identity label of I.

Discussions. The purpose of introducing the localization branch is to localize230

all possible discriminative parts of a person image given only the identity label

in a classification task. Figure 3 visualizes the localization maps calculated from

the proposed localization branch. We observe that the localized regions (which

are those highlighted region in Figure 3) appear consistently in images from the

same identity under different camera views.235

As shown in Figure 2, the global branch and the localization branch share

the same backbone network. In training, the corresponding three loss functions

are optimized jointly. The final loss is given by:

L = Lid + Lit + Lcls. (11)

4. Experiments

In this section, we evaluate the proposed method on four widely used person240

retrieval benchmarks.

4.1. Datasets

CUHK03. The CUHK03 [30] dataset is one of the most challenging person

retrieval datasets. For a fair comparison, we adopt the same training/testing

protocol as used in [31, 6, 27] to split the dataset into two parts: 767 training245
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identities and 700 testing identities. This dataset provides both manually la-

beled bounding boxes from 14, 096 images and DPM-detected bounding boxes

form 14, 097 images. We evaluate the proposed method on both types. Specifi-

cally, the labeled dataset contains 7, 368 training images of 767 identities, and a

testing set of 700 identities including 1, 400 query images and 5, 328 gallery im-250

ages. For the detected dataset, there are 7, 365 training images of 767 identities,

1, 400 query images of 700 identities and 5, 332 gallery images.

Market-1501. The Market-1501 [32] dataset consists of 32, 668 images of

1, 501 identities captured by six cameras: five high-resolution cameras and one

low-resolution camera. The pedestrian image boxes are obtained from a DPM255

detector [33]. All images are with a resolution of 64×128. This dataset is split

into two parts: 12, 936 images of 751 identities are used for training and the

remaining 750 identities are used for testing. In the testing phase, following the

standard setting in [32], 3, 368 images are selected as the query images, and the

gallery contains 15, 913 images.260

DukeMTMC-reID. The DukeMTMC-reID [34] dataset is a subset that ex-

tracted form DukeMTMC tracking dataset for person retrieval. It contains

36, 411 images of 1, 812 identities collected form eight high-resolution cameras.

The person bounding boxes are manually cropped. Following [6], this dataset is

divided into a training set of 16, 522 images with 702 identities, and a testing set265

that contains 2, 228 query images of 702 identities and 17, 661 gallery images.

MSMT17. The MSMT17 [35] dataset is a recently released large-scale person

retrieval dataset, which consists of 4, 101 identities captured by 15 cameras.

The MSMT17 is more challenging than the other three because of its complex

scenes and backgrounds, e.g., indoor and outdoor scenes. Following the setting270

of [27], a training set is with 30, 248 images of 1, 041 identities. And the test set

contains 11, 659 query images with 3, 060 identities and 82, 161 gallery images

of 3, 060 identities. The details of the above datasets are shown in Table 1.
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Table 1: The person retrieval datasets used in our experiments.

Dataset CUHK03 Market-1501 DukeMTMC-reID MSMT17

Identities 1467 1501 1812 4101

Cameras 2 6 8 15

Label method Hand/DPM DPM Hand Faster RCNN

Resolution vary 64×128 vary vary

#Train IDs 767 751 702 1041

#Train imgs 7368/7365 12936 16522 30248

#Query IDs 700 750 702 3060

#Query imgs 1400 3368 2228 11659

#Gallery IDs 700 751 1110 3060

#Gallery imgs 5328/5332 15913 17661 82161

4.2. Evaluation Metrics

Following the common evaluation metrics adopted in person retrieval task275

[12, 5, 17], the cumulative matching characteristics (CMC) at rank-1 accuracy

and mean Average Precision (mAP) are used to evaluate the performance of the

proposed method on all the datasets. To obtain the CMC curves, the Euclidean

distances between each query and all the gallery images are firstly calculated

in the matching process. Then, for each query, a ranked order according to the280

distance that from the smallest distance to the biggest distance is returned. Fi-

nally, the percentage of finding the true match in the top k matches is computed,

which is denoted as rank-k accuracy.

4.3. Implementation Details

Model Details. As discussed in Section 3, we exploit the widely used ResNet50285

and the recently proposed lightweight OSNet as our backbone networks. Then

the global branch and localization branch are added on the top of the backbone.

In the ResNet-based version, following SBaseline[12], global branch is made up
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of a global average pooling layer, and a fully connected layer with C units and a

softmax layer. In the OSNet-based version, following OSNet [27], global branch290

is composed of a global average pooling layer and two fully connected layers with

512 units and C units followed by a softmax layer. C is the number of identities

(e.g., C refers to 751 for Market1501 dataset). The localization branch consists

of two convolutional layers of kernel size 3× 3, stride 1, pad 1 with 1024 units

and a convolutional layer of size 1× 1, stride 1 with C units. As proven in [29],295

the person-wise localization maps can be conveniently obtained from the feature

maps of the 1× 1 convolutional layer. Therefore, a global average pooling layer

and a softmax layer are added on the top of the 1× 1 convolutional layers.

Training. We initialize our model by the ImageNet pre-trained model. Fol-

lowing [12], the input images are resized to 256×128. We augment the datasets300

with random horizontal flipping and random erasing [36]. In our experiment

setting, the batch size is set to 64. We randomly select 16 different identities,

and sample a set of 4 images for each identity for a minibatch. λ is set to be 1

for clear comparison. We use the Adam optimizer with β1 = 0.9 and β2 = 0.999

to train our model. For OSNet-based version, the base learning rate is initial-305

ized at 1.5e − 3 with a linear warm-up [37] in first 10 epochs, then decreases

by a factor of 10 every 60 epochs. This process iterates for 210 epochs. For

ResNet50-based version, the base learning rate is initialized at 3.5e− 4 and the

model is trained for 180 epochs. All experiments are implemented with PyTorch

framework on one Nvidia V100 GPU.310

Testing. For all datasets, we use the evaluation code provided by [12] to obtain

the results. For OSNet-based version, we use the 512-dimension feature vector

f (as shown in Figure 2) generated from the global branch as the final person

representation for each input. For ResNet50-based model, the dimension of

the feature vector is 2048. And the feature used for retrieval is obtained from315

global average pool operation directly. The localization branch is dropped at

the inference stage. Note that all the results are obtained under the single-query

mode without re-ranking [31] for clear comparisons. Re-ranking methods will

further boost the performance especially mAP.

16



Table 2: mAP(%) and rank-1(%) comparison of proposed method with other state-of-the-art

methods on Market-1501 and DukeMTMC-ReID datasets. The best results are in bold. −:

not available.

Method
Market1501 DukeMTMC-reID

mAP R1 mAP R1

MLFN [38] 74.3 90.0 62.8 81.0

DaRe [39] 76.0 89.0 64.5 80.2

PCB+RPP [5] 81.6 93.8 69.2 83.3

Mancs [17] 82.3 93.1 71.8 84.9

DGNet [40] 86.0 94.8 74.8 86.6

AANet [41] 83.41 93.93 74.29 87.65

OSNet [27] 84.9 94.8 73.5 88.6

Auto-ReID [42] 85.1 94.5 - -

Ours(ResNet) 86.3 93.9 75.4 86.5

Ours(OSNet) 87.4 94.8 76.7 88.6

4.4. Comparison with State-of-the-Arts320

To verify the effectiveness of our model, we compare with the state-of-the-art

methods on four popular person retrieval datasets.

Evaluation on Market1501 and DukeMTMC-reID. We report competi-

tive results in Table 2, where the performance of current methods on Market1501

and DukeMTMC-reID are relatively higher than those on other datasets. For325

Market-1051 dataset, we select the single query mode in our experiment. The

results show that our method achieves 87.4%/76.7% mAP and 94.8%/88.6%

rank-1 accuracy on Market1501 and DukeMTMC-reID, outperforming other

competitors by a large margin.

Evaluation on CUHK03. The CUHK03 dataset is the most challenging330

dataset under the new protocol. We evaluate our method on both manually
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Table 3: mAP(%) and rank-1(%) comparison of proposed method with other state-of-the-art

methods on CUHK03 dataset. The best results are in bold. −: not available.

Method
Detected Labeled

mAP R1 mAP R1

MLFN [38] 47.8 52.8 49.2 54.7

DaRe [39] 59.0 63.3 61.6 63.3

PCB+RPP [5] 57.5 63.7 - -

Mancs [17] 60.5 65.5 63.9 69.0

OSNet [27] 67.8 72.3 - -

Auto-ReID [42] 69.3 73.3 73.0 77.9

Ours(ResNet) 62.5 66.8 64.8 68.4

Ours(OSNet) 77.9 80.9 80.8 83.9

labeled and auto-detected person bounding boxes. Compared to other three

datasets, this dataset is more prone to overfitting. However, Table 3 shows

that our proposed approach achieves the best results for both two annotation

ways. Specifically, compared with the second best approach Auto-ReID [42]335

which benefits from automatically searching for a specific CNN architecture for

person retrieval, our method outperforms it by 8.6% in mAP and 7.6% in rank-1

matching rate in the detected version, and 7.8% in mAP and 6.0% in rank-1 in

the labeled version, respectively. Our methods also outperform the implicit part-

based MLFN [38], which applies a fusion architecture to concatenate features340

of multiple semantic levels.

Evaluation on MSMT17. Table 4 compares our method with state-of-the-art

person retrieval models on the MSMT17 dataset. The superior results reconfirm

the effectiveness of the proposed method. Since MSMT17 is a recent released

large-scale dataset, the reported performance of several methods are unavail-345

able. We observe that our method outperforms the competing methods with an
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Table 4: mAP(%) and rank(%) results on MSMT17 dataset. The best results are in bold.

−: not available.

Method
MSMT17

mAP R1 R5 R10

PDC [2] 29.7 58.0 73.6 79.4

PCB+RPP [5] 40.4 68.2 81.2 85.5

DGNet [40] 52.3 77.2 87.4 90.5

OSNet [27] 52.9 78.7 - -

Auto-ReID [42] 52.5 78.2 88.2 91.1

Ours(ResNet) 51.7 76.3 86.9 90.2

Ours(OSNet) 56.0 78.0 88.3 91.3

obvious margin in mAP. Specifically, our method achieves a mAP of 56.0%, a

Rank1 accuracy of 78.0%, a Rank5 accuracy of 88.3% and a Rank10 accuracy of

91.3%, respectively. Our method outperforms the second best approach OSNet

[27] with 3.1% in mAP improvement. We also note that, for rank-1 accuracy,350

OSNet and Auto-ReID achieve slightly higher result (0.7%/0.2%) than that of

our method. OSNet and Auto-ReID are designed for tackling the person re-

trieval problems, and thus are capable of extracting the most discriminative

features from local or even subtle regions to some extent, e.g., socks and shoes

highlighted by OSNet in Figure 1 (b). Given that MSMT17 dataset contains355

very large intra-class variations, e.g., 15 different camera views, focusing on the

very subtle distinctive regions is especially beneficial for achieving higher rank-1

accuracy. Such preferences, however, may also drive the network to overlook

other discriminative regions, which hurts the mAP performance. The proposed

method focuses on reducing intra-class variations while keeping inter-class dis-360

tances, thus can avoid overfitting the very subtle discriminative regions and

achieve a trade-off between discriminability and generalization ability. For ex-
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ample, the proposed method covers more diversified discriminative regions/parts

such as handbags and ties highlighted in Figure 1 (e) compared with the OSNet

(Figure 1 (b)). This may explain the better rank-1 performance of OSNet and365

Auto-ReID, as well as the better performances of our method in mAP, rank-5

accuracy and rank-10 accuracy.

4.5. Ablation study

We present a comprehensive ablation analysis to validate the effectiveness

of each module of the proposed method. we also present visualized analysis370

to illustrate how our method has achieved its effectiveness. We measure mAP

and rank-1 accuracy, and report results on Market1501 and DukeMTMC-reID

in Table 5. We use two baseline models to evaluate the proposed method. The

first baseline model (denoted as baseline) is an OSNet backbone with ID loss

(i.e., Lid). The second baseline (denoted as baseline2) is an OSNet backbone375

with ID loss and usual triplet loss (i.e., Lid + Lt).

Effect of Localization Branch. In Table 5, we observe that applying the

weakly supervised localization branch in our framework gives better results.

Specifically, comparing baseline+LB with baseline, e.g., on DukeMTMC-reID

dataset, we can see that the performance of mAP increases from 72.5% to 73.0%,380

and the performance of rank-1 increases from 85.5% to 86.2%, respectively. Such

improvements can be also observed in Market1501 dataset and baseline2. More-

over, we can see from Figure 3 that the localized regions (regions with brighter

color) from the same identity under different camera views are consistent with

the help of the proposed localization branch.385

Effect of Improved Triplet Loss. From Table 5, we observe that the pro-

posed improved triplet loss significantly boosts the performances over the base-

line models. Comparing baseline2+LT with baseline2 on Market1501 dataset,

the performance of mAP increases from 84.2% to 86.6%, and the performance

of rank-1 increases from 94.2% to 94.6%, respectively. The consistent superior390

results confirm the effectiveness of the improved triplet loss in person retrieval

tasks.
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Table 5: Ablation studies of the proposed method on Market1501 and DukeMTMC-reID in

terms of mAP(%) and rank-1(%) accuracy. baseline: the global branch optimised by Lid.

baseline2: the global branch optimised by Lid + Lt. LB: localization branch, IT: improved

triplet loss.

Method
Market1501 DukeMTMC-reID

mAP R1 mAP R1

baseline 83.3 93.3 72.5 85.5

+ LB 84.2 93.5 73.0 86.2

+ IT 86.6 94.6 75.3 88.0

baseline2 84.2 94.2 72.8 85.0

+ LB 85.4 94.4 75.4 87.3

+ IT 86.6 94.6 75.3 88.0

Ours 87.4 94.8 76.7 88.6

Figure 4 shows t-SNE visualizations of the features generated from baseline

and baseline with the proposed loss. The example identities are randomly se-

lected from the Market1501 test set for visualization of the feature distribution.395

We also note that some samples (of different id) become closer (e.g., id 1 and

id 4) with the proposed loss w.r.t. the case where only id loss is used. The

possible reasons for this phenomenon are summarized as follows. The baseline

model tends to focus on the very subtle distinctive regions (e.g., see the high-

lighted regions in Figure 1(b)) driven by the id loss. In contrast, the proposed400

method reduces intra-class variations while keeping inter-class distances, thus

can avoid overfitting the very subtle regions and achieve a trade-off between

discriminability and generalization ability. This is also observed in Figure 1(b)

and (e) where the proposed method covers more diversified discriminative re-

gions/parts such as handbags and ties highlighted in Figure 1 (e) compared405

with the baseline model. Therefore, when dealing with the samples (of different
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Figure 3: Examples of visualized localization map from the localization branch. We can see

that person-wise regions from the same identities are consistent under different camera views.

ids) that are significantly different in visual appearance, e.g., id 1 and id 4, the

proposed loss plays a limited (or even worse) role in increasing the inter-class

distances compared with using only id loss. Nevertheless, the proposed loss is

significantly superior in reducing the intra-class variations, and increasing the410

inter-class distance for highly similar samples (e.g., see id 1 and id 7).

In summary, when equipped with the weakly supervised localization branch

and the improved triplet loss simultaneously, the proposed method significantly

surpasses the competing methods on four datasets. This also indicates that

integral of the weakly supervised localization branch and improved triplet loss415

is beneficial for modeling diverse and discriminative regions for recognizing the

unseen identities, demonstrating the effective generalization of the proposed

method.

Figure 5 visualizes some randomly selected retrieval results of the baseline

model and the proposed method from CUHK03-labeled dataset. The overall420

results show that the proposed method has a desirable capability of finding the

correct match when there is large intra-class variations like pose variations and
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Figure 4: tSNE visualization of learned features from (a) baseline and (b) baseline + improved

triplet loss on the Market1501 test set. Different dot color indicates different identities.

occlusions. We also note that the wrong match of the proposed method in the

second row is a female who carries a green bag very close to her body region.

Given that the query person also wears green-color clothes, it makes sense that425

the proposed model makes such mistakes. Nevertheless, such ultra-fine-grained

and easily confused differences existed in pedestrian images remain challenging

problems and require deep analysis and study in future research.

Influence of λ. Figure 6 summarizes the comparison results of separately

using Lid, Lt, Ls and Lit. Here the margin m in Lt and Lit is kept the same430

(0.3) for fair comparisons. We observe that the performance of only using +

Ls is significantly higher than that of using Lid or + Lt in the four datasets,

demonstrating the effectiveness of the proposed term Ls. Via integrating Ls and

Lt, Lit further improves the network performance consistently in all datasets,

indicating that the two terms are complementary to each other for performance435

improvements.

We then evaluate the impact of loss weight λ in Equation (7). The value

of λ is set to a range of numbers (from 0 to 1 at the stride of 0.2). Note that
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(b) (c)

Query Top-4 retrieved images

(a)

Figure 5: Top-4 ranking list of the query images from CUHK03-labeled dataset. (a) query

images. (b) baseline. (c) proposed method. Images with green and red boundary denote the

correct and incorrect results, respectively.

when λ = 0, only Ls is kept in Lit. The results on Market1501 dataset and

DukeMTMC-reID dataset are shown in Figure 7. We observe that the mAP440

and Rank1 accuracy slightly fluctuates when λ increases from 0.2 to 1 on both

datasets. We also observe that with carefully finetuning of λ, the performance

of our method can be further improved, e.g., 76.5% (mAP) and 88.5% (Rank1)

with λ = 0.2 are higher than our reported 75.3% (mAP) and 88.0% (Rank1) on

the Duke dataset (with λ = 1).445

4.6. Discussion on improved triplet loss

We note that there are a few pair-based loss functions related to our work

and discuss the difference as follows.

Comparison with usual triplet loss: the usual triplet loss [43, 8] forces the
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Figure 6: Ablation studies of the global branch trained by proposed improved triplet loss

regarding mAP(%) and Rank1(%) accuracy on four different datasets: Market1501 (Mar-

ket), DukeMTMC (Duke), CUHK03-Labeled (C-L), CUHK03-Detected (C-D) and MSMT17

(MSMT). (a) mAP score(%) on four datasets. (b) rank-1 score(%) on four datasets. The

margin m in Lt and Lit is set to be 0.3 in all experiments. Lid : Model trained only by ID

Loss Lid. + Lt: Model trained by Lid + Lt. + Ls: Model trained by Lid + Ls. + Lit:

Model trained by Lid + Lt + Ls, which is the proposed improved triplet loss.

distance of a negative pair to be larger than that of positive one over a given450

margin and discards those positive pair that has a distance smaller than this

margin. In contrast, our loss encourages positive pairs to be as close as possible,

and negative pairs to be apart from each other. In other words, the usual triplet

loss function only requires the intra-class feature distance to be smaller than

that of the inter-class ones, while the improved loss function further reduces455

intra-class feature distances.

We evaluate the usual triplet loss Lt and the proposed loss Lit with a

higher margin m (ranging from 0.3 to 10) on Market1501 and DukeMTMC-

reID datasets respectively, and show results in Figure 8. We observe that the

proposed loss achieves consistently higher mAP score than the usual triplet loss460

as m increases from 0.3 to 10. As to rank-1 accuracy, the proposed loss performs

slightly worse than the usual triplet loss when m = 10 but remains superior for

other settings of m.

Comparison with contrastive loss: the contrastive loss [13] shares the sim-
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Figure 7: Ablation analysis of the loss weight parameter λ in Equation (7) on (a) Market1501

dataset and (b) DukeMTMC-reID dataset, respectively.

ilar spirit of encouraging the positive pairs to be as close as possible, but relies465

on a predefined threshold for penalizing negative pairs. Conversely, our loss pe-

nalises negative pairs according to their distances, i.e., the smaller the distance

is, the larger the loss value will be (see Equation (7)). In this way, our loss

explicitly minimizes the distance between positive pairs variations and keeps

negative pairs from merging into the same cluster during the optimization pro-470

cess without introducing extra predefined thresholds.

We do an ablation to compare the proposed loss term Ls and contrastive

loss Lcontra with a higher margin m on Market1501 dataset and DukeMTMC-

reID dataset, respectively. The value of margin m in Lcontra varies from 5 to

20 at the stride of 5. Both loss functions are combined with the ID loss for475

performance evaluation. The results are shown in Figure 9. The proposed loss

term Ls achieves consistently higher mAP and Rank 1 accuracy than the Lcontra

as m increases from 5 to 20.

Comparison with quadruplet loss: the quadruplet loss [14] is designed based

on the usual triplet loss, thus can inherit the ability to force positive pairs to be480

closer than negative pairs. Additionally, it adds to the usual triplet loss a new

term, which enforces a margin constraint on the distance between image pairs

that are unrelated in a sampled quadruplet. In contrast, our loss coherently
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Figure 8: The performance comparison of the usual triplet loss Lt and the proposed loss Lit

regarding the margin m (m ranges from 0.3 to 10). (a) mAP score(%) on Market1501. (b)

mAP score(%) on DukeMTMC-reID. (c) Rank-1 accuracy(%) on Market1501. (d) Rank-1

accuracy(%) on DukeMTMC-reID.

inherits the triplet sampling of the usual triplet loss rather than introducing

an extra quadruplet for network training. Another major difference is that our485

loss penalizes intra-class variations and the inter-class similarities in an explicit

manner (see Equation (7)) without requiring extra margin parameters.

Table 6 summarizes the comparison results of the quadruplet loss and ours.

The quadruplet loss requires two margin parameters, where the first margin

m controls the usual triplet loss term and the second margin m1 forces the490

intra-class distance less than the inter-class distance between two other classes.
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Figure 9: Ablation analysis of comparing the proposed Ls and contrastive loss Lcontra on

(a) Market1501 dataset and (b) DukeMTMC-reID dataset, respectively. The bar charts in

each sub-figure illustrates mAP score and Rank 1 accuracy of the Ls (the leftmost bars) and

the Lcontra (with m varying from 5 to 20).

For fair comparisons, we follow the best setting reported in their paper to set

m = 1.0 and m1 = 0.5. To avoid biased results, we also report the results by

setting m = 0.3 (equal to ours) and m1 = 0.15 (using the same ratio between m

and m1 preferred in their paper). We observe that our proposed loss achieves495

consistently higher performance on Market1501 and DukeMTMC-reID datasets.

Table 6: mAP(%) and rank-1(%) comparison of the proposed loss and the quadruplet loss on

Market-1501 and DukeMTMC-reID datasets.

Market1501 DukeMTMC-reID

Method m m1 mAP Rank1 mAP Rank1

Quadruplet loss [14]
1.0 0.5 80.3 91.7 71.6 84.3

0.3 0.15 78.9 91.3 71.0 84.0

Ours
1.0 - 86.6 94.0 75.7 87.5

0.3 - 86.6 94.6 75.3 88.0

Model parameters. The detailed model parameters in OSNet, Auto-ReID
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and our model are shown in Table 7. OSNet is a lightweight network designed

for person retrieval, which has only 2.2M parameters. The number of model

parameters in Auto-ReID is 13.1M. We adopt the same network architecture500

of OSNet as our global branch. Note that the proposed localization branch

(14.1M) is only used in the training stage and is dropped in the testing stage.

Table 7: Model parameter comparisons.

Methods Params(M)

OSNet 2.2

Auto-ReID 13.1

Ours (training) 16.3

Ours (testing) 2.2

Improved triplet loss on other benchmarks To further verify the effec-

tiveness of the proposed improved triplet loss, we re-implement three methods

on CUHK03 dataset, by replacing their original triplet loss with the proposed505

improved triplet loss. The results are shown in Table 8. We can see that the

new loss outperforms the triplet loss on three benchmarks. This is because

the improved triplet loss function can handle not only the distance relationship

between a predefined triplet, but also minimise the distance between the same

identities pairs and maximise the distance between the different identities pairs510

in an explicit manner.

The margin value m = 0.3 is kept the same for the baseline (optimised by

Lid + Lt) and the proposed loss (optimised by Lid + Lit) in all experiments

from Table 6. For benchmark BDB [28], we follow their reported setting, i.e.,

using the batch hard soft margin triplet loss to avoid margin parameters for515

a fair comparison. The above ablations and visualizations demonstrate that

our model learns discriminative feature representations and generalizes well to

unseen testing set for person retrieval.
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Table 8: Discussion on improved triplet loss function. IT: improved triplet loss.

Method
CUHK03-Detected CUHK03-Labeled

mAP R1 mAP R1

SBaseline [12] 58.7 60.6 62 64.9

SBaseline + IT 68.9 73.2 70.9 73.2

OSNet [27] 67.8 72.3 69.2 71.6

OSNet + IT 77.5 80.2 79.6 81.9

BDB+Cut [28] 70.7 74.1 74.3 77.0

BDB+Cut + IT 73.1 76.3 75.9 78.6

5. Conclusion

This paper introduced a deep part-aware representation learning method to520

address the person retrieval problem. We developed a localization branch to

drive the model to focus on discriminative parts/regions. We proposed an im-

proved triplet loss to map the input images into a new space where the positive

pairs are optimized to be as close as possible, while the negative pairs are op-

timized according to their distances, i.e., the smaller the distance is, the larger525

the loss value will be. More importantly, via the co-training supervised by the

localization branch and the global branch with the improved triplet loss, the

proposed method is capable of producing discriminative yet generalized feature

representations for person retrieval. Extensive experimental results on the four

public datasets validated the effectiveness of the proposed weakly supervised530

localization branch and the improved triplet loss.
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