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Abstract. The use of meta-rules, i.e., rules whose content includes other
rules, has been advocated to model policies and the notion of power in le-
gal reasoning, where an agent has the power to create new norms affecting
other agents. The use of Defeasible Logic (DL) to model meta-rules in the
application area we just alluded to has been investigated, but not from a
computational viewpoint. Our aim is to fill this gap by introducing a vari-
ant of DL, Defeasible Meta-Logic, to represent defeasible meta-theories,
by proposing efficient algorithms to compute the (meta-)extensions of
such theories, and by proving their computational complexity.

1 Introduction

We investigate the issue of efficient computation of meta-rules: rules having rules
as their elements. The key idea is that a rule is a (binary) relationship between
a set of conditions, and a conclusion. The meaning of such a relationship is to
determine under which conditions a conclusion can be generated. Meta-rules
generalise such an idea by establishing that, in addition to standard conclusions,
rules themselves can be the “conclusion” (and part of the set of conditions), and
new rules can hence be generated from other rules. Meta-rules (or rules with
nested rules) occur frequently in real life scenarios, such as normative reasoning,
policies for security systems. Very often when a set of policies is represented by a
set of rules, we have to consider the policy that contains conditions (rules) about
itself (or about another set of rules/policies). Consider the example in [27], where
a company has a security policy specifying that: (i) a piece of information is
deemed confidential when its disclosure would harm the interests of the company,
and that (ii) confidential information must be protected (and hence cannot be
disclosed). Such a policy can be naturally represented by the meta-rule

!
Disclose(x) → HarmInterests

"
→ Confidential(x).

Now, in this policy, the condition about harming the interests should be repre-
sented by an hypothetical expression: an ‘If (. . . )Then (. . . )’ rule is the most
natural way to represent such a construct. Furthermore, the hypothetical is part
of the conditions to define when a piece of information is confidential (actually,
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in this case, is the condition itself). Unfortunately, we cannot use classical ma-
terial implication (⊃), given the well-known paradoxes of material implication.
Consequently, if we model the policy as

(Disclose(x) ⊃ HarmInterests) → Confidential(x),

given the equivalence between Disclose(x) ⊃ HarmInterests and ¬Disclose(x)∨
HarmInterests, we have the counter-intuitive scenarios where (1) if x is not
disclosed then x is confidential (information that is not confidential, no matter
if disclosed or not, it does not need to be protected), and (2) if, for any reason,
company interests are harmed, then x is confidential, for any piece of information.
The policy can neither be defined as

!
Disclose(x) ∧HarmInterests

"
→ Confidential(x)

given that a disclosed information (with consequent harm of interest) can no
longer be considered confidential. Another situation where meta-rules are useful
is when the inclusion of a rule in a set of rules depends upon whether other rules
are already in the system. For instance, we can have

r1 → r2,

indicating that the existence of rule r2 in the system depends on the existence
in the system of rule r1. However, typically, such dependencies among rules are
stored externally, but if we model them directly into the system using meta-rules,
then we can include (or remove) r2 automatically, depending on the other rules it
depends upon (and thus automating the system’s maintenance functionalities).
In addition, this feature is beneficial to system integration as it supports context
dependant rules. The definition of context dependant policies is valuable in many
situations; for instance, the defence forces of a country can have different rules
of engagement, depending on the environment in which they are situated. One
might think that a simple (and somehow naive) way to achieve this would be to
partition the rules into independent rule sets, one for each context, and then to
use simpler rules (without nested rules). However, as discussed, there could be
dependencies among the rules, and the environments themselves can be defined
in terms of rules. Thus, a clear partition of the simple rules might not be feasible.

Meta-rules are useful when a set of rules can provide conditions about other
conditions in the same policy. This is the case in legal documents, where often
there are provisions conferring power, or delegation, to some agents; in the legal
domain, the notion of power is when the legal system allows an agent to create,
issue, or revoke, norms affecting other agents. Several works (see [18,10]) tried
to model such notions using conditional logics since, similarly to hypothetical
conditionals, such notions can be faithfully and efficiently represented as rules.

Another area of legal reasoning, where meta-rules proved to be essential to
represent the legal processes at hand, is related to the of field of norm change. As
we argued, many legislative instruments contain provisions (norms) about who
has the power to create, modify, revoke, or abrogate other norms. If norms can
be represented as rules [26], and there are norms ‘speaking about’ other norms,
then it would be natural to have rules whose content consists of other rules.
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Different variants of defeasible logic have been proposed [16,4] to incorporate
meta-rules in order to describe the logical behaviour of norm changes. An impor-
tant aspect of norm changes is that some legal systems can specify that specific
norms cannot exist (or cannot be in force) in that particular legal system. For
example, in the Italian Constitution, Article 27 prescribes that there cannot be
norms in the Italian legal system prescribing Capital Punishment. This means
that a meta-norm can speak about the positive existence of a rule, as well as
preventing a rule to be generated.

To this end, we will distinguish between the content of a rule (which is a
binary relationship between a set of premises and a conclusion, both represented
as propositions in an underlying, given language), and the name, or identifier, of
the rule itself. In this set up, a rule can be understood as a function associating a
label to the content of the rule. Similarly, a meta-rule is a function that associates
the name, or label, to the content, but in this case the elements of the binary
relation corresponding to the content of the meta-rule can contain other rules.

In addition, we will admit negation of rules. If we are able to conclude that
a (positive) rule holds, then it means that we can insert the rule (the content
of the rule, with a specific name) in the system, and we can use the resulting
rule to derive new conclusions. For a negated rule, the meaning is that it is not
possible to obtain a rule with that specific content (irrespective of the name).

The paper is structured as follows. In Sect. 2 we introduce a variant of Defea-
sible Logic able to handle rules and meta-rules and we propose the proof theory
of the logic. Then in Sect. 3 we introduce a computationally efficient algorithm to
compute the extension of a Defeasible Theory with rules and meta rules and we
show that the extension is computable in polynomial time. Finally, we provide
some conclusion and a quick discussion on some related work in Sect. 4.

2 Logic

Defeasible Logic [1] is a simple and efficient rule-based non-monotonic formalism
that proved to be suitable for the logical modelling of different application areas,
specifically agents [19,14,5], legal reasoning [16,4], and workflows from a busi-
ness process compliance perspective [13,25,24]. Some of these application fields
requires the modelling of contexts and the use of rules in the scope of other
rules. Accordingly, extensions of the logic have been developed to capture such
features by adopting meta-rules. However, the work on meta-rules in Defeasi-
ble Logic focused on defining the extensions of the logic, specifically the proof
theoretic features, neglecting to investigate the computational aspects. A ma-
jor strength of the Defeasible Logic approach, that makes it appealing from the
application point of view, is its feasible computational complexity. This paper
fills the gap. We start by providing the presentation of the logic from the proof
theoretic point of view, and then we will see how to create an efficient algorithm
to compute the extension of a defeasible meta-theory.

Let PROP be a set of propositional atoms, and Lab be a set of arbitrary
labels (the names of the rules). Accordingly, Lit = PROP ∪ {¬l | l ∈ PROP} is
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the set of literals. The complement of a literal l is denoted by ∼l: if l is a positive
literal p then ∼l is ¬p, and if l is a negative literal ¬p then ∼l is p. If α ∈ Lab is
a rule label, then ¬α is a rule expression as well, and we use the same convention
defined for literals for ∼α. We use lower-case Latin letters to denote literals, and
lower-case Greek letters to denote rule labels and negated rule labels.

The set of rules is made of two sets: standard rules RS , and meta-rules RM .
A standard rule β ∈ RS is an expression of the type ‘β : A(β) ↩→ C(β)’, and
consists of: (i) the unique name β ∈ Lab, (ii) the antecedent A(β) ⊆ Lit, (iii) an
arrow ↩→∈ {→,⇒,❀} denoting, respectively, a strict rule, a defeasible rule and
a defeater, (iv) its consequent C(β) ∈ Lit, a single literal. Hence, the statement
“All computing scientists are humans” is formulated through a strict rule (as
there is no exception to it), whilst “Computing scientists travel to the city of the
conference” is instead formalised through a defeasible rule as “During pandemic
travels might be prohibited” is a defeater representing an exception to it.

A meta rule is a slightly different concept than a standard rule: (i) standard
rules can appear in its antecedent, and (ii) the conclusion itself can be a standard
rule. Accordingly, a meta rule β ∈ RM is an expression of the type ‘β : A(β) ↩→
C(β)’, and consists of: (i) a unique name β ∈ Lab, (ii) the antecedent A(β) is
now a finite subset of Lit ∪RS , (iii) the arrow ↩→ with the same meaning as for
standard rules, and (iv) its consequent C(β) ∈ Lit ∪ RS , that is either a single
literal or a standard rule (meta-rules can be used to derive standard rules).

A defeasible meta-theory (or simply theory) D is a tuple (F, R,>), where
R = Rstand ∪ Rmeta such that Rstand ⊆ RS and Rmeta ⊆ RM . F is the set of
facts, indisputable statements that are considered to be always true, and which
can be seen as the inputs for a case. Rules in R can be of three types: strict
rules, defeasible rules, or defeaters. Strict rules are rules in classical sense: every
time the premises are the case, so is the conclusion. Defeasible rules represent
the non-monotonic part of a defeasible meta-theory as they describe pieces of
information that are true under some circumstances, while false or undetermined
under others. Accordingly, when the premises of a defeasible rules are the case,
so typically is the conclusion but it can be prevented to be the case by contrary
evidence. Defeaters are a special type of rules whose only purpose is to defeat
contrary statements, but cannot be used to directly draw a certain conclusion.
Finally, we have the superiority or preference relation > among rules, which is
binary and irreflexive, and is used to solve conflicts. The notation β > γ means
(β, γ) ∈>.

Some abbreviations. The set of strict rules in R is Rs, and the set of strict
and defeasible rules is Rsd. R[X] is the rule set with head X ∈ {Lit ∪ RS}. A
conclusion of D is either a tagged literal or a tagged label (for a standard rule),
and can have one of the following forms with the standard meanings in DL:

– ±∆l means that l ∈ Lit is definitely provable (resp. refuted, or non provable)
in D, i.e. there is a definite proof for l (resp. a definite proof does not exist);

– ±∆metaα, α ∈ Rstand, with same meaning as above;

– ±∂l means that l is defeasibly provable (resp. refuted) in D;

– ±∂metaα, α ∈ Rstand, with the same meaning as above.
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The definition of proof is also the standard in DL. Given a defeasible meta-theory
D, a proof P of length n in D is a finite sequence P (1), P (2), . . . , P (n) of tagged
formulas of the type +∆X, −∆X, +∂X, −∂X, where the proof conditions
defined in the rest of this section hold. P (1..n) denotes the first n steps of P .

Derivations are based on the notions of a rule being applicable or discarded.
Briefly, in Standard DL when antecedents are made only by literals, a rule is
applicable when every antecedent’s literal has been proved at a previous deriva-
tion step. Symmetrically, a rule is discarded when one of such literals has been
previously refuted. We need to adapt such concepts to deal so that standard
rules may appear both in the antecedent, and as conclusions of meta-rules: we
thus say that a meta-rule is applicable when each of the standard rules in its
antecedent either is in the initial set of standard rules, or has been proved.

Definition 1 (Applicability). Given a defeasible meta-theory D = (F, R,>),
R = Rstand ∪Rmeta, a rule β ∈ R is #-applicable, # ∈ {∆, ∂}, at P (n+ 1) iff

1. ∀l ∈ Lit ∩A(β). +#l ∈ P (1..n),
2. ∀α ∈ RS ∩A(β) either (a) α ∈ Rstand, or (b) +#metaα ∈ P (1..n).

Notion of discardability is derived by applying the principle of strong negation4.

Definition 2 (Discardability). Given a defeasible meta-theory D = (F, R,>),
R = Rstand ∪Rmeta, a rule β ∈ R is #-discarded, # ∈ {∆, ∂}, at P (n+ 1) iff

1. ∃l ∈ Lit ∩A(β). −#l ∈ P (1..n), or
2. ∃α ∈ RS ∩A(β) such that (a) α /∈ Rstand and (b) −#metaα ∈ P (1..n)

When β is a meta-rule and α is not in Rstand (hence α is the conclusion of a meta-
rule), then β will stay dormant until a decision on α (of being proved/refuted) is
made. The following example is to get acquainted with the concepts introduced.

Example 1. Let D = (F = {a, b}, R, ∅) be a theory such that

R = {α : a ⇒ β; β : b,β ⇒ ζ; γ : c ⇒ d; ϕ : ψ ⇒ d}.
Here, both α and β are applicable (we will see right below how to prove +∂metaβ),
whilst γ and ϕ are discarded as we cannot prove +∂c nor ∂metaψ.

All proof tags for literals are the standard in DL literature [1], and reported
here to make the paper self-contained. For this reason, we will omit the negative
counterparts as they are straightforwardly obtained from the positive ones by
applying the strong negation principle. The definition of ∆ for literals describes
forward chaining of strict rules.

+∆l: If P (n+ 1) = +∆l then
(1) l ∈ F, or (2) ∃β ∈ Rs[l] s.t. β is ∆-applicable.

We now introduce the proof tag for defeasible provability of a literal.

4 The strong negation principle applies the function that simplifies a formula by mov-
ing all negations to an inner most position in the resulting formula, and replaces the
positive tags with the respective negative tags, and the other way around see [15].
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+∂l: If P (n+ 1) = +∂l then
(1) +∆l ∈ P (1..n), or
(2) (1) −∆∼l ∈ P (1..n), and

(2) ∃β ∈ Rsd[l] s.t. β is ∂-applicable, and
(3) ∀γ ∈ R[∼l] then either

(1) γ is discarded, or (2) ∃ε ∈ R[l] s.t ε is ∂-applicable and ε > γ.

We are finally ready to propose the proof tags to prove (standard) rules.

+∆metaα: If P (n+ 1) = +∆metaα then
(1) α ∈ Rstand, or (2) ∃β ∈ Rmeta

s [α] s.t. β is ∆-applicable.

A standard rule is strictly proven if either (1) such a rule is in the initial set of
standard rules, or (2) there exists an applicale, strict meta-rule for it.

+∂metaα: If P (n+ 1) = +∂metaα then
(1) +∆metaα ∈ P (1..n), or
(2) (1) −∆meta∼α ∈ P (1..n), and

(2) ∃β ∈ Rmeta
sd [(α : a1, . . . , an ↩→ c)] s.t.

(3) β is ∂-meta-applicable, and
(4) ∀γ ∈ Rmeta[∼(ζ : a1, . . . , an ↩→ c)], then either

(1) γ is ∂-meta-discarded, or
(2) ∃ε ∈ Rmeta[(χ : a1, . . . , an ↩→ c)] s.t.

(1) χ ∈ {α, ζ}, (2) ε is ∂-meta-applicable, and (3) ε > γ.

A standard rule α is defeasibly proven if it has previously strictly proven (1), or
(2.1) the opposite is not strictly proven and (2.2-2.3) there exists an applicable
(defeasible or strict) meta-rule β such that every meta-rule γ for ∼ζ (A(α) =
A(ζ) and C(α) = C(ζ)) either (2.4.1) γ is discarded, or defeated (2.4.2.3) by
(2.4.2.1-2.4.2.2) an applicable meta-rule for the same conclusion c. Note that in
Condition 2.3 we do not impose that α ≡ ζ, whilst for γ-rules we do impose that
the label of the rule in C(γ) is either α or ζ.

−∂metaα: If P (n+ 1) = −∂metaα then
(1) −∆metaα ∈ P (1..n), and either
(2) (1) +∆meta∼α ∈ P (1..n), or

(2) ∀β ∈ Rmeta
sd [(α : a1, . . . , an ↩→ c)] then

(3) β is ∂-meta-discarded, or
(4) ∃γ ∈ Rmeta[∼(ζ : a1, . . . , an ↩→ c)] s.t.

(1) γ is ∂-meta-applicable, and
(2) ∀ε ∈ Rmeta[(χ : a1, . . . , an ↩→ c)] then

(1) χ /∈ {α, ζ}, or (2) ε is ∂-meta-discarded, or (3) ε ∕> γ.

Given a defeasible meta-theory D, we define the set of positive and negative
conclusions of D as its meta-extension:

E(D) = (+∆,−∆,+∆meta,−∆meta,+∂,−∂,+∂meta,−∂meta),

where ±# = {l | l appears in D and D ⊢ ±#l} and ±#meta = {α ∈ RS |α
appears as consequent of a meta-rule β and D ⊢ ±#metaα}, # ∈ {∆, ∂}.

Let us propose two theories to explain how the derivation mechanism works.
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Example 2. Let D = (F = {a}, R,>= {(ζ,χ)}) be a theory such that

Rstand = {α : a ⇒ b, β : b ⇒ ∼c, ζ : ∼c ⇒ ∼d, χ : a ⇒ d},
Rmeta = {γ : (α : a ⇒ b) ⇒ c}.

As a ∈ F, we prove D ⊢ +∆a, which in cascade give us D ⊢ +∂a (β is hence
∂-applicable). Since α ∈ Rstand, α is ∂-applicable and D ⊢ +∂b. Moreover,
D ⊢ +∆metaα and D ⊢ +∂metaα, which makes in turn γ being ∂-applicable. We
conclude with both D ⊢ −∂c and D ⊢ −∂∼c, as the superiority does not solve
the conflict between β and γ. The dormant χ and ζ can now be considered: χ is
∂-applicable whereas ζ is ∂-discarded. Thus, D ⊢ +∂d.

Example 3. Let D = (F = {a, c, d, g}, R,>= {(β, γ)(ζ, η)}) be a theory where

Rstand = {α : a ⇒ b, ζ : g ⇒ ∼b},
Rmeta = {β : c, (α : a ⇒ b) ⇒ (η : d ⇒ b), γ : d ⇒ ∼(χ : d ⇒ b)}.

As a, c, d and g are facts, we strictly and defeasibly prove all of them. Hence,
α, ζ, β and γ are all ∂-applicable. As before, α ∈ Rstand, thus D ⊢ +∆metaα
and D ⊢ +∂c make β being ∂-applicable as well. As β > γ, we conclude that
D ⊢ +∂metaη, but we prove also D ⊢ −∂metaχ (by Conditions 2.4 and 2.4.1 of
−∂meta). Again, d being a fact makes η to be ∂-applicable. ζ has been dormant
so far, but it can now be confronted with η: since η is weaker than ζ, then
D ⊢ +∂∼b (and naturally D ⊢ −∂b).

The logic presented above is coherent and consistent. This means that given a
defeasible meta-theory D: (a) it is not possible to establish that a conclusion
is, at the same time, proved and refuted, and (b) if we have positive defeasible
proofs for a conclusion and its complement, then the inconsistency depends on
the strict (monotonic) part of the theory. This is formally stated in next Propo-
sition 1, which follows from the adoption of the strong principle to formulate the
definitions of the proof conditions for positive/negative pairs of proof tags [15].

Proposition 1. Let D be a theory. There is not literal p, or label α, such that

(a) D ⊢ +#p and D ⊢ −#p, for # ∈ {∆,∆meta, ∂, ∂meta}.
(b) If D ⊢ +∂p and D ⊢ +∂∼p, then D ⊢ +∆p and D ⊢ +∆p; if D ⊢ +∂metaα

and D ⊢ +∂meta∼α, then D ⊢ +∆metaα and D ⊢ +∆metaα.

3 Algorithms

The algorithms presented in this section compute the meta-extension of a de-
feasible meta-theory. The main idea being to compute, at each iteration step,
a simpler theory than the one at the previous step. By simpler, we mean that,
by proving and disproving literals and standard rules, we can progressively sim-
plify the rules of the theory itself. We remind the reader that, roughly said, a
rule is applicable when everything in its antecedent has been proved. Note that,
trivially, a rule with empty antecedent is always applicable, as there is nothing
to prove. Symmetrically, a rule is discarded if (at least) one of the antecedent’s
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element has been previously rejected. When a rule is discarded, it can no longer
play part in neither supporting its conclusion, nor rejecting the opposite.

Let us consider the theory proposed in Example 2, and let us assume that,
at iteration j, the algorithm proves +∂b. At the next iteration j + 1, β will
be modified according to what discussed above, and will be β : ∅ ⇒ ∼c (β is
thus applicable). Later on, at iteration k, the algorithms prove −∂∼c, and then
proceed in removing χ from the set of the potentially applicable rules (as χ is
∂-discarded according to Definition 2) and the tuple (ζ,χ) from the superiority,
as χ can no longer play any part in supporting ∼d.

According to these observations, during the run of the algorithms, every
time that a literal or a standard rule is proven, we can remove it from all the
antecedents where it appears in. A rule thus becomes applicable when we have
removed all the elements from its antecedent. On the contrary, whenever a literal
or a standard rule is rejected, we can remove all the rules where such an element
appears in the antecedent, as those rules are now discarded. We can also remove
all the tuples of the superiority relation containing such discarded rules. The
idea of these simplifications is taken from [12,14].

As discussed in Section 2, a meta-rule is applicable when each standard rule
in its antecedent is either in the initial set of rules (i.e., in Rstand), or has been
proved later on during the computation and then added to the set of standard
rules. This it the reason for the support sets at Lines 1 and 2: Rappl is the rule
set of the initial standard rules, RαC is the set of standard rules which are not
in the initial set but are instead conclusions of meta-rules. As rules in RαC are
proved/disproved during the algorithms’ execution, both these sets are updated.

At Line 3, we populate the Herbrand Base (HB), which consists of all literals
that appear in the antecedent, or as a conclusion of a rule. As literals not in the
Herbrand base do not have any standard rule supporting them, such literals are
already disproved (Line 4). For every literal in HB, we create the support set
of the rules supporting that particular conclusion (Line 6), and we initialise the
relative set used later on to manage conflicts and team defeater (Line 7).

We need to do the same for those labels for standard rules that are conclu-
sions of a meta-rule. First, if a label for standard rule is neither in the initial set
of standard rules, nor a conclusion of a meta-rules, then such a rule is disproved
(Line 8). We assume such sets to have empty intersection, as previously moti-
vated. Second, the following loop at Lines 17–20 initialises three support sets:
R[α] contains the meta-rules whose conclusion is α, R[α]opp contains the meta-
rules attacking α (γ-like rules in ±∂meta), while R[α]supp contains the meta-rules
supporting α (ε-like rules in ±∂meta).

The following for loop takes care of the factual literals, as they are proved
without any further computation. We assume the set of facts to be consistent.
Analogously, loop at Lines 17–20 does the same for rules in the initial set of
standard rules that may appear in the antecedent of meta-rules.

The algorithm now enters the main cycle (Repeat-Until, Lines 21–40). For
every literal l in HB (Lines 23–29), we first verify whether there is a rule support-
ing it, and, if not, we refute l (Line 24). Otherwise, if there exists an applicable
rule β supporting it (if at Line 25), we update the set of defeated rules sup-
porting the opposite conclusion R[∼l]infd (Line 26). Given that R[∼l] contains
the γ rules supporting ∼l, and given that we have just verified that β for l is
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Algorithm 1: Existence

Input: Defeasible meta-theory D = (F, R,>), R = Rstand ∪Rmeta

Output: The defeasible meta-extension E(D) of D
1 ±∂ ← ∅; ±∂meta ← ∅; Rappl ← Rstand;

2 RαC ← {α ∈ RS | ∃β ∈ Rmeta. C(β) = α};
3 HB = {l ∈ Lit | ∃β ∈ Rstand. l ∈ A(β) ∪ C(β)} ∪ {l ∈ Lit | ∃β ∈ Rmeta.∃α ∈

RS (α ∈ A(β) ∪ C(β)) ∧ (l ∈ A(α) ∪ C(α))};
4 for l ∈ Lit ∧ l /∈ HB do −∂ ← −∂ ∪ {l};
5 for l ∈ HB do

6 R[l] = {β ∈ RS |C(β) = l ∧ (β ∈ Rstand ∨ ∃γ ∈ Rmeta.β ∈ C(γ))};
7 R[l]infd ← ∅;
8 for α /∈ Rstand ∪RαC do −∂meta ← −∂meta ∪ {α};
9 for

!
α : A(α) ↩→ C(α)

"
∈ RαC do

10 R[α] ← {β ∈ Rmeta |α = C(β)};
11 R[α]opp ← {γ ∈ Rmeta |C(γ) = ∼

!
ζ : A(α) ↩→ C(α)

"
};

12 R[α]supp ←
#
ε ∈ Rmeta |

!
C(ε) = (χ : A(α) ↩→ C(α))

"
∧
!
∃γ ∈ R[α]opp. ε >

γ
"
∧
!
χ = α ∨ (∃γ ∈ R[α]opp.C(γ) = ∼(ζ : A(α) ↩→ C(α)) ∧ χ = ζ)

"$
;

13 for l ∈ F do
14 +∂ ← +∂ ∪ {l};
15 R ← {A(β) \ {l} ↩→ C(β) | β ∈ R} \ {β ∈ R | ∼l ∈ A(β)};
16 > ← > \ {(β, γ), (γ,β) ∈> | ∼l ∈ A(β)};
17 for α ∈ Rstand do
18 +∂meta ← +∂meta ∪ {α};
19 Rmeta ← {A(β) \ {α} ↩→ C(β) |β ∈ Rmeta} \ {γ ∈ Rmeta | {∼α} ∈ A(γ)};
20 > ← > \{(β, γ), (γ,β) ∈> | {∼α} ∈ A(β)};
21 repeat
22 ∂± ← ∅
23 for l ∈ HB do
24 if R[l] = ∅ then Refute(l);
25 if ∃β ∈ R[l]. A(β) = ∅ then
26 R[∼l]infd ← R[∼l]infd ∪ {γ ∈ R[∼l] |β > γ};
27 if {γ ∈ R[∼l] | γ > β} = ∅ then Refute(∼l);
28 if R[∼l] \R[∼l]infd = ∅ then
29 Prove(l); Refute(∼l);

30 ±∂ ← ±∂ ∪ ∂±;
31 ±∂meta ← ∅;
32 for

!
α : A(α) ↩→ C(α)

"
∈ RαC do

33 if R[α] = ∅ then Refute(α);
34 if ∃β ∈ R[α]. A(β) = ∅ then
35 R[α]opp ← R[α]opp \ {γ ∈ Rmeta |β > γ};
36 if

!
R[α]opp \ {γ ∈ R[α]opp | ε ∈ R[α]supp ∧A(ε) = ∅ ∧ ε > γ}

"
= ∅

then
37 Prove(α);
38 for γ ∈ R[α]opp. C(γ) = ∼(ζ) do Refute(∼ζ);

39 ±∂meta ← ±∂meta ∪ ∂±
meta

40 until ∂+ = ∅ and ∂− = ∅ and ∂+
meta = ∅ and ∂−

meta = ∅;
41 return E(D) = (+∂,−∂,+∂meta,−∂meta)
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applicable, we store in R[∼l]infd all those γs defeated by β. The next step is to
check whether there actually exists any rule supporting ∼l stronger than β: if
not, ∼l can be refuted (Line 27).

The idea behind the if at Lines 28–29 is the following: if D ⊢ +∂l, eventually
the repeat-until cycle will have added to R[∼l]infd enough rules to defeat all
(applicable) supports for ∼l. We thus invoke Prove on l, and Refute on ∼l.

Similarly, when we prove a rule instead of a literal, but we now use R[α]opp
and R[α]supp in a slightly different way than R[l]infd, to reflect the differences
between +∂ and +∂meta. Every time, a meta-rule β for α is applicable (if at
Lines 34–38), we remove from R[α]opp all the γs defeated by β itself (Line 35). If
now there are enough applicable ε rules supporting α (if check at Line 36), then:
(i) we prove α, and (ii) we refute all ζ rules conclusion of γ rules in R[α]opp.

Procedure Prove
Input: X, which is either l ∈ Lit, or a rule α : A(α) ↩→ C(α)

1 if X is l then
2 ∂+ ← ∂+ ∪ {l}; HB ← HB \ {l};
3 Rappl ← {A(β) \ {l} ↩→ C(β) |β ∈ Rappl};
4 Rmeta ← {A(β) \ {l} ↩→ C(β) |β ∈ Rmeta};
5 else
6 ∂+

meta ← ∂+
meta ∪ {α};

7 RαC ← RαC \ {α};
8 Rmeta ← {A(β) \ {α} ↩→ C(β)|β ∈ Rmeta};
9 if ∃l ∈ −∂ ∩A(α) then A(α) ← A(α) \+∂; Rappl ← Rappl ∪ {α};

Procedure Prove is invoked when a literal or a standard rule is proved. In
case of a literal, we simplify the rules of the theory following what said at the
beginning of this section. In case of a rule, we also need to verify whether any
of the literal in its antecedent has been already refuted (if check at Line 9). If
this is the not case, we can proceed in simplifying α’s antecedent, and then in
adding α to the set of standard rules to be evaluated to be applicable.

Procedure Refute
Input: X, which is either l ∈ Lit, or a rule α : A(α) ↩→ C(α)

1 if X is l then
2 ∂− ← ∂− ∪ {l}; HB ← HB \ {l};
3 Rappl ← Rappl \ {β ∈ Rappl | l ∈ A(β)};
4 Rmeta ← Rmeta \ {β ∈ Rmeta | l ∈ A(β)};
5 >←> \{(β, γ), (γ,β) ∈> | l ∈ A(β)};
6 else
7 ∂−

meta ← ∂−
meta ∪ {α};

8 RαC ← RαC \ {α} ;
9 Rmeta ← Rmeta \ {β ∈ Rmeta |α ∈ A(β)};

10 >←> \{(β, γ), (γ,β) ∈> |α ∈ A(β)};
11 for ζ ∈ RαC .∼

!
ζ : A(α) ↩→ C(α)

"
do

12 R[ζ]opp ← R[ζ]opp \ {β ∈ R[ζ]opp |C(β) = α};
13 for χ ∈ RαC .

!
χ : A(α) ↩→ C(α)

"
do

14 R[χ]supp ← R[χ]supp \ {ε ∈ R[χ]supp |C(ε) = α};
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Procedure Refute is invoked when a literal or a standard rule is refuted.
Again, in case of literals, the simplification operations are the ones detailed in
the beginning of this section. In case of rules, the differences are in the two loops
at Lines 11–12 and 13–14. The former loop updates R[ζ]opp, as βs for α no longer
support the counter-argument; symmetrically, the latter loop updates R[χ]supp.

3.1 Computational properties

We discuss the computational properties of Algorithm 1 Existence. Due to
space reasons, we only sketch the proofs by providing the motivations of why our
algorithms are sound, complete, terminate, and leave out the technical details.

In order to discuss termination and computational complexity, we start by
defining the size of a meta-theoryD as Σ(D) to be the number of the occurrences
of literals plus the number of occurrences of rules plus 1 for every tuple in the
superiority relation. Thus, the theory D = (F, R,>) such that F = {a, b, c},
Rstand = {(α : a ⇒ d), (β : b ⇒ ∼d)}, Rmeta = {

!
γ : c ⇒ (ζ : a ⇒ d)

"
},

>= {(ζ,β)}, has size 3 + 6 + 5 + 1 = 15.
Note that, by implementing hash tables with pointers to rules where a given

literal occurs, each rule can be accessed in constant time. We also implement
hash tables for the tuples of the superiority relation where a given rule appears
as either of the two element, and even those can be accessed in constant time.

Theorem 1. Algorithm 1 Existence terminates and its complexity is O(Σ2).

Proof. Termination of Procedures Prove and Refute is straightforward, as the
size of the input theory is finite, and we modify finite sets. The complexity of
Prove is O(Σ), whereas of Refute is O(Σ2) (two inner for loops of is O(Σ)).

Termination of Algorithm 1 Existence is bound to termination of the
repeat-until cycle at Lines 21–40, as all other cycles loop over finite sets of
elements of the order of O(Σ). Given that both HB and RαC are finite, and
since every time a literal or a rule is proved/refuted, they are removed from
the corresponding set, the algorithm eventually empties such sets, and, at the
next iteration, no modification to the extension can be made. This proves the
termination of Algorithm1 Existence.

Regarding its complexity: (1) all set modifications are in linear time, and
(ii) the aforementioned repeat-until cycle is iterated at most O(Σ) times, and
so are the two for loops at lines 23–29 and 32–38. This would suggest that the
repeat-until cycle runs in O(Σ2). A more discerning analysis shows that the
complexity is actually O(Σ): the complexity of each for cannot be considered
separately from the complexity of the external loop (they are strictly dependent).
Indeed, the overall number of operations made by the sum of all loop iterations
cannot outrun the number of occurrences of the literals or rules (O(Σ)+O(Σ)),
because the operations in the inner cycles directly decrease, iteration after itera-
tion, the number of the remaining repetitions of the outmost loop, and the other
way around. This sets the complexity of Algorithm1 Existence to O(Σ2).

Theorem 2. Algorithm 1 Existence is sound and complete, that is
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1. D ⊢ +∂p iff p ∈ +∂p of E(D), p ∈ Lit
2. D ⊢ +∂metaα iff p ∈ +∂α of E(D), α ∈ Lab
3. D ⊢ −∂p iff p ∈ −∂p of E(D), p ∈ Lit
4. D ⊢ −∂metaα iff p ∈ −∂metaα of E(D), α ∈ Lab.

Proof. The aim of Algorithm 1 Existence is to compute a defeasible meta-
extension of the input theory through successive transformations on the set of
facts, rules and the superiority relation. These transformations act in a way to
obtain a simpler theory while retaining the same extension. By simpler theory
we mean a theory with less symbol in it. Note that if D ⊢ +∂l then D ⊢ −∂∼l,
and that if D ⊢ +∂metaα then D ⊢ −∂metaγ, with C(γ) = ∼C(α). Suppose
that the algorithm proves +∂l or +∂α (meaning that l ∈ +∂ or α ∈ +∂meta).
Accordingly, we remove l or α from every antecedent where it appears in, as by
Definition 1, the applicability of such rules will not depend any longer on l or
α, but only on the remaining elements in their antecedents. Moreover, we can
eliminate from the set of rules all those rules with ∼l or γ in their antecedent
(with C(γ) = ∼C(α)), as such rules are discarded by Definition 2 (and adjust the
superiority relation accordingly). Finally, when we prove +∂α, then α becomes
active in supporting its conclusion and rebutting the opposite.

The proof follows the schemata of the ones in [12,14], and consists in proving
that the meta-extension of the original theory D and the meta-extension of the
simpler theory D′ are the same. Formally, suppose that D ⊢ +∂l (symmetrically
D ⊢ +∂metaα) at P (n). Thus, if R′ of D′ is obtained from R of D as follows

R′ = Rappl ← {A(β) \ {l/α} ↩→ C(β) |β ∈ R} \ {β ∈ R |∼l/∼γ ∈ R},
and if >′ of D′ is obtained from > of D as follows

>′=> \{(β, ζ), (ζ,β) |∼l ∈ A(ζ) or ∼γ ∈ A(ζ)}
with A(γ) = A(α) and C(γ) = C(α), then for every ∈ Lit and every χ ∈ Lab

– D ⊢ ±∂p iff D′ ⊢ ±∂p, and
– D ⊢ ±∂metaχ iff D′ ⊢ ±∂metaχ.

The proof that the transformation above produces theories equivalent to the
original one is by induction on the length of derivations and contrapositive.

4 Conclusions and related work

The topic of this paper is the efficient computation of rules from meta-rules. In
general, the topic of how to use (meta-)rules to generate other rules has received
little attention. Some exceptions are [16,4] on the use of meta-rules for norm
modifications, and [27] which is specifically dedicated to a logic for deriving rules
from meta-rules. However, none these works investigate the computationally
complexity, nor address the issue of defining algorithms for their logics.

The large majority of the studies that have made use of meta-rules have
focused upon the usage of these as a means to determine the scope of rule
application, or the result of the application of the rules. In particular, we can
identify two research lines: Logic Programming, and Meta-logic.
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Logic programming studies investigated the issue of enhancing the expres-
sivity by allowing nested expressions [21,20]. Nevertheless, these approaches are
based on the so called Lloyd-Toper transformation, that transforms nested ex-
pressions in (equivalent) logical expressions. Similarly, in [17] disjunctive DATA-
LOG is enriched with nested rules; however, such nested rules, potentially, can be
eliminated by using (stratified) negation, but these are kept because they allow
for a more natural correspondence with the natural language description of the
underlying problem. We have seen in Sect. 1 that this approach suffers from some
problems, and it is not appropriate for many uses of meta-rules, in particular
when the aim is to represent meta-rules as means to derive rules. Some papers
(e.g., [9]) extended logic programming with negation with nested hypothetical
implications plus constraints or negation as failure. Specifically, they consider
rules with conditional goals in the body, but not implications in the head, and
study some goal directed proof procedures.

The notion of meta-rules and close concepts, including meta-logic [3] and
meta-reasoning [7], have been employed widely in Logic Programming [2] but
also outside it, specifically in context theory [11]. In general, we can look at
these studies as methodologically coherent with the notion of hierarchical rea-
soning, where it is devised a method to choose which reasoning process is more
appropriate for the specific scenario in which the process is employed. A spe-
cific line of research (strictly connected with the studies in the semantics of
Logic Programming) is the Answer Set Programming (ASP) and preferences [8].
Further on, many studies on ASP where meta-rules took place. However, these
investigations have not focusing upon nested rules.

A line of work considering the generation of rules from other rules is the
work on Input/Output logic (IOL) [22]. The idea of IOL is to define a set of
operations on input/output rules (where an input/output rule is a pair (x, y),
where x and y are formulas in a logical language) to derive new input/output
pairs. Differently to what we do (1): IOL does not consider nested rules, and (2)
the derivation mechanism depends on the properties of the operations on which
the variant of IOL is defined, and not on the rules on which the logic operates.

A field of investigation that has strongly employed meta-rules, but in a sense
that is indeed similar to the one of the theory of contexts, is argumentation.
The basic concept derived by the combination of meta-logical structures and
argumentation is the metalevel argumentation [23]. Applied metalevel has been
investigated in the view of developing a framework where, for instance, admissi-
bility of arguments, and other issues in this field, are dealt with [6].

The problem of nested rules in non-monotonic frameworks from a computa-
tional complexity viewpoint deserves a deeper study, and this paper fills this gap.
Currently, the focus was on Defeasible Logic without modal operators and tem-
poral expressions (most of the work on meta-rules considers combinations of such
features). The basic version of modal and temporal variants of the logic compu-
tationally feasible. We plan to extend and combine the algorithm presented in
this paper with the algorithms for modal and temporal Defeasible Logic and we
expect that the complexity results to carry over to the combination.
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