Implementing HarvestRoad Hive Digital Repository

Author
Borchert, Martin, Richardson, Joanna

Published
2005

Conference Title
Conference Papers and Presentations, Information Online 2005

Copyright Statement
Copyright 2005 Griffith University. Reproduced in accordance with the copyright policy of the publisher: This is the author-manuscript version of this paper.

Downloaded from
http://hdl.handle.net/10072/8727

Link to published version
Implementing HarvestRoad Hive Digital Repository

Martin Borchert
Manager, Access Services, Division of Information Services, Griffith University, Australia

Joanna Richardson
Digital Repository Administrator, Access Services, Division of Information Services, Griffith University, Australia

With contributions by
Geoff Mitchell
former Manager, Educational Products and Services, Division of Information Services, Griffith University, Australia

Abstract

In 2003 Griffith University entered into a partnership with HarvestRoad to co-develop the Hive digital repository system. Issues relating to the base architecture (structure of collection bureaus, categories and sub-categories), security, permissions, integration with the LMS, granularity of objects to be managed, content reusability, base metadata standard, search facility, workflows, version control, content rendering and format, and timed release and content expiry were worked through. Policies dealing with intellectual property ownership, copyright management, and process ownership were developed. A number of start-up bureaus were established. This paper reports on progress, future applications, and lessons learned at Griffith.

Introduction

In 2003 Griffith University selected the HarvestRoad Hive digital repository system. Griffith’s aim is to use Hive for as many digital repository system applications as the flexibility of the system will allow. Interested readers will find an in-depth discussion of the background to the digital repository project in an earlier paper by Borchert and Richardson (2004). Subsequent presentations by Borchert (2004) and Richardson (2004) have provided project updates.

This paper provides an update on more recent project developments.

Developing and integrating a digital repository system into the University’s elearning and digital library environments is proving to be an ambitious, complex and long-term project. Since the project began in earnest in May 2004, significant progress has been made in the areas of repository structure, integration with the Learning Management System, application of metadata standards, use of controlled vocabulary, workflows, object granularity, reusability and archiving, and copyright management and intellectual property issues.

Starting from scratch with little knowledge of digital repositories in general, nor the HarvestRoad Hive system, the project team has enjoyed a steep learning curve. The long-term success of the project will depend on the team’s ability to develop new skills, and to bring together existing organisational knowledge and skills from areas within the Division of Information Services in order to integrate the digital repository system across the elearning, digital library and various relevant university administrative environments and functions.
Work has begun on a number of ‘starter projects’ including digitised past exams, course readings, art image collections, ePrints and high economic value teaching and learning objects. The issues listed above are discussed in the context of these starter projects.

Work completed to date lays a foundation for what is a significant long-term project. The size, complexity, and workflow requirements of current elearning and digital library collections call for the implementation of a digital repository [object management] system right now. Griffith, with a philosophy of experimentation and wanting to give it a go, is expecting and accepting to learn from mistakes, and to increase in sophistication in the use of Hive over time. Our elearning and digital library environments developed over many years, and so too this is just the beginning of a successful implementation of Hive in its many applications at Griffith.

**Background to the Hive Digital Repository Project**

Hive is being developed as the solution for as many digital repository purposes as the system will accommodate. Key components of the selection of the Hive system included:

- The opportunity to partner with the Australian vendor HarvestRoad to co-develop Hive and thus produce a product attuned to Griffith’s needs
- Hive’s integration and cross-functionality with the Blackboard learning management system used by Griffith
- The extensible, federated and independent nature of the Hive product
- Its ability to support multiple procedures and workflows
- Its suitability for the management of unlimited object types
- Copyright and other reporting capabilities, and
- Its ability to be fully customisable in bureau structure, acceptance of any and multiple metadata schema, and thus its application to a wide variety of online learning, library and digital collection applications.

Hive is designed to store digital resources such as learning objects, images, readings and other materials. Objects can be grouped into collections or bureaus. Each bureau can be searched individually or by federated searching. Once fully implemented, the Hive will initially be used to house digital collections on behalf of the Division of Information Services, and will later be extended to store an increasing number of digital collections for faculties and other administrative elements across the University. Griffith is also a fully licensed training partner in the Australian market.

A new Digital Repository team was established in 2004 within the department of Flexible Learning and Access Services (Division of Information Services). The team currently consists of four staff including Digital Repository Administrator, Metadata Indexer and two contracted Digital Repository Project Officers. Team members were primarily selected based on a general understanding of flexible teaching and learning objectives, IT competency, proficiency in metadata schema, ability to work in a changing environment, and high-level customer service skills. To establish the required working relationships and synergies this team was located proximally to the Learning@Griffith Team at the Nathan campus.

**Background to Learning@Griffith**

Learning@Griffith is a centralised, university-wide online teaching and learning management and delivery system built on the Blackboard LMS, within the portfolio of the department of Flexible Learning and Access Services. Learning@Griffith is currently the most heavily used single application of Blackboard 6.0.11 in the world. Through concerted implementation across all faculties and other elements of the university, Griffith has increased the number of courses (subjects) loaded to Blackboard from 1,400 in 2002
to 5,500 in 2003 and to 9,000 in 2004. In semester 2 2004 Griffith has some 5,000 lecturers assigned to courses. Usage is very high and increasing, with some 2,500 simultaneous student and staff connections recorded at peak periods during semester 1 2004. Between 2003 and 2004 the volume of data stored in Blackboard increased from 20 to 70 Gb. Semester 1 2004 content included 134,000 file objects, 180,000 content objects, and 25,000 announcements.

Academics are providing much course content via Web pages within the Blackboard environment and are loading related digital learning objects directly to the LMS. Academics currently have access to their own content only within Blackboard and are required to manage their own digital learning objects, the result being that they do not currently have an environment in which they can share and re-use learning objects. Many academics are also choosing to delete objects from previous semesters rather than hide and store objects for re-use later. Together these issues are creating an environment of increasing re-creation and duplication of similar objects.

Digitised course readings of copyright materials such as book chapters and journal articles have been separated from Griffith owned copyright materials since 1999. Course readings are digitised by the Digitisation and Distribution team, a centralized service within FLAS, at the request of lecturers and in response to the inclusion of copyright readings in print dossiers or coursepacks. Digitised readings are available via links within the Learning@Griffith course pages and from the GriffLink library catalogue; the digitised readings themselves being stored on a secure web server. MARC records within GriffLink store information required for copyright management although copyright management functionality is quite limited. 9,000 digitised readings are currently available.

Digital Repository Structure

With the aim of multi-tasking the Hive system, Griffith purchased an unlimited license that allows for the implementation of many bureaus which are complete clones of the system designed to manage different content sets. Each bureau can be established with customised security permissions, workflows attached to item types, and may consist of many Categories or sub-collections.

The Hive structure needs to be designed taking the following issues associated with the content, its intended use, and the associate levels of control required into consideration, including:

- The nature of the content. (e.g. administrative vs. teaching and learning vs digital library collection content)

  It is immediately obvious that internal or restricted collections created by Information Services such as training materials, templates, draft policies etc be stored separately from collections available to Griffith staff and students and that publicly accessible collections be stored separately again.

- The structured nature of the submission process (e.g. Information Services staff centred workflows vs academic or client centred workflows)

  Hive allows for the creation of customised workflows attached to ‘item types’ such that the preparation of past exams for example can be made to follow a different workflow from course readings and a different workflow again from art images. For this reason, item types with similar workflows, drivers and clients, and their associated collections, need to be clumped into appropriate workflows, if the security permissions are to allow relevant staff and clients to access the appropriate parts of the system.
• The intended audience for the content (e.g. University-wide vs. specialist content vs publicly accessible content)

As for the submission audience, the intended end user audience also affects the desire to aggregate or disaggregate content. For example, content suitable for a University-wide audience could sensibly be grouped while content for more specialised audience might be better managed separately.

Hive allows for cross-category and cross-bureau federated searching of collections, however access to collections, and resource sharing can be more greatly promoted by clumping similar collections together within the same bureau, and again this has obvious implications for bureau design.

• The persistence of the content (archival/long-term vs. non-permanent/transitory content)

The design of the repository clearly needs to support the distinction between archival resources with an identified long-term value, and transitory resources that lack economic value, persistence or are subject to a short life cycle.

• The integration needs of the presentation layer systems (e.g. administrative systems, teaching & learning systems such as BlackBoard or digital library collections accessible via Web interfaces or the Library Management System)

The needs of associated systems such as Learning@Griffith (using Blackboard) and the Library Management System (GEAC Advance) must be taken into consideration. For example, it is beneficial for collections required to be accessible through Blackboard building blocks to be co-located within the same bureau, thus supporting the deposit and retrieval of objects. Likewise, digital library collections might also best be co-located so content such as ePrints can be pushed out via collection specific web interfaces or pulled into the library catalogue.

• The level of control necessary over the content (e.g. digital rights management, copyright and/or licence agreements compliance)

In order to exert control over the management of collections comprised of objects subject to copyright, rights management or license obligations, it is critical to define these collections and control workflows. All course readings must be managed within a single collection, as must readings downloaded to the repository under publisher license, as must purchased or traded learning objects.

• The level of security necessary for the content (e.g. public content vs. restricted content)

Hive cascades security permissions throughout a bureau in a top down fashion, necessitating that only collections with similar security and audience requirements can be clustered as categories within a single bureau. This has obvious implications to bureau design.

With these considerations in mind, the following Hive structure is being implemented at Griffith.
Initial Projects

A number of projects have been selected on the basis of their ability to assist the Digital Repository Team to meet key objectives:

- Develop expertise in the Hive software
- Develop base metadata schema and then adapt as required for specialised content
- Develop database architecture to accommodate a range of differing content
- Develop appropriate workflows and business processes
- Identify policy, training and general implementation issues

It is important for the Team to learn to walk before it can run, and as such the projects are being implemented in chronological order of increasing complexity. By breaking the overall project into a number of smaller, yet still sizeable projects, the Team is assured of a series of smaller successes, that combined, will assure the overall success of the project, and an effective rollout to clients promoting efficient changes to work practices and positive client acceptance.

Previous Examination Papers

Past exams are the simplest collection to integrate into the digital repository and as such was implemented first. Griffith’s collection of 1800 past exams released by academics to students between 1998 and 2003 has been bulk loaded to Hive, thus being a suitable test for the bulk load procedure. No metadata schema was required for this collection as all required information has been incorporated into the object title field to aid easy identification of objects by academics and students.

Whereas past exams were once accessible via a browsable Web page listing all documents available, they are now fully integrated into Learning@Griffith via a Blackboard building block that ‘pushes’ the appropriate exams into the ‘Resources’ section of each course within Learning@Griffith. There is no benefit in offering academics the functionality to manually select the appropriate exams for their courses.

Stage two of the past exams project is planned for 2005. Working with the Examinations and Timetabling (E&T) section of the University which is responsible for the production and release of exams in conjunction with academics, the project aims to re-design the entire examination management process using Hive workflows. Within Hive, E&T in conjunction with academics, will control the examination content creation, re-use, versioning, approval, security, and archival process. Finally, past exams selected for general release by academics will be workflowed via E&T for release to students via Learning@Griffith using Hive.

Course Readings

This is an area in which all universities have already produced complex workflows and staffing profiles to provide ‘ereserve’ systems of digital readings supporting both on-campus and online courses. Griffith currently has over 10,000 digitised readings available via the GriffLink library catalogue. However, unlike exams, digitised course readings inherently attract copyright issues. Under the Digital Agenda Act, there are strict guidelines as to how such material is to be communicated electronically. Therefore this project has provided the team with an opportunity to investigate Hive’s Copyright Management Module.

The two major issues for Information Services at Griffith are that:
a) such workflows, attempting to provide for the timely availability of course readings according to the academic calendar, is a very labour intensive process requiring large staffing outlays over the year, especially during peak load periods prior to the commencement of each semester. Griffith simply does not have the staffing resources to support the largely manual processes required for document digitisation and release each semester, so we are designing a more automated system that better leverages our online library collections, and existing collection of digitised readings. By developing systems that allow academics to easily select online readings and automatically integrate them into their courses in Learning@Griffith themselves, academics are given greater control, and Information Services staff are given back more time to digitise readings as required. Good system design will ensure that academics’ task of selecting readings using the new system will be no more time consuming than their current task of requesting readings for digitisation.

b) a very significant investment (over $3.5 million p.a.) is made in our digital library collections and that this is not currently being sufficiently leveraged in the course reading process. Currently the vast majority of course readings are requested from materials not available via Griffith’s digital library. The process of digitising readings from print sources is a time consuming and costly process. By making the digital library more accessible and convenient in the course reading selection process, Griffith hopes to turn the tide on the digitisation process, by which a much greater proportion of readings are selected from, and link to library databases and ejournals. This issues begs pedagogical debate over the selection of the best readings to promote student learning, but there is no doubt the current system is not providing Griffith with the most efficient and timely solution.

To achieve resolution of these issues, a three stage process is envisaged for the selection and availability of course readings by academics using a Blackboard building block (or a product called Sentient Discover currently being investigated) which links courses on Learning@Griffith to our library databases and ejournals using SFX/Metalib, and also to our database of existing digitised course readings. The system will require the building block to hold course readings information for each course for the current and next semester, thus allowing academics the opportunity to select readings for the next semester a month before the start of that semester. A month lead time also provides the Digitisation Team sufficient time to digitise print course reading sources where they are really required. The course reading list for the current semester provides the template for the reading list for the same course for the current semester, thus preventing a requirement for re-keying of information, but allowing academics to change readings over time. Simple radio buttons will allow academics to turn readings on and off as required both across and within semesters.

The process will take academic through the following three step workflow:

Step 1 Using the ‘Select Resources’ building block the academic, from one month before the semester begins, will be able to search the Griffith collection of 400+ databases and 30,000+ ejournal titles using SFX/MetaLib to find and select appropriate ejournals articles, ebook chapters etc. The building block will allow the academic to drag the persistent URL (All SFX URLs are persistent) into the Resources List within Learning@Griffith for their specific course. An unlimited number of readings are available and readings may be easily re-used each semester. Use of these readings is subject to publisher license agreements and so summary information about these agreements will be provided to academics at the point of need to.

Step 2 Academics who have not located appropriate readings may choose to progress to the next stage of the workflow which allows them to search and select readings from Griffith’s collection of already digitised course readings.
Upon locating a suitable known item reading using the metadata search provided, academics will be able to determine its availability for their course during the semester or part thereof. Academics will be required to book a reading for their course by stipulating the time period for which the reading is required. Should the reading be not already booked by another academic, then it may be used by the academic for their course. Should the readings be already booked by another academic, then the first academic can be provided information to contact the other academic to negotiate a suitable compromise by which the reading is used for course x for weeks 1-6 and course y for weeks 7-13 for example.

The competitive process for booking readings is also expected to encourage academics to get their course readings in order well before the start of semester, and thus overcome an age old problem for libraries.

Step 3

Should an academic require a course readings that is not available from either step 1 or 2 then they may choose to progress to step 3 of the course readings workflow. Using this process the academic may either copy or enter details of a journal article or book chapter into an online form requesting the reading be digitised. Before a request is submitted the details of the reading are automatically passed via the SFX URL Resolver once again to ensure the reading is not available online. The request is also run against the metadata database of existing readings, and those in use in the current semester, advising the academic that the readings is/is not copyright compliant at this point and time, and then allowing the academic to make the decision on whether they wish to progress the request even though the reading may not be made available during the current semester due to a copyright violation involving another reading from the same book or journal issue currently in use.

The building block required to select, book and request course readings will also form the basis of Griffith’s copyright management and reporting system. Reports will be available on:

- the use of links to library databases and ejournals made under publisher licence agreements, thus informing collection development, and the improvement of SFX/MetaLib
- the use and availability of digitised readings under the Digital Agenda Act, and made available to the Copyright Agency Limited as required
- the requests for digitised readings, to assist workflow management

Art Images

Griffith University’s Queensland College of Art has an extensive collection of 70,000 art image slides, of which 55,000 have been fully catalogued using the Visual Resources Association (VRA) metadata schema on the LIDA Filemaker Pro database. A small percentage of art images (2,000) already exist in digital format. However the LIDA database is not networked, thereby limiting potential cross-campus use.

Combing the resources of the Hive project and funds from a teaching and learning grant, the Art Images Project aims to:

- catalogue all images using reduced VRA which is both affordable in terms of staffing requirements for cataloguing and effective in terms of resource discovery
- bulk load all metadata records to a new collection location within Hive
- digitise all 70,000 slides
- promote the purchase of new art images in digital format
- avail the image collections to all campus and remote locations
- provide for image rendering solutions for thumbnails, and full images
• address policy issues concerning preferred file size for images (a modest 5 MB file size has been chosen), preferred suppliers and priorities for continued collection development
• integrate a copyright management and reporting systems to CAL
• provide a Web based interface to art collections supporting resource discovery using VRA fields
• provide for practices, and policies that can be easily translated to the application of image collections supporting other academic disciplines across the university such as nursing, medicine and architecture

Hive disk space is obviously a key issue for this and other image projects and 300+ GB of high availability disc space will be purchased initially to support the project. A Blackboard building block will allow academics to select art images to be included in resource lists for courses within Learning@Griffith.

**ePrints**

Many universities and research institutes and bodies have already developed institutional research repositories using application specific software such as ePrints.org, Fedora or D-Space software for example. Some institutions are reporting the difficulty in motivating academics to deposit their research for both the DEST HERDC research publications survey process and then again a second time to the institutional ePrint repository. Some institutions have also reporting difficulty using software designed for self-deposit but which Library or Information Services staff are forced to perform the deposit procedures, and software that does not support the bulk-uploading of research documents.

Griffith aims to resolve these integration, client acceptance, and bulk upload problems by using Hive as the basis for our ePrint service. Research publications uploaded to PeopleSoft by academics for the purpose of the DEST HERDC survey will be migrated in bulk to the ePrint repository on Hive. This achieves a lower effort threshold for academics and a greater [mandatory] participation rate to the ePrint service.

Policies regarding the mandatory deposit of research publications to the Griffith ePrint service, much like those at QUT, will be developed. Bulk load systems between PeopleSoft and Hive will be developed. A retrospective project could ascertain the suitability of publications deposited to PeopleSoft from 2001-2004 to the ePrint service. This would require each publication be examined for copyright ownership, and negotiation with academics and other copyright owners such as journal and book publishers.

Upon completion of the design and integration of the workflows and policies, approximately 1000 research publications could be made available via the Griffith ePrint service per annum.

**Teaching and Learning Objects**

Griffith academics and staff with the department of Flexible Learning and Access Services have made a considerable investment in the creation of learning objects accessible and currently stored in Learning@Griffith.

The primary issues faced at Griffith are:

• Economic value
  With such a large number of learning objects in the Learning@Griffith system, and only a relatively low percentage of objects being used in any one year
(83,000 out of 193,000 were touched in 2004) the differential economic value of different objects becomes apparent. As well as hiding (not linking to) objects not used in the current semester, many academics are deleting objects which may have been created at considerable cost to the University. The high number of objects and peaky semester workloads also makes it financially impossible for Information Services to fund the metadata description of all objects, thus demanding the identification of priority objects to be managed within Hive.

- **Sharing and reuse**
  Storing objects within the Blackboard course structure does not allow academics to view, share, and reuse objects created for one course, for the purposes of other courses, thus wasting opportunities for efficiency and achieving greater value for money. Sharing also encourages best practice by example, when academics can benchmark against other academics’ and FLAS’ work.

- **Change management**
  Encouraging academics to share and reuse learning objects requires a combination of policy direction, technical feasibility and cultural change. Any system designed to encourage the sharing of objects is expected to confront cultural resistance. Systems that place a significant workload burden upon academics (such as metadata creation) only encourage academics to find the least path of resistance – there is no system means to prevent academics from continuing to load objects to Blackboard or to prevent them from loading objects to faculty Webservers.

Griffith has elected to manage these issues by initially concentrating efforts on improving the management of learning objects applied initially to objects of high economic value only. Objects created by FLAS will be loaded to Hive, decried using Griffith’s version of IEEE LOM metadata standard, and stored in categories based upon the Australian Standard Research Classification headings. Academics will be able to search and browse objects via a building block which will also allow them to link to selected objects from their courses. Some objects created by academics are easily recognised as having high economic value based upon their file type, and these objects will be copied across to Hive to be available for sharing.

Griffith’s short to medium term solution to the management of all learning objects is to, at the end of each semester, bundle the objects within each course in Learning@Griffith into SCORM packages which are then bulk loaded to Hive for archiving for a period of three years. Academics will have access to a building block which will allow them to retrieve a copy of the SCORM package for each semester instance of their courses which they can then unpackage to retrieve objects for reuse. The solution thus provides for archiving and reuse but demands little in the way of resources for object description, and is therefore cheap to implement except for disk space requirements. It also provides for the University’s legal obligations to archive course materials during the duration of students’ time during a course. The success of this strategy however relies on the assumption that academics will remember in what course and semester/year combination the object they may be look for resides.

**The Future**

The projects described above are expected to fully occupy project staff throughout 2005. In addition to the technical implementation a significant amount of policy work will be required at all levels within the University, and this is expected to be at least as work intensive as the system side of the project. After this, resources will become available to investigate and implement other uses of Hive such as managing all learning objects, developing an information commons and
eScience data applications, and possibly an Honours and Masters by Coursework digital theses service.

References


[I would think that the above 4 would be a given ☺]


