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Synopsis

The increasing trend of sharing educational resources on the World Wide Web has at-

tracted several contributions from the research community. Since most Technology Enhanced

Learning users retrieve resources from the Web for teaching or learning, it is clear that the

Web is a source of educational material. Therefore, it should be possible to use the Web as a

repository for teaching resources.

Regarding the retrieval of online resources, a big issue is that the Web is a huge and

mostly unorganised space. Hence, there is no guarantee that items retrieved by current

search engines are appropriate for educational uses. Automatically identifying Web-content

suitable and usable for education is one of the most challenging objectives because it requires

extraordinary attention. Indeed, an inappropriate recommendation in such field may result in

reduced learning outcomes by students in assignments and exams or, even worse, in teachers

building their courses on incorrect or incomplete foundations.

Studies in Information Retrieval and Technology Enhanced Learning have proposed several

solutions to support the teaching and learning needs of instructors and pupils within an

enclosed platform. Other studies offer different techniques for collecting Web resources that

have specific characteristics. However, to the best of our knowledge, none of the current

proposals in the state-of-the-art has paid attention to gathering Web resources that can be

used for learning or teaching, without any restriction on topic or terminology. Personalisation

also improved Web-search by identifying what topics users prefer, and some progress has

been achieved in deducing the purpose of the search (e.g., the user is about to book a trip)

for tailored advertising; however, this is a very different use of recommendation.

Instead, we focus here on identifying documents with a purpose in the sense of being of

value for a learning objective. This contribution is built on the rationale that the classification
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of textual materials and natural language processing are strictly related. Thus, we propose

to involve natural language processing methods to analyse the content of Web-pages suitable

for inclusion in teaching and learning environments. In the field of the Semantic Web, it is

common to apply Information Retrieval from classified online pages. The rapid expansion of

the Web creates an ever-increasing demand for faster and yet reliable filtering of Web-pages,

according to the information needs of users and aiming to eliminate displaying irrelevant and

harmful content. The accuracy of the classification is not the only difficulty when applying

Information Retrieval techniques on the sheer volume of documents hosted on the World

Wide Web. Accessing the most valuable data as quick as possible raises further research

questions about the trade-off in accuracy versus the computational time required by a Web-

page classifier. Another characteristic of Web-pages is the multitude of traits (features to

be used as independent variables) that may be used for their description. The number of

attributes has a significant impact on the velocity of the classifier. Therefore, managing a

broad set of features is not desirable, because it brings up the issues associated with the curse

of dimensionality.

Well-cited studies from researchers in Information Retrieval and Knowledge Management

focus on handling the typically large number of features of items and examine the balance

between reliability and speed. There are a variety of methods that can be applied to most

of the existing classification problems for reducing the feature space, namely feature-selection

and feature-reduction algorithms. However, an improper feature selection may complicate

even more the performance in real-time classification, now an essential aspect in many Web-

based applications. For crawling Web-pages tailored to pedagogical purposes, we firmly believe

it is fundamental to identify which online resources could be potentially useful for teaching

and learning. Our primary motivation is to improve the support offered by Technology En-

hanced Learning systems to learners and educators during their educational tasks, providing

straightforward access to a huge dataset of potential educational resources extracted from the

Web.

We propose a technique for deducing educational semantic information about potential

educational resources on the Web by analysing their content and structure, e.g., page title,

body, links, and highlights. Then, the Dandelion API, a tool for extracting semantic entities

from a text, is used for analysing the textual content of each section. We propose to use a
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framework introduced in a previous contribution for performing Feature Selection, where sev-

eral state-of-the-art algorithms are grouped in an ensemble. Such an ensemble of algorithms

has the purpose of combining the many different aspects analysed by each of the methods.

The outcomes of the algorithms are combined into a score that represents the importance of

every single feature. Such scoring process allows producing a feature ranking. As a result, the

framework enables the reduction of the features set to only a few comprehensive attributes.

We incorporate semantic technologies when processing natural language to elicit more than

100 features computed directly from the text of Web-resources. After that, we analyse our

features to discover which of these become attributes that permit a clear distinction between

resources suitable for education and those not suitable. The resulting features set is evaluated

performing a binary classification of items in our dataset of more than 2,300 Web-pages ob-

tained from the SeminarsOnly website (http://www.seminarsonly.com), and other sources

identified as relevant for teaching by surveying human instructors. We built such a dataset

labelling the aforementioned educational Web-pages as “relevant for education”. Then, we

labelled as “non-relevant for education” pages crawled from the former DMOZ Web direct-

ory, currently known as Curlie (https://curlie.org), for a total of more than 5,600 labelled

Web-pages.

Our evaluation covers learning with several representatives of the state-of-the-art of clas-

sification algorithms. We then apply Student’s t-test to strengthen the validity of the features

set deduced in this study. The t-test confirms that all the features are essential for achieving

the best accuracy in our filtering task when using any of the classifiers. Then, the frame-

work is evaluated in a filtering task performed on the same dataset, comparing our proposal

on both accuracy and speed against popular algorithms for feature selection and feature re-

duction. In both aspects, our framework outperforms current feature reduction algorithms,

achieving more accurate and faster classification of Web-pages in several scenarios. So, we can

declare our framework suitable to be used in a purpose-driven crawling task. Smart systems

in Technology Enhanced Learning can use our proposal for retrieving an enormous amount

of resources and information ready to be used for educational purposes. For example, recom-

mender systems in Technology Enhanced Learning would benefit from the result of this study

for suggesting educational resources for both building and improving courses, significantly

enhancing the support provided to teachers and students.
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Introduction

The increasing trend of sharing educational resources on the Web has attracted several

contributions from the research community. A specific field of research called Technology

Enhanced Learning gathers researchers about the use of technology for the improvement of

both learning and teaching processes (Drachsler et al., 2015). Since the majority of Technology

Enhanced Learning users retrieve resources online for teaching or learning, it is clear that

the World Wide Web is an established source of educational material. Therefore, it could

be possible to use the Web as a repository for teaching. Regarding the retrieval of online

resources, a big issue is that the Web is a vast and mostly unorganised space. To help users in

finding resources in such a vast area, search engines such as Google crawl the Web regularly for

indexing online content to optimise the retrieval of resources. Presently, the crawling process

of search engines is mostly generic, with no focus on a particular field of application like, for

example, teaching and learning. Hence, the retrieval system may extract some resources that

are not suitable for a specific task, e.g. to be used as teaching material for a course.

As proved in a previous contribution (Lombardi and Marani, 2015a), search engines like

Google and other Web-based recommender systems still struggle in suggesting Web-pages

matching to pedagogical interest. Automatically identifying online content suitable and us-

able for education is one of the most challenging objectives because it requires extraordinary

care. Indeed, an inappropriate recommendation in such field may result in reduced learning

outcomes by students in assignments and exams or, even worse, in teachers building their

courses on incorrect or incomplete foundations. As a result, there is no guarantee that items

retrieved by current search engines are appropriate for educational uses. Studies in Informa-

tion Retrieval (IR) and Technology Enhanced Learning (TEL) have proposed several solutions

to support the teaching and learning needs of instructors and pupils within an enclosed plat-
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form (Grévisse et al., 2018; Limongelli et al., 2015b; Sergis and Sampson, 2015). However,

those research efforts have not yet been able to recommend a reliable tool that can leverage

the potentially infinite amount of pedagogical resources hosted online for helping users during

their educational tasks. As a result, after receiving recommendations from existing search

engines, students and teachers must spend additional time and effort to recognise whether or

not a Web-page is suitable for their teaching needs.

Originality

After an extensive review of the literature (see Chapter 1), we could not find other studies

that applied Semantic Web techniques for discovering Web resources suitable for education.

Moreover, we have seen no evidence of other contributions regarding a Web crawling or

filtering process focused on the extraction of educational resources without a predefined topic.

Therefore, the first objective of this research is to define and implement a solution for exploring

the World Wide Web identifying Web-pages that are reasonable educational material.

Studies in IR proposed different techniques for collecting online resources that have spe-

cific characteristics (Olston and Najork, 2010). Among others, conventional approaches in this

field are focused crawling, used for crawling Web resources about one or more different top-

ics (Chakrabarti et al., 1999), and semantic crawling, where resources are extracted according

to an ontology of terms (Ehrig and Maedche, 2003). However, to the best of our knowledge,

none of the current proposals in the state-of-the-art has paid attention to gathering resources

that can be used for learning or teaching, hence according to their purpose instead of topics

or terms. It would be interesting to propose a crawling of the Web tailored to the educational

field, combining the extensive datasets of search engines with the educational specificity of

e-learning systems. The novel approach for crawling online resources foreseen in this study is

a purpose-driven crawling. Since the Web is an enormous space, we expect that our purpose-

driven methodology for filtering online pages would be able to discover many resources on the

Web that could be used in education. In this way, smart systems in Technology Enhanced

Learning can reuse such educational data to be aware of a broader range of learning resources

and to improve applications like the retrieval and recommendation of educational material.

In recent years, personalisation has improved Web-search by identifying what topics users
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prefer, and some progress has been achieved in deducing the purpose of the search (e.g., the

user is about to book a trip) for tailored advertising (Arora et al., 2017); however, this is a

very different use of recommendation. Instead, we focus here on identifying documents with

a purpose in the sense of being of value for a learning objective. This contribution is built

on the rationale that the classification of textual materials and natural language processing

are strictly related (Forman, 2003). Thus, we propose to involve Natural Language Process

(NLP) methods to analyse the content of Web-pages suitable for inclusion in teaching and

learning environments.

In the field of the Semantic Web, it is common to apply IR from classified Web-pages.

A classifier is an algorithm that exploits attributes defining a set of items to elicit their

characteristics and commonalities. Typically, the goal of a classifier is to assign a class or

“category” to such items, namely a label that identifies clusters of similar elements. The

categorisation of documents is a research problem well-known in IR. For instance, the class of

a document may identify the topics discussed in the text (Qi and Davison, 2009; Schonhofen,

2006). A more specific context for such a challenge is the categorisation of online documents,

that is central to facilitating users’ experience (Kalinov et al., 2010) The rapid expansion of

the Web creates an ever-increasing demand for faster and yet reliable filtering of Web-pages,

according to the information needs of users and aiming to eliminate displaying irrelevant and

harmful content. The classification of Web-pages has attracted scientific attention, especially

when classes are topics (Kenekayoro et al., 2014; Zhu et al., 2016) and in case the page has

to be labelled as relevant for the users or to be avoided (Mohammad et al., 2014). The latter

case is an example of Binary Classification.

The accuracy of the classification is not the only difficulty when applying IR techniques on

the sheer volume of documents hosted online. The Web space is rapidly expanding, and the

demand for quicker and yet accurate filtering of Web-pages (that meet the information needs of

users and eliminate displaying irrelevant content) is ever present. Accessing the most valuable

data as quick as possible raises further research questions about both the trade-off in accuracy

versus the computational time required by a Web-page classifier. Another characteristic of

Web-pages is the multitude of traits (features to be used as independent variables) that may

be used for their description. Not surprisingly, the determination of what attributes about a

Web-page are essential and informative has a massive impact on the velocity of the classifier.
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Moreover, across many documents, several features may be sparse. Therefore, managing

a broad set of features is not always desired, because it brings up the issues associated with

the curse of dimensionality (Baeza-Yates and Ribeiro-Neto, 2008, Page 394). Several studies

focus on handling the typically large number of features of items and examine the balance

between reliability and speed (Cano et al., 2015; Jaderberg et al., 2014; Rastegari et al.,

2016). A multitude of attributes describes each Web-page, and naturally the determination

of what about a Web-page is relevant for classification impacts on the speed of the classifier.

Researchers in IR presented interesting studies focused on handling the typically large number

of features of items. In this direction, there is a variety of methods that can be applied to

most of the existing classification problems for reducing the feature space, namely feature-

selection and feature-reduction algorithms. Many of them rank attributes according to their

usefulness in the classification task, for example analysing the correlation between attributes

of the elements, or even the amount of information carried by a feature. Other methods focus

on discovering redundant attributes that can be removed without losing a significant amount

of accuracy. There are also algorithms that combine the original features and generate a new

set of attributes aiming to improve the accuracy of the categorisation. However, an improper

feature selection may negatively impact even more the performance in real-time classification,

now an essential aspect in many Web-based applications.

The research problem

Most of the users in Technology Enhanced Learning use Google and other generic search

engines when looking for educational resources (Brent et al., 2012). This use of generic search-

engines means that the Web has plenty of resources that are useful for education, but most of

those resources are unknown to the current Technology Enhanced Learning systems. The main

problem is that online resources do not have metadata about the educational contexts where

the material can be delivered. Hence, systems in Technology Enhanced Learning cannot

use such resources, because they need educational metadata not provided by current Web

resources.

The approaches proposed so far in Technology Enhanced Learning have not provided an

organisation of digital material, especially Web-pages and resources, according to an edu-
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cational focus. To identify online resources suitable for education, namely a Web-page or

document that an instructor would include in a course to deliver knowledge about a topic,

or a student would study in order to improve her comprehension and understanding of a di-

dactic subject, is still an open problem. Neither focused nor semantic crawlers are designed

for deducing educational features of Web resources. The former does not take into account

the educational aspects of the resources in the crawling process, so it extracts online resources

about the input arguments, even if those resources are not appropriate for teaching. About the

latter one, the amount of the extracted resources is limited by an ontology of terms of interest,

and obtaining only educational resources is not possible as well since the same terms may be

utilised in both educational and non-educational contents. Al-Khalifa and Davis (2006) found

Linked Data effective for increasing annotation in Learning Objects, but such representation

has not been used for extracting educational metadata of Web resources. Hence, the reusing

of one of those popular techniques would not achieve the goal of this research. Contribu-

tions presented in Section 1.2 tried to provide online educational resources to teachers and

students gathering Learning Objects in repositories, exploiting their metadata for describing

some educational and semantic characteristics of a resource. However, there are issues in

the metadata annotation process, as described by Palavitsinis et al. (2014). Because humans

perform such annotation, the article shows that the majority of Learning Object metadata

suffer from weak completeness and human errors. Another issue of Learning Object metadata

is the absence of a unique and widely adopted standard. In this regard, the IEEE Learning

Object Metadata schema is the most popular one, but very often the research community

does not use it as it is, as reported by Bozo et al. (2010) which exposed the lack of current

metadata standards in describing educational traits of resources. As a result, a significant

trend in Technology Enhanced Learning contributions is to modify the metadata definition,

providing new features and replacing the original ones (Alharbi, 2012; Drachsler et al., 2015;

Verbert et al., 2012). Other studies focused on improving the Learning Object metadata

applying Semantic Web methods (Al-Khalifa and Davis, 2006; Dietze et al., 2012; Gašević

et al., 2004; Krieger, 2015; Kurilovas et al., 2014; Mohan and Brooks, 2003). In addition,

some contributions (D’Aquin, 2012a,b; Dietze et al., 2013; Vega-Gorgojo et al., 2015; Zablith,

2015) exploit Linked Data for improving the quality and completeness of their metadata, ana-

lysing the content of Learning Objects. However, such contributions are built using resources
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already filtered as suitable for pedagogical uses, and in some cases also annotated, by human

users.

The proposal

This thesis proposes a purpose-driven filtering approach, which can identify potential edu-

cational resources, not just a Web-page about a topic or containing specific terms, according

to some educational features. Indeed, for designing a new way to extract Web-pages tailored

to pedagogical purposes, we strongly believe it is fundamental to identify which online re-

sources could be useful for teaching and learning. Our primary motivation is to improve the

support offered by Technology Enhanced Learning systems to learners and educators dur-

ing their educational tasks, providing straightforward access to a huge dataset of potential

educational resources extracted from the World Wide Web.

To overcome limits and issues presented in the previous section, this research proposes

a technique for deducing textual and semantic patterns shared among potential educational

online resources. While the textual, or syntactical, information derives from the terminology

and writing style used by the author of a textual content, the semantic ones can be deduced

by analysing the structure of a Web-page. After such analysis, a Web-page is described by

groups of entities. Those entities are exploited for extracting the semantic features from

the page itself. Common attributes in educational resources are deduced by designing a

framework for Feature Selection (FS), where several state-of-the-art algorithms are involved

in an ensemble. Such group of algorithms has the purpose of combining the many different

aspects analysed by each of the methods. The outcomes of the algorithms are combined

into a score we called Rank Score (Estivill-Castro et al., 2018), representing the importance

of every single feature. After such ranking of the features, one can select only the most

important ones. For instance, choosing only attributes with importance higher than 80% of

the maximum Rank Score, we would expect to obtain at least such percentage of accuracy in

filtering Web-pages. However, as presented in Chapter 4, it is necessary to find a balance when

trying to maximise performances in classification, otherwise we risk to over-fit the algorithm

to the specific dataset. The same chapter presents the null hypothesis and the two alternative

ones verified in this work using the paired Student’s T statistical testing. There are two
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alternative hypotheses because two are the baseline algorithms involved in the evaluation

process, namely Principal Component Analysis (PCA) and Support Vector Machines (SVM).

The list of hypotheses is the following:

• h0 : the null hypothesis is that there is no evidence that the features set resulting from

our research influences the precision of a classifier alternative h1.

• hPCA
1 : when considering all features instead of the features by PCA, a classifier achieves

higher precision.

• hSVM
1 : when considering all features instead of the features by SVM, a classifier achieves

higher precision.

We report our exploration of the content of more than 2,300 Web-pages obtained from

the SeminarsOnly website1, and other sources identified as relevant for teaching by surveying

human instructors (Marani, 2018). We incorporate semantic technologies when processing

natural language to elicit more than 130 features computed directly from the text of online

resources. Then, we analyse our features to discover which of these become attributes that

permit a clear distinction between resources suitable for education and those not suitable. The

resulting features set is evaluated performing a binary classification of items in our dataset.

We built such dataset labelling the aforementioned educational Web-pages as “relevant for

education”. Then, we labelled as “non-relevant for education” pages crawled from the former

DMOZ Web directory, currently known as Curlie2.

Evaluation

Our evaluation covers learning with several representatives of the state-of-the-art classific-

ation algorithms. We then apply Student’s t-test to strengthen the validity of our features set.

In particular, we tested the accuracy distribution across the results of a 30-fold cross valida-

tion when using all the selected traits, and when reducing the feature space utilising Principal

Component Analysis (PCA) and Support Vector Machine (SVM). The t-test confirms that all

the features are essential for achieving the best accuracy in our filtering task when using any

1http://www.seminarsonly.com/
2https://curlie.org/
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of the classifiers. We tested our framework in a filtering task performed on a dataset of more

than 5,600 Web-pages labelled as relevant for education or not (the data holds ground-truth

by human educators identifying those Web-pages holding learning objects suitable for edu-

cation). We compared our proposal on both accuracy and speed against popular algorithms

for feature selection and feature reduction, namely PCA and SVM. Also, we trial Recursive

Feature Elimination (RFE) as a baseline, but we found that the time required for computing

the reduced set of attributes was too high compared to other proposals and for a real-time

usage in general. In both accuracy and velocity, our results demonstrate that the proposed

methodology framework outperforms current feature reduction algorithms, achieving the most

balanced classification of Web-pages in several scenarios.

After the evaluation process, we can declare our framework suitable for a purpose-driven

crawling. Our proposal can be used by smart systems in Technology Enhanced Learning for

retrieving resources and information ready to i) be parsed according to the desired metadata

standard, and ii) be added to existent Learning Object Repositories. After that, recommender

systems in Technology Enhanced Learning can benefit from the result of this study for sug-

gesting educational resources for both building and improving courses, significantly enhancing

the automatic support provided to teachers and students and, thus, minimising their human

effort.
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Chapter 1

Literature Review

The purpose of this review is to gain an understanding of what can be the starting point for

developing our project. We retrieved related contributions from bibliography sources such as

Google Scholar1, Scopus2, ScienceDirect3 and DBLP4 among others. We started from Google

Scholar, where many other digital libraries such as ACM Digital Library5, IEEE Xplore6

and Springer7 are indexed. We selected reports on research by judging i) the pertinence to

the research topic, ii) the ranking of the journal or conference where the article has been

presented, and iii) the year of publication. We report on studies mostly from the last decade,

except for some earlier contributions about well-known and popular techniques.

Recall we aim to identify online resources that are potentially useful for educational usages.

So, one of the goals is the discovering of characteristics that an unstructured Web resource

should have for being used in educational contexts. In order to build a dataset of educational

online resources, we investigate the state-of-the-art about popular crawling techniques. After

that, we present the Educational Web, namely Web-sites and platforms that are recognised as

hosting educational resources. We aim to check whether or not it is possible to leverage such

resources to gather information on how an educational Web-page is structured, and then reuse

such information for guiding our research. We report related work focusing the attention on

1https://scholar.google.com.au
2http://www.scopus.com
3http://www.sciencedirect.com
4http://dblp.uni-trier.de
5http://dl.acm.org
6http://ieeexplore.ieee.org
7http://www.springer.com/gp/
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the feature selection and extraction processes presented by the research community, in order

to discover what features identify a resource with educational content. Moreover, we aim to

understand how to explore the content of a Web-page for deducing where it is possible to

find attributes useful for describing a pattern about its purpose. During the review process,

we found differences between resources already hosted on educational platforms and Web-

pages in general. The main difference is that resources in TEL systems are often described

by metadata: the combination of a resource and its metadata makes the material a Learning

Object, and metadata annotators can follow one or more recognised standards. Standards

such as IEEE Learning Object Metadata schema and Dublin Core are widely accepted by

the research community as correct ways for representing educational information about a

resource in a TEL system. However, the majority of the generic Web-pages hosted online do

not have metadata, which complicates the identification of their purpose; that is the reason

why we focused our research on how to discover a potential educational resource from its

content and structure, without relying on eventual metadata. Finally, we present the group

of features deduced from current Technology Enhanced Learning literature and Learning

Object metadata standards, and how we expect to elicit features from generic online resources.

With this study of the state of progress, we aimed to explore the main topics around Web

resources already used in education and potential ones, and also the filtering and selection

processes developed so far for crawling online resources.

1.1 Web crawling

Web crawling is defined as the process for bulk downloading online resources (Olston and

Najork, 2010). The exploration of the immense Web space is handled with an algorithm

called a crawling algorithm, which is part of a software named a crawler, robot or spider. The

crawling algorithm starts the navigation of the entire Web space from a group of predefined

URLs (Uniform Resource Locators) called seeds. At the beginning, the seed Web-pages are

visited. During the visiting phase, the content of the page is downloaded and analysed for

extracting information. In particular, depending on the specific objective of the system,

the algorithm analyses the page looking for some specific pieces of information. Then, the

outgoing links of the page are collected in a list called frontier. URLs contained into the

26



frontier are then visited and removed from the list, while their external links are registered

in the frontier. Following and repeating those steps until the frontier is empty, the crawler

can ideally browse all the online pages. When the last added link is the first to be visited,

the crawler follows a depth-first search (Cormen et al., 2009), while if the last link is sent to

the bottom of the queue the search is called breath-first-search (Lee, 1961). Of course, the

actual percentage of visited Web space depends on various factors, such as the quality of the

seeds. Quality seeds have a high number of outgoing links towards as many different URLs

as possible. For example, when a web-site is well-structured, from its home-page it is possible

to follow the links as a path for visiting all the other Web-pages in the same Web domain. In

this case, the home-page is a good seed for that domain.

The idea behind the crawling algorithm is simple, but the systems that retrieve online

content faces the following challenges (Olston and Najork, 2010):

• Size of the Web The Web is continually growing, and even big online companies

struggle to index a significant part of it.

• Link exploration policies Due to its vastness and continuous expansion, the Web

cannot be entirely visited. Hence, crawlers should perform their exploration in a se-

lective and controlled way. Policies must be established for exploring only links that

comply with specific requirements, trying to avoid low-quality, redundant, irrelevant

and malicious content without losing value URLs.

• Web-sites restrictions Most of the servers could mistake a high-impact crawling ac-

tion for a denial-of-service attack, and then block the connection to their data for a

certain amount of time.

• Useless or misleading content Some web-sites are against the crawling of their data,

e.g. for economic reasons. In this case, their Web content could be corrupted with

useless information or, in the worst case, with malicious redirection towards commercial

web-sites.

A number of interesting approaches for developing Web crawling algorithms have been

presented. In the following section, the approaches analysed and reported are i) generic

Web crawling, ii) focused crawling, and iii) semantic crawling. Afterwards, we present some
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considerations about their relatedness to the thesis and the current gap in the literature

around Web crawling.

1.1.1 Popular crawling approaches

The generic Web crawling algorithm follows the process stated by Olston and Najork

(2010) previously presented. It is typically used for gathering as many Web-pages as possible,

without any consideration about their content. However, for more specific applications there

are proposals of smarter crawling algorithms, mostly refinements of the generic one.

In this context, the focused crawling approach is defined as a selective seeking of Web-

pages that are relevant to a pre-defined set of topics (Chakrabarti et al., 1999). The goal is to

crawl only regions of the Web that can lead to relevant pages, escaping those areas which are

not important for the set of topics, reducing the hardware and network usage as well as the

overall execution time. In the first proposal by Chakrabarti et al., the topics of interest are

deduced from the analysis of exemplary documents. More recently, further studies propose

to deduce topics directly from Web-pages selected by the user (Batsakis et al., 2009), or from

an ontology of terms (Bedi et al., 2013; Luong et al., 2009). Other contributions suggest to

estimating the relevance of a Web-page before visiting it. Such an estimate is often performed

considering information coming from i) the URL, ii) the parent page, and iii) sibling pages,

namely other pages that are linked by the parent one (Meusel et al., 2014). Another refinement

to the focused crawling is the computation of a score for each candidate page. In this way, the

crawler can quickly find relevant pages following the links with higher scores (Meusel et al.,

2014).

The third popular crawling approach is semantic crawling. This kind of crawler aims to

discover Web-pages that have particular semantic characteristics. Originally, it was based on

an ontology of terms which represents the knowledge that the user is interested in (Ehrig and

Maedche, 2003). Such ontology is defined directly by users or from textual documents. Since

both options involve natural language analysis, prior to starting the crawling the algorithms

based on such approaches should perform a word sense disambiguation (Di Pietro et al., 2014).

Such analysis is mostly based on the retrieval of synonyms from the WordNet ontology8 or

other dictionaries. Recently, Tsikrika et al. (2015) proposed to apply semantic crawling for

8http://wordnet-rdf.princeton.edu/
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discovering Web resources about specific domains, in their case environment and forecasting.

The authors suggest setting up a preliminary phase for computing a set of words related to

the domain. They use topic directories such as the Open Directory Project9 for retrieving

those words, instead of dictionaries.

1.1.2 Current gap in the crawling literature

Among the popular crawling approaches, the semantic crawling seems the most interesting

for the objectives of the research project. However, there is still a gap in current approaches

because they are focused on topics and domains, but not on the context of usage, or purpose,

of Web resources. If we were to pursue the goal of our research using only current methods,

we would gather all the existent topics or domains in education, and then use a semantic or

focused crawler to retrieve resources about all of them. Such an extensive and comprehensive

list of topics cannot be compiled, so that approach is not feasible. Moreover, it could retrieve

resources that may be suitable for any purpose, not only pedagogical ones. On the contrary,

the problem addressed in this research is to propose an original purpose-driven approach,

able to identify Web resources that could potentially be used as educational material, with no

restrictions on particular domains or topics. Information about the content of the resource

will be fundamental during the features extraction process; we will describe in Chapter 2 this

crucial role. Exploiting the purpose-driven approach, we expect to fulfil the current gap in the

crawling literature and unveil currently unclassified Web resources for education, overcoming

the current limit of topic specificity.

1.2 Panorama of the Educational Web

This section describes current popular websites and platforms regarding the educational

field. We refer to this part of the Web as the Educational Web. When we started our research,

the most important group of web-sites was formed by Massive Open Online Courses (MOOCs)

platforms and Learning Object Repositories, because all their resources were actually designed

to be delivered in real educational contexts. Still today, Coursera10 (developed by Stanford

9http://www.dmoz.org/
10https://www.coursera.org
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University) remains a very popular platform that hosts MOOCs (Kay et al., 2013), The courses

in Coursera are offered by real universities and anyone can access them. Drachsler et al. (2015)

show that researchers in Technology Enhanced Learning consider MOOCs as a source of data

about the usage of educational resources among learners, e.g. for improving the recommend-

ation process utilising students’ preferences. Thus, we believe we can benefit from Massive

Open Online Course data about teaching resources, especially their characteristics and how

the instructors arrange them in their courses. At the time of writing, more than 130 univer-

sities share courses on Coursera, with a total of around 1,800 hosted courses. There are also

several worldwide Learning Object Repositories, where the most popular among Technology

Enhanced Learning users is MERLOT11 (Brent et al., 2012), but others, such as Connexions12

and ARIADNE13 are used for testing retrieval systems for Learning Objects (Limongelli et al.,

2015b) and for comparing the performance of systems based on them (Lombardi and Marani,

2015a). The main issue of using Learning Object Repositories is that there are different stand-

ards for metadata definition, such as the IEEE Learning Object Metadata schema14, Dublin

Core15, and ADL SCORM16. Each schema is different in the pieces of educational informa-

tion contained, so the information coming from diverse repositories is not always described

in the same manner. The completeness of the metadata is another problem when considering

Learning Objects. For supporting teachers in designing their courses, Grévisse et al. (2018)

explored an alternative approach in their proposal called SoLeMiO, allowing concept recogni-

tion during the authoring of pedagogical material by the educator and also integration with

other resources coming from the open corpus used in their research.

According to Brent et al. (2012), other places on the World Wide Web where Technology

Enhanced Learning users look for educational resources are YouTube17 and Wikipedia18. In

YouTube, there are many video resources organised in specific channels according to their

purpose. In addition, videos can be ordered by authors in playlists. The Youtube category

named “Education” and its channels, such as Science and Mathematics, may contain video

11http://www.merlot.org/
12http://cnx.org/
13http://www.ariadne-eu.org/
14IEEE 1484.12.1-2002, IEEE standard for learning object metadata
15http://dublincore.org/documents/dces/
16http://www.adlnet.gov/scorm/scorm-2004-4th/
17https://www.youtube.com/
18https://www.wikipedia.org/
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resources of interest for our research. Those channels and playlists can be used for extracting

educational video resources (Duncan et al., 2013). Furthermore, we expect to gather valuable

information also from the sequence of the videos in playlists, that are equivalent to the struc-

ture of a course. On the other hand, Wikipedia is an online encyclopedia containing textual

articles about many subjects in different languages. The English version of Wikipedia consists

of more than 5 million articles, and each of them is about a specific topic. However, we must

consider that each subject has one and only one Web resource available. So, it is not possible

to use Wikipedia for retrieving different Web-pages about a single subject. The main benefit

of Wikipedia is its hierarchical structure, where it is possible to find relationships among art-

icles. At the top there are the portals, containing sub-portals and categories. Each category

hosts other sub-categories and pages, where a page is a link to a specific article. The analysis

of Wikipedia has attracted some interesting contributions (Gasparetti et al., 2015; Lehmann

et al., 2014; Limongelli et al., 2015a), showing the presence of valuable knowledge in this web-

site. In addition, that structure is exploited by tools such as Dandelion API19 for extracting

semantic entities, performing sentiment analysis, and other data analysis. Semantic entities

are crucial for this research. Indeed, they are parts of a text (one or more words) which are

connected to an entry of DBpedia20, the semantic representation of Wikipedia. In this work,

we leverage Dandelion to extract the entities in a text and consider them as the semantic

representation for that Web resource.

An example of a web-site that contains educational Web-pages is SeminarsOnly21, a portal

that gathers material for teaching topics such as Computer Science, Electronics, Mechanical,

Electrical and Biomedical engineering among other subjects. For the scope of this research,

an important detail is that Web-pages coming from this source present information as in a

generic web-site, hence, we can analyse their pattern and reuse it for filtering any kind of Web-

page, not only Learning Objects associated with their metadata. We present such analysis in

Chapter 3.

19https://dandelion.eu
20http://wiki.dbpedia.org/
21https://www.seminarsonly.com/
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1.2.1 The importance for the work

In the early stage of the research, for deducing the educational suitability of a Web-page

we explored mostly resources hosted in MOOC platforms and Learning Object Repositories,

because they are well known sources of material useful in teaching and learning environments.

However, our final goal is to present a universal approach able to discover potential pedago-

gical resources among generic Web-pages, where metadata are not always available. Also,

metadata standards use many high-level features, like educational level, prerequisites, diffi-

culty and interactivity type. Some others, however, can still be transposed into the domain

of generic Web-pages. Indeed, an online page often has a title and it is possible to compute

the length of its text. Also, the set of topics covered in a page can be extracted using, for

example, the Dandelion API tool. Another feature exposed by metadata is the semantic dens-

ity, that is computed according to the number of concepts composing the resource. Again,

the Dandelion API is able to extract the concepts (in fact, they are a particular type of se-

mantic entity). Therefore, analysing metadata standards has been helpful for detecting traits

of possible patterns in the structure of educational resources, even when they are generic

Web-pages. This analysis is important for building an effective educational classifier of Web

resources. Having such classifier is fundamental when crawling online documents and pages,

where we expect to have less information than in educational-oriented environments, such as

the aforementioned Massive Open Online Course platforms, and consequently the recognition

of material potentially useful in education is expected to be more difficult.

1.3 Educational features from related works

After presenting the most popular crawling techniques and describing the Educational Web

space, in this section a critical analysis of the literature about the selection and extraction of

educational data from Web resources is reported. In general, such resources are unstructured

and do not contain explicit information about their suitability as teaching material and the

educational context where they can be delivered. With such analysis, we expect to provide

insights on current methods that have proved effective in exploiting such information, and

also to present the issues about this research task. Then, we discuss the advantages and

drawbacks of the emerging trend of Linked Data representation for educational resources. In
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conclusion of this chapter, we present the set of features that are popular in literature for

describing educational traits of Web resources.

1.3.1 Existent features

This part of the review aims to identify the features that other research contributions

consider important when depicting educational characteristics of Web resources. Two inter-

esting contributions in this scope are Krieger (2015) and Krieger et al. (2015). In particular,

the former is a proposal for automatically building Learning Objects using unstructured Web

resources, while the latter is on the creation of a semantic fingerprint for Web documents,

namely a graph that describes topics contained in a resource and their relationships. Both

studies use Linked Data for the generation of the semantic fingerprint of the resource. The

authors expect to reuse such fingerprint when comparing documents from a semantic point of

view but, at the moment, additional information is necessary for annotating features which

are not directly stated in the resource, like its difficulty (Krieger et al., 2015). In addition,

in the work of Krieger (2015), we found some features that are considered useful for de-

scribing a teaching resource. More specifically, the author declares that the Learning Object

Metadata fields interactivity type, learning resource type, semantic density and description of

a resource are important to be deduced for building an entity, called Linked Learning Item,

which represents the resource itself. According to the author, this type of entity can easily

be reused by Linked Data applications. Although those are preliminary studies, they give

us some suggestions for the first phase of our research. However, there is a gap in how to

filter a Web-page according to its suitability for education. Indeed, Krieger (2015) applies

the proposed technique to pages manually filtered, whilst our research aims to propose an

automatic educational filtering of the Web-pages.

The research community on Linked Data has produced many contributions on the im-

provement of data quality and completeness in already existent Learning Objects. Exploiting

the educational features extracted by Linked Data techniques, we expect to understand what

characteristics of Learning Object metadata are of interest to the research community. The

necessity of a more detailed structure of Learning Objects in order to facilitate their reuse

has been brought to the attention of the research community by Mohan and Brooks (2003)
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and Gašević et al. (2004). In particular, the former contribution is on the benefit that se-

mantic ontologies can provide to the Learning Object for improving the discovery and building

processes. Especially, in that paper, the authors declare that such ontologies are necessary

for enriching the metadata with elements that are not supported in current standards like

the IEEE Learning Object Metadata schema. As an example, an ontology of concepts in a

domain is used for representing the knowledge around the relations of a Learning Object with

other concepts in a particular subject, like computer science or history. An ontology like that

can then be reused by a teaching agent that is able to compare the structure of a course with

the Learning Object, and then make reason based on how they are related. Considering, for

example, how similar the ontology of the course and the one associated with the Learning Ob-

ject are, the agent should be able to decide if that Learning Object is appropriate to be used

in the course or not. Other kinds of ontologies stated in Mohan and Brooks (2003) are about

teaching and learning strategies, and the physical structure of the Learning Object. The first

kind describes the techniques that should be used to facilitate the Learning Object assimil-

ation. From the authors’ point of view, such ontology should be useful for personalising the

recommendation of Learning Objects to students taking into account their learning prefer-

ences. The other kind of ontology is related to how a Learning Object should be rendered in

different systems, which is not in the scope of our research. It is important to notice that the

knowledge declared as necessary from Mohan and Brooks (2003) is similar to the one that we

aim to discover on the Web. In addition, our research is towards the extraction of teaching

knowledge from any kind of Web resource that could be used for educational purposes, so we

will consider current Learning Objects as well.

Gašević et al. (2004) report that an effective reuse of a Learning Object in different edu-

cational contexts cannot be achieved through only the provision of ontology-based metadata.

Especially when using pedagogical agents for performing intelligent decisions, an ontology

that describes the content of the Learning Object must be provided. The authors justify

this decision because a Learning Object that has a semantic organisation has more chance

to be effectively reused in different contexts. In particular, an intelligent system could reuse

a Learning Object for other subjects, and even render it in different ways, e.g. according

to the student preferences. For describing the semantic of a resource content, the authors

suggest using ontology-based annotations or pointers to appropriate ontologies. In this way,
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machines are able to classify the content of a resource, achieving a better resource reusability.

In addition, the authors propose to perform the resource content analysis in the background of

teachers’ activities, through an automatic extraction of information from Web resources used

in their courses. Although our research is not focused on providing an ontology of the resource

content, we can still make use of positive suggestions from Gašević et al. (2004). For example,

the fact that feature extraction should be an automatic process where users are not involved,

in order to minimise possible human errors. In any case, we agree with Gašević et al. (2004)

on the fact that Web resources description, and in particular Learning Objects metadata,

should be expanded for considering semantic information. This information is essential both

for a wider description of the resource and for a more effective reusability of the Web resource

in different educational contexts.

1.3.2 Computed features

To the best of our knowledge, the state-of-the-art does not provide a ready-to-use solu-

tion for extracting educational features from Web resources. Hence, for the objectives of our

research it is important to identify what educational characteristics are considered important

in related contributions. After that, it is possible to understand what findings in the Tech-

nology Enhanced Learning literature may be reused in this research and which improvements

should be performed. In fact, this part of the project is fundamental to the future of the

entire research, because we must be sure that the extracted teaching information describes

the resource with a high grade of precision. One of the works related to this phase of the

research work is the study of Atkinson et al. (2013). This contribution proposes a framework

called ContentCompass for crawling Web resources according to a user query. Although that

study uses focused crawling restricting the mining to a domain given as input, it shows the

feasibility of the crawling task when Web resources are involved. In addition, it addresses

two main objects: semantic indexing of resources and metadata extraction. With regard to

semantic indexing, focused crawling is the mining technique here utilised with some refine-

ments related to the usage of synonyms for expanding the user query and the computation of

a semantic priority, in order to determine which Web-pages may handle topics similar to the

one provided as input, namely what links the algorithm should visit with higher priority. Such
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refinements to focused crawling are appealing, but they are applicable only when there is a

topic in input. Indeed, the authors show that semantic priority should be computed between

two lists of words, one for the input topic and the other one for the terms contained in the

candidate Web-page, eventually expanded with synonyms. Instead, the scope of this thesis

is crawling the Web without considering a specific topic, or a set of topics. For the scope

of our research, we exploit the methodology for extracting educational metadata from Web

resources proposed by Atkinson et al. (2013), especially the following steps for extracting and

representing features of a text document, namely the key terms of a Web-page:

• Create a token for each term contained in the current Web-page.

• Count the occurrences of the tokens in the page and update a global counting matrix,

where for each page there is a row and for each term in every visited page there is a

column.

• Normalise and weight with diminishing importance the tokens that occur in the majority

of the retrieved pages.

After that, Web-pages are considered as vectors of terms, following the Vector Space Model rep-

resentation (Salton et al., 1975). Each term is also weighted according to its significance for

the topic, computing the TF-IDF score (i.e., the product of the term frequency and the inverse

document frequency) (Ramos et al., 2003). This means that similarity among Web-pages can

be computed using measures common in the field of Information Retrieval (Grossman and

Frieder, 2004, Section 2.1.1) (using the vector model (Manning et al., 2008, Page 111), a fre-

quent choice is the cosine similarity (Baeza-Yates and Ribeiro-Neto, 2008, Page 70)). Again,

the input topic is necessary for an effective computation of such weighted vectors, but in our

work we expect to perform a crawling of Web resources without using predefined topics. How-

ever, keywords extraction and vector representation of Web-pages are important arguments

for our project because educational features such as the topics should be deduced using the

content of a Web-page. As reported by Baldi et al. (2003), also other classifiers represent

textual documents in such manner.

Wojtinnek et al. (2012) have presented another important contribution on the extraction

of educational features. In their contribution, the authors propose a framework for analysing
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textual resources, where a substantial part of them are gathered from the English version

of Wikipedia. Although the focus of that paper is on building semantic networks using the

information collected from texts, it is still interesting for our research that Wikipedia is used

as a source of knowledge and how extracting features from its Web-pages can be achieved.

Furthermore, that contribution demonstrates that considering large corpora of documents

(such as Wikipedia) and organising them in a data structure, it is possible to provide a

wider set of information than using only text-based approaches like the ones based on the

WordNet ontology. This means that Natural Language Processing tasks like Word Sense

Disambiguation can be performed more effectively when a huge amount of information is

considered, but a structure for indexing such information is fundamental to achieving a high

performance. About the techniques for feature extraction, Wojtinnek et al. (2012) analysed

Wikipedia articles in two phases: the first one is about the extraction of relevant text (first

sentences, first paragraphs or the whole page), while the second one regards the conversion of

the text in a semantic network using the ASKNet tool (Harrington and Clark, 2008), which

is based on Natural Language Processing tools and a spreading activation algorithm. In

particular, this network is formed by a number of concepts that are i) the article itself, and

ii) the links to other Wikipedia pages contained in the article. Then, the connections in the

network are created using such links. For our research, it is important to know that in this

step the created concepts are identified by the article name, and also the text of the token

(namely, the exact text used in the article for referring to another page in Wikipedia). As an

example, if the article bank (geography) has been referred to undersea bank in a page, then

the concept name is bank (geography) and the token is undersea bank. This is also useful for

disambiguation purposes, because the same token can be associated with more than an article,

and different articles should not be identified with the same token. In addition, Wikipedia

itself provides lists of alternative terms for an article name, in their disambiguation pages.

Also the Linked Data research community has produced some interesting contributions

focused on the extraction of features from Web resources. In this scope, Augenstein et al.

(2012) propose an approach for the identification of named entities in unstructured texts,

with the final aim of building a Resource Description Framework (RDF) representation of

the document. Such kind of representation is formed by the triple subject - predicate - ob-

ject and depicts the semantic relation (predicate) between two entities (subject and object).
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Each entity is linked to a source of information that is useful for describing the entity itself,

such as DBpedia or WordNet. In this way, data about an entity can be retrieved from inde-

pendent sources of online information and then it is not necessary to manually annotate each

entity. Similarly to Wojtinnek et al. (2012), the authors combine current Natural Language

Processing tools for building a data structure able to represent the knowledge around a Web

resource. Among those tools, it is possible to find an interesting system for Named Entity

Recognition called Wikifier (Milne and Witten, 2008) and a Word Sense Disambiguation tool

named UKB (Agirre et al., 2009). In particular, Wikifier is capable of analysing a text for

finding the terms that have an article on Wikipedia. Using this tool, the semantic entities

contained in a text are discovered and then used for building the RDF representation of the

document. Then, the Word Sense Disambiguation task performed by UKB is used for deciding

which definition on WordNet or DBpedia is the most appropriate for each entity previously

retrieved by Wikifier. An important insight from this work is that Word Sense Disambigu-

ation is fundamental when dealing with documents or Web resources, especially for building

a data structure that is effective in representing the knowledge around the resource.

Dong and Hussain (2014) present a novel framework called Self-Adaptive Semantic Focused

(SASF) crawler. The purpose of such crawler is to search the Web for an efficient discovery,

formatting and indexing of information about the Mining Industry services. Regardless of the

particular field of application of that crawler, which is not in education, according to Dong

and Hussain (2014) three major issues have to be considered when looking for information on

unstructured Web data: heterogeneity, ubiquity, and ambiguity. Those issues can be described

in the following way for the Mining Services Advertisement domain:

• Heterogeneity is about the fact that there is not an agreed schema available for clas-

sifying service advertisements over the Web.

• Ubiquity regards the registration of service advertisements through many registries

distributed all over the Web.

• Ambiguity is defined as the embedding of data about service advertising in a vast

amount of other information on the Web, described in natural language and in a format

that varies from a Web-page to another.
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Since it is possible to generalise such definitions for Web resources about education, the crawler

presented by Dong and Hussain (2014) is of interest for our research. The authors suggest to

combine ontologies and learning models in order to solve limitations found in other popular

crawling proposals, which are based on an Artificial Neural Network (Zheng et al., 2008) or

follow a probabilistic approach (Su et al., 2005). Such limitations include dealing with the

entire Web space, where information i) changes very frequently, and ii) is mostly unstructured.

The starting point of the SASF crawler is formed by two knowledge bases, namely a Mining

Service Ontology Base and a Mining Service Metadata Base. Both knowledge bases are

produced restricting the terms of the already existent Service Ontology Base and Service

Metadata Base to the Mining Industry domain. It is worth to specify that the metadata used

here are specifically designed for the Mining Industry services and comprise i) mining service

provider metadata, and ii) mining service metadata. The former has information about the

providers, including an introduction, address and contact information among others. The

latter contains the texts used for describing the characteristics of an actual service as they are

extracted from a Web-page by the SASF crawler. In addition, there are URLs of other mining

service concepts of interest that are already in the system. Then, mining service metadata

is associated with the relevant mining service provider metadata for describing the fact that

a specific service is offered by a certain provider. After the definition of such knowledge

bases, the article presents the overall process performed by SASF crawler on each retrieved

Web-page. This process is divided into different steps, where the following are of interest:

• Pre-processing consists of a number of Natural Language Processing techniques for ex-

tracting tokens, filtering nonsense words, stemming and searching for synonyms, mostly

performed using WordNet.

• Crawling for downloading a number of Web-pages at the beginning to be used for

statistical data analysis.

• Extraction where data are gathered from the Web-pages and combined in order to

produce a metadata which describes such pages. This new metadata is then added

to the knowledge base. In this way, the number of structures known by the system

increments, achieving the desired learning process.
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Dong and Hussain (2014) also report the performance evaluation of the SASF crawling al-

gorithm, comparing the system with the other crawlers from Zheng et al. (2008) and Su et al.

(2005). In order to produce the comparison, the subject systems are evaluated after a training

phase using data from the Kompass website (a global business search engine). Then, the test

is performed crawling Web-pages from the Yellowpages worldwide business directory. The

precision and recall measures are computed only for the SASF and the probabilistic crawlers

because the Neural Network solution is not designed for classification purposes. Overall, the

precision of SASF is around 30%, while the probabilistic model achieves a precision just above

13%. The recall recorded for SASF is nearly 66% and the same measure for the probabilistic

crawler has a value lower than 10%. It is possible to notice a benefit from the SASF crawling

approach compared to the probabilistic model, especially because SASF is able to learn new

metadata structures. Although the recall value of SASF is quite good, the precision of such

crawler is unsatisfactory if compared to a “lucky guess” where the expected precision is at

least 50%. This means that implementing an effective learning approach in Web crawling

can improve the overall effectiveness of current systems like SASF, but it is not sufficient for

achieving an overwhelming performance.

1.3.3 Representing Web resources with Linked Data

Throughout the last decade, Linked Data has emerged as the most popular approach

for describing Learning Objects, and generally Web resources. Al-Khalifa and Davis (2006)

present the evolution from standard metadata to semantic metadata, including the main

advantages of this change. According to the authors, the improvements given by semantic

metadata are:

• Machine Processable Metadata: semantic metadata are basically ontologies, so

machines can read, understand and process them.

• Flexibility and Extensibility: standard metadata are fixed texts, but semantic ones

can be enhanced over time by changing the referred ontology. It is even possible to mix

different ontologies.

• Reasoning: the semantic metadata structure is formally expressed, so it is possible to
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define reasoning rules and derive new relations among the entities, exploiting the use of

semantic search tools.

• Interoperability: standard metadata already promotes interoperability, but semantic

ones support also ontologies that are partially agreed, permitting an easier interopera-

tion of different systems.

As reported by Dietze et al. (2013), online there are now plenty of datasets and tools

both for educational and scientific purposes that contain Linked Data. In particular, the

authors estimated that more than a million of the Learning Objects that are currently shared

are described through Linked Data. The majority of them are offered online by several uni-

versities around the world under the name of Open Educational Resources. An example of

an institution that applies Linked Data technologies is presented by D’Aquin (2012b). In

that paper, the author depicts the Open University’s Linked Data platform22, an open-access

system that aims to expose the public information of such a university through a Linked

Data representation. Among other information, learning materials described as Open Educa-

tional Resources are shared. This is now very common among universities and institutions,

and there are even common platforms where Open Educational Resources can be made pub-

licly available23. We expect that Open Educational Resources repositories can be of interest

for our research because they are a valuable source of Web resources already known as suit-

able for teaching purposes and also described by semantic information. However, there is a

diversity in standards for resources description, so existing repositories of Open Educational

Resources differ on their data schemas and even the vocabularies are not always the same,

i.e. the same feature could be indicated using different names.

According to Vega-Gorgojo et al. (2015), the Linked Data approach introduces a change

in the data management. In particular, a strict control over the data cannot be performed,

because sources of knowledge for Linked Data, e.g. RDF ontologies, are not controlled by

the single user, but by a worldwide community. Therefore, other parameters are involved

such as the quality assurance of datasets and the data provenance, as well as privacy and

licensing policies. This means that Linked Data should be carefully analysed before public-

ation, otherwise the overall quality of the dataset may decrease leading to poor or incorrect

22http://data.open.ac.uk
23https://www.oercommons.org/
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search results. Vega-Gorgojo et al. (2015) report another drawback introduced by Linked

Data, which is the fragmentation of the educational-data Web due to the adoption of many

different vocabularies. We expect that our research will face the same challenge when looking

for Web resources that may be suitable for teaching. This expectation is supported by the

fact that there are many different terms for expressing the same information, and our crawling

technique should correctly recognise them for an effective extraction of educational features.

In this context, we can benefit from an existing tool for identifying synonyms appropriate

for a domain (Lombardi and Marani, 2015b). Thus, it is possible to expand the vocabulary

used by our system for including other important terms with the same semantic meaning,

anticipating a more comprehensive understanding of alternative names for the features that

we aim to extract. On the other hand, we do not aim to build a Linked Data ontology, hence

vocabularies and existing ontologies in Linked Data are not part of our study.

1.3.4 Educational features in literature
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Feature Description Source Comments

Title The name of the resource IEEE LOM, Dublin Core,
Wojtinnek et al. (2012)

URL The location of the resource on IEEE LOM
the Web

Subject The main argument of the resource Dublin Core, In IEEE LOM, the subject
Atkinson et al. (2013) is the Title feature

Keywords Set of topics covered by the IEEE LOM, In Dublin Core, keywords are
resource Atkinson et al. (2013) part of the Subject feature

Wojtinnek et al. (2012)

Description A description about the IEEE LOM, Dublin Core,
resource content Krieger (2015)

Language The language of the resource IEEE LOM, Dublin Core

Format The format of the resource file IEEE LOM, Dublin Core

Length The duration of the resource file IEEE LOM, Dublin Core

Learning Resource The type of the resource IEEE LOM, Dublin Core, In Dublin Core, this feature
Type Krieger (2015) is called type

Education Level The target of the resource IEEE LOM, Dublin Core,
Atkinson et al. (2013)

Prerequisites Knowledge requested before SCORM, Dublin Core,
to use the resource Augenstein et al. (2012)

Related to the number of IEEE LOM,
Semantic Density concepts that are part of Krieger (2015)

the resource

Difficulty How difficult is to learn the IEEE LOM,
resource Atkinson et al. (2013)

Interactivity Type Active, Expositive or Mixed IEEE LOM,
learning Krieger (2015)

Table 1.1: The list of features found as important in the description of resources for education during the literature review process.
In this table, IEEE LOM stands for IEEE Learning Object Metadata schema.
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Table 1.1 presents the resulting list of features found important by previous contributions

for describing educational aspects of Web resources. Before explaining their purpose and other

important information about the decisions made in their selection process, we must keep in

mind that the majority of such attributes result from a human analysis, which requires time

and effort. On the contrary, the main objective of this thesis is to elaborate a universal, fully-

automatic methodology able to discover potential educational material among Web-pages,

without any human intervention and considering the purpose of the page itself, consequently

removing the limit on specific topics.

The first attribute to be presented is the title, which represents the topic of a resource in the

IEEE Learning Object Metadata schema, so it is not just a label as in the Dublin Core. This

could lead to retain only one attribute between title and subject, but since Web resources may

have names that are actually different from their subject, we suggest keeping them separated.

The URL feature is the identifier in IEEE Learning Object Metadata schema, as it is normal

for a Web resource to be identified by its URL.

About the subject feature, it represents the main argument of the resource and it may

coincide with the name in case of IEEE Learning Object Metadata schema. As well, the

feature length is the union of size and duration in IEEE Learning Object Metadata schema and

extent in Dublin Core, because all of them express the length of a Web resource. For example,

the value of this feature could be in a time format (e.g. for video resources), or in bytes in case

of files. Rivera et al. (2004) suggest considering learning resource type of the IEEE Learning

Object Metadata schema the same as type of Dublin Core, so we have the unique feature

learning resource type for both of them.

For the education level, we expect values such as ”high school” or ”university” for ex-

pressing the context where the Web resource may be delivered. For this reason, the context

in IEEE Learning Object Metadata schema can be referred as the education level. Further

distinctions in the same level, e.g. university-beginner and university-advanced, are also pos-

sible. As prerequisites of a Web resource, we may anticipate that possible values are the

URL or the subject of other resources because both features are intended to be suitable for a

non-ambiguous identification.

In Section 1.3.2, we reported that the topics covered in a text can be chosen as the keywords

of the document. Also, the token of a Wikipedia article acts as a keyword, hence we include

44



it in the set of keywords. For this reason, the Wikipedia token as presented by Wojtinnek

et al. (2012) is included in the keywords feature. Instead of keeping keywords together with

subject as Dublin Core does, we decided to separate them following both the IEEE Learning

Object Metadata schema and the contribution by Atkinson et al. (2013). This choice allows

us to perform separated reasoning on keywords and subject, as well as consider them together.

Furthermore, in case one feature is not extracted by the crawler, we can still try to use the

other retrieved feature for deducing the missing one. Knowing the content of a resource and

its keywords, it may be easier to deduce also its subject. Similarly, the subject can be used

for extracting the keywords directly from the content itself. Such method can also be used for

enriching the manually defined keywords with others automatically mined from the resource

text.

The semantic density is a field of the IEEE Learning Object Metadata schema and it

defines the amount of information that a Learning Object contains, in terms of size or duration.

Since those aspects are in the length feature, we expect to define the semantic density value

considering the length of the resource. Regarding the difficulty feature, there are five possible

values in the IEEE Learning Object Metadata schema: very easy, easy, average, difficult and

very difficult. Finally, the interactivity type depends on the type of activity that the content

of the resource induces on the learner. It can be active learning when productive actions are

encouraged, expositive learning if learners are required to passively understand the content

exposed to them, or a mix of both interactivity types. Hence, possible values for this feature

are active, expositive, and mixed.

1.4 Generic features from texts

This section reports contributions related to our main goal of eliciting and selecting fea-

tures i) directly from the textual content of a Web-page, and ii) significant for purpose-driven

classification of the page itself. On one hand, extraction and selection of attributes from a text

is a popular research topic in Natural Language Processing (NLP) and Learning (Paul, 2017;

Yang and Pedersen, 1997). On the other hand, classification of resources on the Web, and in

particular Web-pages, is a fundamental step towards supporting users’ experience (Kalinov

et al., 2010). In particular, the binary classification, or filtering, labels a page relevant for the
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users’ query or recognises it as to be avoided (Mohammad et al., 2014).

Recently proposed approaches are also based on alternative methods from other research

fields. For instance Mahajan et al. (2015) applied a technique for encoding signals called

Wavelet Packet Transform for Web-page analysis. Also deep learning methods like Convolu-

tional Recurrent Neural Network (Raj et al., 2017) have been applied for the classification

of relations in texts. To elicit features useful for filtering educational Web-resources, our

approach leverages techniques for analysing texts coming from the Knowledge Management,

Information Retrieval and the Semantic Web communities. In the field of Education, Limon-

gelli et al. (2017b) used semantic entities from DBpedia to i) describe and enrich texts coming

from the Coursera24 platform and stored in a dataset built by the authors prior to this re-

search (Estivill-Castro et al., 2016), and ii) enhancing the categorization of such educational

resources (Limongelli et al., 2017a).

Additional criteria have been suggested when dealing with content from the Web, with

several studies focused on how latent information can be found analysing both text and

structure of Web-pages. Butkiewicz et al. (2014) suggested a methodology for deducing the

category of a Web-page considering the loading time of different objects like images, CSS

theme, Javascript code and Flash content. However, only a group of 6 categories can be

deduced this way, and educational-related ones are not part of it. Also, Robertson et al.

(2004) proposed a more general approach which takes into account the fields of Web-pages

such as title, body and anchor text (i.e., the text used to embody a URL) for evaluating

datasets of Web-pages. Kenekayoro et al. (2014) demonstrated that links in a Web-page are

important for automatic classification; thus, these authors exploited links for deducing pages of

academic institutions. However, their work is about identifying pages useful for extracting the

internal organization of an Institute, rather than educational resources delivered in educational

coursework. Another solution (Fernandes et al., 2007) is based on “blocks” of elements found

in a Web-page, where a block is a region of the page (e.g., elements surrounded by a < div >

tag). The authors show experimental results that prove how the title, full text (i.e., the body

of the page) and highlights are the most significant elements for classification, while other

blocks such as footnotes and menus generally host content poorly related to the main subject

of the page.

24https://www.coursera.org/

46

https://www.coursera.org/


However, the research community, and particularly the Semantic Web one, produced

mostly approaches focused on classification of Web-pages by identification of their topics (Zhu

et al., 2016). In this research, we aim to classify a Web-page according to its purpose, in par-

ticular whether it is suitable as educational material, in a way that also benefits real-time

filtering. In this scope, our proposal aims to balance both classification reliability and pro-

cessing time. Handling such a complicate situation has been also the object of several studies.

For instance, Jaderberg et al. (2014), Cano et al. (2015) and Rastegari et al. (2016) concluded

that performing a too-fast classification is very likely to lead to lower precision, hence, it has

now become crucial to take into account the balance between precision and execution time.

1.4.1 Feature selection and reduction

Two of the most exploited ways for pre-processing features of data is to apply algorithms

for either Feature Reduction or Feature Selection. The former group of algorithms, also

known as Dimensionality Reduction techniques, combine the existing features into a new

set of attributes, while the latter class of methods select a subset of the existing attributes

according to different criteria.

One of the most popular methods for Feature Reduction is Principal Component Analysis

(PCA by Wold et al. (1987)). It applies orthogonal transformations to the data until the

principal components are found, usually by eigen-decomposition of the data matrix. In such

case, the result of PCA is a set of vectors of real numbers, called eigenvectors, which are then

used as coefficients for weighting the original values of the features. Each eigenvector produces

a new feature, by multiplying the coefficients of the vector by the initial set of features. The

machine learning software WEKA25 suggests to use PCA in conjunction with a Ranker search,

and dimensionality reduction is obtained by choosing enough eigenvectors to account for a

given percentage of the variance in the original data, where 95% is the default value.

On the other hand, the Recursive Feature Elimination (RFE by Granitto et al. (2006))

method is a Feature Selection technique where a subset of the existing attributes is selected

according to their predicted importance for data classification. RFE exploits an algorithm

that constructs a model of the data. For that purpose, the CARET package of the statistical

25http://www.cs.waikato.ac.nz/~ml/weka/
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software R26 uses the Random Forest algorithm (Leo, 1999). RFE executes for a given number

of iterations the same algorithm, producing a final weight for the attributes. RFE predicts

the accuracy of all the possible subsets of the attributes, until finding the subset that leads

to the maximum value of accuracy. Then, it retains only those attributes and removes the

other features.

Another pre-processing approach is to compute a ranking of the attributes. Then, feature

selection is performed by retaining only the best-ranked traits. In this scope, the Support

Vector Machine (SVM) ranking algorithm exploits the output of an SVM classifier (Guyon

et al., 2002) to generate a ranking of the original features, according to the square of the

weight assigned to them by the classifier.

FS techniques have always been a topic of interest in Information Retrieval, because the

high dimensionality of items in a dataset may generate issues when processing the data. High-

dimensional datasets are so challenging that reducing the feature set is the only avenue to make

any analysis feasible. In such case, both feature-selection and feature-reduction algorithms

aim to lower the number of attributes, retaining only those expected to be the most important

features and discarding the others. Such importance of a feature is deduced in different ways

by diverse algorithms.

Some research focuses on the robustness of FS methods (Saeys et al., 2008). These authors

also present one of the first proposals for building an ensemble with several instances of the

same method, where a more robust selection is achieved combining different outputs obtained

by the same feature-selection algorithm when running on partial data. We, however, combine

several feature-selection methods to enable the complementary virtues of each to emerge. A

second proposal (Li et al., 2009) for an ensemble of FS algorithms suggests utilising the ranking

provided by each of them for computing a meta-score, namely the average ranking that an

attribute obtains by several algorithms. Estivill-Castro et al. (2018) proposed a refinement

of that technique, where rather than using a plain average they use a weighted average (see

Section 3.2 for further details).

26https://www.r-project.org
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Chapter 2

Synthesizing features for purpose

identification

This chapter describes how we conformed the data used for our study, including our

process for eliciting features from the content of Web-pages. To the best of our knowledge,

there are no other proposals of a set of features from either textual documents or Web-

pages for automatically determining whether or not a resource is suitable for educational

purposes, defined in this work as a Web-page or document that an instructor would include

in a course to deliver knowledge about a topic, or a student would study in order to improve

her comprehension and understanding of a didactic subject. Hence, we adopted a bottom-up

approach where features are defined and extracted after a high-level analysis of the potential

information gain given by different aspects found in textual or Web structure and content.

Then the significance of the features is verified and only the important ones are included in

our work, while the others are discarded. Following the contribution of Goldberg (1995), we

started looking for potential traits useful for our work analysing the syntax and semantic

of English texts in general. However, to study the semantics of a text it is required to

consider also additional information derived from the textual content. Therefore, we utilised

the Dandelion API tool to extract such semantic data from our Web-pages (as anticipated in

Section 1.2). That information is then structured in the dataset described in Section 4.2. We

leverage such knowledge in the next phase (see Chapter 3), for further filtering the initial set

of attributes here identified. At the end of this chapter, we present the characteristics of the
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semantic data collected, including statistics.

2.1 Data collection

Property Value
dbo:abstract A cryptographic hash function is a special class of ... (en)
dbo:thumbnail wiki-commons:Special:FilePath/Cryptographic Hash Function.svg

dbo:wikiPageExternalLink
http://wiki.crypto.rub.de/Buch/movies.php

http://ehash.iaik.tugraz.at/wiki/The_eHash_Main_Page

http://www.guardtime.com/educational-series-on-hashes/

dct:subject

dbc:Cryptographic hash functions
dbc:Cryptographic primitives
dbc:Cryptography
dbc:Hashing

purl:hypernym dbr:Function

rdf:type

dbo:Disease
yago:CausalAgent100007347
yago:LivingThing100004258
yago:Object100002684
yago:Organism100004475
yago:Person100007846
yago:PhysicalEntity100001930
yago:Primitive109627462
yago:Whole100003553
yago:YagoLegalActor
yago:YagoLegalActorGeo
yago:WikicatCryptographicPrimitives

rdfs:comment A cryptographic hash function is a special class of ...(en)

rdfs:label

Cryptographic hash function (en)
Kryptologische Hashfunktion (de)
Funcion hash criptografica (es)
Fonction de hachage cryptographique (fr)
Funzione crittografica di hash (it)
Funcao hash criptografica (pt)

owl:sameAs

wikidata:Cryptographic hash function
dbpedia-cs:Cryptographic hash function
dbpedia-de:Cryptographic hash function
dbpedia-el:Cryptographic hash function
dbpedia-es:Cryptographic hash function
dbpedia-fr:Cryptographic hash function
dbpedia-it:Cryptographic hash function
dbpedia-ja:Cryptographic hash function
dbpedia-ko:Cryptographic hash function
dbpedia-pt:Cryptographic hash function
dbpedia-wikidata:Cryptographic hash function
freebase:Cryptographic hash function
yago-res:Cryptographic hash function

prov:wasDerivedFrom wikipedia-en:Cryptographic hash function?oldid=744983266
foaf:depiction wiki-commons:Special:FilePath/Cryptographic Hash Function.svg
foaf:isPrimaryTopicOf wikipedia-en:Cryptographic hash function

is dbo:wikiPageDisambiguates of
dbr:CHF
dbr:Hash

Table 2.1: Semantic data in entity Cryptographic hash function, available at http://

dbpedia.org/resource/Cryptographic_hash_function (some properties are omitted).

In this research, we expect to exploit semantic data extracted from textual and Web
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resources for deducing information about their content. We built our dataset involving Se-

mantic Web techniques to process the content of a Web-page. The information is organised

into semantic entities extracted from the textual content of Web-pages, where a semantic

entity (Piao and Breslin, 2016; Xiong et al., 2017) is an instance of a DBpedia1 resource

that groups a collection of properties. Semantic entities can be associated with one or more

consecutive words of a text. Following other contributions in the literature (Brambilla et al.,

2017; Limongelli et al., 2017b; Rizzo et al., 2014; Taibi et al., 2016), we use the Dandelion

API2 for deducing all the semantic entities in a text.

The research community proposes several approaches for analysing content and structure

of Web-pages (refer to Section 1.4). Following in particular the methodologies proposed

by Robertson et al. (2004), Fernandes et al. (2007) and Kenekayoro et al. (2014), we chose

to divide each Web-page into four parts that we analyse separately: the Title, the Body,

the Links and the Highlights. We extract the last two from the body itself of the page. In

particular, the Title is extracted from the title tag and the Body element from the body tag.

Then, inside the Body tag, the text between the anchor < a > tags is concatenated and

labelled as the Links, while we obtain the Highlights by merging the text between the tags

< h1 >, < h2 >, < h3 >, < b > and < strong > . In this way, we separate all the four

elements of a Web-page, allowing for a thorough analysis of the page itself. We apply the

same approach to all the four parts of a Web-page. In the end, we may find a feature that

is significant for classification purposes when considering a specific part of the page (e.g., the

Links), while the same feature could be discarded for a different part (for instance, the Title).

For that reason, we run the Dandelion API Entity Extraction tool on all the resources in our

dataset, considering one part of a Web-page at a time, so that the entities will also have a

label that indicates the part of a page from which they originated.

The following sections present the groups of features extracted from our resources. For

each group, we selected the semantic entities according to different threshold values for the

confidence, resulting from the Dandelion execution. Since Dandelion sets the default threshold

at 0.6, we decided to explore a range of values above the default by increasing the threshold

by 0.1 each time. Hence, each feature is evaluated using four thresholds of confidence in the

1http://wiki.dbpedia.org/
2https://dandelion.eu/
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entity extraction: the default 0.6, then 0.7, 0.8 and finally 0.9.

The semantic information that composes an entity may come from different sources of

data. One of those sources is DBpedia, the semantic representation of Wikipedia. DBpedia

is a project that reflects the content and the structure of Wikipedia articles for building se-

mantic entities, also called DBpedia resources. Those entities have, among other information,

also data about their category placement in Wikipedia. Table 2.1 displays an instance of a

DBpedia page for the semantic entity Cryptographic hash function. The figure shows that

there are many properties for an entity, like its subject and the different translations hosted

in DBpedia for other languages. In particular, the subject property defines the categories

in which the entity is included. This property represents each DBpedia entity as a “node”

in the overall semantic graph of the knowledge hosted in Wikipedia, where the categories

(or subjects) are organised in a hierarchical structure and entities can be linked to one or

more of those categories. In the same example, the entity Cryptographic hash function is con-

nected to the four subjects dbc:Cryptographic hash functions, dbc:Cryptographic primitives,

dbc:Cryptography and dbc:Hashing (where dbc stands for DBpedia Category).

Another feature offered by DBpedia is the type of an entity, which includes data from onto-

logies like OWL 3, Yago 4, WordNet 5 and GeoNames 6 among others. Dandelion manipulation

of such types facilitates matching them with the types in the DBpedia ontology 7 identifying,

for instance, places, companies and personal names. When no match is found, Dandelion as-

signs the type Concept to the entity. Therefore, a semantic entity of type Concept (or simply,

a semantic concept) is very likely to refer to an abstract piece of information. As an example,

entities like Computer Science and Square meter are categorized as semantic concepts, while

Hypertension is actually recognised by Dandelion with type “disease”.

Figure 2.1 reports the output of Dandelion for a portion of the transcript of the educational

resource Generic birthday attack coming from DAJEE (Estivill-Castro et al., 2016), our educa-

tional dataset from Coursera resources (more on the datasets created and used during this re-

search is in Section 4.2). In that example, Dandelion extracted a total of five entities where the

3https://www.w3.org/OWL/
4https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/

yago-naga/yago/
5http://wordnet-rdf.princeton.edu/ontology
6http://www.geonames.org
7http://dbpedia.org/ontology/
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Figure 2.1: Entities found by Dandelion API from part of the text of a resource called Generic
birthday attack.

confidence is higher than 0.6: Collision resistance, Birthday attack, Function (mathematics)

from the word “output”, Cryptographic hash function and Upper and lower bounds, all of

them of type Concept (recall this case means no other type found). The confidence values

differ according to the words surrounding the part of text recognised as an entity, hence the

same entity extracted in different sections of a text could not present the same confidence.

Therefore, during the entity extraction performed on the resources of our dataset, we record

all the entities extracted and the different thresholds. The types of an entity are also stored,

because we will use them during the feature extraction process, as discussed in Chapter 3.

2.2 Syntax Analysis of a text

The syntax of a textual or Web document describes how the text is written, for example

what sort of vocabulary is the author using. One may expect that an educational resource

written by a professor in the field is likely to contain some complex words explaining the most

intricate aspects of a topic to an academic audience. On the contrary, a more generic text

(e.g., a news agency) is directed towards a broad and heterogeneous audience and it should be

clearly understandable by everyone, hence it may present a majority of common and simple

words. There are important studies about simple and basic versions of languages both on

words and grammatical construction of sentences. Especially for the English language, the

Basic English (Ogden, 1930) and the Special English8 approaches consists of a list of core

8https://learningenglish.voanews.com/
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words (from 850 to 2,000 in different versions of the former, 1,500 for the latter) that every

English speaker should know, even non-native ones. They are very popular and used also for

writing articles in a specific Wikipedia version9. Another approach in this area is represented

by the Gunning Fog Index (GFI) by Gunning (1968), which is a readability test for English

writing. The GFI value indicates what grade of formal education a reader would need to

understand a text the first time she reads it, starting from 6 (sixth grade, according to the

Anglo-Saxon grade school level, or first year of middle school) to 17 (college graduate). A

text is expected to be comprehensible by a wide audience if its GFI is lower than 12 (high

school senior), while a universal understanding is achieved when GFI is lower than 8 (eighth

grade, or last year of middle school). Academic texts generally obtain a GFI of 12 or higher.

2.3 Syntactical features

We base the first group of features, the syntactical or lexical-based ones, on natural lan-

guage processing for discovering characteristics and quantity of the terms used in a Web-page.

In particular, the following attributes exploit the complexity of the words, as well as the num-

ber of semantic entities and concepts. However, those semantic characteristics are here related

to the length of a text, therefore, we consider them as an insight about the writing style of

the author. The lexical features elicited in this thesis are:

Complex-words ratio: This is the ratio of the number of complex words on the total

number of words (i.e., the length) in a text:

Complex Words Ratio =
number of complex words

number of words
.

The Fathom API10 is used for deducing the quantity of complex words, for instance words

composed by three or more syllables.

Number of entities:

Number entities = EntityExtraction(text) .

9https://simple.wikipedia.org
10http://search.cpan.org/dist/Lingua-EN-Fathom/lib/Lingua/EN/Fathom.pm

54

https://simple.wikipedia.org
http://search.cpan.org/dist/Lingua-EN-Fathom/lib/Lingua/EN/Fathom.pm


This is the quantity of entities extracted by Dandelion from a text, hence, how many semantic

“items” (names, places, concepts, etc...) the author wrote about in the Web-page.

Entities by words: It is the number of concept entities extracted from a text, with respect

to the total number of words and computed as follows:

Entities By Words =
number of entities

number of words
.

In other words, this feature gives an insight of how many words the author has used around

an entity and, from the reader point-of-view, how much it is necessary to read for finding a

semantic entity.

Concepts by words: This value is calculated similarly to the Entities By Words, but con-

sidering only the concept entities:

Concepts By Words =
number of concepts

number of words
.

The idea is to measure how many words it is necessary to read for finding a concept; the

higher the ratio, the more focused on concepts is the resource, consequently the more concise

is the style of the author.

Number of concepts by entities: This feature reports the fraction of entities that are

also concepts, with respect to the total number of entities found in a text:

Concepts By Entities =
number of concepts

number of entities
.

Similarly to the previous value, such ratio is a predictor of the conciseness of the author on

the main concepts with respect to the amount of knowledge (of any kind) delivered by the

Web-page.
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2.4 Semantic Analysis of a text

Semantic means what is written in a text. More specific, this information identifies the

knowledge delivered by the text itself, in our case the content of a Web-page. Often, semantics

is not clearly stated in the text and, therefore, its analysis is not trivial: for instance, some

Learning Object metadata standards offer a specific field (e.g., the keywords in IEEE Learn-

ing Object Metadata schema), where it is suggested to specify the resource topics, in order

to represent the semantics of a Learning Object. Transposing this type of property into our

domain, we aim to simplify the semantic analysis of complex and articulated texts by consid-

ering the semantic entities extracted from them as their representation. Our rationale is that,

when the text is an educational resource, semantic entities contain the most distinctive pieces

of information about what content, concepts, knowledge and skills educators expect to deliver

through the text. Hence, considering such entities we expect to enrich the description of a

Web resource, allowing intelligent systems to perform further reasoning on human writing in

a more straightforward way. In order to confirm that, a set of entities should represent the

entire text reflecting the same knowledge content without losing any proper traits.

For each extracted entity, Dandelion also reports a confidence value for that association.

The higher the confidence, the more reliable the link between the part of the text and the

entity. The tool also allows for the selection of a threshold of minimum confidence for the

extraction, which is expected to help avoiding the retrieval of poorly related entities. Hence,

the higher the confidence threshold, the higher the effectiveness of the extraction process.

On the other hand, the number of entities extracted tends to decrease when the threshold is

high. We performed a first semantic entities extraction process with the default confidence

threshold (0.6). We then experimented with several larger threshold values and repeated the

experiment with threshold values incrementally updated by 0.1 until a final threshold of 0.9.

2.5 Features based on Semantic Density

Before presenting this group of attributes, we define how to compute the Semantic Density

value. Researchers in the field of education refer to semantic density as the quantity of topics

presented by a resource with respect to a characteristic of the resource itself. For instance,
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the IEEE Learning Object Metadata schema recommends computing the semantic density

of a resource as the ratio of the number of concepts taught on the length of the resource

(commonly measured in minutes or hours). Hence, such standard calculates the semantic

density in number of educational topics taught per minute or per hour. Therefore, a resource

yields high semantic density when many topics are squeezed into a short time frame.

We assign to entities in a text the same role as topics delivered by a resource in the

IEEE Learning Object Metadata schema, where each entity is counted only once, without

considering its frequency. In other words, we use the cardinality of the set of entities (no

duplicates). Then, we suggest measuring two different values of Semantic Density of a text:

one value concerning the number of words, and the other related to the reading time (similarly

to the semantic density proposed by the IEEE Learning Object Metadata schema). For an

even more comprehensive analysis of the text, we also take into account only the concept

entities. In the end, the Semantic Density is exploited by four different attributes:

Semantic density by number of words: It measures how many distinct entities Dan-

delion extracted from the text (i.e., the set of discussed topics), with respect to the number

of words:

SD By Words =
|Entities|
# words

.

When two texts have similar quantities of words, the one with more distinct entities is the

denser.

Semantic density by reading time: Similarly to the previous feature, but measured in

relation to the reading time of the text:

SD By ReadingTime =
|Entities|

reading time
.

In this case, the text is denser when the reading time is low, and the number of distinct

entities (i.e., topics) is high.
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Semantic density by number of words, concepts only: This feature considers only

distinct concept entities, with respect to the number of words:

SD Concepts By Words =
|Concepts|

number of words
.

Concepts are more frequent than other types of entities in the educational texts of our dataset.

Hence, the concept-based semantic density is expected to hold significant information for the

educational classification process.

Semantic density by reading time, Concepts only: It measures the quantity of con-

cepts taught by a text according to the time needed for reading it:

SD Concepts By ReadingTime =
|Concepts|

reading time
.

As an example, let us consider two texts where Dandelion extracted the same number of

distinct concepts. In that case, the text which requires less reading time presents concepts

in a more condensed way, so it holds higher semantic density than its counterpart. In other

words, less time is spent for other entities (i.e., non-concepts) that are not likely to be used

in educational resources, while important concepts receive more attention.
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Chapter 3

Proposed methodology

This chapter presents our method for identifying the most important features of educa-

tional Web resources, which is the core of our proposal. As reported in Section 2.1, we chose

to divide each Web-page into four parts that will be considered separately: the Title, ii) the

Body, iii) the Links, and iv) the Highlights. Dividing a Web-page in four separated elements

allows for a thorough analysis of the page.

At this stage, nine groups of numerical features represent each Web-page: five from the

syntax and four according to semantic characteristics of the content. In our dataset, the

content of a single item is split across the aforementioned four Web-elements. Furthermore,

for each element of a page, entities are extracted at four different thresholds, except for

the Complex Words Ratio group, which leverages only natural language text, so it does not

require semantic entities extraction. Hence, the potential number of features is computed as

following:

# potential features = 4 + 8 ∗ 4 ∗ 4 = 132 features .

The first four attributes in the count are those that involve the ratio of complex words, one

feature for each element of the page. The others are computed multiplying the remaining

eight groups, the four elements and the four thresholds for entity extraction.

However, some of those features may not be useful to discriminate between a resource

relevant for education and one not suitable for that purpose. For that reason, we aim to

select only the traits where such distinction is clear among the Web-pages in our dataset.

That filtering process is performed according to the distribution of the values of each feature,
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Figure 3.1: An example of division in quartiles for a distribution represented as a box plot,
where each quartile represents 25% of the data. Values in Q1 and Q4 are less frequent, while
the most popular values surrounding the median are in Q2 and Q3.

and we now discuss it in the following paragraphs.

For every feature, we chose to represent the distributions of the TRUE and FALSE items by

means of box plots. Box plots representations are simplifications of the values in a distribution

that allows the division of the data into quartiles. Figure 3.1 shows an example of quartile

division, where each quartile is numbered, and it contains 25% of the total data. The values

in the first Q1 and the fourth Q4 quartiles do not contribute much to define the median

(represented as a bold line), because they are less popular in the distribution. On the contrary,

the most frequent values for that distribution are located between second Q2 and third Q3

quartile, immediately before and after the median line. Using such representation, it is easier

to compare two or more distributions, especially when it is required to focus on the most

popular values as in this study. Then, our criterion for selecting or discarding a feature is

that there should not be overlap between the most frequent values of the TRUE and FALSE

distributions, namely, the values from the second quartile (Q2) to the third quartile (Q3) in

a box plot representation. That allows the attribute to be a potentially valid discriminant

between TRUE and FALSE items. We discuss each of the nine groups of features reporting

the box plots for their distributions. In case of an overlap, it is shown using a grey area across

the box plots.

The first group is Complex Words Ratio. Figure 3.2 illustrates that the Highlights and
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Figure 3.2: The distribution of the four features in the Complex Words Ratio group, according
to the class. The area in grey highlights that most of the values from first to third quartile are
in common for the Body and Title elements, while Highlights and Links are able to separate
TRUE and FALSE items with high accuracy.

Figure 3.3: Analysis of TRUE and FALSE items distributions for features in the
Number entities group extracted from Body elements of a Web-page.
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Figure 3.4: Distributions about the number of entities found in Links elements of the Web-
pages.

Figure 3.5: Features coming from the Highlights considering the number of entities in a Web-
page at different thresholds.
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Figure 3.6: Entity distributions taking into account the Title elements.

the Links distributions overlap between classes only across the quartiles Q2 and Q3. But the

Body and Title distributions display significant commonality for their most frequent val-

ues. Hence, the two features selected for this group are Complex Words Ratio Links and

Complex Words Ratio Highlights, while the others are discarded. If we now examine the next

group, that is, the Number entities group, there are 16 possible combinations amongst

4 threshold values and 4 elements of the Web-page. The first four (Figure 3.3) are about

the count of entities found in the Body considering the four values of confidence thresholds,

while the other four in Figure 3.4 consider just entities found among the Links. Only 2 out

of those 8 attributes are useful for classification. They are Number entities Body 0.6 and

Number entities Body 0.7, because all the other distributions overlap between TRUE and

FALSE items. Interestingly, when the threshold is 0.9, the number of entities dramatically

decreases in both educational and non-educational Web-pages. Especially among the non-

educational group, there are only from 0 to 2 entities in the Body, and none in the Links.

Since all the features computed at threshold 0.9 experience the same decrease, in order to

have a fair comparison, we discard them. The remaining 8 traits for this group are computed

taking into account the Highlights (Figure 3.5) and Title (Figure 3.6) elements. In the first
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Figure 3.7: TRUE and FALSE pages distributions for the Concepts By Entities group
attributes extracted from the Body of a Web-page.

case, all the distributions overlap so none of the attributes is selected. About Title, distribu-

tions of entities at threshold 0.6 and 0.7 do not overlap so they are selected, while raising the

threshold to 0.8 the two distributions overlap. We do not show distributions for entities with

confidence higher than 0.9 since they are not significant.

We apply the same methodology to the other groups, remembering that entities with

more than 0.8 confidence do not yield significant distributions, hence, those attributes are

immediately discarded. Finding a low number of entities using a 0.9 threshold is a recurrent

pattern in our data, so we do not evaluate those features in this thesis.

For the Concepts By Entities group, all the traits coming from Body (Figure 3.7) and

Links (Figure 3.8) are significant because their distributions do not overlap. On the contrary,

none of the attributes built on Highlights (Figure 3.9) or Title (Figure 3.10) can discriminate

between TRUE and FALSE with sufficient accuracy. Therefore, we selected six attributes:

Concepts By Entities Body {0.6,0.7,0.8} and Concepts By Entities Links {0.6,0.7,0.8}.

Similarly to Concepts By Entities, also in the remaining feature groups the distributions

according to Title element are not significant because of their overlap. The distributions for

the following groups of attributes are presented in the appendix of this thesis:
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Figure 3.8: Distributions about the number of entities found in Links elements of the Web-
pages.

Figure 3.9: Features coming from the Highlights considering the number of entities in a Web-
page at different thresholds.
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Figure 3.10: Entity distributions taking into account the Title elements. In this case, none of
the attributes can discriminate between TRUE and FALSE with sufficient accuracy.

Entities By Words In this group, the only combinations where there is no overlap

between distributions of TRUE and FALSE items are:

– Entities By Words Body {0.6,0.7}, and

– Entities By Words Links {0.6,0.7,0.8}.

Therefore, those five traits are included in the overall features set.

Concepts By Words The features selected from this group are the following eight:

– Concepts By Words Body {0.6,0.7,0.8},

– Concepts By Words Links {0.6,0.7,0.8}, and

– Concepts By Words Highlights {0.6,0.7}.

SD By Words About this group, selected features are:

– SD By Words Links {0.6,0.7,0.8}, and

– SD By Words Highlights {0.6,0.7,0.8}.
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SD By ReadingTime Considering the reading time, the following features are in-

cluded in the overall set:

– SD By ReadingTime Links {0.6,0.7,0.8}, and

– SD By ReadingTime Highlights {0.6,0.7,0.8}.

SD Concepts By Words Eight traits are selected from this group:

– SD Concepts By Words Body {0.6,0.7,0.8},

– SD Concepts By Words Links {0.6,0.7,0.8}, and

– SD Concepts By Words Highlights {0.6,0.7}.

SD Concepts By ReadingTime The last eight features to be included in the result-

ing list of attributes useful for filtering educational Web-pages are:

– SD Concepts By ReadingTime Body {0.6,0.7,0.8},

– SD Concepts By ReadingTime Links {0.6,0.7,0.8}, and

– SD Concepts By ReadingTime Highlights {0.6,0.7}.

Table 3.1 summarises the features selected as discriminators by the above analysis.

Group Body Links Highlights Title
0.6 0.7 0.8 0.6 0.7 0.8 0.6 0.7 0.8 0.6 0.7 0.8

Complex Words Ratio ? ?
Number entities ? ? ? ?
Entities By Words ? ? ? ? ?
Concepts By Words ? ? ? ? ? ? ? ?
Concepts By Entities ? ? ? ? ? ?
SD By Words ? ? ? ? ? ?
SD By ReadingTime ? ? ? ? ? ?
SD Concepts By Words ? ? ? ? ? ? ? ?
SD Concepts By ReadingTime ? ? ? ? ? ? ? ?

Table 3.1: The 53 attributes selected for the overall features set, denoted by a ? symbol. Note
that group Complex Words Ratio does not require entity extraction, therefore, it has only
one attribute per page element.

67



3.1 Ensemble of Feature Selection Algorithms

This thesis aims to propose a methodology for filtering Web-pages that may be suitable

for use in educational tasks, balancing the accuracy and speed to be fitting for real-time

applications. One of the most popular approaches for increasing the precision of a classification

is to select a subset of features that can reasonably describe the data with the same or similar

accuracy, instead of using all the attributes. For instance, some of them may be redundant;

then the precision does not decrease much when discarding only redundant attributes. As

mentioned in Section 1, PCA, RFE and SVM are among the most popular algorithms for

feature selection and reduction. Another way is to involve several feature selection methods in

one unique ensemble and then compute an overall ranking of the features. Our recent proposal

in this scope (Estivill-Castro et al., 2018) is the Rank Score algorithm. The rationale behind

using the ensemble approach is that by involving algorithms with a focus on different aspects

of the data it is possible to achieve a more comprehensive analysis of the feature space than

by using only one algorithm.

To account for all the attributes of the Web-page, we chose to include in the ensemble

only algorithms that produce a ranking of the whole set of features, which are presented later

in this section. The implementation of such algorithms is the one suggested by the machine

learning suite WEKA1. Our scoring process shall not use other potentially valid approaches

that compute a subset of the most important features, such as RFE. Another approach,

PCA, is not suitable for use in the ensemble, because its output is usually a smaller set of new

features, the so-called Principal Components, where each component is a linear combination

of the original attributes multiplied by a coefficient. The fact that the PCA output cannot

be combined with the results coming from other approaches prohibits to include this method

into our ensemble. Therefore, we gathered an ensemble of seven feature selection methods

from WEKA that output the numerical ranking of all the attributes:

• Gain Ratio: It measures the worth of an attribute by the gain ratio concerning the

class. The C4.5 classifier (Quinlan, 1993) utilizes it for avoiding the bias of always

selecting attributes whose domain exhibits a large number of values.

• Correlation: The Pearson’s correlation between an attribute and the class is the meas-
1http://www.cs.waikato.ac.nz/~ml/weka/
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ure used by this algorithm (Pearson, 1895).

• Symmetrical Uncertainty: It computes the importance of a feature by measuring

the symmetrical uncertainty (Witten et al., 2011) concerning the class.

• Information Gain: The worth of an attribute relating to the class is evaluated using

the Information Gain measure:

Information Gain(Class, f) = H(Class)−H(Class|f)

where f is the feature and H is the entropy function.

• Chi-Squared: This algorithm considers the chi-squared statistic of the attribute with

respect to the class as the importance of a feature (Pearson, 1900).

• Clustering Variation: It selects the best traits that can enhance the accuracy of

supervised classifiers, using the Variation measure for computing a ranking of the at-

tributes set. Then, the set is split into two groups, and the Verification method deduces

the best cluster.

• Significance: It uses the Probabilistic Significance to evaluate the importance of a

feature (Ahmad and Dey, 2005).

The implementation we use for performing the feature selection algorithms is directly

the one provided by the WEKA 3.8.1 APIs, where the search method is Ranker and all the

parameters are set to their default values. For running RFE, we used the R 3.4.1 statistical

software suite2.

3.2 Rank Score method

Different feature selection algorithms have an output format that complicates their inclu-

sion in an ensemble. Such is the case when the output is a range of the values. The common

trait we use from our analysis of the algorithms listed in Section 3.1 is the fact that all of

them award a score to each feature. Typically, they award the highest ranking to the most

2https://www.r-project.org/
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relevant feature, the second highest ranking to the second most relevant attribute, and so on.

Hence, we interpret the output of a feature selection method m as indicating a Positionm(x)

to each feature x.

To standardise our notation, given a feature selection method m, we define the ranking of

a feature x by m as:

Rank Score(x,m) = |F | − Positionm(x) + 1

where |F | is the cardinality of the features set (i.e., the number of features). In order to avoid a

Rank Score of 0 for the least relevant feature, we add 1 at the end of the Rank Score function.

Therefore, the most relevant feature according to m receives the highest Rank Score, which

is equal to the number of features involved.

Table 3.2: Conversion from a 10-positions ranking produced by a feature selection method to
the Rank Score.

Ranking position 1 2 3 4 5 6 7 8 9 10

Rank score 10 9 8 7 6 5 4 3 2 1

Table 3.2 illustrates (in the case of 10 attributes) the conversion from the position awarded

to a feature x by feature selection method m and the Rank Score we will use further on. We

uniformly apply this transformation to all the feature selection algorithms we utilise in the

ensemble. This enables us to define the meta-scoring function because each feature selection

is now contributing equally. For each feature x, we now combine the Rank Score of all feature

selection algorithms on x to create a coefficient for the feature x. Such coefficients are then

used for computing the overall score of the relevance of the feature. Each relevance score will

be the basis of the classifier that identifies a Web-page in the binary classification process.

3.3 Comparing ensemble and baselines

Our decision on which feature selection algorithm to use is performed considering the

speed for completing the selection process.

Figure 3.11 shows the computation time for the algorithms mentioned above, on a logar-
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Figure 3.11: The execution time (in seconds) on a logarithmic scale for the Feature Selec-
tion algorithms on the original dataset (x1 ) and the dummies (x2 to x16 ) created for this
contribution. Each of the dashed lines represents one of the seven algorithms involved in the
Ensemble.

ithmic scale. The first thing to notice is that RFE is dramatically slower in all the datasets

(two to four orders of magnitude) than the other methods. Therefore, we can already declare

RFE as not suitable to be used in a real-time application. SVM is generally one order of

magnitude slower than PCA and the Ensemble proposed here. Analysing the two remain-

ing algorithms, we see that PCA is faster than the Ensemble throughout the datasets. It is

worthy to remember that the time needed by the Ensemble is the sum of seven other methods

(represented in a dashed fashion in Figure 3.11). Each of those is either faster or similar in

speed to PCA. Hence, we expect that the Ensemble method may fill such velocity gap if we

incorporate further refinements, for example, each of its methods can be executed in parallel

at the same time. However, we leave the investigation of such issue for further research.

3.4 Resulting features

Considering the time needed for the attribute selection phase across the different versions

of the dataset, we conclude that SVM, PCA and our seven-way Ensemble yield similar speed
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Figure 3.12: The output of the Rank Score algorithm applied to our dataset. The threshold
line indicates the attributes with the 10 best scores.

performance in pre-processing for classification. About scalability, the algorithms maintain

the same trend as the number of items increase (always refer to Figure 3.11). On our original

dataset x1, PCA selected 14 principal components, namely linear combinations of the original

features. However, SVM and the Ensemble produced a ranking of the attributes and not a

selection that excludes some. We aim to very high accuracy, over 80% if that is possible.

Therefore, we chose to select only the features above 80% of the maximum score (53∗7 = 371

points in this study, so the threshold is set around 296 points), resulting in ten features (see

Figure 3.12). In WEKA, SVM produces only the ranking but not a score. So, for a fair

comparison, we chose to retain only the top-10 attributes for SVM as well. From now on, we

refer to the two baseline attribute sets as PCA and Top-10 SVM, and to the proposed one as

Top10-Rank Score. The complete list of the attributes selected in this research work is the

following:

• Concepts By Words Links 0.6

• Concepts By Words Links 0.7

• Concepts By Entities Body 0.6

• Concepts By Entities Body 0.7

• Concepts By Entities Body 0.8

• Concepts By Entities Links 0.7
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• SD Concepts By Words Links 0.6

• SD Concepts By Words Links 0.7

• SD Concepts By ReadingTime Links 0.8

• SD By Words Links 0.6
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Chapter 4

Evaluation set-up and results

In this chapter, we report the evaluation of both our features and method on a bin-

ary classification task against three prototypical algorithms for feature selection and feature

reduction. These accepted state-of-the-art algorithms are Principal Component Analysis -

PCA (Wold et al., 1987), Recursive Feature Elimination based on the Random Forest method

- RFE (Granitto et al., 2006), and Support Vector Machine - SVM (Guyon et al., 2002).

We test our findings following a layered evaluation approach which consists of two layers. In

the first one we evaluated the 53 features elicited in Section 3.4, while in the second layer

we tested our approach based on the Rank Score algorithm for selecting the most significant

attributes measuring the balance in accuracy and speed achieved by popular classifiers.

The two layers of the overall evaluation are distinct yet connected. Indeed, we test the

achieved classification after such feature pre-processing using our dataset of Web-pages. Items

in the dataset are described by our set of 53 numeric features, where the range of values is

[0... +∞]. Among those features, 16 are attributes about the body of the page, other 22

consider the outgoing links contained in the page, 13 come from the portions of text that are

highlighted in the content, and 2 are from the title of the Web resource (refer to Table 3.1 for

more details).

Each Web-page is already labelled with a binary class. On one hand, class TRUE is

assigned to Web-pages relevant for teaching purposes, according to either university teachers

who participated to a related survey (Marani, 2018), or the source of the Web-page (the

website http://www.seminarsonly.com in this study). We remember that in this research

74

http://www.seminarsonly.com


an educational Web-page is defined as a Web-page or document that an instructor would

include in a course to deliver knowledge about a topic, or a student would study in order to

improve her comprehension and understanding of a didactic subject, thus the importance of

considering educators’ judgement. On the other hand, Web-pages coming from all categories

on the DMOZ Web directory are labelled with class FALSE because they are considered

not suitable for education. Upon request, we can make such dataset available for research

activities.

First layer - Feature evaluation In the first evaluation phase, we aim to see whether or

not the 53 proposed attributes allow state-of-the-art classifiers to achieve high accuracy in

recognising the Web-pages labelled as relevant for education in our dataset. Therefore, in this

layer we test the validity of the complete elicitation process we designed in Chapter 2. In order

to achieve that goal, we applied popular feature selection algorithms to our set of traits, and

then we compared the accuracy on the same set of classifiers. The rationale behind our choice

is that some features may be discarded by generic algorithms as not useful or redundant, or

combined to obtain a new set of attributes. However, in case the overall accuracy decreases

when applying feature selection methods, we can conclude that the proposed features allow

classifiers to yield higher performance in an educational task. Thus, all 53 traits are important

when filtering Web-pages in the educational field. The algorithms for feature selection chosen

as baselines in this layer are PCA and SVM.

Second layer - Balancing classification We evaluated the performance of the classification

algorithms in a binary classification task, exploiting different sets of attributes. The task

performed by the classifiers is to assign the correct label to the Web-pages of the dataset,

exploiting only the features selected by the methods under investigation. The objective of

this evaluation is to determine which feature selection or feature reduction method is the one

that allows state-of-the-art classifiers to achieve the best performance in terms of the trade-off

of overall accuracy and time. The methods here evaluated are the following:

• Entire Features Set: we use the whole set of attributes as it is, without performing

any selection or reduction.

• PCA: in this case, the new set of features is given by the Principal Components Analysis

algorithm.
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• RFE: the number of features involved is decided by RFE, which selects attributes until

the highest predicted value for the accuracy.

• SVM: this is a feature ranking algorithm, so there is not a stated number of features

retained but the output consists of all the attributes ordered by their predicted rank.

• Rank Score: the score algorithm presented in Section 3.2, computed by the framework

here presented exploiting an ensemble of seven different FS methods.

The execution of PCA on the dataset outputs eight components, the eigenvectors. Those

components are vectors of coefficients, where each coefficient is associated to one of the original

features. The eigenvectors are then processed to create 14 new attributes that are, in practice,

linear combinations of the initial 53 features. On the other hand, RFE does not suit the

minimal requirement of velocity. As shown previously, this method requires too much time to

output the most promising attributes for classifying all of our Web-pages. Therefore, we chose

to discard the result of the RFE algorithm. The SVM method is not a proper FS algorithm

because the output is a significance-based ranking of the traits. Rank Score yields the same

characteristic of SVM, hence, it does not output an exact number of features to be used for

classification. However, we chose to set the Rank Score threshold according to the desired

accuracy of the classification process. Moreover, for a fair comparison, we select for SVM as

many attributes as we did for Rank Score. One may be tempted to use only the best feature

trying to maximise performances, but that may cause an over-fitting to the specific dataset

used for training the classifier (Joachims, 1998; Yang and Pedersen, 1997). For that reason,

we chose to set the minimum desired accuracy to 80% which resulted in selecting the 10 best

ranked features for the proposed Rank Score-based method. For consistency, the features set

coming from SVM is made of the top-10 attributes as well.

4.1 Classifiers and evaluation measures

In order to produce a comprehensive evaluation across all types of machine-learning

algorithms for classification, we used state-of-the-art classifiers belonging to four families,

namely Bayesian, Rule-based, Function-based, and Tree-based classifiers, for a total of eight

algorithms. From the first family, we chose the Bayesian Network built with hill-climbing
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method (Cooper and Herskovits, 1992). The three rule-based methods involved are Decision

Table (Kohavi, 1995), Repeated Incremental Pruning to produce error reduction -

JRip (Cohen, 1995) and Partial decision list - PART (Frank and Witten, 1998). From the

function-based classifiers we selected Logistic (Le Cessie and Van Houwelingen, 1992) and

Sequential Minimal Optimization - SMO (Platt, 1998). Finally, as tree-based classifiers,

we opted for J48, which builds a pruned C4.5 decision tree (Quinlan, 1993), and the popular

RandomForest algorithm (Leo, 1999). We used the default implementation and parameters

provided by WEKA for all classification methods and the feature selection algorithms PCA

and SVM, using the WEKA 8.3.2 Java library with default parameters. The entire evaluation

is performed on a Windows 10 machine, with Intel i7-6700 octa-core processor @ 3.4GHz and

32GB of RAM. We recorded the performance of the classifiers on a 30-fold Cross Validation

according to their Average Precision (AP), which is the mean of the Precision (P) in a

classification task across all the 30 folds:

P (f) =
# correctly classified items

# items
.

AP =

∑
f∈folds

P (f)

# folds
.

where f is the i-th fold, and # folds is 30 in this study. We present our results in Section 4.3

and 4.4 as percentage values.

For the first layer of the evaluation, we aim to perform a statistical analysis of our features

set against those generated by PCA and SVM, comparing the distribution of P (i.e., the

Precision measure) in all the folds using the Student’s paired T-test. The null hypothesis h0

to be investigated is:

h0 = The chosen features set does not influence P.

While the alternative hypothesis h1 is:

h1 = P is higher when using all 53 features.
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If h0 is significantly rejected and h1 confirmed, we demonstrate the actual validity of all the

attributes proposed in this work. In order to verify at least a 95% of such significance, we

look for values of p<0.05 in our T-tests.

Then, the second layer of the evaluation aims to compute and compare the overall per-

formance of an algorithm after deducing the class of the entire set of 5,612 Web-pages. In

particular, all the aforementioned classifiers receive as input, for each feature selection method,

only the traits included in the attribute sets resulting from the analysis presented in the pre-

vious chapter, and then declaring which combination is the most accurate for specific bounds

on their classification speed. That is, we are interested in identifying the methods where the

classification can be performed in a short time to be applicable for real-time purposes.

Section 3.3 reported the execution time of the feature selection methods on an incremental

number of items, from around 5,600 to nearly 90,000. PCA ranked as the fastest algorithm

in computing the predictors. However, a swift decision on which attributes to take into

account may not lead to obtaining the best accuracy when utilised for classification purposes.

Moreover, the feature selection process must be performed before the filtering activity, because

the latter needs to use the results coming from the former task. In other words, the attribute

selection could be considered as the “learning” task. Hence, it may be ideally performed once

and reused for many subsequent filtering executions. More realistically, we expect to run such

“learning” phase as pre-processing and is only reproduced when there are significant changes

in the data, but not before running any classification. Therefore, we cannot judge the best

combination only taking into account the time for feature selection. For that reason, we also

performed a comparison of the performance in filtering the items in our datasets, measuring

their accuracy and velocity. We include in the final cost even the time for building the model,

namely to convert the format of the given instances to the input required by the classifier.

We remember that the wider, dummy versions of the initial dataset must be used only for

time analysis since they contain data that does not come from actual Web-pages. Therefore,

we involved all the datasets when registering the execution time of the classification task.

For each classifier and each fold, we computed the execution time in seconds, and then the

78



average time across the 30 folds as follows:

AT =

∑
f∈folds

ExecutionTime(f)

# folds
.

Similarly to the AP formula, 30 is our # folds and f is the i-th fold.

Finally, the last measure we introduce in our evaluation is a computation of the balance

between accuracy and time for a given classifier. We model such balance as the ratio of the

first two measures, AP and AT , as following:

BalanceRatio =
AP

AT
.

We remember that just the original set of data x1 can be used for deriving a valid precision

value, while the dummy ones are intended only for evaluating the scalability of the methods

regarding the velocity aspect. Hence, in this work the BalanceRatio is computed using only

the x1 dataset.

4.2 Statistics on collected data

The overall goal of this study is to extract features from Web-pages, refine them and test

their validity in a binary classification task to recognize whether or not a Web-page is suitable

for educational purposes. Hence, the items in our dataset are Web-pages with two possible

values for the class: TRUE, when a resource has been declared relevant for teaching some

concepts, or FALSE when the page does not contain educational content. About the former

group of resources, those with value TRUE, our dataset consists of more than 2,300 Web-

pages we extracted from two different sources. The first source is the SeminarsOnly website1,

which hosts content about Computer Science, Mechanical, Civic and Electrical Engineering,

as well as Chemical and Biomedical sciences among others. The second source of educational

material is a subset of Web-pages ranked by 76 instructors during a survey (Marani, 2018,

Page 88). The survey’s first phase automatically used queries by an intelligent system against

a search engine with names of educational concepts and courses. The second phase exposed

groups of 10 retrieved pages to instructors who judged the suitability of the Web-page as

1https://www.seminarsonly.com/
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a learning-object suitable for teaching. In particular, whether the page could support the

learning of the concepts of the query in the originator course. The judging instructors used a

5-point Likert scale. In other words, the ranking is proportional to how likely the instructor

would use that Web-page for teaching a concept in a course. When Web-pages are highly

and uniformly ranked by judges, it is certain that the page is suitable for being used in

an educational context. For that reason, in this analysis, a Web-page is labelled as TRUE

(“relevant for education”) only when it collected 3 points (Relevant in the survey) or more

(where the maximum is 5 points —- Strongly relevant) in the survey. On the other hand, it

may appear correct to label the Web-pages that collected less than 3 points as not suitable

for teaching, however, it is important to analyse the objective of the survey. The survey

specifically asked an instructor to judge whether or not a particular Web-page can be used

for teaching a defined educational topic in a course built by the instructor itself. A negative

answer do not mean that the document is not useful at all for education, because it may be

suitable for teaching another topic in a different course; thus, since we do not have enough

confidence for labelling Web-pages scored 1 or 2 by educators, we choose to discard them.

The final version of that dataset hosts 614 Web-pages, resulting from 66 Web searches in 23

different teaching contexts (Marani, 2018, Page 92). Since each search presented 10 resources

to be judged, there are 660 total documents where 614 are distinct. So, we may expect that

a large number of Web-pages attracted only one judgement, precisely 1.075 in average. In

this study, we obtain the Web-pages classified as FALSE (“non-relevant for education”) by

the crawling of URLs contained into the DMOZ open directory. In particular, we included

pages coming from all the 15 categories represented in DMOZ, resulting in more than 3,200

Web-pages. In total, our dataset consists of 5,612 labelled Web-pages, according to their

usability in educational contexts.

4.2.1 Scalability

We artificially blew up our dataset to test the scalability of our method as data increases.

Since we aim for Web-based applications, we foresee that the number of Web-pages gathered

(e.g., by a crawler) to be filtered using our methodology will continuously grow, so that the

proposed method should be adaptive, which means able to learn from larger and larger data-
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sets how to recognize resources that are different from the ones collected until that moment.

We name our original dataset as x1 ; later versions are built duplicating the items of the previ-

ous version applying a small, random perturbation to the values of the attributes. Therefore,

the expanded datasets are called x2, x4, x8, x16 because they are respectively 2, 4, 8 and

16 times larger than the original one, with nearly 90,000 items in the x16 version. We used

them as dummy datasets only for evaluating the speed of our proposed method in a more

realistic Web environment where scalability is also important. However, their items cannot

be used for analysing the accuracy, because the labels are not representative of the purpose

of the Web-pages.

4.3 First layer results

As previously described, in the first part of the overall testing we applied two state-of-

the-art feature selection algorithms, PCA and SVM, to build two sets of attributes we will

use as baselines throughout our evaluation. To achieve a more comprehensive comparison,

we created those two sets differently. The first one, called PCA, is obtained running PCA on

our dataset. The number of resulting components, in this case, is fourteen. The second set

of traits comes from SVM, a method for ranking features. We selected the ten most valuable

attributes according to the SVM algorithm, forming the Top10-SVM features set. We chose

such number because that is the quantity of traits selected by our Rank Score for achieving

at least 80% of accuracy in classification (see the next layer of the evaluation).

Figure 4.1 shows the AP measured when running different classifiers using the two afore-

mentioned baselines, and our 53 attributes. We call our features set AllFeatures. In every

test performed, the proposed set AllFeatures allows classifiers to obtain the highest precision

on average over the 30 folds of the cross-validation testing. However, we also performed stat-

istical testing to verify if we can reject the null hypothesis h0 (namely, “there is no evidence

that the chosen features set influences the precision of a classifier”) and accept the alternative

h1. In particular, since we have two baselines, two alternative hypotheses will be verified:

hPCA
1 = “When considering all features instead of the features by PCA, a classifier achieves

higher precision”

hSVM
1 = “When considering all features instead of the features by SVM, a classifier achieves
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Figure 4.1: The average precision (AP) computed for each classifier when using the different
features sets analysed in our evaluation process.

higher precision”.

Table 4.1 reports the results of the Student’s T-test performed in our evaluation. We

verified a significance of at least 95% for our hypotheses considering each classifier. We

reached higher statistical significance, around 99% (p-value<0.01) for hPCA
1 on the majority

of the classifiers. Only BayesNet has a slightly higher p-value (0.01359). However, it is still

lower than 0.05. When testing our 53 features against those labelled most important by SVM,

also hSVM
1 is accepted with 99% or more significance on all the algorithms but one. Indeed,

the p-value when using DecisionTable is 0.01688, smaller than the required threshold of

0.05.
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Classifier AllFeatures vs. PCA AllFeatures vs. Top10-SVM
T p-value T p-value

BayesNet 2.3266 0.01359 * 7.3054 2.39E-08 **
DecisionTable 6.5606 1.73E-07 ** 2.2284 0.01688 *
JRip 5.0055 1.25E-05 ** 4.8125 2.14E-05 **
PART 5.2519 6.30E-06 ** 5.2318 6.66E-06 **
Logistic 2.5343 0.008463 ** 10.15 2.35E-11 **
SMO 4.0649 0.0001677 ** 9.6948 6.64E-11 **
J48 7.6944 8.73E-09 ** 4.4585 5.69E-05 **
RandomForest 4.2105 0.0001126 ** 4.3679 7.31E-05 **

Table 4.1: Student’s T-test results for each classifier. Similarly to the notation used by the R
statistical software, “*” indicates the desired p-value <0.05, while a p-value <0.01 is labelled
with “**”.

Figure 4.2: Comparison of the AP measure obtained using the Top10-Rank Score features
set, against PCA, Top10-SVM and AllFeatures throughout all the classifiers. We remember
that, in this case, only the original x1 dataset is used.

4.4 Second layer results

We now evaluate the merit of the three methods that select features and prepare datasets

by looking for the most balanced setting regarding precision and speed, according to different

classification methods. The entire features set prior to performing any attribute selection,

called AllFeatures, is now considered as a baseline. That is, we aim to check whether or not

FS using Rank Score is beneficial for balancing the accuracy and velocity of the classification

process. The first aspect we tested is the accuracy in a binary classification task on the original

dataset of 5,612 Web-pages, labelled as TRUE when relevant for education, FALSE other-

wise. Figure 4.2 shows the AP measure obtained using the Top10-Rank Score set, where the

darker the square, the better the performance using Rank Score. Negative values mean that

Rank Score is less accurate than the compared features set. Not surprisingly, the AllFeatures

set still yields the highest accuracy since the classifiers can exploit more data about the Web-

pages. However, the difference with Top10-Rank Score reaches a maximum value of 1.04%
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Figure 4.3: The heat-maps of time performance for the eight classifiers when receiving in
input the attributes in the PCA, Top10-SVM and AllFeatures sets, respectively. Percent-
ages are in comparison to Top10-Rank Score, where the darker the square, the faster the
Rank Score-based filtering. Positive values have a background pattern, meaning that the
compared method allowed for a quicker classification.
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when using the Logistic algorithm. The set of 14 principal components PCA is in some cases

more precise (see Logistic and SGD), but running the DecisionTable method the Top10-

Rank Score allows it to perform 1.24% more accurately. When comparing Top10-Rank Score

against Top10-SVM, the heat-map shows that all algorithms obtained higher precision using

the former instead of the latter. Therefore, we can conclude that when exploiting the Top10-

Rank Score features set, the AP is closer to the benchmark that includes all the features.

Moreover, it displays a superior AP than the one registered with PCA or with Top10-SVM.

About the computational speed of the proposal, we remember that algorithms are run on

the original x1 dataset, and then using the dummies x2 (more than 11,200 items), x4 (over

22,400 items), x8 (around 45,000 items) and x16 (nearly 90,000 items) for analysing the overall

scaling trend with increasing number of Web-pages to be classified. In this contribution, we

report the in-depth analysis of one classifier per each of the four families. Then, all the

results are grouped in the form of an overall heat-map (see Figure 4.3), where the values are

in comparison with the Top10-Rank Score set of traits. As per the previous heat-map, the

darker the square, the better Rank Score performs. But, on the contrary, negative values

indicate a lower AT required by classifiers using Rank Score, meaning better performance

in velocity. We already described how applying feature selection techniques is expected to

speed-up the filtering task, rather than all the 53 original attributes. Such trend is confirmed

for all the classifiers, so we can claim that using the AllFeatures set has the highest accuracy,

but on the other hand, the execution time is among the worst. Hence, a pre-processing that

merely includes AllFeatures is not meeting our speed expectations. In this section we test

whether or not attribute selection leads to better results.

4.4.1 Random Forest

Figure 4.4 shows the time performance of the tree-based algorithm RandomForest, with

a zoom on the results on the original x1 dataset. In that case, the filtering based on Top10-

Rank Score traits is significantly faster than other methods: 14% quicker than Top10-SVM,

while 38.4% and 70.3% faster than PCA and AllFeatures respectively. When running on

the dummy datasets, performances with Top10-Rank Score and Top10-SVM sets are similar

(Rank Score is from 0.1% to 2.9% faster), while the trend for PCA increases until over 48%.
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Figure 4.4: Time performances (in seconds) of the Random Forest classifier when using our
four features sets, throughout the five datasets. In this case, PCA yields lower execution time
on x1 than AllFeatures, but it tends to require more time on x16 than every other set here
evaluated.

On the contrary, AllFeatures reduced the gap by a small portion, but Top10-Rank Score is still

43% quicker. Therefore, when filtering Web-pages using RandomForest, running PCA is not

the best choice. We suggest, when possible, to perform attribute selection using Rank Score,

with SVM as a valid alternative on high volumes of items to be classified.

4.4.2 Decision Table

The DecisionTable classifier (Figure 4.5) is based on rules. Also in this case, there is a

consistent gap between Top10-Rank Score and the other sets in the x1 dataset. Indeed, it is

20.5% faster than Top10-SVM and 35.1% in comparison with PCA. Compared to using no

feature selection at all, filtering with Top10-Rank Score is more than 90% (precisely 91.5%)

quicker. From the speed recorded using the dummies, feature selection with SVM is able to

catch up with Rank Score until becoming 2.9% faster (in the x16 dataset). However, Top10-

Rank Score obtained a dramatic advantage, higher than 80% on the biggest dataset, from

PCA and the whole features set (81.6% and 88.3% respectively).
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Figure 4.5: Execution time required for filtering the Web-pages in all datasets using Decision
Table, according to the specific set of attributes involved. The detail shows the initial 20%
gap in favor of Top10-Rank Score. However, Top10-SVM is able to perform similarly when
the number of items becomes more significant.
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Figure 4.6: The Logistic classifier time performance. We do not show the resulting curve
for AllFeatures because the execution time is too high if compared to the other features
sets. Its inclusion distorts the figure as the other three curves appear flat. It is also clear
from the zoom on x1 that both Top10-Rank Score and Top10-SVM are scaling well and are
dramatically faster than PCA.

4.4.3 Logistic

When filtering according to the Logistic function (Figure 4.6), applying attribute selection

with Rank Score is still convenient rather than using either AllFeatures or PCA. Indeed, the

gap starts at 23.8% and 81% on the original dataset, growing up until 60.3% and 99.8%

respectively when taking the dummies into account. When testing Top10-Rank Score versus

Top10-SVM, results are mixed. In fact, on x1 and x16, the former is 2.5% and 11.2% quicker

respectively, while SVM yields better performance (from 2 to 3.4% faster) on the x2, x4 and

x8 dummies.

4.4.4 Bayes Network

We analyse the time performance for the Bayes Network classifier (Figure 4.7) across the

feature selection methods. We observe that still using either Rank Score or SVM the AT

is nearly the same on high volumes of Web-pages. In this case, however, Top10-Rank Score
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Figure 4.7: Bayes Network time analysis, filtering items throughout the datasets using the
four attribute sets. Also in this example, the snippet shows a good 13% gap between Top10-
Rank Score and Top10-SVM. Nevertheless, they tend to be similar, with 3% better perform-
ance of the former than the latter.

starts as 13.1% quicker, and it ends up being 3.4% faster than Top10-SVM. When considering

PCA or AllFeatures, again, Top10-Rank Score is undoubtedly the best option with a speed

gain from 20% to 76.1% against the former, and from 57.4% to 82.5% compared to the latter.

Generally, Rank Score reported the fastest performance in many trials on different clas-

sifiers and datasets especially in comparison with PCA and using all the attributes. Also,

SVM sometimes has been very fast, for instance when using the rule-based methods JRip,

Decision Table and PART. However, the highest achieved gap compared with Rank Score

is just 5.2%, recorded by PART on x2 and JRip on x4.

4.4.5 Balance analysis

We set up and performed the second layer of the evaluation for discovering which feature

selection method makes filtering educational Web-pages more balanced obtaining the max-

imum accuracy in the shortest time, including also the entire attribute set. Our data shows

that Rank Score allows high precision, close to using all the features, in most of the tests,

while PCA and SVM are slightly less accurate. Moving to the velocity aspect, the features set
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Figure 4.8: The BalanceRatio reported by all the combinations of features sets and classifiers
in our examination. The highest the value, the more balance between average precision
and average execution time is achieved. The combination Rank Score-BayesNet is the most
balanced, while SVM-BayesNet and Rank Score-J48 are second and third respectively.

Top10-Rank Score is the one that allowed several classifiers to achieve the fastest execution

time. In order to sum up our findings, we measured the balance between precision and speed

using the previously presented BalanceRatio. Here we report the values registered for the

same four classifiers analysed in the previous sections, namely RandomForest, DecisionT-

able, Logistic and BayesNet, when performing the filtering task on the x1 dataset.

Measure Rank Score PCA SVM AllFeatures

AT 0.675 * 1.096 0.784 2.274

AP 0.989 0.987 0.987 0.993 *

BalanceRatio 1.465 * 0.901 1.259 0.437

Table 4.2: AP , AT and BalanceRatio values for the Random Forest classification task on the
original dataset, with Rank Score the method that permits this classifier to reach the best
balance. The best outcomes are labelled by a “*” symbol.

Table 4.2 shows the AP , AT and BalanceRatio values for the Random Forest algorithm.

As reported, the method based on Rank Score is the most balanced, even though AllFeatures

allows for slightly more precise filtering, and sometimes SVM for a little lower execution time.

However, the quite impressive speed of the classifier when using the Top10-Rank Score makes

this combination the most balanced to be used with Random Forest.
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Measure Rank Score PCA SVM AllFeatures
AT 0.218 * 0.336 0.274 2.565
AP 0.989 0.977 0.989 0.992 *
BalanceRatio 4.540 * 2.908 3.606 0.387

Table 4.3: Accuracy, time and balance analysis in Decision Table. Since the BalanceRatio is
higher than Random Forest, it appears that this algorithm is more suitable for our filtering
task.

The BalanceRatio for the classifier Decision Table is reported in Table 4.3. As well

as in the previous case, the most balanced filtering is the one performed using the Top10-

Rank Score. We noticed a sharp increment compared to the balance measured in Random

Forest, from 1.465 to 4.540 always referring to Rank Score and similar figures for PCA and

SVM. However, using all 53 attributes there is less balance since both AT and AP drop when

running Decision Table.

Measure Rank Score PCA SVM AllFeatures
AT 0.107 * 0.141 0.110 0.565
AP 0.977 0.984 0.968 0.987 *
BalanceRatio 9.116 * 7.004 8.808 1.746

Table 4.4: Analysis of performance and balance for the Logistic classifier. In this case, the
AT drops more than half with respect to Decision Table. Even if the accuracy sometime is
lower, the BalanceRatio is more than double than in the previous test.

Also Logistic benefits of the most balanced outcome using the Top10-Rank Score, even

if PCA permits a higher accuracy. On the other hand, SVM is only 2.5% slower (3 msec.),

but the lower accuracy does not allow the classifier to achieve the best possible balance. The

BalanceRatio is more than double the value reported for Decision Table for all the attribute

sets, including when considering AllFeatures. This result means that the Logistic classifier is

more appropriate for our filtering task than Decision Table and Random Forest, because a

strongly quicker execution counterbalances the slightly lower precision.

When running the BayesNet classifier, it appears that Rank Score is still the method

that allows the best-balanced performance. Indeed, the same algorithm executed with PCA

and SVM is just 12 and 7 msec. slower respectively. The result is even more critical when

compared with the Logistic algorithm since the execution time for a 30-fold cross validation
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Measure Rank Score PCA SVM AllFeatures
AT 0.049 * 0.061 0.056 0.115
AP 0.981 0.979 0.974 0.983 *
BalanceRatio 20.050 * 16.017 17.286 8.557

Table 4.5: Performance and balance ratio for the BayesNet algorithm. When combined
with Rank Score features, BayesNet is the algorithm that achieves the highest BalanceRatio,
therefore, it is the best practice in our study for filtering educational Web-pages in real-time.

on the x1 dataset with BayesNet requires just half of the time. Then, the higher accuracy

of BayesNet with Top10-Rank Score in input makes this combination impossible to be over-

taken by any of the other approaches. This result is evident in Figure 4.8, which shows the

BalanceRatio for all the couples made by feature selection method and classifier. It also ap-

pears that Rank Score is the approach that permits the most balanced filtering performance

across all the classification algorithms.
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Conclusions

In this thesis, we presented a methodology for filtering Web-pages according to their

suitability for education and focused on balancing the precision and velocity to be effective

in real-time applications. Indeed, the classification of documents on the Web is required to

be both fast and accurate. Especially in education, an application such as a recommender

system may have a severe impact on the outcome of students’ activities and the quality

of courses built by instructors. Therefore, it is even more critical to filter non-useful and

harmful material before presenting recommendations to the users. Moreover, users rely on

search engines and other Web-based systems to receive a quick answer to their usage needs.

Hence, a filtering technique cannot slower too much the entire process, regardless of how

precise the final response would be.

Such an obvious contrast calls for negotiation between accuracy and velocity. So, for

achieving our goal of balancing those two components, we investigated whether or not feature

selection methods can help to speed up classifiers when applied on a dataset of more than

5,600 Web-pages. The number of documents included in our evaluation is relatively small

when compared to the huge size of the Web. However, we should consider that the correct

labelling of Web-pages in the original dataset is fundamental for achieving significant results.

At this stage, only a small portion of teachers participated to the aforementioned survey,

therefore it has been challenging to gather a high number of documents that can be labelled

beyond any reasonable doubt. In order to increment such number of items in our knowledge-

base for testing the scalability of our approach in a more realistic environment, we created

some dummies which are incrementally built on small perturbations. Items in the datasets are

Web-pages (see Section 4.2 for more details) and we divided their content into four sections:

Body, Links, Highlights and Title. We obtained a label for each item according to its source:
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Web-pages from a survey among instructors and the SeminarsOnly website are recognised as

suitable for education. Therefore, their label is “TRUE”, while resources from the DMOZ

Web Directory are labelled as “FALSE” - not suitable for pedagogical usage.

We examined such dataset with the goal of identifying the purpose of a Web-page (suit-

ability as an educational resource) and not recognising neither the subject matter nor the

topic. We attack this problem by seeking what features can be extracted from Web-pages

and their content. We proposed and identified those useful for classifying online resources for

the purpose of education. We incorporated techniques from both natural language processing

and semantic analysis for the definition of an initial set of 132 potential predictors. We should

specify that the research has been performed on English texts only, therefore we expect our

approach to require additional analysis when considering documents in other languages. After

the definition of the first potential attributes, we performed an in-depth feature selection pro-

cess which results in a set of 53 characteristics extracted from four sections of a Web-page

(see Table 3.1). We evaluated the validity of our proposed features on the binary classification

task that discriminates whether the purpose of the Web-page is educational. In particular, we

performed a 30-fold cross-validation test on our dataset using several state-of-the-art classifi-

ers of many types and learning models. As baselines, we used feature selection algorithms for

reducing the number of attributes according to two general approaches: Principal Compon-

ent Analysis (PCA) and Support Vector Machine (SVM). We demonstrated that the average

precision (AP) across the folds is higher when using our suggested 53 features than when

considering the eigenvectors from PCA or the top attributes according to the SVM-based

ranking. Furthermore, results of Student’s T-test strengthen our proposal with all test repe-

titions achieving p-value < 0.05, and many other repetitions having a p value also lower than

0.01. This statistical significance at very high levels for all classifiers confirms the general

hypothesis that the elicited features are informative and effective in providing discrimination

capacity to classifiers across several families.

We leveraged such elicited features in our framework for advanced attribute selection, com-

bining the output of several state-of-the-art feature-selection methods. In particular, we built

an ensemble of seven methods, namely Gain Ratio, Correlation, Symmetrical Uncertainty,

Information Gain, Chi-Squared, Clustering Variation and Significance. Our rationale is that

different methods take into account the diverse aspects of the data. The result is a feature
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ranking method that we call Rank Score. We tested its validity against two of the most pop-

ular feature selection and reduction algorithms: Recursive Feature Elimination (RFE) and

the already mentioned PCA; in addition, we also included the SVM ranking method. For

both SVM and Rank Score, we chose to select the most predictive traits so that we might

achieve 80% or more accuracy. We ended up with four features sets to test. RFE appeared

immediately not suitable for real-time usage because of the high execution time, while SVM,

Rank Score and PCA performed in this exact order from slower to faster. Another step of

the research has been the evaluation of those three sets of traits on accuracy and speed when

used as input to eight classifiers, coming from four different families: Bayesian, rule-based,

function-based and tree-based. For deducing whether or not feature selection is beneficial,

we also included the original attribute set in our comparison, set up as a 30-fold cross val-

idation on five sets of data of incremental size. Results show that our methodology based

on Rank Score allows filtering methods to achieve an average precision very close to using

all the 53 features, with a dramatic reduction of the classification time. Also comparing our

proposal against PCA, we discovered higher accuracy in most of the trials and better velocity

throughout all the classifiers and datasets. Regarding SVM, such features set can some-

times have same or subtly quicker execution time. However, the average precision is lower

than Rank Score. The combination Rank Score - Bayesian Network has resulted as the most

balanced setting for filtering Web-pages according to their suitability in educational tasks.

In conclusion, the overall evaluation demonstrates that the 53 features elicited in the first

layer yield high significance in representing educational resources. Moreover, feature selection

with our Rank Score, combined with the Bayesian Network classifier, is the best practice for

achieving a balanced filtering of Web-pages for educational purposes, where both precision

and velocity fit the aforementioned requirement imposed by real-time, Web-based educational

applications.
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Appendix

This appendix reports the distributions for all the nine groups of features analysed in

Chapter 3. For a complete overview on the attributes selected in this study, please refer to

Table 3.1.

107



Figure A.1: The distribution of the four features in the Complex Words Ratio group, accord-
ing to the class.

Figure A.2: Analysis of TRUE and FALSE items distributions for features in the
Number entities group, extracted from Body elements of a Web-page.
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Figure A.3: Distributions about attributes of group Number entities found in Links ele-
ments of the Web-pages.

Figure A.4: Features coming from the Highlights considering the group Number entities.
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Figure A.5: Entity distributions taking into account the Title elements in the group
Number entities.

Figure A.6: TRUE and FALSE pages distributions for the Concepts By Entities group
attributes extracted from the Body of a Web-page.
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Figure A.7: Distributions about attributes of group Concepts By Entities found in
Links elements of the Web-pages.

Figure A.8: Features coming from the Highlights considering the ratio of concepts on entities
extracted from a Web-page at different thresholds.
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Figure A.9: Entity distributions taking into account the Title elements in the group
Concepts By Entities. In this case, none of the attributes can discriminate between TRUE
and FALSE with sufficient accuracy.

Figure A.10: Distributions for features in the Entities By Words group extracted from the
Body of a Web-page. Only when the threshold is set to 0.8 there is overlap.
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Figure A.11: Distributions about the number of entities by words found in Links elements.
All of them are clearly separated, without overlap.

Figure A.12: Attribute distributions found in Highlights for the Entities By Words group.
None of them is useful because of the overlap between TRUE and FALSE class

.
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Figure A.13: Analysis of TRUE and FALSE items distributions for features in the
Entities By Words group, extracted from the Body of a Web-page.

Figure A.14: Distributions about group Entities By Words found in Links elements of the
Web-pages.
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Figure A.15: Features coming from the Highlights considering the ratio of concepts on number
of words in a Web-page at different thresholds.

Figure A.16: Analysis of TRUE and FALSE items distributions for features in the
SD By Words group, extracted from the Body of a Web-page.
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Figure A.17: Distributions of features in the group SD By Words found in Links elements
of the Web-pages.

Figure A.18: Features coming from the Highlights considering the semantic density by the
number of words in a Web-page at different thresholds.
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Figure A.19: Analysis of TRUE and FALSE items distributions for features in the
SD By ReadingTime group, extracted from the Body of a Web-page.

Figure A.20: Distributions about entities in the group of attributes SD By ReadingTime
found in Links elements of the Web-pages.
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Figure A.21: Features coming from the Highlights considering the semantic density by reading
time of a Web-page at different thresholds.

Figure A.22: Analysis of TRUE and FALSE items distributions for features in the
SD Concepts By Words group, extracted from the Body of a Web-page.
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Figure A.23: Distributions about group of traits SD Concepts By Words found in
Links elements of the Web-pages.

Figure A.24: Features coming from the Highlights considering the semantic density by con-
cepts related to the number of words in a Web-page at different thresholds.
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Figure A.25: Analysis of TRUE and FALSE items distributions for features in the
SD Concepts By ReadingTime group, extracted from the Body element of a Web-page.

Figure A.26: Distributions about entities in the attribute group
SD Concepts By ReadingTime found in Links elements of the Web-pages.
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Figure A.27: Features coming from the Highlights considering the semantic density by con-
cepts related to the reading time of a Web-page at different thresholds.
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