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The closure problem in �uid modeling is a well-known challenge to modelers aiming to

accurately describe their system of interest. Over many years, analytic formulations in

a wide range of regimes have been presented but a practical, generalized �uid closure

for magnetized plasmas remains an elusive goal. In this study, as a �rst step towards

constructing a novel data-based approach to this problem, we apply ever-maturing machine

learning methods to assess the capability of neural network architectures to reproduce

crucial physics inherent in known magnetized plasma closures. We �nd encouraging

results, indicating the applicability of neural networks to closure physics, but also arrive at

recommendations on how one should choose appropriate network architectures for given

locality properties dictated by underlying physics of the plasma.

a)Electronic mail: ngarland@lanl.gov
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I. INTRODUCTION

In modeling and simulation of plasma dynamics many practitioners employ a �uid, or moment,

model.1–3 The attraction of a �uid model lies in the generally simpler model description, and

far-reduced computational cost, when compared to high �delity kinetic models that describe a

charged particle distribution function,f (r ;v ;t). To determine which of these two approaches to

take, one must assess the trade-off between an averaged macroscopic description of a plasma that

is computationally tractable, versus a �ne kinetic microscopic description that may carry extreme

computational cost. In the event of employing a �uid model, one must suf�ciently truncate or

close the in�nite hierarchy of equations in the velocity moments off (r ;v ;t).

While truncation at higher order may be done, it is more common to enforce some underlying

physical properties of the problem by deriving a non-trivial closure for higher-order moments as

functions of lower-order moments, e.g. heat �ux as a function of density, velocity and energy.

The physical properties used to derive closures can range from collisional to collisionless, and

can enforce local or non-local space-time relationships within the plasma4–6. This being said,

there are some scenarios where complex physics prevents a simple closure being assumed, and the

question as to what closure to employ has a non-trivial answer. In this situation, some research

communities, particularly �uid mechanics in recent years,7–9 have turned to machine learning to

try to construct surrogate closure models that map the known macroscopic variables in a �uid

model to the higher order moments that must be closed .

Machine and deep learning methods have long been used in fusion and plasma physics

applications.10–14In this study we seek to follow in the footsteps of the �uid mechanics community

by using machine learning to formulate and study surrogate models in a proof-of-principle study

for magnetized plasma closure models that are crucial to �uid modeling. We note recent work

of Ma et al.15 on the analysis of closure surrogates via neural networks for the Hammett-Perkins

closure16. In this work, not only will we touch on the Hammett-Perkins non-local closure but

also expand to examine additional closures in different regimes relevant to fusion applications.2,17

These closures were speci�cally chosen to provide separate regime challenges for machine learn-

ing surrogates, with the goal of understanding the implications of a broader range of closure

physics on potential machine learning methods and architectures.

The primary goal of this work is to verify the ability of neural networks to accurately represent

several known closure functions that apply in different physics regimes. These limiting regimes are
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(1) collisional limit, (2) collisionless limit with periodic boundary condition, and (3) collisionless

limit with an upstream Maxwellian source and a downstream absorbing wall. Ultimately we would

like to learn closure surrogates in the intermediate collisionality regime, with complex source

and boundary conditions, but these would likely be produced by data-driven learning from high

�delity kinetic simulations where more complex physics may occur than that described by known

analytic closures in the limiting regimes examined here . We believe an important �rst step towards

producing such practical closures using machine learning is to perform a benchmark study to

explore whether some of the physics we value, contained in the simpler analytic closures used

in our study, can be described well by neural networks and, if so, what styles of architecture are

preferable for certain types of physics. This will help us make more intelligent decisions on neural

network properties in order to capture necessary physics found in more general problems.

In seeking to learn surrogate closure models we aim to providea priori physical intuition for

making wise network design choices that reduce the computational complexity of the learning

task. We contend that benchmarking learned surrogates against well known analytic closures in

important physical limits, and understanding the structure and limitations of the neural networks

that formulate closure surrogates, is an instructive exercise. In this study we will show that, in the

important physical limits grounding the closures studied, there is bene�t in tailoring a network's

architecture to the physics regime the closure is designed for. This should be contrasted with

the “black-box" approach of employing neural networks that have proven to be useful in unrelated

contexts. The lessons learned from this study will inform future development of closure surrogates

for practical application in more physically-complex scenarios.

Our methodology and results are presented as follows. In Section II we brie�y review �uid

models for magnetized plasmas and some of the closure methods used. Section III outlines the

learning method employed to formulate the closure surrogate neural networks, with Section IV

detailing the network architectures employed for each surrogate. The results obtained from train-

ing the appropriate networks on each benchmark closure are discussed in Section V followed by a

summary of the key �ndings of this work in Section VI.

II. PLASMA FLUID MODELING

When considering electron dynamics in a plasma, the fundamental description of electrons is

carried by the electron distribution function,fe(r ;v ;t), in phase space. While many techniques
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exist to resolvefe(r ;v ;t), the computational load can be enormous. The primary approach is

solution of the kinetic equation forfe(r ;v ;t)

¶ fe
¶t

+ v �
¶ fe
¶x

+
q

me
(E + v � B ) �

¶ fe
¶v

= C( fe); (1)

whereC( fe) is the collision operator.

As an alternative, a �uid description of the plasma is a popular approach that can simulate

plasma properties in a more computationally ef�cient manner. Macroscopic �uid quantities, such

as densityne, mean velocityu e, and pressurePe are obtained via velocity moments offe(r ;v ;t)

ne(r ;t) =
Z

fe(r ;v ;t) d3v; (2)

u e(r ;t) =
1

ne(r ;t)

Z
v fe(r ;v ;t) d3v; (3)

Pe(r ;t) = me

Z
ww fe(r ;v ;t) d3v; (4)

wherew = v � u e is the �uctuation velocity,me is the electron mass, and the scalar pressurepe

can be extracted from the pressure tensor viaPe = peI + � e, whereI is the identity tensor and� e

is the viscosity tensor.

While �uid modeling is an attractive option to simulate plasmas, there are inherent challenges

and disadvantages that this technique brings with it. Fundamentally, lack of exact knowledge of

the velocity space distribution of electrons leads to an inherent inaccuracy in modeling discharges

far from equilibrium, where a Maxwellian distribution function is often assumed. An extension of

not knowing the velocity space distribution is the closure problem, where higher-order moments,

such as the viscosity tensor,� e, or heat �ux,qe, must be approximated using lower-order moments

to enable computation.

A. Collisional limit: Braginskii closure

In his seminal paper,2 Braginskii tackled the problem of showing convincingly that hydrody-

namics reigns in a plasma made up of electrons and a single ion species moving through a strong

magnetic �eld, where collisions occur at a rate that is comparable to the gyrofrequency. The well-

known Braginskii2 equations for electron transport, dropping the species subscript forn, u , andp,
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can be written

dn
dt

+ nÑ� u = 0; (5)

men
du
dt

+ Ñp+ Ñ� � + en(E + u � B ) = F ; (6)

3
2

dp
dt

+
5
2

pÑ� u + � : Ñu + Ñ� q = W; (7)

where
d
dt

=
¶
¶t

+ u � Ñ is the commonly used convective or material derivative,� is the viscosity

tensor,q is the heat �ux vector,F is a frictional force due to plasma resistivity and thermal forces,

andW is an energy transfer function due to collisions with ions and work done by frictional forces.

Braginskii showed, through an asymptotic solution of the kinetic equation underlying equations

(5) - (7), that one can estimate the heat �ux vectorq, the viscosity tensor� , the frictional force

vectorF , and the energy exchange functionW in terms of the hydrodynamic observables.

In this study we seek to identify a network architecture that is capable of representing Bra-

ginskii's approximation to the closure given a range of macroscopic input pro�les. To that end,

a suitable litmus test is to assess the representability of one characteristic piece of the closure

functional, namely the so-called gyroviscous stress tensor

� BG(n;u ;T)(x ) =
n(x )T(x )
4kB (x )k

�
~� + ~� T

�
; (8)

where

~� = b̂(x ) � (Ñu(x )+ Ñu T(x )) � (I+ 3b̂(x )b̂(x )) ; (9)

b̂ = B =kB k is the magnetic �eld unit vector, andI is the 3� 3 identity tensor.

The Braginskii formulation provides one benchmark limit for learned neural network architec-

tures that could provide a surrogate closure model in the collisional magnetized plasma limit, with

a local functional dependence. In contrast to this, the following sections will describe non-local

closures in collisionless plasma closure limits.

B. Collisionless limit: Hammett-Perkins closure

Linear Landau damping is an inherently kinetic effect in weakly-collisional plasmas wherein

�uid moments of the single-particle distribution function decay due to the development of

increasingly-�ne-scale structure in velocity space. These small-scale features are produced as
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a result of higher-velocity parts of the distribution function being transported by the streaming

effect more rapidly than lower-velocity parts. A similar effect to Landau damping can be observed

in sheared �ows of conventional �uids.18

While the Landau damping effect is kinetic in nature, some aspects of the phenomenon can be

emulated within a �uid model using an idea originally due to G. W. Hammett and F. W. Perkins.16

Their basic idea was to develop a closure for the heat �ux in terms of the temperature such that

the decay rate predicted by linear Landau damping theory is reproduced by the �uid model when

linearized. In one space dimension, the Fourier-space expression for this closure is given by the

simple formula

q̂k = � n0

r
8
p

vthi sgn(k)T̂k; (10)

wheren0 is the unperturbed plasma density,vth is the nominal plasma thermal speed,i is the

imaginary unit, and sgn is the signum function. In a periodic domain the formula still makes sense

provided the wave vectork is suitably quantized.

Up to a proportionality factor the formula (10) says that the heat �ux is related to the temper-

ature by the Hilbert transform from signal analysis and elsewhere in plasma physics.19,20 In the

signals context, the transform is used, for example, to construct complex representations of signals

that are analytic in the upper half-plane, while in the plasma context the transform is required to

�nd the action-angle variables for the continuous spectrum of the linearized Vlasov-Poisson sys-

tem. If H denotes the Hilbert transform, and we neglect the unimportant constants, the closure

relationship may be writtenq(x) = H[T](x). There are a number of well-known formulas for the

Hilbert transform including

H[T](x) =
1
p

P
Z ¥

� ¥

T(s)
x� s

ds; (11)

whereP denotes the principal value, and

H[T](x) = �
1
p

lim
e! 0

Z ¥

e

T(x+ s) � T(x� s)
s

ds; (12)

each of which explicitly displays the spatially-global nature of the closure. However, where the

Fourier space expression (10) needs only minor modi�cation in a periodic domain (a quantization

condition onk) the previous two expressions require more signi�cant changes. For instance the

principal value formula (11) on a domain with period 2p becomes

H[T](x) =
1

2p
P

Z 2p

0
T(s) cot

�
x� s

2

�
ds: (13)
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C. Collisionless limit: Guo-Tang closure

In a long mean-free-path (l mfp) magnetized plasma,C( f ) � 0, signi�cant temperature anisotropy

can develop. Further, if the plasma under consideration experiences an open magnetic �eld line, in

contrast to the scenario for the Hammett and Perkins closure,16 it can be demonstrated that parallel

heat �ux can drive heat from low- to high-Tk in the vicinity of absorbing boundary walls, contra-

dicting the classical thermal conduction description of heat �ux i.e.q � kÑT. In this scenario, a

closure derived by Guo and Tang17,21 has been demonstrated to suf�ciently capture the behavior

of the parallel heat �ux in the presence of an absorbing boundary with open magnetic �eld line

transport. In the Guo-Tang result, closure expressions for both the electron and ion parallel heat

�ux components are presented. In this study we solely examine the more physically-interesting

electron result.

The Guo-Tang closure is applicable to electron transport within an open-�eld-line plasma

bounded by absorbing walls. Steady-state is achieved via balance with an upstream plasma source

with Maxwellian velocity distribution. Throughout the domain, electrons experience an open-line

magnetic �eld,B , and ambipolar electric potential,f . A schematic example of this scenario is

shown in Figure 1, indicating source �ux,Gs, temperatureTs, wall potentialf w, as well as magnetic

�eld magnitude at the source,Bs, and wallBw.

Figure 1. Geometry of Guo-Tang closure scenario17. A symmetric �ux expander where the plasma is

uniform in the z direction (out of plane) and symmetric about the source plane. Source parameters,Gs and

Ts, wall potential,f w, and magnetic �eld magnitudes,Bs andBw, are employed in non-local closure.

This closure relates the parallel heat �ux,qk , to contributions from parallel,qn, and perpendic-

ular,qs, thermal energies

qk = ( qn + 2qs) b̂: (14)
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The parallel,qn, and perpendicular,qs, contributions to the total heat �ux are given by

qn =
D

mev3
ek

E
� 3neueTek; (15)

qs =


meBvek

�
� neueTe? ; (16)

where theneueTe components represent convective �uxes available from the moment variables

used in computation of the �uid model. The crux of the heat �ux closure is in the evaluation of

both
D

mev3
ek

E
and



meBvek

�
, given by

1
2

D
mev3

ek

E
=

GsTs

2R2

�
D+ R

�
3
2

�
1
R

+
ef
Ts

�
erfc(

q
f̃ w)

+ C
�

Ra
ef
Ts

+ RG� G�
1
2

�
er� (

q
a f̃ w)

�
; (17)



meBvek

�
=

GsTs

2R2

�
� D+ erfc(

q
f̃ w) + C

�
G+

1
2

�
er� (

q
a f̃ w)

�
; (18)

where R = Bs=B, e is the elementary charge, erfc() and er�() are the complementary and

imaginary error functions, and constants are de�ned asa = Bw=(Bs � Bw), f̃ w = ejf wj=Ts,

C = e� (1+ a )f̃ w=a 3=2, D = e� f̃ w
p

f̃ w=p(1+ a )=a , G = a [3=2+ ( 1+ a )f̃ w].

In equations (17) and (18) the non-local dependence of the source and wall parameters on local

quantities is explicit viaGs, Ts, a , and most prominentlyf w, which in�uences multiple terms. The

explicit non-local dependence in equations (17) and (18) echoes the observation of Hazeltine,6 in

that the in�uence of the source and wall should enter explicitly in establishing a clear non-local

description of the parallel heat �ux. Due to its accounting for crucial non-local physics via source

and boundary effects, this closure provides a useful benchmark limit for our study.

III. DETAILS OF THE LEARNING METHOD

In this section, we outline a work�ow for machine learning the three types of closure introduced

previously. The focus will be on replicating results of analytical expressions using neural network

formulations. Individual networks for each closure will be designed according to the physical as-

sumptions utilized in their analytical counterpart. In this way, we aim to provide a framework for

generating closures in a physics-informed manner that simpli�es the network designer's task for

synthesizing closure surrogates. We note that the ultimate goal of this line of research is to gener-

ate closures that can deploy differing underlying assumptions according to localized deployment

requirements.
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A. A surrogate Braginskii closure

The underlying assumptions of the Braginskii closure rely on the speci�cation of an analytical

expression which is pointwise in nature. To that end, our problem is formulated in a supervised

learning framework wherein a deep neural network is tasked with predicting the Braginskii closure

at discrete locations on a grid, locally. Labels for the training data are generated using the analyti-

cal form of the closure and framed in a feature-target representation where the features (or inputs)

are given by the densityn(x ), velocityu (x ), gradients of velocityÑx u(x ), and temperatureT(x )

at a given point.

Training and testing data for the Braginskii closure surrogate was generated via equation (8)

from randomly generated pro�les for(n;u ;T) under a uniform magnetic �eld given byB =

ex+ 0:5ey+ 2ez in Cartesian coordinates. These pro�les were speci�ed to be continuous, smooth,

and physical (i.e.n;T > 0) via random mode sinusoids

n(x;y;z) = 0:5sin(a1x) sin(a2y) sin(a3z)+ 0:5; (19)

ux(x;y;z) = sin(a4x); (20)

uy(x;y;z) = cos(a5y); (21)

uz(x;y;z) = sin(a6z); (22)

T(x;y;z) = 0:5cos(a7x) sin(a8y) cos(a9z)+ 0:5; (23)

where random modes 0� a i � 3 are generated from a uniform distribution. The target variables are

given by the upper-diagonal components of� BG(n;u ;T)(x ). Note that for the choice of training

pro�les the diagonal components are all zero and the target tensor is symmetric.

B. A surrogate Hammett-Perkins closure

In contrast to the Bragisnkii closure, the Hammett-Perkins closure captures nonlocal physics

(associated with Landau damping) in a collisionless setting. This nonlocality may be inferred from

the analytical expression, Eq. (10), for the Hammett-Perkins closure function written in Fourier

space. Our learning task was to train a neural network to map inputs given asN-component vectors

T of nodal temperature values intoN-component vectorsQ of nodal heat �ux values. For training

data we drew random temperature vectorsT in RN from a multi-variate normal distribution with
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meanT and covarianceC given by

T i= 1 (24)

Ci j = s 2exp

 
� 2sin

�
p(xi � x j )=Tp

� 2

L2
c

!

: (25)

HereTp ands 2 are positive constants, thexi are uniformly-spaced nodes on the 1-dimensional

spatial domain[0;Tp], andLc is a parameter that sets the correlation length of the samples. The

form of the covariance (25) ensures that samples are periodic in the sense thatT1 = TN.

This method of data generation corresponds to assuming temperature pro�les the closure func-

tion will see are independent realizations of a Gaussian random �eld with constant mean tem-

perature and covariancehT̃(x)T̃(x0)i = s 2exp
�

� 2sin(p(x� x0)=Tp)2

L2
c

�
. We adopt this assumption for

demonstration purposes only. In real-world applications of neural-network-based closures the dis-

tribution that the training data is drawn from must be consistent with problem-speci�c physics.

Like all training data generated in this study, the normal distribution speci�ed by Eqs. (24)-(25)

plays the role of a generic placeholder for a physical distribution of temperature pro�les.

A similar learning exercise was also carried out recently using a different training data distri-

bution by Maet al..15 Like this earlier reference, we will focus on learning the closure in con�g-

uration space in order to mask its trivial nature in Fourier space. In contrast to the earlier study,

our analysis will focus on the important issue of extrapolation errors inherent to arti�cial neural

networks. We frame this extrapolation problem concretely as follows. If a neural network surro-

gate model for the Hammett-Perkins closure is trained using data sampled with meanT1(x) and

covarianceT̃1(x;x0) then how well does the learned closure perform on testing data sampled with

meanT2(x) and covariancẽT2(x;x0)? In any future application of neural networks to the problem

of closure learning for plasma physics the limitations of the learning process set by extrapolation

errors will be crucial to understand and manage. This will be demonstrated through visualization

and quantitative assessments in the following sections.

C. A surrogate Guo-Tang closure

The collisionless Guo-Tang closure, similar to the Hammett-Perkins closure, requires some

utilization of non-local context. Training and testing data for the Guo-Tang closure is generated

by evaluating non-local closure variables in equations (17) and (18) for a variety of randomly

generated inputs of magnetic �eld,B, and ambipolar potential,f , pro�les. Physical constraints
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require these pro�les to be monotonically decreasing.17 To generate a suf�ciently-rich family of

monotone training pro�les, we use the exponential of a Gaussian cumulative distribution function,

with random mean and variance. Over a domain 0� x � 100 we generate input pro�les

B(x) = Bsexp
�

�
1
2

�
1+ erf

�
x� X̂1p

2s1

���
; (26)

f (x) = exp
�

�
1
2

�
1+ erf

�
x� X̂2p

2s2

���
; (27)

where erf is the error function, the parameters 1� Bs � 2, Gaussian means 10� X̂i � 90 and

variances 10� s 2
i � 60 are randomly generated from a uniform distribution. Further, the values

for temperature, 0:5 � Ts � 2, and �ux of source electrons, 1� Gs � 3, used to evaluate equations

(17) and (18) are also randomly generated from a uniform distribution.

With a repeatable prescription for generating training data de�ned, we will seek to develop

suitable network architectures that mimic the spatially non-local relationship between the local

inputs,B(x) andf (x), the boundary quantites,Gs, Ts, Bw, Bs, andf w, and the spatially varying

heat �ux component outputs,
D

mev3
ek

E
(x) and



meBvek

�
(x).

IV. MACHINE LEARNING ARCHITECTURES

For the purpose of building surrogates for each closure hypothesis, we test three different types

of machine learning frameworks given by fully connected, convolutional, and locally connected

arti�cial neural networks. A brief introduction is provided to all three frameworks and we demon-

strate that each framework is associated with certain advantages (as well as disadvantages). Conse-

quently, we outline the need for surrogate closure development from data based on the underlying

hypotheses in a physics-informed manner. In addition, we also comment on the choice of optimal

hyperparameters for each of these frameworks and how these may be tied to the nature of non-

locality in closure requirements. The various network architecture introduced in this section are

described schematically in Figure 2.

A. Fully connected neural network

A fully connected neural network (FNN) consists of a series of global operations that nonlin-

early transform a set of inputs to a set of outputs given by input and output training data. An
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FNN achieves this by performing multiple matrix operations on an input vector to map to an out-

put vector given by the dimensionality of the targets (i.e., quantities to be predicted). The multiple

matrix operations may or may not be used for transforming the size of the input vector as it “�ows"

through the network. Each matrix operation is followed by potential nonlinear transformations of

the transformed vector byactivations which are element-wise operations of nonlinear functions

such as the sigmoid, hyperbolic tangent or recti�ed linear functions. An example of a sigmoidal

activation is

j (b) =
�

1+ e� b
� � 1

; (28)

whereb is a component of a vector. Similarly the hyperbolic tangent (also known as tanh) activa-

tion is given by

j (b) =
�

eb � e� b
�

�
�

eb + e� b
� � 1

; (29)

and the recti�ed linear activation (also denote ReLU) is given by

j (b) = max[0;b ]: (30)

We note that ReLU is commonly used for its success in very deep networks as it prevents the

saturation inherent in negative exponentiation in the sigmoid and tanh activations. The general

operation for one layer of an FNN may be expressed as

q(l )
i = j

 

å
j

W(l )
i j q(l � 1)

j

!

(31)

where an input signalq(
j l � 1) from layerl � 1 is transformed by a matrix multiplication withWl

i j

(which can be optimized for) and a nonlinear activation byj . In this article, we have utilized the

ReLU activation function for all hidden layers except the output layer which is kept as a linear

operation.

B. Convolutional neural network

Convolutional neural networks (CNNs) are a class of deep, feed-forward arti�cial neural net-

works that are commonly applied to analyzing images. CNNs assume that the underlying images

(and in our case �eld quantities) are stationary (i.e., statistics of one part of the image are the same
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as other) and that a spatially local correlation exists between the image pixels. The convolutional

layer is the core building block of a CNN and consists of �lters whose size de�nes the extent of

spatial locality assumed; each �lter corresponds to a speci�c feature or pattern in the image. The

convolution operation using these �lters in each layer ensures stationarity and thus translational

invariance. Several convolutional layers are stacked in such a way that the complex image features

are learned hierarchically by composing together the features in previous layers and a general

operation within one layer of a CNN is given as follows:

q(l )
i jm = j

 
K� 1

å
k= 0

L� 1

å
p= 0

L� 1

å
s= 0

h(l )
pskmq(l � 1)

i+ p; j+ s;k

!

(32)

whereK is the number of �eld variables available on the grid,h refers to the trainable �lter,L

are the degrees of freedom in each dimension of an image (assumed to be two-dimensional in this

equation) andj is our previously introduced choice for activation. Note that the number of grid

variables in the transformed signal can be changed fromK depending on the the number of �lters

h corresponding to differentm. The CNN architectures are ideal for analyzing images, are more

ef�cient to implement than fully connected models, and vastly reduce the number of parameters in

the network, thus decreasing the memory requirement and training time. However, it is generally

observed that a greater amount of training data is needed for learning, particularly for spatial maps

that need to be deployed pointwise. Greater details may be found in the seminal work of Ref. 22,

which led to mainstream utilization of CNNs for image type problems.

C. Locally connected neural network

A locally connected neural network (LNN) is a hybrid between CNN and FNN architectures.

It leverages non-local relationships in its input layer through feature engineering before using a

fully connected network to map to the target values. More importantly, in the process of feature

engineering, different variables at each grid point in the �eld are collected to obtain a sample. In

this way, relationships are learned point-wise without passing entire �elds through the framework

of large network architectures. Far simpler neural networks are obtained and training can be

performed with fewer generation of �elds since the number of samples is dramatically increased.

The reader is directed to an example of such networks in23 for grid based learning problems. Note

that for physics which are inherently global, this approach is limited as shall be demonstrated for

the Hammett-Perkins closure.
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Figure 2. Schematics for the three different network architecture considered in this study. The �rst architec-

ture (top) refers to the convolutional neural network (CNN) which takes the entire �eld as an input but uses

local kernels to learn translation invariant structures in the input �elds, the second architecture is the fully

connected neural network (FNN) that also takes the entire �eld as an input. The bottom schematic shows a

simple locally connected neural network (LNN) which is agnostic to the discretization or query location in

the �eld and solely makes point-wise predictions.
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V. RESULTS

In this section we utilize statistical assessments for diagnosing the accuracy of machine-learned

predictions for the different types of architectures. These assessments are made through plots

showing the probability distribution of machine learning responses compared to those of the truth,

generated by the analytic closures. We also show scatter plots comparing predictions and truth.

Each type of closure is assessed with the three types of neural network formulations we have

outlined in the previous section. Networks are assessed in terms of accuracy of predictions, the

number of training parameters, and the cost of training. We then make conclusions about archi-

tecture selection givena priori understanding of the non-locality of a closure modeling scenario.

All our assessments were performed using TensorFlow v1.1524 on a single-node Intel Core-i7 8th-

generation processor, with a clock speed of approximately 1.90 GHz on a Ubuntu 18.04 operating

system. GPU computing was not used in this study.

All the networks assessed in the experiments of this section utilize a learning rate of 0.001. The

learning rate is a tuning parameter in an optimization algorithm that determines the step size at

each iteration while moving toward a minimum of the loss function. For all exercises in this study

the standard Adam optimizer was used.25 With regards to the early stopping criteria, a section of

the training data would be held out and not used for optimization (i.e., for validation) and training

would be terminated if errors on this set were observed to be higher than the previous best error

for more than 10 epochs. Batch sizes were varied for optimal throughput for all the experiments,

although results were observed to be relatively robust to different choices.

For each of the three closure training exercises, all network architecture styles were fed the

same quantity of input data. While the current training data is trivially generated from analytic

expressions, it acts only as a placeholder for more valuable high �delity training data to be used in

future studies. Our reasoning behind this constraint is that we consider computationally expensive

high �delity training data, for example from a 6D kinetic equation or particle method, to be a pre-

mium commodity and therefore we value the ability of a network architecture to learn a reasonable

surrogate without an onerous need for training data.
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A. Learning Braginskii

We outline the results from using the machine learning model for predicting the Braginskii

gyroviscous stress tensor in this subsection. For training and validation of closures for this frame-

work, the input quantities were sampled from 10 �elds of nodal values of(u(x);Ñu(x)) on a

Nx � Ny � Nz = 50� 50� 50 mesh. Ground-truth values, i.e. labels for the data, were generated by

applying the analytic expression for the gyroviscous stress tensor to the sampled inputs. We note

that the predictions were for the off-diagonal components of a symmetric tensor with zeros along

the diagonal (i.e., there were three only outputs from each query of the network). We shall provide

three sets of results for the testing data, which is sampled from a completely different randomly

generated �eld of inputs and outputs. Therefore, these plots describe the learning prowess of the

networks on the data that it has not seen during trainable parameter optimization.

We �rst outline results from the LNN framework. Here, training and validation utilized 6000

data points (5400 for training and 600 for validation). These were obtained randomly from the ten

�elds mentioned previously to allow for faster learning of the closure framework. We observed that

the accuracy of the closure was not affected by this choice. This network architecture utilized each

data point on the grid as a training sample and therefore built a map from 14 inputs (corresponding

to the density, velocity, velocity gradient, and temperature information available from the grid) to

3 outputs corresponding to the closure terms. A grid-based hyperparameter search was performed

to obtain the most accurate framework based on the lowest validation loss. Our grid consisted of

a sweep of two-dimensions: given by the number of neurons in a hidden layer and the number of

hidden layers. While more dimensions may have been included in this scan, the two-dimensional

con�guration was a result of compute cost considerations. Our networks were obtained from a

choice of 10, 30, 50, 70 hidden layer neurons and 1, 3, 5 or 7 hidden layers with a �xed batch

size of 128. The best network was given by 3 layers and 50 neurons based on validation loss.

This trained network was then tested on a held-out data set as shown in the following. Figure

3 shows the probability density functions (PDFs) for the true and predicted values of the testing

data set when using the best LNN obtained after a hyperparameter search. Response trends for

each component are reproduced appropriately by this version of the surrogate formulation. Figure

4 shows the corresponding scatter plots for the same predictions. The 45 degree line represents

the true values plotted against themselves. The predictions are seen to be quite close to the true

values, represented by the predicted scatter points being close to the true line. We note that the
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coef�cient of determination of this experiment was aroundR2 = 0:993 indicating a very good

�t. Note that the R2 values for the Braginskii experiment are obtained by averaging those for

each component of the predicted tensor. Finally we include two-dimensional scatter plots that

characterize the relationship between the different components of the predicted stress tensor in

Figure 5 for predictions from our LNN framework. One can observe that the true relationship

between the different components is recovered by the predicted ones quite accurately.

(a) (b) (c)

Figure 3. Probability density functions of upper diagonal Braginskii stress tensor elements (a)P12, (b) P13,

(c) P23 showing true and values predicted by the trained locally connected machine learning framework.

Note that this data is a part of testing set showing the generalizability of the trained network.

(a) (b) (c)

Figure 4. Scatter plots of upper diagonal Braginskii stress tensor elements (a)P12, (b) P13, (c) P23 describ-

ing the accuracy of the locally connected machine learning framework. Deviations from the 45 degree line

indicate erroneous predictions. Note that this data is a part of testing set showing the generalizability of the

trained network.

Next we assess the ability of a CNN for the same prediction task. For this experiment, we

utilize all 10 data �elds for training and validation. We note that this is motivated by recognizing
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(a)P12 v P13 (b)P12 v P23 (c)P13 v P23

Figure 5. Two-dimensional contour plots showing the relationships between different components of the

closure terms for both true and predicted stresses. The spread of the data points in the two-dimensional

space is recreated accurately by the LNN architecture.

that each data �eld is one data point for the CNN. For training we utilize 9 while keeping 1 aside

for validation and early stopping. Thus, this framework is trained on 10 times more points than

the LNN framework. An entire set of grid variables are interpreted as inputs and the closure terms

on all grid points are our outputs. Like in the previous experiment with the LNN framework,

we perform a two-dimensional grid-based hyperparameter scan to select the best architecture by

lowest validation loss. Our options are given by different kernel sizes (i.e., the width of the �lters

within a CNN) as well as different depths of the CNN. Our choices for kernel sizes are 2, 3,

4, 5 and we also select from CNNs with 3, 4, 5, 6 hidden layers. Note that the �lter sequence

for each hidden layer choice is given as follows: for 3 hidden layers we use[30;20;10] as our

number of �lters, for 4 hidden layers we use[30;20;15;10] as our �lter con�guration, for 5 hidden

layers we use[30;25;20;15;10] as our �lters and for 6 hidden layers we use[30;25;20;15;10;5]

as our �lter values. All architectures are trained with a batch size of 2. The best architecture

obtained through this sweep is one that has a kernel size of 3 and 6 hidden layers. Note that the

�lter sequence controls the dimensionality of the number of channels of the data as it is being

transformed through the network. To elaborate, the input data has 14 channels corresponding

to all the input quantities available on the grid and the output tensor contains 3 channels that

correspond to the closure terms. No pooling layers are used in this study and zero padding is

used to preserve the dimension of the �eld during the forward pass through the framework. The

results for learning the Braginskii closure using the best found CNN are shown in terms of PDFs

in Figure 6 and scatter plots in Figure 7, which show that the CNN performs poorly relative to the
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LNN, even though the CNN training set had a richer information content. Our hypothesis is that a

greater amount of training data may improve the learning of the CNN framework. We remind the

reader that we have �xed, (a-priori), the total amount of training, validation and testing data for

all experiments in this particular study for the purpose of a consistent comparison. However, we

would like to remark that when data generation is costly the LNN method may prove a valuable

addition to the work�ow. The problem of generating adequate data for the best model performance

cannot be answered until one carries out statistical assessments similar to the ones undertaken in

this study. Indeed, an element of feedback (i.e., generate data, train models, assess on held-out

dataset, repeat) is generally inevitable for most practical applications. TheR2 of this particular

experiment was slightly lower, but still relatively accurate, at 0.87. Finally we include the two-

dimensional scatter plots for the CNN predictions and compare them to the true data set as shown

in Figure 8 which shows poorer agreement when compared to LNN, due to the reduced overlap

between the true and learned relationships.

(a) (b) (c)

Figure 6. Probability density functions of upper diagonal Braginskii stress tensor elements (a)P12, (b) P13,

(c) P23 showing true and values predicted by the trained CNN learning framework. Note that this data is a

part of testing set showing the generalizability of the trained network.

Finally we show results from an FNN which interprets every �eld quantity at every point as a

one dimensional vector and maps to the target tensor components also interpreted to be part of a

large vector. Similar to the CNN experiment, we utilize all 10 �elds for training and validation.

For training we utilize 9 while keeping 1 aside for validation and early stopping. Thus, the FNN

was also trained on 10 times more points than the LNN framework. Mathematically, our fully

connected map is given by a nonlinear transformation from a space of dimensionNx � Ny � Nz� 14

to Nx � Ny � Nz � 3. One can note immediately that the use of an FNN that connects every point
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(a) (b) (c)

Figure 7. Scatter plots of upper diagonal Braginskii stress tensor elements (a)P12, (b) P13, (c) P23 describ-

ing the accuracy of the CNN framework. Deviations from the 45 degree line indicate erroneous predictions.

Note that this data is a part of testing set showing the generalizability of the trained network.

(a)P12 v P13 (b)P12 v P23 (c)P13 v P23

Figure 8. Two-dimensional contour plots showing the relationships between different components of the

closure terms for both true and predicted stresses. The spread of the data points in the two-dimensional

space is recreated accurately by the CNN architecture but with less �delity than the LNN architecture.

in the �eld is computationally infeasible. However, for the purpose of a thorough comparison, we

perform a hyperparameter search speci�ed for the previous frameworks. In particular, we use the

same grid-based search as employed for the LNN framework - i.e., options of 10, 30, 50 and 70

hidden layer neurons combined with 1, 3, 5, and 7 hidden layers. All architectures were trained

with a batch size of 2. Our best network by validation loss is then found to be a �ve-layered

network with 10 neurons. Results from this network are shown in Figures 9 (for the PDF) and

Figures 10 for the true-predicted scatter plots which indicate far poorer performance than the CNN

and the LNN frameworks. Figure 11 also shows the quality of the two-dimensional scatter plots

capturing the correlation between the true and predicted quantities where the FNN framework is
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seen to perform poorly. Finally,R2 values of approximately -0.97 indicate the poor performance

of this framework.

(a) (b) (c)

Figure 9. Probability density functions of upper diagonal Braginskii stress tensor elements (a)P12, (b)

P13, (c) P23 showing true and values predicted by the trained fully connected neural network learning

framework. Note that this data is a part of testing set showing the generalizability of the trained network.

(a) (b) (c)

Figure 10. Scatter plots of upper diagonal Braginskii stress tensor elements (a)P12, (b) P13, (c) P23

describing the accuracy of the FNN framework. Deviations from the 45 degree line indicate erroneous

predictions. Note that this data is a part of testing set showing the generalizability of the trained network.

To ensure that the conclusions about the appropriate networks for the Braginskii closure are

not due to data or architectural artifact, we detail the different validation losses from the hyper-

parameter search for each of the LNN, CNN and FNN framework in Figure 12 through the use

of box-plots. A box-plot for each architecture provides the following information: the line in the

middle of the box informs the reader of the median of the different validation losses, the bottom

and top edges of the box indicate the 25th and 75th percentile of architectures ordered by increas-

ing validation losses, the bottom and top whiskers indicate the 5th and 95th percentile of the same
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(a)P12 v P13 (b)P12 v P23 (c)P13 v P23

Figure 11. Two-dimensional contour plots showing the relationships between different components of the

closure terms for both true and predicted stresses. The spread of the data points in the two-dimensional

space is recreated poorly by the FNN architecture given the current size of the training data set.

and values beyond the whiskers are denoted outliers. It is apparent that the LNN architecture,

even when varying the hyperparameters, obtains better architectures by validation loss than the

CNN and FNN variants with the lowest median loss of around 2� 10� 6. The CNN framework is

also able to obtain better performance than the FNN architectures with a median value of approxi-

mately 2� 10� 4. The FNN performs uniformly poorly across the different architectures as shown

with all validation losses being approximately equal.

B. Learning Guo-Tang

We proceed by assessing the ability of the machine learning frameworks for predicting the

heat �ux in the Guo-Tang framework. Our results are from two experiments: one with input

information from solely local quantities, and a second experiment that introduces boundary and

source information to every point of the physical domain to allow for a physics-informed use of

machine learning. We generate data on a uniform grid with 256 points for our inputs and outputs.

For the LNN framework, each location on the grid constitutes an independent data point whereas

for FNN and CNN frameworks, each realization of inputs and outputs on the entire grid represents

one data point. To accommodate the latter, we generate data on this grid 10,000 times. Of these

10,000 �elds, 6300 are utilized for the purpose of training, 700 are utilized for validation and 3000

are retained for testing. In contrast to the previous three-dimensional experiment, a `�eld' now

refers to a one-dimensional instance of multiple input and output variables de�ned on the entire
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Figure 12. A grid-based hyperparameter search comparing accuracies for the LNN, CNN and FNN archi-

tectures trained for the Braginskii test case. The box plots are shown for validation mean-squared errors.

The whiskers indicate the 5th and 95th percentile of evaluated models. The edges of the box indicate the

25th and 75th percentiles and the line within a box indicates the median value. It is apparent that the LNN

performs better than the other architectures for this closure.

grid.

We �rst outline results for training on inputs given by local information alone. Our �rst frame-

work for assessment is the LNN framework used to construct the local map between grid variables

given by an input space of dimension 2, given by the magnetic �eld and ambipolar potential, to

the outputs, given by parallel and perpendicular �uxes. Like for the previous assessments with

the Braginskii learning, we perform a hyperparameter search to �nd the best number of layers and

neurons for the framework. We note that the choices for layers and neurons are kept the same as

the LNN hyperparameter search in the previous section. Figure 13 shows results from the opti-

mal architecture found by a hyperparameter search with 7 layers and 10 neurons while using a

batch-size of 1024. The absence of boundary information leads to poor performance - a theme
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that repeats itself across different types of neural network frameworks. TestingR2 values of 0.349

were obtained for this particular experiment. Note that theR2 values for the Guo-Tang experiment

are obtained by averaging those for each component of the predicted output.

The results from the best CNN architecture obtained after a hyperparameter search are shown

in Figure 14. Our hyperparameter search obtained architectures from the same possible choices

as outlined in the Braginskii search in the previous section. The optimal architecture was given

by a 5 layer network with a �lter sequence given by [30,25,20,15,10] and a �lter kernel size of 5.

This training also utilized a batch size of 1024. Not much difference is observed between the LNN

and the CNN framework for this particular con�guration indicating that the lack of any boundary

information causes low quality performance across neural architectures. TestingR2 values of 0.059

are obtained for this deployment.

The results from the best FNN architecture obtained after a hyperparameter search are shown

in Figure 15. As for the LNN and CNN frameworks, the hyperparameter options were �xed from

the previous experiment. The best architecture was given by a 7 layer network with 70 neurons

in each hidden layer to construct the local map between grid variables given by an input space

of dimension 256� 3 and output space of dimension 256� 2. This training also utilized a batch

size of 1024. An important point to note here is that the FNN architecture performs better than

the CNN and LNN frameworks described previously with a testingR2 of 0.483. When compared

with the hyperparameter search box plots shown in Figure 16, this fact is surprising since the LNN

framework is seen to perform the best by measure of validation mean-squared errors. We attribute

this to the fact that the best LNN framework over�ts on the training data and thus achieves poorer

performance on this testing data set. This is also shown in Figure 17 where the two-dimensional

scatter of the FNN is superior to the LNN and CNN. In any case, as shown in the plots, the machine

learned models prove poor almost universally. In the next experiment, we address this issue by

explicitly introducing boundary information within the input variables used to train the networks.

We now show results from learning assessments where the input information is augmented with

boundary quantities. In particular, each point of the internal domain is explicitly given boundary

information related to magnetic �eld, ambipolar potential, source electron temperature and �ux,

Bw, Bs, f w, Ts, andGs in addition to the local quantities,B andf at each grid point. As demon-

strated below, we observed remarkable improvements in accuracy due to this data preprocessing

step.

Figure 18 shows the PDFs of the true and predicted values of the parallel and perpendicular
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�ux for a 5 layer 70 neuron LNN obtained after our standard hyperparameter search. In addition

we also show scatter plots and a sample realization of the true and predicted closure pro�le for one

prediction. The LNN is able to obtain the right trends in the parallel and perpendicular �uxes from

the point of view of PDFs and the scatter plots show a good agreement as well. The LNN constructs

a local map between grid variables now given by an input space of dimension 7, corresponding

to the magnetic �eld, ambipolar potential, source electron temperature and �ux,Bw;Bs, f w, Ts,

andGs and output space of dimension 2, given by the two parallel and perpendicular components

of the heat �ux closure. We note that our grid is of dimension 256 but data at each location of

the grid is considered independent of its neighbors for the purposes of training and deployment.

TestingR2 values of 0.99994 were observed for this experiment indicating a massive improvement

in accuracy due to the physics-informed problem de�nition of the map.

Figure 19 shows results from a deployment of a hyperparameter optimized CNN framework

for the same task. The best architecture was given by a four layer network with a kernel size

of two. The four layers had a �lter sequence of [30,20,15,10]. We note that this experiment

now required 7 input channels to allow for the introduction of boundary information during the

training of the map. We observed a similar improvement in accuracy due to the introduction of

boundary information. However, we note that some inaccuracies in prediction can be observed

near the boundary due to the strided nature of CNNs. These assessments utilized a zero-padding

at the boundaries but more involved boundary conditions can also be embedded such as a periodic

padding for each convolutional �lter. Overall, the CNN is also able to learn the right nonlocal

relationship for this closure. Our CNN architecture converged to a testingR2 of 0.9967. Once

again, the effect of introducing boundary information led to much improved results.

Finally, Figure 20 shows results from a deployment of the FNN with boundary information

added explicitly. Our hyperparameter search speci�ed that the best FNN was given by a three layer

50 neuron architecture. Good results are obtained for this assessment although �eld values can be

observed to be slightly noisy. This noise is a result of the FNN being sensitive to perturbations

across the entire domain, hence small �uctuations of input variables through the domain can lead

to jitter in the observed output quantities through the entire domain as well. However, despite the

presence of noise, the predictions from the FNN show low deviation (particularly in the case of

the parallel �ux) from the true values. This might suggest a suitable use of the framework along

with a low-pass spatial kernel used for postprocessing the output. We note that our neural network

now constructed a map between grid variables given by an input space of dimension 256� 7 and
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output space of dimension 256� 2 with testingR2 values of 0.991.

Two-dimensional scatter plots for this experiment are also shown in Figure 21 where it is seen

that all three frameworks have been improved considerably by the addition of boundary informa-

tion. In addition, we also observe that the LNN framework is seen to have better test accuracy than

the FNN and CNN frameworks. This is also seen in the box-plots shown in Figure 22 which assess

performance for different architectures in our hyperparameter search where the LNN architectures

are consistently more accurate than the CNN and FNN variants. This implies that if non-local

information can be preprocessed and packaged into an input-space that still remains local, com-

petitive and potentially superior performance may be obtained in comparison with non-local FNN

and CNN architectures.

C. Learning Hammett-Perkins

We perform a third analysis for the Hammett-Perkins closure with 5000 �elds of 256 spatial

grid points in one dimension utilized as our training and validation data set. As outlined in the

Guo-Tang experiments, a `�eld' refers to a one-dimensional instance of multiple input and output

variables de�ned on the entire grid. As in previous experiments, 90% of the total generated data

was used for training (4500 �elds) and the rest was utilized for validation and early stopping (500

�elds). A separate set of 1000 �elds was generated for the purpose of testing.

We start with assessments for the LNN framework shown in Figure 23. The global nature of

Hammett-Perkins is immediately discernible through the performance of the trained local frame-

work which fails to capture the right trends of the output almost entirely. This was observed for

multiple different choices of the hyperparameters of the network and the results here are shown for

7 layers and 50 neurons obtained from our hyperparameter search. Note that our LNN attempts to

map from a 1 dimensional input of temperature pro�le to a 1 dimensional output of the heat �ux

and we obtain very poor testingR2 of � 5� 10� 3.

In contrast, Figure 25 shows the results of a CNN with a �nite non-locality where it is observed

that the accuracy is improved signi�cantly. The size of the kernel and the number of CNN layers

are instrumental in the accuracy of the predictions with our hyperparameter search obtaining the

best architecture with 5 hidden layers and a kernel size of 5. The �lter sequence of the best

architecture is given by [30,25,20,15,10]. Essentially, an increase in the number of layers with

a local stencil increases global in�uence and improves accuracy. TestingR2 values of 0.723 are
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obtained for this particular experiment supporting the large improvement in accuracy compared

to the LNN. However, we note that the global nature of Hammett-Perkins closure implies that

nothing short of a FNN can obtain optimal learning.

The results of the FNN are shown in Figure 25 where a much improved performance is ob-

tained by the best machine learning architecture obtained by a hyperparameter search. We note

that the best model was given by a 1 layer, 70 neuron fully connected network. The FNN network

mimics the global nature of the Fourier-space transformation and is thus able to recover the trends

most accurately. A conclusion from this set of experiments is that for prediction tasks where the

interaction between inputs is perfectly global, an FNN is optimally suited. However, due to the

greater computational expense in training and deployment of these networks, one may also utilize

a suf�ciently deep CNN. The FNNs were able to obtain large testingR2 values of 0.997 and are

optimally suited for this type of closure requirement. The results of the architecture hyperparam-

eter study for the Hammett-Perkins closure, which overwhelmingly con�rms that FNNs are the

dominant architecture for this globally non-local problem, is presented in the box plot of Figure

26.

To summarize the differing complexities of the proposed network architectures and closure

requirements, we outline the number of trainable parameters and its effect on training and testing

time for each closure learning in Table I. In addition, mean-squared errors and relative mean-

squared-errors for our network testing are tabulated in Table II. We note that the mean-squared

error for each experiment is calculated through the following expression

MSE=
1
Nt

jŷ � yt j2; (33)

whereNt corresponds to the number of test data points,ŷ is the prediction for one data point by

a data-driven framework andyt is the corresponding true value. Another similar metric is the

relative mean-squared-error given by

MSE-R=
MSE

max(yt) � min(yt)
; (34)

Note thatyt andŷ may be multidimensional as in the case of the Braginskii and Guo-Tang closures.

From Table I, we can clearly see that trainable parameters for FNN architectures signi�cantly

exceed those of the CNN and the LNN variants. Indeed, this is one of the reasons CNNs are prior-

itized for practical machine learning tasks in the image processing community. Another feature of

the different networks is that FNN generally requires a much smaller training time despite having
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Table I. A tabulation of the features of the optimized architectures found after a grid-based hyperparameter

search showing how the different architectures (FNN, CNN and LNN) compare with respect to (a) trainable

parameters, (b) training time, (c) inference time.

(a) Trainable parameters

FNN CNN LNN

Braginskii 11,000,27559,103 6,003

Guo-Tang (Local) 102,082 9,002 712

Guo-Tang (Boundary) 120,862 2,637 20,582

Hammett-Perkins 36,166 8,801 15,451

(b) Training time (in seconds)

FNN CNN LNN

Braginskii 6.24 788.08 37.64

Guo-Tang (Local) 8.43 160.63 42.11

Guo-Tang (Boundary) 38.23 349.04119.13

Hammett-Perkins 14.41 51.47 73.59

(c) Testing time (in seconds)

FNN CNN LNN

Braginskii 11.65 13.03 14.50

Guo-Tang (Local) 0.49 0.69 6.87

Guo-Tang (Boundary) 0.40 0.57 7.92

Hammett-Perkins 0.27 0.92 12.13

a much greater number of trainable parameters. We attribute this to the fact that the higher di-

mensional optimization inherent in having more decision variables in the objective function leads

to a very complicated loss surface with many local minima. This implies that an optimization

converges very quickly but is stuck at a sub-optimal location of a response surface, leading to

lower accuracy on some models. The relative mean-squared-errors in Table II indicate that the

best architectures are seen to approach ideal single-precision accuracy. This point is noteworthy,

since ef�cient deployments of neural networks using platforms such as TensorFlow are commonly

associated with single precision operations.
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Table II. A tabulation of the features of the optimized architectures found after a grid-based hyperparameter

search showing how the different architectures (FNN, CNN and LNN) compare with respect to (a) mean-

squared error and (b) relative mean-squared-error for our different requirements. The asterisked quantity

refers to the accuracy on the extrapolation data set assessed in Section V D.

(a) Testing mean-squared-error

FNN CNN LNN

Braginskii 3.26� 10� 3 2.19� 10� 4 1.13� 10� 5

Guo-Tang (Local) 9.03� 10� 2 1.44� 10� 1 1.48� 10� 1

Guo-Tang (Boundary)1.10� 10� 3 3.70� 10� 4 1.28� 10� 5

Hammett-Perkins 4.67� 10� 4 2.63� 10� 2 1.97� 10� 1

Hammett-Perkins* 2.43� 10� 3 6.70� 10� 2 2.30� 10� 2

(a) Testing relative mean-squared-error

DNN CNN LNN

Braginskii 8.61� 10� 3 5.78� 10� 4 2.98� 10� 5

Guo-Tang (Local) 3.11� 10� 2 4.96� 10� 2 5.09� 10� 2

Guo-Tang (Boundary)3.78� 10� 4 1.28� 10� 4 4.41� 10� 6

Hammett-Perkins 1.19� 10� 4 6.69� 10� 3 5.01� 10� 2

Hammett-Perkins* 2.93� 10� 3 8.14� 10� 2 2.79� 10� 2

D. A note on extrapolation

In the previous sections, we have demonstrated the applicability of learned surrogates when

subject to the domain of the training data. In practice, one may have a lot of data to learn from

but that data may not have a broad span of a system's parameter space to generate training data;

this may be considered as a balance betweenbig data, i.e. a large quantity, andbroad data, a large

andstatistically meaningful quantity of data. Thus, predictions may have to be extrapolated based

on what was learnt from the available training domain. Before presenting outcomes of a closure

surrogate in an extrapolating regime, we wish to note that extrapolating outside the training domain

using a learned neural network architecture is a non-trivial task that requires careful application.

A simple demonstrative example of the unreliability of trying to emulate even the most simple

of functions, the identityf (x) = x, was presented recently26. While an exact analytic solution
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of network coef�cients can be found for a simple network architecture like the identify function,

to allow accurate extrapolation outside a training domain, Ginet al.26 highlight the sensitivity

of learned network coef�cients and thus the reliability of predictions outside the training domain

even for such a simple problem. We believe this is an important lesson to keep in mind when

applying neural network methods to real problems, and emphasizes that a network may learn to

mimic behaviour of a set of training data but cannot reliably learn the underlying general functional

relationships relating input and output quantities.

One of the key challenges of machine learning is to detect extrapolation. Machine learning

frameworks are notoriously unreliable in extrapolating regimes as mentioned previously. Detect-

ing extrapolation is useful for determining if more data should be generated and the framework

should be retrained using this new data before deployment. For example, we outline the perfor-

mance of the FNN obtained for the Hammett-Perkins closure surrogate in the previous section for

a data point which is generated from a slightly different underlying distribution and the result is

shown in Figure 27. It can be seen that the true pro�le has more high frequency content which

the trained network struggles to predict even though low frequency trends are recovered some-

what. The PDF of the true dataset is also recovered approximately (note how this new data set is

distinctly multi-modal). The scatter plots also show consistent errors through the entirety of the

domain. Quantitative assessments of the drop in performance during extrapolation are also out-

lined in Table II where an entry in the Hammett-Perkins closure section indicates that the testing

MSE is higher for this inference.

Finally, we outline the use of T-distributed Stochastic Neighbor Embedding (t-SNE)27 which

is a nonlinear embedding of our training and testing data onto a two-dimensional space. The

embedding only requires the input data (i.e., the target values need not be known) and can be a

check to determine the risk of extrapolation. Figure 28 shows this analysis on the new extrapolative

dataset with the multimodal distribution of outputs. Two distinct clusters emerge corresponding

to the two distinct distributions in our total dataset. Note however, that this method cannot be

coupled with a computational deployment of a closure as it is signi�cantly costly in comparison

with a forward pass through any of these networks. However, it can be a useful diagnostic to

determine if a machine learning framework has contributed to failure of a simulation.
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VI. CONCLUSION

From this study we have found there is utility in choosing a neural surrogate closure's network

architecture based on the physics expected in the chosen problem. A simple schematic summary

of this is shown Fig. 29, demonstrating that, for a �xed amount of training data, the relative per-

formance of different network architectures varies with the spatial locality of the target closure.

In the simplest limit is local closure, where point-wise values of closed quantities can be ex-

pressed as a functions of macroscopic values at the same points. The primary example of this

regime used in this work was the Braginskii closure for a collisional magnetized plasma, in which

velocity-space equilibration through collisions sets up a local closure. In this scenario, we ob-

served that a simple local network clearly outperformed the more complex CNN and FNN network

architectures. The LNN architecture robustly and ef�ciently reproduced the required physics in

high dimensional simulations without the excessive computational burden more general connected

network architectures would produce15.

Next, one can consider intermediate regimes where non-locality exists but is contained over a

�nite range of in�uence. This concept has notably been discussed by Hazeltine6 in the context of

source and boundary edge properties in�uencing the dynamics of the bulk plasma. In this scenario,

we observe that physics-informed local networks with boundary data generally performed the best.

However the margin of improvement compared to the nearest competing architecture, CNN, is not

as large compared to the other two extremes discussed in this study. We therefore recommend

that both physics-informed local networks and CNN architectures, similar to that commonly used

in image processing where there is a relationship between neighbouring points, can yield a good

balance between reproducing the required non-local physics, without an FNN.

Finally, in the extreme of a globally non-local closure, such as in the case in which collisionless-

phase-mixing15,16,28,29provides a truly global in�uence on point-wise values, we �nd that a FNN

is clearly required to emulate the global non-locality of this style of closure, with no competing

architecture rivaling the accuracy capable of FNNs.

Our insights from this article suggest that the effective development of data-driven closures for

plasma physics applications require embedded physical intuition, thorough validation for gener-

alization and cognizance of the dangers of extrapolation. Our future endeavors, will build on our

conclusions for this work to develop closures that port �delity from 6D simulations to �uid plasma

simulations effectively.
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(a) (b)

(c) (d)

(e) (f)

Figure 13. Machine learning results for learning the Guo-Tang closure with no boundary information for

the locally connected machine learning framework. The top row (a) and (b) shows PDFs of the true and

predicted parallel and perpendicular �uxes, the middle row (c) and (d) shows the scatter plots for the same

�uxes, while the bottom row (e) and (f) shows a sample �eld prediction by the trained frameworks. All

assessments are on the test data set.
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(a) (b)

(c) (d)

(e) (f)

Figure 14. Machine learning results for learning the Guo-Tang closure with no boundary information for

the CNN learning framework. The top row (a) and (b) shows PDFs of the true and predicted parallel and

perpendicular �uxes, the middle row (c) and (d) shows the scatter plots for the same �uxes, while the bottom

row (e) and (f) shows a sample �eld prediction by the trained frameworks. All assessments are on the test

data set.
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(a) (b)

(c) (d)

(e) (f)

Figure 15. Machine learning results for learning the Guo-Tang closure with no boundary information for the

FNN framework. The top row (a) and (b) shows PDFs of the true and predicted parallel and perpendicular

�uxes, the middle row (c) and (d) shows the scatter plots for the same �uxes, while the bottom row (e) and

(f) shows a sample �eld prediction by the trained frameworks. All assessments are on the test data set.
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Figure 16. A grid-based hyperparameter search comparing accuracies for the LNN, CNN and FNN architec-

tures for learning the Guo-Tang closure with local information only. The box plots are shown for validation

mean-squared errors. The whiskers indicate the 5th and 95th percentile of evaluated models. The edges of

the box indicate the 25th and 75th percentiles and the line within a box indicates the median value. The

LNN performs better than the other architectures on the training data set for this closure but the absence of

boundary information leads to poor performance across architectures.
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(a)LNN (b)CNN (c)FNN

Figure 17. Scatter plots for true and predicted parallel versus perpendicular �uxes of the Guo-Tang closure

with solely local information for (a) LNN, (b) CNN, and (c) FNN architectures. For the Guo-Tang closure

with solely local information, the FNN architecture is seen to perform the best on testing data.
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(a) (b)

(c) (d)

(e) (f)

Figure 18. Machine learning results for learning the Guo-Tang closure for the LNN framework with inputs

augmented by boundary information. The top row (a) and (b) shows PDFs of the true and predicted parallel

and perpendicular �uxes, the middle row (c) and (d) shows the scatter plots for the same �uxes, while the

bottom row (e) and (f) shows a sample �eld prediction by the trained frameworks. All assessments are on

the test data set.
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(a) (b)

(c) (d)

(e) (f)

Figure 19. Machine learning results for learning the Guo-Tang closure for the CNN framework with inputs

augmented by boundary information. The top row (a) and (b) shows PDFs of the true and predicted parallel

and perpendicular �uxes, the middle row (c) and (d) shows the scatter plots for the same �uxes, while the

bottom row (e) and (f) shows a sample �eld prediction by the trained frameworks. All assessments are on

the test data set.
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(a) (b)

(c) (d)

(e) (f)

Figure 20. Machine learning results for learning the Guo-Tang closure for the FNN framework with inputs

augmented by boundary information. The top row (a) and (b) shows PDFs of the true and predicted parallel

and perpendicular �uxes, the middle row (c) and (d) shows the scatter plots for the same �uxes, while the

bottom row (e) and (f) shows a sample �eld prediction by the trained frameworks. All assessments are on

the test data set.
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(a)LNN (b)CNN (c)CNN

Figure 21. Scatter plots for true and predicted parallel versus perpendicular �uxes of the Guo-Tang closure

with global information for (a) LNN, (b) CNN, and (c) FNN architectures. For the Guo-Tang closure with

global information, all architectures are able to recover trends in the true testing data.
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Figure 22. A grid-based hyperparameter search comparing accuracies for the LNN, CNN and FNN archi-

tectures for learning the Guo-Tang closure with global information. The box plots are shown for validation

mean-squared errors. The whiskers indicate the 5th and 95th percentile of evaluated models. The edges of

the box indicate the 25th and 75th percentiles and the line within a box indicates the median value. It is

apparent that the FNN performs better than the other architectures for this closure.
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(a) (b) (c)

Figure 23. Results from machine learning the Hammett-Perkins closure with (a) PDFs, (b) scatter plots, and

(c) a sample prediction visualized against the truth for the LNN. These are generated from the testing data

set.

(a) (b) (c)

Figure 24. Results from machine learning the Hammett-Perkins closure with (a) PDFs, (b) scatter plots, and

(c) a sample prediction visualized against the truth for the CNN. These are generated from the testing data

set.
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(a) (b) (c)

Figure 25. Results from machine learning the Hammett-Perkins closure with (a) PDFs, (b) scatter plots, and

(c) a sample prediction visualized against the truth for the FNN. These are generated from the testing data

set.
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Figure 26. A grid-based hyperparameter search comparing accuracies for the LNN, CNN and FNN archi-

tectures trained for the Hammett-Perkins test case. The box plots are shown for validation mean-squared

errors. The whiskers indicate the 5th and 95th percentile of evaluated models. The edges of the box indicate

the 25th and 75th percentiles and the line within a box indicates the median value. It is apparent that the

FNN performs well for this problem, while other architectures struggle.

47

T
hi

s 
is

 th
e 

au
th

or
's

 p
ee

r 
re

vi
ew

ed
, a

cc
ep

te
d 

m
an

us
cr

ip
t. 

H
ow

ev
er

, t
he

 o
nl

in
e 

ve
rs

io
n 

of
 r

ec
or

d 
w

ill
 b

e 
di

ffe
re

nt
 fr

om
 th

is
 v

er
si

on
 o

nc
e 

it 
ha

s 
be

en
 c

op
ye

di
te

d 
an

d 
ty

pe
se

t.

P
LE

A
S

E
 C

IT
E

 T
H

IS
 A

R
T

IC
LE

 A
S

 D
O

I: 
10

.1
06

3/
5.

00
06

45
7



(a) (b) (c)

Figure 27. Extrapolative results from machine learning the Hammett-Perkins closure with (a) PDFs, (b)

scatter plots, and (c) a sample prediction visualized against the truth for the FNN. These are generated for

the testing data set from a different underlying distribution. Results of extrapolation outside the space of

trained input data can be clearly observed with lesser accuracy in PDF prediction.

Figure 28. T-SNE encoding of training and testing datasets from different underlying distributions. The

two clusters indicate two distinct distributions between training and testing. Formation of distinct clusters

in input data is a key indicator of operating in an extrapolating fashion, in which care must be taken.
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Figure 29. Simple schematic of varying classes of closure formulations. In each �gure a red focus point can

be thought to have a non-local interaction length,l NL, bounded by the dashed green line containing blue

points that in�uence the dynamics of a given focus point. This interaction region can be quali�ed in each

region as (a)l NL ! 0 and local information is suf�cient, (b) �nitel NL and �nite region of interaction, and

(c) l NL ! ¥ and the entire global domain must be considered.
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