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Do as I can, not as I get:
Topology-aware multi-hop reasoning

on multi-modal knowledge graphs
Shangfei Zheng, Hongzhi Yin, Tong Chen, Quoc Viet Hung Nguyen, Wei Chen, and Lei Zhao

Abstract�A multi-modal knowledge graph (MKG) includes triplets that consist of entities and relations and multi-modal auxiliary data.
In recent years, multi-hop multi-modal knowledge graph reasoning (MMKGR) based on reinforcement learning (RL) has received
extensive attention because it addresses the intrinsic incompleteness of MKG in an interpretable manner. However, its performance is
limited by empirically designed rewards and sparse relations. In addition, this method has been designed for the transductive setting
where test entities have been seen during training, and it works poorly in the inductive setting where test entities do not appear in the
training set. To overcome these issues, we propose TMR (Topology-aware Multi-hop Reasoning), which can conduct MKG reasoning
under inductive and transductive settings. Speci�cally, TMR mainly consists of two components. (1) The topology-aware inductive
representation captures information from the directed relations of unseen entities, and aggregates query-related topology features in
an attentive manner to generate the �ne-grained entity-independent features. (2) After completing multi-modal feature fusion, the
relation-augmented adaptive RL conducts multi-hop reasoning by eliminating manual rewards and dynamically adding actions. Finally,
we construct new MKG datasets with different scales for inductive reasoning evaluation. Experimental results demonstrate that TMP
outperforms state-of-the-art MKGR methods under both inductive and transductive settings.

Index Terms�Multi-hop reasoning, multi-modal knowledge graphs, inductive setting, adaptive reinforcement learning
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1 INTRODUCTION

KNOWLEDGE graphs (KGs) store and manage huge
amounts of data in reality and have been widely

used in applications, including recommendation systems
[1], information retrieval [2], and knowledge question an-
swering [3]. A traditional KG consists of structural triplets
that involve entities and relations, such as (James Cameron,
Role create, RoseBukater). In recent years, as multi-
modal data has received widespread attention in the �eld of
data science and arti�cial intelligence, multi-modal knowl-
edge graphs (MKGs) have emerged [4] [5]. As shown in Fig-
ure 1(a), an MKG contains extra multi-modal auxiliary data
(images and text description) based on structural triplets,
which provides diverse modalities of knowledge. However,
the intrinsic incompleteness of MKGs severely limits knowl-
edge applications [6]. To address this problem, the multi-
modal knowledge graph reasoning (MKGR) technique is
proposed to infer missing triplets in MKGs [7]. For instance,
given a triple query (James Cameron, Writer, ?), MKGR can
utilize both structural and multi-modal auxiliary data to
infer the missing entity Titanic.
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In the literature, existing MKGR methods can be cat-
egorized into two types: single-hop reasoning and multi-
hop reasoning [7]. The former focuses on modeling score
functions for one-step relations that contain relatively less
information [5] [6], while the latter represents the latest
work that uses reinforcement learning (RL) to interpretably
infer missing entities by combining multi-hop relation paths
in MKGs. Typically, RL-based multi-hop reasoning methods
transform the reasoning problem into a Markov decision
process [37], where the goal is to take a sequence of the
optimal decisions (selecting multi-step relation paths) to
maximize the expected reward [38]. Speci�cally, the multi-
hop reasoning model �rst de�nes the state that stores the
location information and the action that represents the out-
going edge selection, and then uses its transition function
to model the change of state after taking an action in
the current state [46]. In the above process, the multi-hop
reasoning model continuously receives and accumulates
reward feedback to adjust its multi-hop reasoning decisions
until a de�ned termination is reached. In fact, multi-hop
paths consisting of multi-step entities and relations can
provide an intuitive reference for backtracking predicted
links [47]. This reasoning process is as intuitive as �taking
a walk� on MKGs, which naturally forms an interpretable
foundation.

MMKGR [7] is the pioneering multi-hop MKGR model,
which is highly regarded for its state-of-the-art (SOTA)
performance and interpretability. As shown in Figure 1(b),
by connecting (James Cameron, Role create, Jack Dawson) and
(Jack Dawson, Hero, Titanic), MMKGR can infer the missing
triplet (James Cameron, Writer, Titanic) and provide the corre-
sponding interpretable inference paths. Technically, to effec-
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(a) A small fragment of a training graph
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(b) MKGR under transductive setting
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(c) MKGR under inductive setting

Fig. 1. MKGR under transductive and inductive settings. In the transductive setting, test entities have been seen in the training graph. In contrast,
testing entities such as Interstellar and Christopher Nolan did not appear in the training graph under the inductive setting.

tively utilize both structural features and their correspond-
ing multi-modal features, MMKGR �rst uses a uni�ed gate-
attention network to generate multi-modal complementary
features with suf�cient attention interactions and less noise.
These features are then fed into a novel complementary
feature-aware reinforcement learning framework to conduct
multi-hop reasoning on MKGs. Through suf�cient training,
MMKGR gradually learns the optimal reasoning policy and
can select appropriate actions to reach the target entity step
by step.

Although MMKGR demonstrates impressive reasoning
performance and interpretability on MKGs, there is still
scope for enhancing its action and reward design. (1) 3D
reward function is limited by manual design. It comprises three
manual sub-rewards, relying on the experience of domain
experts and existing data distributions [20]. However, this
necessitates time-consuming redesign when adapting to
new environments [22]. Moreover, the subjective nature
of manual reward design can lead to variations among
different designers [21]. (2) MMKGR is sensitive to the sparsity
of relations. The selection of actions in MMKGR relies on
the combination of multi-hop relations. The absence of any
relation in this path causes the reasoning path to be unavail-
able, which limits the reasoning performance [24] [25]. For
example, MMKGR infers the missing entity Titanic through
a two-hop reasoning path James Cameron Role create�! Jack
Dawson Hero�! Titanic. If Role create or Hero is unconnected, the
aforementioned two-hop path does not exist, which results
in the query (James Cameron, Director, ?) cannot be inferred.
Arguably, it is extremely challenging to design an adaptive
reward without manual intervention and dynamically add
actions to alleviate sparsity.

More importantly, MMKGR is dif�cult to apply to real
scenarios since it primarily concentrates on the transductive
setting while overlooking the importance of the inductive
setting. Note that, existing studies [68] [66] generally clas-
sify the inductive paradigm into semi-inductive and fully
inductive settings. (1) In the semi-inductive setting, the
test graph maintains a connection with the training graph.
The test graph contains a combination of seen entities that
appear in the training graph and unseen entities that are
absent from the training graph [67]. (2) Conversely, in the
fully inductive setting, the test graph is isolated from the
training graph. The test graph consists solely of unseen
entities not present in the training graph while retaining
the same relations or a subset of relations as the training

graph [69]. We focus on the fully inductive setting, as
disjoint graphs can mitigate the risk of information leakage
when predicting unseen entities [70]. Consequently, the term
�inductive setting� referenced in this work is essentially
the fully inductive setting. As shown in Figure 1 (b), all
entities are assumed to be seen during testing in the trans-
ductive setting [10]. However, knowledge is evolving and
new entities are constantly emerging in the real world [11].
This observation is more in line with the inductive setting
where the inferred entities in the test set do not appear in
the training set [12]. These inferred entities, often referred
to as unseen entities, lack knowable structural representa-
tions under the inductive setting. Intuitively, MMKGR can
leverage multi-modal auxiliary data of unseen entities to
infer the missing triples associated with them. This naturally
raises an intriguing and fundamental question: How does
MMKGR perform under the inductive setting? To answer
this question, we �rst construct datasets of the induction
setting where the entities in the test set and the train set are
disjoint [13]. Then, we apply MMKGR to conduct multi-hop
reasoning under the inductive setting. Experimental results
reveal that MMKGR struggles to converge and has low rea-
soning performance under the inductive setting. Actually,
the conclusion of inductive reasoning methods [14] [13] on
traditional KGs is consistent with the above experimental
�ndings: a transductive reasoning method that relies only
on multi-modal auxiliary data and lacks generalizability to
unseen entities is unsuitable for the inductive setting [12]
[15] [16]. This prompts a subsequent goal: How to develop
the inductive capability of MMKGR to generalize unseen entities
under an inductive setting?

A technical challenge to achieving this goal lies in the
lack of �ne-grained entity-independent representations in
existing MKGR methods. One of the key advantages of
learning this representation is the development of the in-
ductive capability to generalize unseen entities even in
the absence of their speci�c structural features [10] [15].
MMKGR lacking the inductive capability has no choice but
to use multi-modal auxiliary features of unseen entities to
understand these entities, which is highly dependent on the
quality and quantity of multi-modal data and not suitable
for unseen tasks [12] [16]. Additionally, existing entity-
independent representation methods of inductive reasoning
on traditional knowledge graph reasoning cannot be di-
rectly extended in MMKGR. This is because these methods
cannot aggregate the most contextually relevant semantics
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based on query relations, resulting in the generation of less
detailed representations for unseen entities [71] [29] [28]. To
make matters worse, coarse-grained entity representations
that lack query-relevant semantics can mislead the reason-
ing policy as multi-step paths expand, ultimately impairing
the reasoning performance of MMKGR [7]. Consequently,
the �ne-grained entity-independent representation is crucial
to develop an inductive capability for MMKGR.

In light of the aforementioned challenges in MMKGR,
we propose an extended method entitled TRM (Topology-
aware Multi-hop Reasoning). The main difference between
our method and existing ones is that TRM has not only a
talent for exploiting multi-modal data, but also the induc-
tive capability to generalize unseen entities. Thus, TRM is
capable of conducting MKGR under both inductive and
transductive settings. Speci�cally, TRM mainly contains
topology-aware inductive representation (TAIR) and relation-
augmented adaptive reinforcement learning (RARL). To de-
velop the inductive capability for MMKGR, TAIR learns
�ne-grained entity-independent representation from query-
related topology knowledge. Its relation-aware entity ini-
tializer captures a coarse-grained entity-independent repre-
sentation by leveraging type information of unseen entities
from the connected directed relations. To further generate
the �ne-grained representation, an adaptive topology rep-
resentation module introduces a query-aware graph neu-
ral network (GNN) to attentively capture the topological
information. After completing multi-modal feature fusion,
RARL infers the missing elements by multi-hop reasoning
path on MKGs, aiming to further improve the comple-
mentary feature-aware reinforcement learning framework
of MMKGR. Technically, RARL not only dynamically adds
relations as augmented actions to eliminate relational spar-
sity but also adaptively generates rewards to alleviate the
reliance on manually-designed reward functions. In sum-
mary, as an extension of our conference paper [7], this work
makes the following contributions:

� To the best of our knowledge, this is the �rst work to
investigate how to conduct MKGR under both inductive
and transductive settings.

� To resolve the above problem, we propose an RL-
based MKGR model called TMR that mainly contains
two components TAIR and RARL. Speci�cally, TAIR
generates �ne-grained entity-independent represen-
tations to generalize unseen entities. RARL conducts
multi-hop reasoning by expanding action space and
utilizing imitation learning to eliminate manually
designed rewards.

� We construct MKG datasets under the inductive set-
ting. To simulate unseen entities, we ensure that the
entities in the test set and training set are disjoint.

� Extensive experiments are conducted under both the
transductive and inductive settings. Experimental re-
sults demonstrate the superior performance of TMR
surpasses MMKGR and various baselines.

The remaining sections are organized as follows. Section
2 provides a review of the related literature. Preliminaries
and de�nitions are presented in Section 3, followed by the
overview of TMR. We introduce the different components
of our proposed model in Sections 5, 6, and 7, respectively.

Extensive experiments are shown in Section 8. Finally, we
conclude this work in Section 9.

2 RELATED WORK

2.1 Multi-modal Knowledge Graph

A traditional KG is essentially a semantic graph that consists
of entities (nodes) and relations (edges). At present, the
actual internet data show multi-modal characteristics [39].
MKGs are developed to incorporate various types of data
from different modalities into KGs [6]. A MKG typically
includes structural triplets, and multi-modal data (i.e., texts
and images) [53]. Common MKGs are IMGpedia [54], Rich-
pedia [55], and FB-Des [43]. However, the multi-modal
auxiliary data of these MKGs is singular (i.e., image or
text). To expand the auxiliary data with one modality, WN9-
IMG-TXT and FB-IMG-TXT simultaneously add a number
of textual descriptions and images to each entity, aiming to
further enhance the data diversity of the MKGs [6].

2.2 Reinforcement Learning

RL is a machine learning paradigm in which one or more
agents learn to make decisions by interacting with the
environment (e.g., a KG) using Markov Decision Processes
(MDPs) [60]. Typically, the interactive process of RL is that
the agent perceives the state of the environment, selects and
executes actions, receives rewards from the environment,
and updates its policy based on these rewards [61]. How-
ever, RL faces two signi�cant challenges in practical applica-
tions: the design of manual rewards [62] and the action spar-
sity [64]. Manual rewards require the designer to possess a
deep understanding of the problem; otherwise, the reward
signal during training may be insuf�cient or deviate from
the target [63]. Generative Adversarial Imitation Learning
(GAIL) offers a solution to this limitation [72]. In GAIL,
a demonstration is generally de�ned as a record of trust-
worthy actions or decisions taken while performing a task
[73]. Speci�cally, the RL-based model aims to imitate the
demonstration, while a network structure called Discrimina-
tor identi�es the difference between the demonstration and
the output generated by the RL-based model. Based on the
above adversarial training, the RL-based model can receive
adaptive reward feedback rather than manually designed
rewards [74]. In addition, the problem of action sparsity
refers to the lack of effective action selection for the agent
in complex environments, which increases the possibility of
task failure [65]. Therefore, dynamically adding actions is a
viable solution to the above problem [60]. These additional
actions are referred to as augmented actions.

2.3 Multi-modal Knowledge Graph Reasoning

Since MKGs inherently contain incomplete knowledge,
MKGR technology that can synthesize the original knowl-
edge and infer the missing knowledge is particularly im-
portant [6]. Some studies employ the attention model or
concatenation to fuse multi-modal auxiliary features and
then adopt TransE [49] to infer missing elements, such as
IKRL [56] and TransAE [57], and MTRL [6]. The study [59]
constructs a novel synthetic dataset to better investigate
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Fig. 2. TAIR �rst exploits query-related topological information to obtain �ne-grained entity-independent features. Then, these features and multi-
modal auxiliary features are fed into the UGAN to generate multi-modal complementary features Z. Next, the RL-based reasoner utilizes Z and the
augmented actions to generate reasoning paths. The discriminator compares reasoning paths and demonstrations to output adaptive rewards for
the reasoner. Finally, the reasoner updates the reasoning policies and interacts with MKG to complete the prediction.

how existing models use numerical literals as well as intro-
duces the KGA model to fully leverage numerical literals to
improve reasoning performance. However, these methods
lack interpretability and are primarily suitable for single-
hop reasoning containing limited information.

Given the signi�cant advantages of RL in explainable
decision-making, RL-based multi-hop reasoning methods
are widely used in traditional KGs [37]. These RL-based
methods model multi-hop reasoning as an MDP, where the
goal is to take the optimal sequence of decisions (selection
of relational paths) to maximize the expected reward (e.g.,
reaching the correct answer entities) [46]. Inspired by this,
MMKGR [7] introduces multi-hop reasoning technology
into the �eld of MKGR. MMKGR �rst leverages the uni-
�ed gate-attention network to fuse features from different
modalities, then incorporates the complementary feature-
aware RL to select reasoning paths step by step. The suf�-
cient rewards generated by the 3D reward mechanism guide
the model to learn the optimal reasoning policy. However,
MMKGR is not suitable for the inductive setting because
unseen entities are not considered.

2.4 Inductive Reasoning on Knowledge Graph
The inductive setting is receiving increasing attention since
unseen entities are emerging in KGs. Therefore, completing
knowledge reasoning in an inductive setting is a practical
application. Several methods are proposed to solve this
problem. Rule-based methods can leverage the logical rules
of existing knowledge to infer new facts, because the rules
are independent of speci�c entities [13]. In addition, GraIL
[10] and CoMPILE [11] aim to generalize to unseen entities
and improve reasoning performance by subgraph extrac-
tion. However, they cannot learn relational structures from
the enclosing subgraphs, which weakens their inductive
ability. Inspired by the powerful graph modeling capabil-
ities of SOTA models like MorsE [48] and RED-GNN [29]
utilize GNNs to aggregate topological structures and mine
existing neighbor information, which is a promising method

for inductive reasoning. However, these methods still have
limitations: (1) They do not extract �ne-grained entity-
independent features related to the query, which restricts
their inductive capacity [28]. (2) They are unable to leverage
multi-modal auxiliary information [29].

3 PRELIMINARIES AND DEFINITIONS

A MKG is an extension of KG by adding multi-modal
auxiliary data, it is denoted as Gm = fEm;R;Ug, where R
is a set of semantic relations, and Em denotes a set of entities
associated with related multi-modal auxiliary data [53]. The
features of an entity i are denoted f i = fs � fm, where ���
represents a multi-modal fusion method, fs and fm denote
structural features and multi-modal auxiliary features, re-
spectively [6]. U = f(es; r; ed) j es; ed 2 Em; r 2 Rg is a set
of triplets, where es, ed, and r denote a head entity, a tail
entity, and the relation between these entities, respectively.
MKGR typically refers to the link prediction task of the
inferring triple query (es, rq , ?) and (?, rq , ed), where rq
is a query relation. By adding inverse relation, each triplet
(es, r, ed) is equivalent to the triplet (ed, r�1, es). Without
loss of generality, MKGR methods can predict missing head
entities by converting (?, rq , ed) to (es, r�1

q , ?) [7].
De�nition 1. MKGR under the transductive setting. Given

a MKG Gm = fEm;R;Ug, MKGR under transductive
setting aims to reason out a set of triple queries Q [6], Q
= f(es, rq , ?) j (es, rq , ?) =2 U , es, �?� 2 Em, rq 2Rg, where
�?� is a missing entity, Em 2 Gm and R 2 Gm represent
entity and relation have been seen in the existing MKG
Gm.

De�nition 2. MKGR under the inductive setting. Given two
disconnected MKGs Gm = fEm, R, Ug and G�m = fG�m
= fE�m;R�;U�g, Gm is often known as a training graph,
while G�m is considered as a testing graph composed of
the triplets by the emerging entities E�m and the relations
R� [68] [66]. MKGR under the inductive setting requires
the model to learn inductive capability in the training
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graph to infer a set of queries Q on the test graph, Q =
f(es, rq , ?) j (es, rq , ?) =2 fU [ U�g, es, �?� 2 E�m, rq 2
R�g, where Em \ E�m = ; and R [ R� = R [69].

De�nition 3. Multi-hop reasoning. Multi-hop reasoning infers
the missing element by the relational path shorter or
equal toL hops, whereL is an integer not less than 1 [38].
A reasoning path is denoted as P , which is obtained by
concatenating all relations and entities in this path [47].

De�nition 4. Reinforcement Learning. RL is formalized as the
MDP consisting of a state space S , an action space A, a
transition function Pr : S � A ! S , and rewards R [60].
The agent learns an optimal policy � : S � A ! [0; 1] to
maximize the expected cumulative reward. At each step
l, the agent observes a state Sl 2 S , receives a reward Rl,
selects an action Al 2 A, and transitions to the next state
Sl+1. The objective of RL is to determine a policy � that
maximizes the total accumulated reward [61].

Problem Formalization:This work aims to study a multi-
hop reasoning model to conduct MKGR in the inductive
setting. To accomplish the above task, the model is trained
on a training graph Gm = fEm,R, Ug and then used to infer
a set of queries on the test graph G�m = fE�m;R�;U�g. The
problem is formulated as follows.

� Our input consists of a set of triple queries (es, rq ,
?) or (?, rq , ed), where rq is a query relation, es and
ed denote the source and target entities that contain
structural and multi-modal auxiliary features, and
�?� represents the missing entity.

� Our output is a set of predicted entities obtained
through a multi-hop reasoning model suitable for the
inductive setting.

4 OVERVIEW OF TMR
MMKGR, the version of our conference paper [7], is lim-
ited by manually designed reward functions and relation
sparsity as well as poor performance under inductive set-
tings, which motivates us to propose TMR in this paper.
TMR has the ability to conduct interpretable MKGR in the
inductive setting where test entities do not appear in the
training set. As shown in Figure 2, TMR mainly contains
two components: TAIR and RARL. The former is dedicated
to generating �ne-grained representations for unseen enti-
ties in the inductive setting, while the latter employs RL
to infer the target entities step-by-step in MKGs. Inspired
by the human inductive capabilities to generalize unseen
tasks from existing relevant knowledge [26], TAIR �rst ex-
ploits relational information to generate �ne-grained entity-
independent features in an attentive manner to represent
unseen entities. Then, the uni�ed gate-attention network
completes multi-modal feature fusion based on these �ne-
grained entity-independent features and generates multi-
modal complementary features for entities in MKGs. Sub-
sequently, RARL conducts MKGR by dynamically adding
augmented actions and automatically generating rewards,
which is mainly inspired by the fact that humans learn
optimal policies by imitating demonstrations rather than
prede�ned rewards [27]. Notably, TMR is quali�ed for con-
ducting MKGR under inductive and transductive settings.

This is because TMR decouples representation and reason-
ing into independent components to ensure the �exibility of
reasoning under different settings. When inductive settings
are converted to transductive setting, TMR only needs to
add additional structural representations of seen entities
into the uni�ed gate-attention network, while the reasoning
module RARL continues to complete reasoning as a multi-
modal perception interface without further changes.

5 TOPOLOGY-AWARE INDUCTIVE REPRESENTA-
TION

Existing methods are powerless to capture �ne-grained
entity-independent representation, thereby restricting the
inductive capability of MKGR models [12] [15] [16]. To
address the problem, we propose a novel representation
method called TAIR in this section. Notably, compared with
existing unseen entity representation methods or GNN-
based reasoning methods, the innovations of TAIR are pri-
marily manifested in the following two aspects: (1) TAIR
customizes the representation process of different granular-
ities for unseen entities. (2) It fully utilizes the direction of
relations and the query relation to capture type information
and relational context that is highly relevant to the query
task for unseen entities [28]. Speci�cally, TAIR includes
two modules, i.e., a relation-aware entity initializer and
an adaptive topology representation. The former obtains
coarse-grained representations of the unseen entity, and the
latter aggregates topology information related to the query
to generate �ne-grained entity-independent representations.

5.1 Relation-aware Entity Initializer
In general, entities with similar semantics have similar
topological structures in MKGs, which are re�ected in the
connection patterns of their incoming and outgoing rela-
tions. By analyzing the connection patterns, we can obtain
a coarse-grained representation that includes type infor-
mation for unseen entities. For example, unseen entities
James Cameron and Christopher Nolan both contain
the outgoing edge Role create, and these two entities have
the same type-level representation, i.e., art creator.

For an unseen entity ei, its initialized embedding is
denoted as h0

i 2 Rd. For simplicity, we use i and j to
represent the entities ei and ej in the following equations.

h0
i =

P
r2I(i) Wiur +

P
r2O(i) Wour

jI(i)j+ jO(i)j
(1)

where Wi, Wo 2 Rd�d are transformation matrices. I(i) and
O(i) represent the set of incoming and outgoing relations
of the entity ei, respectively. The embedding ur 2 Rd for
relation r is derived through TransE.

Considering that the semantics of the same entity can
be diverse under different query relations [28], we utilize
the attention mechanism to �lter out irrelevant neighbor
relations. For example, the relations connected by unseen
entity Stephen Curry have different types, such as family
and vocational relations. Given a triple query (Stephen Curry,
Father, ?), the vocational relations connected with the unseen
entity indicate that Stephen Curry is a professional basket-
ball player, but this information is irrelevant to the query.
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Therefore, an attention mechanism that dynamically adjusts
weights is employed to more accurately represent unseen
entities in query tasks. The calculation process is as follows.

�r = softmax(ur;urq ) =
exp(u>r urq )

P
r02N r (i) exp(u>r0urq )

(2)

where ur and urq are relation representations of neighboring
relation r and query relation rq . �r denotes the correlation
between r and rq . N r(i) denotes the set of neighboring
relations associated with the entity ei.

After integrating �r , Eq. (1) is updated as,

h0
i =

P
r2I(i) �rWiur +

P
r2O(i) �rWour

jI(i)j+ jO(i)j
(3)

5.2 Adaptive Topology Representation

After obtaining the coarse-grained representation h0 of the
unseen entity ei by the initializer, we further capture the
�ne-grained semantic information from the topology of
unseen entities. Inspired by the ability of GNNs to capture
topology information in knowledge graphs [29], an adaptive
topology representation module leverages GNNs to aggre-
gate local structural information from multi-hop neighbors
of entity ei. Speci�cally, we �rst concatenate the entities
and their relations to obtain triplet information. Compared
with individual entities or relations, triple information can
provide suf�cient topological information [29]. Then, we
compute the correlation between the query relation rq and
these triplets that contain more contextual information,
which effectively captures the �ne-grained representation
between topology and rq [30] [31]. Next, we de�ne the
updating process of the unseen entity ei in a k-th layer. For
simplicity, we use i and j to represent the entities ei and ej
in the following equations.

hki = tanh(Wk�1
selfhk�1

i +
X

(j;r)2Ni (ei )

�i;rWk�1
in (hk�1

j � uk�1
r )

+
X

(r;j)2No (ei )

�i;rWk�1
out (hk�1

j � uk�1
r ))

(4)

�i;r = �(W2ci;r + b) (5)

ci;r = �(W1[hk�1
i � hk�1

j � uk�1
r � uk�1

rq
]) (6)

where Ni and No are the incoming and outgoing neighbors
of entity ei, respectively. Wk�1

self , Wk�1
in and Wk�1

out 2 Rd�d

denote the transformation matrices, respectively. Similarly,
W1, W2, and b are also transformation matrices. � is the
element-wise product, and � is the activation function
sigmoid. �i;r is the attention weight of the triplet (ei, r,
ej). In addition, � represents the concatenation operation.
Based on this, we obtain the �ne-grained entity-independent
representation hki of the unseen entity ei.

Finally, to maintain the consistency of entities and rela-
tions within the embedding space, the embeddings of these
relations are updated as follows:

ukr = Wk�1
r uk�1

r (7)

where Wr 2 Rd is a transformation matrix.

6 UNIFIED GATE-ATTENTION NETWORK

In this section, we employ the uni�ed gate-attention net-
work (UGAN) in MMKGR to conduct feature fusion of
�ne-grained entity-independent representation and multi-
modal auxiliary representation. Speci�cally, the uni�ed
gate-attention network includes an attention-fusion module,
and an irrelevance-�ltration module. After extracting multi-
modal auxiliary features, the attention-fusion module fuses
these features and context features together, by attend-
ing them with a carefully designed �ne-grained attention
scheme. Then, the irrelevance-�ltration module discards
irrelevant or even misleading information and generates
noise robust multi-modal complementary features. Based
on this, the uni�ed gate-attention network selects features
of different modalities online and simultaneously completes
intra-modal and inter-modal attention interactions with
noise robustness.

6.1 Feature Extraction

(1) Context features: The entity el at reasoning step l and
query relation rq are represented as the �ne-grained entity-
independent embedding h l and urq , respectively. In addi-
tion, the history of the reasoning path that consists of the
visited entities and relations is de�ned as bl = (es, r0, e1,
r1,...,el). We leverage LSTM to integrate the vector of history
information bl with ds dimensions into context features.
Given the query in our multi-hop reasoning process, we
obtain the context features y = [bl; hl; urq ] by concatenating
these features. Following [7], a group of context features Y
is calculated as Y = [y1; y2; :::; ym], where Y 2 Rm�dy , m
and dy are the number of entities and the dimension of the
features in this triple query, respectively. (2) Multi-modal
auxiliary features: To initialize image features fi, we extract
a di-dimensional vector of the last fully-connected layer
before the softmax in VGG model [32]. Textual features ft are
initialized by the word2vec framework [33] and expressed
as a dt-dimensional vector. We concatenate the above two
parts of features on rows to form the multi-modal auxiliary
features x = [ftWt; fiWi]. To �exibly add multi-modal auxil-
iary features, a group of x is denoted as X = [x1; x2; :::; xm],
where Wt 2 Rdt �dx =2, Wi 2 Rdi �dx =2, and X 2 Rm�dx

represents a group of multi-modal auxiliary features, dx is
the dimension of the feature.

6.2 Attention-fusion Module

To obtain the complementary features with suf�cient inter-
actions and less noise, we need to fuse the context features Y
and multi-modal auxiliary features X generated in feature
extraction. However, redundant features tend to have a
negative impact on the prediction during the multi-modal
fusion [41]. Speci�cally, redundant features are either shifted
versions of the features related to the triple query or very
similar with little or no variations, which can amplify the
negative effects of noise [42]. The redundant features add
computational complexity and cause collinearity problems
[43]. Consequently, we propose the attention-fusion module
that fuses the context features and multi-modal auxiliary
features effectively.
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Speci�cally, we �rst utilize linear functions to generate
the queries Q, keys K, and values V of the attention mecha-
nism,

Q = XWq;K = YWk; V = YWv (8)

where Wq 2 Rdx �d;Wk;Wv 2 Rdy�d; and Q;K; V 2 Rm�d

have the same shape. Then, the joint representation Bl of
Q and K is learned based on the MLB pooling method [58],
inspired by the recent successes of it in �ne-grained multi-
modal fusion,

Bl = KW l
k �QW

l
q (9)

Similarly, we can generate the joint representation Br of V
and Q with the following equation,

Br = VW r
v �QW

r
q (10)

where W l
k;W l

q;W r
v ;W r

q 2 Rd�j are embedding matrices,
and � is Hadamard product.

Next, the �ltration gate gt applied to different feature
vectors is de�ned as,

gt = �(BlWm) (11)

where Wm 2 Rj�d is an embedding matrix and � denotes
the sigmoid activation. Based on the �ltration gate gt, we
can �lter out the redundant features generated during fu-
sion and obtain a new representation with the following
probability distributions,

Gs = softmax((gt �K)((1� gt)�Q)) (12)

where gt and 1� gt are used to trade off how many context
features and multi-modal auxiliary features are fused.

Finally, our attention-fusion module generates the at-
tended features V̂ =fvigmi=1 by accumulating the enhanced
bilinear values of context features and multi-modal auxil-
iary features,

V̂ =
X m

i=1
(GsW l

g)B
r
i (13)

where W l
g 2 Rd�1, and vi 2 R1�j denotes a row of the

attended features V̂ 2 Rm�j , feature vector Bri 2 R1�j is a
row of the embedding matrix Br .

By designing the attention-fusion module, we can com-
plete the intra-modal and inter-modal feature interactions
in a uni�ed manner at the same time. This is because the
inputs of this module are pairs from context features and
multi-modal auxiliary features, where each vector of a pair
may be learned from the same modality or different ones.

6.3 Irrelevance-�ltration Module
We use an irrelevance-�ltration module to further improve
the robustness of the model. The attended features V̂ ob-
tained by the attention-fusion module may contain irrele-
vant features [44]. Speci�cally, irrelevant features are irrel-
evant to the triple query in the reasoning process. Since
the attention mechanism assigns weights to all features,
these features tend to participate in model computation and
mislead the reasoning policy [45]. This motivates our model
to weight more on the most related complementary features
and dynamically �lter irrelevant ones. This is achieved by a
well-designed irrelevance-�ltration gate function. The out-
put of this gate is a scalar, the value range of which is (0,1).

The multi-modal complementary features Z are obtained as
follows,

Gf = �(Br � V̂ ) (14)

Z = Gf (Br � V̂ ) (15)

where � and Gf denote the sigmoid activation function and
irrelevance-�ltration gate, respectively.

7 RELATION-AUGMENTED ADAPTIVE REINFORCE-
MENT LEARNING

The existing RL-based MKGR method is limited by manual
rewards and sparse relations [34] [35]. To address this prob-
lem, we propose a novel RL-based framework titled RARL
in this section. Compared with MMKGR, the main technical
difference of RARL lies in the following two points. (1) We
effectively increase the additional actions to alleviate the
negative impact of sparse relations on the RL-based model.
(2) RARL utilizes generative adversarial imitating networks
to adaptively learn rewards by imitating demonstrations,
which can stabilize reasoning performance and eliminate
manual intervention in reward design. This provides a new
research perspective for RL-based reasoning methods for
MKGR.

RARL consists of three modules namely RL-based rea-
soner, rule-based demonstration sampler, and modality-
aware discriminator. Speci�cally, the reasoner leverages a
rule-guided action augmentation method that dynamically
adds additional actions and outputs diverse reasoning paths
about missing elements. Then, the rule-based demonstra-
tion sampler �lters out low-contributing paths as well as
extracts trustworthy demonstrations from MKGs. Note that,
demonstrations are re�ned sets of high-con�dence, low-
noise rule paths used to enhance reasoning reliability in link
prediction tasks. Next, the modality-aware discriminator
generates rewards to update the reasoner by evaluating the
semantic similarity between demonstrations and reasoning
paths. After suf�cient adversarial training, the RL-based
reasoner tries to deceive the discriminator to gain more
adaptive reward values by imitating the demonstrations.
We introduce the above three modules in subsections 6.1,
6.2, and 6.3, respectively.

7.1 RL-based Reasoner
7.1.1 Reinforcement Learning Formulation
RARL trains an agent to interact with the with MKGs by
modeling by Markov decision process (MDP). The MDP
consists of a 4-tuple, i.e., States, Actions, Transition, Re-
wards. The agent selects actions based on the current state
and obtains rewards from the environment (MKGs) to up-
date its behavior policy until it reaches a termination state
or a prede�ned reasoning step.

States: The state of the agent at reasoning step l is
denoted as sl= (el, (es, rq)) 2 S , where S denotes a state
space and el represents the entity at the current reasoning
step l. The source entity es and the query relation rq are the
global context shared throughout all steps.

Actions: For the given state sl, its original action space
is the set of original actions Aol at reasoning step l is
expressed as Aol = f(rl+1, el+1)j (el, rl+1, el+1) 2 Gmg.
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Considering that the relations associated with emerging
entities are often sparse in the inductive setting, we design
the Rule-guided Action Augmentation module, detailed in
the following subsection, to generate augmented actionsAal .
These augmented actions expand the range of choices avail-
able when transitioning to the next state. Consequently, the
joint action Al at reasoning step l comprises both original
and augmented actions, i.e., Aol [ Aal = Al, and the set
of joint actions forms a joint action space A. In addition,
we add STOP action to avoid in�nitely unrolling in the
reasoning process. The STOP action executes a self-loop
when the reasoning step is unrolled to the maximum step L.

Transition: Pr is de�ned to facilitate the transition
from the current state sl to the next state sl+1. Pr : S � A!
S is de�ned as Pr (sl, Al) = Pr (el, (es, rq), Aol , Aal ).

Rewards: Different from existing manually-designed re-
ward functions, we design an adaptive reward mecha-
nism to eliminate manual intervention, which achieves high
reasoning performance in complex and uncertain environ-
ments. The adaptive reward arises from path comparisons
between the generator and expert demonstration, and it is
de�ned in Eq. 29.

Policy Network The policy function � is used as a multi-
modal perception interface to output the next action with
the highest executable probability. For a given state, � selects
the promising action with the maximum likelihood, which
is de�ned as,

��(aljsl) = softmax(Al(WReLu(Z))) (16)

where al2Al. Following existing studies [38] [75], we rep-
resent the action space by stacking the embeddings of all
actions inAl as Al. The multi-modal complementary feature
Z is obtained from the uni�ed gate-attention network.

7.1.2 Rule-guided Action Augmentation
The existing RL-based reasoning method assumes suf�cient
relation paths between entities, and regards these relations
and connected tail entities as the next action. However,
the intrinsic incompleteness of MKGs leads to sparse rela-
tions of an entity. Especially, emerging entities are sparsely
connected to existing entities under the inductive setting.
This sparsity limits the utilization of potential reasoning
paths. Therefore, it is necessary to design an action space
augmentation method to eliminate the sparsity of the action
space. Although the idea of augmenting the action space is
promising, a major challenge is how to ef�ciently augment
additional actions.

Intuitively, enumerating all relations and entities to com-
pose an additional action space can complement the existing
action space. However, this combined search space is close
toO(jEj�jRj), where jEj and jRj are the numbers of entities
and relations in a MKG, respectively. For a large-scale MKG
with millions of entities and thousands of relations, large
search space becomes an intractable problem. To address
the above problem, we propose a novel action augmentation
method to ef�ciently augment additional actions. For a state
sl, the candidate set of augmented action is denoted as Cl
= f(r0; e0)jr0 2 R ^ e0 2 Em ^ (el; r0; e0) =2 Gmg. First, we
calculate the probability for the candidate set Cl:

p((r0; e0)jsl) = p(r0jsl)p(e0jr0; sl) (17)

To reduce the candidate action space, an approximate
pruning strategy is used to �lter out augmented actions.
The pruning strategy is implemented by selecting ad-
ditional relations with the highest probability based on
p(r0jsl), followed by entity selection for these relations using
p(e0jr0; sl).

For the state sl, the attention score of all relations is
calculated as p(r0jsl),

w = softmax(MLP (sl) � [ur1 ; :::;urjRj ]) (18)

where w denotes the attention vector. We select top jIj
relations with the largest attention values in w to obtain
additional relation set Radd = r1, r2,..., rjIj.

For each relation ri2Radd, we employ the knowl-
edge graph embedding method TransE [49] to predict
the probability distribution of triple query (el, ri, ?) as
p(e0jr0; sl). Similarly, only the jKj entities with the highest
probability are retained to form jKj augmented actionsn�
ri; e1

ri

�
; � � � ;

�
ri; ejKjri

�o
.

Considering the poor performance of knowledge graph
embedding methods in handling complex relations (e.g.,
one-to-many and many-to-one relations) [39] [47], we in-
troduce the rule-based reasoning method AnyBURL [51] to
enhance the diversity of augmented actions by inferring tail
entities based on ri2Radd and sl. Speci�cally, we �rst use
AnyBURL to mine the rules with high con�dence scores
from the MKGs. A logical rule B is de�ned as:

^Ni=1ri(ei; ei+1)) rh(e1; eN ) (19)

where ^ is logic conjunction, N denotes the maximum
length of the rule chain. The left side is a rule body, which is
represented by a conjunction of atoms (e1, r1, e2) ^ ... ^ (ei,
ri, ei+1) ^ ... ^ (eN�1, rN�1, eL). In addition, the right-side
is called a rule head, rh denotes the head relation.

Then, we measure the quality of each logical rule B by a
con�dence score, it is calculated as:

conf(B) =
pos(B)

pos(B) + neg(B)
(20)

where pos(B) and neg(B) are the numbers of positive and
negative trajectories, respectively.

Next, we retrieve the ri-speci�c rule Bri to predict the
triplet for query (el, ri, ?). The triplet F can be formulated
as,

F = f(el; ri; er
i

1 )j9f(el; r1; e1); (e1; r2; e2); :::; (en; rn; er
i

1 )
^(r1 ! r2 ! :::! rn) 2 Bri ^ ri 2 Rgg

(21)

Finally, we select rules in descending order of
their con�dence scores until jMj augmented actionsn�
ri; er

i

1

�
; � � � ;

�
ri; er

i

jMj

�o
are obtained. Note that, we �ll

the remaining slots with the aforementioned STOP action
to maintain a �xed size when there are less than jMj aug-
mented actions [38] [46]. Based on this, we add augmented
actions to the multi-hop reasoning process, which effec-
tively alleviates the sparsity of the action space. With this
implementation, the space of augmented action is O(jIj�
(jKj+jMj)), where jIj, jKj, jMj � jEj.
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7.2 Rule-based Demonstration Sampler
Inspired by the fact that learning reasoning rules can in-
crease the trustworthiness of the demonstrations [39], we
use AnyBURL [51] to extract a set of rule paths Prq with
con�dence scores greater than 0.75 for the query relation rq
as candidate demonstrations. Then, we reserve the shortest
paths P 0rq

with size N to �ltrate noise and unify the number
of rule paths. This is because the combination of the shortest
relation path can accurately represent the semantic link
between two entities [36] [37]. And longer paths are more
likely to contain worthless or even noisy information [38].
Next, we encode the path package � by concatenating all
path embeddings in P 0rq

. Considering the effectiveness of
convolutional neural networks (CNNs) in extracting seman-
tic features from paths, the path package denoted as � 2
RNd is fed into a convolutional layer by sliding a kernel ! :

c1 = W2Relu(W1ReLU(Conv(�; ! ))) (22)

To further select the rule paths related to rq , we design a
counterfactual �ltering method. We use the dot product to
extract the correlation between urq and c1.

t� = �(c1 � urq ) (23)

where t� is the correlation score to evaluate the path
package representation c1 and the query relation urq . The
counterfactual �ltering method removes each rule path x0
from the P 0rq

in turn. The altered path set is calculated
by Eq. 23 to obtain a new correlation score. we re�ne the
demonstration set according to this score:


 = fxjtu � tu�x0 > 0; x 2 x0g (24)

where 
 is the re�ned demonstration containing N 0 paths.
If the path x0 is important to the query relation, the removal
of x0 will lead to the result of tu � tu�x0 being positive.

7.3 Modality-aware Discriminator
Typically, relations in paths mainly focus on connections
between entities, while entities focus on multi-modal repre-
sentations. When evaluating demonstrations and reasoning
paths, dividing entities and relations into two levels not only
avoids information confusion but also better adapts to the
variation of semantic features at different levels.

Relation Level The discriminator aims to judge whether
the demonstrations and reasoning paths are similar in re-
lational connectivity. For a triple query, a set of reasoning
paths P are packaged by concatenating all path embeddings
and denoted as �.

For a triple query, we �rst remove entities in 
 and P
to extract relation paths by summing all relations. By using
the concatenation operation to package the path, we obtain
relation packages �
 and �P . Next, we extract semantic fea-
tures c
 and cP using Eq. 22. Finally, the sigmoid function
is used to the features to the interval (0,1).

D(� 
 ) = �(Ws2ReLU(Ws1c
)) (25)

where � is a sigmoid function. We can obtain the representa-
tion D(� 
 ) of c1 in the same calculation form with D(� P ).

Entity Level To better identify the differences between
multi-modal features of entities, we leverage multi-modal

complementary features in paths to accomplish entity-level
discrimination. Speci�cally, for a triple query, we �rst gather
the entities in the set of paths in 
 and P . Then, we also
use the concatenation operation to package the entities to
obtain two entity packages �
 and �P . Finally, we employ
a multi-layer neural network as the feature extractor, which
is de�ned as follows,

D(� 
 ) = �(Wetanh(� 
)) (26)

where D(� 
 ) is formulated as the package features of
entities. We can obtain D(� P ) n the same calculation form
as D(� 
 ).

7.4 Training

In this section, we de�ne the �nal reward function and for-
malize the training process. Speci�cally, we �rst introduce
path features whose quality is higher than random noise
into the reward.

Rr = max(D(� P )�DN (� P ); 0) (27)

Re = max(D(� P )�DN (� P ); 0) (28)

where DN (� P ) and DN (� P ) respectively denote noise em-
beddings from the entity and relation layers. These embed-
dings consist of random noise sampled from a continuous
uniform distribution. Rr and Re represent the adaptive
rewards from relation layer and entity layer, respectively.

Then, we de�ne the adaptive reward R(sl) at the state sl
as follows:

R(sl) = �Re + (1� �)Rr (29)

where � is a balance factor. Note that, the agent learns
adaptive rewards from demonstrations without manually
designing and tuning, which reduces manual intervention
and subjective bias [22]. In addition, the adaptive reward
improves the generalizability of our proposed model and
it is suitable for unseen tasks. This is because the adaptive
reward mechanism automatically captures common meta-
knowledge by learning relation patterns and multi-modal
features in demonstrations [40].

Next, we optimize the modality-aware discriminator by
reducing training loss and expect it to possess expertise in
distinguishing between P and 
.

Lr = D(� P )�D(� 
 ) + �(k 5p̂D(p̂) k2 �1)2 (30)

where � is a penalty term and p̂ is sampled uniformly
along straight lines between the reasoning path and the
demonstration.

For the discriminator at the entity level, we de�ne loss
Lr as follows:

Le = �(logD(� 
 ) + log(1�D(� P ))) (31)

Finally, to maximize the accumulated rewards of adap-
tive reinforcement learning and obtain the optimal policy,
the objective function is as follows,

J (�) = E(es ;r;ed )�Gm Ea1 ;:::;aL ��� [R(sl j es; r)] (32)
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TABLE 1
Inductive link prediction results for different versions of MKGs.

WN9-IMG-TXT FB-IMG-TXT
V1 V2 V3 V1 V2 V3

MRR Hits@1 Hits@10 MRR Hits@1 Hits@10 MRR Hits@1 Hits@10 MRR Hits@1 Hits@10 MRR Hits@1 Hits@10 MRR Hits@1 Hits@10

MMKGR 27.0 25.1 30.2 27.2 25.5 30.6 29.3 26.9 33.3 21.4 19.3 25.3 23.3 21.7 26.5 26.0 23.9 29.1
DRUM 43.4 40.5 46.0 45.2 41.6 48.7 48.4 45.7 51.0 35.6 32.7 38.2 37.8 34.8 39.7 40.1 38.6 43.2

CoMPILE 45.2 41.7 47.3 47.0 43.9 50.8 49.1 47.6 53.2 36.9 34.5 39.3 39.8 35.9 40.9 42.3 39.9 44.4
MorsE 48.2 45.8 52.4 50.3 48.6 53.1 54.2 52.1 56.7 38.3 36.6 41.2 40.7 38.3 43.1 44.2 42.1 46.2

RED-GNN 51.2 49.3 54.3 53.3 50.2 56.8 56.1 54.8 59.2 40.5 38.4 42.4 43.3 41.1 45.2 46.0 44.2 48.4
TMR 64.9 62.3 69.1 67.6 64.1 72.0 71.1 69.7 74.8 57.0 54.7 59.4 60.1 57.5 62.7 63.3 60.8 66.2

Improv. 13.7% 13.0% 14.8% 14.3% 13.9% 15.2% 15.0% 14.9% 15.6% 16.5% 16.3% 17% 16.8% 16.4% 17.5% 17.3% 16.6% 17.8%

TABLE 2
Statistics of the experimental datasets over the transductive setting.

Dataset #Ent #Rel #Train #Valid #Test
WN9-IMG-TXT 6,555 9 11,747 1,337 1,319
FB-IMG-TXT 11,757 1,231 285,850 29,580 34,863

TABLE 3
Statistics of the datasets over the inductive setting.

WN9-IMG-TXT FB-IMG-TXT

#Ent #Rel #Triplets #Ent #Rel #Triplets

V1 Training 420 8 760 2848 342 17561
V1 Ind test 270 8 401 2002 263 3325

V2 Training 654 9 1465 3205 631 35184
V2 Ind test 406 8 814 2111 343 6064

V3 Training 658 9 2180 3716 750 52544
V3 Ind test 581 8 1442 2419 254 10623

8 EXPERIMENT

8.1 Datasets
Following MMKGR [6] [7], we use WN9-IMG-TXT and
FB-IMG-TXT to verify the reasoning performance under
the transductive setting. Each entity in these MKGs con-
tains three modal information: structure, image, and text.
Speci�cally, the relation triplets and textual descriptions
are extracted from WordNet and Freebase. To extract the
image features of the entities, 10 images and 100 images are
crawled for each entity in WN9-IMG-TXT and FB-IMG-TXT,
respectively [6]. Statistics are shown in Table 2.

To perform inductive reasoning in MKGs, we construct
new inductive benchmark datasets by extracting disjoint
subgraphs from WN9-IMG-TXT and FB-IMG-TXT. In par-
ticular, each dataset contains a pair of graphs: training graph
and ind test graph. Following [10], to generate the training
graph, we �rst uniformly sample several entities as the
root nodes, and then conduct the union of k-hop neighbor
triplets around the roots. Next, we set the maximum number
of samples at each hop to prevent the exponential growth
of new neighbors. Finally, we remove the training graph
from the whole graph and sample the test graph using the
same procedure. In fact, the above division method destroys
the link distribution in the original graph and reduces the
number of triplets. Therefore, for a robust evaluation, we
adjust the parameters of the above procedure to sample 5%,
10%, and 15% of the original graph (i.e., WN9-IMG-TXT and
FB-IMG-TXT) to construct datasets with different sizes [12].
Statistics of our inductive datasets are shown in Table 3. In
summary, the model is trained on the training graph and
tested on the ind test graph in every version. Note that,

(1) the two graphs have disjoint sets of entities, (2) training
graphs contain all relations present in ind test graphs.

8.2 Evaluation Protocol

To evaluate the reasoning performance of TMR over induc-
tive and transductive settings, we adopt the mean reciprocal
rank (MRR) and Hits@N to report experimental results,
which are common metrics for MKGR [6] [7].

8.3 Baselines and Implementation Details

To investigate the performance of TMR, two categories
of methods are compared. 1) Knowledge graph reasoning
methods under the induction setting: DRUM [13], CoMPILE
[11], MorsE [48], RED-GNN [29]. 2) SOTA MKGR method:
MMKGR [7]. Note that, the transductive reasoning methods
(i.e., TransE [49] or RLH [47]) on the traditional KG cannot
be applied to MKGR. This is because these methods retrain
the embedding from scratch whenever a new entity appears
[12]. In our training stage, some core settings are as follows.
The embedding dimension ds of relation and history is set
to 200, the embedding dimension di of the image feature is
set to 128 and 4096 on FB-IMG-TXT and WN9-IMG-TXT
respectively, and the embedding dimension dt of textual
feature is 1000. The path number is set to 5 for each path
package. The maximum reasoning step L and N are 3. The
number of additional relation jIj is 3 and 5 on different
versions of WN9-IMG-TXT and FB-IMG-TXT, respectively.
jKj and jMj are set to 3. We employ a 3-layer GNN to obtain
the adaptive topology representation. � in Eq.(29) is set to
0.4 and 0.2 on different versions of WN9-IMG-TXT and FB-
IMG-TXT, respectively. Code and data are available1.

8.4 Inductive Reasoning on MKGs

Reasoning performance over the inductive setting is re-
ported in Table 1 (these scores are in percentage), where the
competitive results of the baseline are marked by underlin-
ing and the highest performance results are highlighted in
bold. Speci�cally, we have the following insightful analysis
based on the experimental results in Table 1. (1) The per-
formance of our proposed TMR outperforms all baselines.
This is because TMR not only generates �ne-grained entity-
independent representations for unseen entities, but also
utilizes RARL to eliminate the negative impact of manual
rewards and sparse relations on reasoning accuracy. (2)
The experimental results of MMKGR are the lowest in the

1. https://github.com/Sfree973/TMR/
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TABLE 4
Transductive link prediction results on different MKGs.

WN9-IMG-TXT FB-IMG-TXT
Model MRR Hits@1 Hits@10 MRR Hits@1 Hits@10

MMKGR 80.2 73.6 92.8 71.3 65.8 82.6
TMR w/o TAIR 83.6 76.4 93.2 74.3 67.5 85.4

TMR 86.3 79.7 93.7 76.6 71.4 87.6

different datasets. This is because MMKGR without induc-
tion capability cannot obtain structured representations of
unseen entities. Therefore, it is not a reasonable solution
to only utilize multi-modal auxiliary information without
learning inductive capabilities in the induction setting. (3)
The rule-based SOTA model DRUM combines relations to
infer unseen tasks, but this model is limited by the quality
of the rules. (4) Similar to DRUM, CoMPILE, MorseE and
RED-GNN are designed to infer unseen tasks in traditional
knowledge graphs, but they adapt to conduct reasoning
without utilizing multi-modal auxiliary features in the in-
ductive setting. This is because the three models learn the
inductive ability from the local graph structure information.
In particular, the existing SOTA model RED-GNN remains
competitive in all versions of MKGs. This is because RED-
GNN recursively encodes multiple relational digraphs with
shared edges and preserves the structural patterns at the
same time [29]. In short, the key to performance improve-
ment in the induction setting is to consider both induction
capability and the ability to exploit multi-modal data. Note
that, TMR is the �rst model to do this in the domain of
MKGR.

8.5 Transductive Reasoning on MKGs

In this section, we investigate whether TMR outperforms
the SOTA model MMKGR under the transductive setting.
To be consistent with MMKGR, we obtain the pre-trained
embeddings of all entities by TransE. This is because unseen
entities do not exist under the transductive setting. Speci�-
cally, the pre-trained representation ei of entity i is addition-
ally added into the context features of TMR. Furthermore, a
concern is that TMR is fed with pre-trained entity represen-
tations do not need entity-independent features generated
by the TAIR component that contains topology information
in the transductive setting. To eliminate the above concern,
we added a variant of TMR w/o TAIR where the TAIR
component is removed (i.e., the context features of TMR do
not contain �ne-grained entity-independent features).

The experimental results under the transductive setting
are shown in Table 4. We have the following observations.
(1) The reasoning performance of TMR surpasses that of the
SOTA MMKGR on the original MKGs. This demonstrates
the �exibility and generalizability of TMR under different
settings. (2) The performance of TMR w/o TAIR is higher
than that of MMKGR. This is because the RARL component
in TMR w/o TAIR can eliminate the negative impact of
manual rewards and sparse relations on reasoning accuracy.
(3) The performance of TMR w/o TAIR is lower than that
of TMR. A reason is that the entity-independent features
generated by the TAIR component aggregate multi-hop
topology information. The information can provide reason-
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Fig. 3. Ablation on different components of the TMR.

ing context to improve performance under both inductive
and transductive settings.

8.6 Ablation Study
The overall goal of the ablation study is to measure the
contribution of different components by adding different
variants. Figure 3 reports the experimental results of the
TMR and its variants. (1) The variant version w/o TAIR
only uses multi-modal features of unseen entities where the
TAIR component is removed from the TMR. (2) w/o UGAN,
in which the uni�ed gate-attention network is removed and
basic concatenation operation is added to fuse all features.
(3) w/o RARL, a variant version where RARL is removed.
To ensure the agent conducts the reasoning, we retain the
RL-based reasoner with the original action space and basic
0/1 reward (i.e., the reward value is set to 1 if the target
entity is the ground truth entity. Otherwise, the value is 0).

We have the following observations. (1) TMR has the best
performance compared with both variant versions. This val-
idates the effectiveness of all components. (2) The results of
w/o TAIR are much lower than that of TMR, which veri�es
the importance of learning �ne-grained entity-independent
representation in the inductive setting. (3) Although the
input of w/o UGAN includes multi-modal information, its
reasoning performance still declines compared with TMR.
This is because the concatenation operation cannot generate
multi-modal complementary features. (4) After removing
the rule-guided action augmentation method and adaptive
reward mechanism, the performance of w/o RARL signif-
icantly degrades on different datasets. This demonstrates
that RARL can eliminate the negative effects of sparse
relations and manual rewards on reasoning performance.

8.7 Further Analysis
8.7.1 Convergence Analysis
To analyze the convergence rate and reasoning perfor-
mance between our adaptive reward and manual rewards in
MMKGR, we design a variant entitled TMR-3D. Speci�cally,
this variant removes the Rule-based Demonstration Sampler
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Fig. 5. Performance comparison between TMR and TMR-AA.

and Modality-aware Discriminator in RARL. To ensure that
the agent is rewarded, we add the 3D reward mechanism
(i.e., the manual reward function in MMKGR). In addition,
we design variant models TMR-R and TMR-E by removing
the relation-level reward Rr and the entity-level reward Re
in TMR, respectively. This setting can investigate the contri-
bution of different parts of the adaptive reward. Observed
from Figure 4, (1) TMR adopted the adaptive reward has
the fastest convergence and the most stable performance on
MKGs. This is because the adaptive reward learned from
both path semantic and multi-modal feature automatically
eliminate the manual intervention and avoids decision bias
on different MKG datasets [52]. (2) Although TMR-3D can
converge slowly, its performance is still unstable. A reason
is that the weak generalizability of manually-designed 3D
rewards leads to unstable training on different datasets [23].
(3) The performance of TMR-R is slightly worse than that of
TMR-E, which indicates that Rr has more contribution than
Re in the RARL.

8.7.2 Effectiveness Analysis for Action Augmentation
To investigate the effectiveness of the action augmentation
method for expanding the latent action space, we design a
new variant model TMR-AA by removing the rule-guided
action augmentation method in RARL. The experimental
results are shown in Figure 5, and we have the follow-
ing analysis: (1) The performance of TMR has declined to
varying degrees in all datasets after removing the action
augmentation method, which veri�es the effectiveness of
the proposed action augmentation method. (2) The perfor-
mance improvement of the rule-guided action augmenta-
tion method on different versions of FB-IMG-TXT is more
obvious than that on the different versions of WN9-IMG-
TXT. This is because more relations on different versions of
FB-IMG-TXT can be used to build more complex reasoning
rules. (3) Compared with adaptive rewards, the perfor-
mance improvement of the rule-guided action augmenta-
tion method is relatively small. One potential reason is
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Fig. 6. Performance of TMR w.r.t. varied � on different datasets.

that the reasoning processes completely depend on original
actions, and the additional actions from this method mainly
play an auxiliary role.

8.8 Key Parameter Analysis
The balance factor � is an important parameter for our
proposed model TMR. As presented in Figure 6, 0.4 and 0.2
are the optimal values of � on the different versions of WN9-
IMG-TXT and FB-IMG-TXT, respectively. The reward Re
from entity level is assigned small weights, which demon-
strates that the semantic correctness of relational paths
provides better reasoning clues than multi-modal entities
in inductive reasoning tasks.

9 CONCLUSION

In this paper, we propose TMR as a solution to conduct
TKGR in both inductive and transductive settings. Specif-
ically, TMR mainly includes TAIR and RARL. TAIR learns
�ne-grained entity-independent representation from query-
related topology knowledge to represent unseen entities.
RARL eliminates the negative impact of sparse relations
and arti�cial rewards on reasoning accuracy by introducing
additional actions and adaptive rewards. To ensure that
the entities in the training and testing sets are disjoint
under the inductive setting, we construct six MKG datasets
with varying scales. Experimental results demonstrate the
superior performance of our proposed model compared to
existing baselines across different settings.

The decoupled design of TMR’s representation and rea-
soning components enables its application in new scenarios
without redesigning the entire technical architecture. This
scalability expands TMR’s potential for adaptation to vari-
ous scenarios. In the future, we would like to extend TMR
to temporal scenarios to capture timestamp information and
reason out unseen entities. Additionally, this work relies on
small-scale datasets due to the challenges in obtaining high-
quality data. Further research is required on the construction
of large-scale datasets and the development of distributed
training methods to enhance computational ef�ciency.
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